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and thus what appears to us as elegance of description really reflects the 
interconnectedness of Nature’s laws at different levels.” 
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ABSTRACT 
 

Towards biomedical interpretability: 
methods for knowledge graph machine 

learning research in medicine 
Charlotte A. Nelson 

 
If you put your clinical information into an algorithm and it told you exactly when 

you will get sick and what disease you will have, what would be your first question? 

Mine would be: why? This question is the motivation for my dissertation because the only 

way to prevent an outcome from happening is if we know on a biological level why an 

outcome will happen.  

There are substantial barriers in answering this question including data silos and 

limitations in the interpretability of current machine learning algorithms. In an attempt to 

bypass these barriers, we have expanded a knowledge graph – SPOKE – that embraces 

the natural heterogeneity and complexity of biology by connecting together over 30 

biological and medical databases. We show that propagating data through SPOKE allows 

for the generation of human and machine readable embeddings that describe the input(s) 

(i.e. what’s measured) in terms of all nodes in SPOKE (Disease, Genes, Compounds, 

Pathways, etc.). These embeddings are called Propagated SPOKE Entry Vectors 

(PSEVs).  

Our research demonstrates that PSEVs are useful for multiple types of inputs. In 

two studies we show the power of this approach using Electronic Health Records (EHRs) 

as inputs. The first study serves as a foundation and proves that PSEVs contain known 

and novel relationships between the input data and nodes in SPOKE. The second study 

compares the use of EHRs and SPOKEsigs (signatures or PSEVs for individual patients 

at a specific timepoint) in predicting whether a patient will develop multiple sclerosis. 

Moreover, we illustrate how to retrace the outcome to the biological drivers of the 

classifier. Finally, in collaboration with NASA, we use mouse transcriptomic data 

captured during spaceflight, to infer physiological changes experienced by astronauts.   
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Chapter 1 

Introduction 
Humans have a limitless desire to ask: why? Why is the sky blue? Why did it take 

three decades for the Dodgers to win the World Series? Why do we get sick? Throughout 

time math, science, and logic have helped us answer some of the most challenging 

questions. With the advancements in computers we can now build increasing large neural 

networks and other black box algorithms to ask a different type of question: what? What 

color is the sky? What team will win the World Series? What disease does this patient 

have? Although these algorithms are incredibly effective at analyzing massive data and 

predicting specific outcomes, they don’t answer why that outcome occurred. As the 

capacity of artificial intelligence (AI) rapidly increases, we must find a method to 

leverage AI to advance our own understanding of the world in parallel.  

It can be argued that the field in which this paradigm is most apparent is 

biomedicine. The volume and types of data collected are growing at an almost 

exponential rate. Despite having more data and computational power then ever before, 

there is still a lag in the transformation of basic science research into clinical application. 

Two of the major barriers for this transformation are: data silos and distrust. Currently, 

patient data (both biological and medical) are siloed across separate research, medical, 

and business institutions. Though a single patient could have a rich timeline of biological 

and medical data, this hoarding prevents us from realizing how and why biological 

changes over time impact their phenotype. Using AI on these partial dataset can inform 

us on the relationship between the input data and the outcome in question, but how the 

input data interacts and why combinations of inputs can lead to a specific outcome 

remains concealed in the black box. Moreover, most physicians are wary of clinical AI 

applications where it cannot be explained on a biological or clinical level why the AI was 

able to predict a given outcome. Together, the hoarding of data and the lack of 

interpretation has prevented us from reaching our goals for precision medicine. 

These obstacles have also impeded our ability to answer two of my driving 

questions. First, why do surprise diagnoses exist? It is unfathomable that we are still at a 
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place in medicine where a relatively healthy person can visit their clinician and be told 

that their life expectancy is only two weeks. Second, why does it take so long for some 

diseases to be diagnosed? I believe that unraveling the underpinnings of disease, through 

a combination of knowledge and AI, is critical to answering these questions and is the 

motivation for my dissertation.  

Until individuals’ data are released from silos and integrated into cohesive 

timelines, our best option for extracting the why from AI is through the use of 

heterogeneous knowledge graphs (KGs). KGs are massive networks that can ingest and 

connect data from diverse databases. One such network is the Scalable Precision 

Medicine Oriented Knowledge Engine (SPOKE). SPOKE connects data from high-

throughput basic science research to clinical phenotypes. With over 30 databases 

currently integrated, at the time this work took place SPOKE’s backbone was comprised 

of almost 400,000 nodes of 12 types and 10 million edges of 32 types. Through these 

nodes and edges, it is possible to answer queries resembling those asked at cancer tumor 

boards (i.e. if a patient has cancer x and has mutations in genes a, b, and c, which drugs 

are they most likely to respond to?). Having data structured into KGs such as SPOKE 

makes answering these types of complex questions easier than ever before. 

We hypothesized that it was possible to harness the power of SPOKE to uncover 

the why within siloed datasets. Chapter 2 describes our development of Propagated 

SPOKE Entry Vectors (PSEVs). A PSEV is a vector description of how important each 

node in SPOKE is for a given restart population or input(s). In this research, a restart 

population is defined by the set patients that have a given code within their Electronic 

Health Records (EHRs). Here we find that using clinical data to push information through 

SPOKE highlights nodes that are both clinically and biologically relevant for a given 

population. We also show that PSEVs can be employed to discover a variety of novel 

edge types. Importantly, since PSEVs are both machine and human readable, they can be 

used in any AI application while maintain their human interpretability. 

Chapter 3 discusses our application of PSEVs using mouse transcriptomic data 

obtained during spaceflight as input. In contrast to Chapter 2, this research uses 

biological data to understand phenotypic changes (instead of vise-versa). A secondary 

outcome of this research, that needs further investigation, is the potential of SPOKE to 
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transform data from other species such that the translation to human implications is more 

reliable. Chapter 4 describes how the EHR PSEV research in Chapter 2 is applied to an 

individual patient. Specifically, we take patient “snapshots” that contain all of the 

information that a doctor knows about a patient (through their EHRs) at a specific point 

in time in combination with PSEVs to create SPOKEsigs. The resulting SPOKEsig 

describes a patient at a point in time in terms of nodes in SPOKE. We find that 

SPOKEsigs are better at predicting whether a patient will develop multiple sclerosis (MS) 

in the future than their equivalent EHR “snapshot”. Further, we illustrate that the 

differences in these predictions are driven by deep biological differences between the MS 

and Non-MS cohorts. Unlike the other chapters, Chapter 5 pivots to my experiences 

within the health care ecosystem. Last, Chapter 6 concludes my dissertation. 
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Chapter 2 

Integrating biomedical research and 
electronic health records to create 
knowledge-based biologically meaningful 
machine-readable embeddings 
This chapter contains the foundational of my PhD – the design and rigorous evaluation of 

Propagated SPOKE Entry Vectors (PSEVs). PSEVs now serve as the basic building 

block of many downstream SPOKE applications. The text was extracted from the original 

publication in Nature Communications 1. 

 
Charlotte A. Nelson, Atul J. Butte, and Sergio E. Baranzini. "Integrating biomedical 

research and electronic health records to create knowledge-based biologically meaningful 

machine-readable embeddings." Nature communications 10.1 (2019): 1-10. 

 

ABSTRACT 

In order to advance precision medicine, detailed clinical features ought to be 

described in a way that leverages current knowledge. Although data collected from 

biomedical research is expanding at an almost exponential rate, our ability to transform 

that information into patient care has not kept at pace. A major barrier preventing this 

transformation is that multi-dimensional data collection and analysis is usually carried 

out without much understanding of the underlying knowledge structure. Here, in an effort 

to bridge this gap, Electronic Health Records (EHRs) of individual patients are connected 

to a heterogeneous knowledge network called Scalable Precision Medicine Oriented 

Knowledge Engine (SPOKE). Then an unsupervised machine-learning algorithm creates 

Propagated SPOKE Entry Vectors (PSEVs) that encode the importance of each SPOKE 

node for any code in the EHRs. We argue that these results, alongside the natural 

integration of PSEVs into any EHR machine-learning platform, provide a key step 

toward precision medicine. 
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INTRODUCTION 

The rate at which the ever growing body of world data is being transformed into 

information and knowledge in some areas (e.g. banking, e-commerce, etc.) far exceeds 

the pace of such process in the medical sciences. This problem is widely recognized as 

one of the limiting steps in realizing the paradigm of precision medicine, the application 

of all available knowledge to solve a medical problem in a single individual 2, 3.  

In order to address this issue, several efforts to integrate these data sources in a 

single platform are ongoing 4, 5. The basic premise of data integration is the discovery of 

new knowledge by virtue of facilitating the navigation from one concept to another, 

particularly if they do not belong to the same scientific discipline. One of the most 

promising approaches to this end makes use of heterogeneous networks. Heterogeneous 

networks are ensembles of connected entities with multiple types of nodes and edges; this 

particular disposition enables the merging of data from multiple sources, thus creating a 

continuous graph. The complex nature and interconnectedness of human diseases 

illustrates the importance of such networks  6. Even bipartite networks, with only two 

types of nodes, have furthered our understanding on disease-gene relationships, and 

provided insight into the pathophysiological relationship across multiple diseases 7.  

In an attempt to address one of the most critical challenges in precision medicine, 

a handful of recent studies has started to merge basic science level data with phenotypic 

data encoded in electronic health records (EHRs) to get a deeper understanding of disease 

pathogenesis and their classification to enable rational and actionable medical decisions. 

One such project is the Electronic Medical Records and Genomics (eMERGE) Network. 

The eMERGE consortium collected both DNA and EHRs from patients at multiple sites. 

eMERGE and subsequent studies showed the advantages of using EHRs in genetic 

studies 8,  9, 10. Another project linked gene expression measurements and EHRs, an 

approach through which researchers were able to identify possible biomarkers for 

maturation and aging 11. While these studies illustrate the benefits of combining data from 

basic science with EHRs, no efforts connecting EHR to a comprehensive knowledge 

network have been yet reported. This study builds upon these concepts and utilizes a 

heterogeneous network called Scalable Precision Medicine Oriented Knowledge Engine 
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(SPOKE) to interpret data stored in electronic health records (EHR) of more than 800,000 

individuals at UCSF. SPOKE integrates data from 29 publicly available databases, such 

as the GWAS catalog, STARGEO, ChEMBL, LINCS, and GeneOntology, and contains 

over 47,000 nodes of 11 types and 2.25 million edges of 24 types, including disease-gene, 

drug-target, drug-disease, protein-protein, and drug-side effect (Table 2.1, 2.2)12, 13.  

In this work we describe a method for embedding clinical features from EHRs 

onto SPOKE. By connecting EHRs to SPOKE we are providing real-world context to the 

network thus enabling the creation of biologically and medically meaningful “barcodes” 

(i.e. embeddings) for each medical variable that maps onto SPOKE. We show that these 

barcodes can be used to recover purposely hidden network relationships such as Disease-

Gene, Disease-Disease, Compound-Gene, and Compound-Compound. Furthermore, the 

correct inference of intentionally deleted edges connecting SideEffect to Anatomy nodes 

in SPOKE is also demonstrated. 

 

Nodes 

Node Name Source Count 

Gene Entrez Gene 20945 

BiologicalProcess Gene Ontology 11381 

SideEffect UMLS via SIDER 4.1 5734 

MolecularFunction Gene Ontology 2884 

Compound DrugBank 1552 

CellularComponent Gene Ontology 1391 

Pathway Reactome via Pathway Commons 1308 

Symptom MeSH 438 

Anatomy Uberon 402 

PharmacologicClass FDA via DrugCentral 345 

Pathway WikiPathways 294 

Pathway PID via Pathway Commons 220 

Disease Disease Ontology 137 

Total  47031 
Table 2.1. SPOKE nodes.	

Source(s) and counts of each node type in SPOKE.  
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Edges 

Edge Name Source(s) Count 

DOWNREGULATES_AdG Bgee 102240 

UPREGULATES_AuG Bgee 97848 

RESEMBLES_CrC Dice similarity of ECFPs 6486 

INCLUDES_PCiC DrugCentral 1029 

COVARIES_GcG ERC 61690 

DOWNREGULATES_CdG LINCS L1000 21102 

REGULATES_GrG LINCS L1000 265672 

UPREGULATES_CuG LINCS L1000 18756 

LOCALIZES_DlA MEDLINE cooccurrence 3602 

PRESENTS_DpS MEDLINE cooccurrence 3357 

RESEMBLES_DrD MEDLINE cooccurrence 543 

PARTICIPATES_GpBP NCBI gene2go 559504 

PARTICIPATES_GpCC NCBI gene2go 73566 

PARTICIPATES_GpMF NCBI gene2go 97222 

PALLIATES_CpD PharmacotherapyDB 390 

TREATS_CtD PharmacotherapyDB 755 

PARTICIPATES_GpPW PID via Pathway Commons 8154 

PARTICIPATES_GpPW WikiPathways 12587 

PARTICIPATES_GpPW Reactome via Pathway Commons 63631 

CAUSES_CcSE SIDER 4.1 138944 

DOWNREGULATES_DdG STARGEO 7623 

UPREGULATES_DuG STARGEO 7731 

ASSOCIATES_DaG DOAF, GWAS Catalog, DisGeNET, DISEASES 12623 

BINDS_CbG 

DrugBank (target), PDSP Ki, PubChem, DrugCentral 
(IUPHAR), ChEMBL, DrugCentral (label), BindingDB, 
DrugCentral (ChEMBL), DrugCentral (KEGG DRUG), 
DrugBank (enzyme), DrugCentral (literature), DrugCentral 
(ChEMBL, DrugBank (carrier), DrugBank (transporter), US 
Patent 11571 

EXPRESSES_AeG Bgee, TISSUES 526407 

INTERACTS_GiG 
Lit-BM-13, hetio-da, Venkatesan-09, Yu-11, hetio-dag, HI-II-14, 
HI-I-05, II_binary, II_literature 147164 

Total  2250197 
Table 2.2. SPOKE edges. 

Source(s) and counts of each edge label in SPOKE 
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Figure 2.1 Embedding EHR concepts in a knowledge network.  

(A) Distribution of patient BMIs at UCSF. Four BMI cohorts were created using the natural boundaries of 
the BMI distribution (boxes I-IV: <18, 18-24.5, 24.6-29.5, and >29.6). Arrows at the bottom correspond to 
the BMIs that separate the standardize weight classes. (B) Step 1: find the overlapping concepts between 
SPOKE and the patient data (EHRs). These are called SPOKE Entry Points (SEPs). Step 2: choose any 
code or concept in the EHR to make cohort. Here we have chosen patients with a high BMI (Cohort IV). 
Then connect each patient in the cohort to all of the SEPs in their records. Step 3: perform PageRank such 
that the walker restarts in the patient cohort. Iterate until desired threshold is reached. Step 4: final node 
ranks are then used to create the weights in the Propagated SPOKE Entry Vector (PSEV).  
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RESULTS 

Embedding EHR concepts in a knowledge network  

The main strategy of this work is to embed EHRs onto the SPOKE knowledge 

network utilizing a modified version of PageRank, the well-established random walk 

algorithm 14. These embeddings, called Propagated SPOKE Entry Vectors (PSEVs), can 

be created for any group of subjects with a particular characteristic (i.e. patient cohort). 

Here we describe the creation of PSEVs for patient cohorts selected using either discrete 

or continuous EHR variables. PSEVs are vectors in which each element corresponds to a 

node in SPOKE. Therefore, the length of each PSEV is equal to the number of nodes in 

SPOKE. Furthermore, the value of each element in a PSEV encodes the importance of its 

corresponding node in SPOKE for a given patient cohort. 

 

Deidentified structured EHR data from 816,504 patients was obtained from the 

UCSF Medical Center through UCSF Information Technology Services Academic 

Research Systems. These records were then filtered to only include patients that had been 

diagnosed with at least one of the 137 complex diseases currently represented in SPOKE, 

leaving 292,753 patients for further analysis. Select structured data tables from the EHR 

were used to identify EHR concepts that can be directly linked a node in SPOKE. These 

points of overlap between the EHRs and SPOKE are called SPOKE Entry Points (SEPs). 

The data tables were then used to create 3,233 PSEVs, one for each identified SEP (see 

Methods). Each structured EHR table contains codes, referred to as EHR concepts, that 

can be linked to standardized medical terminology.  EHR concepts can be diagnostic 

codes (ICD9CM or ICD10CM), medication order codes (translated to RxNorm), or lab 

codes (LOINC). Although 3,233 represents a sizable proportion (7.5%) of all nodes in 

SPOKE, most nodes are not directly reachable, thus potentially diluting the power of the 

network’s internal connectivity. To address this challenge, a modified version of the 

random walk algorithm was used to propagate all 3,233 SEPs through the entirety of the 

knowledge network, thus creating a unique PSEV (i.e. medical profile) for each of the 

selected clinical features in the EHRs. 

In the original random walk algorithm, a walker is placed onto a given node in a 

network, and it can move from one node to another as long as there is an edge connecting 
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them. The algorithm was adjusted in a way similar to topic-sensitive PageRank 15, by 

weighing the re-start parameter (1 - damping factor) of the random walker towards nodes 

that are important for a given patient population (cohort used for PSEV creation). Hence, 

the importance of a given SEP (SEPi) is equivalent to the proportion of patients in the 

cohort that had an EHR concept in their records that mapped to SEP (Figure 2.2)i This 

modified version of PageRank can be applied to any patient cohort.  
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Figure 2.2 Calculating non-

uniform probability of random 

jump. 

In the original PageRank paper, 
vector E that allows the random 
surfer (walker) to avoid sinks (such 
as cycles with no outgoing edges) 
by giving the walker the ability to 
jump randomly to any node in the 
network. Usually E is uniform (β 
/N where β = the probability of 
random jump (restart parameter or 
1-damping factor) and N = number 
of nodes in the network). (a) 
Calculation of Vector E. Here the 
walker is only allowed to restart at 
the SEPs and the probability of 
starting at a given SEP is 
dependent on the patient cohort 
with that SEP. (b) Example of the 
walker on mock SPOKE. The 
walker is currently on the “eating 
behavior” node in SPOKE. Black 
edges connect to neighbor nodes 
(Gene A, Gene B, and Gene C) that 
are not SEPs. The colorful gradient 
edges connect the “eating 
behavior” node to the SEPs. (c) 
Calculation of final transition 
vector from the “eating behavior” 
node.  
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Benchmarking PSEVs with BMI  

To demonstrate that these vectors capture biologically meaningful information, 

PSEVs were created using body mass index (BMI= weight*height-2) (an ubiquitous 

variable in the EHR) as the basis to define cohorts. BMI is typically used to classify 

patients into 4 standard classes (underweight, normal, overweight, and obese). Decades 

of research have provided deep insight into both the phenotypic and mechanistic 

manifestation of obesity. However, only the top-level (phenotypic) information (i.e. BMI 

class) is captured in the EHRs. We hypothesized that by using this method it would be 

possible to integrate mechanistic and biological level data, thus gaining additional insight 

into the characteristics of people classified into each obesity class. 

When examining the distribution of BMIs across the UCSF patient population 

four groups are clearly distinguishable. These natural subpopulations were used to 

separate patients into four cohorts that aligned well with the standard BMI classes (Figure 

2.1A). Since the BMI thresholds only differed from that of the standard classes by -0.5 

BMI, the four cohorts will be reference using the names of the corresponding standard 

classes (underweight, normal, overweight, and obese). It should be noted that separating 

patients using other unbiased methods for separating patients or simply treating BMI as a 

continuous variable would lead to the same results (Figure 2.3). Therefore, a priori 

knowledge about a cohort is not necessary to create a meaningful PSEV.  

 
Figure 2.3 BMI PSEVs created using continuous 

BMI contain phenotypic and genotypic 

information. 

PSEVs were created for cohorts of patients with 
BMI 15-50 (intervals of 1 BMI). (a) Continuous 
BMI vs Disease Rank. The top 4 ranked Diseases 
(obesity, hypertension, type 2 diabetes mellitus, 
and metabolic syndrome X) in Figure 2.3 still 
show a strong positive relationship with BMI when 
treating BMI as a continuous variable. The 
opposite trend also holds for celiac disease, 
Crohn’s disease, and attention deficit disorder. (b) 
FTO gene was positively correlated with BMI.  
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Figure 2.1B illustrates the modified PageRank algorithm using patients in the 

obese BMI cohort. First, the records from all 100,187 patients in the obese BMI cohort 

were extracted. Second, connections were created between each of those patients and all 

of their additional SEPs. By definition, this means connections to any medication, 

diagnosis, or laboratory result that was present in both that patient’s record and SPOKE. 

Third, a random walker was initialized and allowed to either move to a neighboring node 

(optimized damping factor=0.9) or randomly jump to any SEP with probability β 

(optimized β=0.1). However, β was not evenly distributed among the SEPs (as in the 

original algorithm), but was instead weighted based on how important each SEP was for 

the cohort (Figure 2.2). This weight is akin to having the random walker jumping to a 

random patient in the cohort and traversing to one of that patient’s SEPs (Figure 2.2A). 

Each iteration resulted in a rank vector that reflects the proportion of time the walker 

spent on each node in the network. In practice, for each iteration, this was calculated by 

taking the dot product of the transition probability matrix and the rank vector from the 

previous iteration (See Methods). Once the algorithm converged, the rank vector from the 

final iteration was returned (bottom vector). This final rank vector is called a PSEV. 

We imagine SPOKE as a set of interconnected water pipes and the SEPs as input 

valves. Then, the percentage of obese patients that also have type 2 diabetes in their 

EHRs will determine how much water is allowed to flow through the type 2 diabetes SEP 

valve (a measure of its importance). Once all of the valves have been calibrated to fit the 

obese patient population, water can then flow to downstream nodes in SPOKE. Once the 

water reaches an almost steady state, differential water flow will highlight intersections 

of pipes (SPOKE nodes) that are significant for obese patients. 
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Figure 2.4 PSEVs contain phenotypic and 

genotypic information.  

(A) BMI Cohort vs Disease Rank. The top 4 ranked 
Diseases in the in Cohort IV’s PSEV were obesity, 
hypertension, type 2 diabetes mellitus, and metabolic 
syndrome X. All 4 show a positive relationship with 
BMI. The opposite trend was observed for celiac 
disease, Crohn’s disease, and attention deficit 
disorder which were highly ranked in Cohort I’s 
PSEV. (B) FTO gene was positively correlated with 
BMI. (C) The number of overlapping genes between 
the GWAS catalog for increased BMI (n=365) and 
the top 365 Genes in each BMI cohort PSEV. 
 
 

 

 

 

 

 

 

 

Identifying Phenotypic Traits in PSEVs 

The final PSEV is representative of how important each SPOKE node is for a 

given EHR concept based on both the connections in SPOKE and the patients with that 

concept in their EHR. Therefore, a PSEV was generated for each of the four BMI 

cohorts. Since each element in a PSEV corresponds to a single node in SPOKE it is now 

possible to determine how important each SPOKE node is for each of the BMI cohorts.  

To examine the significance of this observations, values of the Disease elements in the 

PSEVs were compared for each of the four BMI cohorts. The top Diseases in the PSEV 

of the obese cohort were obesity, hypertension, type 2 diabetes mellitus, and metabolic 

syndrome X. While not unexpected, the identification of these diseases as the most 

important conditions for this group of patients without any reference to the mechanisms 

underlying obesity present in the EHR, is noteworthy. These diseases were also well 

correlated with average BMI (r=0.75-0.95) and when their rank were plotted against 

average BMI, have some of the steepest slopes (slope=5.4-6.7), suggesting they were 

causally related.  
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To learn more about the relationships between BMI and these potentially 

associated diseases, for each BMI class, we plotted the average BMI (mean BMI per 

cohort) against the rank of these Disease elements in the four respective PSEVs (Figure 

2.4A). The most noticeable differences in the rank were observed for the Disease element 

hypertension between the underweight and normal cohorts (rank increases from 136 to 

17) and the Disease element obesity between overweight and obese (rank increases from 

132 to 1). These makes sense given that hypertension was the most prevalent disease in 

UCSF cohort and many of the factors that contribute to hypertension risk are also related 

to increasing BMI and the BMI classification of obesity is very similar to the threshold 

for our obese cohort. Additionally, there was a major difference (111 positions) in the 

rank of the type 2 diabetes mellitus between the normal and overweight cohorts. This 

change suggests that type 2 diabetes mellitus became associated with BMI once patients 

have reached overweight status and that an increased BMI was one phenotypic 

manifestation of this condition. Finally, metabolic syndrome X was highly ranked 

(position 4) only in the obese cohort. However, it differed from obesity in that the 

progression in rank between normal and overweight was gradual, suggesting increased 

BMI as a risk factor in metabolic syndrome X. In contrast, the rank of celiac and Crohn’s 

disease progressively diminishes 116 and 108 positions respectively between the 

underweight and obese cohorts. This trend could be explained by the fact that weight loss 

is symptomatic of both celiac and Crohn’s disease. Another Disease that progressively 

moves down in rank with increased BMI was attention deficit hyperactivity disorder 

(ADHD). This negative correlation was due to the fact that most of the medications used 

to treat ADHD have side effects related to weight loss and loss of appetite. These results 

show that the algorithm correctly up-weights phenotypes associated with high BMI in the 

PSEVs for the overweight and obese cohorts while also down-weighting those 

phenotypes in the underweight and normal cohorts. Further, these results were replicated 

treating BMI as a continuous variable instead of discrete classes (Figure 2.3). This 

replication shows the robustness of this approach and is important given that most 

continuous variables in the EHRs are not associated with a fixed number of classes. It 

should be noted that up until this point, BMI has been treated as a continuous variable 

used to simply split patients into groups and the algorithm has been blind to the 
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standardized classes associated to those groups. BMI was chosen to illustrate the utility of 

PSEVs because the consequences/traits of an abnormal BMI are very well known. 

However, since a PSEV can be created for any variable in the EHRs they can also be 

used to reveal phenotypic traits associated with less well-understood variables and 

phenotypes.      

 

PSEVs reveal Genotypic Traits and Biological Mechanisms 

To test whether the same trend was seen at genotypic level, linear regressions 

were computed on the average BMI vs Gene rank. Again, the genes that positively 

correlated with average BMI (mean BMI of a cohort) were given the top prioritization in 

the high BMI (obese) PSEV. An example of a gene that was positively correlated with 

BMI is Alpha-Ketoglutarate Dependent Dioxygenase (FTO), also known as Fat Mass 

And Obesity-Associated Protein, is shown in Figure 2.4B. To check if these genes were 

genetically related to BMI, genes associated with increased BMI (not necessarily obesity, 

just an average increase) were extracted from the GWAS catalog (n=365 mapped genes) 

and compared them to the top 365 ranked Genes in the PSEVs. Remarkably, the PSEV 

for the obese cohort was significantly enriched in known BMI associated genes 

(p=2.19E-10, binomial test; Figure 2.4C). The PSEV for the overweight cohort was also 

significant while the BMI cohorts corresponding to underweight and normal BMIs 

showed no significant enrichment. Therefore, Gene elements that were highly ranked in 

the overweight or obese BMI PSEVs had a higher probability of harboring a 

susceptibility variant. These results illustrate that PSEVs can learn new biologically 

meaningful relationships. 
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Figure	2.5.	PSEVs	embed	first	neighbors	in	SPOKE	and	learn	new	relationships.  

Imagine the SPOKE network as a set of water pipes and the SEPs as input valves. Pressure from the patient 
population determines how much water can flow through the valves. The water can then reach downstream 
SPOKE nodes. The amount of water that flows through each SPOKE node will be specific to the selected 
patient population. (A) Distribution of ranks in PSEV vectors for first neighbors (blue) and non-first 
neighbors (red). (B) Multiple sclerosis first neighbors that overlap with top PSEV rank (blue edges) or not 
in top PSEV rank (red). (C) The top 10 ranked nodes in the PSEV for each node types that don't directly 
connect to Multiple sclerosis Disease node in SPOKE (dashed edges) 
 

PSEVs Preserve Original SPOKE Edges 

After identifying that the obese BMI PSEV was able to preserve the known gene 

expression edges in SPOKE, we decided to check this with other concepts in a high 

throughput manner. To do this, we utilized the fact that SEPs are SPOKE nodes that can 

be directly mapped to EHR concept(s) to extract 3,233 patient cohorts from the diagnosis, 

medication order, and lab tables in the EHRs. PSEVs were then generated for each of the 

cohorts. Then the top ranked nodes (ranked per type) in each PSEV were examined 

(Figure 2.5A-C). The majority of top ranked nodes in a given PSEV were also first 

neighbor relationships in SPOKE. For example, the Multiple Sclerosis (MS) Disease 

node is connected to 39 Anatomy nodes (such as MS-LOCALIZES_DlA-Central Nervous 

System) in SPOKE. Notably, there is 100% overlap between the top 39 ranked Anatomy 

elements in the MS PSEV and all actual MS Anatomy neighbors (n=39). Similarly, for 

Symptom nodes connected to MS (such as MS-PRESENTS_DpS-Fatigue), 80% of first 

neighbor relationships are maintained in the top n- Symptom elements of the MS PSEV. 

This means that although most of the top nodes were the same, new relationships were 

prioritized based on the symptoms experienced by individual MS patients at UCSF. Next, 

the prioritizations of nodes that were not directly connected in SPOKE were considered 

(Figure 2.5C). For instance, multiple nodes related to the response to interleukin-7 were 
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ranked among the top 10 BiologicalProcess nodes and the node for the structural 

constituent of myelin sheath in the top 10 MolecularFunction nodes. Though there was an 

abundance of evidence supporting these relationships, there was no direct relationship in 

SPOKE nor was this information stored in the EHRs, thus they must be learned during 

PSEV creation. These results illustrate the ability of PSEVs to preserve the original 

information from SPOKE while expanding its significance in a biologically meaningful 

manner by reaching out to more distant but biologically related nodes. Further, this 

demonstrates that PSEVs describe each EHR concept in multiple dimensions and is true 

to the hierarchical organization of complex organisms.       

 

After identifying and implementing a method to embed EHR onto the knowledge 

network, we sought to verify in a rigorous manner that the obtained vectors were 

biologically meaningful (i.e. that the expanded set of variables stemming from EHRs 

result in a network of related medical concepts). Next, we demonstrate that the PSEV 

ability to learn genetic relationships can be applied in a high throughput fashion. 

Additionally, a series of benchmarks (supplemental text) shows that PSEVs ability to 

learn connections can be applied to other edge types such as Disease-Disease (edges 

from MEDLINE co-occurrence) and Compound-Compound similarity (edges DICE 

similarity), Compound to drug-protein (molecular targets; edges from DrugBank, 

DrugCentral, BindingDB), and SideEffect-Anatomy (edges from MEDLINE co-

occurrence).  
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Figure 2.6. Disease Cluster by Genetic Similarity.  

(A) Heatmap generated with the Disease PSEVΔDD, ΔDG  (only using elements of Genes that associate 
with at least one Disease). The heatmap shows the Gene ranks (columns) within each of the 137 Disease 
PSEVs (rows). Both Diseases and Genes were clustered. Disease Cluster 4 (n=18) was enriched in 
neurological diseases and shown in dark purple. (B) Magnification of the 197 Genes found in a top Gene 
Cluster (Cluster 6) for Disease Cluster 4. Asterisks above Gene symbols indicate how many Diseases in 
Disease Cluster 4 were associated with that Gene. Color bar signifies how many Diseases were associated 
with a given Gene. (C) Expected distributions for the number of Genes that were associated with at least 
one, two, or three Diseases (1000 random permutations of 18 Diseases and 197 Genes). Arrows show the 
observed number over Genes within Gene Cluster 6 that were associated with at least one, two, or three 
Disease in Disease Cluster 4 and greatly exceed the expected number of Genes (fold change=2.0, 3.9, and 
5.4 accordingly). (D) 15 Genes that were within Gene Cluster 6 were associated with three or more 
Diseases in Disease Cluster 4. 
 

PSEVs uncover specific Disease-Gene Relationships 

Because of the multitude of concepts present in SPOKE, multiple paths can 

connect any two nodes, thus providing redundancy. Thus, we hypothesized that unknown 

relationships, like the GWAS genes recovered in the high BMI PSEV, could still be 

inferred even if some of the information was missing because the random walker would 

traverse similar paths during PSEV computation. To address this point, all of the 

Disease-Disease (e.g. MS-RESEMBLES_DrD-Amyotrophic Lateral Sclerosis) and 

Disease-Gene edges (MS-ASSOCIATES_DaG-IL7R and MS-DOWNREGULATES- 

PALLD) in SPOKE were removed and the PSEVs were recomputed the Disease PSEVs 

(PSEVΔDD, ΔDG). 

The resulting Disease PSEVs (PSEVΔDD, ΔDG) were visualized in a heatmap and 

clustered by Diseases and Genes (Fig 2.6A). Clearly defined groups of diseases can be 

identified in the heatmap, many of which are known to share associated or influential 

genes. For example, Disease Cluster 4 contains mainly neurological, diseases such as 

multiple sclerosis, Alzheimer's disease, narcolepsy, autistic disorder, and attention deficit 

hyperactivity disorder. The Gene cluster most characteristic of Disease Cluster 4 contains 

197 genes (Fig 2.6B). Within this Gene cluster, 96 Genes were associated with at least 

one Disease in Disease Cluster 4 (enrichment fold change=2.0), 33 Genes were 

associated with at least 2 diseases (enrichment fold change=3.9), and 15 Genes were 

associated with at least 3 diseases (enrichment fold change=5.4; Fig 2.6C-D). These 

results support the hypothesis that PSEVs encode deep biological meaning. 

To validate that the recomputed PSEVs (generated without the critical edges) 

were able to uncover genetic relationships among the complex diseases in SPOKE, a 
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Disease-Gene networks (DG) using the top K Gene nodes for each Disease in PSEVΔDD, ΔDG 

was created, where K was equal to the number of known gene associations for a given 

disease. In SPOKE, the ASSOCIATES_DaG edges represent known associations 

between Diseases and Genes and were obtained from the GWAS Catalog 16, DISEASES 17, 

DisGeNET 18, 19, and DOAF 20. DG networks were generated using either the original 

PSEVs (DGPSEV, Blue) or the incomplete, benchmarking PSEVΔDD, ΔDG (DG PSEVΔDD, ΔDG, Green Fig. 

2.7A). These networks were compared against networks created using three random 

matrices as a way to generate a null distribution: PSEVRANDOM (DGRANDOM, Pink distribution 

Fig. 2.7A), PSEVSPOKE SHUFFLED (DGSPOKE SHUFFLE, Red), and PSEVSEP SHUFFLED (Orange, DGSEP SHUFFLE). Next, the 

number of overlapping edges between each of the DG networks and the gold standard 

Disease-ASSOCIATES_DaG-Gene (DGSPOKE) edges (n=12,623) in SPOKE were 

compared. When selecting the top K Genes using only Genes with at least one 

ASSOCIATES_DaG edge (n=5,392), both DGPSEV and DGPSEVΔDD, ΔDG shared significantly more 

edges with DGSPOKE than with any of the random networks (Fig 2.7A; average fold change 

15.2 and 2.4 accordingly). This suggests that redundancy in SPOKE paths can be used to 

infer genetic relationships even when the original (direct) associations are removed.  

These results were even more striking when selecting the top K genes using all 

genes in SPOKE (Fig 2.7A insert; n=20,945; average fold change 40.6 and 4.5 

accordingly). It should also be noted that, unlike PSEVΔDD, ΔDG, both PSEVSEP SHUFFLED and 

PSEVSPOKE SHUFFLED were created without deleting the Disease-Disease and Disease-Gene edges 

from SPOKE, therefore the correct edges were present at least some of the time even in 

the permuted networks, thus providing a higher level of stringency. 

 

Learning Rate Differs Between Edge Types 

One of the main challenges with knowledge networks is that as long as our 

knowledge is incomplete, the networks will suffer from missing edges. The benchmark 

shown here illustrates the most severe scenario in which 100% of our knowledge about 

the relationships among Diseases and between Diseases and Genes is removed. To 

evaluate performance of the algorithm as the network gains knowledge, edges were 

slowly added back to the network. We found that the PSEVs learned well-established 

(ASSOCIATES from the GWAS Catalog, DisGeNET, DISEASES, or DOAF) Disease-
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Gene edges before the noisier (UP(DOWN)REGULATES from StarGEO) edges (Figure 

2.7B). This is most likely due to the fact that well-established (associated) Genes are 

necessarily drivers of (not reacting to) a Disease. In practice this would cause the random 

walker keep going back to BiologicalProcess, CellularComponent, MolecularFunction, 

and Pathway nodes that are important for a given Disease and thereby push information 

to Genes involved in those activities. Alternatively, the random walker could travel to 

Anatomy nodes that express Genes that are associated with a Disease or through 

Compounds that are used to treat (or even those that exacerbate) a Disease. This further 

demonstrates that the relationships inferred within PSEVs are biologically meaningful. 

 

Retracing the path between SEP and Genes 

Finally, to understand how the patient population at UCSF influenced the PSEVs 

to correctly rank Disease-Gene associations the shortest paths were retraced between the 

significant SPOKE Entry points of a given Disease and the associated Gene (Fig 2.7C; 

Methods). For example, the locus containing CSMD1 is associated with schizophrenia in 

the GWAS Catalog. Figure 2.7D shows why the gene CSMD1 was one of the top ranked 

Genes in the PSEVΔDD, ΔDG for schizophrenia.  The weight from the EHRs of schizophrenia 

patients at UCSF drives information towards Anatomy in which CSMD1 is expressed or 

regulated and Compounds that bind or regulate Genes that interact or regulate with 

CSMD1. The combined weight highlights CSMD1 as a gene that is associated with 

Schizophrenia. This example highlights the fact that inferences made with this method 

are not black box predictions, but the information used to make the inference can be 

traced back to the exact concepts. We believe that knowledge based clear box algorithms, 

such as the one presented here, will be pivotal in the advancement of precision medicine.   
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Figure 2.7. Recovering deleted Disease-Gene edges.  

Prior to PSEVΔDD, ΔDG calculation all of the Disease-Gene and Disease-Disease edges were deleted from 
SPOKE. (A) The gold standard Disease-Gene network was made from the deleted edges in SPOKE. Plots 
show the number of Disease-Gene relationships using each of the PSEV matrices that overlap with the gold 
standard networks. The pink distributions show the results from the permuted PSEV matrices (PSEVRandom; 
1000 iterations) while the arrows show the results from the original PSEV (blue), PSEVΔDD, ΔDG (green), 
PSEVSPOKE SHUFFLED (red), and PSEVSEP SHUFFLED (orange). (A) The top K Genes where selected from the set of Genes in 
the gold standard network or (A insert) the entire set of Gene nodes in SPOKE.  (B) The breakdown of top 
Disease-Gene relationships as knowledge (edges) were added back to the network.  (C) To uncover how 
the deleted Disease-Gene associations were recovered using the PSEVs we retraced the shortest path 
between the most important SPOKE Entry points (SEPs) and the desired Gene. Patients with Disease X put 
pressure on the SEPs (top). The SEPs that receive the most significant amount of pressure are colored by 
node type. Information then flows through other nodes in SPOKE (middle) before reaching the Gene that 
was genetically associated to Disease X (bottom). (D) In the GWAS catalog Schizophrenia and CSMD1 
are associated. As outlined in B, the information flows from the significant SEPs of patients with 
Schizophrenia to CSMD1.  
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DISCUSSION 

Uncovering how different biomedical entities are related to each other is essential 

for speeding up the transformation between basic research and patient care. When 

deciding the best therapeutic management strategy for a patient, physicians often need to 

think about the symptoms they present, their internal biochemistry, and potential 

molecular impact and adverse events of drugs simultaneously. A well-trained and 

experienced doctor will likely prescribe the best course of action for that patient. 

However, significant heterogeneity is seen even across the best hospitals on what best 

course of action means for a given patient, resulting in poor consistency, a labyrinth of 

solutions, and ultimately lack of evidence-based medicine. Since it is naturally 

impossible for a single person to retain and recall all the necessary and relevant 

information, an efficient manner to incorporate this knowledge into the health care 

system is needed. We argue that since PSEVs can be created for any code or concept in 

the EHRs it is possible they could provide such solution. Using PSEVs we were able to 

integrate what we have learned from the last five decades of biomedical research into the 

codes used to describe patients in the EHRs. As a result, these embeddings serve as a first 

step to bridging the divide between basic science and patient data.  

Our method for the integration of EHRs and a comprehensive biomedical 

knowledge network is based on random walk. Random walk has been applied to a wide 

variety of biological topics such as protein-protein interaction networks 21, gene 

enrichment analysis 22, and ranking disease genes23, 24, 25. Additionally, random walk has 

been used to infer missing relationships in large incomplete knowledge bases 26. Our 

method includes the generation of PSEVs, as a way to embed medical concepts onto the 

network. The entire patient population at UCSF was used to determine how important 

each node in SPOKE is for a particular code. Therefore, each PSEV describes EHR codes 

in both a high level phenotypic and deeper biological manner.  

We demonstrated that not only do PSEVs carry the original relationships in 

SPOKE, but also were able to infer new connections. This was illustrated by ability of 

PSEVs to recover deleted Disease-Disease, Disease-Gene, Compound-Compound, and 

Compound-Gene edges as well as to infer new relationships between SideEffect and 

Anatomy nodes. Other than just showing that PSEVs can learn relationships between 
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different types of nodes, these tests illustrated that PSEVs can learn relationships between 

nodes at a variety of lengths apart from one another. By correctly inferring the Disease-

Gene and Compound-Gene edges, we demonstrated that PSEVs could uncover higher 

order relationships, such as those between a cohort and SPOKE. At the same time, 

correctly inferring Disease-Disease and Compound-Compound edges demonstrated that 

PSEVs could uncover relationships among EHR concepts themselves. Finally, by 

inferring SideEffect-Anatomy edges we proved PSEVs could find SPOKE-level 

relationships. These tests served as our proof of principle that PSEVs can learn multiple 

types of new relationships.  

Further, these results illustrate that, unlike black box methods, PSEVs are capable 

of embedding phenotypic traits such as risks, co-morbidities, and symptoms. Other 

vectorization methods like word2vec are able to learn relationships, however since the 

elements within the vector are unknown they cannot be traced back to a given trait in the 

EHRs. Similarly, though it is possible to identify these phenotypic traits using a statistical 

analysis of a single cohort, the benefit to using PSEVs is that these traits are identified in 

a high throughput fashion for every concept in the EHRs and outputs them in a format 

that can be used in machine learning platforms. PSEVs, and other clear box algorithms, 

allow us to integrate knowledge into data, therefore generating deeper, informed 

characterizations that can be understood by both humans and machines. 

The main limitations of this approach mostly stem from the potential inaccuracies 

in the EHRs and the incompleteness of the knowledge networks (SPOKE). First, while 

maintaining the trust and privacy of patients remains paramount, it has also made it 

difficult for institutions to share even de-identified records. Not being able to openly 

share data means that the patient population used may not be representative of the general 

population, especially in terms of race, ethnicity, education and income. Second, many 

institutions don’t use standardized medical terminology, thus making it challenging to 

accurately map EHR concepts to SPOKE. That being said, institutions that use EHR 

formats that utilize standard terminologies, like the Observational Medical Outcomes 

Partnership (OMOP) Common Data Model, can easily implement this in their own 

system. While we did not use OMOP in this work, efforts by our group and others are 

ongoing in this direction. Finally, we are limited by the fact that as long as our 



	 26	

biomedical knowledge is incomplete the same will be true for our knowledge networks. 

In this regard, SPOKE is continually under development and future versions will increase 

in complexity and completeness. However, our results show that adding context with the 

EHRs actually enabled us to learn new relationship in the network, thereby growing our 

biomedical knowledge. We believe that these limitations are inherent to this field of study 

and that the development of tools, such as the one presented here, can spur collaboration 

between institutions and help overcome these limitations. 

The potential uses of PSEVs are vast. We recognize that several associations in 

EHRs can be uncovered using clinical features alone, and several machine-learning 

approaches are already being utilized to that end 27. However, since PSEVs describe 

clinical features on a deeper biological level, they can be used to explain why the 

association is occurring in terms of Genes, Pathways, or any other nodes in a large 

knowledge network like SPOKE. Consequently, PSEVs can be paired with machine 

learning to discover new disease biomarkers, characterize patients, and drug repurposing. 

With implementation of some of these features, we anticipate that PSEVs or similar 

methods will constitute a critical tool in advancing precision medicine. 

 

 

MATERIALS AND METHODS 

Electronic Health Records 

The University of California, San Francisco (UCSF) supplied the Electronic 

Health Records (EHRs) in this paper through the Bakar Computational Health Sciences 

Institute. Almost one million people visited UCSF between 2011-2017. Out of 878,479 

patients 292,753 had at least one of the 137 complex diseases currently represented in 

SPOKE. The EHRs were de-identified to protect patients’ privacy. For this paper we 

collected the information on the cohort of patients with complex diseases using de-

identified LAB, MEDICATION_ORDERS, and DIAGNOSES tables. The LAB table 

contains the lab test orders and results, including the actual measurements and the 

judgment of whether the results were abnormal. The MEDICATION_ORDERS table 

contains prescriptions with dose, duration, and unit. The DIAGNOSES table contains 

diagnosis and symptoms with ICD9 and ICD10 codes. These tables are linked by Patient 
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IDs (one unique ID for each patient) and Encounter IDs (one unique ID for each 

encounter a given patient has with our medical system). 

 

Scalable Precision Medicine Oriented Knowledge Engine  

Scalable PrecisiOn Medicine Knowledge Engine (SPOKE) is a heterogeneous 

knowledge network that includes data from 29 publicly available databases, representing 

a significant proportion of information gathered over five decades of biomedical research 
13. This paper was powered by the first version of SPOKE, which contains over 47,000 

nodes of 11 types and 2.25 million edges of 24 types. The nodes (Anatomy, 

BiologicalProcess, CellularComponent, Compound, Disease, Gene, 

PharamacologicalClass, SideEffect, and Symptom) all use standardized terminologies 

and were derived from five different ontologies. The sources and counts of each node and 

edge type are detailed in Tabls 2.1-2.2.  

 

Connecting EHRs To SPOKE 

EHRs were connected to SPOKE Disease, Symptom, SideEffect, Compound, and 

Gene nodes. To connect to Disease nodes, ICD9/10 28 codes in the EHRs were translated 

to Disease Ontology identifiers29, 30. Since this relationship was used to select the patient 

cohort, we manually curated the mappings. The connection to Symptom and SideEffect 

nodes was also made from translating the ICD9/10 codes via MeSH identifiers and CUI 

respectively. The relationship between Compound nodes and EHRs was derived by 

mapping RxNorm to the FDA-SRS UNIIs (Unique Ingredient Identifiers) to DrugBank 

Identifiers. Lab tests were connected to multiple node types in SPOKE using the Unified 

Medical Language System (UMLS) Metathesaurus 31. The LOINC 32 codes in the EHRs 

were mapped to CUI and then mapped to a second CUI (CUI2) using UMLS 

relationships. A connection between LOINC and SPOKE would be made if CUI2 could 

be translated to a node in SPOKE. CUIs with nonspecific relationships were excluded. 

From the UCSF EHRs, 10,499 unique codes, found in the Diagnosis, Medication Orders, 

and Labs tables, were mapped to 3,527 nodes in SPOKE. Of these, 3,233 were seen in the 

complex disease cohort and were used as the SPOKE Entry Points (SEPs).  
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Generating Propagated SPOKE Entry Vectors 

First, we initialized a n x n SEP transition matrix (where n = the number of SEPs) 

and set every value to zero. Then for each patient in the complex disease cohort, we 

created a binary vector of the SEPs in their EHRs and divided it by the sum of the vector. 

This patient vector was then added to the rows of the SEP transition matrix that 

corresponded to the SEPs found in the patient’s EHRs. Once every patient was accounted 

for, the SEP transition matrix was transposed and divided by the sum of the columns.  

Next, we made an adjacency matrix using the edges in SPOKE to create a SPOKE 

transition probability matrix (TPM) in which each column sums to 1. The SPOKE TPM 

was then multiplied by 1-β where β equals the probability of random jump. An extra row 

was then added to the SPOKE TPM and filled with β. 

Last, the Propagated SPOKE Entry Vectors (PSEVs) were generated using a 

modified version of the PageRank algorithm14, 15. In this version of PageRank, for each 

PSEV, the random walker traverses the edges of SPOKE until randomly jumping out of 

SPOKE (at probability β) to the given SEP. The walker will then enter back into SPOKE 

through any SEP using the probabilities found in the corresponding column of the SEP 

transition matrix. The walker will continue this cycle until the difference between the 

rank vector in the current cycle and the previous cycle is less than or equal to a threshold 

(α). The final rank vector is the PSEV and contains a value for every node in SPOKE that 

is equivalent to the amount of time the walker spent on each given node.  

 

Genes were selected from the GWAS Catalog if they were associated with an 

increase in BMI and were genome wide significant. 

 

 

Generating Disease PSEV matrix for benchmark 

We created Disease benchmark PSEV matrix (PSEVΔDD, ΔDG) by removing the 

Disease-Disease and Disease-Gene relationships in SPOKE prior to PSEV creation. We 

then used z-scores to normalize the PSEVΔDD, ΔDG and ranked the elements for each type of 

node.  
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Random Disease matrix 

In order to test the importance of the edges between SEPs and SPOKE as well as 

SPOKE’s internal edges, we generated three types of random PSEVs. First, we created a 

completely random PSEV matrix by using the Fisher–Yates method to permute the 

SPOKE nodes for each Disease PSEV (PSEVrandom). Second, for each edge type in SPOKE, 

we randomly shuffled the edges prior to PSEV creation (PSEVshuffled_SPOKE). Third, we shuffled 

the edges between the SEPs and SPOKE prior to PSEV creation (PSEVshuffled_SEP). It should 

be noted that when creating PSEVshuffled_SEP, all SPOKE relationships were maintained. 

Additionally, SEP-SPOKE edges were only shuffled once and therefore any relationships 

coming directly from the merged EHRs to the SEPs would be conserved. Once random 

PSEVs were created they were normalized using z-scores  

 

Inferring Disease-Gene Relationships From PSEVs 

 In addition to looking at Disease-Disease relationships, we examined the 

ability of PSEVs to rank the Disease-ASSOCIATES_DaG-Gene relationships from 

SPOKE. The Disease-ASSOCIATES_DaG-Gene edges (n=12,623) in SPOKE come 

from four sources: the GWAS Catalog 16, DISEASES 17, DisGeNET (18 19), and DOAF 20.  

After z-score normalizing the PSEV matrix, within each Disease PSEV, Genes 

were ranked 1 to 5,392 or 20,945 when using only Genes that are associated with at least 

one Disease or the full set of Genes accordingly, such that a Gene ranked 1 would denote 

the most important Gene for a given Disease based on the PSEV matrix. Then for each 

Disease PSEV, K Genes were selected where K was equal to the number of Genes are 

associated with a given Disease. The p-values (binomial test) for ability of each Disease 

PSEV to correctly rank the associated Genes were then combined using Fisher’s method 
33. This evaluation was applied to the original PSEV, benchmark PSEV, and all three 

random networks (Figure 2.7A-B). 

 

Creating Disease-Gene heat map. 

 The PSEVΔDD, ΔDG matrix was filtered such that it only contained Disease 

PSEVs and the Gene elements that are associated with at least one Disease in SPOKE 

(m=137, n=5,392). This was then used as input into the seaborn clustermap package in 



	 30	

python with the settings method='average' and metric='euclidean'. Here, method refers to 

the method used to calculate the linkage and metric is the way in which we calculate the 

distance within the method. 

 

Shortest paths between SEP to target nodes. 

To understand how the PSEVs were able to recover deleted relationships we 

traced from the target node back to the contributions of each SEP. To achieve this, we z-

score normalized the original SEP transition matrix used to calculate the PSEVs. Then we 

created a SPOKE only PSEV matrix (PSEVSPOKE-only) that forces the random walker to 

randomly restart (B=0.33) from a single SEP. The PSEVSPOKE-only matrix was create using 

SPOKE with deleted Disease-Disease and Disease-Gene edges or Compound-Compound 

and Compound-Gene edges when recovering the paths for PSEVΔDD, ΔDG and PSEVΔCC, ΔCG 

accordingly. The PSEVSPOKE-only matrix allows to identify the contribution of an individual 

SEP to any of the downstream nodes. We then took the product of a given Disease or 

Compound transposed vector from the SEP transition matrix with the PSEVSPOKE-only to 

generate contributions of each SEP to the target node. The most important SEP were 

selected if they were in the top 0.1 percentile of contributors. We then found the shortest 

paths between the important SEPs and the target node. 

 

SUPPLEMENTARY RESULTS 

Inferring Disease-Disease Relationships from PSEVs 

Utilizing the normalized original matrix (PSEV), benchmark matrix (PSEVΔDD, ΔDG) 

and the three random PSEV matrices, we checked to see if the deleted SPOKE Disease-

RESEMBLES_DrD-Disease edges could be inferred directly from the PSEV matrices. 

The Disease-RESEMBLES_DrD-Disease edges in SPOKE were derived using 

MEDLINE co-occurrences (n=1,086). This evaluation mirrors that used to test the 

recovered Disease-Gene relationships. However, in this case the Diseases elements 

(n=129 using Diseases that resemble at least one other Disease or n=137 for entire set of 

Diseases in SPOKE) in each Disease PSEV were ranked such that the one ranked 1 

would denote the most similar to a given Disease. All PSEV matrices were evaluated 

using this method (Figure 2.8). 
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Figure 2.8. Recovering deleted Disease-Disease edges.  

(A) shows how the deleted Disease-Disease edge 
between Type 2 Diabetes and Hypertension was 
recovered using the pressure generated from the Type 2 
Diabetes patients. (B) The gold standard Disease-
Disease network was made from the deleted edges in 
SPOKE. Plots show the number of Disease-Disease 
relationships using each of the PSEV matrices that 
overlap with the gold standard network. The pink 
distributions show the results from the permuted PSEV 
matrices (PSEVRandom; 1000 iterations) while the arrows 
show the results from the original PSEV (blue), 
PSEVΔDD, ΔDG (green), PSEVSPOKE SHUFFLED (red), and PSEVSEP SHUFFLED 
(orange). (B) The top K Diseases where selected from 
the set of Diseases in the gold standard network or (B 
insert) the entire set of Disease in SPOKE. (F) The top 
K Diseases where selected from the set of Diseases in 
the gold standard network or (F insert) the entire set of 
Disease in SPOKE. PD (Parkinson’s disease). 

 

 

 

 

 

 

 

Recovering Deleted Disease Resembles Disease Relationships 

We next used PSEV to create a Disease-Disease network (DDPSEV) as we did the 

Disease-Gene networks and used a similar strategy to build background networks as 

comparators (DDPSEVΔDD, ΔDG, DDRANDOM, DDSPOKE SHUFFLE, and DDSEP SHUFFLE) using the original, benchmark 

and three random PSEV matrices. These Disease-Disease networks were then evaluated 

by the number of edges they shared with the Disease-RESEMBLES_ Disease_(DrD)-

network from SPOKE (DDSPOKE). The RESEMBLES_DrD edges in SPOKE were created 

using the most statistically significant MEDLINE term co-occurrences34 (n=1,086, 

p<0.005, χ2). Again, we found that DDPSEV (and even DDPSEVΔDD, ΔDG) was able to recover more 

of the deleted edges (on average 4.7x and 3.7x accordingly) than any of the three random 

networks (Figure 2.8B). 



	 32	

Interestingly, one of the three random networks (DDSPOKE SHUFFLE) performed 

significantly better than the other two. We hypothesize this is due to the fact that some 

Disease-Disease relationships are observable in the EHRs as co-morbidities and 

misdiagnoses. This information is then feed directly into the Disease SEPs, making 

Diseases that resemble other Diseases significant in the PSEVs. Since this relationship 

does not always need to traverse paths in SPOKE, it is observable in the DDSPOKE SHUFFLE. In 

contrast, in DDSEP SHUFFLE the altered mappings between the SEPs and SPOKE disrupt 

observable relationships in the EHRs, which in turn inhibits the prioritization of Disease 

nodes. These results highlight the accuracy of the mappings between EHR concepts to 

nodes in SPOKE.  

Additionally, in order to learn how we are able to correctly identify related 

Diseases even after deleting Disease-Gene and Disease-Disease edges from SPOKE, we 

retraced the shortest paths between significant SEPs of a given Disease to its target 

related Disease(s). Figure 2.4A shows how Hypertension was ranked as a top Disease in 

the Type 2 Diabetes PSEVΔDD, ΔDG. The pressure from the EHRs of Type 2 Diabetes patients 

pushes the flow of information to the Anatomy in which Hypertension is localized, 

Symptoms presented by Hypertension, and Compounds that treat or palliate Hypertension. 

This flow of information makes Hypertension a top ranked Disease for Type 2 Diabetes. 

Further, this pattern of information flow, particularly through Anatomy and Symptom 

nodes, is very conserved in the shortest paths between Disease pairs. 

 

Compound Benchmark 

Compound-Compound PSEV Based Network 

We created Compound benchmark PSEVs (PSEVΔCC, ΔCG) by removing the 

Compound-Compound and Compound-Gene relationships in SPOKE prior to PSEV 

creation. We then used z-scores to normalize the PSEVΔCC, ΔCG. 

 

Random Compound PSEVs 

The three random Compound PSEV matrices were derived in the same way as the 

random Disease PSEV matrices. First, PSEVRANDOM was created by permuting the nodes in 

the Compound PSEVs using the Fisher–Yates method. Second, PSEVSPOKE Shuffle was created 
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by shuffling the edges within SPOKE, by edge type. Third, PSEVSEP Shuffle was created by 

shuffling the edges between SEPs and SPOKE, by edge type. Neither Compound-

Compound or Compound-Gene edges were deleted prior to random PSEV calculation. 

All random PSEV matrices were then z-score normalized. 

 

Inferring Compound-Protein binding partners using EHR embeddings. 

 Employing the original matrix (PSEV), benchmark matrix (PSEVΔCC, ΔCG) and 

three random matrices (PSEVrandom, PSEVshuffled_SPOKE, and PSEVshuffled_SEP) we tested whether the 

molecular targets of a given compound were ranked higher in that Compound’s PSEV. 

To test this we used the Compound-BINDS_CbG-Gene edges in SPOKE which were 

derived from a Compound’s protein targets from BindingDB 35,36, DrugBank 37,38, and 

DrugCentral 39 (11,571 edges).   

Though this method of evaluation is very similar to the previous methods, it 

differed in that we selected a fixed number of top K ranked nodes to select from each 

Compound PSEV (K=150). The decision to choose a fixed K was based on the fact that 

the average number of Gene binding partners per Compound was much smaller than the 

average number of Genes that associate with Diseases. The value of K was calculated by 

finding the point at which the patient population no longer contributes positively to the 

rank of the target Gene. The simplest way to calculate patient contribution to the target 

Gene is through proportion of patients on a given Compound that have been diagnosed 

with a Disease that is related to the target Gene (Fig 2.5C). This is computed by z-score 

normalizing the transition probability matrix and summing the values of Diseases that are 

related to the target Gene for a given Compound. We then plot the aggregated z-scores 

against rank to find the point in which the aggregated z-scores reaches zero (K=150; Fig 

2.5C).  

Interestingly, we found that the most significant negative information flow (right 

end of the plot) was associated with the worst ranked Genes and often corresponded to 

contraindications. For example, Tolmetin, a non-steroidal anti-inflammatory drug, targets 

PTGS1 - a gene known to be related to hypertension40, 41 (Fig 2.5A). However, Tolmetin is 

contraindicated for hypertension because it increases the risk of adverse cardiovascular 

events. As a result, within the population of patients that were prescribed Tolmetin, the 
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number of patients that were also diagnosed with hypertension was fewer than expected. 

This causes negative information flow through PTGS1 in the Tolmetin PSEV. 

 

Next, selecting the top 150 Genes per Compound PSEV, we built Compound-

Gene networks using the original (CGPSEV), benchmark (CGPSEVΔCC, ΔCG), and three random 

PSEV matrices (CGRANDOM, CGSPOKE SHUFFLE, and CGSEP SHUFFLE) respectively. We then compared the 

number of overlapping edges between the CGSPOKE, a Compound-Gene network created 

with the Compound-BINDS_CbG-Gene edges in SPOKE, and the other CG networks. 

When selecting the top K Genes using only Genes that have at least one BINDS_DbG 

edge, we found that CGPSEVΔCC, ΔCG and CGPSEV shared on average 1.9x and 6.9x more edges 

than the three random networks (Fig. 2.9B) and when selecting the top K from all Gene 

nodes in SPOKE, the sharing increased to 4.3x and 51.5x respectively (Fig. 2.9B insert). 

These results show that adding patient information from the EHRs enables the discovery 

of Compound-Gene relationships in SPOKE. 

Finally, to unravel how Compound binding partners are highly ranked in PSEVs 

even after Compound-Gene and Compound-Compound edges are deleted, we again 

retraced the shortest paths between significant SEPs and the target Gene. 

Ursodeoxycholic acid is a cholesterol-lowering medication that can also be used to 

dissolve gallstones and treat liver disorders and is known to target the protein ABCB11, a 

member of the superfamily of ATP-binding cassette (ABC) transporters42, 43, 44. Figure 2.9A 

shows how EHRs from patients prescribed Ursodeoxycholic acid guide the flow of 

information to ABCB11. The information is driven towards BiologicalProcess and 

Pathway nodes that ABCB11 participates in and Diseases that are localized in Anatomies 

that ABCB11 is expressed or regulated in. Since Gene nodes only represent a small 

fraction of SEPs, this pattern of flow from SEP to target Gene is not very common 

because it includes a Gene node (gamma-glutamyltransferase 1, GGT) as one of the 

SEPs. High levels of GGT are often associated with liver or bile duct diseases, which 

explains why patients may benefit from this drug, as well as informs the connection to 

ABCB11.  More commonly, the shortest paths will involve information flow through 

Disease, Anatomy, and occasionally Gene nodes. 
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Figure 2.9. Recovering deleted Compound-Gene edges.  

Prior to PSEVΔCC, ΔCG calculation all of the Compound -Gene and Compound - Compound edges were deleted 
from SPOKE. It is possible to retrace how PSEV can recover deleted edges (outlined in Figure 2.7C). (A) 
Shortest paths between the top SEPs of Tolmetin, a non-steroidal anti-inflammatory drug, to its target 
PTGS1. (B) The gold standard Compound-Gene network was made from the deleted edges in SPOKE 
(Compound-BINDS_CbG-Gene). Plots show the number of Compound-Gene relationships using each of 
the PSEV that overlap with the gold standard networks. The pink distributions show the results from the 
permuted PSEV matrices (PSEVRandom; 1000 iterations) while the arrows show the results from the original 
PSEV (blue), PSEVΔCC, ΔCG (green), PSEVSPOKE SHUFFLED (red), and PSEVSEP SHUFFLED (orange). (B) The top K Genes where 
selected from the set of Genes in the gold standard network or (B insert) the entire set of Gene nodes in 
SPOKE. (C-E) Determining K threshold for recovering Compound-Gene edges. (C) The top factor in 
determining missing Compound-Gene edges was whether patients that were on a given compound were 
also diagnosed with a Disease that was a associated with the target gene. (D) Shows the mean number of 
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recovered Compound-Gene relationships at each rank (where 1=top ranked and 1451 was the worst ranked 
Gene; CI=95%). (E) Shows how much the patients that were prescribed a given Compound were 
contributing to the rank of the binding partner (missing Compound-Gene relationship) of that Compound 
using the flow of information through Diseases as in A (CI=95%). Genes ranked greater than ~150 were no 
longer receiving positive patient contribution. ADHD (Attention deficit hyperactivity disorder); AD 
(Alzheimer’s disease), HT (hypertension), ES (epilepsy syndrome), SCZ (schizophrenia), D-TMP 
(Dexmethylphenidate),  

 

Compound fingerprint similarity in EHR embeddings. 

Analogous to generating the Disease-Disease networks, we created Compound-

Compound networks using the top K ranked Compound nodes in the original (CCPSEV), 

benchmark (CCPSEVΔCC,ΔCG), or random PSEV (CCRANDOM, CCSPOKE SHUFFLED, and CCSEP SHUFFLED) matrices, 

where K equals the number of similar Compounds to a selected Compound. Then we 

created a fingerprint-based Compound-Compound network (CCSPOKE) using the Compound-

RESEMBLES_CrC-Compound edges (n=7,703) in SPOKE.  The Compound-

RESEMBLES_CrC-Compound edges in SPOKE were derived using the similarity 

between two Compounds extended connectivity fingerprints45, 46 and filtered based on their 

Dice coefficient47, 34. Next, we computed the number of edges that were shared between 

CCSPOKE and the other Compound-Compound networks. We found that the observed number 

of shared edges in CCPSEVΔCC, ΔCG and CCPSEV were on average significantly higher than random 

(4.4x and 15.2x) when selecting from the set of Compounds that resembles at least one 

other Compound and even higher (4.9x and 17.6x) when selecting from the entire set of 

nodes in SPOKE (Figure 2.10B). Again the p-values in the figure were calculated using 

Fisher’s method to combine the p-values for selecting the top K Compounds from each 

Compound PSEVΔCC, ΔCG. 

Just as when we inferred Disease-Disease relationships, we noticed that CCSPOKE 

SHUFFLED performed better than the other two random networks. Again, this is likely because 

we attempted to predict relationships that can sometimes be observed without traversing 

SPOKE because they are observable in the EHRs. Therefore, shuffling the edges within 

SPOKE won’t greatly impact this prediction. Furthermore, these results also demonstrate 

that we are correctly mapping medication orders in the EHRs to Compound nodes in 

SPOKE.  

To elucidate how the benchmark PSEVs could infer whether two compounds 

were similar, we again found the shortest paths between the important SEPs and target 
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(Compound) node. We found that in order to connect Compounds, the random walker 

usually followed one of two path patterns. In one pattern, the information from the patient 

population on a given Compound is “pushed” through shared SideEffects and 

PharmacologicalClasses. For example, Tioconazole resembles Sertaconazole 

(similarity=0.80) and in order to connect the two Compounds pressure from patients on 

Tioconazole must move information flow through the SideEffects Pruritus, Erythema, 

Dry skin, and Application site reaction and the PharmacologicalClass Azoles (Fig. 2.8A 

left). The other shortest path pattern for recovering similar Compounds is observed when 

two Compounds treat the same Disease. An example of this is seen when connecting 

Trihexyphenidyl to Procyclidine (similarity=0.98; Fig. 2.8A right) which both are used to 

treat Parkinson’s disease (PD). Here, most of the weight from the EHRs of patients on 

Trihexyphenidyl is coming from PD and nodes related to PD:  Trihexyphenidyl 

(Compound treats PD), Dyskinesias (Symptom presented by PD), and Tremor (Symptom 

presented by PD). This results in significant information flow to the Procyclidine node. 

These results prove the PSEVs ability to identify Compounds with similar structures as 

well as illustrate what components of the EHRs and relationships of SPOKE are most 

critical to inform that decision. 
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Figure 2.10. Recovering deleted Compound-Compound edges.  

(A) Retracing shortest between similar Compounds. The paths between Tioconazole to Sertaconazole and 
Trihexyphenidyl to Procyclidine show two different routes in finding similar compounds. (B) The gold 
standard Compound- Compound network was made from the deleted edges in SPOKE (Compound-
RESEMBLES_CrC-Compound). (B) The top K Compound where selected from the set of Compound in the 
gold standard network or (B insert) the entire set of Compound in SPOKE. 
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SideEffect to Anatomy Benchmark 

MEDLINE Co-occurrence Gold Standard 

 MEDLINE yearly publishes the co-occurrences of MeSH terms found on 

Pubmed publications. After converting Anatomy and SideEffect identifiers to MeSH IDs 

we created a counts matrix for co-occurring Anatomy and SideEffect terms. Out of the 

699,745 possible pairs, 222,224 had at least one co-occurrence). Then we preformed χ2 to 

determine the significance of the Anatomy-SideEffect MEDLINE relationships. Since 

51% of relationships had a p-value less than or equal to 0.05, we decided to strengthen 

the filter to the top 5% of p-values (p=7.4E-75, χ2) leaving 11,112 Anatomy-SideEffect 

pairs. 

 

PSEV Benchmark Anatomy-SideEffect Network 

First, we used z-score to normalize the PSEV matrix. Then we transposed the 

PSEV matrix (PSEVT) to obtain a vector (n=3,233) for every node in SPOKE. This vector 

describes the importance of a given SPOKE node for each SPOKE Entry Point (SEPs). 

Next, vectors from PSEVT were then used to calculate the cosine similarity between 

Anatomy and SideEffect nodes. Finally, the similarities were ranked (1 to 699,745), such 

that a rank of 1 signified the most similar Anatomy-SideEffect pair in the matrix. 

 

Random Anatomy-SideEffect Networks 

To create a random PSEVT matrix, the normalized benchmark PSEVT was shuffled 

using the Fisher–Yates method to randomly permute the rows of the matrix. The random 

PSEV matrix was then used to calculate the cosine similarity between the Anatomy-

SideEffect pairs and ranked from 1 to 699,745 in the same way as the benchmark matrix.  
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Figure 2.11 MEDLINE Anatomy-SideEffect Relationships are Top Ranked Nodes in PSEV.  

Fraction (A), count (B), and fold change (C) of overlapping edges MEDLINE Anatomy-SideEffect network 
and PSEV Anatomy-SideEffect network (blue) or random PSEV Anatomy-SideEffect network (red) for 
different thresholds of PSEV disease similarity. A-C Are shown in 5% similarity intervals of ranked nodes 
starting with the most similar 5% left and all nodes (100%) right. The inserts in A-C focus on the top 0.14-
1.6% of ranked nodes. Ribbon in (C) shows range of fold change for different values of β (plots A-B use 
optimized β=0.1).  D-F Examples shortest paths connecting the nodes that contribute the most to the 
SideEffect-Anatomy similarity to the target SideEffect and Anatomy nodes. 
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Overlapping Anatomy-SideEffect Links 

Benchmark and random Anatomy-SideEffect networks were created using the top 

k (k=1 to 699,745, increasing in intervals of 5%) nodes in PSEV and PSEVRANDOM 

accordingly. Figure 2.11 shows the overlapping counts and fraction between the RP 

networks and the 11,112 Anatomy-SideEffect pairs from MEDLINE. Inserts in Figures 

2.11A-C focus on k<= 11,112, corresponding the number of Anatomy-SideEffect pairs 

from MEDLINE. The highest fold changes 18.1 over random occurred in the top k=1,000 

respectively (Figure 2.11C insert). 

 

Recovering the major shortest paths between SideEffect and Anatomy nodes 

First, we needed to find the nodes that contributed most weight to the similarity of 

the SideEffect- Anatomy pair. Since we used cosine similarity, which is equivalent to the 

dot product of two unit vectors, we simply multiplied the SideEffect and Anatomy 

transposed PSEVs and selected the highest 0.1% of nodes. Those nodes are labeled as top 

contributors in Figures 2.11D-F. We then found the shortest paths between each top 

contributor node and the target SideEffect and Anatomy nodes. 

 

SideEffect-Anatomy relationships in embedded EHR concepts match MEDLINE co-

occurrences. 

Although it is natural to draw a connection between drug side effects and the 

anatomies they affect (e.g. a headache must somehow relate to the brain), SideEffect and 

Anatomy nodes are not directly connected in SPOKE. In fact, in order to get from a 

SideEffect to an Anatomy node one must traverse a minimum of three edges. As a result, 

correctly inferring the relationships between Anatomy and SideEffect nodes would show 

that appropriate weights are assigned to distant nodes in the network. To test this, we 

created a gold standard SideEffect-Anatomy network using only highly significant 

relationships from MEDLINE co-occurrences (SeAMEDLINE) (p=7.4e-75, χ2; n=11,112; avg 

6.4 Anatomy per SideEffect). Next, we computed a SideEffect-Anatomy cosine similarity 

matrix using the transposed PSEV matrix (See methods). We then selected the most 

similar SideEffect-Anatomy pairs to create a PSEV-based SideEffect-Anatomy network 
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(SeAPSEV). These relationships were also tested against a random network (SeARANDOM) that 

was generated by permuting each PSEV, as in the DDRANDOM networks (Figure 2.11). 

In the first interval (k=1000), we observed 18.1 times more overlapping edges 

than expected by chance (Figure 2.11C insert; binomial p value = 9.7E-251). By 

accurately ranking the relationships between SideEffect and Anatomy nodes, we further 

demonstrate that PSEVs are a valid strategy to infer missing links in SPOKE. This result 

is even more consequential given that SideEffect and Anatomy nodes are far away in 

SPOKE.  

Similar to before when we found the shortest paths between SEPs and the target 

node to understand how deleted edges where recovered, we wanted to find the paths that 

enabled us to learn relationships between SideEffect and Anatomy nodes. To achieve this, 

we found the nodes in the transposed PSEVs that contributed the most to the SideEffect 

and Anatomy similarity. We then looked at the shortest paths between those nodes and 

the target SideEffect and Anatomy nodes. Figures 2.9D-F show examples of these paths. 

The first example shows how Aggression connects to locus coeruleus (LC), a part of the 

brain that is involved in emotions, arousal, attention, and stress response 48. The nodes that 

contribute the most to the similarity are Compounds and all have the SideEffect 

Aggression. Additionally, those Compounds bind or regulate Genes expressed or 

regulated in the LC as well as treat or palliate Diseases localized in the LC (Fig 2.9D). 

Similarly, Figure 2.11E shows the connection between Anxiety (SideEffect) and the LC 

(Anatomy). Interestingly, the shortest paths between Anxiety or Aggression to the LC 

only share three nodes: alcohol dependence, epilepsy syndrome, and hypertension. The 

final example shows the connections between fetal heart rate (SideEffect) and the 

umbilical artery (Anatomy) (Fig. 2.11F). This connection is centered on a set of genes 

that are associated or regulated by Diseases localized in umbilical artery. Those same 

Genes are also targets of or regulated by Compounds that impact fetal heart rate. These 

examples further show that PSEVs can be used to find related biomedical entities and 

further our understanding of how and why they are connected. 
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Data Availability 

The version of SPOKE used in the research is available on neo4j [neo4j.het.io/browser] 

and github [https://github.com/hetio/hetionet]. The PSEVs are available on the 

PSEVexplorer [psevexplorer.ucsf.edu] and github [github.com/baranzini-lab/PSEV]. 

 
 
Code Availability 
 
The code used to create these PSEVs, as well as some example patient data, is available 

on github [github.com/baranzini-lab/PSEV]. The code is written in python. Please read 

the README for information on downloading and running the code. 
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Chapter 3 

Knowledge network embedding of 
transcriptomic data from spaceflown 
mice uncovers signs and symptoms 
associated with terrestrial diseases 
The chapter describes the work I did in collaboration with NASA GeneLab. GeneLab 

provided the transcriptomic data and I analyzed it using PSEVs. This research is 

significant because it demonstrates that PSEVs are capable of providing insight for a 

diverse set of applications and input data types. 

 
Charlotte A. Nelson, Ana Uriarte Acuna, Amber M. Paul, Ryan T. Scott, Atul Butte, 

Egle Cekanaviciute, Sergio E. Baranzini1, Sylvain V. Costes. "Knowledge network 

embedding of transcriptomic data from spaceflown mice uncovers signs and symptoms 

associated with terrestrial diseases." Under Review (2020). 

 

ABSTRACT 

There has long been an interest in understanding how the hazards from spaceflight 

may trigger or exacerbate human diseases. With the goal of advancing our knowledge on 

physiological changes during space travel, NASA GeneLab provides an open-source 

repository of multi-omics data from real and simulated spaceflight studies. Alone, this 

data enables identification of biological changes during spaceflight, but cannot infer how 

that may impact an astronaut at the phenotypic level. To bridge this gap, SPOKE, a 

heterogeneous knowledge graph connecting biological and clinical data from over 30 

databases, was used in combination with GeneLab transcriptomic data from six studies. 

This integration identified critical symptoms and physiological changes incurred during 

spaceflight. 
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INTRODUCTION 

NASA recognizes five main hazards of spaceflight to human health, including 

altered gravity (microgravity and hypergravity), ionizing radiation, isolation/confinement, 

hostile/closed environment, and distance from Earth. These health risks caused by the 

space environment resemble multiple disorders found on Earth, including muscle atrophy 

and bone loss, cardiovascular deconditioning, immune dysfunction, and central nervous 

system deficits49. Therefore, repurposing current FDA-approved treatments for issues that 

arise during spaceflight could significantly reduce the time needed to develop new 

therapeutics and limit their side effects.  

Since its establishment in 2015, NASA GeneLab50 has become a prominent open-

source repository of data from real and simulated spaceflight studies. This platform has 

enabled computational analysis of multi-omics data, visualization of results, and 

integration with descriptive metadata, such as environmental data (e.g. space radiation 

dosimetry). GeneLab has already supported dozens of published studies, created a global 

collaboration to develop uniform standards for spaceflight -omics 51 and resulted in new 

space biology discoveries52,53. However, it has not yet been possible to use NASA GeneLab 

to combine and compare space and terrestrial data. Such capability would be a major 

advancement in fundamental spaceflight biology and its applications, including 

identifying new targets or repurposing terrestrial therapeutics for spaceflight 

countermeasures.  

NASA GeneLab is planning to set up a portal dedicated to computational 

modeling that enables comparisons between datasets in addition to already existing data 

input, query, analysis and visualization capabilities. Knowledge Graphs (KGs) would be 

a suitable approach to facilitate this goal by unifying disparate datasets into a human 

queryable framework. KGs have already been widely adopted in biomedical research to 

unravel the complex relationship between biological changes and disease phenotypes6,7,25,54,55.  

Specifically, a new massive UCSF-based KG database, the Scalable Precision 

Medicine Oriented Knowledge Engine (SPOKE) has transformed structured data from 

over 30 human biomedical databases (-omics, chemical structures, molecular and cellular 

responses, physiological data including e.g. patient symptoms and drug side effects, etc.) 

into a KG with almost 400,000 nodes of 12 types and over 10 million edges of 32 types12,13. 
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Therefore, SPOKE has the potential to be combined with NASA GeneLab modeling 

portal, expanding it to link terrestrial biomedical sciences to space biosciences research 

and space medicine. 

In this study, we integrated data from six different NASA GeneLab datasets in 

SPOKE to enable normalization that highlighted new nodes defining systems and effects 

that are known to be relevant for space travel, but would have been impossible to uncover 

without using SPOKE. These results suggest that SPOKE can be utilized to gain a deeper 

biological understanding of the health hazards associated with spaceflight and provide the 

proof of concept for its broader utilization to integrate space and terrestrial biological 

data. 

 

 

 

 
Figure 3.1. Summary of experimental conditions across GeneLab datasets used for the analysis.  

Datasets GLDS-4, -244, -245 and -246 used C57BL/6NTac mice. Datasets GLDS-288 and -289 used 
C57BL/6J mice for spaceflight and both C57BL/6J and Charles River mice for ground controls.  
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Table 3.1. Descriptive metadata for 
each NASA GLDS dataset analyzed by 
SPOKE. 
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RESULTS 

Transcriptional profiling of mice after space flight 

Here we conducted a meta-analysis of six independent transcriptomic datasets 

(GLDS-4, -244, -245, -246, -288, and -289) from experimental mice obtained during four 

different spaceflight missions (STS-118, TCU (SpaceX-9), MHU-2 (Space X-12), and 

RR-6 (SpaceX-13)), at five time points of collection (13-, 29-, 30-, and 35-days live 

animal return (LAR); and 53-56 days (ISS terminal)), on the International Space Station 

(ISS) (Figure 3.1 and Table 3.1).  While experiments varied in their design (i.e. duration 

of flight, age at launch, genotype of mice, transcriptomic platform, time of collection), 

the objective of these experiments was to identify changes in gene expression induced by 

spaceflight in three different immune-related organs (thymus (primary lymphoid organ), 

spleen (secondary lymphoid organ) and liver (lymphatic-associated/digestive organ, 

PMID:27965673)).  

After data normalization, principal component analysis revealed strong separation 

of samples by mission and tissues (Figure 3.2A). These findings are unsurprising, given 

that these variables are confounding factors of different missions/collections. However, 

we also observed that samples from the same time point of mission/collection from two 

different experiments clustered together, suggesting that some biological effects were 

captured. When PCA was used to plot samples from similar experimental conditions 

(spaceflown, ground, and baseline from the same RR-6 mission), no obvious separation 

between samples obtained during flight, baseline and ground was observed (Figure 3.2B).  

Differentially expressed genes in spaceflown mice vs. ground controls after live 

animal return were identified in thymus, liver, and spleen of RR-6 (SpaceX-13) mission, 

including a set of overlapping genes across all three tissues (Figure 3.2C). Using these 

genes as an input to pathway analysis (by hypergeometric test) further showed a number 

of statistically significant biological functions dysregulated by space flight in thymus, 

liver and spleen. While some pathways were tissue-specific, nine of them were shared 

among the three tissues, including apoptosis, cell metabolic process, and cell membrane 

integrity (Figure 3.2D).  

 



	 49	

 
Figure 3.2. Transcriptomic analysis of spaceflight-associated changes in gene expression.  

(a). Principal component analysis of all samples, colored by dataset. (b). Principal component analysis of 
datasets GLDS-244, -245 and -246, colored by flight condition. (c,d). Overlapping pathways between 
datasets GLDS-244, 245 and 246 out of top 50 Gene Ontology pathways using significantly differently 
expressed genes (p<0.05) between flight and ground conditions, live animal return after 29 days on the ISS. 
Venn diagram showing overlapping pathways between datasets (c) and the list of pathways overlapping 
between all three datasets (d). Three out of top 50 gene ontology (GO) pathways overlapped between 
datasets GLDS-288 and -289, none of which overlapped with GLDS-244, -245 and -246.  
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Figure 3.3. Generating PSEVs using gene expression fold-change.  

(a) PSEVs were pre-computed for all SPOKE genes. For each gene the random walker was forced to restart 
at that gene (probability of random jump = 0.1). After PSEVs were finished they were stored in the pre-
computed PSEV matrix. (b) For each study, the pre-computed PSEV matrix was filtered and normalized. 
Then the dot product was taken between the normalized matrix and the FC matrix to generated the PSEV 
matrix for that study. (c top) The PSEV matrices for each study were pooled together and separated into 
groups: Ground vs. Baseline (blue), Space vs. Baseline (yellow), and Space vs. Ground (green). (c bottom) 
The distributions of the node ranks were adjusted using the mean Ground vs. Baseline rank.  
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Fold-change enhanced Propagated SPOKE Entry Vectors 

While established methods of transcriptional profiling can inform about 

dysregulated molecular pathways, they provide little insight on higher-order phenotypes, 

such as associated signs and symptoms of disease. Using SPOKE, a KG that integrates 

information of both biological and clinical database, it is possible to score every node of 

the graph as a function of the “information flow” elicited by a defined set of quantitative 

inputs. SPOKE leverages the complexity of heirarcial organiztion of complex organisms 

to identify nodes with shared information flow (regardless of the input itself was 

significant or not).  

Gene-specific Propagated SPOKE Entry Vectors (PSEVs) were generated from 

the selected GeneLab studies prior to integrating gene expression results with SPOKE12 13. 

Each gene-specific PSEV was created using a modified version of topic specific page 

rank14 15 1 in which the random walker was forced to restart at the corresponding Gene node 

in SPOKE (See Methods, Figure 3.3A). This focused the random walker on nodes that 

are the most important for a given node (in this case, Gene  node since the input is gene 

expression). The amount of time a random walker spends on a node was then stored in a 

defined element (position within) of the PSEV vector. All PSEVs were then stored in the 

pre-computed PSEV matrix. For each gene expression study the pre-computed PSEV 

matrix was filtered and normalized to match the genes within the study (Figure 3.3B; 

Methods). The dot product was then used with the normalized PSEV matrix and the –log2 

fold-change (FC) to produce the PSEVs for that study. After PSEVs were computed for 

each study, they were pooled and separated into specific experimental groups to enable 

meaningful comparisons to test the hypothesis that spaceflight alters gene expression 

(Ground vs. Baseline, Space vs. Baseline, and Space vs. Ground) (Figure 3.3C).  

Each element in a PSEV corresponds to a single node in SPOKE. Therefore, it is 

possible to determine the overall significance of a node for spaceflight by evaluating the 

differential distribution of node ranks in the PSEV. Wilcoxon rank-sum test 56  was 

utilized to compare a node’s rank distribution in the Ground vs. Baseline to that in either 

Space vs. Baseline or Space vs. Ground (Table 3.2).  

Strikingly, nodes that are known to be relevant for space travel such as space 

motion sickness (Symptom), regulation of blood vessel diameter (BiologicalProcess), 
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taste receptor complex (CellularComponent), Vitamin D (calciferol) metabolism 

(Pathway), and sympathetic nervous system (Anatomy) scored among the top 5% of 

nodes (top 2.5% per type for Space vs. Baseline and/or Space vs. Ground). Figure 3.4 

shows violin plots from a select set of nodes (n = 22) in SPOKE that had significantly 

different ranks in spaceflight (Space vs. Baseline and/or Space vs. Ground) compared to 

Ground vs. Baseline. From these, 11 correspond to symptoms (pink boxed violin charts, 

Figure 3.4A), five to gene ontology/pathway concepts (teal boxed violin charts, Figure 

3.4B-D), and six to anatomical regions (green boxed violin charts, Figure 3.4E). Violin 

plots for each category, sub-networks demonstrate how the gene expression results drive 

information from these 22 nodes.  

 Taken together, these results show that human physiological changes 

observed during spaceflight can be inferred by embedding mouse gene expression data 

with a KG that integrates observed concepts (i.e. genes) with unobserved, higher order 

phenotypes associated with each other in a biologically meaningful manner.  

 
github.com/baranzini-lab/SPOKE_NASA/blob/main/Table_3.2_Wilcoxon_rank-sum_test_results.tsv 

Table 3.2 Wilcoxon rank-sum test results. 
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Figure 3.4. Retracing paths between genes and top nodes.  

Gene expression FC values drive information flow to nodes in SPOKE. (a-e) Paths were traced between 
genes that were partially responsible for pushing information to a set of significant nodes (n = 22). These 
paths were shown for (a) 10 Symptom nodes, (b) taste receptor complex (CellularComponent), (c) 
regulation of cortisol secretion (BiologicalProcess) and Vitamin D (calciferol) metabolism (Pathway), (d) 
regulation of vasoconstriction (BiologicalProcess) and regulation of blood vessel diameter 
(BiologicalProcess), and (e) six Anatomy nodes. Violin plots for each significant node show that the ranks 
within Space vs. Baseline and/or Space vs. Ground separated from the Ground vs. Baseline. In each violin 
plot Ground vs. Baseline (blue), Space vs. Baseline (yellow), and Space vs. Ground (green).  
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Discussion 

One of the major objectives of biomedical research is to advance our 

understanding of human diseases in order to develop effective countermeasures. This aim 

becomes considerably more challenging when the physiological changes arise from 

spaceflight. Major efforts have been made by NASA GeneLab to collect and provide 

multiomics data from model organisms. Additionally, NASA GeneLab data brought into 

the SPOKE system could be complemented by including murine phenotypical patho-

physiological and biochemical non-omics data (more nodes) from the Ames Life 

Sciences Data Archive,57 and eventually the SPOKE system could be used for human 

spaceflight research data related to astronauts. However, the major challenges of 

analyzing any datasets generated during spaceflight are their low statistical power, 

considerable heterogeneity and limited reproducibility58. These limitations are largely 

accepted by the scientific community as a reasonable trade-off for the novelty and 

potential for discovery these experiments entail. As a new strategy to maximize the utility 

of these datasets, we propose the data from model organisms can be integrated through a 

knowledge graph such as SPOKE. 

 Here, we report the results of a KG-driven, meta-analysis of six murine 

transcriptomic studies (five RNAseq and one microarray) from NASA GeneLab. The 

samples were taken from three distinct anatomical sites (thymus, liver, and spleen) and 

covered multiple spaceflight durations and gravity conditions. PCAs using only gene 

expression data illustrated that most of the differences between the samples could be 

attributed to either the study or the anatomical site. 

Next, we hypothesized that, though this data came from a diverse set of 

experiments, SPOKE embeddings (i.e. “signatures”) could be used to recover space travel 

changes that are conserved across the studies. To accomplish this, -log2 fold-change gene 

expression (FC) data from each study was applied to gene-specific Propagated SPOKE 

Entry Vectors (PSEVs). Gene-specific PSEVs are vectors that describe how important 

each node in SPOKE is for a given gene. Therefore, multiplying PSEVs by FC data will 

highlight nodes that are both important for input gene set and prioritize them according to 

how differentially expressed the input genes are.  
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PSEVs from all of the studies were then pooled together and separated into three 

groups based on the type of FC comparison (Ground vs. Baseline, Space vs. Baseline, 

and Space vs. Ground). The distribution of node rank was analyzed for each node and the 

top 5% were selected for each node type. These top nodes were enriched for nodes for 

phenotypes and physiological changes known to be impacted by spaceflight. 

Furthermore, paths were found between the input gene set and the top node set. These 

paths shed light onto the underpinnings of spaceflight related health hazards and could 

potentially be used to identify drug targets. In the future, archived spaceflight and other 

experimental samples could be used to validate the predicted signatures and assess their 

physiological significance without the need for further experiments. Thus, we anticipate 

that our results are the very first steps towards a broader collaboration utilizing the 

SPOKE model to compare spaceflight and terrestrial phenotypes. 

 There is increasing interest in developing personalized risk predictions and 

treatments in support of long-duration deep space missions59. Thus, expanding the 

computational approaches from general comparison of spaceflight and terrestrial diseases 

to using an input from a single subject to map their individual risk profile would allow 

developing optimal medical care for individual astronauts. Notably, the power of SPOKE 

stems from a wide variety of its inputs that combine multi-omics, clinical, and 

physiological data, which may provide a useful complement to the currently utilized risk 

management tools that are based upon probabilistic mathematical modeling and 

simulations 60. In the long-term perspective, the SPOKE platform may also be of value to 

mission planners such as the NASA Human Systems Risk Board. 

	
	
 

MATERIALS AND METHODS  

GeneLab data processing and analysis. 

Gene expression data was downloaded from the NASA GeneLab repository 

(https://genelab-data.ndc.nasa.gov/), datasets GLDS-4, GLDS-244, GLDS-245, GLDS-

246, GLDS-288 and GLDS-289. All data had been processed and analyzed using 

standard NASA GeneLab techniques detailed below. Matched flight/live animal return 

verses ground control data was used for analysis.  
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Raw data was processed separately for each dataset by the NASA GeneLab data 

processing team. For datasets containing RNA Sequencing (RNA-Seq) assays (GLDS-

244, GLDS-245, GLDS-246, GLDS-288, GLDS-289) raw FASTQ files were assessed 

for the percentage of rRNA using HTStream SeqScreener (version 1.1.0 for GLDS-244, 

GLDS-245, GLDS-246 and version 1.3.1 for GLDS-288, GLDS-289) and filtered using 

Trim Galore! (version 0.6.4). Raw and trimmed fastq file quality was evaluated with 

FastQC (version 0.11.9). MultiQC (version 1.8 for GLDS-244, GLDS-245, GLDS-246 

and version 1.9 for GLDS-288, GLDS-289) was used to generate MultiQC reports. Mus 

musculus STAR and RSEM references were built using STAR (version 2.7.1a for GLDS-

244, GLDS-245, GLDS-246 and version 2.7.4a for GLDS-288, GLDS-289) and RSEM 

(version 1.3.1), respectively, genome version mm10-GRCm38 

(Mus_musculus.GRCm38.dna.toplevel.fa), and the following gtf annotation file: 

Mus_musculus.GRCm38.96.gtf. Trimmed reads were aligned to the Mus musculus 

STAR reference with STAR (version 2.7.3a for GLDS-244, GLDS-245, GLDS-246 and 

version 2.7.4a for GLDS-288, GLDS-289) and aligned reads were quantified using 

RSEM (version 1.3.1 from the NASA GeneLab repository). 

Data representing the quantitative analysis of gene expression for each dataset 

was downloaded from the NASA GeneLab repository and imported to R (version 3.6.3). 

It was then combined to create a gene counts table containing the data for all samples of 

every dataset. For GLDS-244, GLDS-245 and GLDS-246 only non-ERCC (External 

RNA Controls Consortium, i.e. a spike-in mixture used for normalization) genes were 

used. Data was normalized with DESeq2 (version 1.26.0). Principal component analysis 

was performed using prcomp (stats version 3.6.3) and plotted using plotly (version 

4.9.2.1). For datasets containing DNA microarray assays (GLDS-4) raw .CEL files were 

read in and normalized using the R script 'affyNormQC.R' which utilizes the RMA 

algorithm through the oligo R package [rma() with default parameters]. Quality control 

reports were generated via the R script 'affyNormQC.R', with parameter 'do.logtransform' 

set to TRUE for the generating the raw report. This microarray experiment was annotated 

with the R script 'annotateProbes.R' which utilized Annotation-Db class probe 

annotations specific to each chip from the Bioconductor repository. In cases where 

multiple probes mapped to the same gene ID, representative probes were selected with 
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the highest mean normalized intensity across all samples. The results of the principal 

component analysis were imported to R using the GeneFab API and plotted using plotly 

(version 4.9.2.1). 

To quantify overlapping pathways between GLDS-244, -245 and -246, Entrez 

Gene IDs of genes that showed a significant difference (p<0.05) between 29-day 

flight/live animal return and ground controls were used as the input to Molecular 

Signatures Database v7.2, GeneOntology (GO) gene sets. (GO biological process, GO 

cellular component, G molecular function). Top 50 statistically significant pathways were 

compared to identify overlaps. The same approach was applied to quantify the 

overlapping pathways between GLDS-288 and -289. 

 

Scalable Precision Medicine Oriented Knowledge Engine 

Scalable Precision Medicine Oriented Knowledge Engine (SPOKE) 12,13 is a 

population level heterogeneous knowledge graph. SPOKE was generated by unifying 

over 30 publically available databases. Currently, SPOKE contains almost 400,000 nodes 

of 12 types (Anatomy, BiologicalProcess, CellularComponent, Compound, Disease, 

Gene, MolecularFunction, Pathway, PharmacologicalClass, Protein, SideEffect, and 

Symptom). These nodes are connected by 32 types of biologically meaningful edges (n 

>10 million). 

 

Gene-Specific Propagated SPOKE Entry Vectors 

Propagated SPOKE Entry Vectors (PSEVs) are generated using a modified 

version of topic specific page rank to learn and embed the importance of each node in 

SPOKE for a given restart node or set of nodes14 15 1. These restart nodes, called SPOKE 

Entry Points (SEPs), are any concept in the input data that overlaps with a node(s) in 

SPOKE. In this analysis, the SEPs were the mouse genes that have homologs to the 

human Gene nodes in SPOKE. A Gene PSEV was produced by allowing a random 

walker to traverse the edges in SPOKE and then forcing them to restart at a specific Gene 

SEP. The forced restart ensures that the walker will spend the majority of time on nodes 

that are important for that Gene. The significance of each node is then stored in an 
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element of the PSEV such that the length of the PSEV is equal to the number of nodes in 

SPOKE (n = 389 , 297).  

 

Integrating gene expression data and PSEVs 

For each study, the –log2 fold-change (FC) mouse gene expression data was 

mapped to the human Gene nodes in SPOKE. The homologous mapping between species 

was achieved using HomoloGene IDs61. If multiple mouse genes mapped to a single 

human, then the average FC was used. Additionally, some studies contained multiple 

comparisons between space and ground or baseline control mice. An example of this is 

study GLDS-244 that compared mice at two space time points (day-29 and days 53-56). 

In these instances, genes were removed if the FC comparisons weren’t in the same 

direction (i.e. if space verses ground day-29 had a positive FC and days-53-56 had a 

negative FC). This filter focuses the data set of genes that remain consistent during space 

travel. 

After genes were mapped and filtered for a given study, the pre-computed PSEVs 

for remaining genes were extracted. This PSEV matrix was z-score normalized and then 

ranked such that the most important node in a given PSEV was equal to the number of 

nodes in SPOKE (n = 389,297) and the least important was ranked one. Then FC 

comparisons were converted to PSEVs by taking the dot product of the filtered FC matrix 

and the filtered normalized PSEV matrix. Finally, the PSEV comparisons were ranked as 

before. 

 

Finding significant SPOKE nodes 

The PSEV comparisons from the six studies were pooled together and separated 

into three groups (Ground vs. Baseline, Space vs. Baseline, and Space vs. Ground). 

Wilcoxon rank-sum test was used to evaluate whether the distribution of ranks of a given 

node in the Ground vs. Baseline group was significantly different from that in either 

Space vs. Baseline or Space vs. Ground (Table 3.2). Top nodes were selected using the 

most significant 2.5% per node type for Space vs. Ground and/or Space vs. Baseline 

(n=15,875; 4.1%). 

 



	 59	

Retracing paths from input gene to SPOKE node 

A high correlation between a gene’s FC and the rank of a specific node suggests 

that the gene FC is at least partially responsible for the prioritization of the node within a 

PSEVs.  The correlation was calculated between genes (present in > 20% of FC 

comparisons; n = 7,567) and a set of top Anatomy, BiologicalProcess, 

CellularComponent, MolecularFunction, Pathway, and Symptom nodes (n = 30). Next 

paths were found between genes that had a high correlation (correlation > 0.6) and the set 

of top nodes. Gene-node pairs were then filtered to only include pairs that had the same 

sign (positive gene expression and positive Welch t-statistic). Then, in order to visualize 

paths between gene-node pairs, paths were filtered to have a maximum of three edges and 

less than 100 possible combinations of nodes within the path. This left over 17,000 gene-

node pairs and 234,000 possible paths.   

The paths shown were selected based on their simplicity and the FC of the 

original genes (Figure 3.5). The p-values of the FCs used as input for PSEV creation 

were averaged for each group (Ground vs. Baseline, Space vs. Baseline, and Space vs. 

Ground). This gives us an estimate of how significant the gene FC was for a group as a 

whole. Each gene FC was scored based on whether the average space travel groups had a 

p-value that on average was more significant than Ground v Baseline (equation 1; Figure 

3.5 y-axis). Here, a positive value indicates that the average p-value of the FC for a given 

gene was more significant within space travel groups than the Ground v Baseline group. 

This score only judges the significance of one comparison (within a single group) to the 

other. Then the Wilcoxon rank-sum test was used to determine whether the FC 

distributions were significantly different between groups. Space vs. Baseline and Space 

vs. Ground distributions were compared to the Ground vs. Baseline separately and the 

then averaged (Figure 3.5, x-axis).  

 

𝐹𝐶 𝑠𝑐𝑜𝑟𝑒 =  log! Ground v Baseline Avg P Value −  log! Space v Baseline Avg P Value +
Space v Ground Avg P Value /2   
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SUPPLEMENTARY MATERIALS 

 

 
Figure 3.5. Gene selection for network paths.  

There is one scatter plot for each top node used in the networks. Each one shows the genes selected for path 
retracing (red) and those that had paths but were not shown (blue). The x-axis is the average p-value for the 
average FC distributions and y-axis is the FC score. 
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Chapter 4  

Embedding electronic health records onto 
a knowledge network recognizes 
prodromal features of multiple sclerosis 
and predicts diagnosis 
This chapter discusses our research applying PSEVs to patient level data. As a case study, 

we analyzed de-identified EHR from 5,752 people with a diagnosis of multiple sclerosis 

(MS) and 2,175,130 individuals without MS. We show that such embeddings using 

health records data from up to 5 years before diagnosis predicted MS with 76% accuracy. 

Using information up to a year before diagnosis resulted in an accuracy of 84%. This 

performance is better than that using the corresponding EHR data alone. Importantly, we 

then show that this enhanced performance can be attributed to biological differences in 

the MS and Non-MS populations.  

 
Charlotte A. Nelson, Riley M. Bove, Atul J. Butte, and Sergio E. Baranzini. " 

Embedding electronic health records onto a knowledge network recognizes prodromal 

features of multiple sclerosis and predicts diagnosis." Submitted (2020). 

	
ABSTRACT 

Early identification of chronic diseases is a pillar of precision medicine as it can 

lead to improved outcomes, reduction of disease burden and lower healthcare costs. 

Predictions of a patient’s health trajectory have been improved through the application of 

machine learning approaches to Electronic Health Record (EHR). Despite these 

advancements, there is still a large gap in our understanding on a biological level why a 

patient’s health is diminishing. This gap results in part from overreliance on black-box 

algorithms and the neglect of biological knowledge in EHR research. Here we present a 

method for embedding EHRs into a biomedical knowledge graph to create a high-

dimensional knowledge-guided patient health signature. When fed into a classifier for 

predicting future development of multiple sclerosis, these signatures outperform 
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corresponding EHRs and the biological drivers of the classifiers could provide insight 

into the underpinnings of prodromal MS. This method for incorporating biological 

knowledge in health data analysis has broad applicability to other chronic conditions.  

  

INTRODUCTION 

Efforts to move towards precision and preventative medicine have increased in 

the last decade and are now pervasive in most aspects of biomedicine 62. As a result, there 

has been a sharp increase in medical research studies that implement machine learning 

(ML) approaches using Electronic Health Records (EHRs) 63 64. ML approaches have been 

moderately successful and have substantially advanced tasks such as disease diagnosis 

and specimen classification 27. However, because they identify patterns in data without 

knowledge of the underlying clinical or biological meaning, interpretability of the results 

remains a black box.  

 

Most chronic diseases lack one unique sign or symptom at presentation, which a 

doctor can use to elucidate the underlying illness. On the contrary, patients may consult a 

specialist following a clinical event, but often acknowledge that earlier symptoms 

presented months or even years prior. Early identification of individuals at risk for 

chronic diseases who are still healthy or have subclinical manifestation would be 

beneficial for both patients (to receive treatment or close monitoring) and the health 

system as a whole (to reduce costs associated with multiple visits and testing). 

Unfortunately, relevant patient data, both medical and biological, are rarely shared 

between or even within institutions. Further, pre-onset information (e.g. if a patient 

participated in a research study as a control) is therefore unlikely to ever be compared to 

that same patient’s data after being diagnosed with a disease. 

 

In order to systematically assess the earliest symptoms (i.e. prodromal period) of 

and the biological changes underlying a chronic disease, clinical record standardization is 

critical to overcoming the incompleteness in a patient’s medical and biological history. 

The Observational Medical Outcomes Partnership (OMOP) format 65 helps bridge the 

incompatibility of disparate EHR systems and facilitate the unification of patient 
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timelines. Additionally, projects that incorporate basic science-level data (genomics, 

proteomics, etc.) into EHR research, such as Electronic Medical Records and Genomics 

(eMERGE), have furthered our understanding of disease pathogenesis 8,9 10 66. A recently 

recognized need is the consideration of known general biological mechanisms in patient-

specific health data analytics67. This has been addressed by knowledge graphs (KG) which 

can overcome the gap between basic science research and medical practice 54. KGs 

connect large volumes from a diversity of classes of established biological and medical 

facts, and thereby, provide the constraints to reduce the vast solution space due to 

combinatorial complexity of possible solutions to be considered by that traditional ML 

methods face6,7,25,55. SPOKE is a KG that connects data from over 30 databases and contains 

almost 400,000 nodes of 12 types and 10 million edges of 32 types 12,13. 

 

Early detection of diseases has been implemented for common diseases with a 

definite phenotype such as diabetes and hypertension have enabled the identification of 

patients at sufficiently early stage to allow effective management to avoid clinical 

complications68 69. However, despite current efforts in quantifying genetic and 

environmental risk factors 70, accurate methods to identify latent alterations that precede 

clinical multiple sclerosis (MS) do not yet exist. Here we present a computational method 

to identify patients before they are diagnosed with MS. MS is a chronic, autoimmune 

disease of the central nervous system (CNS) with severe and life-long consequences. 

Early symptoms of MS, such as fatigue or depression, are often non-specific, which can 

make it difficult for the general practitioner to identify and refer the patient to a 

neurologist. Previous studies suggest that health care utilization increases even 10 years 

prior to MS diagnosis71. Since early treatment of MS is associated with improved long-

term neurological outcomes 72, early recognition of a (sub)clinical presentation and 

understanding the biological underpinnings suggest of MS could have a major impact 

disease trajectories. Here we address these two requirements by using a new method that 

combines traditional statistical EHR data analytics with structured biological knowledge 

from a KG. 
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Figure 4.1 Patient timeline aligning and 

filtering.  

(a) Timepoint 0 (t0) is the point of alignment 
for the MS and Non-MS timelines. For MS 
patients, t0 was the first visit in which a 
patient received a diagnosis code for MS. 
The duration of time a patient has been 
diagnosed with MS is represented by a red 
line between the first and last visits with a 
MS diagnosis code. For Non-MS patients t0 
was set to 6 months (purple line) prior to 
their most recent visit (hexagon). Left of t0 
are the patient snapshots that encompass all 
of the information (EHR data) a doctor has 
on a patient up to a given point of time. The 
snapshot at year -1 (blue line) contains all 
data between the first visit (triangle) and -1 
year from t0. The remaining snapshots (years 
-3, -5, and -7) become smaller as their 
endpoints move farther from t0. (b) Two 
patient encounter groups were followed 
throughout the workflow: All-Visit (left) and 
Primary Care Physician (PCP-Only) (right). 
The All-Visit analysis uses all possible 

encounters at UCSF, while the PCP-Only analysis only includes patient encounters at primary (or 
emergency) care visits. The number of MS or Non-MS patients at each year go from t0 (top) to -7 years 
(bottom) is shown. 
 

 

RESULTS 

Patient encounter snapshots 

The main objective of this work is to test the hypothesis that information 

extracted from the EHR, together with biological knowledge from a knowledge network, 

is informative in predicting whether a given patient will develop MS sometime in the 

future. Our research is based on an original embedding algorithm (See Methods) that 

combines variables extracted from the structured portion of the EHR with SPOKE, a 

large biomedical knowledge graph.  

Specifically, we focused on individuals with a confirmed diagnosis of MS in the 

UCSF Health Medical system, with a history of up to 7 years prior to diagnosis.  

To recreate these situations, “snapshots” of the patients’ medical history were 

taken using only past encounters 1-7 years prior to patients receiving their first MS 

diagnosis code (n=5,752) (t0; Figure 4.1A). These patient snapshots represent everything 
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a doctor knows about a patient (through their EHRs), up to a given point in time (i.e. 

snapshot at year -1 contains data up to 1 year before MS diagnosis). A control group 

(non-MS, n=2,175,130) was selected among individuals who never received an MS 

diagnosis. For these non-MS patients, t0 was set at 6 months prior to their most recent 

visit to UCSF. This aligned MS and non-MS snapshots and ensured that the control (non-

MS) population had a follow-up period without MS equal to the minimum amount of 

observation time available for MS patients after diagnosis.  

Parallel analyses were conducted to simulate two possible scenarios: patients who 

visit multiple specialists (All-Visits) or patients who only go to primary or emergency 

care (PCP-Only). A patient could potentially be in both simulations if they received both 

primary and specialist care at UCSF, but only data collected during primary care type 

visits were used for the PCP-Only analysis. Figure 4.1B depicts the number of MS and 

Non-MS patients included in the All-Visits (left) and PCP-Only (right) groups for each 

snapshot (years -1 to -7). 

 

Embedding EHRs into SPOKE 

SPOKE consolidated over 5 decades of biomedical research into a KG consisting 

of both biological nodes (Genes, Proteins, Pathways etc.) and medical nodes (Diseases, 

Symptoms, Compounds, etc.). Meaningful edges, derived from high throughput research 

databases, span the divide between these biological and medical nodes. As a result, 

embedding patient EHRs into SPOKE can potentially reveal biological and medical 

signals that aren’t readily apparent in a patient’s EHRs. In order to convert structured 

EHR data within these individual snapshots into SPOKE embeddings, we first had to 

establish how different EHR concepts interacted with SPOKE at the population level. 

This was achieved by creating Propagated SPOKE Entry Vectors (PSEVs). PSEVs are 

machine-readable embeddings that quantify the significance of each node in SPOKE for a 

given cohort of patients; they have been described in detail previously 1. The first step in 

creating PSEVs is to establish SPOKE Entry Points (SEPs), which are defined as the 

EHR concepts that correspond to nodes in SPOKE. The EHRs used for this analysis were 

translated into the OMOP Common Data Model (CDM). The primary tables used for 

mapping SEPs (n=7,535) were: “condition_occurrence”, “drug_exposure”, and 
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“measurement” (see Methods). A modified version of topic-sensitive Page Rank 15 was 

then used to generate PSEVs for each SEP (Figure 4.2A-B). 

Once population-level embeddings were created for EHR concepts, they were 

aggregated to create vectors for the individual patient snapshots. Similar to other 

machine-learning algorithms 73 74, we applied vector/matrix arithmetic to produce the 

Patient Specific SPOKE Profile Vectors (SPOKEsigs, see Methods). Following this 

principle, SPOKEsigs were computed for each patient, at each snapshot (Figure 4.2C). 

The resulting vectors represent the importance each node in SPOKE for each patient at 

that time point.  
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Figure 4.2 Embedding individual patients in SPOKE.  

(a) Example embedding the EHR concept for the drug carbamazepine into SPOKE. First, SPOKE Entry 
Points (SEPs) are created by finding all concepts that are present in both the EHRs and SPOKE. Then each 
patient that was prescribed carbamazepine is connected to SPOKE through the SEPs in their EHRs. A 
random walker is then placed onto a node in SPOKE and randomly traverses edges within the network until 
the walker is restarted at one of the patients that was prescribed carbamazepine (probability of restart = 
0.1). (b) This process continues until the amount of time the walker spends on each node becomes stable. 
The nodes are then ranked such that the most important nodes are given the highest rank (dark teal) and the 
least important nodes are given the lowest rank (white). Here the medically or biologically important nodes 
for carbamazepine are darker teal. Meanwhile, heartburn, which is not related to carbamazepine, is white. 
(c) A SPOKEsig is produced for a patient at a given snapshot by summing the PSEVs associated with the 
SEPs in their EHRs during that time period. During this example snapshot, Patient X had three SEPs: 
carbamazepine, epilepsy, and constipation. Therefore, the PSEVs for carbamazepine, epilepsy, and 
constipation are summed to create this snapshot for Patient X. Just as the elements in the PSEVs, each 
element in the SPOKEsig corresponds to a single node in SPOKE. 
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MS-related nodes increase in significance closer to time of diagnosis 

There are currently no scoring systems within the EHR that correspond with an 

increased probability to developing MS. Consequently, SPOKEsigs were generated 

without using the PSEV corresponding to the concept MS. As anticipated from previous 

work 1, naturally MS is among the top ranked nodes within the MS PSEV. Additionally, 

other nodes related to the physiopathology of MS are also highly ranked. To investigate 

the importance of the MS node (without taking the MS PSEV in the SPOKEsig 

calculation) in our subject population, the rank distribution of MS was compared for years 

-7 to -1 relative to MS diagnosis in the index group (T-test). Figure 4.3a shows that MS 

increases in significance (r2= 0.93; p<0.037 PCP-Only and r2= 0.96; p<0.018 All-Visits) as 

time to diagnosis approaches for both the All-Visits and PCP-Only groups.  Furthermore, 

when compared to other diseases, MS remains within the top 1% and 2% of all disease 

nodes, for All-Visits and PCP-Only respectively, during years -7 to -1. MS is statistically 

significant for both groups between years -5 (5.5e-6 PCP-Only; 1.6e-26 All-Visits) to -1 

(6.4e-62 PCP-Only; 3.4e-147 All-Visits). Note that this cannot be explained by 

prescriptions for MS-specific disease-modifying medications (DMTs), as these 

individuals have not been yet diagnosed with MS. There is a noticeable gap between the 

p-values for the All-Visits and the PCP-Only groups, suggesting a substantial increase in 

information related to MS being recorded during specialist visits. Though this increase in 

significance (overtime as well as the difference between PCP-Only and All-Visits groups) 

can partially be attributed to the increased sample size, the average p-value at any time 

point is not significant. Further, the slope for the MS node compared to the slope of the 

average p-value over time is 215x and 127x higher (All-Visits and PCP-Only 

accordingly), suggesting that only a small portion of the increase in significance can be 

attributed to increased sample size. 
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Figure. 4.3 MS biology nodes become 

more significant with time to diagnosis.  

(a-c) For each node, the t-test was used to 
compare the distribution of ranks between 
the MS and Non-MS patients. Here the -
log10 P-value from the t-test is plotted 
against time to MS diagnosis (or lack 
thereof) for the (a) MS node (DOID:2377), 
(b) Myelin sheath adaxonal region 
(GO:0035749), and (c) group of nodes 
with “myelin” in the name. 
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To ensure that these results were MS-specific and not simply an outcome of 

visiting a neurologist (in the All-Visits group), the same analysis was applied using 

prodromal Amyotrophic Lateral Sclerosis (ALS) snapshots. Similarly, ALS was the most 

important disease (p<3.17e-9) in the ALS snapshots at year -1. In contrast, the MS node 

was not differentially ranked compared to the control population (p>0.9). This indicates 

that although both MS and ALS patients can see neurologists during the prodromal 

period, each prodromal disease has a distinct signal in SPOKE. 

Considering that a first demyelinating event must occur prior to the diagnosis of 

MS75 76, we speculated that SPOKE nodes related to myelin might also increase in 

significance as time to diagnosis approached. Figure 4.3b illustrates this is the case for 

the concept Myelin sheath adaxonal region (GO:0035749). Furthermore, the same trend 

is observed for any node with “myelin” in its name (Figure 4.3c). These results suggest 

that the biological underpinnings of the disease might be detectable during the prodromal 

period using only information from the EHR. 

 

Figure. 4.4 Integrating SPOKE enhances classifier AUC.  

ROC curves for predicting MS diagnosis at year(s) -1, -3, and -5 (a-c accordingly) with a random forest 
classifier. The classifiers that used encounters from All-Visits are in blue (SPOKEsig input vector) and 
green (SEP input vector). The classifiers that only used encounters from PCP visits are shown in orange 
(SPOKEsig input vector) and red (SEP input vector). In all instances the SPOKEsig input vectors out 
preformed the corresponding SEP input vector. The largest gain in AUC was for the PCP encounter 
classifier 3 years prior to diagnosis. 

 

Building a classifier for early detection of MS 

After confirming that SPOKEsigs contained MS meaningful information, a 

predictive model was built using patient-specific SPOKEsigs as inputs to a random forest 

classifier. To measure the importance of the knowledge network in the prediction, we 

also created a classifier using only the binary vector corresponding to the patient’s SEP. 
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Since SEPs are simply the EHR input variables used to derive the SPOKEsigs, comparing 

the performance between the two classifiers allowed us to gauge the predictive 

performance gained by using SPOKE.  

In order to build a classifier that could be used to compute risk of MS in the 

general population, the classifier was tested using the prevalence of MS at UCSF, which 

approached ~1:1000 for all groups (comparable to the prevalence of MS in the US) 77 78 . 

The classifiers (using either SPOKEsigs or SEPs) were run from snapshots at years -5, -3, 

and -1 from diagnosis for both the All-Visits and PCP-Only groups (Figure 4.4). For both 

input types, the classifier performance increased as time to diagnosis approached 

(AUCSPOKEav: 0.76-0.84, ΔAUCSPOKE PCP: 0.6-0.78, ΔAUCSEP av: 0.7-0.83, ΔAUCSEP PCP: 0.53-0.75). 

As expected, the classifier that used all encounters outperformed the classifier that used 

PCP-Only encounters (Avg. ΔAUCSPOKE Years -1 to -5: 0.085 and Avg. ΔAUCSEP Years -1 to -5: 0.14). In all 

cases of information loss, either from smaller time windows (time from diagnosis) or 

missing specialist visits (PCP-Only), the enhancement of EHRs with SPOKE drove 

classifier performance. The greatest improvement was seen at three years prior to 

diagnosis using PCP-Only encounters (ΔAUCSPOKE-SEP: 0.12). These results demonstrate that 

adding structured knowledge to EHR data through SPOKE compensates for missing and 

incomplete EHR data.  
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Concept Concept Name Concept Type 

All-
Visit 
rank 
mean 
across 
years 

PCP-
Only 
rank 
mean 
across 
years 

Avg. 
rank 
mean 
across 
years 

All-
Visit 
Avg. 
Odds 

All-
Visit 
Avg. P-
value 

PCP-
Only 
Avg. 
Odds 

PCP-
Only 
Avg. P-
value 

3013682 
Urea nitrogen [Mass/volume] 
in Serum or Plasma Measurement 0 0 0 2.94 

1.53E-
07 5.04 

4.33E-
07 

3013650 
Neutrophils [#/volume] in 
Blood by Automated count Measurement 2 4 3 2.50 

4.87E-
04 2.58 

6.98E-
03 

3000905 
Leukocytes [#/volume] in 
Blood by Automated count Measurement 6 1 3.5 2.28 

1.95E-
05 4.31 

2.30E-
06 

3034107 
Monocytes [#/volume] in 
Blood by Manual count Measurement 3 5 4 2.51 

1.04E-
06 2.58 

7.89E-
04 

3004327 
Lymphocytes [#/volume] in 
Blood by Automated count Measurement 5 3 4 2.31 

2.94E-
03 2.63 

5.60E-
03 

3013721 

Aspartate aminotransferase 
[Enzymatic activity/volume] 
in Serum or Plasma Measurement 1 8 4.5 2.37 

3.62E-
04 1.80 

3.37E-
01 

3014576 
Chloride [Moles/volume] in 
Serum or Plasma Measurement 10 2 6 1.91 

8.49E-
03 3.69 

1.76E-
04 

3023103 
Potassium [Moles/volume] in 
Serum or Plasma Measurement 8 7 7.5 1.36 

9.66E-
02 1.26 

4.29E-
01 

3015632 

Carbon dioxide, total 
[Moles/volume] in Serum or 
Plasma Measurement 12 6 9 1.86 

3.25E-
03 2.79 

1.30E-
02 

3013707 
Erythrocyte sedimentation 
rate by Westergren method Measurement 7 13 10 3.00 

5.34E-
06 2.14 

1.57E-
01 

3000963 
Hemoglobin [Mass/volume] 
in Blood Measurement 13 10 11.5 1.50 

1.58E-
01 1.99 

2.97E-
02 

3023314 

Hematocrit [Volume 
Fraction] of Blood by 
Automated count Measurement 11 12 11.5 1.98 

1.17E-
02 1.95 

7.76E-
02 

320128 Essential hypertension Condition 4 21 12.5 0.14 
1.59E-

10 0.17 
6.13E-

04 

3006906 
Calcium [Mass/volume] in 
Serum or Plasma Measurement 17 9 13 1.18 

3.17E-
01 2.20 

1.75E-
02 

3016723 
Creatinine [Mass/volume] in 
Serum or Plasma Measurement 15 11 13 0.84 

3.23E-
01 1.25 

4.45E-
01 

3006923 

Alanine aminotransferase 
[Enzymatic activity/volume] 
in Serum or Plasma Measurement 9 20 14.5 1.84 

1.78E-
01 1.59 

2.91E-
01 

3020416 
Erythrocytes [#/volume] in 
Blood by Automated count Measurement 14 16 15 1.77 

7.95E-
02 1.49 

2.35E-
01 

3019550 
Sodium [Moles/volume] in 
Serum or Plasma Measurement 16 17 16.5 1.12 

4.85E-
01 1.72 

8.68E-
02 

3018677 
aPTT in Platelet poor plasma 
by Coagulation assay Measurement 19 15 17 1.90 

1.08E-
02 2.12 

6.30E-
02 

3011904 
Phosphate [Mass/volume] in 
Serum or Plasma Measurement 26 14 20 1.42 

3.42E-
01 2.79 

1.29E-
02 

Table 4.1 OMOP classifier drivers 
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More SEPs will improve classifier performance 

SEPs themselves are incomplete because they currently do not map every EHR 

concept to SPOKE (88% of conditions, 79% of medications, and 47% of measurements 

for All-Visits at year -1). To estimate how much SPOKEsigs could improve if each EHR 

concept was mapped to SPOKE, the same classifiers were run using the full set of EHR 

concepts. Interestingly, the average difference in AUC between Full OMOP and 

SPOKEsigs was the same as that between SPOKEsigs and SEPs (ΔAUC: 0.053).  The 

majority of OMOP concepts that drove the full OMOP classifiers were measurements 

that were not mapped to SPOKE (Table 4.1). These results suggest that if more EHR 

concepts were mapped to SPOKE, a significant improvement in the classifier could be 

achieved.  

 

 

 

 

 

 
Fig. 4.5 Th1/Th2 balance and neurological nodes drive biological increase in AUC.  

a-b Networks of significant biological nodes for random forest classifier. Red nodes were higher ranked in 
the MS population (a), while blue nodes were higher ranked higher in the non-MS population (b) (color 
gradient based on t-statistic). The shape (diamond or oval) of the node denotes whether or not the node is in 
the top 20 of a given node type. If it is an oval, it must connect to >= 2 nodes in the top 20. Highlighted in 
the network are some of the nodes that correspond to th1/th2 balance or neurology. (c) Illustration of how a 
prescription for carbamazepine can send information to the Myelin sheath adaxonal region node 
(GO:0007404, GO:0043360; replaced by: GO:0010001). (d) Depiction of how asthma (a th2 mediated 
disease that is more prevalent in the non-MS UCSF population) pushes information downstream to the 
Eicosanoid ligand-binding receptors node (Reactome R-HSA-391903). 
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Biological drivers of the classifier 

Our results suggest that the improved performance of classifiers using SPOKEsigs 

over those using only SEPs (i.e. straight from the EHR) is due to biologically relevant 

information from SPOKE being utilized in the computation (i.e. because the network 

connects these variables). To understand how the incorporation of biological knowledge 

increased the AUC, we extracted the scores of each biological node using the average 

feature value across all years for both the All-Visits and PCP-Only groups. Next the top 

20 nodes from each biological node type (Gene, Protein, Biological Process, Molecular 

Function, Cellular Component, and Pathway) were selected and split into MS or Non-MS 

significant groups according to the sign of the t-statistic (Figure 4.5 a and b respectively). 

To further interpret how each group of top nodes were connected to one another, 

additional SPOKE nodes were added if they had direct edges to at least two top 

biological nodes (Figure 4.5a-b). Remarkably, the highest ranked nodes in the MS groups 

corresponded to myelin biology (myelin sheath adaxonal region, MAG, glial cell 

differentiation etc.), neurophysiological functions (axonogenesis, ceramide binding, etc.) 

and adaptive immunity (CD4+T cells and B cell-specific pathways, CCR5, etc.) (Figure 

4.5a, Table 4.2).  Also significant were nodes related to the CNS, muscle behavior, the 

extracellular matrix (e.g. matrix metalloproteinases, collagen, NCAM, Basigin 

interactions, etc.), and genes associated with other neurological diseases such as spastic 

paraplegia (MPV17L2), ataxia (RNF170) Alzheimer’s disease (APBA3), and lysosomal 

storage disease (NAGLU). Together, these nodes illustrate how the classifier detected 

neurological changes in MS patients several years before their diagnoses. In contrast, the 

highest ranked nodes within the Non-MS group were related to Th2 cell differentiation 

(eosinophil migration, prostaglandins, CCR3 chemokine receptor binding, etc.), an 

immune subset associated with protection against inflammatory diseases like MS 79 80 81 82 

(Figure 4.5b).  
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Figure 4.6 Lab tests drive information to MS 

biology nodes.  

A commonly ordered lab test (aspartate 
aminotransferase) can increase the importance 
of the node Myelin Sheath Adaxonal Region by 
sending information through L-Aspartic-Acid, 
to Diseases, then Genes that are connected to 
Myelin Sheath Adaxonal Region (MAG and 
PTEN)  
 

Medications and common laboratory tests drive information flow to neurological 

nodes 

The values of each node in the SPOKEsigs originate from OMOP concepts. To 

identify which OMOP concepts were responsible for “pushing” information downstream 

to each of the MS-significant biological nodes, network paths were traced back to the 

originating SEPs (see methods). For most of the top MS nodes, the SEPs that were 

essential for the high rank of the MS-significant nodes were mapped from medication 

orders and common laboratory tests. Two of the medications that most often powered 

these results were Carbamazepine (an anticonvulsant) and Lithium (a psychiatric 

medication) (note that MS DMTs are not SEPs, as none of these individuals had been 

diagnosed with MS at the time of analysis). Figure 4.5c illustrates how information 

traveled from Carbamazepine (SEP) to Myelin sheath adaxonal region (highly ranked 

MS-relevant node) in a representative patient. For this patient specifically, data travel in 

from Carbamazepine to a set of Disease nodes (either through treated by or 

contraindicated for edges) and then (either directly to or through an additional Disease or 

Gene node) to the Genes CNP, MAG, or PTEN which are all components of Myelin 

sheath adaxonal region (GO: 0035749). Similarly, the paths between the laboratory test 

for Aspartate aminotransferase travel through aspartic acid (Compound) and then 

traverse one to two edge(s) before reaching MAG and PTEN (Genes) (Figure 4.6). 

Despite the different paths for entry into SPOKE, data are repetitively sent through nodes 

such as MAG and PTEN, which then amalgamate at the Myelin sheath adaxonal region 

node. This same pattern is observed for the other neurological nodes. 
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Figure 4.7. Measurements increase 

accuracy of disease predictions.  

Not all data can be mapped to SPOKE. Most 
unmapped EHR concepts are measurements 
(lab tests), which are the most biologically 
substantive parts of the EHRs. To evaluate 
how much SPOKEsigs could be improved 
once these concepts are mapped the same 
random forest models were run using all data. 
(a-b) show ROCs for random forest classifier 
using all OMOP data for (a) All-Visits or (b) 
PCP-Only groups for snapshots at years -1 
(red), -3 (orange), and -5 (yellow). 
 

 

 

 

 

 

 

 

 

 

Th2-mediated diseases drive information to Non-MS biological nodes 

The same method for abstracting the pertinent OMOP concepts information flow 

was then applied to the top Non-MS biological nodes. After retracing several paths, we 

found that the OMOP concepts that facilitated the flow of information to nodes related to 

eosinophils, eicosanoids, and T-cells were driven by Th2-mediated diseases such as 

asthma and allergies which are more prevalent in the Non-MS population (–log2 odds 

ratio of -2.46 and -1.97 accordingly). Figure 4.5d provides an example of how these 

diseases transfer information to the (non-MS significant) biological node Eicosanoid 

ligand-binding receptors. In this representative patient, data start at the node for asthma 

and then either directly connect to or are one neighbor apart from genes that participate in 

Eicosanoid ligand-binding receptor (Pathway). In the latter case, the information first 

flows through diseases similar to asthma or its associated genes. These straightforward 
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routes from Th2-mediated diseases to their associated genes are what power the Th2 

signal in the Non-MS significant biological nodes. 

Taken together, our results show that SPOKE nodes useful for the classifier 

include nodes with both strongly positive (highly ranked in MS) and negative (highly 

ranked in controls) associations with MS. In both cases, the biological interpretation of 

those nodes is consistent with the known pathogenesis of MS. 

 

 

DISCUSSION 

The purported prodromal period of MS is often described in terms of health care 

utilization 83 84 . MS patients in the prodromal stage are, by definition, months or even 

years away from a recorded diagnosis code for MS. During this period, however, they are 

not just standing idly by - in fact, their healthcare use both within and beyond the primary 

care setting, steadily increases with time to diagnosis 83. Previous research revealed that 

MS patients have more encounters with psychiatrists and urologists, as well as higher 

proportions of musculoskeletal, genito-urinary or hormonal-related prescriptions84. These 

findings hint that underlying biological signals might be present months or even years 

before diagnosis and the information from these specialist visits could be pivotal in 

uncovering those differences.  

Though patients often have multiple specialist visits before receiving an MS 

diagnosis, the process of obtaining an appointment with a specialist can itself be 

protracted, usually requiring a referral and insurance coverage. As a result, a patient’s 

initial interface with a health system is often through primary or emergency care. 

Appreciating the different roles primary care and specialist clinicians play in the 

diagnosis process, we ran two analyses in parallel using data from either primary care 

providers only (PCP-Only) or all visit types (All-Visits). In both analyses, the data used 

were derived from clinical encounters that happened years before the MS diagnosis, and 

therefore MS DMTs would not be part of a patient’s EHR. Consequently, the MS 

patients’ data were only comprised of comorbidities, medications, and laboratory tests. 

Though it is possible for symptoms to be recorded in the structured portion of EHRs, this 

typically only occurs if it is necessary for billing. Additional patient data can be extracted 
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from the patient notes using natural language processing (NLP). However, NLP methods 

to date generate rather sparse data, and need further validation in healthcare settings; thus 

their incorporation is out of scope for this work. 

To circumvent the lack of data for the years prior to diagnosis, EHR information 

was diffused through the SPOKE knowledge network to create Propagated SPOKE Entry 

Vectors (PSEVs). The generation of PSEVs is comparable to another machine-learning 

vector embedding method - word2vec 73,74. Similar to how word2vec essentially learns the 

embedding of a word by using the words around it as context, PSEVs utilize patient 

cohorts to give context to the nodes in SPOKE. PSEVs are then added together to 

produce the Patient Specific SPOKE Profile Vectors (SPOKEsigs) that describe a patient 

in terms of node weights in SPOKE. The major difference between these two embedding 

techniques is that PSEVs (and therefore SPOKEsigs) are based on a “clear box” 

algorithm that constructs machine-readable vectors while maintaining the human 

interpretability. This means each element in the vector corresponds to a node in SPOKE 

and it is possible to trace back how information travels from sparse EHRs to downstream 

nodes. The diffusion of EHRs through SPOKE enabled the prioritization of the MS 

Disease node in the SPOKEsigs of MS patients compared to controls. Additionally, the 

significance of this differential prioritization increases as the time to diagnosis decreases. 

Further, we have shown that the known biological underpinnings of MS could be 

abstracted using these sparse clinical data. This is evident by the prioritization of myelin 

related nodes within the SPOKEsigs of MS patients – whose disease is characterized by 

demyelination in the CNS - compared to controls up to seven years prior to MS 

diagnosis.   

After establishing that both clinically and biologically meaningful nodes for MS 

were being prioritized within the MS patient SPOKEsigs, we hypothesized that 

SPOKEsigs contained deeper information about a patient than the equivalent EHR 

vectors (SEPs). Remarkably, SPOKEsigs outperformed SEPs at all time points for both 

the All-Visits and PCP-Only analyses. The All-Visit AUCs were always higher than the 

PCP-Only AUCs due to the greater power of the All-Visit group in both number of 

patients and encounters. This difference was minimized by the addition of SPOKE, which 

enabled the use of PCP-Only data to achieve results closer to using All-Visit data using 
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the SEPs alone. This enhancement of EHRs using SPOKE was particularly striking for 

the PCP-Only analysis performed 3 years before diagnosis, which showed a 12% 

improvement in AUC (over SEPs alone). These results hint at a future where, after 

adequate validation including consideration of possible biases, SPOKE could be used at 

the point of care to support or target supplementary evaluation for primary care providers.  

Since our results illustrated that less EHR data is needed when it is supplemented 

by biological knowledge, we sought to identify the biological drivers of the classifiers. 

The top biological nodes were split into two groups MS significant or Non-MS 

significant according to whether they were ranked higher in the MS or Control 

SPOKEsigs accordingly. Notably, neurophysiological functions, CNS, and muscle 

behavior nodes were among the top MS-significant nodes. In contrast, there were many 

Th2-related nodes (indicating immunoregulatory activity) dominating the Non-MS 

significant nodes. Interestingly, phospholipase C activity, which was high in the MS 

group, is known to play a role or interact with in both the MS and Non-MS top immune 

features. Moreover, phospholipase C  85 was recently implicated in myelin basic protein 

MBP(84-104) ability to drive female specific neuropathic pain, such that T-cell, after 

MBP exposure activation, attack the DRG and spinal cord in females but remain 

localized in males 86. Notably multiple top nodes from both the MS and Non-MS groups 

participate together in this pathway in a way that is consistent with both this observed 

sexual dimorphism as well as the increased prevalence of MS among women. This 

connection between top immune nodes within MS and Non-MS groups further supports 

the hypothesis that MS results from an imbalance between proinflammatory (Th1 or 

Th17) and immunoregulatory Th2 responses 87. While diseases like MS and RA are more 

Th1/Th17- mediated, diseases such as asthma or allergies are Th2-mediated 88,89.  

Finally, as PSEVs are derived using a clear (as opposed to a black) box algorithm, 

we traced back how these biological nodes became significant. The propagation of 

information to nodes that were ranked higher in non-MS patients mostly originated from 

Th2 mediated diseases such as allergies and asthma, which were more prevalent in the 

non-MS population. Differently, a heterogeneous set EHRs mainly from commonly 

ordered laboratory tests or treatments for comorbidities facilitated information to move to 

the MS significant nodes. These results demonstrate that clinical presentation and 
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biological changes are inherently linked and the intersection can be uncovered using 

EHRs during the MS prodromal period. 

To move towards the delivery of precision medicine, disease biology and clinical 

manifestations must be investigated side by side. Increasing quantities of data are being 

obtained for any single patient, and knowledge networks will play a key role in bridging 

the gap between biological knowledge derived from basic science research, and medical 

knowledge. As more measurements (genomics, proteomics, microbiome) become 

available, we hypothesize the SPOKEsigs will become even more informative. Further, 

the transition from curative to preventative medicine can only be possible through a 

better understanding of the prodromal biology of a disease. It is our hope that such 

methods will be used for a variety of diseases to advance both precision and preventative 

medicine. 
 

 

MATERIALS AND METHODS 

Aligning patient timelines and filtering patients 

The initial cohort consisted of 2,175,130 patients who visited UCSF between 

2011-2018. We first identified those who received at least one diagnosis code for MS 

(MS patient group) and those who never received a diagnosis code for MS (Non-MS 

patient group). The MS patient population was subsequently filtered to only keep those 

with an MS diagnosis for >= 6 months (between the first MS diagnosis code (t0) and the 

last diagnosis code) and >=5 MS-related encounters (unique dates that a patient visited 

UCSF and a MS diagnosis code was documented in their record). Additionally, MS 

patients who were prescribed an MS disease-modifying therapy prior to an MS diagnosis 

code were removed from the population because it was not possible to obtain an accurate 

diagnosis date for those patients.  

In order to align the Non-MS patient timelines with the MS patient timelines, the 

Non-MS patients were required to have a matched Non-MS diagnosis observation period 

of 6 months. As a result, t0 for Non-MS patients is set at 6 months prior to their most 

recent encounter.  

Once t0 was established for both the MS and Non-MS groups, we created 

snapshots of patients up to 7 years prior to t0. These snapshots aim to represent all that a 
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clinician has learned about a given patient from the first time the patient visited UCSF 

until their visit at year -1, -3, -5, or -7 years from diagnosis. Seven years prior to 

diagnosis is the farthest we can go back because the current UCSF EHR system started in 

2011.   

A final filter was placed to remove patients with too little information during the 

usable encounter period. For the statistical analysis, a light filter was applied that required 

patients have at least three OMOP concepts and three SEPs. This filter was made more 

stringent for the classification, requiring at least five OMOP and SEPs. For the classifier, 

MS patients also had to visit UCSF and receive an MS diagnosis code at least 5 times. 

These stringent filters resulted in a reduced number of patients (Table 4.3) and a 

prevalence of on average ~1:1000 (0.15% and 0.11% for All-Visits and PCP-Only 

respectfully). 
 

Analysis	 PCP-Only	or	All-Visits	 Year	 Total	 Control	 MS	

Node	Statistics	 All	visits	 1	 288391	 287739	 652	

Node	Statistics	 All	visits	 3	 171587	 171156	 431	

Node	Statistics	 All	visits	 5	 98717	 98425	 292	

Node	Statistics	 All	visits	 7	 54455	 54267	 188	

Node	Statistics	 PCP	Only	 1	 133218	 132991	 227	

Node	Statistics	 PCP	Only	 3	 75574	 75442	 132	

Node	Statistics	 PCP	Only	 5	 40546	 40467	 79	

Node	Statistics	 PCP	Only	 7	 20141	 20106	 35	

Classifier	 All	visits	 1	 251843	 251497	 346	

Classifier	 All	visits	 3	 145941	 145724	 217	

Classifier	 All	visits	 5	 78687	 78559	 128	

Classifier	 All	visits	 7	 36854	 36773	 81	

Classifier	 PCP	Only	 1	 108431	 108313	 118	

Classifier	 PCP	Only	 3	 60422	 60357	 65	

Classifier	 PCP	Only	 5	 30655	 30621	 34	

Classifier	 PCP	Only	 7	 12319	 12304	 15	
Table 4.3 Number of patients 
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Dividing encounter types 

Since most patients interact with non-specialists (primary care, emergency, family 

medicine, etc.) more frequently than specialists, our analysis was carried out in parallel 

using two encounter groups. The first encounter group (All-Visits) used EHR data from 

any encounter without regard for a clinician’s specialty. The second group (Primary Care 

Provider Only or PCP-Only) only used encounters from Internal Medicine, Hospital 

Medicine, Family Medicine, Emergency Medicine, Urgent Care, or General Practice.  

It should be noted that, though in practice it is true that patients would interact 

with the PCP-Only group more than the All-Visits group, UCSF is a specialty-focused 

institution with a comparatively limited  primary care division. Therefore, the majority of 

patients within the UCSF EHR system only see specialists at UCSF. This is apparent by 

the size of the PCP-Only patient population size (Figure 4.1b), which is approximately 

one fifth the size of the All Visit patient population.  

 

Translating OMOP concepts to SEPs 

UCSF EHR data up to October 2018 were transformed to use the OMOP CDM. 

The tables used were condition_occurrence, drug_exposure, visit_occurrence, provider, 

and measurement. The visit_occurrence and provider tables facilitated the categorization 

of encounters into All-Visits or PCP-Only. The remaining tables were then mapped to 

nodes in SPOKE to create SPOKE Entry Points (SEPs). Since OMOP utilizes standard 

terminologies, mapping between OMOP and SPOKE was greatly accelerated compared 

to previous efforts 1. The UCSF condition_occurrence concepts used the vocabulary 

SNOMED 90 that were mapped to Disease (DiseaseOntology ID 29,30), Symptom (MeSH ID), 

or SideEffect (Unified Medical Language System 31 UMLS CUI) SPOKE nodes using 

relationships in DiseaseOntology and UMLS. The concepts in the drug_exposure table 

(RxNorm vocabulary) were mapped to Compound (DrugBank 37,38 and/or ChEMBL IDs 91) 

nodes. These mappings were accomplished using tables from RxNorm 92 and Chemical 

Entities of Biological Interest 93 (ChEBI). Finally, concepts from the measurement table 

(LOINC ID 32) were mapped to a variety of nodes (Compounds, Genes 94, Anatomies 95, 

Diseases, PharmacologicalClasses 39, SideEffects 96, and GeneOntologies 97) through 

UMLS relationships. In order to translate LOINC to SPOKE, the UMLS CUI could be 
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translated a maximum of two times before mapping to a SPOKE node. Additionally, the 

translations were filtered by relationship (RELA) to avoid one-to-many mappings. The 

translations to Compound nodes utilized the concept_class_id in OMOP to distinguish the 

drug classes (e.g. ingredient vs brand name) for more specific translations. 

 

Creation of SPOKEsigs 

PSEVs were created for each SEP as previously described (Nelson et al, 2019; 

Figure 4.2a). Next, Patient Specific SPOKE Profile Vectors (SPOKEsigs) were generated 

for each patient at each defined snapshot. This was achieved by summing the PSEVs that 

were associated with the SEPs within an individual patient’s snapshot (usable 

encounters). All of the nodes were then ranked (from 1 to the number of nodes in 

SPOKE) where the most important node was equal to the number of nodes in SPOKE 

(SPOKEsiginital rank). To highlight the nodes that were the most important for each patient the 

matrix of SPOKEsigs was z-score normalized (SPOKEsigz-score). Finally, to enhance the 

biological heterogeneous nature of the SPOKEsigs, the nodes were ranked by node type 

(SPOKEsigrank by type) for each patient. Again, the most important node was given the largest 

value (i.e. the number of nodes of a given type).  

 

Odd and p-value calculations 

To access differences in the EHR records between the MS and Non-MS 

populations at different snapshots, a confusion matrix was produced for each OMOP 

concept or SEP. For laboratory tests, patients had to have an abnormal result for the 

measurement concept to be counted. The confusion matrix for a given concept or SEP 

was then used as input for the Fisher’s exact test (python package: 

scipy.stats.fisher_exact) to generate the odds ratio and p-value. 

 

T-stats for significant nodes 

PSEVs can be generated for any EHR concept. Nodes that are biologically or 

medically important for a given EHR concept will be prioritized within the PSEV 1. To 

see if this held true after aggregation for individual patients (SPOKEsiginitial rank), we used the 

t-test to derive p-values and t-statistics to compare the distribution of ranks of the MS 
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Disease node in the MS and Non-MS populations at years -1, -3, -5, and -7 years from 

diagnosis. This was repeated for other nodes known to be integral to the biology of MS 

such as myelin related nodes. 

 

Random Forest Classifier 

The RandomForestClassifier from the sklearn python package was used for the 

OMOP, SEP, and SPOKEsig random forests. Due to the size of the SPOKEsigs, 

dimensionality was reduced to increase efficiency and respect memory restrictions. First, 

the number of nodes used as input was reduced to only include the most variant and top 

ranked nodes of average for the entire population. For All-Visits (or PCP-Only), this 

resulted in 60,150 (40,700), 52,963 (40,570), and 53,171 (45,198) nodes for year -1, -3, 

and -5 respectively. The number of nodes seen in all classifiers was 43,677 for All-Visits 

and 36,956 for PCP-Only. Year -7 was dropped in this part of the analysis due to a low 

number of MS patients. The second dimensionality reduction was performed to only 

include 10,000 randomly selected patients when running the classifier. For each run, 20% 

of the patients were held out from the training group for testing. The classifier was run on 

10,000 random combinations of patients. To ensure that the results were comparable, 

same training and testing populations were used for the SEPs and all OMOP classifiers.  

 

Identifying top biological driver nodes for classifier 

Within the RandomForestClassifier function is the property feature_importances, 

which holds the Gini importance 98 99 of each element for the input vector. The Gini 

importance was averaged across the 10,000 rounds and then each node was ranked by 

type where the top ranked node is now 1. The rank of each node was then averaged 

across the years. This process yielded the score of each node for both the All-Visits and 

PCP-Only groups. The final score of each node was calculated by summing the score for 

the All-Visits and PCP-Only groups. To focus on the most important biological nodes, the 

top 20 nodes were selected from: BiologicalProcess, CellularComponent, Pathway, 

MolecularFunction, Gene, or Protein node types.  

 

Interconnected top biological network 
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Since most of the top biological nodes (BiologicalProcess, CellularComponent, 

Pathway, and MolecularFunction) are from biological systems, the natural way to see if 

they are related is through the genes they share. Likewise, the remanding nodes (Genes 

and Proteins) can be related through shared biological systems, interactions, and co-

expression. To illustrate these relationships, the top nodes were connected together in a 

network with additional biological nodes that had edges to at least two of the top 

biological nodes. The network was then separated into networks based on t-statistics 

where the MS significant network had nodes with a positive t-statistic and Non-MS 

significant network had nodes with a negative t-statistic. To facilitate visualization, the 

additional SPOKE biological nodes were filtered in the “Non-MS” and “Overall” 

networks. These nodes were filtered based on the number of edges they had to top nodes 

compared to the number of edges they had to any biological node in SPOKE: 

𝐸𝑑𝑔𝑒𝑠!"#$ ! !" !"# !"#$#%"&'$ !"#$%&'

𝐸𝑑𝑔𝑒𝑠!"#$ ! !" !"" !"#$#%"&'$ !"#$%&'
 

 

Retracing paths from SEP to SPOKE 

A score was calculated to determine which SEPs were the most responsible for 

initiating information flow to the top biological nodes. The score for a top node (TN) 

took two metrics into consideration: the value of the TN in each PSEV and the odds ratio 

of a SEP in the population. First, the value of the TN within each PSEV was converted 

into the percentile, where the PSEV with the highest TN values would be equal to 1 and 

the lowest equal to 1/number of nodes. Next, the percentile of the TN was multiplied by 

the –log2 fold change of the associated SEP. Finally, if the average t-statistic of the TN 

within the SPOKEsigs was positive, (top nodes that are higher in MS) then the highest 

scored SEP(s) were selected. In contrast, if the average t-statistic of the TN within the 

SPOKEsigs was negative, (top nodes that are higher in Non-MS), then the lowest scored 

SEP(s) were selected. Once a top SEP was established, all possible paths of length less 

that 3 were found between the SEP and TN. The nodes within the paths between SEP and 

TN were then filtered according to their value in the PSEV of the corresponding SEP.  
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Chapter 5 

Reflections on the Healthcare Ecosystem 
In addition to my research, my time at UCSF exposed me to the different subsets of the 

healthcare ecosystem. From my perspective, entering UCSF with a pure academic basic 

science background, the questions worth asking were always the most interesting ones. 

These questions didn’t have to meet a need, but purely had to further our collective 

understanding of a biological domain. Though I believe this is true for fields such as 

structural or cellular biology, it was my observation that when it comes to healthcare the 

preferred questions to ask are those with an immediate need or profitable application. In 

this chapter, I reflect on the three sectors (health systems, physicians, and pharmaceutical 

companies) in the healthcare ecosystem that I had the most exposure to and ultimately 

influenced my trajectory. 

 

Health Systems 

As a participant in NSF iCORPS, I had the opportunity to conduct 100 interviews 

with individuals across the ecosystem. The majority of interviews focused on large and 

small health systems. One major finding from this program was that the needs of health 

systems (both large and small) were more basic than I could have imagined. The complex 

tools that bioinformatics students, such as myself, are designing for their doctoral work 

are often more advanced than a health system can implement. Moreover, their basic 

needs, (such as accurate and clean aggregation of patient EHRs, the capability to share 

data and/or communicate within the same or outside health systems, and the ability to 

communicate directly with patients) will take precedent over complex prediction 

algorithms. Furthermore, if the return on investment doesn’t meet a minimum threshold, 

then it almost doesn’t matter how well an algorithm performs. Though I was initially 

surprised by this, it is important to remember that health systems are companies and if 

you want to make a significant impact (wide adoption of your algorithm), then the 

algorithm needs to help their bottom line. From this experience, if in the future I were to 

start a company that integrated with a health system, it would be focused (at least 
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initially) on addressing a basic issue that health systems across the country are facing. 

Fundamentally, I recognized that if we want to reach the goals of precision medicine, 

then we must first improve and standardize practices in contemporary medicine. 

 

Physicians 

Conversations with individual physicians gave me a much different perspective 

on healthcare than those with health system executives. At UCSF I was fortunate to work 

alongside a set of incredibly intelligent and empathetic physicians. They gave context 

into EHR data, shed light on the daily problems they (and their patients) face, and helped 

me interpret the clinical significance of my results. Just as when you analyze gene 

expression or GWAS data, when using EHR data you need to be aware of the caveats. 

The truth is that EHR systems aren’t factual repositories of patient health data - they are 

mostly a billing system. Specifically, they are a flawed and incomplete billing system 

filled with insurance workarounds. When I shadowed a physician in the MS clinic I saw 

first hand how incomplete the data in the structured EHRs actually are. Whether it is 

symptoms and subtle changes in a patient that cannot be billed or the understanding of 

how biases (based on race, sex, or age) could have influenced a patient’s previous care, 

there is so much that transpires in the clinic that doesn’t get recorded in the EHR.  

In general EHRs are at a high-level (a diagnosis, new medication, lab test, etc.). 

Working with these physicians gave me an appreciation for the decisions made that aren’t 

seen in the EHRs, but that are implicit in a patient’s outcome. Though some of this data is 

captured in physicians’ notes, not everything will be documented. Capturing this missing 

data would enhance EHR research and clinical applications. 

 

Pharmaceutical Industry 

The most unexpected sector of the health care system that I experienced working 

with during my PhD is the pharmaceutical industry. Alongside Dr. Atul Butte, I led our 

first real world evidence (RWE) pilot with Genentech. With more EHR data becoming 

available, and even aggregated through health information exchange organizations, RWE 

studies can efficiently evaluate the efficacy, off-label uses, and even identify positive 

responders of a given drug. Though I believe RWE studies are becoming increasingly 
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simple to conduct, the information they can provide is extremely valuable. What I found 

fascinating about this pilot were the questions they wanted to ask (or not to be asked) and 

how the answers to those questions could potentially benefit them. The pilot also helped 

me envision how the steps I took during this study could easily be adapted to use live 

(real-time) EHR data to facilitate and reduce costs of clinical trials. It is clear that, with 

the capability to preform RWE studies and clinical trials, EHR data will be extremely 

advantageous to the pharmaceutical industry. 

 

 

Just as biology, the healthcare ecosystem itself is very complex and connected. In 

order to be successful in any sector, it is key to understand the motives of the user (and 

payer if they aren’t the same). What are their pain points, priorities, and goals? This 

wasn’t a lesson I was expecting to learn during my PhD, but has impacted its course and 

potentially my future greatly. During my PhD, this forced me to think more practically 

about science. Was my research too small of a niche?  Who would find it useful? Is it an 

application or a hypothesis generator? At first, I didn’t appreciate these questions because 

I envisioned my research as a foundation that others would build upon to meet future 

needs in precision medicine. However, I discovered that, unlike in the Field of Dreams100 

where an Iowa farmer builds a baseball stadium with the hope that it will attract the ghost 

of Shoeless Joe, in healthcare if you build it, users won’t miraculously come. Instead, you 

need to demonstrate a practical application. Despite my initial resistance, I increasingly 

found myself interested in not only the science, but also the drivers of decision-making 

and adoption. It taught me a new type of curiosity. A curiosity that may one day spark a 

new business venture or steer the way I approach the scientific questions that inspire me. 
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Chapter 6 

Conclusion 
	

The focus of my dissertation is on the ability, and our need, to incorporate our 

vast amount of existing biomedical knowledge into applications that deal with human 

health and outcomes. I believe that uncovering biologically why a medical outcome 

occurs is more important than simply predicting that an outcome will occur. It is 

important to be aware that, due to the complexity of human biology and the effectiveness 

and ease of use of most AI tools, there might be push back in the use of “clear box” 

algorithms that maintain human interpretability if any predictability is sacrificed. 

However, if we rely too heavily on AI, without the integration of knowledge, then we 

will miss our understanding of the why. As data and computational power become even 

more readily available it is critical for the advancement of precision medicine that we 

maintain and expand our own knowledge.  

The complexity of KGs may seem to contradict some of the needs and basic pain 

points within the healthcare ecosystem. However, KGs like SPOKE can be updated to 

address specific problems faced by each sector. In fact, projects such as the Marcus 

Program in Precision Medicine Innovation and NSF Convergence Accelerator Awards 

suggest just that. Through the Marcus Program my PhD work will be integrated with 

BRIDGE (UCSF EHR interface) and will highlight the top SPOKE nodes for a specific 

patient potentially providing invaluable insight for the physician. Additionally, part of the 

NSF Convergence Accelerator Award is to explore the commercial feasibility of SPOKE 

applications for academia, health systems, and pharmaceutical companies. These grants 

are just two of the awards that will ensure my work will continue to leave a lasting 

impact on our field. 

This work has had a large ripple effect at UCSF and the broader biomedical 

community. Besides funding, it has also attracted the attention of researchers across a 

variety of disciplines, government agencies, and inspired many subsequent projects. 

Though I am proud of what we have accomplished, I am more excited about the future. 
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This is the first iteration of an idea I had when I started my PhD. In future iterations, I 

imagine more sophisticated AI will be used to identify significant nodes in a KG. 

Specifically, I am interested in investigating if it is possible to create a deep neural 

network using the structured knowledge in a KG. Given that the node types in a KG can 

be from hierarchical ontologies, you could develop this idea based on DCell101, which 

essentially created a deep neural network using GeneOntology and was able to predict 

genotype-phenotype relationships of budding yeast. The challenge in using a KG is that it 

would be significantly more computationally intensive. However, given the right amount 

of computational power, the possible interesting input-output combinations we could 

interrogate on a biological level are limitless. Personally, I would love to apply this to 

multi-omics, clinical trial, and EHR (structured as a RWE study) data. 

With time, our knowledge of biology and medicine will continue to grow, we will 

better understand the interconnectedness of all systems, and the questions we desire to 

answer will become more complicated. However, our ability to retain and process these 

complex connections will become increasingly challenging. In order to answer those 

questions and further our understanding of biology, we need an architecture that matches 

its complexity, advances with AI, and maintains human interpretability. I envision this 

work will become part of the foundation of a new kind of AI-powered algorithms that 

naturally incorporate biological complexity through a knowledge-based architecture to 

assist the medical decision makers of the future. 
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GO:0071880 
adenylate cyclase-activating 
adrenergic receptor signaling 

pathway 
BP 533.5 37 13 1.1E-33 3.1E-15 15.3 

GO:0071875 adrenergic receptor signaling 
pathway BP 354 19.5 4 1.1E-33 3.1E-15 15.3 

GO:0015740 C4-dicarboxylate transport BP 519 26.5 8 3.4E-39 3.8E-17 16.5 
GO:0048245 eosinophil chemotaxis BP 361 42.5 19 2.1E-24 5.4E-07 -10.0 
GO:0072677 eosinophil migration BP 324.5 37.5 14 2.1E-24 5.3E-07 -10.0 
GO:0021897 forebrain astrocyte development BP 575.5 37 12 8.4E-40 1.6E-19 17.0 
GO:0021896 forebrain astrocyte differentiation BP 734.5 40 16 8.4E-40 1.6E-19 17.0 
GO:1904659 glucose transmembrane transport BP 493.5 39.5 15 7.1E-35 4.4E-15 15.5 

GO:0002437 inflammatory response to 
antigenic stimulus BP 171 17 2 1.4E-14 1.3E-04 -7.0 

GO:0032351 negative regulation of hormone 
metabolic process BP 752.5 37 11 1.9E-27 9.6E-16 13.6 

GO:2000418 positive regulation of eosinophil 
migration BP 169 16 1 9.8E-27 1.1E-07 -10.4 

GO:0071657 
positive regulation of granulocyte 

colony-stimulating factor 
production 

BP 524 34 9 2.8E-23 7.8E-07 -9.6 

GO:1901258 
positive regulation of macrophage 

colony-stimulating factor 
production 

BP 572 42 18 2.8E-23 7.8E-07 -9.6 

GO:1901018 
positive regulation of potassium 
ion transmembrane transporter 

activity 
BP 511.5 35.5 10 4.2E-32 6.6E-18 15.1 

GO:2000416 regulation of eosinophil migration BP 203 20 5 5.3E-24 8.3E-07 -9.7 
GO:0070092 regulation of glucagon secretion BP 457 24.5 6 1.4E-30 1.0E-12 14.7 
GO:1901077 regulation of relaxation of muscle BP 390.5 24.5 7 2.5E-42 1.7E-19 16.9 
GO:0035900 response to isolation stress BP 410.5 18.5 3 2.9E-47 7.1E-22 18.1 
GO:0010269 response to selenium ion BP 107.5 4.5 0 6.0E-43 1.0E-16 17.1 
GO:0060024 rhythmic synaptic transmission BP 854 41.5 17 1.3E-49 7.5E-19 18.5 

GO:0046658 anchored component of plasma 
membrane CC 16491 36 18 6.2E-24 1.2E-12 13.2 

GO:1990316 Atg1/ULK1 kinase complex CC 13597.5 29.5 16 3.5E-47 1.7E-16 18.1 

GO:0043190 ATP-binding cassette (ABC) 
transporter complex CC 10283 27 13 5.4E-23 6.2E-10 12.8 

GO:0098533 ATPase dependent transmembrane CC 1987.5 5 3 3.3E-25 8.8E-14 13.4 

A
ll-

V
is

its
 a

vg
 r

an
k 

ac
ro

ss
 y

ea
rs
	

PC
P-

O
nl

y 
av

g 
ra

nk
 a

cr
os

s 
ye

ar
s	

O
ve

ra
ll 

R
an

k 
O

rd
er
	

A
ll-

V
is

it 
A

vg
 P

-V
al

ue
	

PC
P-

O
nl

y 
A

vg
 P

-V
al

ue
	

A
vg

. T
-s

ta
t b

ot
h 

gr
ou

ps
 a

cr
os

s 
ye

ar
s	

Node 
Node 
Name 

Node 
Type 



	 93	

transport complex 
GO:1990716 axonemal central apparatus CC 14626 39.5 19 1.0E-19 2.6E-05 -7.8 

GO:0098651 basement membrane collagen 
trimer CC 11747 29 15 2.7E-43 2.5E-15 17.4 

GO:0070531 BRCA1-A complex CC 14100.5 36 17 4.2E-28 7.2E-18 13.9 
GO:0044305 calyx of Held CC 5283.5 15 7 1.2E-18 4.0E-13 11.2 
GO:0000775 chromosome, centromeric region CC 1991.5 4 1 1.1E-28 2.1E-07 -9.5 
GO:0098645 collagen network CC 10531 27 12 8.3E-42 1.8E-14 17.1 
GO:0097209 epidermal lamellar body CC 10611.5 28 14 1.6E-21 1.6E-06 -9.1 

GO:0032045 guanyl-nucleotide exchange factor 
complex CC 6958.5 11 4 6.3E-51 4.6E-20 18.9 

GO:0042571 immunoglobulin complex, 
circulating CC 8456.5 17.5 9 8.4E-29 2.0E-07 -9.5 

GO:0034681 integrin alpha11-beta1 complex CC 2582.5 13 6 1.3E-18 5.4E-05 -7.6 
GO:0071438 invadopodium membrane CC 1078 3.5 0 2.7E-41 1.8E-16 16.8 
GO:0044224 juxtaparanode region of axon CC 11188.5 18.5 10 7.8E-46 7.7E-19 18.1 
GO:0035749 myelin sheath adaxonal region CC 3612 5 2 1.8E-39 1.9E-19 17.3 
GO:0098642 network-forming collagen trimer CC 9962 26.5 11 8.3E-42 1.8E-14 17.1 
GO:0005840 ribosome CC 2558.5 11.5 5 9.0E-29 2.0E-07 -9.6 
GO:0070435 Shc-EGFR complex CC 9253 17.5 8 1.9E-43 1.6E-18 16.9 

9546 APBA3 Gene 1148 40.5 13 6.5E-40 1.3E-18 16.6 
9138 ARHGEF1 Gene 1278 35 11 2.0E-25 2.7E-07 -9.1 
9828 ARHGEF17 Gene 1373.5 48 15 2.8E-30 2.7E-18 14.1 
898 CCNE1 Gene 1328.5 36 12 8.8E-26 2.3E-07 -9.7 
968 CD68 Gene 814 24 5 7.2E-29 1.3E-08 -10.5 

9244 CRLF1 Gene 1265 32.5 10 1.2E-27 6.9E-08 -9.4 
8560 DEGS1 Gene 621 21 4 1.3E-26 1.5E-07 -9.5 

90288 EFCAB12 Gene 113 3.5 1 3.9E-52 2.1E-21 18.7 
90736 FAM104B Gene 667 24.5 6 1.6E-42 1.4E-19 15.6 
9214 FCMR Gene 973 31 9 5.5E-29 1.3E-16 13.2 
9480 ONECUT2 Gene 1382.5 48.5 17 4.1E-23 1.1E-06 -8.5 
9050 PSTPIP2 Gene 3094 48 14 9.8E-28 7.4E-08 -10.5 

93517 SDR42E1 Gene 956 30 8 7.1E-29 3.0E-16 13.1 
8778 SIGLEC5 Gene 485.5 15 3 6.5E-23 5.7E-07 -9.4 

93081 TEX30 Gene 2059.5 60 19 3.5E-51 3.6E-19 18.7 
91937 TIMD4 Gene 1284 27.5 7 2.2E-35 3.0E-10 -12.5 
92691 TMEM169 Gene 260.5 10 2 2.7E-47 3.3E-22 16.9 
92092 ZC3HAV1L Gene 79 1.5 0 1.4E-47 1.2E-21 16.9 
90338 ZNF160 Gene 1772 58.5 18 7.7E-44 1.7E-19 16.8 
90827 ZNF479 Gene 1644.5 48.5 16 1.7E-06 1.6E-06 5.9 

GO:0015556 C4-dicarboxylate transmembrane 
transporter activity MF 649.5 14.5 8 6.7E-45 1.2E-16 17.2 

GO:0004180 carboxypeptidase activity MF 1015 22 16 6.3E-40 2.8E-16 16.4 
GO:0031728 CCR3 chemokine receptor binding MF 522 13 6 7.0E-32 4.2E-09 -11.8 
GO:0097001 ceramide binding MF 1663.5 29.5 18 3.7E-46 5.8E-19 18.2 
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GO:0055056 D-glucose transmembrane 
transporter activity MF 800.5 18.5 12 8.0E-32 3.9E-14 14.8 

GO:0004953 icosanoid receptor activity MF 349.5 8 3 1.3E-24 1.8E-07 -10.1 

GO:0008191 metalloendopeptidase inhibitor 
activity MF 694.5 15.5 9 1.4E-43 1.2E-19 17.6 

GO:0048551 metalloenzyme inhibitor activity MF 1210.5 21.5 15 3.0E-44 2.7E-19 17.8 
GO:0010576 metalloenzyme regulator activity MF 717 14.5 7 8.3E-44 1.9E-19 17.7 
GO:0031834 neurokinin receptor binding MF 103.5 0.5 0 7.2E-28 2.1E-08 -10.2 

GO:0004435 phosphatidylinositol 
phospholipase C activity MF 1201 27 17 2.0E-30 7.5E-17 14.9 

GO:0004629 phospholipase C activity MF 880 18.5 13 2.7E-26 2.8E-16 13.8 
GO:0004956 prostaglandin D receptor activity MF 962 19.5 14 1.6E-24 1.1E-07 -10.1 
GO:0001785 prostaglandin J receptor activity MF 1561.5 32.5 19 1.6E-24 1.1E-07 -10.1 
GO:0004955 prostaglandin receptor activity MF 799 17 10 4.3E-22 4.8E-07 -9.4 
GO:0004954 prostanoid receptor activity MF 542 11.5 5 9.6E-22 6.1E-07 -9.3 

GO:0050262 ribosylnicotinamide kinase 
activity MF 524.5 9.5 4 1.2E-44 1.1E-18 16.9 

GO:0061769 ribosylnicotinate kinase activity MF 346 5.5 2 1.2E-44 1.1E-18 16.9 
GO:0031835 substance P receptor binding MF 201 1.5 1 7.2E-28 2.1E-08 -10.2 

GO:0052735 tRNA (cytosine-3-)-
methyltransferase activity MF 816.5 17.5 11 2.7E-27 3.3E-16 13.3 

PC7_1532 Activation of G protein gated 
Potassium channels PW	 2467.5 25 13 4.2E-33 6.5E-17 15.5 

PC7_1533 Activation of GABAB receptors PW	 3382 33 17 2.6E-26 1.2E-15 13.7 
PC7_1546 Activation of RAS in B cells PW	 3699.5 20.5 10 5.5E-48 2.4E-21 18.1 

PC7_1601 Alpha9 beta1 integrin signaling 
events PW	 3773.5 23 11 9.4E-14 1.5E-03 -6.3 

PC7_1867 Axonal growth inhibition (RHOA 
activation) PW	 1960 13.5 2 2.2E-35 2.6E-18 16.5 

PC7_2035 Basigin interactions PW	 2923 28 15 1.8E-20 3.8E-15 12.4 

PC7_2458 Calcium signaling in the CD4+ 
TCR pathway PW	 4265 37 19 3.1E-10 2.9E-03 -5.6 

WP4259_r98
280 

Disorders of Folate Metabolism 
and Transport PW	 5979.5 33.5 18 9.6E-32 5.0E-18 14.7 

PC7_3384 EGFR Transactivation by Gastrin PW	 1631.5 17 8 3.4E-34 1.5E-19 15.2 

PC7_3646 Eicosanoid ligand-binding 
receptors PW	 2019.5 14 4 1.1E-23 3.8E-07 -9.8 

WP2276_r63
194 Glial Cell Differentiation PW	 2266 14.5 6 2.8E-24 9.1E-16 13.9 

PC7_4786 Inwardly rectifying K+ channels PW	 1341.5 11 0 2.3E-30 3.5E-16 14.7 
PC7_5325 Metabolism of folate and pterines PW	 3804.5 23.5 12 1.6E-48 1.6E-20 18.4 
PC7_5698 NCAM1 interactions PW	 3995 29 16 1.8E-27 8.0E-17 14.1 

PC7_12284 p75NTR regulates axonogenesis PW	 1865 11.5 1 1.4E-30 4.6E-17 15.5 
PC7_6640 Prostanoid ligand receptors PW	 1693.5 16.5 7 3.1E-22 3.9E-07 -9.5 
PC7_6745 RAF activation PW	 5343.5 27 14 7.0E-48 2.3E-21 18.0 

PC7_6853 Ras signaling in the CD4+ TCR 
pathway PW	 1726.5 14 3 6.8E-32 1.2E-19 14.9 
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PC7_7768 
Synthesis, secretion, and 

inactivation of Glucose-dependent 
Insulinotropic Polypeptide (GIP) 

PW	 1860.5 18 9 9.2E-26 6.1E-13 13.0 

PC7_8093 Tachykinin receptors bind 
tachykinins PW	 1712.5 14 5 6.4E-28 3.2E-09 -10.4 

P54802 ANAG_HUMAN Prot.	 3 1.5 0 2.7E-62 5.0E-19 19.4 
Q69YU5 CL073_HUMAN Prot.	 213 107.5 18 3.3E-62 9.3E-21 19.4 
A6NMT0 DBX1_HUMAN Prot.	 127.5 77.5 12 8.4E-38 1.8E-10 -11.8 
Q8IXQ9 ETKMT_HUMAN Prot.	 172.5 99 17 4.4E-60 5.0E-19 19.1 
Q8TAY7 F110D_HUMAN Prot.	 127.5 67 10 4.5E-66 3.6E-22 21.2 
Q9BV99 LRC61_HUMAN Prot.	 188 97 14 8.9E-57 1.7E-17 17.7 
Q567V2 M17L2_HUMAN Prot.	 71.5 42.5 5 2.5E-61 2.1E-19 19.6 
O15481 MAGB4_HUMAN Prot.	 232.5 113.5 19 5.1E-62 1.1E-18 18.8 
Q5TIA1 MEI1_HUMAN Prot.	 12 6.5 1 1.1E-57 2.4E-17 18.5 
Q49AM1 MTEF2_HUMAN Prot.	 78.5 44.5 6 1.3E-62 7.4E-20 19.3 
O14524 NEMP1_HUMAN Prot.	 92 46 8 6.7E-64 4.5E-21 19.5 
Q6ZUT1 NKAP1_HUMAN Prot.	 146.5 78 13 7.6E-59 9.6E-19 19.7 
Q6FGY1 Q6FGY1_HUMAN Prot.	 164 97.5 15 6.1E-24 3.0E-07 -8.9 
Q9Y494 Q9Y494_HUMAN Prot.	 120.5 71 11 5.6E-32 1.7E-09 -10.7 
Q96K19 RN170_HUMAN Prot.	 59.5 34 4 1.9E-62 2.5E-19 19.0 
Q9H6T3 RPAP3_HUMAN Prot.	 158 98.5 16 6.4E-59 1.1E-17 18.7 
Q96N06 SPT33_HUMAN Prot.	 100.5 56.5 9 7.2E-63 7.6E-21 19.5 
P20366 TKN1_HUMAN Prot.	 77.5 45 7 5.6E-32 1.7E-09 -10.7 

Q70CQ4 UBP31_HUMAN Prot.	 57 31.5 3 7.4E-64 8.5E-21 20.1 
Q7RTV3 ZN367_HUMAN Prot.	 27.5 13 2 2.7E-57 3.1E-18 18.2 

Table 4.2 Top SPOKE biological drivers 
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