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ABSTRACT OF THE THESIS

The Network Determinants of

Modern Bilateral Environmental Cooperation

by

Bronwyn Lewis Friscia

Master of Science in Statistics

University of California, Los Angeles, 2017

Professor Mark Stephen Handcock, Chair

This paper provides the first rigorous examination of the network determinants of mod-

ern bilateral environmental cooperation. Using a new relational data set of all bilateral

environmental agreements (BEAs) signed from 2006-16, I characterize the topology of the

modern BEA network and generate hypotheses about the data-generating process that gives

rise to it. These hypotheses are tested using both exponential-family random graph models

(ERGMs) and additive and multiplicative effects (AME) models for relational data. I find

that the network formed by modern BEA ties is characterized by influential and highly ac-

tive “brokers,” that economic development is a major predictor of bilateral environmental

collaboration while regime type has little explanatory power, and that countries are highly

motivated to pursue environmental cooperation across geographical regions. I argue that

network methods can both complement and greatly enrich the work of political scientists

who study international environmental cooperation using other methodologies.
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CHAPTER 1

Introduction

Over the past fifty years, international environmental cooperation has proliferated from a

fringe realm of international law to a burgeoning global network of agreements so robust that

legal scholars spoke as early as the mid-1990s of the “treaty congestion” that had overtaken

the field (Weiss 1993). When the United National Environment Programme (often referred

to simply as UNEP) was established in 1972, the number of multilateral environmental agree-

ments that existed worldwide hovered in the low 30s; today, the International Environmental

Agreements Database Project contains a historical record of over 3,450 international envi-

ronmental agreements that have been signed worldwide to date (Mitchell 2002-2017). Even

considering that this number includes treaties that never entered into force or have since

been terminated, the number is staggering, and in recent years political scientists and legal

scholars have begun to examine rigorously the “piecemeal and ad hoc development of inter-

national environmental law” (Anton 2009). Even singular areas of environmental focus like

confronting climate change have been described as regulated by an international “regime

complex” of loosely affiliated measures (Keohane and Victor 2011), and more than a few

scholars have argued that this degree of agglomeration is not worth the efficiency challenges

it produces – especially since environmental issues like climate change seem to have worsened

since the dawn of this explosion in international environmental agreements (Bodanksy 2010).

How should scholars understand this network of international environmental agreements

between and among states? What does it look like today, and what factors have shaped the

form it has taken? While statistical modeling techniques specifically tailored to the analysis

of networks have been leveraged to shed light on international relations phenomena ranging

from transnational terror to world trade (Hafner-Burton et al. 2009), these methodologies
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have been slow to penetrate the analysis of international environmental cooperation. Among

the notable exceptions, network analysis has been used to map the network of citations

among multilateral environmental agreements (Kim 2013), the multilevel network of the

global fisheries governance complex (Hollway and Koskinen 2016), and the network resulting

from partner selection in co-funding Global Environment Fund projects (Alcañiz 2016). Yet

the network of shared international environmental agreements among countries has received

little attention from scholars employing these methods, and the wealth of extant research on

international environmental cooperation more generally has until recently tended to focus on

the determinants and consequences of multilateral environmental agreements (MEAs) using

qualitative analysis or classical statistical methods (Mitchell 2003). Bilateral cooperation, on

the other hand, particularly with regards to the environment, has been largely overlooked.

This thesis aims to help fill this gap in the literature by providing the first rigorous

examination of the topology and network determinants of modern bilateral environmen-

tal cooperation. It will also illustrate the usefulness of these methodologies in this new

substantive setting and argue that the study of international environmental cooperation in

general would be enriched by more analyses employing the much-studied exponential-family

random graph models (ERGMs) and newly developed additive and multiplicative effects

models (AMEs) used here to draw inferential – not merely descriptive – conclusions. Bilat-

eral treaties in particular are also rarely studied by international relations scholars outside

of popular economic issue areas like trade and foreign direct investment despite the fact that

bilateral agreements are far more common than their multilateral counterparts. As early as

the mid-1980s, bilateral agreements outnumbered multilateral ones at a rate of ten to one

(Kinne 2013)1, and in the early 2000s it was estimated that bilateral environmental agree-

ments (BEAs) outnumbered MEAs at a rate of three to one (Mitchell 2003). Of the few

large-scale studies that have been conducted on bilateral cooperation across agreement issue

areas, none have included data past the year 1980 (Garriga 2009, Kinne 2013). This lack

of rigorous empirical analysis of what drives modern bilateral environmental cooperation is

1Kinne cites as his source for this figure the World Treaty Index (Rohn 1984), a database that can now
be accessed at http://worldtreatyindex.com/.
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especially striking when one considers that, in issue areas like climate change where progress

has been slow despite prolific efforts at multilateral cooperation, scholars have argued that “a

broader focus on bilateral and smaller-scale multilateral negotiations might be not only de-

sirable” but “a necessary condition for more successful negotiations in the global, UN-based

approach” (Cole 2015).

I have chosen to model the web of modern bilateral environmental agreements as a

network for several reasons. First, the prevailing scholarly understanding of modern envi-

ronmental cooperation as described above is as a complex system, and network methods

are uniquely well-suited to exploring the topological properties of such a system. Second,

international cooperation as a whole has long been understood as highly characterized by

endogeneity, such that a state’s strategic decision whether to cooperate on a given issue both

influences and is influenced by the strategic decisions of other states (Axelrod 1984, Stein

1990). Network methods provide a straightforward way to model that endogeneity explic-

itly (Kinne 2013). Third, I theorize that network dynamics have an important role to play

in our understanding of the determinants of bilateral environmental cooperation, and the

stochastic modeling of networks makes it possible to test that claim empirically. Finally, this

illustrative example shows the usefulness of network-based methods in a novel substantive

context. Treating instances of observed bilateral environmental cooperation as relational

data can reveal insights that complement and extend the work that has been done in this

area using other methodologies.

In order to model the set of modern bilateral environmental agreements as a network,

I build a binary, multiplex, undirected relational data set using the record of all BEAs

(including agreements, amendments, and protocols) signed between the years of 2006 and

2016 according to the International Environmental Agreement Database, which is maintained

by Ronald Mitchell at the University of Oregon and recently revamped as of January and

February 2017. I consider a tie to exist between two countries if they signed a BEA during

this period, and I model these ties as undirected as it is reasonable to assume that states

enter into BEAs mutually. If more than one agreement in a particular issue area was signed

during this time between the same two countries, I consider a single tie to exist between them
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on that particular issue; however, while I do not weight the ties (and thus model them as

binary), I do allow the network to be multiplex such that two countries can share undirected

ties of multiple types if they signed agreements in multiple issue areas. In way of a substantive

example, Germany and Peru signed environmental agreements regarding cooperation in both

renewable energy and water management during this period, so I consider one tie of type

“energy” and one tie of type “water” to exist between them. Because the median treaty

length is estimated to be approximately a decade (Kinne 2013)2, I consider this network to

represent a “snapshot” of modern bilateral environmental cooperation and model it as such

rather than taking a longitudinal approach. This results in a static network with 193 vertices

or nodes representing the sovereign countries of the world and 535 edges or ties representing

the BEAs of the past decade. The nuances of this data set are described in detail in the

chapter immediately preceding the empirical analysis.

Using this data set, this paper proceeds with two broad goals, one descriptive and one

analytical. The first is to leverage descriptive network analysis to explore and characterize

the topological properties of modern bilateral environmental cooperation. When we visualize

the existing network of modern bilateral environmental agreements, what does it look like?

I will describe the network using measures of activity, centrality, density, and homophily on

the node- or country-level variables that I include in the analysis: development level, regime

type, and geographical region. Based on these explorations, I develop a set of hypotheses

about the network processes that influence the likelihood of two countries establishing a

bilateral environmental agreement with one another in the modern era. The paper’s second

goal is then to fit a series of exponential-family random graph and additive and multiplicative

effects models to the data to test these hypotheses, drawing conclusions about the network

dynamics that drive the pattern of ties we observe in the modern BEA network.

From here, the paper will proceed as follows. First, I will offer a summary of recent

research that has used a network perspective to study environmental and bilateral cooper-

ation, respectively, as the contribution of this paper will reside at the intersection of these

2Kinne provides this estimate in the online supplementary material for his article, available online at
http://dvn.iq.harvard.edu/dvn/dv/bkinne.
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sub-literatures. Second, I will describe in detail the original network data set used in this

analysis, with reference to how the data can be understood in the graph notation typical of a

network-based approach. Third, I will use descriptive measures to characterize the network’s

topological features and develop hypotheses regarding the data-generating process giving rise

to its apparent structure. Fourth, I will fit a series of exponential-family random graph and

additive and multiplicative effects models to the data to test the hypotheses generated in

the previous chapter. Fifth, I will discuss the results, including what was learned from each

model and how well each model type performed with the data. Finally, I will conclude by re-

flecting on the implications of this analysis for future research on international environmental

cooperation and the application of network-based methodologies to this field.
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CHAPTER 2

Network Analysis in the Study of

Environmental Cooperation

While network analysis has cross-disciplinary theoretical origins in Durkheim’s sociological

work on social context at the turn of the century, Moreno’s psychiatry-based work on so-

ciograms and Radcliffe-Brown’s anthropological work on social structure in the 1930s, and

Cartwright and Harary’s work in mathematics on graph theory and structural balance in the

1940s and 50s (Prell 2011), the application of these methods to test theories of international

cooperation is quite new (Hafner-Burton et al. 2009, Minhas et al. 2016). Indeed, as noted

in the previous chapter, the advent of the use of these methods in analyses of international

environmental cooperation in particular has been even more recent. In this chapter, I will

review the work that has been done in this area using network analysis and situate the

contribution of this paper as an extension of this interdisciplinary research agenda.

Several years before political scientists started using network-based techniques to study

environmental cooperation, scholars in the fields of ecology and environmental policy began

using descriptive network methods to explore the determinants of effective resource man-

agement at the local level. Most of these micro-level analyses had a distinct “governing the

commons” flavor (Ostrom 1990), focusing on how networks operate in small communities

to conserve and manage environmental resources. Many of these studies were methodolog-

ically modest; Lauber et al. 2008, for example, studied community-based natural resource

management by plotting sociograms of the exchange of ideas, influence, and funds between

stakeholders across several small-town case studies, finding that the topology of the town

networks displayed different patterns depending on the town’s function in the conservation

process.
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The more methodologically rigorous analyses in this area typically include variables in-

tended to measure network exposure in classical regression models, such as Lubell and Fulton

(2008)’s inclusion of basic operationalizations of 408 Californian orchard farmers’ exposure

to local policy networks (e.g. counts of local watershed management activities the farmer

has participated in) to predict the rate of adoption of what they called “best management

practices” using classical ordered probit regression models. They found that exposure in-

creases best management practices, although it should be noted that their focal variables

were elective and thus built a strong selection bias into their analysis; it is probable that some

other personal attribute of the sustainable farmers is responsible for both their engagement

in local policy networks and their superior management practices.

Many of the entries in Bodin and Prell (2011), one of the first anthologies of articles on

the role of social networks in natural resource management, took a similar approach, and

in the years since then these micro-level analyses have continued to leverage the descriptive

toolbox of network analysis to make inferences about how sustainable behaviors proliferate

in local community networks. These tools have been applied to an extraordinary range

of case studies: a 2017 special feature issue of Ecology and Society on “Networking the

Environment: Social Network Analysis in Environmental Management and Local Ecological

Knowledge Studies” includes work on seed circulation networks in Cameroon, participation

in protected areas in Spanish Catalonia, and transmission of ecological knowledge among

semi-nomads in India (Salpeteur et al. 2017).

In political science, one of the most compelling applications of network analysis to un-

derstanding international environmental cooperation modeled the network of multilateral

environmental agreements itself, rather than that formed by countries’ membership ties

within them. Kim (2013) considered a directed tie to exist between Agreements A and B if

A contained an academic citation for B in its text, and used this web of cross-references to

describe what he called the “emergent network structure of the multilateral environmental

agreement system.” His analysis focused on describing the network’s topological properties,

concluding that the web was characterized by a small-world organization with one dominant

component, the presence of hubs due to preferential attachment, high modularity with dis-
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tinct sub-groups characterized by homophily around issue areas, and nested hierarchy where

agreement communities exist in layers such that larger modules contain smaller and denser

modules that in turn contain even smaller and denser ones. Kim cautions against the con-

ventional wisdom about how to understand international environmental law: just because

it developed in an ad hoc fashion, scholars should be wary of characterizing international

environmental law as highly fragmented.

In a similar but more complex study, Hollway and Koskinen (2016) model the interna-

tional system of global fisheries governance as a multilevel bipartite network consisting of

two types of nodes: countries on the one hand, and the multilateral fisheries agreements

(MFAs) they sign on the other. They code three types of ties: ties between countries rep-

resent bilateral fisheries agreements (BFAs) between states; ties between MFAs represent

three types of interlinkages in geographical scope, academic citations, and textual content;

and the bipartite ties between the two networks indicate which MFAs each country has

signed. Using a multilevel exponential-family random graph model to study clustering in

and between the different levels of the multilevel complex, they test the hypotheses that a)

countries systematically use bilateral and multilateral fisheries agreements differently and b)

this will structure clustering in the network. They find, among other things, that clustering

at the bilateral level can be explained by patterns of affiliation with the shared international

fisheries agreements at the multilateral level.

In another rare network-based study of a somewhat narrow form of bilateral environmen-

tal cooperation, Alcañiz (2016) examined the determinants of partner selection in the net-

work resulting from national environmental bureaus choosing to co-finance projects funded in

part by the Global Environment Fund (GEF). Fitting an exponential-family random graph

model, she found a strong role for homophily in predicting collaboration: cooperation be-

tween countries was more likely when their environmental bureaus have similar competence

levels and invest in co-financing at similar rates, as well as when their countries share similar

levels of scientific productivity and when they receive similar levels of total GEF funding.

Network analysis also plays a key role in one of the only large-scale analyses of the

determinants of bilateral international cooperation more generally, the relational data set for
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which includes fisheries treaties as one of the four issue areas examined (along with treaties

regarding commodities, the military, and the sciences). Kinne (2013) formulates a coherent

theory of the network mechanisms that drives bilateral treaty formation, hypothesizing that

states are more likely to form ties with other states that share ties to the same third parties (a

“triad closure effect”), are more active in bilateral ties already (a “preferential attachment”

effect), and share traits with their existing tie partners (a “covariate closure” effect that

extends the concept of homophily to third parties).

Kinne finds support for all three hypotheses when he fits a stochastic actor-oriented model

(SAOM) to his data and uses out-of-sample prediction to examine their substantive impor-

tance, and the effects hold when he disaggregates his data across the individual issue areas.

However, it is worth noting that the models that appear in his main paper are estimated

on fairly old data from 1947-80, and his online appendix of supplementary material only

extends the analysis to the year 2000. The only other large-scale study of bilateral agree-

ments, Garriga (2009), used data from the same time period but analyzed it using standard

regression techniques where the unit of analysis was a country dyad, showing evidence that

autocracies should counterintuitively be more active in bilateral international cooperation

than their democratic counterparts due to their relative lack of domestic constraints.

While growing sub-literatures in international relations scholarship, then, have begun

applying network analysis techniques to study both environmental cooperation and bilateral

treaty formation, respectively, there has still been no comprehensive study to date of the

network determinants of modern bilateral environmental cooperation. It is this gap in the

literature that the explorations and analysis that follows aims to address. While a näıve

rendering might assume that bilateral environmental cooperation in general can be largely

explained by geography – the pragmatic need to sustain adjacent fisheries, manage shared

river basins, and so on – the analysis undertaken here will reveal that this is a simplistic

understanding of what drives this network of cooperation. In the following chapter, the

relational data set that this paper introduces is described in detail, after which it will be

used to characterize the topological properties of the network and develop testable hypotheses

about the data-generating process that gives rise to it.
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CHAPTER 3

A New Relational Data Set

In order to describe the modern network of bilateral environmental agreements and draw

conclusions about what has shaped its structure, I have created a new network data set

coded using the library of bilateral environmental agreements available in the International

Environmental Agreement (IEA) Database maintained at the University of Oregon (Mitchell

2002-2017). To help provide the intuition for the structure of the data set, I describe it with

reference to the graph theory that underpins network modeling. Formally, our network can

be represented in graph notation such that

G = (V,E) (3.1)

where G is our network or “graph,” V is the set of vertices or nodes1 corresponding to the

|V | = 193 sovereign states of the world2, and E is the set of |E| = 535 undirected edges

or ties3 corresponding to the bilateral agreements signed between countries from 2006-2016

according to the IEA Database. If A is the resulting symmetric adjacency matrix for graph

G, the stochastic models fit in the empirical chapters below will consider Aij to be a binary

random variable takes on a value of aij = 1 if an edge exists between countries i and j and

aij = 0 otherwise. In other words,

1“Vertex” and “node” will be used interchangeably from this point onward.

2This number includes Kosovo (which became independent in 2008) and South Sudan (which did so in
2011), but not the non-UN-member observer states of the State of Palestine or the Holy See (the Vatican).
Also excluded are relatively autonomous states that are still technically dependencies, such as Taiwan and
Hong Kong.

3“Edge” and “tie” will be used interchangeably from this point onward.
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aij = 1 if and only if (i, j) ∈ E. (3.2)

I have included multinational agreements in the edge set E only when the IEA database

codes them as bilateral in the sense of an agreement existing between an established supra-

national organization (e.g. the European Economic Community) and a single other nation.

In these cases, I have included a tie between every member of the supranational organiza-

tion and the country on the other side of the bilateral agreement; I have not included a tie

automatically between every member of these supranational organizations in order to pre-

serve the ability to distinguish environmental agreements arranged truly bilaterally between

members.

There are a couple of special cases worth noting. First, when a bilateral agreement ap-

pears in the IEA database that was a renewal of a treaty originally signed by the Soviet

Union, for example, that agreement has been attributed to Russia as it has been formally

recognized as the successor state to the USSR in international law. Second, when an agree-

ment was listed between a country and a self-declared independent state not recognized as

such by the international community, such as the 2010 agreement between the Government

of the Russian Federation and the Government of the Republic of Abkhazia regarding “co-

operation in the field of environmental protection,” I have dropped the observation for being

outside the scope of this project. Future research might profitably examine the notion of

international cooperation involving semi-autonomous states more rigorously, but it is not

the aim here.

As noted in the introduction, I permit both the vertices V and edges E to take on

attributes. I code three vertex or node attributes, corresponding to country-level character-

istics of interest: development level, geographical region, and regime type. The development

and geography data on each country is taken from the World Bank’s 2014 country classifi-

cations according to income level and region and the regime type data on each country is

taken from the classifications offered in Cheibub, Gandhi, and Vreeland (2010). These data

are intentionally sourced from middling years of our decade-long “snapshot” of international
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environmental agreements. I also code one edge attribute, which is the issue area of the envi-

ronmental agreement represented by a given tie, and I allow our graph G to be multiplex by

coding a separate tie for each agreement type signed between two countries in the 2006-2016

period. When multiple agreements were signed in the same issue area between the same two

countries during this time span, I reduce these to a single tie between the countries in that

issue area.

To provide a sense for what this data looks like from a substantive perspective, Table 3.1

on the following page provides a summary of the distribution of the 210 distinct BEAs across

these issue areas as represented by our graph G and its 535 ties, along with the rules used

for coding the agreements by type. Some cases fit multiple type categories, so the best or

dominant fit was coded. In total, there are 19 agreement types classified in the data set, but

the major categories are agreements pertaining to general eco-cooperation, energy, resource

management, water, fisheries, forests, climate, animal protection, and the safe use of nuclear

energy. The ten agreements out of the 210 that are not described in the table fall into seven

categories concerning more specialized topics: the protection of plants (2), the treatment of

chemicals (1), collaboration on transport (1), guarantees of eco-funding (2), collaboration

on eco-research (2), cooperation on eco-taxes (1), or procedures for eco-emergencies (1).
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Table 3.1: Bilateral Environmental Agreements by Issue Area, 2006-2016

Type No. Description Examples

Nuclear safety 38 These concern irradiated fuel pro-
cessing, notification of nuclear inci-
dents, or nuclear peace and safety.

Arg.-Saudi (2010),
USA-Russia (2011),
Mex.-S. Korea (2012)

General 33 These refer to collaboration across a
wide range of sustainability issues.

S. Africa-Cuba (2009),
Russ.-Venezuel. (2009)

Energy 29 These refer to cooperation on energy
efficiency or sustainable energy use.

India-Bhutan (2007),
Israel-Cyprus (2011)

Fisheries 23 These aim to ensure the sustainable
sharing of specific fisheries.

EU-Kiribati (2007),
Norway-Sweden (2010)

Water mgmt. 22 These set out provisions for promot-
ing protection of a body of water.

Turkey-Moroc. (2008),
Germ.-Uganda (2010)

Climate 16 These are bilateral efforts to uphold
major multilateral climate treaties or
guarantees of adaptation aid.

France-Russia (2008),
Germ.-Ethiopia (2014)

Resource mgmt. 15 These refer to promoting manage-
ment of natural resources without
specifying another coded issue area.

Finland-Laos (2007),
Belarus-Mold. (2008),
Italy-Lebanon (2009)

Forests 8 These promote the conservation of
rainforests and other forests.

China-India (2006),
USA-Botswana (2006)

Waste disposal 5 These outline proper methods for the
disposal of waste materials.

Germ.-Jordan (2009),
Spain-Andorra (2011)

Animals 5 These represent efforts to protect
specific animals or collaborate on the
provision of veterinary services.

China-Turkey (2006),
Kazak.-Jordan (2007),
India-Bangla. (2011)

Birds 3 These protect migrating bird popu-
lations across country borders.

Austral.-Japan (2006),
Austral.-China (2012)

Biodiversity 3 These outline provisions to protect
biodiversity in a signing country.

Germ.-Madag. (2006),
France-Brazil (2008)
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CHAPTER 4

The Topology of Modern

Bilateral Environmental Cooperation

What does the network of modern bilateral environmental agreements look like, and what

patterns emerge from a rigorous examination of its structure? This chapter will use network

visualization tools and descriptive measures to characterize the topological properties of this

network and develop hypotheses about the underlying processes that give rise to the web

of modern BEAs.1 In the next chapter, these hypotheses will be tested using a series of

exponential-family random graph models (ERGMs) and additive and multiplicative effects

models (AMEs). As described in the previous chapters, our aim is to understand and model

the underlying structure of this network of bilateral environmental cooperation, with a focus

on how network dynamics give rise to the pattern of BEA ties that we observe in the modern

era.

First, how can we visualize this modern network of bilateral environmental agreements

in its most basic form? Figure 4.1 on the following page displays a simple sociogram of the

network with country labels. (It should be noted that the positions of the nodes are not

plotted using any kind of latent space model here, although they will be fit that way later in

this manuscript.) With so many nodes, the labels inevitably overlap with one another, but

they are still useful for making three preliminary observations: 1) identifying the isolates that

have signed no bilateral environmental agreements during this period, 2) noting the general

1The data was read into R (R Core Development Team 2017) using the igraph package, which has a
useful function for creating a graph object from an edgelist with edge attributes and a nodelist with vertex
attributes (Csárdi 2006). This graph object was then converted to a network object for use with the network
package (Butts 2008) using the intergraph package (Bojanowski 2015). The visualizations were constructed
using the ggnet2 function from the GGally package (Schloerke et al. 2016).
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Figure 4.1: Sociogram of the Modern BEA Network, with Size Proportional to Degree

extent of connectedness in the network, and 3) looking for the apparent presence of “hubs”

in the network, which could suggest a role for preferential attachment in the data-generating

process for BEA ties.

At first glance, the striking message of Figure 4.1 is that there are two kinds of countries in

the world of international environmental cooperation: those who are actively signing bilateral

environmental treaties in the modern era, and a substantial number – 75 in all – who reside

outside of this system entirely. It should be noted that the isolates here are not necessarily

backwaters of international environmental law; the signatories to the most recent climate

convention in Paris, for example, included almost all of the countries in the world. Rather,

this reveals that there is dramatic variation in the extent to which countries are engaging

in bilateral environmental efforts outside of such large multilateral and regional agreements.

This holds for the distribution of BEA involvement even within the active countries, as can
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be seen from the legend displaying the degree (or number of ties per country node) that are

present in the network.2 We also observe here that while the entire BEA-signing community

is connected in a single network component, that component displays several distinct clusters

arrayed in a possible core-periphery structure, with several highly central and well-connected

nodes acting as the only signing partner of many of the more peripheral BEA signatories.

Figure 4.2 displays a histogram showing the distribution of degree (or BEA ties per country)

in Figure 4.1, confirming that it is tremendously right-skewed. The vast majority of countries

have zero or very few bilateral environmental agreement ties, and those that have very few

seem often to be connected to a set of “usual suspects” partners residing in the long tail of

country outliers with high BEA tie counts.

In the network literature, this sort of approximately power-law degree distribution may

indicate that the web of modern BEAs is a scale-free network, which denotes a network

characterized by a few nodes of high degree called “hubs” that are usually surrounded by

other, smaller hubs and a relatively large quantity of nodes of very small degree (Barabási

and Albert 1999). Scale-free networks can vary in the positioning of these hubs; in some

networks they are located in the core, and in others they are located at the periphery. Figure

4.1 suggests that the BEA network may contain hubs located centrally, which can be a strong

indicator of a data-generating process of BEA ties that is highly shaped by what is called

“preferential attachment” in the network literature: the tendency for a tie to be more likely

to form between dyads that involve a node of very high degree (Barabási and Albert 1999).

This observation gives rise to our first hypothesis about the network determinants of bilateral

environmental cooperation:

H1: Hub Influence in the Modern BEA Network. Countries are more likely to

sign bilateral environmental agreements with other countries that are already

highly prolific in the space.

2For visual simplicity, Figure 4.1 and all subsequent full-network visualizations intentionally display the
non-multiplex version of the network, in which a tie constitutes simply a partnership in at least one BEA
between two country nodes. For example, in the full multiplex network described in the previous chapter,
Germany has 60 total ties, including multiple ties with countries with which they have signed at least one
BEA in more than one issue area. In Figure 4.1, Germany has 50 ties since 10 become redundant once a tie
is redefined as a binary representation of whether two countries share at least one BEA regardless of type.
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Figure 4.2: Degree Distribution in Figure 4.1

Substantively, this suggests that the network of modern bilateral cooperation on envi-

ronmental issues may be shaped by highly active “environmental cooperation brokers” who

have the effect of bringing countries on the periphery of the network into the fold, being

trusted as reliable first partners for countries that have no existing BEA ties, and helping to

integrate new countries into the global BEA network as a result. Indeed, Kinne (2013) makes

a similar preferential attachment-based hypothesis about the data-generating process for bi-

lateral agreements in general and finds strong evidence for it, but from an environmental

perspective he studies only very dated fisheries agreement data. In the analysis that follows,

we will test the extent to which this effect holds for modern BEAs across all environmental

issue areas.

How can we identify these “brokers”? Based on the display in Figure 4.1, Germany

appears to be an especially likely candidate for this role in the network; indeed, with 50 ties
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it is the most active node actor as measured by degree (here, meaning number of unique

BEA partners), following by the United States (with 42), France (with 31), as well as Russia

and the UK (with 18 and 16, respectively) after a series of recipients of fisheries deals with

the entire European Economic Community whose degrees are inflated as a result.3 However,

while degree is a useful metric for measuring the activity of a node, it is not itself an effective

measure of centrality or gatekeeping in a network.

Instead, there is another measure much more closely associated with the notion of “bro-

kering” in the network literature: betweenness. The intuition behind the betweenness mea-

sure is that a node can be considered central or highly influential to a network if it tends

to be a bridge between other pairs of nodes by lying on the shortest path or “walk” that

connects them (Freeman 1977). In graph theory, the betweenness B of node v can be defined

as

3The United States is itself connected to each EU member state by a 2006 BEA coordinating energy
efficiency labeling programs, so it too has a degree made considerably larger by a bilateral relationship
with the European Economic Community. These bilateral agreements between the EEC and single other
countries exert a strong influence on network structure, and they presented a consequential coding dilemma:
in a study of bilateral cooperation where the actors are countries, how should a bilateral agreement between a
country and a multilateral entity be represented? It was necessary to be guided by theory, because a recoding
and reanalysis would amount to a replication of the full investigation on a very differently conceptualized
network. I evaluated several options. First, I considered including the EEC as its own separate node but
rejected this idea because it would under-represent the cooperation levels of EU member states by attributing
these partnerships to a different actor entirely and disconnecting them bilaterally from the agreement partner.
Second, I considered omitting these agreements as not truly bilateral, but this also would grossly misrepresent
the network given the level of bilateral environmental collaboration that the EEC states engage in together
and with other states. For the purposes of this investigation, the most accurate coding rule was determined
to be including these agreements and representing them as a set of bilateral ties between the agreement
partner and all EEC member states, each of which is also connected to every other EEC member state. It is
reasonable, however, to ask how the investigations in this thesis would change were these agreements to be
coded another way. This was beyond the scope of this project due to the complexities involved, but we can
gain insights as to what the implications would be by examining Figure 4.1. Removing the bilateral EEC
relationships would have two immediately apparent effects: dispersing the EEC cluster and removing the
recipients of those agreements (e.g. Kiribati) from their apparent positions of centrality. The latter effect
would be a gain from the perspective of most accurately representing our network, but the dispersal of the
EEC would obscure critical information about the extent of the internal and external bilateral collaboration
that accompanies membership. Moreover, the most active nodes would almost certainly remain so, as one
can observe from the large numbers of ties connecting Germany, the United States, France, Russia, and
so on to countries external to the main cluster of EEC states and the bilateral EEC partners. It would
be instructive for a future research project to explore the implications of these coding decisions in detail.
From here, this analysis proceeds with the coding choices described above, which were determined to most
accurately represent the real-world bilateral relationships of interest to this investigation.
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B(v) =
∑
s6=t6=v

σst(v)

σst
(4.1)

where σst denotes the total number of shortest paths between node s and node t and σst(v)

denotes the number of those paths on which node v resides. By this metric, the five most

influential “brokers” in our network are Germany, the United States, France, India, and

Russia. To measure the statistical variation in this betweenness measure, one can use the

powerful simulation tools in the ergm package for R to fit a model to our observed network

data, use the parameter estimates to simulate a large number of networks on our node set,

compute the top betweenness rankings from each iteration, store them, and then examine the

resulting distributions to quantify the degree of variation observed in the betweenness metric

among the top-ranking countries. To what extent do the top countries shift in rankings across

simulations, and how typical would our model estimate the rankings that we observed to be?

These investigations suggest a prominent role for both traditional great powers (like

Germany, the United States, France, and to an extent Russia) and rapidly developing regional

powers (like India) as the world’s leaders in spurring international environmental cooperation

through bilateral treaties. This may indicate that another critical factor in predicting BEA

activity is state capacity, which we can test as our second hypothesis:

H2: State Capacity in the Modern BEA Network. Countries are more likely to

sign bilateral environmental agreements if they are wealthy, suggesting that there

is an element to environmental cooperation outside of large multilateral efforts

that requires a high level of development to be capable of pursuing it.

From here, we can further probe the structure of the modern BEA network by characterizing

its density.

How dense, then, is the network of modern BEA partnerships? The density of a social

network is commonly defined as the proportion of ties that are present in the graph out of

all possible ties that might exist. In graph notation, we can define the density D as
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D =
2|E|

|V |(|V | − 1)
(4.2)

where, as noted above, V is the set of vertices corresponding to |V | = 193 country nodes

and E is the set of |E| = 535 undirected edges or ties. Because there is no standard way to

define the density of a multiplex network, it will be instructive to characterize the density

of our network by fitting to our data one of the classical network models, the simplest form

of an exponential-family random graph model (ERGM): the Erdös-Rényi or homogeneous

Bernoulli model (Erdös and Rényi 1959). As we will fit several models, we can call this

Model 1.

In general terms, ERGMs aim to describe the probability distribution of graphs on a

number of nodes N while assuming a given set of network statistics and associated parame-

ters. This particular model contains only an edge variable and estimates a single parameter:

the probability π of observing a tie between two nodes based on the data, assuming that all

ties are independent and equally likely. This is a poor model for most social behavior, in

which relationships are not at all random (Hunter et al. 2008), and as such it is considered

largely a straw man as a null model. However, fitting the model to relational data produces

a maximum likelihood estimate (MLE) of the average density of the network.

The results of fitting Model 1 appear in Table 4.1 on the following page.4 The parameter

estimate of -3.569, which is interpreted as the log-odds of observing a tie between any two

nodes in the network, is negative and highly significant, suggesting that we observe far fewer

BEA ties than one would expect under random chance (i.e. a BEA between two countries is

as likely to exist as not). We can back out from this the corresponding MLE of the network’s

density by taking the inverse logit of the parameter estimate, which is equal here to roughly

0.027, and converting it to a percentage: there is only a 2.7% chance of observing a tie

between any two nodes chosen at random in this network.

It appears from the results of fitting this simplest ERGM that the modern web of bilat-

4The regression tables in this paper were created using the stargazer package for R (Hlavac 2015), and
the model in Table 4.1 was fit using the ergm package (Hunter et al. 2008).
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Table 4.1: Results of the Bernoulli / Erdős-Rényi Model

Network:

BEAs

Edges -3.56876∗∗∗

(0.04499)

Null Deviance: 25685 on 18528 degrees of freedom
Residual Deviance: 4656 on 18527 degrees of freedom
AIC: 4658 BIC: 4666

Note: ∗p<0.05; ∗∗p<0.01; ∗∗∗p<0.001

eral environmental agreements is a very low-density network, which is sometimes referred to

as a “sparse” network in the literature. This implies that states are highly selective when

choosing to enter into BEAs with other states, which makes sense intuitively and helps to

explain why “hub” countries would make credible partners for those countries on the net-

work’s periphery. What other criteria seem to drive these state-level decisions to cooperate?

Our final hypotheses will arise from exploring the extent to which homophily on key nodal

attributes also structures our network.

In the network literature, homophily refers to the tendency for ties to exist between

nodes that share attribute similarities, and it has been argued that international networks

are particularly affected by homophily processes on attributes like shared regime type in their

selection of alliance partners (Maoz 2012). To make a first cut at understanding the extent

to which countries tend to form bilateral environmental agreements with other countries that

are “similar” to them, it will be instructive to plot a more detailed version of the sociogram

in Figure 4.1 that includes information on our three nodal covariates: development level,

geographical region, and regime type. To this end, Figure 4.3 displays the same graph as

Figure 4.1 but with a great deal more information visualized in it. First, the region of

the world that a particular node belongs to is now represented by its color. Second, the

size of the node now is proportional to its economic development level, coded using the

World Bank’s four classifications of “Low Income,” “Lower Middle Income,” “Upper Middle
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Figure 4.3: Sociogram of the Modern BEA Network, Designed to Examine Homophily.
Region is indicated by color, size by income level, and shape by regime type, where circles
are democracies and squares are autocracies.

Income,” and “High Income.” Third, the regime type of the country is denoted by the shape

of the node, with circles representing the world’s democracies and squares representing the

modern world’s autocracies as classified in Cheibub et al. (2010).

There is much to learn from this visualization, even in spite of the limitations imposed

by the size of the network and the inevitable visual tangle of the connected component in

the middle as a result. At a glance, perhaps the clearest pattern we can observe is that there

does appear to be visual support for our second hypothesis regarding state capacity as a

determinant of modern BEA ties; the set of isolates contains distinctly smaller and therefore

less economically developed nodes than the highly connected component, including the BEA

partners that reside at the very periphery of the component. Additionally, there seems to

be quite a lot of homophily by regime type, and there is little visual suggestion that the
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hypothesis in Garriga (2009) regarding the greater propensity for autocratic states to enter

into bilateral treaties will hold for the set of modern bilateral environmental agreements. We

can test this hypothesis explicitly:

H3: Democracy in the Modern BEA Network. Democracies will be more likely to

establish bilateral environmental agreement ties than autocracies, and this effect

will be large compared to the effect of homophily by regime type.

Finally, we also observe little visual support for the conventional wisdom that bilateral

environmental treaties will be predicted in large part by geographical region, solving mainly

locally relevant resource management problems. Instead, it appears that there is a high

degree of cross-regional ties relative to regional ones, suggesting that the determinants of

partner selection in the modern BEA network are often political in nature rather than merely

seeking to resolve pragmatic issues close to home. We can test this claim as our final

hypothesis:

H4: Cross-Regional Collaboration in the Modern BEA Network. Countries will

not be significantly more likely to sign a bilateral environmental agreement with

regional partners relative to extraregional partners.

In the chapter that follows, we will test these hypotheses by fitting a series of exponential-

family random graph and additive and multiplicative effects network models to our data.
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CHAPTER 5

Modeling the Modern Bilateral

Environmental Agreement Network

To test the hypotheses developed in the previous chapter, I fit two types of network models

to our relational data set of modern bilateral environmental agreements. The first model, the

exponential-family random graph model or ERGM, is classical, parametric, and thoroughly

studied, being the generalized form of two network models first introduced in the 1980s:

the p1 model (Holland and Leinhardt 1981) and the Markov random graph model (Frank

and Strauss 1986). The additive and multiplicative effects or AME model, in contrast, is

Bayesian, largely non-parametric, and brand new, having been developed within the last

five years as the latest attempt to improve on the performance of the ERGM class. In the

sub-chapters that follow, I briefly describe each model type, specify my model of the modern

BEA network, and report the results of fitting that model to the data.

5.1 The Exponential-Family Random Graph Model

As described briefly in the previous chapter, the aim of any network model is to predict

the joint probability that a given set of edges exists on the nodes of a particular network

(Handcock et al. 2008). The ERGM class of models defines the joint likelihood of all ties

in the network and assumes that the observed network y is the expectation. During model

specification, the researcher seeks to specify the data-generating process that explain a net-

work’s global structure in terms of predictors that represent local selection forces, including

both node-level attributes and network structures (Hunter et al. 2008). These terms are

functions of network statistics that can be dyad independent (e.g. terms that capture ho-
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mophily on nodal characteristics) or dyad dependent (e.g. terms that capture a network’s

degree distribution). The general form of the ERGM model can be expressed as

P (Y = y) =
exp(ΘTg(y))

k(Θ)
(5.1)

where Y is a random variable capturing the network’s configuration of ties, y is the par-

ticular realization of the network that we observe, g(y) is a set of model statistics for our

realized network y, Θ is the set of coefficients on g(y), and k(Θ) sums the numerator over all

possible values of Y (i.e. all possible networks that could exist on the nodes in our observed

network y).1 Naturally, this can also be expressed as the log-odds of a tie existing between

two nodes, conditional on the rest of the observed network y. The ERGM class has been

extended in many profitable directions, including the latent distance network models that

were introduced in the early 2000s and which have been developed further over the last

decade (Hoff et al. 2002, Snijders et al. 2006, Robins et al. 2007, Krivitsky et al. 2009 &

2011, Krivitsky 2012, Krivitsky and Handcock 2014, Krivitsky 2017).

I use the ergm package for R for this analysis, which is part of the statnet project (Hand-

cock et al. 2008). This package provides tools to produce maximum likelihood estimates

of model parameters, simulate random networks from an exponential-family random graph

model with a particular set of specifications, and evaluate goodness-of-fit diagnostics graph-

ically (Hunter et al. 2008). Fitting the ERGM will entail using a Markov Chain Monte

Carlo (MCMC) algorithm to choose parameter values Θ that maximize the likelihood of

observing our network y. Put another way, the ERGM fixes the nodes of our network and

its regularities in the form of our predictor terms, then models the data-generating process

that generates a BEA tie in the network such that it is the logistic outcome of a stochastic

process with these structural determinants. When the model is fit to our data, we can use the

parameter estimates to calculate the probability of a tie forming between any two nodes and

draw conclusions about the likely effect of each predictor as a determinant of tie formation.

1There is a helpful and thorough explanation of the general ERGM form in the online tutorial by the Stat-
net Development Team available at https://statnet.org/trac/raw-attachment/wiki/Sunbelt2016/

ergm_tutorial.html, which informed this summary.
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As a first cut against testing our four hypotheses from the previous chapter, I specified an

ERGM with the following predictors: an “edges” term analogous to the intercept in a classical

linear regression model, a “gwdegree” term that captures the geometrically weighted degree

distribution of the network, a “node factor” term for each of our three node-level attributes

measuring the effect of each on the likelihood of a node’s tie formation, a “node match”

term capturing the effect of homophily on each of these three attributes, and a “gwesp”

term capturing the geometrically weighted edgewise shared partner network statistic. The

“gwesp” term captures transitivity – the notion that the friend of my friend is also my friend

– and is a function of the number of ties in our observed network y that exist between two

nodes that have precisely i shared tie partners in common, summed over all i (Hunter et al.

2008). To reflect the fact that the factors influencing whether a country is in the modern

BEA network are likely very different from the factors that shape how a country is connected

within that network once it is a part of it, I fit all models from here onward to the data after

having removed the network’s isolates (i.e. the 75 country nodes with no BEA ties at all).

There were problems fitting this model as specified, however: the Markov chain Monte

Carlo algorithm either stuck or failed to converge across both this specification and many

similar ones also attempted. Varying the decay parameter in the “gwdegree” term between

0.25 and 1, alternating the alpha parameter in the “gwesp” term between 0.5 and 0.25,

and toggling whether these terms should be held fixed or modeled did not produce working

results, nor did imposing a constraint on the model that controls for the degrees of countries

(and so conditions on a node’s propensity to have ties). These issues suggest that the ERGM

may be a poor model for the observed network of bilateral environmental agreement ties,

a possibility that will be discussed at greater length in the following chapter. The closest

specification to this model that ultimately worked dropped the “gwesp” term altogether,

fixed the term for geometrically weighted degrees at a decay parameter equal to 0.5, and did

not impose a constraint that conditioned on degree.

Table 5.1 displays the results of fitting this model to this version of the data. To what

extent do we find statistical evidence to support the hypotheses developed from the previous

chapter’s descriptive exploration of the modern BEA network?
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Table 5.1: Exponential-Family Random Graph Model
Results

Dependent variable:

BEAs

Edges −4.765∗∗∗

(0.401)

Geometrically weighted degree distribution −2.984∗∗∗

(0.366)

Nodefactor(High Income) 1.290∗∗∗

(0.174)

Nodefactor(Upper Middle Income) 0.195
(0.147)

Nodefactor(Lower Middle Income) 0.679∗∗∗

(0.141)

Nodefactor(Autocracy) −0.027
(0.140)

Nodefactor(Central America) −0.557∗∗

(0.233)

Nodefactor(Europe) 0.945∗∗∗

(0.153)

Nodefactor(MidEast & North Africa) −0.002
(0.151)

Nodefactor(North America) 1.151∗∗∗

(0.203)

Nodefactor(Oceania) 1.017∗∗∗

(0.171)

Nodefactor (South America) −0.198
(0.160)

Nodefactor(Sub-Saharan Africa) 0.923∗∗∗

(0.144)
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Nodematch(Income Level) −1.280∗∗∗

(0.166)

Nodematch(Regime Type) 0.196
(0.156)

Nodematch(Region) −1.343∗∗∗

(0.186)

Akaike Inf. Crit. 3,019.929
Bayesian Inf. Crit. 3,129.364

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

Following Snijders et al. (2006), I examine the edge and geometrically weighted de-

gree distribution coefficients to look for evidence confirming our first hypothesis, H1: Hub

Influence in the Modern BEA Network. The intuition for the “gwdegree” term is that it

estimates the increase or decrease in the likelihood of a tie given the degree of the nodes

involved, using weights that decrease as degree increases.2 A negative estimate on the ge-

ometrically weighted degree distribution coefficient suggests that there is indeed a greater

likelihood of observing BEA ties on higher-degree nodes. Further to the point, Snijders et

al. (2006) showed that the equivalent of this finding with the alternating k-star term, which

is mathematically equivalent to the “gwdegree” term when used in combination with the

edges term (Morris et al. 2008), is associated with a tendency for the network to give rise to

high-degree “hub” nodes – the proposed BEA “influencers” or “brokers” in this hypothesis

– especially when paired with a negative coefficient on the edges term as we observe here.

As a result, we do indeed find statistical evidence consistent with a core-periphery structure

and the presence of “hubs” in the modern network of bilateral environmental agreements.

To provide further support for this brokerage hypothesis before moving on to interpret

the rest of our core exponential-family random graph model, I fit an additional model to our

network data containing only a “degcor” term measuring degree correlation. This specifica-

2A great blog post by Michael Levy explains this very clearly, and it can be accessed at http:

//michaellevy.name/blog/ERGM-tutorial/.
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tion fits a model with a singular focus on the extent to which our network is structured by

a tendency for nodes of high degree (i.e. “hubs”) to be connected to nodes of much lower

degree at a higher rate than would be expected at random. The “degcor” term accomplishes

this by adding to our model one network statistic that equals the correlation of the degrees

of all pairs of nodes in the network that are connected with a BEA tie (Hunter at al. 2008).

It is only coded for undirected networks, and if our observed network is characterized by

the “brokers” or “hubs” characteristic of a network with a strong core-periphery structure,

then we should observe a large, negative, and highly significant estimated effect for this

parameter. The results of fitting this model are displayed in Table 5.2, where we do indeed

find a staggeringly large, highly statistically significant negative effect for degree correlation.

This provides further support for the brokerage hypothesis outlined in H1: Hub Influence in

the Modern BEA Network, and the result is robust to the model being fit with the term for

degree cross product instead (which is a functionally equivalent specification if the model

conditions on node degree).

Table 5.2: Degree Correlation-Focused ERGM Results, Testing for Brokerage

Dependent variable:

BEAs

Degree Correlation −228.842∗∗∗

(8.338)

Akaike Inf. Crit. 5,051.921
Bayesian Inf. Crit. 5,058.760

Note: ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

To evaluate if there is statistical evidence in support of H2: State Capacity in the Modern

BEA Network, I turn next to examining the “node factor” terms measuring income level that

were included in the model. The “node factor” terms measure effects on mean degree and are

coded by ergm simply as the number of edges involving countries with a given attribute value

(so a democracy-democracy tie, for example, would be counted twice). Does it appear that

the probability of observing a tie is a function of a country’s level of economic development?
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Indeed, we do find general support for the hypothesis that a country’s capacity plays

an important role in shaping its participation in bilateral environmental agreements. The

coefficient on our “High Income” node-level attribute predictor is positive, highly significant,

and the largest in magnitude of all “node factor” terms included in the model. Substan-

tively, this suggests that, at least to an extent, a country must be rich enough to engage

in “extracurricular” environmental cooperation outside of major international efforts that

involve almost all countries worldwide.

However, there is also evidence to suggest that this relationship between capacity or and

likelihood of forming BEA ties is not monotonic: poorer countries are more likely to engage

in forming bilateral environmental agreements than their counterparts of more middling lev-

els of wealth, as can be observed from the much larger and highly significant coefficient on

the “Lower Middle Income” node-level attribute compared to the non-significant non-effect

forming the coefficient for the “Upper Middle Income” indicator. This may suggest that

countries on either end of the wealth spectrum are motivated to seek each other out as

partners, a possibility that is also supported by the large, negative, and highly significant

estimate on the “node match” term measuring the effect of homophily regarding income level

on the likelihood of observing a tie. This propensity for cross-development-level collabora-

tion would be an interesting phenomenon for future environmental cooperation research to

explore.

As for H3: Democracy in the Modern BEA Network, we find much less clear support for

the hypothesis that democracy is good for bilateral environmental cooperation – and this

remained the case when I refit the model so that autocracy formed the reference dummy

category instead, as the coefficients on democracy and homophily regarding regime type both

remained small and not statistically significant. We do, however, succeed in challenging in the

theory put forth in Garriga (2009) that autocracies should counterintuitively be expected

to be more active in bilateral partnerships of all kinds because they are not as beholden

to domestic stakeholders and thus have broader “win-sets” than democracies in bilateral

bargaining. In fact, this model suggests that regime type has little role to play whatsoever

in understanding the formation of modern bilateral environmental agreement ties. Given
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the prominence of regime type in theories predicting other forms of international confict and

collaboration, this is a curious finding that warrants further exploration in the environmental

cooperation literature.

Finally, we do indeed find support for H4: Cross-Regional Collaboration in the Modern

BEA Network, which hypothesized that shared region should not be a strong predictor of

the formation of BEA ties. Here, we look to the “node match” term for shared region, which

simply represents the number of edges between countries who share the same value on this

attribute. Indeed, we do observe a large, negative, and highly significant coefficient on our

“node match” indicator for shared region between a pair of nodes, which is the parameter

estimate of the greatest magnitude in our results aside from the terms measuring the influence

of network structures rather than nodal attributes. Contrary, then, to those who would

assume that probing the determinants of bilateral environmental cooperation is uninteresting

because BEAs are largely pragmatic solutions to resource management in contiguous regions

between states, our findings here suggest that countries have far more complex and political

motivations for seeking out bilateral environmental agreements. This, too, is an idea that is

ripe for investigation in the broader environmental cooperation literature.

Finally, before we move on to fitting the recently developed additive and multiplicative

effects model to this data and comparing the performance of the two approaches explored

here for modeling modern bilateral environmental agreement ties, it will be instructive to

examine the graphical diagnostics for the MCMC algorithm that fit the ERGM. These are

displayed in a grid in Fig 5.1 on the following page. While the model is imperfect, it has

performed generally well as evidenced by the largely well-behaved trace and density plots for

each estimated parameter. It is an open question, however, as to what extent undertaking a

different methodological approach to modeling our network data will strengthen or weaken

our confidence in these findings.
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Figure 5.1: MCMC Diagnostics for the ERGM
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5.2 The Additive and Multiplicative Effects Model

The additive and multiplicative effects (AME) model offers a new approach to modeling the

structural interdependencies among network observations that is well suited to extending the

analysis undertaken in the previous chapter for two reasons. First, its creators suggest that

it outperforms the ERGM class of models just explored and the latent space network models

that have built on the ERGM framework since the early 2000s, so it will be instructive to

compare the results that obtain from fitting these two very different models to our network

data (Hoff 2015, Minhas et al. 2016). Whereas ERGM is parametric, AME is largely

non-parametric; whereas ERGM’s interpretation is frequentist, AME’s is Bayesian; whereas

ERGM has been around for years, AME has been introduced only recently. Second, the AME

approach has been developed by political scientists with the need to model social science

questions in a straightforward manner in mind; it is thus very appropriate for modeling the

network of modern bilateral environmental agreements.

The additive and multiplicative effects model is, at its heart, a decomposition model: it

enacts a single-value decomposition of a given network’s adjacency matrix and effectively per-

forms the network equivalent of a principal component analysis (PCA). The additive part of

the AME framework consists of the social relations regression model or SRRM, which models

first- and second-order dependencies (e.g. preferential attachment) using the combination of

a regression framework and additive random effects to account for the variances and covari-

ances that are typical of network data (Minhas et al. 2016). The multiplicative part of the

framework consists of the latent factor model, which accounts for third-order dependencies

(e.g. transitivity, stochastic equivalence). In effect, the AME model merges these two models

in order to create a single comprehensive and intuitive framework for modeling all forms of

dependence commonly found in relational data (Minhas et al. 2016).

In this chapter, I follow the suggested analysis provided in Hoff (2015) for binary network

data, beginning with a comparison of the fit of a simple random graph model (SRG) and a

probit social relational model without nodal covariates using the amen package (Hoff et al.
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2012).3 For optimal comparison to our ERGM analysis, I fit these models to the adjacency

matrix representing our network data set of modern BEA ties with the isolates removed.

Figure 5.2 compares the four goodness of fit statistics for the two models, with the red line

indicating the observed value of these statistics. Unsurprisingly, the simple random graph

model fails abysmally on all four metrics, while the stripped down social relational model

performs far better on two out of three of the metrics representing second-order dependencies

but is equally poor at representing third-order dependencies in the network.

Next, I fit a probit social relations regression model (the additive component of the

AME framework) that includes our node-level covariates – each country’s level of economic

development, regime type, and geographical region – to the model. The regression output

provides coefficients estimating the effects of row and column variance for each of these three

attributes, and it supports one aspect of our findings from our ERGM-based analysis in par-

ticular: there is little evidence that regime type has a discernible effect on the formation

of modern bilateral environmental agreements, as both parameters estimated here were sta-

tistically insignificant. Also consistent with our findings in the previous chapter, the effect

of income was large, positive, and highly significant at the α = 0.005 level for both terms,

whereas the effects of row and column variance for geographical region were small and only

significant at the α = 0.08 level.

I then fit two full AME models, which included our three node covariates as additive

effects and rank-2 and rank-3 multiplicative effects, respectively. Figure 5.3 compares the

goodness of fit metrics for these models, which do not reveal an improvement in goodness-

of-fit with the addition of the rank-3 multiplicative effects. While the performances of

the two models are similar, the rank-2 AME model seems to be a better fit for the first

two statistics representing second-order relational dependencies and the triad dependence

statistic capturing the network’s third-order relational dependencies, but it failed to represent

dyad dependence entirely. The rank-3 AME model, on the other hand, ultimately achieved a

3For all five models discussed in this chapter, I used the ame function provided in the amen package, used
a burn-in of 500, and allowed the MCMC to run for 7500 iterations beyond burn-in. When I allowed the
models to run with their default settings of 10,000 iterations beyond burn-in, they ran indefinitely and had
to be manually interrupted.
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Figure 5.2: Comparison of the SRG (top) and SRM (bottom) for the Modern BEA Network
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Figure 5.3: Comparison of the Rank-2 (top) and Rank-3 (bottom) AME Models for the
Modern BEA Network

36



slightly weaker representation of third-order dependencies and continued to fail to represent

dyad dependence at all. From this perspective, neither model reached a comprehensively

good fit to our observed network. Even so, the parameter estimates for the rank-3 AME

model were the most clearly complementary to our ERGM analysis in the previous chapter,

with large, positive, and highly significant (p < 0.001) estimated effects on both row and

column variance for economic development level as compared to effects that were far from

statistical significance on all four other terms.

To conclude this chapter, I take advantage of one of the most exciting features of the AME

framework: the ability to examine the estimated latent – that is, not explicitly modeled –

factors giving rise to our observed network’s structure through graphical visualizations of the

remaining network dependencies that our model cannot explain. Figure 5.4 on the following

page displays a circle plot of estimated latent factors shaping the network of modern bilateral

environmental agreement ties, which are represented here as latent directions or vectors.4

The rows of the adjacency matrix are represented by cool colors while the columns are

represented by warm ones, which is why each country node is represented in the plot twice.

The color distinctions within each group are made arbitrarily by the plot function for visual

contrast between the rows and columns (and as such do not denote node-level attributes

here as they have in previous figures).

The circle plot reveals cluster structures in the modern BEA network that are worth

examining more closely, and the display can be understood in general terms as follows. The

size of each country’s label reflects the magnitude of its attending vectors, where the vectors

are estimated expressions of the latent factors shaping the network that reside outside our

model. The dotted lines visible between country nodes reflect higher levels of bilateral

environmental cooperation between those countries than expected given the additive effects

and regression terms of the AME model (here, our rank-2 AME model fit earlier in this

chapter). Because the latent factors are conceptualized as directional in nature, countries

4The circplot function is detailed in the amen documentation but currently unavailable in the R package.
The code for this function is available online at Peter Hoff’s personal github site: https://github.com/

pdhoff/amen/blob/master/R/circplot.R. The function displays AME models up to a rank of 2, so Figure
5.4 depicts the rank-2 model fit earlier in this chapter.

37



Figure 5.4: Circle Plot of Estimated Latent Factors Shaping the Modern BEA Network

that are positioned in the same direction within the plot are similar to one another according

to the model, while countries positioned orthogonally are maximally different. Additionally,

countries that appear to cluster by attribute are an indication that this attribute in particular

is highly relevant to our understanding of what shapes the pattern of cooperation in our

observed network (Hoff 2015, Minhas et al. 2016).

What can be learned from zooming in on Figure 5.4 to examine the prominent clustering

structures here in greater detail? Figure 5.5 provides a simple grid display of four enlarged

images of the four “corners” apparent in Figure 5.4’s circle plot, which depicts our rank-2

AME model’s estimates of the latent factors driving the pattern of ties we observe beyond

the regularities included in our model specification. There are a few features worth noting

here. First, and least surprisingly, it is immediately evident how prominently the European

Economic Community’s activism in environmental cooperation contributes to the structure
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Figure 5.5: Enlarged Clustering Structures in Figure 5.4, Clockwise from Top Left

we observe in this network of agreements. Its member states are seen clearly clustered

together in both the top left and right corners, with large labels suggesting the power of the

latent factors aligning them in our display. Further, these EEC clusters are magnetic, having

drawn toward them a secondary set of countries (in the opposite color palette) representing

the countries with whom the EEC holds bilateral relationships (e.g. Comoros, Cape Verde,

Guinea Bissau, and other states with whom the EEC maintains sustainable fisheries or other

forms of BEA). There also appear to sub-clusters at the periphery of these large ones that

appear united and defined by their adjacency to the EEC cluster; consider the “corner”

formed by Laos and Madagascar in the bottom right quadrant of the display. Visually, this
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seems to provide further support for our brokerage hypothesis, but this time with a greater

appreciation for the role of the EEC community as a whole rather than only its most highly

active nodes (e.g. Germany and France).

Second, and perhaps more intriguingly, we also see evidence of another major axis of

bilateral environmental cooperation pointing directly away from those EEC-initiated ties

across the top of the display: a slightly more dispersed but still tightly clustered knot of

countries that are also highly active in bilateral environmental cooperation but a) are not

members of the EEC, b) are not frequent partners of the EEC, and c) are markedly different

from the sort of countries in the EEC along one or several of our major nodal attributes:

development level, regime type, or geographical region.

This “two worlds” vision of bilateral environmental agreement formation, where coop-

eration can be conceptualized as taking place in one of two major global settings – either

in the orbit of the major EEC cluster or peripheral to it – is a useful and complementary

insight to the analyses conducted in the previous chapter, and there is visual support for

our other three findings, as well. The large labels on the world’s wealthiest countries (e.g.

Luxembourg) supports our finding that state capacity is a major determinant of prolific bi-

lateral environmental cooperation, and the considerable mixing evident across regime type

and geographical region (e.g. Senegal and Liechtenstein’s juxtaposition in the bottom left

quadrant) provides additional visual confirmation that these country-level attributes are not

strong predictors of the formation of bilateral environmental agreements.

Beyond these explorations, this display is useful as a kind of elegant residual plot: we

know there remains significant unexplained structure in the network of modern BEA ties,

which means there is far more to learn about the data-generating process that gives rise to

the patterns we observe in modern bilateral environmental cooperation.
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CHAPTER 6

Discussion

The previous chapter undertook an analysis of the network determinants of bilateral envi-

ronmental agreement formation in the modern era using two distinct approaches to modeling

network data: exponential-family random graph models and additive and multiplicative ef-

fects models. To what extent were these investigations complementary, and to what extent

did it become clear that one of these models was a superior fit for this relational data set?

This chapter will offer a brief reflection on the value that each of these frameworks brought

to this investigation and the substantive implications of what was learned.

When I set out to compare these two relational data-based approaches to modeling bi-

lateral environmental cooperation, I expected to find that the exponential-family random

graph models would be outperformed by the newer additive and multiplicative effects mod-

els in this case – simply because the latter were introduced by political scientists and geared

towards the sort of social science questions I had hoped to ask with this project. Instead,

I found that the analyses were on the whole highly complementary, each with their own

strengths for generating useful inferences about the factors that give rise to the network of

modern bilateral environmental agreements. It was reassuring to see how consistently the

two models supported certain hypotheses and rejected others. I feel like I learned from both

models that the modern BEA network is characterized by influential “broker” countries who

bring other countries outside the network into the fold, that a country’s economic capacity

is a major predictor of bilateral environmental collaboration while – contrary to arguments

that have been made in the literature – regime type has little explanatory role, and that

countries are highly motivated to pursue environmental cooperation across world regions,

for reasons that I would be curious to revisit in future research.
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From a substantive perspective, these findings have implications for both our understand-

ing of the circumstances under which we should expect bilateral environmental cooperation

to occur and our recommendations to policymakers on how to promote greater environ-

mental engagement worldwide. Consider our finding that the modern network of bilateral

environmental agreements is characterized by a core-periphery structure where “hub” coun-

tries (and, to an extent, supranational entities like the EEC) play the highly influential

role of brokers and gatekeepers. This is intrinsically interesting from a theoretical perspec-

tive, but it is also a highly useful finding from a policy perspective. A hub’s existing BEA

network provides a potentially very efficient channel for disseminating environmentally rel-

evant information, technologies, and norms to countries who are only peripherally engaged

in international environmental cooperation.

In addition, hub networks are a potential proof of concept for a more efficient paradigm

of international environmental cooperation altogether. As with much of international law,

multilateral environmental agreements can be chronically difficult to enforce, and promoting

the proliferation of bilateral environmental agreements with influential “gatekeeper” coun-

tries could provide a mechanism for the enforcement and accountability that international

agreements usually lack. Indeed, as mentioned in the introduction, the argument has already

been made in the literature that bilateral and small regional agreements could provide this

positive influence on more localized environmental engagement (Cole 2015), and our findings

here suggest it is a model that is already informally in effect for certain highly active coun-

tries. Further research is needed to assess how effective such arrangements are at promoting

actual improvements in environmental outcomes.

Our findings on the effects of state capacity, geography, and regime type are also con-

sequential for our broader understanding of bilateral environmental cooperation. The fact

that state capacity is a major predictor of BEA formation, for example, suggests intuitively

that less developed countries have limited resources to engage in such altruistic efforts, and it

helps explain why hubs can become so influential when they take on projects with resource-

poor countries located at the periphery of the BEA network. Likewise, the fact that these

diplomatic relationships sometimes extend across continents and hemispheres suggests that
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there are political motivations for signing these agreements in addition to pragmatic ones,

and a hub’s influence is far from being primarily regional in nature, as conventional wisdom

would have implied at the outset of this project. Instead, we find evidence that significant

latent factors drive these global partnerships between countries as disparate as Germany

and Mexico, Cuba and South Africa, Argentina and India, Japan and Kazakhstan. Why

do countries seek out such partnerships? In the case of Mexico and Germany, is Mexico’s

willingness to work with a powerful hub like Germany a beneficial way to gain access to

resources and build diplomatic ties with a greater power? For Cuba and South Africa, or

Argentina and India, is there a mutual understanding that growing diplomatic engagement

on an issue that requires resources gives the impression of greater capacity and prestige on

the world stage? Our finding that regime type has little explanatory role to play in the

formation of bilateral environmental agreements is also provocative given that compelling

arguments to the contrary have been made in the literature (Garriga 2009), but it is also

optimistic in suggesting that the barriers that regime type differences present in other realms

of international cooperation may be surmountable in this important area. Parsing why that

should be the case is a worthy question for future research.

From a modeling perspective, both frameworks used in these investigations suffered from

goodness-of-fit issues at points in the analysis, but overall it seems that it was easier to find a

well-performing model within the ERGM framework than it was with AME for this data. The

ERGM model’s explicitly parametric approach also seemed to make it more straightforward

to gauge how strong or weak the statistical evidence was for a given hypothesis, although the

AME model’s visualization tools added greatly to those inferences. However, there is also

the argument to be made that the ERGM-based analysis delivered the impression that it was

a better model for the observed BEA network than it actually was. It was revelatory to see

the unexplained structure remaining in the network thanks to the circle plot concept within

the AME framework, and it has concluded this project on a note that is ripe for reflection on

what more remains to be learned about why and how states pursue bilateral environmental

cooperation. The following chapter, which concludes this paper, will provide a few brief

thoughts on the aims of this research project and the questions that it has generated.
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CHAPTER 7

Conclusion

Network methods are underutilized in international relations despite how uniquely well suited

they are to modeling IR phenomena. This paper has sought to make a compelling case

for the value that network analysis can bring to the study of international environmental

cooperation, as well as shed insight on the network determinants of bilateral environmental

agreement formation in the modern era as a relevant use case. Leveraging the descriptive

tools and analytical methods of the field, this project has made several contributions. In

addition to contributing a new network data set to the international relations literature,

this paper has characterized the structure of the modern BEA network, engaged with and

commented on theories of bilateral cooperation, and generated preliminary findings about the

regularities of the data-generating process that gives rise to the web of bilateral environmental

agreement ties we observe in the international network.

Using two complementary network-based modeling frameworks, this project has also en-

deavored to identify avenues for future research in the field of international environmental

cooperation. Why, for example, does cross-regionalism predict bilateral environmental agree-

ment involvement better than regionalism? Why are these cross-regional partnerships, even

when they are largely symbolic, being pursued? Why, too, are autocracies more likely to

sign a bilateral treaty than democracies according to the literature, but not a BEA? How

do the brokers of this network of bilateral environmental cooperation choose their partners?

I believe that such questions highlight just how much the insights gained from a network

approach can complement and enrich the work that political scientists do in this area using

other methodologies.
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