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Time series data mining is one of the most studied and researched areas in computer 

science. This demand for mining time series data is engendered by proliferation of 

ubiquitous sensors collecting data on different aspects of our life, from measuring 

equipment parameters on chemical plants to counting heartbeats as we exercise. The 

hardware advances of recent years allow for producing large amounts of complex data to 

describe objects’ behaviors and changes in those behaviors. 

One of the most basic and widely-used primitive for data mining is clustering, 

which finds its use as a subroutine in many higher-order algorithms. In real world 

applications, data often comes as a stream, restricting random access to different data points 

and requiring researchers to cluster incoming data by processing each element only once. 

In this work, we propose a novel clustering algorithm for streaming data that can be used 

with any distance measure (not only metrics) and that is parameter-lite and exact. We 

demonstrate its utility on diverse real domains such as cardiology, entomology and 

biological audio processing. 



 viii 

It was shown that for time series clustering it is often useful to ignore some data 

within each of the time series. A recently-proposed technique, u-shapelets, addresses this 

issue, allowing us to consider only the relevant data for clustering. However, the original 

algorithms were intractable on large datasets. In this dissertation, we propose a speed-up 

technique that allows u-shapelet discovery up to two orders of magnitude faster than 

original algorithms without significant loss of clustering quality. We also demonstrate the 

utility of our scheme on real datasets from diverse domains such as monitoring of physical 

activity and bird song analysis. 

Finally, to allow monitoring of physical systems for aging and degradation signs, 

we propose a novel approach to extract and analyze the aging trend. Our algorithm can 

provide monitoring software with actionable information about the changes of the system’s 

behavior over time. This is critical to ensure timely repair of worn out components to 

maintain ceaseless work of the whole system. 
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Chapter 1. Introduction 

Clustering is arguably one of the most important primitives for data mining, finding 

use as a subroutine in many higher-order algorithms. In recent years, the community has 

redirected its attention from the batch case to the online case. This need to support online 

clustering is engendered by the proliferation of cheap ubiquitous sensors that continuously 

monitor various aspects of our world, from heartbeats as we exercise to the number of 

mosquitoes visiting a well in a village in Ethiopia. To some extent, all state-of-the-art 

streaming clustering algorithms are demonstrating at least one of the following 

shortcomings: they are parameter-sensitive, only defined for certain distance measures 

(e.g., metrics), are not robust with presence of noise, or approximate. To mitigate these 

issues, we propose a new clustering algorithm for streaming data that is parameter-lite, 

defined for any distance measures, insensitive to outliers, deterministic and produces the 

same clustering results as the batch version of the algorithm. 

Clustering of time series data deserves special attention even in the batch case. A 

recently introduced primitive for time series data mining, unsupervised shapelets (u-

shapelets), has demonstrated significant potential for time series clustering. In contrast to 

approaches that consider the entire time series to compute pairwise similarities, the u-

shapelets technique allows considering only relevant subsequences of time series. 

Moreover, u-shapelets allow us to bypass the apparent chicken-and-egg paradox of 

defining relevant with reference to the clustering itself. However, the state-of-the-art 

techniques for u-shapelets discovery are intractable for large datasets. We introduce a novel 

technique to speed up a u-shapelet discovery up to two orders of magnitude. 
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Long term operation of physical systems inevitably leads to their wearing out, 

which may cause performance degradation and failure of a whole system or of its certain 

parts. To avoid unexpected breakages, systems must be put under constant monitoring and 

analysis of their conditions to ensure accurate detection of aging signs. We propose a time 

series analysis technique that allows decomposition of the time series into trend and 

fluctuation components providing monitors with the information about change of the 

system behavior over time. We present a quadratic programming (QP) formulation for the 

problem and propose a tractable solution that avoids using generally slow QP-solvers. We 

demonstrate practical usage of our approach on synthetic and real data, proving that our 

method allows accurate profiling of aging phenomenon. 

This dissertation addresses several points discussed above. We propose an exact 

algorithm for dealing with clustering in the face of fast changing streams in Chapter 2. We 

analyze speed-up techniques and propose a method to speed-up the unsupervised-shapelets 

discovery up to two orders of magnitude in Chapter 3. Further, we propose a technique for 

monitoring aging behavior of sensors expressed in time series in Chapter 4. We analyze 

finished work and offer conclusions in Chapter 5. 

1.1. Clustering in the Face of Fast Changing Streams 

Clustering is one of the most fundamental and most researched areas of data mining 

[5][20][33]. One of the most basic questions in clustering is defining the notion of a 

“cluster” itself, i.e., the reasoning behind placing some objects in the same group. While 

some methods are best suited to balanced in size and “ball-shaped” clusters (e.g., k-means), 

others consider the density of the objects in the space regardless of the shape the clusters 
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may form (e.g., DBSCAN [18]). Moreover, some methods provide the possibility of 

ignoring some of the data, considering it as “noise” or “outliers,” whereas others attempt 

to explain all the items in a dataset. The former property is important because in real-world 

applications the data is often noisy, and real datasets may contain a significant number of 

irrelevant instances. 

In addition to clustering algorithms that work in a static environment, i.e., when it 

is possible to have random access to all the exemplars, there is an emerging family of online 

clustering algorithms that deal with streaming data that arrives at a certain (possibly 

irregular) rate [64]. To deal with such fast-moving streams of data, online clustering 

methods primarily resort to storing some statistical summaries and providing an “on-

demand” clustering that is usually approximate, relative to the method’s objective function 

[9][37]. The influence of older data on the current clustering can be handled in different 

ways by exploiting different window models, the most common of which are the landmark, 

sliding window and damped window [64]. The landmark model assumes that the data 

stream is separated by certain points (landmarks). A landmark is some periodic event and 

only the data that came after the last landmark encountered is clustered. The sliding 

window model is an approach that considers a fixed number of the most recent elements. 

Whenever a new element arrives, the oldest one is discarded. In contrast, the damped 

window model takes into account all the elements of the stream seen so far, but assigns 

diminishing weights to older items. In this work, we concentrate on the sliding window 

model because it maps perfectly to the nature of the motivating problems we consider, and 

because it is broadly applicable. 
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1.1.1 On the Need for Streaming Clustering 

We address applications where we need to produce an exact high-quality clustering 

in the face of streaming data and where it is unnecessary or undesirable to consider the 

long history of the evolving streams. This need for such “amnesic” clustering is because in 

evolving datasets, old data may be simply irrelevant to the current state. A classic example 

of this is in cardiology [22]. Here, the attending physician may wish to know how the 

patient has responded to a drug or other intervention administered in the last twenty 

minutes or so. Data collected before that time is simply not relevant, and will “dilute” the 

cardiologist’s ability to see the effect of her interventions.  

Another motivating example comes from monitoring various kinds of sensor 

networks. This area spans from context sensing of human behavior [55] to monitoring 

insects in the field [12]. In the latter case, the devices exploit the fact that it is possible to 

accurately classify flying insects by converting the audio of their flight to an amplitude 

spectrum, which as shown in Figure 1, can essentially be considered a “time series” 

[12][52]. 

 

Figure 1: top) An audio snippet of an insect flight sound can be converted into a pseudo 

time series (bottom), and this time series can be used to allow classification and clustering 

A mosquito flying across 

the laser beam sensor
Background noise

400 800 12000

Wingbeat 

frequency 

at 354 Hz

Harmonics

Amplitude Spectrum

0.5 seconds
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The ability to apply computational tools to problems in entomology offers the 

promise of more effective insect surveillance, which in turn is known to allow more 

effective interventions in problems of medical [65] and agricultural importance. While 

there have been a few dozen efforts in the classification of insects [12], we are not aware 

of any efforts to do clustering in this domain. However, we argue that clustering is critical 

here, because once the insect sensors leave the tightly controlled confines of the laboratory 

we are all but guaranteed to encounter unexpected species [65][67]. Moreover, as we will 

demonstrate later (cf. Figure 13.top), here the clustering should be localized to 15- to 30- 

minute periods and not the entire day.  

1.1.2 Choice of Underlying Clustering Method  

There is a huge space of batch clustering algorithms we could have attempted to 

modify to support the streaming case [33]. This, of course, is in addition to simply using 

existing streaming clustering algorithms [64]. Instead, we chose to adapt a recently 

proposed density-based algorithm, Density Peaks (DP), to handle the streaming case [57]. 

The reader may wonder why we chose to modify DP, a relative newcomer to the vast 

literature. Our decision was based upon the following observations, which are empirically 

verified in Section 2.3.  

First, like other density-based clustering algorithms, the DP algorithm allows for 

clusters of arbitrary shapes and densities. This is in contrast to the ubiquitous k-means 

algorithm and its many variants, which can only handle spherical clusters. 
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Second, the DP algorithm can handle outliers gracefully, in the sense that outliers 

tend not to change the cluster assignments of the objects that are in clusters. As we shall 

show, this is a crucial feature of several of the domains we consider as case studies.  

Third, while the DP is not intrinsically fast for the batch case, we show that we can 

adapt and extend it such that it has a very fast worst case time in the streaming case. 

Fourth, the DP algorithm works with any distance measure, not just distance 

metrics. In contrast, many streaming clustering algorithms either are only defined for 

metrics or achieve speedup only by exploiting metric properties [5][33]. This is an 

important limitation because in some domains the (empirically) best distance measure 

happens to be a non-metric. For example, for most time series problems, Dynamic Time 

Warping (DTW) is the state-of-the-art distance measure [75]. 

Finally, and perhaps most critically, the DP algorithm has only one free parameter. 

Moreover, even for this parameter it has been shown (and we empirically reconfirm) that 

the algorithm’s performance is relatively insensitive to the parameter value. Most other 

clustering algorithms have several parameters, as many as nine [64]. Setting these 

parameters in the face of data streams that may behave unpredictably is a significant 

challenge.   

In spite of having converged on the DP algorithm as the core algorithm to adapt to 

the streaming case, we will compare to other rival methods in Section 2.3. We present a 

more detailed discussion of the DP algorithm in Section 0. 

1.1.3 Summary of Contributions 

Our main contributions are as follows: 



 7 

 We introduce a novel clustering algorithm for streaming data based on the Density 

Peaks clustering algorithm; 

 We demonstrate that our approach is significantly faster than a naïve clustering by brute 

force application of the original method. More importantly, we show that it is fast 

enough to support real applications, in scientifically important and computationally 

demanding domains; 

 Unlike the vast majority of attempts at online clustering, which explicitly require the 

dissimilarity function to be a metric (either to achieve scalability, or to ensure 

robustness, or both) [5], our method is defined for any distance measure, including non-

metrics such as DTW and the GHT distance. This is an important property, because for 

many data types non-metric measures are empirically known to be the best choice [75]. 

We further note that virtually all works on clustering data streams have been 

evaluated primarily or exclusively with synthetic data, or real data contrived into a 

streaming format. In contrast, a minor contribution of our work is concrete demonstrations 

of online clustering of natural data streams. 

Finally we make all the code and data available to allow reproduction and 

expansion of our research [69]. 

1.2. Scalable Clustering of Time Series with U-Shapelets 

Time series clustering is an area of research that has attracted a significant amount 

of effort in the last two decades [5][20][33]. Virtually all research has focused on 

introducing novel similarity measures and/or novel clustering techniques. In contrast, a 

recent technique, u-shapelets [79], uses the Euclidean distance as the similarity measure, 
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and a k-means-like technique as the clustering algorithm. The novelty of u-shapelets is in 

selectively ignoring most of the data, and only using a small number of subsequences for 

clustering. 

Before introducing our contributions to u-shapelet discovery, we will first (re)argue the 

case for u-shapelets in the crowded literature of time series clustering techniques.  

1.1.4 Why U-shapelets are the Technique of Choice 

The most compelling feature of u-shapelets is that they can ignore irrelevant data 

when clustering. Consider the tiny dataset shown in Figure 2. While the correct clustering 

would be obvious to the human eye, even without our color-coded hint, most clustering 

algorithms would perform poorly for two reasons. The first reason is that the data are not 

aligned. This could be partially mitigated here by using Dynamic Time Warping (DTW). 

However, if we considered eight-minute instead of eight-second snippets, DTW would 

require hours even for just six objects. More important, however, is the fact that perhaps 

half the data in each time series is simply irrelevant to the class, consisting of random 

environmental background sounds. Any clustering algorithm that is forced to consider and 

“explain” such irrelevant data is doomed to failure. 

 

Figure 2: Six 8-second snippets of bird songs in MFCC space, three from the Olive-sided 

Flycatcher (Contopus cooperi) and three from the White-crowned Sparrow (Zonotrichia 

leucophrys). left) The clustering using Euclidean distance is essentially random. right) The 

clustering using u-shapelets (denoted dark/bold) correctly separates the two species and 

gives insight as to the most telling differences between them 
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An additional advantage of u-shapelet clustering is that it is defined for datasets in 

which the individual objects are of different lengths. This is not the case for most 

techniques in the literature. For example, a recent paper that considers the clustering of 

motion capture time series data tells us, “While the original motion sequences have 

different lengths, we trim them (to have) equal duration” [40]. Furthermore, the location of 

this trimming is subjective, relying on the (human) ability to find the region “...most 

significant in telling human motion apart” [40]. Note that these authors are to be 

commended for stating their assumptions so concretely. In the vast majority of cases, no 

such statements are made; however, the “equal length” assumption is implied, and the 

trimming to equal length is done by exploiting expensive human skill. 

The final advantage of u-shapelets is that they are much more expressive in terms of 

representational power. In particular, they allow separating data belonging to one class and 

assigning the remaining data a “non-class” label. Figure 3 illustrates this idea in two-

dimensional space. If we task k-means with clustering the data shown in Figure 3.top.left, 

it will produce the intuitive cluster labels shown in Figure 3.top.right. Here the three classes 

are simple Gaussian “balls.” However, let us now consider the case shown in Figure 

3.bottom.left. Here we have two of the clusters used in the previous case, but the remaining 

third of the data comes from a uniform “background” distribution. In this case, k-means 

produced the clustering shown in Figure 3.bottom.right. 
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Figure 3: top.row) k-means can recover clusters when all objects belong to some cluster. 

However, bottom.row shows that k-means has difficulty recovering the same clusters in the 

presence of items that do not belong to any cluster. Note that the colors shown are for 

human introspection only; they are not available to the algorithm.  

The important observation is not that k-means cannot correctly label the background 

cluster; it is that the presence of the background cluster can cause some of the data that is 

highly clusterable to be mislabeled. As shown in Figure 4, we desire an algorithm that can 

cluster data that is clusterable, but ignore the non-clusterable data, i.e., non-clusterable data 

should not affect the outcome of the algorithm. As we shall show, u-shapelets solve this 

for the time series case. 

 
Figure 4: An ideal clustering algorithm would recover the two obvious clusters in this data 

(enclosed by the dashed circles), without being affected by the non-clusterable data 

Many research efforts in time series clustering have focused on modifying the distance 

measure to be invariant to some property of the data [4][34], but still use k-means or some 
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similar partitional clustering algorithm as the underlying clustering mechanism. These 

efforts assume that every time series belongs to some cluster. However, it is not clear why 

this should be the case, and in Section 3.3 we will show it is not the case for many real-

world datasets. With a little introspection it is easy to see why this assumption is more often 

unwarranted for time series than for other types of data. Recall the bird calls shown in 

Figure 2. While both of these birds are relatively vocal, if we attempt to estimate population 

density by clustering a full day of data on a minute-by-minute basis [15], we may expect 

to find that the majority of snippets will not contain any bird sounds. Thus, we argue that 

the representational power of the clusterings algorithm is of key importance with time 

series, and that we must have the ability to leave some (perhaps most) of the data 

unclustered. 

1.1.5 Scalability Issues 

Although u-shapelets have shown considerable promise for time series clustering, 

the u-shapelet extraction algorithms proposed to date are intractable for large datasets [79]. 

To mitigate this, the algorithm in [79] resorts to computing gap scores for the subsequences 

of just the first time series in the dataset, making it order dependent and brittle to an unusual 

instance being the first item encountered. To eliminate this undesirable property, we must 

compute the gap score for every subsequence of each time series in the dataset. Each score 

requires a nearest neighbor search of the subsequence in question to each time series in the 

dataset. While this algorithm can be improved by pruning and early abandoning techniques 

from [50], this only produces a relatively modest speedup.  



 12 

As we noted, the bottleneck of the state-of-the-art approach is that it requires computing 

all of the distances between time series subsequences in the dataset and then choosing the 

best subsequence (in a sense explained in Section 3.1) as a u-shapelet. Our work leverages 

the observation that most of these computations are not necessary if we can identify a small 

fraction of all possible u-shapelet candidates to compute the actual distances, and by the 

further observation that a hashing algorithm can identify a very small set of u-shapelet 

candidates, which will contain the best u-shapelet with very high probability. 

1.1.6 Summary of Contributions  

We conclude this section with our contributions: 

 We introduce SUSh (Scalable U-Shapelet) – a hash-based algorithm that allows u-

shapelet discovery two orders of magnitude faster than current techniques. 

 We produce the first taxonomy of u-shapelets. In particular, we show that while there 

is only one way to be a high-scoring u-shapelet, there are two distinct ways to be a low-

scoring u-shapelet. This observation is important because it informs our speedup 

strategies, and may be further exploited by others in the community. 

 We make all of our code and data available [70] to allow confirmation and extension 

of our work. 

 Finally, while (supervised) shapelets now have a significant user base and have seen 

applications in domains as diverse as gesture recognition [42], severe weather 

prediction [48], and biometrics [56], there is currently sparse evidence for the utility of 

u-shapelets. Here we forcefully provide such evidence, showing that domain-agnostic 



 13 

u-shapelets can outperform rival techniques, even after those algorithms are carefully 

tuned to the problem at hand by human experts. 

1.3. Efficient Long-Term Degradation Profiling in Time Series for 

Complex Physical Systems 

The long term operation of physical systems causes degradation of their 

components. Degradations, such as wearing out or aging1, lead to condition changes 

expressed in deviations in mean values, amplitudes or frequencies in the sensed signals of 

the system, and are an unavoidable property of any system. However, well-timed detection 

and profiling of an aging phenomenon or trend help avoid consequences and problems it 

may cause and are crucial tasks in the modern machinery. It is important to note, if one 

component of a system fails, it may lead to the stoppage of the whole system, and, as 

already well known, even short interruption in production process may cause huge money 

waste and serious business related issues [16]. 

The problem of trend analysis and extraction in time series has attracted significant 

attention recently, and a plethora of methods have been designed [2][29]. However, the 

proposed schemes mainly focus on extracting general trend behavior from time series, and 

none of them specifically addresses the aging detection and profiling without any prior 

knowledge of the time series properties (i.e., seasonality, level of noise, etc.). 

The aging phenomenon profiling is a critical task in detection and analysis of the 

degradation behavior in time series obtained from sensors on machinery. Such a problem 

is complicated because a system is usually operated with strong patterns. The aging 

                                                 
1 We use terms degradation and aging interchangeably 
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behavior is usually invisible due to high noise and operational signals, and thus is too small 

to be detected. Figure 5 shows an example of a one-year-long time series collected from a 

pipe of a chemical plant. A component inside the pipe started wearing out at the beginning 

of January 2013, and another started at the beginning of March. This leads to the 

degradation of the whole pipe. Such aging phenomenon is too tiny to be captured by human 

eyes but may cause damage to the whole system. 

 

Figure 5: top) Example of time series showing aging (long-term degradation phenomenon). 

bottom) Extracted aging phenomenon 

To resolve this issue, we aim to provide a time series analysis technique that 

accurately extracts the aging phenomena of given time series, analyzes the aging behavior, 

and ranks its severity. We observe that in physical systems, the aging usually is generated 

in long-term and incremental fashions, such as buildups or component wear out, and thus, 

naturally, the aging behavior can be modeled as a monotonic signal. Moreover, for systems 

under normal operations, the long-term operational signal should be stationary. For 

example, it does not make sense if a system is normally operated to always 

increase/decrease temperature, water flow, or pressure for five years, although the instant 
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value can fluctuate at different time points. Under such observations, we want to develop 

an aging profiling engine that decomposes the given time series into two components – a 

monotonic aging trend that captures all the degradation phenomena in the time series and 

a fluctuation term that represents the normal operational signals and noises. In 

decomposition, we analyze the aging trend to profile its changes and evolutions including 

the slope and the shape that indicates the severity and starting point of the degradation. 

More particularly, we formulate the aging extraction problem as an optimization 

problem. Its objective function consists of two parts: (1) Minimizing the reconstruction 

error to ensure an accurate profiling, and (2) Ensuring flatness of the fluctuation term over 

time so that the aging trend captures as much degradation signal as it can. Under such 

objectives, the solution must also satisfy two constraints: (1) the extracted aging trend 

needs to be monotonic to satisfy the nature of the component wearing out, and (2) all the 

extracted signals need to be real valued and non-negative. We analyze the formulated 

objective function and convert this problem statement to a Quadratic Programming (QP) 

formulation [23] that can be solved with existing well-known solvers. However, when the 

profiling resolution is high, as generally required by real-world applications, such a 

problem becomes intractable to general QP-solvers. To further speed up the problem 

solving, we propose a matrix transformation technique to simplify the constraints and 

reduce the number of constraints from two to one – only non-negativity constraint. We 

convert the problem to a Non-negative QP problem and solve it much more efficiently 

using iterative updates [62]. We show that, using the optimization techniques, the solution 

of the problem is tractable, and thus applicable to large-scale time series profiling. 
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We design two scoring functions to give an aging score and a confidence score to 

analyze the extracted aging component of the time series. Based on such scores, our aging 

profiling engine reports the result of decomposition with a ranking of the aging severity 

and the corresponding confidence level of the extraction, which can assist the domain 

experts to further diagnose the system. 

We demonstrate our ideas on both synthetic and real data, showing that our method 

allows us to accurately divorce the trend and the shape of rapidly arriving time series. We 

fully implement our aging profiling system and deploy it into several physical systems, 

such as a chemical plant and a nuclear power plant in Japan, which greatly helps detect the 

aging phenomenon and diagnose the corresponding components. 

To summarize, we make the following three contributions: 

 We formulate an objective function for extracting trend and fluctuation terms and build 

a model to transit the aging profiling requirements into mathematical formulation; 

 We demonstrate that the problem is a convex problem, convert it to a QP formulation, 

and provide a fast optimization technique to solve the problem with Non-negative QP 

formulation; 

 We fully develop the system and deploy it into several real world complex systems. 
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Chapter 2. Clustering in the Face of Fast Changing Streams 

In this chapter, we argue that current clustering solutions for fast changing streams 

offer a room for improvement. To some degree they all have at least one of the following 

shortcomings: they are parameter-laden, only defined for certain distance functions, 

sensitive to outliers, and/or they are approximate. This last point requires clarification; in 

some sense almost all clustering algorithms are approximate. For example, in general, k-

means only approximately optimizes its objective function. However, streaming versions 

of the k-means algorithm are further approximating this approximation, potentially leading 

to very poor solutions. In this chapter, we introduce an algorithm that mitigates these flaws. 

It is parameter-lite, defined for any distance function, insensitive to outliers and produces 

the same output as the batch version of the algorithm. We demonstrate the utility and 

effectiveness of our ideas with case studies in entomology, cardiology and biological audio 

processing. 

This chapter is organized as follows. In Section 2.1 we present related work and 

background. Section 2.2 provides a detailed overview of our approach. We provide an 

extensive experimental evaluation in Section 2.3, before offering conclusions and 

suggesting directions for future work in Section 2.4. 

2.1 Background and Related Work 

2.1.1 Definitions and Notations 

We begin by providing the definitions of all key terms used in this paper. Some of 

the definitions are adapted from [57] but are presented here for completeness. 
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The clustering algorithm we propose is density-based. Thus, one of the core 

definitions is local density of an object.  

DEFINITION 1. Local density of an object (denoted as ρ) is the value of some function 

of distances from the object of interest to all other objects in the dataset.  

For simplicity, let us assume for now that the local density of an object is just a 

number of objects that are closer to it than some cutoff distance. We return to the local 

density computation in Section 2.1.2.  

DEFINITION 2. Cutoff distance is the radius of the neighborhood of objects in the 

dataset. 

In [57] it is recommended that the cutoff distance should be set to some value to 

ensure that the average number of neighboring points is about 1-2% of the total number of 

points in the dataset. It has also been shown that the clustering results are similar and 

consistent on the cutoff distances where the average number of neighbors varies between 

0.2% and 10%, suggesting great robustness to parameter choice, a very desirable property. 

DEFINITION 3. Minimum distance to a higher density point (denoted as ) is the 

smallest distance to any neighbor of the data object having a higher local density. In the 

special case that none exists (i.e., for the highest density object itself), the value is set to 

the maximum of  for all other objects (thus,  for the object with the highest local density 

is assigned last). 

For each point i in the dataset, the local density ρi and minimum distance δi to a 

higher density point are the key properties that allow for the identification of the candidate 

cluster centers (i.e., density peaks). 
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DEFINITION 4. The candidate cluster centers are objects that have the highest values 

of γi which is computed as γi = ρiδi for each object i in the dataset. 

The intuition behind the selection criteria for the candidate cluster centers is that 

the highest γ values belong to the points having a combination of two high values: a high 

local density and a high distance value to a nearest point having a higher local density (far 

from another density peak).  

The number of clusters k can be either predefined (provided by the user) or 

determined according to the γ values of the objects in the dataset. Questions about the 

“optimal” number of clusters are somewhat ill-defined [68] and beyond the scope of this 

paper. In this work, we used the simple knee-finding approach described in Section 2.1.2, 

finding it to be empirically very robust over diverse domains. 

For clarity of presentation, we discuss the batch version of the algorithm in the next 

section before generalizing to the streaming case in Section 2.2.  

2.1.2 Underlying Clustering Method 

In [57] the authors proposed a novel approach to clustering which we will refer to 

as DP (clustering by searching for and finding Density Peaks). The algorithm consists of 

two steps: the first step finds the cluster centers and the second assigns the items to the 

appropriate clusters. The latter step leaves open the possibility that some objects will be 

unassigned (i.e., considered as noise). To find the cluster centers, it is necessary to compute 

two values for each of the objects in the dataset. The first value is the local density ρ. The 

second value is the distance δ from the point to its nearest neighbor with a higher local 

density. Multiplication of these two values gives a value γ that serves as a predictor for the 
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choice of the cluster centers. In essence, a high value for γ captures the intuition that the 

object in question is at the center of a dense region (ρ) and there is no nearby point in a 

denser region (δ) that would be more worthy of being a cluster center. The number of 

clusters can be decided using a “knee-finding” [59] type of heuristic: γ values of all the 

points are sorted in decreasing order and the number of clusters is determined as a number 

of points with a significant difference between γ values and their neighbors.  

Knee-finding algorithms have a reputation for being somewhat “finicky” and 

subjective [59]. However, as we show in Figure 6 and have observed for most datasets we 

have considered, the knee plots are comparatively unambiguous for the DP algorithm. 

Figure 6.top) illustrates the clustering that can be obtained with the DP method described 

above. Each color, except gray, represents a separate cluster that the algorithm discovered. 

Gray points are considered as noise and do not belong to any cluster. The decision graph 

for the dataset is presented in Figure 6.middle). Points highlighted with color have the 

highest γ values (γi = ρiδi) and represent cluster centers. The higher and the more to the 

right a point is, the more seriously we should take its candidacy for being a cluster center. 

Figure 6.bottom) shows the sorted γ values for the points in the dataset, ready for human 

inspection or an automatic knee-finding decision as to the number of clusters. The DP 

algorithm is formally described in Algorithm 1. The algorithm is intrinsically simple and 

straightforward. The definitions and explanations of the high-level functions in Algorithm 

1 can be found in the subroutine tables below (except PairwiseDistance(D), which is simply 

a function of the pairwise distance computation for any distance measure, including non-

metrics and compression-based distance measures [39]). 
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Figure 6: top) A dataset clustered by DP. Each unique color represents a different cluster; 

gray/small points do not belong to any cluster. middle) Plot of ρ and δ values for the points 

in the dataset. bottom) The sorted γ values of the corresponding points (best viewed in 

color) 

Algorithm 1. DPClustering                     // Adapted from [57] 

Input: D: dataset of objects 

Output: cLabels: vector of cluster labels 

1: 

2: 

3: 

4: 

dist ← PairwiseDistance(D) 

[ρVector, δVector] ← ComputeRhoDelta(D, dist) 

[cCenters,Ord]←FindClusterCenters(ρVector,δVector,D) 

cLabels ← AssignLabels(D, cCenters, ρVector, Ord, nn) 

The formal definition of the subroutine ComputeRhoDelta (line 2 of Algorithm 1) 

is presented in Algorithm 2. The algorithm consists of two consecutive loops iterating over 

all objects in the dataset. The first loop, lines 1-7, computes the local densities of each 

object. Then, the array of local densities is sorted and we get the indices’ order in the sorted 

list (line 8). The second loop, lines 9-13, computes each object’s distance to the nearest 
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neighbor with a higher density. On line 5 there is a function func, which computes the 

influence that the distances to other objects have on the local density of the object in 

question. Originally, [57] proposed using one of two different functions for local density 

computation: cutoff kernel or Gaussian kernel. The former simply counts how many 

objects are within the cutoff distance of the current object. This function produces quite a 

lot of duplicated values, and thus, many ties in sorting the local densities. The order of the 

points’ local densities (line 8) is important for the computation of the minimum distance to 

the points with higher densities (lines 10-12). Thus, another function was proposed, the 

Gaussian kernel, which is computed as exp(-d2/dc
2), where d is the distance between two 

objects, giving non-discrete local densities and reducing the number of ties to essentially 

zero. 

Algorithm 2. ComputeRhoDelta 

Input: D: dataset of objects; dist: precomputed pairwise distance matrix 

Output: ρVector, δVector: vectors of ρ and δ values of the dataset objects, respectively; nn: a 

vector of the nearest neighbors with higher local densities 

1: 

2: 

3: 

4: 

5: 

6: 

7: 

8: 

9: 

10: 

11: 

12: 

13: 

14: 

for each object in D do 

    ρVector (object) ← 0  

    for each otherObject in D do 

        d ← dist(object to otherObject)  

        ρVector (object) ← ρVector (object) + func(d, dc)  

    end 

end 

ρOrd ← getIndicesOrder(sort(ρVector,'descend')) 

for i ← 2 to itemNumber do  

    currInd ← ρOrd(i)  

    [δVector(currInd),ind]←min(dist(currInd,ρOrd(1:i-1)) 

    nn(currInd) ← ρOrd (ind) 

end 
δVector (ρOrd(1)) ← max(δVector) 
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After the ρ and  values have been computed, it is now possible to identify the 

cluster centers by considering the sorted list of  values and the ratios between neighboring 

elements. We then split γ belonging to cluster centers from γ of other objects where the 

ratio between neighboring γ values is more than a certain threshold (we set it to 1.5 for all 

the experiments).2 As hinted at in Figure 6.bottom), the points that are not cluster centers 

have ratios beween neighboring elements very close to 1; i.e., they almost do not differ.  

The last subroutine in the clustering algorithm, AssignLabels, assigns cluster labels 

to the dataset objects. Some data may be assigned a “catch-all” cluster, which means the 

objects are considered to be noise (or very rare classes). Initially all cluster labels are 

initialized to zero. If the algorithm has predicted only one cluster, then the cluster labels 

have been assigned and we are done. Otherwise, each object needs to be assigned a cluster 

label. First, we assign each cluster center a unique label; next, all the objects are assigned 

a label depending on the label of their nearest neighbor among the objects with higher local 

density. As noted above, the algorithm can assign some objects a “noise” label. This is 

done based on the border density (ρBord) of the clusters. The border densities are computed 

as the maximum average local density of the objects from different clusters in the 

neighborhood of each other (meaning the distance between two objects is less than the 

cutoff distance dc.  

                                                 
2 We do not claim this hueristic as a contribution of our work, and, moreover, we empirically find that in almost all cases, any values 
between 1.3 and 1.7 would produce near-idential results. 
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2.1.3 Rival Clustering Algorithms 

For completeness, we will take the time to discuss the most obvious rival methods. 

We briefly discuss general density-based batch clustering algorithms first, and then give 

an overview of the clustering algorithms for streaming data. 

2.1.3.1 Density-Based Clustering in Batch Cases 

The density-based clustering algorithms discussed below share several properties, 

including two critical advantages over k-means and its relatives: they allow clusters of 

arbitrary shape and they are more robust to outliers. 

The closest competitor for the underlying clustering algorithm is another density-

based approach named DBSCAN [18]. The main idea behind this method is that each 

object of a cluster must have at least some number of other objects MinPts in its 

neighborhood, i.e., within some radius Eps. This algorithm assigns objects to the same 

cluster if they are density-reachable to each other; in other words, if they are either in the 

immediate neighborhood to each other or they have some chain of neighbors that can 

connect them to one cluster (we refer interested readers to [18] for detailed descriptions). 

DBSCAN is not deterministic in assignment of the cluster border points, as the results 

depend on the order of considered objects. The two parameters (MinPts and Eps) are 

critical to the algorithm’s outcome, and the best settings for these two values can be very 

different depending on the domain. In spite of significant research efforts in the last decade, 

there are still no universally accepted recommendations on these parameter settings [45].  

A modification of DBSCAN (IncrementalDBSCAN) has already been shown to be 

useful in incrementally changing datasets [19] and was demonstrated to outperform the 
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“brute-force” re-clustering of newly-added/removed objects on a fraction of changes 

within the dataset. 

Another well-known variant of DBSCAN is the DBCLASD [77]. This is a non-

parametric clustering algorithm that uses similar density-based notions of clusters as 

DBSCAN. This algorithm is applicable only to the spatial (low-dimensional) data and 

utilizes a grid-based approach to finding polygons of tentative clusters. The algorithm 

cannot be applied to the time series/multimedia domains and to non-metric distance 

measures. 

DENCLUE [31] is another density-based algorithm for clustering, but one that 

exploits a different notion of density. It combines density-based and grid-based approaches. 

Unlike DBSCAN, it estimates a density function of the object distribution in the clusters 

that is a superposition of influence functions of several kernels (cluster centers). A cluster 

is defined by its center, where a local maximum of the estimated density function is located. 

Other objects in the dataset are assigned to clusters according to the hill climbing technique 

(objects in the same cluster are assigned to the same local maximum). The hill climbing 

algorithm is a special case of the Expectation Maximization algorithm. EM-based 

clustering algorithms are known to be quite slow and not amenable to streaming cases. 

2.1.3.2 Algorithms for Streaming Data Clustering 

Most research in the area of evolving stream clustering was done on the case of 

huge amounts of streaming data, and thus, the majority of the work resorts to collecting 

statistical summaries of the data and performing approximate clustering [64]. Some 

methods combine data into “micro clusters” and then cluster these micro clusters by 
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demand instead of dealing with the data objects themselves [1][37][80]. Other online 

clustering algorithms resort to grid structures to keep the statistics about the incoming 

objects [13][21]. These approaches give approximate results (compared to what would be 

produced by the underlying clustering algorithm in batch mode) and require setting many 

parameters for the grid. Moreover, only ClusTree [37], D-Stream [13] and DenStream [9] 

allow utilizing a density-based clustering algorithm (DBSCAN) as an underlying clustering 

method that returns arbitrarily shaped clusters, while all other methods use k-means/k-

median and produce only hyper-spherical clusters. 

2.1.4 Existing Work vs. Our Problem Setting 

In a sense, we are proposing to solve a somewhat different problem than that which 

most of the community has addressed. Instead of approximately clustering massive data 

streams moving at medium speed, we are interested in the exact clustering of moderately-

sized data on very fast moving streams. Somewhat unintuitively, we argue that our problem 

setting is much harder. When a sliding window represents one million objects, one can 

sample the data with certain statistical guarantees [51]. In contrast, with just thousands or 

even hundreds of objects represented by the sliding window, sampling has a much greater 

risk of leading us astray, especially for the smaller-sized clusters. This has informed our 

need to consider every data object, and produce an exact clustering.  

2.2 Our Approach 

The underlying batch clustering algorithm DP (“Density Peaks”) is intrinsically 

simple in its required computations. As described in detail in Section 2.1.2, it is necessary 

to compute two values for each object in the dataset, ρ and , and their product , in order 
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to find the cluster centers and assign each of the objects to a cluster. With a little effort, we 

can see that this structure is amiable to the fast updates necessitated by streaming data. Our 

approach to data stream clustering, named oDP (online DP), based on the underlying DP 

algorithm, exploits the observations described below. 

First, the most time-consuming part of the batch DP algorithm is ρ computation, 

which takes 𝑂(𝑁2) time, where N is the number of the objects in the dataset. The local 

density of each object ρi is computed as a function of distances between an object i and all 

other objects in the dataset. However, the reader may have noticed that in the case of a 

sliding window framework in which one object is inserted and another is deleted at each 

time step, the mutual influence of the majority of objects to each other’s local density has 

already been computed. In order to keep the clustering exact, we have to note that ρ values 

depend on all pairwise distances between an object i and all other objects in the dataset; 

thus, a single deletion and single insertion affects all the remaining objects. Therefore, it is 

only necessary for each remaining object to factor out the influence that was engendered 

by the deleted object and factor in the influence that the newly inserted object brings, as 

the influence of the other objects on each other remains unchanged. Thus, the update time 

becomes 𝑂(𝑁), which is significantly faster than the 𝑂(𝑁2) brute-force recomputation.  

The second observation is that to detect changes we do not need to re-cluster the 

data at each step, but rather we can schedule a time period for re-clustering or allow 

“clustering-on-demand”. Thus we only keep statistics (that is updated ρ values) and can 

produce exact clustering any time it is needed. 
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Algorithm 3. RecomputeRho 

Input: dist: updated pairwise distance matrix; oldDist: vector of distances from removed 

object to the rest of the data; indCh: index of removed/newly added objects; dc: cutoff 

distance; ρVector, old values of ρ, δ for all objects 

Output: ρVector: updated vectors of local densities and of δ values of the dataset objects, 

respectively 

1: 

2: 

3: 

4: 

5: 

6: 

7: 

8: 

ρVector (indCh) ← 0 

for ind in unchangedIndices do 

    d1 ← oldDist(ind) 

    ρVector (ind) ← ρVector (ind) - func(d1, dc)  

    d2 ← dist(ind, indCh) 

    ρVector (ind) ← ρVector (ind) + func(d2, dc) 

    ρVector (indCh) ← ρVector (indCh) + func(d2, dc) 

end 

The algorithm for the ρ recomputation performs updates to the existing values; line 

4 factors out the effect of the removed item and line 6 factors in the effect of the newly 

added object.  

It is instructive to consider the algorithm with respect to some of the different 

possibilities of a newly arriving object.  

The simplest case is when the newly inserted object is an outlying object, far from 

any cluster center. Its local density value is very small; thus, it does not affect the sorted 

order of local densities of other objects, and hence, the clustering itself. However, in some 

cases a single newly inserted object can drastically affect the clustering. We will illustrate 

some such scenarios with a running example of a one-dimensional dataset in which on all 

figures, the positions of the points correspond to their relative placement in one-

dimensional space. The next five figures show the “before” (top) and “after” (bottom) for 

five cases. For simplicity, we consider a metric space; however, this is not a necessary 

condition for DP and oDP algorithms. Measurement units are shown with dashes. 
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The first non-trivial case is when the newly arriving object becomes a cluster center, 

replacing the existing one. Figure 7 demonstrates this case. Here, there are initially two 

clusters: the objects “a,” “c,” and “e” belong to one cluster with the cluster center “c,” 

whereas the objects “x,” “y,” and “z” belong to another cluster with the cluster center “y.” 

When a new object “b” is inserted, it has the highest local density and becomes a cluster 

center replacing object “c.” The number of clusters and cluster assignment of other objects 

in the dataset remains unchanged. 

 

Figure 7: top) Initial clustering of six objects; “c” and “y” represent the cluster centers. 

bottom) Insertion of the object “b” changes the cluster centers: “b” becomes a new cluster 

center of blue points replacing “c” 

Another case, when a newly inserted point becomes a cluster center, occurs when 

the addition of the new object leads to the merging of two clusters. Figure 8 shows this 

case for a dataset of 13 one-dimensional points. Initially the data has 3 clusters, but the 

addition of point “f” leads to the merging of two clusters, and this newly arrived point 

becomes a new cluster center. 

 

Figure 8: top) Initial clustering of thirteen objects; “c,” “i,” and “y” represent cluster 

centers. bottom) Insertion of an object “f” changes the clustering: the blue and red 

clusters merge, and “f” becomes a new cluster center replacing the two cluster centers 

“c” and “i” 

a c e

a c e

zx y

zx yb

a b c d e f g h i j k x y z

a b c d e g h i j k x y z
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A more complicated case is when the addition of one point may lead to the merging 

of two clusters, but a different (preexisting) point becomes that cluster’s center. Figure 

demonstrates the case when the insertion of point “h” leads to the merging of the two 

clusters shown in red and blue, making the point “f” the cluster center of the new larger 

cluster shown in yellow. 

 

Figure 9: top) Initial clustering of thirteen objects; “d,” “j,” and “y” represent cluster 

centers. bottom) Insertion of the object “h” changes the clustering: the blue and red 

clusters merge, and “f” becomes a new cluster center replacing the two cluster centers 

“d” and “j” 

While very rare, under concept drift it is possible that a newly arriving point could 

cause the split of an existing cluster into two new clusters. This is in sharp contrast to the 

representational possibilities of IncrementalDBSCAN [19], where the addition of a new 

object cannot lead to the splitting of existing cluster(s). In IncrementalDBSCAN, the 

formation of a new cluster can happen only from the points previously assigned “noise” 

(non-cluster) labels. Figure 10 demonstrates the case when the addition of a point “a” 

causes the cluster of blue points with cluster center “e” to split into two clusters: one cluster 

keeps the same cluster center “e,” whereas point “b” is reassigned to a newly created 

cluster, becoming a cluster center. 

a b c d e f g i j k x y z

a b c d e f g h i j k x y z



 31 

 

Figure 10: top) Initial clustering of eight objects; “e” and “y” represent cluster centers. 

bottom) Insertion of an object “a” causes the blue cluster to split and creates the 

additional yellow cluster 

Moreover, the addition of a single point may lead to the splitting of more than one 

cluster, as shown in Figure 11. Here, the insertion of an object “f” causes both blue and red 

clusters to lose one point each and “f” becomes the cluster center of a newly formed cluster. 

 

Figure 11: top) Initial clustering of eight objects; “b” and “j” are the cluster centers. 

bottom) Insertion of an object “f” leads to the formation of a new cluster with the cluster 

center “f” 

It is important to note that in evolving data streams the average “density” of the 

objects may change and the oDP algorithm is capable of capturing a new structure without 

readjusting its parameter cutoff distance dc. Our experiments suggest that this ability is 

truly needed to cope with the vagaries of real data. 

Essentially identical remarks apply to the possibilities created by a data object’s 

egress; for brevity we omit these cases.  

Note that in all cases, the amount of work to be done is O(N) for ρ recomputation,  

giving us a total time complexity of O(N) per added/removed data object.  

b d e f
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h
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To concretely ground the speed of the oDP algorithm, consider the following 

examples. On a typical desktop machine,3 assume we are given a 1,024 dimensional vector 

each second, and that we are using Euclidean distance as the dissimilarity measure. Then, 

using the code provided on the supporting web page [69], we can maintain an exact 

clustering over a sliding window of the last two hours. Likewise, if we are handed a web 

query volume time series once a minute, then we can maintain an exact clustering over a 

sliding window of the last five days. See [69] for a detailed discussion of the maximum 

rate the method can handle given a window size and fixed memory. 

2.3 Experimental Evaluation 

For this work, we have built a supporting web page [69] with permanently archived 

supplemental materials to ensure the reproducibility of our results. Note that while this 

paper is completely self-contained, the supporting web page contains additional 

experiments that were omitted here for brevity. 

We have chosen the DP algorithm as the underlying algorithm for our streaming 

clustering. Thus, we first have an obligation to demonstrate the effectiveness of the DP 

algorithm in batch mode, independent of any considerations of time/space complexity or 

streaming behavior. We do this in Section 2.3.1. We also compare the effectiveness of the 

oDP algorithm in the streaming case in Section 2.3.2.  

To date, almost all streaming algorithms have been demonstrated on batch datasets 

that have been “converted” to streaming data. This opens the possibility of unconscious 

data bias [35], and offers little insight into the utility of streaming clustering. Thus, in 

                                                 
3All experiments performed on: Processor Intel® Core™ 2 Quad CPU Q9550 @2.83GHz 2.83GHz; RAM 8 GB; MS Windows 7. 
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Sections 2.3.3 to 2.3.5 we consider three case studies from real, naturally streaming data 

domains.  

2.3.1 Comparison to Rival Methods in Batch Case 

The purpose of this work is to introduce a real-time, exact clustering algorithm for 

fast moving streams. However, being fast and faithful to the clustering returned by the 

batch algorithm is of little utility if that batch algorithm is itself not returning a good 

clustering. The original paper on DP demonstrates its effectiveness on several datasets, but 

its publication is so recent that independent confirmations of its utility are mostly limited 

to blog postings, non-reviewed venues (arXiv, etc.) and some recent conferences [7]. As a 

consequence, relative to classic algorithms such as k-means and DBSCAN, there is much 

less evidence of DP’s effectiveness. Thus, before considering the streaming case which is 

our main interest, we consider the batch DP. Below, we present results on a handful of 

datasets to show the utility of clustering algorithms on different kinds of data. Our 

supporting page [69] contains more results. The mice, insect, and heart datasets are 

described below in their relevant sections (and with even more detail in [69]); the Trace 

dataset is from the UCR archive, and the Handwriting dataset is from the UCI archive. 

To divorce the issue of the number of clusters from the representational power of 

the clustering method, we simply give the true value of k to the k-means algorithm and the 

best parameter setting for the density-based algorithms. In other words, we set dc for the 

DP algorithm that is the best for the domain and exhaustively tried 500 combinations of 

MinPts () and Eps (ε) values for DBSCAN, reporting only the best results corresponding 
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to the ground truth. Likewise, we do not consider time or space requirements here, only 

accuracy. 

Table 1 shows the results. Note that we are not claiming DP is superior to the other 

methods, a claim that would not pass muster in light of recent no-free-lunch-theorem 

results. Our point is simply that DP’s results in general are at least competitive, and 

moreover, defined for any distance measure, including non-metrics/compression-based 

measures. 

Table 1: Comparison to Rival Methods in Batch Case (N/D – “not defined”). Rand Index 

Values 

Dataset(dist)/Alg. DP k-means DBSCAN 

Mice All (GHT) 0.57 N/D for non-metrics 0.55 

KTH-TIPS (CK) 0.82 N/D for non-metrics 0.63 

Insects (amplitude 

spectrum) 

0.92 (ED) 0.91 (ED) 0.70 (ED,  = 2, ε = 0.034) 

Trace (time series) 0.87 (DTW) 

0.76 (ED) 
0.75 (ED) 

N/D for DTW 

0.86 (ED,  = 6, ε = 5) 

Handwriting (feature vector) 0.94 0.92 0.91(ED,  = 2, ε = 27) 

2.3.2 Comparison to Rivals in Streaming Case 

For the streaming case comparison with rival methods we used the “Massive Online 

Analysis” (MOA) framework [6] that includes high-quality implementations of many of 

the state-of-the-art clustering algorithms. We compared only to the algorithms that do not 

require providing the exact cluster number because in the considered streams this number 

varies over time. Here we present the average Rand Index [54] values obtained on the 

streams. The first two streams (Insects and Heart Beats) are described below in the case 

studies; the second two are taken from the MOA website [47]. Again, we experimented 

with different parameter values to divorce the representational power of the algorithms 
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from their parameter setting, and report here only the best results in terms of Rand Index. 

Non-metric distances are not implemented in the MOA framework, so in Table 2 we 

compare only the data represented as time series and feature vectors.  

Table 2: Comparison to Rival Methods in Streaming Case. Rand Index Values 

Dataset/Algorithm DenStream ClusTree CluStream oDP 

Insects 0.59 0.59 0.59 0.89 

Heart Beats 0.85 0.90 0.90 0.95 

Electricity 0.51 0.51 0.51 0.51 

CovType 0.48 0.48 0.48 0.51 

We can conclude that oDP returns competitive results in the streaming case as well. 

2.3.3 Case Study: Flying Insects  

In recent years, it has become possible to sense flying insects with inexpensive 

sensors [12]. Such ability has obvious implications for agricultural and medical 

applications. While several papers have considered the classification of such data, to our 

knowledge there has been no work on clustering in this domain even in the batch case. 

One difficulty in evaluating clustering in this domain is in obtaining ground truth. 

However, we are able to address this issue in the following way. We reared cohorts of three 

species/sexes of insects in the same insectary, but in three separate yet adjacent cages. Each 

cage had its own sensor, which could only sense the insects in that cage. However, we 

simultaneously fed all three sensors into a single data recorder. Thus, the former gives us 

ground truth and the latter stream is the only data our algorithm has access to. The three 

insect types we considered are: {Aedes aegypti ♂, Aedes aegypti ♀, Culex. 

quinquefasciatus♀}. The latter is a vector of the West Nile virus, and the former is a vector 

of dengue fever, yellow fever and chikungunya. 
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To our knowledge, this is the first time anyone has attempted to cluster such data, 

so we begin by normalizing the reader’s expectations. As hinted at in Figure 12, the insects 

in question are incredibly similar by visual inspection, and this is reflected by their 

similarity in feature space. We do not have well-separated clusters, but a clustering problem 

with partially overlapping clusters, which even in the batch case, is right on the edge of 

clusterability. Moreover, as shown in Figure 13.top), the relative sizes of the ground truth 

clusters can change very quickly. For example, ten minutes before dawn, about 90% of the 

insects observed are Cx. quinquefasciatus, but a mere 20 minutes later, less than 10% of 

the insects observed are Cx. quinquefasciatus.  

 

Figure 12: left) The three classes of insects we consider in our experiments, Ae. aegypti ♂, 

Ae. aegypti ♀, and Cx. quinquefasciatus♀. right) A wing of a mosquito shown to scale 

The processing algorithm extracts each second of signal, which, while optically 

recorded, is essentially an “audio” signal [12]. The data is converted to the amplitude 

spectrum, which as shown in Figure 1, is truncated to consider only 100 to 1,000 Hz (based 

on entomological advice [12]). If the signal volume is too low, it is assumed no insect was 

sensed, and nothing happens. Otherwise, the amplitude spectrum is handed over to our 

clustering algorithm.  

We had our algorithm maintain the last 1,200 data points encountered, 

corresponding to an approximately 20-minute history (variable because we may encounter 

periods without sensing any insects). Note that it is possible that we could see two or more 

Actual size
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insects in a single second, complicating the amplitude spectrum; however, for simplicity, 

we did nothing to handle or mitigate this.  

 

Figure 13: top) Circadian activity level for corresponding insects. middle) Predicted 

number of clusters. bottom) Rand Index values for online clustering of flying insects 

Given the availability of ground truth, we are able to continuously measure the 

Rand Index of streaming clustering over 24 hours. Averaged over the entire one-day 

circadian cycle, we obtained a Rand Index value of 0.88 with cutoff distance dc set to 1%. 

As we can see, the number of clusters usually corresponds to the true number of dominating 

types of insects.  

In all three of the case studies we considered, the domain experts felt that the sliding 

window model for “forgetting” the influence of older points was the most useful. This 

model allows the researcher to intervene, and then understand the impact of the 

intervention. This is especially true here. In ongoing tests in Ethiopia, Dr. Agenor Mafra-
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Neto is using our system to test the effect of introducing butanedione (a chemical thought 

to inhibit the ability of mosquitoes to smell CO2 and thus find their prey) on the prevalence 

of certain mosquitoes on a hut-by-hut basis. 

2.3.4 Case Study: Heartbeats 

Working with noted cardiologist, Dr. John Michael Criley (UCLA School of 

Medicine), we have investigated the use of oDP in clinical settings. However, to allow full 

reproducibility, here we only consider data that is publically available on Physionet [22]. 

Online clustering can be very useful in this domain in order to understand the effect 

of an intervention. For example, a clinician may administer propranolol (a beta blocker) to 

a patient with a heart rhythm disorder, and want to see how it affects the patient’s ECG. 

The clinician could return once every one or two hours and examine the patient’s current 

heartbeats; however, it has been hypothesized that the clinician would glean more 

information by examining the clustering of all beats in the last 15 to 60 minutes. In this 

work, we gloss over the issue of the medical utility of this inspection, and simply 

demonstrate the computational feasibility of maintaining such a clustering in real time on 

an inexpensive off-the-shelf computer. 

We considered subject #51 from the Sudden Cardiac Death Holster Database from 

Physionet [22][25]. As shown in Figure 14, the patient has bouts of high variability in their 

ECG. The data is about 25 hours long, and the subject is a 67-year-old female. We used 

the beat extraction and labeling provided by Physionet. While this annotation was done 

semi-automatically, Dr. Criley confirmed that the labeling is high-quality and has very few 
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errors. Note that because of the beat extraction, our algorithm is handed individual 

heartbeats, about once every 0.86 seconds.  

 

Figure 14: A 10-second ECG snippet of subject #51 starting at 7 hours, 21 minutes and 30 

seconds. “N” – normal beat, “/” – paced beat, “V” – premature ventricular contraction 

The sliding window (“history”) length was set to 1,000 data points corresponding 

to approximately 15 minutes. In Figure 15 we present the results of clustering for the cutoff 

distance of the DP algorithm set to 1%. Other values give near-identical results (discussed 

in Section 2.3.6). In general, our algorithm does well, averaging a Rand Index of 0.93 over 

the entire 25 hours. Most of the time, the algorithm clusters normal beats (which can be 

polymorphic, and drift over time), premature ventricular contraction beats, and beats 

induced by the patient’s pacemaker (paced beats). On occasion the patient exhibits fusion 

beats, which occur when the heart’s natural rhythm and the impulse from a pacemaker 

interfere to activate the same part of a ventricle at the same time, causing extraordinary 

variation in the heart's activity. According to our medical collaborator, such periods 

(highlighted in red) coincide with (and almost certainly cause) the observed dips in 

clustering quality. 

0 2 4 6 8 10
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Figure 15: top) Predicted number of clusters. middle) The Rand Index for online 

clustering. bottom) Ground truth annotations of the heartbeat recording taken from 

Physionet [22][25], with the red regions indicating flurries of fusion beats 

2.3.5 Case Study: Mice Vocalization 

In the last four decades, neuroscientists have exploited mice as genetic models for 

human diseases. Identifying structures in mice ultrasonic vocalizations (USV) is a useful 

tool for investigating the role of genetics in human disorders by modifying (“knocking 

out”) various genes in mice and examining their vocalizations for changes that may be 

linked to those genes, and hence the analogous genes in humans [61][78]. In recent years, 

this framework has emerged as an extremely promising tool for understanding human 

cognitive and memory disorders, leading to the discovery of the genetic cause of autism 

[28], and showing great promise in the study of Alzheimer’s [49]. Figure 16.top) shows a 

two-second image representation (i.e., spectrogram) of recorded mice USV. We use the 

software tool in [63], to automatically extract syllables from mice vocalizations, idealizing 

the calls and classifying them into separate classes. Figure 16.top) shows a snippet of a 

spectrogram of mice USV, and Figure 16.bottom) shows some examples of the extracted 

syllables [63][78]. We found empirically that for a non-metric distance measure the cutoff 
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distance dc for the algorithm should be less than that for metric measures. For this 

experiment, we used cutoff distance of 0.005%. 

 

Figure 16: top) A visual representation (spectrogram) of a short section of mice USV. 

bottom) Syllables extracted and idealized from the spectrogram 

As with the mosquito example, we must pause to calibrate the reader’s 

expectations. This is a very hard problem; there are only a handful of efforts on classifying 

mice USV [63][78], none on clustering them, and certainly none on online clustering. 

Among the difficulties is the noise in the data (recall Figure 16.top) and the lack of 

agreement on what counts as a syllable. Some researchers are “lumpers,” claiming as few 

as seven mouse syllables exist, whereas some “splitters” claim there are as many as twenty-

two syllables [78]. We created a ground truth of eight syllables based on the advice of Dr. 

Khaleel Razak, who recorded and annotated the data.  

The results, shown in Figure 17, are much better than random chance, and hint at 

an unexpected link between vocal performance and behavior that is currently being further 

explored. The average value for the Rand Index is 0.70. 
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Figure 17: Clustering results of mice behavior (vocalization) during about 10 minutes 

(empty space is the size of the sliding window). top) Predicted number of clusters. middle) 

Rand Index values for online clustering of the mice syllables under GHT distance. bottom) 

Ground truth label of behavior (best seen in color): no contact, sniffing, grooming, rooting 

2.3.6 Parameter Settings Analysis 

The only parameter required for oDP is the cutoff distance dc. As a rule of thumb, 

[57] suggests setting some value between 1% and 2% of the pairwise distances of the 

objects in the dataset. However, as we found empirically, in non-metric spaces, better 

results can be obtained with lower values of the cutoff distance. For example, in the mice 

case study we used dc = 0.005%. Nevertheless, as long as we can find the right “ballpark” 

for this parameter, the exact value does not matter much; i.e., we could use any value 

between 0.004% and 0.02% to obtain similar results. For example, for the mice case study 

we got a Rand Index of 0.70 with dc = 0.004% and 0.64 with dc = 0.02%. 

To demonstrate the robustness to parameter choice for another data type (time 

series) with a metric distance as the similarity measure, we revisited the ECG example. 

Here, the reader will recall we obtained an average Rand Index of 0.93 with a cutoff 

distance dc = 1%. We reran the experiment with dc ranging between 1% and 10%, finding 
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that the Rand Index is 0.93 at 1% and remained at 0.95 for all values starting at dc = 5% up 

to and including dc = 10%, tiny inconsequential changes given the large parameter changes.  

2.4 Conclusions 

We have proposed a density-based online clustering algorithm, and publicly 

released all our code and supporting data. Our algorithm is fast and exact, and has the 

representational power to cluster diverse data types under various distance measures, 

including non-metrics, and distance measures that do not use explicit features [78]. In 

contrast to the majority of the literature on online clustering, in which the proposed 

algorithms are tested only on synthetic data (or batch data contrived into a streaming 

format), we have tested our algorithm working side-by-side with domain experts on real 

problems that produce naturally streaming data. Our system currently requires the user to 

set the length of the sliding window history in advance, but in future work we hope to 

remove this requirement and support arbitrary time frames that can be chosen at run time. 
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Chapter 3. Scalable Clustering of Time Series with U-

Shapelets 

Unsupervised-shapelets (u-shapelets) is a recent primitive that was introduced for 

time series clustering [79]. U-shapelets have several advantages over rival methods. First, 

they are defined even when the time series are of different lengths; for example, they allow 

clustering datasets containing a mixture of single heartbeats and multi-beat ECG 

recordings. Second, u-shapelets mitigate sensitivity to irrelevant data such as noise, spikes, 

dropouts, etc. Finally, u-shapelets demonstrated ability to provide additional insights into 

the data. Unfortunately, the state-of-the-art algorithms for u-shapelets search are intractable 

and so their advantages have only been demonstrated on tiny datasets. We propose a simple 

approach to speed up a u-shapelet discovery by two orders of magnitude, without any 

significant loss in clustering quality. 

The rest of this chapter is organized as follows. In Section 3.1 we present the formal 

definitions and background. Section 3.2 describes our approach. Section 3.3 contains 

experimental results and comparisons to rival methods. Section 3.4 offers conclusions and 

avenues for future work. 

3.1 Definitions and Background 

We begin by defining the key terms used in this work. Some of these definitions 

are restated or adapted from [79], but are included here for completeness.  

As visually hinted at in Figure 2, we are not interested in global properties of time 

series, but in the properties of local time series subsequences: 
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DEFINITION 1. An unsupervised-shapelet (u-shapelet) candidate Ś is any 

subsequence that has a number of data points less than or equal to the number of data points 

of the shortest time series in the dataset. 

Figure 18 shows examples of u-shapelet candidates. Note that this definition does not 

require the u-shapelet to be a subsequence of a time series existing in the dataset, as was 

the case with Figure 2. However, constraining the u-shapelet to be a subsequence of an 

existing time series makes the search space finite. 

DEFINITION 2. The subsequence distance sdist(S, T) between a time series T and a 

subsequence S is the minimum of the distances between the subsequence S and all possible 

subsequences of T of length equal to the length of S. 

This definition opens the question of which distance measure to use for sdist. We use 

the ubiquitous Euclidean distance (ED), and exploit the recent speedup techniques for its 

calculation proposed by Mueen et al. [50]. ED is known to be very competitive for time 

series problems [75]. Dynamic Time Warping can be more accurate on some problems, 

but this is because it is able to be invariant to the cumulative distortions in the time axis 

which are inevitable in a long sequence. Our relatively short u-shapelets neither require 

nor benefit from this invariance. Following standard practice in the community, we z-

normalize all subsequences before any ED calculations [50][75][79].  

By computing the sdist between a u-shapelet candidate and all time series in a dataset, 

we create an orderline: 

DEFINITION 3: An orderline is a vector of subsequence distances sdist(Ś, Ti) 

between a u-shapelet candidate Ś and all time series Ti in the dataset. 
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The time required to calculate an orderline for a single u-shapelet candidate is 

O(NM logM), where N is the number of time series in the dataset and M is the average 

length of the time series. This computation in itself is not too daunting; however, brute-

force search requires K such calculations, where K is the number of subsequences. The 

size of K depends on the length of the u-shapelets, but is O(NM). Thus, our ultimate goal 

is to only compute a tiny fraction of such orderlines. 

A u-shapelet candidate can be “good” or “bad,” that is to say, high-scoring or low-

scoring.  

DEFINITION 4: A good u-shapelet candidate Ś is a subsequence having the following 

property: sdist between Ś and any time series in one group DA is significantly smaller than 

sdist between Ś and any time series in another group DB: sdist(Ś, DA) << sdist(Ś, DB). 

Thus, a u-shapelet candidate Ś has a separation power: we can split the time series in 

the dataset into two groups by considering the subsequence distances to Ś.  

A bad u-shapelet candidate is any subsequence that does not have such separation 

power. Note that u-shapelet candidates can be bad in two ways: they may be either stop-

word u-shapelets or outlier u-shapelets.  

DEFINITION 5: A stop-word u-shapelet is a subsequence that has similar 

subsequences in the majority of the time series in the dataset.  

A stop-word u-shapelet does not have separation power because its sdist to all or the 

majority of time series in the dataset is small. By analogy to text retrieval, a stop-word u-

shapelet is like the words “the” or “and.” Since these words appear in virtually every 

document, they are useless as features. 
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An alternative way for a u-shapelet candidate to be bad is to be a “unique” outlier 

subsequence. 

DEFINITION 6: An outlier u-shapelet is a subsequence that is close to too small a 

fraction of the dataset to be considered worthy of representing a cluster. 

Again by analogy to text retrieval, we can think of an outlier u-shapelet as being a 

hapax legomena. They are simply too rare to be useful features for discrimination. 

Figure 18 demonstrates the three types of u-shapelet candidates in the raw data and 

their orderlines.   

 
Figure 18: top) Good u-shapelet candidates presented as green subsequences in time series 

T1 and T2; bad u-shapelets shown in red in time series T3 (outlier) and blue (stop-word). 

bottom) Orderlines for the three different types of u-shapelets (best viewed in color) 
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As the reader may have intuited from the orderlines shown in Figure 18, a good u-

shapelet will produce a large “gap” between DA and DB. To measure its “quality,” we take 

the definition from [79]:  

𝑔𝑎𝑝 =  𝜇𝐵 − 𝜎𝐵 − (𝜇𝐴 + 𝜎𝐴), 

where 𝜇𝐴 and 𝜇𝐵 denote mean(sdist(Ś, DA)) and mean(sdist(Ś, DB)), and 𝜎𝐴 and 𝜎𝐵 

represent std(sdist(Ś, DA)) and std(sdist(Ś, DB)), respectively. If DA or DB consists of only 

one element (or of an insignificant number of elements that cannot represent a separate 

cluster) the gap score is assigned to zero in order to ensure the high-scored u-shapelet 

candidates have true separation power.  

While there are several u-shapelet clustering algorithms we can define (cf. Section 

3.2.4), all of them require optimizing this gap score. However, as hinted at above, even if 

we confine our attention to u-shapelet candidates that are subsequences from our dataset, 

this means that we must invoke the Euclidean distance O(NM2 logM) times. We propose 

to vastly reduce this number with a hashing-based algorithm, which requires the review of 

a common time series discretization technique in Section 3.1.2. 

One last item we need to introduce does not refer to the u-shapelets directly, but refers 

to the clusterings. In most cases we want to prevent pathological results with clusters 

having a very small number of items or the vast majority of the dataset. To enforce this 

“balance” of cluster sizes, [79] suggested constraints on relative sizes of DA and DB using 

the ratio:  
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(1/𝑟) < |𝐷𝐴|/|𝐷𝐵| < (1 − 1/𝑟), 𝑟 > 1 (3.2) 

Note that r in our work does not correspond to the number of clusters obtained by 

clustering with u-shapelets; it simply filters out the u-shapelet candidates that are not within 

the desirable range of separation ratio. If r is set to one, we will have perfectly balanced 

cluster sizes as |𝐷𝐴|/|𝐷𝐵| = 1. If we increase r we are allowing increasingly unbalanced 

cluster sizes.  

While this constraint is undoubtedly helpful in domains where the user has enough 

knowledge to steer the clustering towards (or away from) certain solutions, for simplicity 

in this work we hardcode r=5. 

3.1.1 A Motivating Observation 

Consider the much-studied Trace dataset [36] which contains 200 time series of 

length 275 in four equal-sized classes. If we run a brute-force u-shapelet discovery on this 

dataset we find the best u-shapelet has a gap score of 0.75. If we use this u-shapelet to 

separate data we obtain a Rand index [54] of 1 (perfect clustering). However, as Figure 19 

shows, any u-shapelet that scores above 0.65 produces the same Rand index.  

 

Figure 19: gray) The distribution of all u-shapelet scores computed during a brute force 

search. green) The minimum Rand index of these u-shapelets. Once the u-shapelet score is 

greater than about 0.65, it can achieve the same Rand index as the best u-shapelet 
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While the shape of this distribution differs on other datasets, the general rule seems 

universally true. Of the huge number of possible u-shapelets (say, millions) there will be a 

large number (say, thousands) that will differ in u-shapelet score only slightly, and in 

external quality metrics (e.g., Rand index) not at all. Thus, in order to obtain a high-quality 

clustering it is sufficient to find one of these “good enough” u-shapelets, a significantly 

easier task. 

DEFINITION 7: Let the best u-shapelet in the dataset have a gap score of nbest and the 

left part of its orderline contain a set of time series DA_best. We call a u-shapelet having a 

gap score ngood and containing the same set of time series on the left part of its orderline 

DA_good = DA_best as a good enough u-shapelet if it has the following property: there is no u-

shapelet candidate with a gap score of nany > ngood and left part of its orderline DA_any such 

that (DA_any ≠ DA_best). 

3.1.2 SAX Overview 

Symbolic Aggregate approXimation (SAX) [41] allows the transformation of a 

real-valued time series of any length n to a discrete string of length l, where 𝑙 ≪ 𝑛. This 

change of representation reduces not only the dimensionality of the time series, but, more 

critically for our application, the cardinality. This finite (and small) cardinality allows us 

to avail of algorithms defined only for discrete data, such as hashing. 

We denote a time series T, reduced to cardinality c and dimensionality d, as SAX(T)c,d. 

The first step towards obtaining a SAX word from a time series is to reduce the 

dimensionality of a time series via the Piecewise Aggregate Approximation (PAA), as 
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shown in Figure 20. After the PAA representation is obtained, it is then discretized into the 

symbolic representation.  

 

Figure 20: Representation of time series T (blue) in PAA (green/bold) converted into a SAX 

word, SAX(T)5,8 = {5,5,4,3,2,3,1,1}, with c = 5 and d = 8 

It is important to note that we do not convert the entire time series into one SAX word. 

We are not interested in the global properties of the times series, but in local subsequences. 

Therefore, we perform a subsequence extraction from the time series using a sliding 

window to convert each subsequence into an individual SAX word. The SAX 

representation of the time series will consist of a set of SAX words, as shown in Figure 21. 

 
Figure 21: Time series T converted into a set of SAX words, {5,5,5,2,3,2,2,1}, 

{5,5,4,3,3,2,2,1}, …, {4,2,5,5,3,1,2,1}, using a sliding window of length 64 

Our hashing algorithm presented in Section 3.2 uses a sliding window of the u-shapelet 

candidate’s length; thus, each time series in the dataset will be represented as a set of SAX 

words, whereas each u-shapelet candidate is represented as a single SAX word.  
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We can use SAX representations as proxies for the real-valued time series. However, 

it is important to preempt the discussion of an apparent solution to our problem. One might 

imagine that given this discrete, SAX version of our dataset, one could simply avail of one 

of the many algorithms developed by the bioinformatics community to approximately solve 

a variant of the NP-complete Distinguishing Substring Selection problem [24], a very close 

analogue of our current problem4. However, while it is possible to define a distance 

measure on the SAX words that lower bounds the Euclidean distance [41], it is possible 

(although rare) that two distinct strings could have a vanishingly small Euclidean distance, 

and that two identical strings could refer to time series with a large Euclidean distance. 

Nevertheless, as we shall show in Section 3.2.2, a SAX-guided search allows us to quickly 

find high-quality u-shapelets. 

3.2 Our Approach 

Speedup techniques based on SAX have been proposed for both motif discovery 

[41] and supervised shapelet discovery [53]. We exploit similar techniques of using 

hashing with randomized “don’t care” masks for unsupervised-shapelet discovery, but 

must consider some non-trivial modifications to the algorithms. 

3.2.1 Overview of SUSh Algorithm 

We are now in a position to explain the intuition that allows us to use hashing to 

efficiently find u-shapelets. 

                                                 
4 The Distinguishing Substring Selection problem is: given a set of “good” strings and a set of “bad” strings, create a string which is, 

under Hamming distance, “far” from the good strings but “close” to the bad strings [24]. Note that we are tasked with creating a string 
that may not exist in the dataset, whereas u-shapelets task us with finding a subsequence from within the data.  
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First, we converted the time series into a SAX representation using a sliding window 

of the u-shapelet candidate’s length. We expected similar time series to map to similar, but 

not necessarily identical strings. To increase the probability of similar time series mapping 

to the same symbolic representation, we randomly assigned some positions in the SAX 

word as “don’t cares,” an idea we adapted from the bioinformatics community [71][73], 

and generally called random masking.  

As shown in [53], the approach of using SAX with random masking is relatively 

insensitive to parameter choices. Thus, we adopted and fixed the parameters from [53], 

assigning the cardinality of SAX words to 4, the dimensionality to 16 and the number of 

rounds of random masking to 10 in all experiments. In extensive experiments (relegated to 

[70] for brevity) we confirmed that our algorithm is not sensitive to parameter choice. 

Figure 22 illustrates the result of applying random masking to identify similar 

subsequences from their SAX representation on the toy dataset we presented in Figure 18. 

The green subsequences Ś1 and Ś3, while near identical in the original space, have SAX 

representations that differ by a single symbol: SAX(Ś1)6,6={6,6,3,2,2,2}, while SAX(Ś3)6,6 

= {6,6,4,2,2,2}. It is this situation that prevents the direct application of solutions to the 

problem based on tests of string equality [24]. This is unavoidable for all cardinality 

reduction schemes though it is sometimes possible that a different choice of cardinality or 

dimensionality would have resulted in two identical strings. However by applying random 

masking we find that subsequences Ś1 and Ś3 often share their masked SAX representation 

(in the figure under the first mask, both Ś1 and Ś3 have the representation {*,6,*,2,2,2} and 
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under the second, {6,6,*,2,2,*}). As we apply more random projections we expect similar 

subsequences to collide more often. 

 

Figure 22: U-shapelet candidates, their original SAX representation (c = 6 and d = 6) and 

SAX words after two rounds of random masking of two symbols 

Obviously, u-shapelet candidates that share the exact same SAX word will always 

collide (u-shapelet candidates Ś2, Ś4 and Ś6 in Figure 22). However, for our purposes it is 

more important to find some subset of u-shapelet candidates that only appear in some time 

series in the dataset, but not in the majority of them. Consider u-shapelet candidate Ś8: 

under the 2nd random mask it will collide with four other candidates which makes the 

number of collisions highly variable. 

For supervised (“classic”) shapelets it would be sufficient to compute how often 

(under different random masks) each candidate appeared in each labeled class of time 

series and to choose those that appeared often in one class but not in another. However, as 

we do not have class labels, we cannot exploit this property, but we have discovered some 

other relationships discussed below. 
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First, the taxonomy presented in Section 3.1 tells us we can expect the u-shapelet 

candidates having too many or too few collisions to be stop-words or outliers, respectively. 

After several rounds of random masking were applied we counted how many time series 

had a subsequence sharing the masked SAX signature with each u-shapelet candidate. We 

filtered out all of the candidates that shared their SAX signature with most of the time series 

(i.e., stop-word u-shapelets) or with only a tiny fraction of them (i.e., outlier u-shapelets). 

Second, we have observed that the variability in the number of collisions for a SAX 

subsequence is a good predictor of the eventual quality of the corresponding u-shapelet. 

Figure 23 demonstrates the distribution of the maximum gap scores of u-shapelet 

candidates for each standard deviation range after we filtered out the outliers and stop-word 

u-shapelet candidates. This result is very suggestive, telling us we should compute the 

expensive gap scores in the order of the lowest variance first, and that this ordering can 

allow us to “early” abandon the search with little chance of missing the best u-shapelet. 

 

Figure 23: gray) Distribution of maximum values of gap score per interval. green) Mean and 

standard deviation of gap score values per interval 

Figure 24 illustrates how we count the number of time series sharing a masked SAX 

signature with each u-shapelet candidate we are testing. 
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Figure 24: For each u-shapelet candidate we count how many time series share the masked 

SAX signature with it (number of collisions). U-shapelet candidates having a low variability 

of the number of collisions are very likely to be better candidates 

Having sorted u-shapelet candidates as described above, we need to compute the gap 

score of some small fraction of first candidates. We will show empirically that it suffices 

to compute the gap score of less than 1% of u-shapelet candidates to find a “good enough” 

u-shapelet. Hashing and sorting can be performed very quickly; therefore, we can obtain a 

two orders of magnitude speedup. 

3.2.2 Algorithm for U-shapelet Discovery 

Given the intuition behind our approach, we are finally in a position to give a formal 

definition of Algorithm 4. 

Algorithm 4. GetU-shapelet(Data, sLen, projectionsNum) 

Input: Data: dataset; sLen: u-shapelet length 

Output: Ś: u-shapelet 

1: 

2: 

3: 

4: 

allUsh ← GetSubsequences(Data, sLen) 

ushList ← ConvertToSAX(allUsh) 

for i ← 1 to projectionsNum 

    randProjections ← GetRandomProjections(ushList) 

R.M.1 R.M.2 R.M.3 R.M.1 R.M.2 R.M.3 R.M.1 R.M.2 R.M.3

T1 1 1 1 1 1 1 1 1 1
T2 1 1 1 0 0 0 1 1 1
T3 0 0 0 … 1 0 0 … 1 1 1
T4 0 0 0 1 0 0 1 1 1

Sum: 2 2 2 3 1 1 4 4 4
Mean: 2 1.67 4

Std: 0 1.15 0

T1

Filtered out as mean 
is too high

Good candidate Not filtered out, but 
will be checked after 
those with lower std
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5: 

6: 

7: 

8: 

9: 

10 

11: 

12: 

13: 

14: 

15: 

16: 

    cCount (:, i) ← CountCollisions (randProjections) 

end for 

sMean ← mean(cCount, 1) 

[allUsh, cCount] ← Filter(cCount, sMean< lb | sMean> ub) 

order ← Sort (std(cCount, 2)),  allUsh ← allUsh(order) 

m ← size(allUsh)/fraction 

bsfGap← 0 

for i ← 1 : m 

    gap ← ComputeGap (allUsh(i)) 

    if gap > bsfGap then Ś ← allUsh(i) 

end for 

return Ś 

Line 1 extracts all subsequences of a given length from the time series in the dataset. 

In line 2 the subsequences are converted to SAX. Having obtained a SAX representation 

of all u-shapelet candidates, we hash their random projections (line 4) and then count the 

collisions on line 5. In line 8 we filter candidates that appear in too few or too many time 

series in the dataset under the majority of masks, as we have argued that such candidates 

are almost certainly outlier or stop-word u-shapelets, respectively. In line 9 the u-shapelet 

candidates that survived this pruning step are sorted by the standard deviation of the 

number of collisions (lower standard deviation first). After the u-shapelet candidates 

havebeen sorted we can begin to compute the gap score according to the algorithm 

proposed in [79]. We show the algorithm for the gap score computation in Algorithm 5. 

Here the algorithm is simply a direct implementation of Equation (3.1). 

Algorithm 5. ComputeGap(s, Data, lb, ub)  

Input: Data: dataset; s: u-shapelet candidate; lb, ub: lower/upper bound of 

reasonable # of time series in cluster 

Output: gap: gap score 

1: 

2: 

3: 

4: 

dis ← ComputeOrderline (s, Data),  gap ← 0 

for i ← lb to ub 

    DA ← dis ≤ dis(i), DB ← dis > dis(i) 

    if (lb ≤ | DA | ≤ ub) then 
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5: 

6: 

7: 

8: 

9: 

10 

        mA ← mean(DA), mB ← mean(DB) 

        sA ← std(DA), sB ← std(DB),  

        currGap ← mB - sB - (mA + sA) 

    if currGap > gap then gap ← currGap 

end for 

return gap 

Up to this point we have neglected to discuss the stopping criteria for the Algorithm 1. 

If we allow it to exhaustively search all candidates, it will still be faster than a naive brute 

force search because the filtering step in line 8 will generally have reduced the candidate 

set size. The fraction of data pruned depends on the dataset, but is typically at least 50%. 

If we exhaustively search the remaining items, our algorithm has the flavor of an anytime 

algorithm [74], as the “best-first” heuristic sorting in line 9 gives us the desirable 

diminishing returns property [74]. However, for simplicity we propose to simply stop 

searching after we have examined 1% of the original candidate size. This gives up a two 

order of magnitude speedup, and as we shall empirically show, produces results that are 

nearly indistinguishable from an exhaustive 100% brute force search. 

3.2.3 Justification of Our Approach for Gaining Speedup  

As we explained in Section 3.1.1, our goal is to find a “good enough” u-shapelet, 

not necessarily the best one. We do not know in advance how many “good enough” u-

shapelets can be found in the dataset, but if we assume that 0.1% of all u-shapelet 

candidates can be considered “good enough,” then the probability of finding at least one 

such candidate within the first 1% of candidates checked as a function of the number of u-

shapelet candidates is presented in Figure 25 as the blue/bold line.  
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Figure 25: Probability of finding a “good enough” u-shapelet after searching 1% of 

candidates 

Our speedup mechanism introduced in Algorithm 1 can be seen as having two related 

elements: discarding unpromising candidates (line 8) and sorting the remaining candidates 

by the most promising first (line 9). Here we consider just the utility of the former, as it 

may not be intuitive that simply discarding some unpromising candidates can produce 

significant speedup. In Figure 25, we show the effects of discarding 50%, 75% and 87.5% 

of the candidates, based on the probability of finding a good enough candidate after 

examining just 1% of the u-shapelet candidates. This plot shows that simply discarding a 

large fraction of the unpromising data makes a huge difference in the probability of early 

success.  

3.2.4 Clustering with U-shapelets 

We have discussed algorithms for u-shapelet search, but did not explain how to 

cluster the time series given that we found a good enough u-shapelet(s). 

3.2.4.1 State-of-the-art Algorithm Overview 

In the initial work on u-shapelets, Zakaria et al. [79] suggested the use of a modified 

k-means algorithm. At each step (i.e., with each u-shapelet discovered) they added the 

orderline of the u-shapelet to the collection of previously discovered u-shapelets’ 
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orderlines, and gave this collection to the k-means algorithm. Thus, the input to the k-

means was not the subsequences of the time series, but the distances of each time series to 

each of the u-shapelets extracted. At each step they analyzed whether a newly-added u-

shapelet’s orderline affected the clusters assigned by the k-means. The u-shapelet 

extraction stopped when the clusters of time series did not change with the addition of new 

u-shapelets’ orderlines. This approach has a drawback: it requires the explicit specification 

of the number of clusters k. We would like to provide an approach that allows the algorithm 

to decide how many clusters the data have (though it is possible to specify the number of 

clusters if this information is available).  

3.2.4.2 Algorithm for Clustering with U-shapelets 

In contrast to [79], we do not use k-means to assign time series to clusters. We 

iteratively split the data with each discovered u-shapelet: we consider the left part of the u-

shapelet’s orderline to be a separate cluster; thus, we remove the time series of the part DA 

of the u-shapelet’s orderline and continue a new u-shapelet search with the rest of the data. 

This approach is a direct implementation of the u-shapelet definition: u-shapelets separate 

time series in the dataset by the sdist to this u-shapelet. Thus, time series having a small 

sdist will form a cluster, as depicted in Figure 4. As a stopping criterion for the number of 

u-shapelets extracted we examine the decline of the u-shapelet gap score: we stop when 

the gap score of the newly-found u-shapelet becomes less than half of the gap score of the 

first discovered u-shapelet. In essence, this may be regarded as a form of heuristic “knee-

finding” [59]. 
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3.3 Experimental Evaluation 

To ensure reproducibility we created a webpage with all datasets and code used in 

this work [70]. In addition, the site contains supplementary results and multimedia to 

demonstrate the utility of our ideas.  

Our empirical evaluation has the following goals: 

 Thus far, only a single paper has shown the utility of u-shapelet clustering [79]. Here 

we provide significant additional evidence of their utility.  

 We demonstrate that our algorithm is two orders of magnitude faster than the current 

state-of-the-art, while producing results that do not differ in external evaluation metrics 

(i.e., the Rand index). 

We take great care to be fair to rival methods. This is often difficult, since many 

methods in the literature are not even defined for datasets unless all time series are of the 

same length. Indeed, bypassing this significant limitation is one of the main advantages of 

u-shapelets. While [32] argues forcefully that this “equal-length” assumption is 

unwarranted for most real-world problems and has led to “unwarranted optimism” about 

the performance of algorithms in the related task on classification, we make the effort to 

consider such datasets here. In order to assess the quality of clustering with a certain u-

shapelet we need to have some metric to compare clusterings to the ground truth. We use 

the Rand index, which essentially indicates what fraction of data was clustered correctly. 

3.3.1 Speedup Evaluation 

An overview of the datasets is presented in Table 3. For addition details and the 

data itself we refer the interested reader to the project’s supporting page [70]. 
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Table 3: Dataset Information 

Dataset Source TS # TS length Classes # 

Trace [36] 200 275 4 
PAMAP [56] 345 500 7 
Birds(all) [76] 177 500 2 

AMPds [46] 400 400 2 
ECG_PVC [22] 166 144-698 2 

ECG_APB [22] 164 140-699 2 
ECG_RT [22] 126 146-700 2 

We begin by comparing the original brute force algorithm with the proposed SUSh 

algorithm on the 7 datasets. The results are presented in Table 4. It is clear that our approach 

to ordering allows discovering good u-shapelet candidates much more quickly than 

computing all candidates’ gap scores. The mean speedup is 73.4; it varies because of the 

properties of the datasets. If the data are noisy (as is the case with PAMAP, Birds and 

Trace) datasets, the random masking produces many collisions that have to be counted. 

With less noisy data similar subsequences have a higher chance of sharing their SAX 

representation; thus, random masking produces fewer new collisions that must be counted.  

Table 4: Running Time and Speedup 

Dataset Brute force time (hours) SUSh time (min) Speedup 

Trace 1.89 1.76 64.4 

PAMAP 13.65 16.23 50.5 

Birds(all) 1.36 1.26 64.5 

AMPds 9.37 6.89 82.9 

ECG_PVC 1.68 1.37 73.6 

ECG_APB 1.21 0.77 94.1 

ECG_RT 0.82 0.59 83.8 

In Table 5 we present the Rand index for clustering using the u-shapelet found by brute 

force and SUSh. It is clear that our claim that our approach produces essentially the same 

quality of clustering as the exhaustive brute force approach is borne out. 
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Table 5: Rand Index 

Dataset k-means (true clusters #) Brute force SUSh 
Trace 0.75 1 1 

PAMAP 0.75 0.92 0.92 
Birds(all) 0.77 0.97 0.97 

AMPds 0.66 0.78 0.78 
ECG_PVC Not defined 0.98 0.98 
ECG_APB Not defined 0.97 0.97 

ECG_RT Not defined 0.95 0.95 

3.3.2 Case Study: Physical Activity Dataset 

The PAMAP project (Physical Activity Monitoring for Aging People) aims to 

monitor physical activity of elderly people [56]. As shown in Figure 26, the data is 

comprised of signals from accelerometers located on the subjects as they performed 

different activities. 

 

Figure 26: Examples of all types of outdoor activities from x-accelerometer located at the 

foot position 

The subjects recorded their activities as a single performance, resulting in data that is 

one long multidimensional time series where each activity was weakly labeled. In other 

words, for each time frame, what the subject was supposed to do was annotated without 

looking at the data itself. Thus, the data may contain various transition stages (e.g., a part 

of a time series labeled “cycling” may contain regions of unlocking a bike and walking it 
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to the street, etc.). For simplicity we considered data only from a single sensor (the x-axis 

accelerometer on the foot). We extracted sections of 500 data points or 5 seconds long 

“blindly”: we did not examine the data for the most typical or noise-free regions. We 

considered 345 such time series of length 500 from the same subject. 

U-shapelet clustering gives a Rand index of 0.92. k-means clustering, with k = 7 (the 

true number of clusters) gives us a Rand index of 0.75. We further considered clustering 

the data using several variants of the Fourier methods proposed in [34]. The best of these 

methods obtained a Rand index of 0.88, significantly less than u-shapelets. The order-

dependent state-of-the-art approach fails to cluster the data because the first time series in 

the dataset mostly represents a transition stage and it is not possible to extract a u-shapelet 

from it [79]. If we “fix” this algorithm by making it examine every time series in the dataset 

(not just the first), then its Rand index is essentially the same as our approach, but it then 

takes more than 30 hours, as opposed to just 16 minutes using our method. Note that our 

experiments are focused on showing we can reduce the relative time by two orders of 

magnitude. Our absolute times may seem less impressive, but by porting to a lower-level 

language and availing of (orthogonal to our contributions) additional speedup techniques 

[50], we believe a further two orders of magnitude are obtainable. In any case, even in this 

case we clustered the data more quickly than it was collected (i.e., we clustered 28.7min of 

data in 16min). 

3.3.3 Case Study: Bird Calls 

We investigated the utility of our u-shapelet discovery algorithm for separating 

distinct bird songs. We considered several recordings from [76], some containing songs of 
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the white-crowned sparrow (examples of data presented in Figure 2) and the remainder 

containing other miscellaneous species or background noise. As in Figure 2, we converted 

the sounds into MFCC space and used the 2nd coefficient. We fixed the number of time 

series containing white-crowned sparrow songs and added increasing amounts of the 

background noise dataset. To allow comparison with k-means, we made all of the time 

series of equal length (500 data points) and aligned sparrow song snippets by hand. The 

results of clustering with k-means and u-shapelets are presented in Figure . It can be clearly 

seen that the addition of spurious data hurts k-means clustering, whereas u-shapelets 

separate bird songs essentially with the same quality regardless of the presence of spurious 

data. In essence, this was the claim we made in discussing Figure 4. 

 

Figure 27: Rand index for k-means clustering (blue) and clustering with u-shapelets (green). 

Spurious data addition does not hurt the quality of clustering with u-shapelets (averaged by 

10 random runs) 

3.3.4 Comparisons to Rival Methods 

Recall that this paper’s contribution is making u-shapelet discovery tractable; we 

are not presenting a novel clustering technique per se. However, since there is currently 

only one work showing the utility of u-shapelets, we will take the time to compare to some 

existing methods. In order to be scrupulously fair to rival methods, we compare directly to 
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the results in the original papers, without reimplementing (and possibly “crippling”) the 

algorithms, and we test only on data the original authors chose to showcase in their work. 

In [40] the authors introduce a clustering method called CLDS (complex-valued linear 

dynamical systems), and note that the “approach produces significant improvement in 

clustering quality, 1.5 to 5 times better than well-known competitors on real motion capture 

sequences.” The method is hard to summarize, involving graphical models, Kalman filters 

and a complex-fit EM algorithm, so we refer the interested reader to the original paper [40]. 

The authors demonstrate the utility of their work on the publicly available MOCAPANG-

Subject-35, right-foot-marker dataset. Unlike u-shapelets, their method is not defined for 

time series with different lengths, so they manually trim the data to the same length. The 

evaluation method is based on the conditional entropy, and they manage to score 0.1015. 

This metric is not as intuitive as, say, the Rand index; however, suffice it to say that smaller 

is better, and their score is better than random guessing. In contrast, we ran u-shapelets on 

the same dataset, and achieved a Rand index of 1 (a perfect score), and a conditional 

entropy of zero. Thus, on this dataset we are more accurate than the rival method, and more 

general (we did not need to trim sequences).  

The authors of [3] also deal with only a part of the data in the time series. They propose 

a clustering approach for the time series based on the similarity of only some fragments in 

the time series, ignoring the rest of the data. Our u-shapelet discovery algorithm was able 

to identify the synthetically implanted trends in their synthetic dataset and performed the 

correct clustering. 
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3.4 Conclusions 

Two decades ago, Timmer et al., working on one of the first practical applications 

of time series clustering, noted that: “The crucial problem is not the classifier, but the 

selection of well-discriminating features.” [72]. In essence, this is what u-shapelets are. 

However, rather than use statistical features such as entropy or the zero-crossing rate, u-

shapelets use subsequences from the data itself as the discriminating features. We have 

demonstrated the utility of u-shapelets in diverse datasets and proposed the techniques that 

make u-shapelet discovery tractable, thus allowing its application to much larger datasets. 

Our somewhat arbitrary “examine only a special 1% of the data” rule heuristic does 

empirically give us the same accuracy as brute-force algorithms. 

 

 



 68 

Chapter 4.  Efficient Long-Term Degradation Profiling in 

Time Series for Complex Physical Systems 

The long term operation of physical systems inevitably leads to their wearing out, 

and may cause degradations in performance or the unexpected failure of the entire system. 

To reduce the possibility of such unanticipated failures, the system must be monitored for 

tell-tale symptoms of degradation that are suggestive of imminent failure. In this work, we 

introduce a novel time series analysis technique that allows the decomposition of the time 

series into trend and fluctuation components, providing the monitoring software with 

actionable information about the changes of the system’s behavior over time. We analyze 

the underlying problem and formulate it to a Quadratic Programming (QP) problem that 

can be solved with existing QP-solvers. However, when the profiling resolution is high, as 

generally required by real-world applications, such a decomposition becomes intractable 

to general QP-solvers. To speed up the problem solving, we further transform the problem 

and present a novel QP formulation, Non-negative QP, for the problem and demonstrate a 

tractable solution that bypasses the use of slow general QP-solvers. We demonstrate our 

ideas on both synthetic and real datasets, showing that our method allows us to accurately 

extract the degradation phenomenon of time series. We further demonstrate the generality 

of our ideas by applying them beyond classic machine prognostics to problems in 

identifying the influence of news events on currency exchange rates and stock prices. We 

fully implement our profiling system and deploy it into several physical systems, such as 

chemical plants and nuclear power plants, and it greatly helps detect the degradation 

phenomenon, and diagnose the corresponding components. 
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The rest of this chapter is organized as follows. In Section 4.1 we provide our 

detailed scheme and problem formulation. Section 4.2 gives optimization techniques to 

efficiently solve our problem. Section 4.3 presents the conducted experiments. The related 

work is presented in Section 0. We conclude this chapter in Section 4.5. 

4.1 The Aging Profiling Algorithm 

In this section, we describe our approach for aging profiling in time series data. 

First, we present the formal definition of the problem. Then, we form the objective function 

and formulate it to a Quadratic Programming Problem, a subclass of the convex problems 

whose optimal solution can be obtained with existing solvers. After that, we present the 

scoring functions to rank the aging severity of the input time series and the confidence level 

of our system. 

4.1.1 Problem Statement 

In physical and other complex systems, the monitored signals (time series) 

generally are a mixture of aging phenomena, system operational signals, and noises. Our 

goal is to extract and profile the aging components/phenomena/signals out of the given 

time series. The aging extraction problem can be defined as follows: given an input time 

series of length T, s ∈ RT×1, we want to decompose it into the following terms: 

s =  x𝑎  +  x𝑓 , 

where x𝑎  is the aging term and x𝑓 is the fluctuation term. Illustration of the desired 

decomposition is presented in Figure 28. 
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Figure 28: The desired decomposition of a time series to extract the aging trend: the clear 

separation of the two components – the aging trend and the fluctuation term 

We require the trend component to be monotonic – either non-increasing or non-

decreasing5, and the fluctuation term to be flat, i.e., stationary, to make sure it does not 

interfere with the aging trend. Having this problem statement, we formulate our problem 

into an objective function optimization in the following section. 

4.1.2 Quadratic Programming Formulation 

To ensure that the trend xa is monotonic, we can simply write the constraint of the 

objective function as 

x𝑎(𝑡) ≤  (𝑜𝑟 ≥)x𝑎(𝑡 +  1). 

To make the fluctuation term stationary and do not have the mean change over the 

time, we segment the time series, and ensure the mean value difference of each segment to 

be as small as possible. More specifically, given a time series, we partition it into K 

segments, each having mean value mk, k = 1,2,...,K. Then, we minimize the difference 

                                                 
5 For other aging behaviors, such as frequency or variance change, they can always be transformed to value 

change and modeled as monotonic signals. 

Aging term Fluctuation term

Monotonic 

function

Non-monotonic function 

with zero-mean shift
Clear separation

Original Time Series



 71 

between mean values of each pair of the segments to ensure flatness of the fluctuation term 

over time as: 

min ∑(𝑚𝑖 −𝑚𝑗)
2𝐖𝑖𝑗

𝐾

𝑖,𝑗=1

 

Here W is a weight matrix, each entry Wij of which specifies the weight we want to 

assign in order to minimize the mean difference between the segment pair mi and mj. If W 

is set to be all 1’s, then all the segments have equal weight. In practice, to ensure the long-

term mean change being minimized, we can increase weights when the distance of the 

segment pair increases (e.g., linear growth of the weight based on the distance between 

segments mi and mj). In this way, the farther the two segments are apart from each other, 

the more weight is given to minimize their mean difference. 

We formulate the objective function of the optimization problem as minimizing the 

reconstruction error ‖s − x𝑎 − x𝑓‖
2
 and ensuring flatness of the fluctuation term over time 

(Equation (4.3)), which is subject to the following constraints: (1) monotonicity constraint 

and (2) non-negativity constraint. The monotonicity constraint can be represented using 

Equation (4.2). The non-negativity constraint means that the extracted aging trend and 

fluctuation term must have only non-negative values. It assumes that the original time 

series has only non-negative values as well, but if it is not the case it can be easily shifted 

up by summing up the original values with the absolute value of the minimum (negative) 

value of the time series. Combining this with Equations (4.2) and (4.3), the whole objective 

function can be written the following way: 
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min‖s − x𝑎 − x𝑓‖
2
+ ∑(𝑚𝑖 −𝑚𝑗)

2
𝐖𝑖𝑗

𝐾

𝑖,𝑗=1

    

s.t. x𝑎(𝑡) ≤  (𝑜𝑟 ≥)x𝑎(𝑡 +  1), ∀𝑡=1,2,… ,𝑇−1,  
x𝑎 ≥ 0, x𝑓 ≥ 0 



However, Equation (4.4) cannot be solved in the form presented above. We now 

transform it to a Quadratic Programming formulation whose optimal solution can be 

obtained. We begin with rewriting Equation (4.3), the flatness objective. For each of the 

segments mi, we define an indicator vector ei as follows: 

e𝑖 = [0, 0, … , 0,⏟      
1st seg

  0, 0, … , 0,⏟      
2nd seg

… ,  
1

𝑙
,
1

𝑙
, … ,

1

𝑙
,

⏟      
ith seg

  0, 0, … , 0,⏟      
Kth seg

]

T

 

 

where l is the length of the segment. We let  

E = [e1, e2,...,eK]T, 

and then such flatness objective (Equation (4.3)) can be written as 

min x𝑓
T(𝐄T𝐋𝐄)x𝑓 

 

where L = D − W and D = diag(W ∙ 1). 

After that, in Equation (4.4), we replace the original form of the flatness objective 

with its new form in Equation (4.6) and obtain the following formulation: 
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min‖s − x𝑎 − x𝑓‖
2
+   λ ∙ x𝑓

T(𝐄T𝐋𝐄)x𝑓  

s.t. x𝑎(𝑡) ≤  (𝑜𝑟 ≥)x𝑎(𝑡 +  1), ∀𝑡=1,2,… ,𝑇−1,  
𝑥𝑎 ≥ 0, 𝑥𝑓 ≥ 0 



Then, we rewrite Equation (4.2), the monotonicity constraint. We define 

x = [x𝑎
T, x𝑓

T]T, E2 = [I, I], E1 = [0, I], where I is a T × T identity matrix. We define matrices 

B and C as follows: 

𝐁 =  [

1 −1
1 −1

…
1 −1

], 𝐂 = [𝐁, 𝟎𝑇−1×𝑇−1]. 

Under such a definition, the monotonicity constraint can be written as 

Cx ≥ 0, 

and the non-negative constraints can be written as 

(4.8

) 

x ≥ 0. (4.9

) 

We further rewrite the objective function in Equation (4.7) and obtain its form as 

follows: 

min xT(𝐄𝟐
T𝐄𝟐 + λ𝐄𝟏

T𝐄𝐓 𝐋𝐄𝐄𝟏)x − 2(𝐄𝟐
T𝐬)

T
x  

s.t.                                                      Cx ≥  0,  
x ≥ 0 



Now, the Equation (4.10) has a form of a Quadratic Programming optimization 

problem. Later in Section 4.2 we propose an efficient optimization method to solve this 

problem. 

4.1.3 Scores of Aging Severity and Confidence 

We decompose a given time series into the aging part (trend) and the fluctuation 

part. During the decomposition, the reconstruction error is introduced, and thus, the 

confidence of such decomposition must depend on the value of the error. We use scores to 
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assess the severity of the aging as well as the confidence our tool provides. Essentially, the 

aging score can be described by the slope of the aging trend, while the confidence score 

depends on the closeness of the slope of the extracted aging trend to the slope of the original 

time series. We tune two sigmoid functions to quantify the two scores. For the aging score, 

we use the slope of the extracted aging trend as the input of the sigmoid function that gives 

a value from 0 (no aging expressed) to 1 (severe aging). For confidence score, we use the 

difference ratio between the slope of the original time series and the slope of the extracted 

aging trend, i.e., (ori._slope− ext._slope)/ori._slope, as the input. The higher the ratio is, 

the lower the confidence score will be. The two scoring functions can be flexibly tuned 

according to different application requirements. For example, for five-year monitoring of 

a physical system, we can pre-tune aging score to give 0 for zero-slope aging trend, while 

giving 1 when the slope is greater than 0.015, as shown in Figure 29.left). The confidence 

score function can be tuned so that it scores 1 when the ratio is 0, while it scores 0 when 

the ratio is close to 1, as shown in Figure 29.right). 

 

Figure 29: left) Aging score sigmoid function. right) Confidence score sigmoid function 

To summarize, the design of the aging profiling system is illustrated in Figure 30. 
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Figure 30: The system overview. A time series is decomposed into the aging and fluctuation 

terms. Based on the aging term we obtain the aging score (ranking) and the confidence 

score for it 

4.2 Solving Problem (4.10) Efficiently 

We formulate the underlying aging profiling problem to a QP problem. However, 

the general QP-solvers are used for a wide range of purposes and are considerably slow, 

especially for large time series (e.g., more than 1000 data points). Essentially, finding a 

solution for a time series of 1000 data points is equivalent to solving a system of equations 

with 1000 variables, which is very computationally costly, and thus, is not tractable. 

In this section, we aim to reduce the computational cost and provide a tractable 

solution for reasonably long time series. Our idea is to further rewrite the QP formulation 

in Equation (4.10) to eliminate the monotonicity constraint and only keep the non-

negativity constraint to make the problem much easier to solve. 

4.2.1 Non-negative Formulation 

We observe that monotonicity constraint expresses the fact that the difference 

between two neighboring elements is non-negative6. Based on the observation, we 

                                                 
6 In case of non-increasing sequence every preceding element is greater or equal to the following, and in 

case of non-decreasing sequence, vice versa, each following element is greater or equal to the preceding 

one. 
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introduce a transition variable x̅𝑎, and change the problem statement to the following way: 

instead of using xa as a part of the variables, we can use the following surrogate x̅𝑎 as the 

variable, which satisfies the equality  

x𝑎(1) = x̅𝑎(1) 

x𝑎(2) = x̅𝑎(1) + x̅𝑎(2) 

… 

x𝑎(𝑘) = x̅𝑎(1) + x̅𝑎(2) + ⋯+ x̅𝑎(𝑘). 

In other words, the first element in x̅𝑎 is equal to the first element of xa, and the 

remaining elements in x̅𝑎 represent the difference between two neighboring elements of xa. 

The relationship between xa and x̅𝑎 can be written in the following way: 

x𝑎 = ∆x̅𝑎 

where ∆ = ∆− if the trend is non-increasing, while ∆ = ∆+ if the trend is non-decreasing 

∆−= [

1
1 1
…
1 1 … 1

]         (4.12) 

∆+= [

1
1 −1
…
1 −1 … −1

]         (4.13) 

An example of a trend xa and its difference values x̅𝑎 is illustrated in Figure 31. 

 

Figure 31: left) Aging trend xa and (right) its difference values �̅�𝒂 
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We let x = [x𝑎
T, x𝑓

T]T. By using this transform, we can merge the monotonicity 

constraint Cx ≥ 0 in Equation (4.8) and non-negative constraint x ≥ 0 in Equation (4.9) to 

just one constraint: 

x̅ ≥ 0. 

We let �̅�2 = [∆  𝐈]. The original QP problem in Equation (4.10) can be written in the 

following form with the only one constraint: 

min x̅T(�̅�𝟐
T�̅�𝟐 + λ𝐄𝟏

T𝐄𝐓 𝐋𝐄𝐄𝟏)x̅ − 2(�̅�𝟐
T𝐬)

T
x̅  

s.t.                                                           x̅ ≥ 0 


We further define 

Q =(�̅�𝟐
T�̅�𝟐 + λ𝐄𝟏

T𝐄𝐓 𝐋𝐄𝐄𝟏)  

𝐜 = �̅�𝟐
T𝐬 



then the problem can be written as a simple non-negative QP problem: 

min x̅TQx̅ − 2cTx̅  
s.t.               x̅ ≥ 0 



After solving Equation (4.17), the obtained aging trend xa can be recovered with x̅𝑎  

as it is shown in Equation (4.11). The next section shows that indeed such a non-negative 

QP problem can be solved much more efficiently than a general QP problem. 

4.2.2 Avoiding General QP-solver 

The advantage of using the non-negative QP formulation is that it makes the 

structure simpler, since non-negativity constraints are much easier to handle than linear 

inequality constraints. Typically they lead to closed-form iterations that can be computed 

very efficiently. For example, the multiplicative update studied in [62] can be used to 

obtain the solution. Let Q+ and Q− be defined as 
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Q𝑖𝑗
+ = {

Q𝑖𝑗 , Q𝑖𝑗 ≥ 0

0, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
  Q𝑖𝑗

− = {
|Q𝑖𝑗|, Q𝑖𝑗 < 0

0, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
     (4.18) 

Then, the update can be written as  

x̅𝑖+1 ← x̅𝑖

[
 
 
 −c𝑖 +√c𝑖

2 + 4(Q+x̅)𝑖(Q−x̅)𝑖

(2Q+x̅)𝑖
]
 
 
 

, 

where xi is the vector x obtained after i iterations. 

A good initialization can improve convergence. One can use |(Q−1c)| suggested in 

[62] as the starting solution. To compute Q−1, one can use low-rank approximation 

techniques which is linear complexity. 

This avoids using general QP-solvers that are typically designed for general 

purpose formulations with both linear and nonlinear constraints, and thus, makes the 

solving process much more efficient. A comprehensive comparison between solving 

efficiency using general QP-solvers and the proposed method is later shown in Section 

4.3.1.3. 

4.2.3 Formal Algorithm Definition 

The formal presentation of our algorithm for time series decomposition can be 

found in Algorithm 6. In the algorithm, the first step is to check the slope of the input time 

series and decide if ∆+ or ∆− should be used. Then, the next step in line 7 is to compute Q 

and c according to the Equation (4.16). In line 8, we assign initial value of �̅�𝒂 to be |(Q−1c)|. 

After that, we execute the iterative updates until the difference between objective function 

values becomes less than ϵ, e.g., 0.001. In line 16, we split the �̅�𝒂 into its two components 

– the aging trend difference values and the fluctuation term, and recover the aging trend by 
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multiplying ∆ by �̅�𝒂 in line 17. The algorithm returns the extracted aging trend and the 

fluctuation term. 

Algorithm 6. The aging profiling algorithm 

Notations:  
s: input time series of length T 

xa: aging trend (array of length T) 

xf: fluctuation term (array of length T) 

�̅�𝒂: difference values of aging trend xa 

x: concatenation of aging trend and fluctuation term, x = xa + xf 

�̅�: concatenation of 𝒙𝒂 and xf 

∆: transform matrix from �̅�𝒂 to xa 

ϵ: small value used as an algorithm stopping criterion 

1: 

2: 

3: 

4: 

5: 

6: 

7: 

8: 

9: 

10: 

11: 

12: 

13: 

14: 

15: 

16: 

17: 

18: 

Check the slope of s 

if slope is negative then  

    ∆= ∆− 

else 

    ∆= ∆+ 

end if 

Compute Q, c 

�̅�𝒂 = |Q
−1c| 

fold = 0, difference = Infinity 

while difference > ϵ do 

    Compute 𝒙 by (4.19) 

    fnew = �̅�TQ�̅� − 2cT�̅� 

    difference = |( fold - fnew)| 

    fold = fnew 

end while 

�̅�𝒂 = 𝒙[1: 𝑇], 𝑥𝑓 = �̅�[(𝑇 + 1): 2𝑇] 

xa = ∆𝒙𝒂 

return xa and xf 

4.3 Experiments 

We have fully developed our aging profiling system and deployed it into several 

physical systems, such as chemical plants and nuclear power plants in Japan. In this section, 

we first evaluate the aging profiling accuracy, computational complexity, and the intuition 

of the parameter tuning of the scheme by applying it to synthetic datasets with different 
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properties. Then, we demonstrate the good profiling and diagnosis performance by 

applying it to the real-world data collected from one of the systems it is deployed in. 

4.3.1 Synthetic Data with Different Properties 

We generate synthetic data that covers time series with different properties in trend, 

seasonality, and noise. For trend component, we generate three types of aging trends: no 

trend, linear trend, and nonlinear trend. Figure 32 summarizes trends that are used in the 

synthetic data generation. Essentially, to generate a linear trend, we applied the slope in the 

whole length of time series. For a nonlinear trend, its first half is a flat line (no trend), and 

the non-linear curve starts in the middle of the time series. We intentionally generate the 

nonlinear trend this way to test whether our scheme can detect the starting point of the 

aging. Moreover, all the generated trends are very small (can be seen from their slope 

values) in order to ensure that the aging trend is not obvious or visible by eyes. 

 

Figure 32: Trends used in synthetic data generation 

The fluctuation terms are built according to the following scheme: 

• sine wave: sin(aπt), a = [1/16, 1/8, 1/4, 1/2, 1], 

• noise: b ∗ rand(0,1), b = [1/4, 1/2, 1, 2, 4], 

• combination of noise and sine wave: sin(aπt)+b∗rand(0,1). 
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Combinations of possible trends and fluctuations give nine families of time series, 

presented in Figure 33. In total, we generated 385 synthetic time series, each containing 

5000 points. The next section explains parameter setup for the experiments and their 

justification. 

 
Figure 33: Synthetic Data Examples 

4.3.1.1 Robustness to Different Parameter Values 

As a careful reader could notice, our model has several parameters, namely λ, K, 

and W. λ balances the minimization weights between reconstruction error and flatness of 

the fluctuation term. K controls the resolution of the flatness of the fluctuation term. W 

adjusts the weights in the fluctuation term and can be set to linearly increase depending on 

the distance between the pairwise segments (e.g., 1,2,3,...). 

To evaluate the effect of different parameter values, we list a range of values for 

each parameter and try all the combinations to all the synthetic time series. In Table 6, for 

each time series, we record the best and worst profiling accuracies that are the minimum 

and the maximum values of the distances between the estimated and actual trends 
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normalized by the time series length. As we can observe, the difference between the 

reconstruction results is not significant. Thus, our system is not sensitive to the values of 

the parameters. In practice, based on our extensive experiments, we suggest to set λ = 0.1 

and K = 5. 

Table 6: Best and Worst Reconstruction Results 

Family Slope (C) Best Worst Difference 

Linear 0 0 0.0094 0.0094 

Linear 5.0E-04 0.0005 0.0081 0.0077 

Linear 1.0E-03 0.0007 0.0076 0.0068 

Linear 1.5E-03 0.0009 0.0077 0.0068 

Linear 2.0E-03 0.0011 0.0093 0.0082 

Linear 2.5E-03 0.0014 0.0116 0.0102 

Quadratic 4.8E-05 0.0002 0.0095 0.0092 

Quadratic 2.4E-04 0.0009 0.0093 0.0083 

Quadratic 4.8E-04 0.0015 0.0090 0.0075 

Quadratic 2.4E-03 0.0040 0.0135 0.0095 

Quadratic 4.8E-03 0.0048 0.0183 0.0135 

4.3.1.2 Aging Profiling Accuracy 

To evaluate the decomposition quality, we compute the Euclidean distances 

between the extracted and actual trends. We compare our method with Singular Spectrum 

Analysis (SSA), Moving Average (MA), and Wavelet. Table 2 presents the results of the 

comparison.  

Table 7: Euclidean distance between actual and extracted trends 

Family Slope (C) Ours SSA SMA Wavelets 

Linear 0 0.0004 0.0036 0.0158 0.0112 

Linear 5.0E-04 0.0005 0.0034 0.0157 0.0112 

Linear 1.0E-03 0.0008 0.0034 0.0160 0.0115 

Linear 1.5E-03 0.0010 0.0034 0.0160 0.0116 

Linear 2.0E-03 0.0012 0.0036 0.0158 0.0117 

Linear 2.5E-03 0.0015 0.0035 0.0157 0.0119 
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Quadratic 4.8E-05 0.0004 0.0033 0.0157 0.0111 

Quadratic 2.4E-04 0.0010 0.0035 0.0158 0.0111 

Quadratic 4.8E-04 0.0017 0.0037 0.0158 0.0111 

Quadratic 2.4E-03 0.0070 0.0055 0.0159 0.0124 

Quadratic 4.8E-03 0.0099 0.0068 0.0161 0.0146 

From this table we can see that our method performs best among the majority of 

the compared schemes with the smallest error between the extracted trend and the ground-

truth trend. Especially when the slope is small and the aging phenomenon is tiny, our 

method performs about 10 times better SSA and 30 betters than SMA and Wavelets. 

Moreover, although in two cases our method gets higher error than SSA, the aging trend 

extracted by our scheme is monotonic and satisfies the nature of the aging behavior, while 

SSA, SMA or Wavelets does not have such advantage as they have no monotonic constraint 

in extracting the trend. A comparison of extracted slopes with our method and actual trends 

is shown in Figure 8, which demonstrates how the extracted trends correspond to the actual 

trends. 

 
Figure 34: The slopes of the actual and extracted trends 
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In addition, Figure 35 demonstrates an example of outputs from our tool. From this 

figure, we can see our profiling scheme accurately detects and profiles the aging shape of 

the input time series. 

 
Figure 35: The examples of graphical output of our tool. The left column is a set of time 

series without aging; the center column is a set of time series with linear trends; the right 

column is the time series with quadratic trends starting from the middle. In each plot, the 

first row shows the original time series (in black), its reconstructed curve (in red), and its 

actual trend (in blue). The second row shows the actual (in black) and extracted (in blue). 

The bottom row shows the reconstruction error of the whole time series 

4.3.1.3 Computational Complexity 

Any algorithm that utilizes iterative updates opens a question on how fast it 

converges upon a solution. This answer depends on the choice of ϵ that satisfies the 

accuracy of the results and gives a reasonable speed of computation. For all our 

experiments we fixed ϵ value to be 0.001, and set the initial values for the solution to be 

(a) No Aging, Sine (b) Linear Aging, Sine (c) Nonlinear Aging, Sine

(d) No Aging, Noise (e) Linear Aging, Noise (f) Nonlinear Aging, Noise

(g) No Aging, Sine+Noise (h) Linear Aging, Sine+Noise (i) Nonlinear Aging, Sine+Noise
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|(Q−1c)|. Figure 36 shows the average convergence speed for time series with 300 data 

points. From this figure, we can see that the algorithm converges within about 60 iterations. 

 
Figure 36: Convergence speed for time series length of 300 data points 

To compare the efficiency of the original formulation solved with QP-solvers and 

the optimized non-negative QP formulation with iterative updates (named No QP-solver), 

we run load tests for different length of time series and plot the execution time for time 

series with length from 500 to 5000 in Figure 37. The running time is based on a PC with 

CPU i7-920 3.0GHz with 8 cores7. From this figure, it is obvious to see that our approach 

outperforms general QP-solver based technique, and its speed is about 30 times faster than 

general QP-solvers. Please note that, since our goal is to capture long-term degradations in 

physical systems, we do not need a very fine granularity and usually 2000 points is enough 

for 5-years of monitoring data. 

                                                 
7 The algorithm can be easily parallelized along multiple time series, as there is no need of memory sharing between 

different time series. 
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Figure 37: Solution time for QP-solver and without QP-solver 

4.3.1.4 Aging Trend Ranking and Confidence Score 

We use sigmoid functions to define the aging and confidence scores shown in 

Figure 29. The aging scores of time series with different slopes of trends are shown in 

Figure 38. From this figure, we can see that the aging score computed based on the 

extracted aging trend highly correlates with the slope value of the actual aging trend. 

 

Figure 38: Aging Score Values 

Similarly, the confidence scores presented in Figure 39 show the closeness of the 

slopes of the original time series and the extracted trend. From this figure we can see that 

Time series length

S
e
c
o
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when the slope of the actual trend is greater than 0.001, our scheme can have a confidence 

score higher than 0.99. 

 

Figure 39: Confidence Score Values 

4.3.2 Case Study with Real-World Data 

In this section, we evaluate the profiling performance of our method using real-

world datasets collected from sensors in a manufacture system of a chemical plant. 

We deploy our profiling system to 8 chemical plants, and collect time series that 

contain more than 2000 sensors. The sensors are distributed to monitor pressures, 

temperatures, water flows and sound frequencies of the system. The data has more than 

20,000 points, which includes 6 years of monitoring of the system to make sure it captures 

aging behavior, if any. Since we only focus on long term behavior, we sample 800 points 

for each time series and index them using integers from 1 to 800. 

After deployment, we run our system on all the collected time series and list the top 

9 sensors, showing both strong aging behavior and confidence score, in Table 8. We also 

plot their original time series and extracted aging curves in Figure 40. From this figure, we 

can see that the system parts start to have aging behavior at around 80th, 290th, 580th 
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points. This is confirmed with domain experts that operate the systems. At around these 

three points, the pipes of the system that the 9 sensors are monitoring start to have buildups, 

and the quality of product starts to decrease. This shows our aging profiling engine can 

accurately profile the aging behavior of the system and observe aging phenomena that 

cannot be captured by eyes or simple statics. 

Table 8: Top 9 sensors with highest aging scores 

Sensor 

Name 

Aging 

score 

Confidence 

score 

a 0.99 0.99 

b 0.99 0.94 

c 0.99 0.92 

d 1.00 0.96 

e 0.99 0.98 

f 0.99 0.99 

g 0.99 0.99 

h 1 0.99 

i 0.99 0.99 
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Figure 40: Aging profiling of a chemical plant. (a)-(c), (d)-(f), (g)-(i) show aging behavior 

start at around 80th, 290th, 580th points, respectively. Each figure contains the original 

time series (upper) and the extracted aging curve (lower) 

4.4 Related Work 

In this section, we discuss related work that has been done in two directions: in time 

series decomposition and in prediction and analysis of technical system failures. 

4.4.1 Time Series Decomposition Techniques 

The time series research, especially trend extraction, has attracted significant efforts 

in recent decades. In this section, we highlight some relevant techniques and refer an 

interested reader to a recent survey [2] and therein. 

One of the simplest approaches to determine if a time series has a trend is a null 

hypothesis testing for its presence/absence (H0 = no change/shift between two time 

segments) [38]. The other approach is smoothing or filtering [29][60]. It can be done using 

)(a (b) (c)

(d) (e) (f)

(g) (h) (i)
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different techniques, including wavelets [26] and the centered moving average that allows 

getting mean values of a time series in each certain period of time, thus, detecting any 

systematic change. Another intuitive possibility for trend extraction is fitting a linear or 

higher level model to the time series data [10]. The common way of fitting a model is a 

method of least squares [11]. 

AutoRegressive Integrated Moving Average (ARIMA) is a modelbased technique 

that allows extracting trend and seasonal components from the time series [8]. This 

approach can be used for both modeling and forecasting, and it is especially useful when 

there is a certain seasonal component like a yearly change in temperatures or water levels. 

The drawback of this model is that, in case of absence of domain information about the 

time series, the user must provide the parameters that may be very subjective, and thus, 

leading to inadequate results. Therefore, model-based approaches, as it follows from the 

name, are model sensitive and can be used when there is available information about the 

model. 

One of the parameter free decomposition techniques for time series is Singular 

Spectrum Analysis (SSA) [17]. SSA allows extraction of alleged trend, seasonal and noise 

components from time series. The name comes from singular decomposition of a matrix 

into its spectrum of eigenvalues. The time series can be reconstructed by regrouping 

different important components. The SSA method is well-known and is used in a broad 

spectrum of domains [17]. However, it has some drawback that we are aiming to mitigate. 

We define the trend for aging behavior as a monotonic change, whereas, SSA 

decomposition can return the trend component of arbitrary shape that is not suitable for the 
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problem at hand. In other words, it cannot give clear interpretation of the obtained 

components, and the trend and high-frequency components are not ensured to be separated. 

Another method of time series decomposition is Independent Component Analysis 

(ICA) [14]. This method allows decomposing of a time series into several additive subparts 

assuming they are statistically independent and have non-Gaussian distribution. There are 

two possibilities of how to define the independence of the extracted components. One of 

them is minimization of mutual information and the other is maximization of negentropy 

(a measure of distance to normality). This method has the drawback similar to SSA for our 

problem application: it does not provide necessary condition of trend monotonicity. 

Moreover, we assume that the signal may change drastically over time, thus, cannot 

compose the proper ICA set using pieces of different time segments. 

4.4.2 Aging and Degradation Analysis 

The problem of aging and performance degradation has attracted significant 

attention in the research community because this aspect is very important for virtually all 

technical systems [43][58]. Here, we discuss only some recent and relevant works. 

Djurdjanovic et al. [16] proposed a comprehensive framework for analysis and 

monitoring of the systems based on the time series analysis. They were concerned more 

with methodology of the collecting and analysis of the data than with the methods of 

decomposing time series and extracting necessary features. In contrast, in this work we are 

solving a problem of aging behavior detection that can be expressed as a monotonic change 

in some properties (particularly, mean value of the time series over time). 
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The aging behavior also can be expressed in software systems [27]. It was observed 

that long running software tends to be more failure prone over time, and thus, generally, it 

is suggested to restart the software systems. However, the definition of a time point when 

the software must be restarted requires some investigation and research. Authors of [27] 

demonstrated that the periodical restart may not work well because the aging mostly 

depends on the system workload. Thus, it is critical to analyze the aging behavior over time 

to determine when the system must be restarted. 

A similar claim that the scheduled maintenance does not always help avoid the 

failures and degradation in performance is also presented in [66], in relation to the hardware 

systems. The work is concerned with log-based predictive analysis in order to monitor the 

conditions of the operating equipment and provide timely maintenance. The authors built 

a model in order to classify events and collections of the events as "positive" or "negative" 

with respect to the failure occurrence. After this, they used this model to predict if the 

system had come or is coming to a degrading state. The method deals with extracted 

features and not the shape of the time series. 

For data centers failure monitoring, recently a probabilistic method that takes into 

account network topology and ping data was proposed [30]. This approach is domain 

specific and initially builds a network model. In our work, as we mentioned above, we are 

aiming to provide a general approach that could deal with any domain and decompose the 

time series without usage of a model. 

Incident diagnosis from a different prospective was proposed in [44]. Authors 

presented an approach that allows finding correlation between actual events and time series 
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in order to diagnose incidents. Their approach is able to match events with certain 

subsequences of time series in order to give a real explanation of the time series shape. 

However, this work is mostly concerned with finding patterns in time series, whereas our 

method is dealing with the whole length of time series in order to detect monotonic 

degradation of an underlying system. 

4.5 Conclusions 

In this chapter, we described profiling of the long-term degradation in time series 

by decomposing them into aging and fluctuation components. We formulated the 

underlying decomposition problem to an optimization problem, and converted it to the 

Quadratic Programming (QP) formulation whose optimal solution can be obtained. To 

efficiently solve the formulated problem, we further transformed it to a Nonnegative QP 

problem and proposed a method to obtain its solution with iterative updates, which is much 

faster than using general QP-solvers. We implemented and deployed our approach to 

various physical systems, and evaluated our algorithm with both synthetic and real data. 

We demonstrated that the proposed approach can approximate the true aging trend with 

fine resolution (with slope coefficient as small as 10−6), which greatly helps diagnose the 

corresponding system components. 
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Chapter 5. Conclusions 

In this dissertation, we have tackled several problems related to clustering and 

profiling in time series. 

First, we proposed a novel algorithm for streaming data clustering based on a 

recently introduced batch clustering algorithm that is parameter-light and applicable to any 

distance function. Our algorithm is fast and exact, and is suitable to support real-time 

applications.  We demonstrated its utility on real world problems that produce naturally 

streaming data in diverse domains such as cardiology, entomology and biological audio 

processing.  

Second, for time series clustering with unsupervised-shapelets (u-shapelets) we 

introduced the speed-up techniques to reduce the time of u-shapelet discovery up to two 

orders of magnitude. We have shown that our algorithm produces essentially the same 

quality clustering as the brute-force approach on the wide range of time series datasets. 

Moreover, we have shown that the quality of clustering with u-shapelets does not suffer 

from addition of irrelevant data to the dataset. 

Third, we proposed an efficient algorithm for long-term degradation profiling in 

time series to allow monitoring of the aging behavior in machinery using sensor readings. 

Our approach accurately extracts aging trend and helps diagnose the components of a 

complex physical system. Our algorithm was deployed on various physical systems in 

Japan, and domain experts that operate the systems confirmed its effectiveness for long-

term degradation profiling in the machinery. 
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In conclusion, we must note that this research was motivated by high demand on 

algorithms that support real world applications. Data mining algorithms find their use in 

different areas of science and technology and in the age of large amounts of data, often 

presented as data streams, we must address the issues arising from the data volume moving 

from “toy” examples to real scale applications. In this dissertation, all the findings were 

evaluated on real data motivated and produced by existing scientific and practical 

problems, and thus, they are applicable to be used for solving such problems. 
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