UNIVERSITY OF CALIFORNIA
Los Angeles

Offline Evaluation of Multi-Armed Bandit Algorithms
using Bootstrapped Replay on Expanded Data

A thesis submitted in partial satisfaction
of the requirements for the degree
Master of Applied Statistics

by

Jin Dai
2021

© Copyright by
Jin Dai
2021

ABSTRACT OF THE THESIS
Offline Evaluation of Multi-Armed Bandit Algorithms
using Bootstrapped Replay on Expanded Data

by

Jin Dai
Master of Applied Statistics
University of California, Los Angeles, 2021
Professor Hongquan Xu, Chair
Online split experiments, particularly A/B testing, have been widely accepted by most internet
companies nowadays as a primary tool to test differences between digital product variations.
However, some of the new problems that businesses are struggling with today are not easily
solvable by A/B testing due to its limitations. One of the significant drawbacks of A/B testing is
resource allocation, which costs companies a tremendous amount of time and money every year.
Companies could have avoided this issue by adopting other techniques such as bandit algorithms.
In this thesis, we first review how classic A/B testing works and its inability to solve certain
modern business problems. Further, we talk about the idea of multi-armed bandits, how it can
help solve the explore-exploit dilemma and some popularly used strategies. Besides, we discuss
the Replay methodology and its improved version using the bootstrap approach to solve the
offline evaluation problem. In the last section, we apply the method to a real-world dataset and
evaluate different bandit algorithms’ performance.
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CHAPTER 1
INTRODUCTION

The rapid development of technology is creating unprecedented opportunities for companies to
apply statistical techniques to their business. Nowadays, more and more companies, especially
those customer-facing ones, realize the power of data analytics and experimentation. A
considerable portion of the decision-making process used to rely upon decision-makers’
experience has changed its focus to insights from data analyses and experimentation results. Tech
giants such as Google and Facebook are running hundreds of controlled experiments on their
online platforms daily to find out the optimal variations of their product features that can
improve user experience as well as retention. Online commerce companies like Amazon made
their decisions to launch personalized recommendations based on split test results showing a
considerable revenue increase potential (Kohavi et al., 2008), which turned out to be the
foundation of their continuing success.

In today’s business world, though there is an increasing demand for running more online split
tests, specifically A/B tests, the concept of controlled experiment itself is nothing new. The idea
goes back to Sir Ronald Aylmer Fisher’s work at Rothamsted Experimental Station in the 1920s.
Many decades later, online-controlled experiments started getting more attention since the late
1990s with the Internet’s growth (Kohavi & Longbotham, 2017). Today’s researchers at internet
companies are dealing with things that did not exist in Fisher’s time, such as click-through rate
optimization and personalized recommendations. However, the fundamental problems stay the
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same: When there are many options to choose from, are they really different from each other,
and which one is better? A statistical hypothesis test is usually applied to answer such questions,
and A/B testing is considered the simplest form of such a test.

Hypothesis testing requires two hypotheses to be made: the null hypothesis often denoted as 𝐻0,
assuming no statistical difference between the variants. The alternative hypothesis often denoted
as 𝐻1or 𝐻𝑎, assumes a statistical difference between the variants does exist. Then, through
calculating the p-value, which represents the probability of sampling a statistic at least as
extreme as what is observed from the experiment under the null hypothesis and comparing it to
the predefined probability, known as the significance level, we can know if there is enough
evidence to reject the null hypothesis. A real-world A/B test setup is usually like this: two or
more variants of a product feature are decided as candidates of a test. Sample size or exposure
rate has to be then calculated based on the historical data, and several pre-decided statistics, such
as α, which is the significance level represents the probability of falsely rejecting the null
hypothesis when it is true, and 1 − β, which also is known as the statistical power, represents
the probability of correctly rejecting the null hypothesis. A minimum detectable effect (MDE) is
also required in most cases. After this, we need to estimate how long it will take to get the
required sample size and run the experiment accordingly. During the test, a portion of the user
will be randomly allocated to different groups based on the unit of diversion, and the total
amount of records in each group should be comparable and relatively close to each other at the
end of the test. When calculating the significance, we assume differences, if they exist, are only
likely to be caused by the variants which generated different user experiences in the experiment
groups.
2

Notice that the process mentioned above is just a generalized description of the procedure. In
real-world situations, an experiment also requires works such as feature design, metrics design,
experiment deployment, and, most importantly, post-experiment analysis to be done. It is usual
for an experiment to take weeks, even months, to complete, and the result is not guaranteed to be
significant. Being relatively time-consuming keeps A/B testing away from being the optimal tool
for particular problems that require quick results, especially when the window of business
opportunity is short. Moreover, in many cases, stakeholders do not prioritize the proof of the
existence of statistical significance as much as presenting the better version of the feature to
users in a short period and then move on to the next. Some other features also make A/B testing
tough to be used under certain circumstances:
1. It usually requires a large sample size, which is difficult for smaller businesses with less
daily traffic. An experiment with a small number of daily trials will result in a more
extended experiment length. In some cases, like online advertising, it is impossible to get
enough traffic for significance calculations.
2. Time trends may strongly impact experiment results. For businesses like online
commerce, experiment results over holiday seasons are not likely to indicate user
behavior at other times during the year. Diurnal effects are often observed due to traffic
changes during the day (Haizler & Steinberg, 2020).
3. Split tests usually require users to be assigned equally to different groups during the trial,
which means companies will have to allocate a significant amount of traffic to the less
optimal option during the process inevitably. In certain areas, this can lead to a business
loss and an increased risk of sacrificing user experience.
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4. Regularly checking the result during the experiment and early stopping the experiment
increase the chance of making a Type I error, known as repeated significance testing
errors(Armitage et al., 1969；Miller, 2010).

Given these reasons and the continually emerging unsolved business problems, people started
looking around for more help from classic statistics methodologies and the fast-growing machine
learning techniques. The multi-armed bandit model and its various strategies came into view and
have regained increasing attention in recent years. We see the fast advancements of bandit
algorithms in fields such as personalized recommendation systems. Still, the application of using
it to be a complement of split testing in the experimentation context is less often discussed, let
alone evaluating major strategies using offline evaluation methods with real-world datasets.

The rest of the article is organized as follows. The next section reviews the multi-armed bandit
problem and its background. Section 3 describes some of the most popular strategies being used
in the industry. In section 4, we talk about the difficulty of performing offline evaluation for
bandit algorithms, and two promising methodologies that can be used for solving the problem.
Section 5 presents a case study using the Bootstrapped Replay on Expanded Data (BRED)
method introduced by Mary et al. (2014), with a real-world dataset from ZOZO, Inc, a
large-scale Japanese fashion e-commerce platform collected by an open-source project called
Open Bandit Pipeline.
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CHAPTER 2
BACKGROUND

2.1 The Multi-armed Bandit Problem

The multi-armed bandit problem, also known as the K-armed bandit problem, dates back to
Robbins in 1952 (Robbins, 1952). The problem discussed a situation in which a fixed set of
resources has to be allocated to 𝐾competing options in a way that the expected gain is
maximized with only partial knowledge being available at each time step. According to a
decision policy, an allocation decision is made at each step, updated continuously based on the
new information collected over time.

The name Multi-armed Bandit comes from an imaginary scenario where a gambler has to choose
between a row of slot machines to maximize his potential profits. All the machines have different
reward probabilities, and the gambler can only select one to play at each time. The safest strategy
to ensure the maximum gain is to randomly play each machine a large enough amount of time to
calculate the reward probability distribution and then stick to the one with the highest reward
probability. However, this is neither realistic nor efficient, especially when the available
resources (time and money in this scenario) are limited. Another naive approach is to try out a
few machines within a short period of time and stay with the one that performs better than the
rest. Nevertheless, this strategy would likely cost the gambler opportunities to play with
machines with a higher reward probability since he did not get the chance to try all the machines.
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The main problem is to find out how to balance the choice between staying with a good option
and exploring a potential better option. This situation is often described as the explore-exploit
dilemma.

The multi-armed bandit model is designed to solve the problem. A bandit can be defined as
follows:
+

-

Each machine can be seen as a 𝐾∈ 𝑁 with a reward probability 𝐵 = {θ1, θ2 ..., θ𝐾}.

-

There are in total T steps with an action taken at each step.

-

Let 𝐴 = {𝑎1, 𝑎2..., 𝑎𝑡} be the set of actions taken at each time step 𝑡.

-

𝑅is defined as the reward function with which the reward at time step t is 𝑟𝑡 = 𝑅(𝑎𝑡)
with a probability 𝑄(𝑎𝑡)to be 1, otherwise to be 0.
*

If we are able to know the optimal action 𝑎 , which is associate with the highest reward
*

probability θ , we can define the loss function at step T as:
𝑇

𝑇

*

*

𝑇

*

ρ = 𝐸[ ∑ (𝑅(𝑎 ) − 𝑅(𝑎𝑡))] = ∑ (𝑄(𝑎 ) − 𝑄(𝑎𝑡)) = ∑ (θ − 𝑄(𝑎𝑡))
𝑡=1

𝑡=1

𝑡=1

where
*

*

θ = 𝑄(𝑎 ) = 𝑚𝑎𝑥𝑎∈𝐴𝑄(𝑎)
Here, ρ can be seen as the mean difference between the optimal reward probability and the
reward probability in association with the choosing action 𝑎 in each round.

We also need to develop a strategy to decide if we should exploit the best option or explore the
uncertainty at each step. The strategy also determines how we choose the best option for
6

exploitation and what preference we have when exploring the uncertainty. As more information
is collected, the algorithm will favor the option that returns the highest gain, therefore allocating
more resources to it. This makes the critical difference between the classic A/B testing and the
multi-armed bandit selection.

Figure 2.1: Classic A/B Testing Versus Bandit Selection.

Figure 2.1 illustrates how a multi-armed bandit process looks compared to a classic A/B testing
process in terms of resource allocation. The A/B testing process allocates the same amount of
resources to all options during the test period and eventually takes the winning option for the
final allocation. While the multi-armed bandit process adjusts its resource allocation strategy
along the way and gradually allocates more resources to options that are more likely to win.
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CHAPTER 3
BANDIT STRATEGIES

This section introduces the three most classic bandit algorithms in research and industry and their
variations. Each algorithm represents a different methodology for solving the multi-armed bandit
problem. It is hard to say which solution is optimal since they are all good at solving the problem
under different conditions. However, there are still ways to evaluate and compare these
algorithms’ performance, which will be discussed in the next section.

3.1 Epsilon-greedy

The earliest developed strategies are semi-uniform strategies. What is in common with all these
strategies is that they all follow a greedy selection policy to only choose the option with the
highest reward based on the historical information collected at each step except when a
uniformly random action is taken. The most iconic of them is known as the Epsilon-greedy
strategy.

The idea is simple and intuitive: at each step, the algorithm has 1-ϵopportunity to select the best
performing arm by far, and ϵ chance to randomly choose from all possible arms with uniform
probability. The parameter ϵis often set at a relatively low level such as 0.1 but it also depends on
the situation. The plot below uses simulated data to illustrate how different ϵ values can impact
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the performance. The x-axis stands for the time step, and the y-axis represents the cumulative
average gain at each time step when adopting a different parameter value.

Figure 3.1: Impact of Different Epsilon Value Choice
using Simulated Data.

Similar to the classic Epsilon-greedy strategy, the Epsilon-first strategy has a pure exploration
phase after a pure exploitation phase; the proportion of the number of exploitation events and
exploration events are 1-ϵ and ϵ.

Another variation is called Contextual-epsilon-greedy. Different from other variations that have a
fixed value ϵ, the parameter takes the context into consideration and adaptively balances the
exploitation and exploration choices based on the situation(Bouneffouf et al., 2012). When the
condition is critical, the algorithm changes its preference to favor exploitation, while in other
situations, it tries more exploration.
9

The Contextual-epsilon-greedy strategy is not the only one that uses a dynamic approach. The
Epsilon-decreasing strategy also decreases the ϵvalue over time with the belief that as more
information is collected, the winner among all the options should be clear, and less exploration is
needed at the end. To some extent, this idea is related to the upper confidence bound (UCB)
strategy we will introduce next.

3.2 Upper Confidence Bound (UCB)

Algorithms following the greedy strategy are simple but with their imperfections. One of the
drawbacks of these strategies is not evaluating options during the exploration stage in a smart
way. In this phase, The algorithm usually randomly selects an arm from the pool without
considering much about the chosen arm’s historical performance, meaning a well-performed arm
is equally likely to be chosen as a poor-performing one.

Upper Confidence Bound (UCB) algorithms were designed to solve such a kind of inefficiency.
As mentioned in the Epsilon-decreasing strategy section, one way to deal with the problem is to
decrease the ϵover time when more data is collected. However, less exploration does not mean
the better option will have a better chance to be selected during the process. The UCB strategy
takes a different route by being optimistic about options with less collected information,
believing that there is potential to get a high return from uncertainties. The potential of reward
^

probability is evaluated by the upper confidence bound, 𝑈𝑡(𝑎), which is a function of 𝑁𝑡(𝑎), the
number that an action has already been taken at t. The true reward probability of an action 𝑄(𝑎)is
10

less than or equal to the reward probability estimated using historical data and the potential of
reward:
^

^

𝑄(𝑎) ≤ 𝑄𝑡(𝑎) + 𝑈𝑡(𝑎)
The idea is to construct a confidence interval of reward potential for each option with both the
historical performance and the uncertainty taken into account. The algorithm may favor the less
selected options due to higher upper bounds, resulting from good historical performance and
high variance in the early stage. As we collect more data, these confidence intervals will shrink
and get closer to the true expected return probability. Eventually, when enough uncertainty has
been explored, the better options will regain the winning position and get more resources.

One way to estimate the upper confidence bound is by taking advantage of Hoeffding's
inequality (Hoeffding, 1963), which states that
2

−2𝑡𝑈𝑡(𝑎)

^

P[𝑄(𝑎) > 𝑄𝑡(𝑎) + 𝑈𝑡(𝑎)] ≤ 𝑒

^

Where 𝑈𝑡(𝑎) is the upper bound we assign to the mean reward probability of the sample, 𝑄𝑡(𝑎),
and 𝑄(𝑎) is the true mean reward probability.

To increase the probability that the true mean is below the sum of the sample mean and the upper
2

bound, we need 𝑒

−2𝑡𝑈𝑡(𝑎)

2

−2𝑡𝑈𝑡(𝑎)

to be a small value, let 𝑒
𝑈𝑡(𝑎) =
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−𝑙𝑜𝑔𝑝
2𝑁𝑡(𝑎)

= 𝑝, we have:

Where 𝑁𝑡(𝑎) stands for the total number of times action 𝑎 has been selected before step t. To
−4

make p small, we can take the current time step t into account. By assigning 𝑡

to p, which will

converge to a minimal value as t grows, we get:
𝑈𝑡(𝑎)=

2𝑙𝑜𝑔𝑡
𝑁𝑡(𝑎)
^

At each step, we want to find the action 𝑎𝑡that maximizes 𝑄𝑡(𝑎)+

2𝑙𝑜𝑔𝑡
𝑁𝑡(𝑎)

. As we can tell from

^

the formula, when 𝑄𝑡(𝑎) is the same, a smaller 𝑁𝑡(𝑎), can return a higher value. This strategy
utilizing Hoeffding's inequality is called UCB1 (Weng, 2018).

The Upper Confidence Bound strategy, like any other fundamental strategy, also has many
variations. LinUCB is one of the more popular ones in recent years, which falls into the
contextual bandit category. This strategy assumes a linear dependency between the expected
return of a selected action and its context (Li et al., 2010). It uses a set of linear predictors to
model the representation space.

Another variation named Bayesian UCB (Kaufmann et al., 2012) takes the Bayesian approach. It
goes one step further from the UCB1 strategy, which relies on Hoeffding’s Inequality to estimate
the upper confidence bound, incorporates the prior distributions of each option’s reward into the
upper bound estimation.

3.3 Thompson Sampling
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Thompson Sampling (Thompson, 1933), named after William R. Thompson, is a probability
matching strategy. The idea is to estimate a reward probability for each arm upfront, which is
also called the prior probability distribution in Bayesian statistical inference. At each time step,
the algorithm randomly samples from each arm’s probability distribution and compares the
samples. The arm with the higher reward probability wins and becomes the selected option for
that time step. After the action is taken, the result will be used for updating the winner arm’s
probability distribution for future decisions.

The plot below shows what could possibly happen in the early stage of sampling. A sample from
the distribution with a lower mean reward probability might have a higher sample value than the
one sampled from the option with a higher mean probability. However, it is likely that this
action, even selected due to the higher probability value, will not get the reward presented to the
audience.

Figure 3.2: A sample from a high reward distribution might have a lower value
than the sample value from a low reward distribution in the early stage.
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As the sample size grows, we will have more information to estimate the distribution, and our
probability distribution will become narrow. If the options perform significantly differently, the
situation mentioned above will be less likely to happen, especially at the later stage.

Figure 3.3: As we gather more information, the probability distribution will become narrow.

In the later part of this thesis, we present a case study using the Thompson Sampling technique
as one of the strategies to solve a click-through optimization problem. In that case, we use the
Bernoulli bandit with a beta prior, which is a typical setup for this type of situation. The beta
distribution is parameterized by two positive shape parameters, denoted by α and β, with
probability density function given by:
𝑃(θ𝑘) =

θ𝑘

α𝑘−1

β𝑘−1

(1−θ𝑘)

𝐵(α𝑘, β𝑘)
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≡ 𝑓𝑎 , β (θ𝑘)
𝑘

𝑘

At each step, after showing arm k to 𝑛𝑘visitors, and observe 𝑠𝑘rewards, which in a click-through
rate optimization situation would be the number of users who click, then we can update our
parameters to compute the posterior distribution:
𝑝𝑜𝑠𝑡𝑒𝑟𝑖𝑜𝑟 = 𝑓𝑎 +𝑠 , β +𝑛 −𝑠 (θ𝑘)
𝑘

𝑘

𝑘

𝑘

𝑘

And we use the updated distribution as our new prior for the next iteration. (Stucchio, 2013).

One advantage of using a beta distribution as the prior distribution in such a situation is that beta
distribution is a conjugate prior for the Bernoulli distribution, which makes the posterior
distribution estimation easier since it is also a beta distribution. We often need to be concerned
about the computation efficiency when approximating the posterior distributions for more
complex models. Fortunately, we can use efficient approaches such as Gibbs Sampling, Langevin
Monte Carlo, and bootstrap to solve the computation problem (Russo et al., 2018).
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CHAPTER 4
OFFLINE EVALUATION METHODS

It is valuable to discuss performance evaluation methodologies for multi-armed bandit
algorithms. One ideal way to evaluate the algorithms is to run a controlled split test. By exposing
content recommended by these algorithms to different groups of users with live traffic, we can
learn how users react to the recommendations and therefore calculate the significance.

However, the split testing idea is not the most practical option for two reasons: First, it requires
significant engineering efforts to deploy such an experiment for online learning algorithms to
meet the requirements. For companies that do not have a well-established experimentation
framework or small businesses, this can be expensive or even impossible. Second, it is against
our initial goal to solve one of the specific problems we face with online split testing: the
potential negative impact on user engagement caused by exposing too many users to the content
recommended by the less optimal algorithms. Therefore, an offline evaluation framework is
necessary.

In this section, we discuss two promising offline evaluation approaches. One introduced by Li et
al.(2011), named replay, has already been adopted by some leading tech companies such as
Netflix to evaluate their personalized recommendation system (Chandrashekar et al., 2018). The
other one, introduced by Mary et al.(2014), is an improved version of the replay method based
on bootstrapping approach.
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4.1 Replay

Evaluating a bandit algorithm is not as easy as evaluating a supervised machine learning
algorithm in a standard setup. A pre-labeled dataset is usually split into two parts for supervised
machine learning: one for the training purpose and the other for the validating purpose. After
getting trained, we can evaluate the model performance by letting it make predictions using the
input from the validating dataset and then comparing the predictions to the real values. However,
it is challenging to evaluate bandit algorithms by using any historical dataset for many reasons.

A bandit algorithm makes its decision based on the performance of a series of decisions made by
itself. In a way, the algorithm continually evaluates itself and updates its decision policy
accordingly. Reaction to a recommendation from a user can only be observed when the user
actually sees the recommendation; otherwise, we would not be able to know the result of the
recommendation and collect the feedback for updating the decision policy at each step for future
use. This so-called “partial-label” nature (Li et al., 2011) is the fundamental reason that makes
using historical data to evaluate bandit algorithms almost impossible.

Another practice is to build a simulator to simulate what would happen in a real environment.
However, creating such a simulator can be very challenging. Even if the technical difficulties are
not a problem, the simulator can still have model biases, thus not reflecting the real environment.

The replay method, introduced by Li et al.(2011) was developed from an idea initially discussed
by Langford et al.(2008). It is a proven, unbiased offline evaluation method under certain
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circumstances. This method’s version with a finite data stream works as follows: Assuming the
individual events are i.i.d, S is a historical dataset with L logged events acquired uniformly at
random. For each time step t, the bandit algorithm makes a recommendation 𝑎𝑡 based on its
decision policy. If the recommended action 𝑎𝑡 matches the action with the same time step in the
log, the reward 𝑟𝑡 of the logged action is revealed, and the decision policy is updated
accordingly. Otherwise, if the recommended action does not match the corresponding logged
action with the same time step, then the action is discarded, and then the algorithm moves to the
next step to make a new recommendation.

Time Step

Recommended
Action

Logged Action

Result

Reward (1 or 0)

1

A

A

take

1

2

B

C

discard

-

3

D

D

take

0

...

...

...

...

...

L

A

C

discard

-

Table 4.1: Illustration of how the replay method treats the recommendation-log matching at each time step.

Notice that there are two algorithms described in the paper. Still, we only discuss the version that
assumes the historical dataset used for evaluation is finite since this is closer to the typical
situation for offline evaluation. Instead of having a dataset with length L, the version that
assumes an infinite data stream requires a pre-defined number T as the total number of “valid”
events. The evaluation stops only when there are T valid events observed.
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This replay method, although created a promising way to evaluate bandit algorithms in an offline
environment, has its limitations:

The most obvious limitation with the replay method is that it requires a tremendous amount of
historical data in most cases. Given that the method is likely to discard a significant amount of
events due to mismatching, eventually, only around

𝐿
𝐾

data can be expected as “valid” for a

dataset with L total events and K available actions.

Another drawback of this method is that replay is an unbiased evaluator only if the data stream is
infinite or when the policy is static. It can be problematic when using it to evaluate algorithms
potentially applied in a very dynamic environment—imagining if we have a dataset collected
over a long period with L total events. The fact that replay only takes the result from events that
match the logged events at each time step not only shrinks the actual length of the training
dataset to

𝐿
𝐾

, it also accelerates a real-time period by K times. What could be reactions from two

user events months apart from each other could be taken as two successive events for the bandit
algorithm to learn from and thus generate bias. This issue is described as the time acceleration
issue in (Mary et al., 2014). As described in the paper, the issue can cause severe problems when
evaluating contextual bandit algorithms over a long time in a continuously changing environment
like news and commerce.
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4.2 Bootstrapped Replay on Expanded Data

To solve the problems mentioned above, especially the time acceleration issue, Mary et al.(2014)
introduced an improved version of the replay method that utilizes the bootstrapping technique.

Bootstrapping, initially introduced by Bradley Efron in 1979 (Efron, 1979), is a testing approach
that uses random sampling with replacement. The idea of the standard bootstrapping approach is
to estimate the true probability distribution 𝐽of the population by computing the empirical
^

^

distribution 𝐽of an estimator 𝐹 given the resampled data with N observations. Each resample has
the same size N as the original sample and is sampled from the original sample with replacement.

A bootstrapped replay process described as follows:
-

From a dataset of size T with L possible action options at each step, sample B datasets of
size 𝐾×𝐿, with replacement.

-

For each B dataset, perform the replay method by matching the recommended action to
the logged action at the same time step. If the two actions match, then reveal the reward
and update the decision policy, otherwise discard.

-

Compute the average performance from the B resamples.

20

One thing not discussed much in the paper about this method is computation efficiency. Since the
method is based on bootstrapping and requests each of the B resamples to have a size of 𝐾×𝐿, to
train the algorithm and let it update at each time step can still be a very challenging task,
especially when the dataset is quite large with many action options. It is also why we use a
simplified dataset in the case study, which is introduced in the next section. There are other more
complex approaches that can improve this method’s efficiency, such as using a slate-based
system (Ie et al., 2019).
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CHAPTER 5
CASE STUDY
In this section, we present a case study using a real-world dataset. We implement three of the
most representative multi-armed bandit algorithms to the data and build up an offline evaluation
framework based on the bootstrapped replay methodology to compare their performance. The
most important reason that we use such a dataset instead of using a dataset from a simulator or
modifying a dataset collected from some projects for unrelated purposes is that in this thesis,
multi-armed bandit algorithms are discussed in the context of solving some of the most practical
business problems that we are facing every day; hence the dataset has to be both representative
and unbiased to be able to reflect the algorithms’ performances in the real world. Unfortunately,
most simulators, as mentioned in previous sections, inevitably generate model biases. Data from
a project designed for an unrelated purpose are usually not representative enough to test the
algorithms and the offline evaluation framework under certain harsh conditions. For example, we
are curious about how these algorithms perform in situations such as item recommendations on
e-commerce websites and online advertisements, which usually have low click-through rates. A
dataset from a different situation may over-optimize such a problem.

5.1 The Dataset and Processing

The dataset used in this case study is from the Open Bandit Pipeline (OBP) project (Saito et al.,
2020), an open-source python library for off-policy bandit algorithms evaluation. The OBP
library offers handy built-in functions for applying some of the popular bandit algorithms and
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evaluation methodologies. However, for this thesis, we choose to use none of the built-in
functions but instead to program all the algorithms and the offline evaluation framework by
ourselves for the reasons below:
1. It is not common for most companies to use functions from such an in-development
library directly in a live production environment, especially if there are necessities for
modifying the algorithms in a customized way based on specific business requirements.
2. Similar to the first reason, it is always concerned to rely on an open-source library when
online processing sensitive business data, particularly at the risk of not knowing if the
library is actively maintained for a long time to come.
3. We choose to use the bootstrapped replay approach for the offline evaluation framework,
which is not included in the library.

Nonetheless, the dataset comes with the library, which is collected from an environment similar
to what we are interested in, still fits our research goal. The dataset is provided by ZOZO, Inc.,
one of the largest Japanese fashion online commerce companies. The online platform owned by
the company, called ZOZOTOWN, has a recommendation system powered by several
multi-armed bandit algorithms. The following is an example of one of the platform’s
recommendation units.
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Figure 5.1: An example of ZOZOTOWN’s recommendation unit

Researchers of the OBP project collected the data in a 7-day experiment in late 2019 on three
campaigns labeled as “all”, “men’s” and “women’s”. Each campaign randomly selects either the
Random strategy or the Bernoulli Thompson Sampling strategy to generate its recommendations.
In this case study, we only use the data from the “all” campaign with the Random policy, which
contains random item recommendations for male and female users.

The original dataset contains 1,374,327 records with 90 columns, each representing a user
impression event. Most of the columns are context features anonymized using a hash function
which we do not need for this specific case study. After some simplification by removing
unnecessary columns, the dataset used in this case study has three fields:
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● timestamp: timestamps of the impression events.
● item_id: index of items as arm indicator
● click: an indicator of user feedbacks. (1) stands for the item that ended up being clicked
by the user, and (0) indicates the user did not click on the item.

timestamp

item_id

click_indicator

2019-11-xx

25

0

2019-11-xx

32

1

2019-11-xx

11

0

...

...

...

Table 5.1: Structure of the Dataset

Notice that there is a position column in the original dataset indicating the item’s position in the
recommendation unit with three possible values: (0) stands for the left position, (1) stands for the
center position, and (2) stands for the right position. It would be a valuable topic to explore the
interaction effect between the recommendation position and user reaction in the future. Still, that
is not the primary goal of this case study as evaluating different algorithms using an offline
framework. Moreover, after communicating with the research team, even though we confirmed
that every three successive records from the beginning of the dataset should be from the same
impression events, our preliminary analysis results do not fully support this claim. We choose
only to use records with position (1).

While the original dataset comes from a recommendation system with 80 available item options,
our focus here is on the effectiveness of the selected algorithms and the offline evaluation
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framework. More importantly, we want to explore the possibility of using the multi-armed bandit
approach as a complementary option to the classic A/B testing setup, which does not usually test
that many options simultaneously. We choose to use three items from the dataset: item 6, item
35, and item 77. This decision shrinks the dataset to 52,487 records. One may be concerned that
this dataset might be “too small” for offline evaluation, which is true for the classic replay
method but not for the improvement using bootstrapping. This study aims to test if the
bootstrapped replay method works well with a relatively small dataset. Besides, we decide to
generate 20 iterations, each with a sample size of 52,487 × 3, which eventually requires us to
process a dataset with more than 4 million rows with algorithms making decisions at each step. It
is still a very challenging task to finish. The table below shows more details about the selected
items:
item_id

total_clicks

total_impressions

click_through_rate

standard_deviation

35

129

17335

0.007442

0.085946

6

80

17555

0.004557

0.067354

77

71

17597

0.004035

0.063393

Table 5.2: Summary Statistics of Selected Items

Another reason for choosing these three items is that it simulates a situation where one item
performs significantly better than the rest, and one item performs slightly better than another, but
maybe not significant. We want to see if these algorithms can catch the difference and adjust
themselves accordingly. The table below is the ANOVA table for a logistic regression using click
(1 or 0) as the dependent variable and item_name as the independent variable, which shows the
significance of item_name at a significance level of 0.001:
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item_id

LR Chisq

Df

Pr (>Chisq)

21.134

2

2.576e-05

Table 5.3: ANOVA Table for a Logistic Regression using click (1 or 0) as
the Dependent Variable and item_name as the Independent Variable

5.2 Environment Setup

We test three classic algorithms in this case study: Epsilon-greedy, UCB1, and Thompson
Sampling. We also create a Random policy, which randomly chooses an item to recommend at
each step, as a baseline strategy for comparison.

To find the optimal value for the Epsilon-greedy policy, we pick five epsilon values from 0.1 to
0.3, run a simulation process with 10,000 steps, and calculate the moving average rewards for
each epsilon value. The click-through rate computed from the original dataset is used for the
reward in this process. The result shows ϵ = 0. 1 gives us the most rewards on average after the
initial stage, verifying our assumption that for a small number of available arms, having more
exploration becomes inefficient very soon.
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Figure 5.2: Simulation Result for Hyper-parameter Selection

For the Thompson Sampling Policy, we choose to use a beta distribution with parameters
α = β = 1as the prior distribution for each arm. We have introduced the benefits of using the
beta distribution as the prior probability distribution in previous sections, and it is a common
practice to use the beta distribution for solving click-through rate-related problems since they are
essentially Bernoulli bandit problems. A beta distribution with parameters α = β = 1is
equivalent to a uniform distribution, which does not make any assumptions to the user’s
preference to either click or not click on the recommendation. As more data collected, the
decision policy gets updated and therefore makes more accurate estimations.
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5.3 Results

We use three metrics to evaluate the algorithm performance:
● Average click-through rate: This is the average total sum of the actual reward (clicks)
over the count of record (impressions) from the 20 rounds of simulations:
1
20

20

∑
1

𝑡𝑜𝑡𝑎𝑙 𝑐𝑙𝑖𝑐𝑘𝑠 𝑜𝑓 𝑡ℎ𝑒 𝑟𝑜𝑢𝑛𝑑
𝑡𝑜𝑡𝑎𝑙 𝑖𝑚𝑝𝑟𝑒𝑠𝑠𝑖𝑜𝑛𝑠 𝑜𝑓 𝑡ℎ𝑒 𝑟𝑜𝑢𝑛𝑑

● Moving average maximum reward: We assign the empirical maximum click-through rate
that can be achieved at each step to the result, then compute the sample mean of the 20
rounds of simulations for each step. Eventually, we calculate the 10,000-step moving
average. The empirical maximum reward is the click-through rate computed from the
original dataset for each arm. This metric is the equivalent of calculating the regret,
which shows the frequency of each policy recommending the optimal option at each
phase：
arm

historical_ctr (maximu_reward)

6

0.004557

35

0.007442

77

0.004035

Table 5.4: Historical click-through rate used as the maximum reward for each step

● Cumulative maximum rewards: This is the cumulative sum of the maximum rewards
computed. Similar to the metrics above, it is an average of the 20 rounds of bootstrapping
simulation.
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5.3.1 Average Click-through Rate

policy

average clicks

average impressions

average ctr

Epsilon-greedy

352.80

52163.50

0.006765

Random

278.90

52432.30

0.005319

Thompson Sampling

366.40

52037.25

0.007041

UBC1

287.95

52394.25

0.005496

Table 5.5: Average Clicks, Impressions and Click-through Rate
after 20 Rounds of Simulation

The average click-through rate, after 20 rounds of bootstrapping simulation, tells us that both
Thompson Sampling and Epsilon-greedy with ϵ = 0. 1perform way much better than UCB1 and
the Random policy. In this case UCB1 only performs slightly better than the Random policy.

Figure 5.3: Boxplots of 20-round Click-Through Rates

The plot above shows both Thompson Sampling and Epsilon-greedy perform significantly better
than Random and UCB1.
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5.3.2 Moving Average Maximum Reward

The plot below shows the 10,000-step moving average maximum reward. Note that we have
removed the first 10,000 steps for presenting purposes. We can tell from the plot that Thompson
Sampling is able to find the better options faster than the other three policies and keeps the high
performance for most of the time. Epsilon-greedy gains more rewards at the very beginning but
the overall performance is not as good as Thompson Sampling. The clear struggle of UCB1 from
the plot indicates the fact that for a situation without many uncertain options, algorithms favor
the exploration process cannot get much advantage.

Figure 5.4: 10,000-step Rolling Average Reward
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The pairwise t-test result also confirms that the difference between the rolling average reward
curves are statistically significant:

Epsilon-greedy

Random

Thompson Sampling

Random

< 2e-16

-

-

Thompson Sampling

< 2e-16

< 2e-16

-

UCB1

< 2e-16

< 2e-16

< 2e-16

Table 5.6: Pairwise T-test Results of Rolling Average Reward

5.3.3 Cumulative Maximum Rewards

The cumulative sum of the maximum rewards plot shows the overall reward trend over time.
Thompson Sampling and Epsilon-greedy still outperform the other two policies and this
advantage becomes obvious after the first 10,000 steps. Again, this plot proves over the
assumption that metrics that favor exploration are inefficient in such a situation with a low
degree of uncertainty. The UBC1 policy performs slightly better than the baseline Random
policy.
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Figure 5.5: Cumulative Maximum Rewards

To confirm the differences are statistically significant, we conduct a pairwise t-test with the
cumulative maximum rewards data. The result confirms the significance:
Epsilon-greedy

Random

Thompson Sampling

Random

< 2e-16

-

-

Thompson Sampling

3.5e-05

< 2e-16

-

UCB1

< 2e-16

< 2e-16

< 2e-16

Table 5.7: Pairwise T-test Results of Cumulative Maximum Rewards
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CHAPTER 6
CONCLUSION
We reviewed the background of the multi-armed bandit problem along with several well-known
algorithms and offline-evaluation methodologies in this thesis. The case study we conducted
shows bandit algorithms’ potential as an online experimentation option besides the classic A/B
testing. Moreover, results from our case study show us that even though these algorithms were
designed to serve the same purpose, which is to quickly recognize the better options among
many candidates based on partially known information and to be able to adjust their decisions
over time, different algorithms are good at dealing with specific situations but not others. More
specifically, the result points out that for a relatively simple situation without many arm options,
algorithms that favor historical performance or being more adaptive, like Thompson Sampling,
may take more advantage and thus finding the right path in a shorter amount of time.

It is worth noting that the multi-armed bandit approach, which has been widely adopted in
personalized recommendation systems, is an invaluable complement for controlled random split
testing but not a replacement. Split testing still has its own value as an experimentation branch,
which allows us to learn more about the experiment subjects. Both approaches have their
advantages and limitations. A well-designed experimentation framework should contain both of
them.
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With the aid of new technologies, more theories and tools will be developed to help us deal with
different situations. However, what remains the most important is whether these tools can help us
solve the problem we face in real life, but not these tools themselves.
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SUPPLEMENTARY MATERIALS
CODE
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