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Introduction
This chapter is both a commentary on and extension of the Carson and Groves (2007)
(hereafter CG) article reprinted in this volume. The substantial attention the paper has received
has been enormously gratifying. Reception of CG has largely been positive with little if any
substantive criticism directed toward it; and, there are many papers now being presented at
conferences that are testing or relying on various aspects of it.
Our remarks are organized into a series of short sections. The first points out that the
main purpose of CG was to extend the revealed preference paradigm to cover some types of
survey responses. The second notes that CG provides the theoretical foundation that some
critics of contingent valuation (CV) had argued was missing. The third takes the concepts of
“hypothetical” and “hypothetical bias” head on and argues that these concepts are, for the
most part, ill‐defined or simply wrong and have done enormous damage to clear and careful
thinking about the nature of the response to stated preference questions. The fourth examines
the properties of cheap talk which is often proposed as a way to reduced hypothetical bias. The
fifth provides some elaboration on CG and the issue of how to interpret information extracted
from preferences questions. The sixth poses an answer to the often asked question: Is a single
binary discrete choice (SBC) question always the best elicitation format for a researcher to use?
The seventh provides some elaboration on the payment card elicitation format, which in recent
years has seen resurgence. The eighth turns to an examination of some of the properties of the
now widely used discrete choice experiment. The ninth considers the usefulness of economic
experiments to help determine the performance of preference elicitation formats. The last
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section addresses the relationship between CG and the behavioralist critique of neoclassical
economics with a focus on the different‐answers‐to‐the‐same‐underlying‐question issue.
Extending the Revealed Preference Paradigm
The CG paper has not, of course, quelled objections by some economists to the use of
preference information obtained from surveys to place monetary values on goods. Nor should
it have. The paper’s purpose was to suggest economists should think about surveys as a source
of “revealed” preference information. As long as the preference information collected in
surveys is used by governments and private firms to help make decisions, then people should
use the opportunity provided by their survey response to help influence those decisions. In this
sense, responses to survey questions meeting the set of conditions CG term “consequential”
are no different than any other type of behavior that economists use to infer information about
preferences. One way to view CG is as just another evolutionary step along the path pioneered
by Bowen (1943) who early on recognized that voting represented economic behavior with
respect to public goods and Becker (1978) who saw that the allocation of time between
activities and even behavior as intimate as marriage were reflective of underlying utility in the
standard sense of neoclassical economics.
Providing a Theoretical Framework
CG provide the underlying theoretical framework that Cummings and Harrison (1993)
correctly pointed out was missing with respect to the use of the contingent valuation method
(CVM):
There exists no theory that relates to individual valuation behavior in markets or
referendums under conditions in which the good being purchased or the issue
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on which people are to vote is hypothetical and implied economic commitments
are hypothetical. Therefore, as a theoretical basis for applications of the CVM,
one must presume that the received economic theory of individual behavior in
markets where real economic commitments are made, or the majority rule
principle derived in social choice theory, is relevant for the hypothetical context
of the CVM. The consistency of people's valuation behavior in the CVM with that
assumed in value theory or the majority rule principle is, of course, an empirical
question. Unfortunately, there does not currently exist a body of empirical
evidence that might establish this consistency in any compelling way. Thus there
exists no basis for drawing unequivocal conclusions as to the theoretical
substance of values derived with the CVM.
CG provide this theoretical foundation by first dividing questions into two types, consequential
and inconsequential. For a question to be consequential, survey respondents need to believe,
at least probabilistically, that their responses to the survey may influence some decision they
care about. For consequential survey questions, neoclassical economic theory is relevant in
terms of the incentives respondents face in answering the question. Fortunately, most CV
surveys fall into this category, as they usually ask about something the respondent cares about
(even if it is only the possibility of increased taxes) and are clearly intended to be used as an
input to some decision making process. We contend that it is implausible to believe that
someone would go to the expense of conducting a survey if it were clearly a priori that the
agency was going to ignore the information it supplies. Inconsequential questions are those for
which there is either no chance of influencing a government or firm decision and/or when
utility is not changed by the decision to be made. For inconsequential decisions, any response is
as good as any other response in terms of its influence on the respondent’s utility level.
Inconsequential questions can easily be created in a laboratory situation but are harder to do so
convincingly in an actual field survey. Thus, as emphasized by CG, it is inappropriate to lump all
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survey questions together and label them as “hypothetical”. As CG note, the difficulty with the
word hypothetical is that it is ill‐defined, an issue to which we now turn.
Hypothetical Survey Questions and Hypothetical Bias
Critics of the use of stated preference surveys are quick with the word “hypothetical” as a
pejorative adjective in front of “survey”, “question” or “bias”. But what does the term
hypothetical mean? Dictionary definitions include: (a) related to a hypothesis, (b) assumed or
thought to exist, and (c) as a synonym for the logical term conditional, sometimes in the
context of a conjecture in a legal situation. While this last definition is consistent with the use of
the term “contingent” as in a CV survey, the critical aspect to note is that none of these
definitions explicitly embody the definition of having “no influence” on a decision to be made.
This, however, is the way the term is often used by economists when referring to surveys and
forms the basis of how most tests of hypothetical bias are operationalized in the experimental
economics literature.2
In CG’s framework these tests of hypothetical bias are tests of consequential versus
inconsequential questions. Such tests, to be blunt, are completely useless in terms of
determining the properties of consequential questions. As such, much of the discussion in the
existing literature (e.g., Murphy, et al., 2005) about hypothetical bias is misguided because
much of the evidence from experimental tests is simply irrelevant.3 What then is left? A very
large meta‐analysis (Carson, et al., 1996) suggests that estimates based on contingent valuation
2

This definition is surprising given Samuelson’s (1954) early recognition that if the government relied on
questionnaires of the public for preference information, it would be in the interest of respondents to exploit that
opportunity for their own selfish gain.
3
Murphy, et al. (2005) presciently state that their “results are quite sensitive to model specification, which will
remain a problem until a comprehensive theory of hypothetical bias is developed.”
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are highly correlated with (and if anything, slightly smaller on average) than estimates based on
household production functions and hedonic pricing. A substantial body of evidence
reexamined every couple of years suggests that political polling on two candidate races and
referendums taken close to elections by the standards of economic forecasting are excellent
predictors on average of actual voting. A much smaller number of comparisons between
referendum votes and directly comparable CV questions also find close correspondence
between the two. There are repeated demonstrations that survey based estimates of how
much people would be willing to voluntarily contribute are substantially higher than actual
contributions and indications that surveys tend to over‐predict the purchases of newly
introduced consumer goods.4 This pattern of results is predicted by the CG framework. It is,
however, not predicted if respondents always truthfully respond to preference questions in
surveys or if there is always a substantial “hypothetical bias” effect in these surveys.
The usual claim of widespread hypothetical bias in stated preference surveys comes
from irrelevant experimental tests using an inconsequential treatment as the incorrect stand‐in
for a survey question or from field comparisons involving voluntary contributions or purchases
of new private goods. That no predictions follow from neoclassical economic theory for
inconsequential questions has already been noted.5 The other two situations where claims of
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It is worth noting here that the cleanest recent comparison in the literature to the ideal situation put forth by CG
is Johnson (2006). This study looks at a case were a survey with a binary discrete choice question on a water supply
issue in Rhode Island was first administered as an input to the policy making process and then a subsequent
binding referendum vote was held at one of the price points. At the $250 price used in the binding referendum,
the percent in favor was 46% while in the survey the percent in favor was 48%, with the difference not statistically
significant (p=.69).
5
Inconsequential questions in many contexts are odd in that they invite speculation as to their potentially hidden
purpose. In many experimental contexts participants may believe that if they indicate responses consistent with
higher (or in some contexts lower) WTP amounts that they will be more likely to be given the opportunity to
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hypothetical bias tend to originate are both similar in nature in that positive survey responses
may be reasonably expected to increase the likelihood that the good will be made available in
the future and the agent would then have the option to get to contribute toward/purchase it at
a later date. This provides an incentive for the respondents to over‐state, which is what tends
to be observed in practice, consistent with CG’s prediction. There is also an incentive to free
ride in terms of the actual contribution with respect to the public good while payment for the
private good is necessary in the sense that it cannot be obtained without payment. The use of
voluntary contributions to provide a public good provides the classic illustration of why the
concept of hypothetical bias is ill‐defined if not just simply wrong. Neoclassical theory suggests
the survey should over‐estimate true willingness to pay (WTP) while actual contributions should
underestimate true WTP. Why would anyone define the (hypothetical) bias of using the survey
estimate as the difference between the estimated and the actual voluntary contribution?
Cheap Talk
There is almost a complete disconnect between how the term cheap talk is used in the game
theory literature and its use in the non‐market valuation literature. From a theoretical
perspective, cheap talk is an interesting communications concept first examined by Crawford
and Sobel (1982) for games without a dominant strategy as a way of altering the nature of
equilibrium strategies.6 Ironically, this literature shows that talk is not “cheap” when it can
influence the actions of others. What was thought of initially as a costless way of signaling, in
contrast to the original work on costly signaling by Spence (1974), turned out to be quite
participate in subsequent rounds where real money can be earned. This possibility makes the interpretation of the
result of inconsequential treatments in economics experiments even more difficult to interpret.
6
See Farrell and Gibbons (1989) for further theoretical development and Farrell and Rabin (1996) for a very
readable review.
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consequential in the right circumstances. Two parties with objectives that were not perfectly
aligned or diametrically opposed might be able to use a “cheap talk” signal to reach a mutually
more advantageous outcome. While the cheap talk signal is costless to send, the economic
value of the signal need not be zero and can be calculated for each party as the difference in
economic value of the outcomes achieved with and without its use. As long as the signal has
non‐zero economic value, agents are not indifferent to its use. Cheap talk in the usual game
theory context is not intended to alter the strategic incentives of a game nor does it supply any
information about a particular agent’s payoff options but rather yields information about the
preferences of other agent(s) that is potentially useful for coordination on one or more
equilibrium solutions.
The “cheap talk” language in stated preference surveys tells respondents that some
other respondents lie when they answer survey questions and, as such, the fraction of people
who would actually vote in favor is smaller than the fraction that says yes in the survey (e.g.,
Cummings and Taylor, 1999). This cheap talk script is an explicit attempt to introduce the
notion of hypothetical bias. While this language was clearly inspired by the game theory
theoretic literature on cheap talk, no one has ever laid out a formal economic model of how or
why cheap talk should have an influence on survey responses.7 Indeed, the use of the term
cheap talk in the game theoretical literature, which is focused on the use of costless signals to
helping the parties coordinate on more desirable outcomes, is sufficiently different from the
use of term cheap talk in the non‐market valuation literature so as to be a source of confusion.

7

Cummings and Taylor at the end of their paper suggest potential psychological explanations related to priming.

9

Cheap talks’ standard implementation in the non‐market valuation literature has been
with a SBC question for a public good, although not necessarily in a context that meets the CG
conditions for incentive compatibility. We ignore that issue here and assume that the SBC
question is incentive compatible, but that raises another question. An incentive compatible SBC
question has a dominant strategy response so it is unclear what role cheap talk is supposed to
be playing. The stated purpose of cheap talk as explained by those implementing it in stated
preference surveys is to reduce hypothetical bias. The problem is that anything that reduces
WTP estimates tends to be seen as accomplishing this objective, but as we have pointed out
earlier, the notion of hypothetical bias is ill‐defined. Looking, for instance, at the main cheap
talk script used in Cummings and Taylor (1999), the question that a rational respondent should
ask is why is there a divergence between the survey response and the actual vote? There are
many possible speculations, a lower quality good and the failure of some agents to follow
through with actually paying. Unfortunately, these interpretations of the cheap talk script
should have the effect of lowering the probability of a yes answer for some respondents.
Because cheap talk should not have an impact unless it induces a change in the characteristics
of the good or the payment obligation in situations where the agent has a dominant strategy, it
should not be surprising that empirical tests of cheap talk produce erratic and inconsistent
results (e.g., Aadland and Caplan, 2006).
Parsing the language of different cheap talk scripts reveals “hard” and “soft” cheap talk
versions.8 The hard cheap talk version tells a respondent that some respondents lie when they
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The environmental valuation literature (e.g., Aadland and Caplan, 2006) sometimes refers to long and short
versions of cheap talk that have some overlap with but do not directly correspond to the hard and soft labels we
use here.
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say “yes” in surveys. It is not clear how a respondent should interpret such a statement and it
clashes with the usual social norm of truth telling that survey researchers try to advance in
surveys. It is not hard to imagine interpretations that violate the standard notion of cheap talk
and which should alter the answer that some respondents give. For instance, it is possible that
some respondents see the statement as saying that other respondents had had buyer’s
remorse which might increase uncertainty over the characteristics of the good in a negative
manner. Another interpretation is that some respondents might see this as a statement that
other respondents were going to shirk their obligation to pay. This could in turn either decrease
the likelihood of a particular respondent saying yes, either due to a reduced probability that the
good would be provided if there were shirkers or through fairness considerations. It might also
increase the likelihood of a yes answer if the respondent thought the cheap talk language
indicated a possibility that people can shirk. No doubt one could argue over the plausibility or
relevance of any of these interpretations or advance others, some of which may result in the
appearance of a higher WTP. The point that CG make is that a researcher needs to seriously
consider the informational content of survey statements and the influence they might have on
respondents. The strong version of cheap talk simply has too many interpretations as to why it
might have an effect and some of these interpretations lead to undesirable changes in the
responses given to a survey question.
The soft version of cheap talk invokes the notion of a divergence between a casual
survey response and what respondents would like to do if they carefully considered their
budget situation. It differs from the strong version of cheap talk in that it does not invoke other
respondents explicitly lying when answering survey questions. By focusing on individual failure
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to consider payment obligations as the source of the problem, it does not raise the issue of
potential problems with the good. The soft version of cheap talk stresses the need for the
person answering the survey to make sure that they could actually pay and recognize what the
commitment they are making is. It has some similarities both with respect to content and intent
to language used in some earlier contingent valuation studies that explicitly invoked the
respondent’s budget constraint and provided an opportunity to reconsider their response.
This soft version of cheap talk may reduce WTP estimates if there is a random
component to respondent answers and it reduces that random component in an asymmetric
manner.9 Reducing the random component by inducing respondents to take more care in their
answers is desirable from a policy perspective, although it is important to note that doing so
can sometimes produce divergences with behavior in actual markets where much less time and
effort is often put into making decisions than in a survey context. The asymmetric nature of the
cheap talk script by concentrating on the payment aspects rather than on the desirable quality
of the good to be provided will tend to make WTP estimates more conservative.
When one moves away from an elicitation format in which a respondent has a dominant
strategy to one that does not, then cheap talk can have an impact on a respondent’s optimal
answer. Finding a difference in estimates with and without using a cheap talk script should not
be taken as an indication that hypothetical bias is present. A simple example extending an
incentive compatible SBC to a multinomial choice question with three alternatives illustrates
the issue. Suppose a respondent is offered three choices A (the status quo option), B and C,
9

Interestingly, Bulte, et al. (2005) comparing treatments using a cheap talk script to those emphasizing the
consequential nature of the survey find no difference in the aggregate estimates. In contrast, treatments that
appear very hypothetical tend to result in higher WTP estimates.
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where the agent’s preferences are C > A > B. If the cheap talk script alters the respondent’s
perception of the fraction in favor of A in a downward direction, the respondent’s optimal
choice may now well be A, to avoid the worst option of B. This action clearly lowers the
estimate of WTP for C, yielding the effect attributed to hypothetical bias. While the nature of
the problem with cheap talk in this case is particularly easy to see, the ability of cheap talk to
influence respondent beliefs about priors concerning particular goods and/or their attributes in
more general settings where respondents do not have dominant strategies is conceptually
straightforward to show. Hence, cheap talk can have an influence (potentially undesirable) on
consumer choices in these situations both in surveys and actual markets. The issue of how
information provided in a survey influences respondent beliefs concerning the preferences of
other agents is one that naturally follows from the CG framework but it remains largely
unexplored from an empirical perspective.
Extracting Preference Information
CG suggest that the interpretation of data from stated preference surveys is much more
complicated than previously thought. Most researchers using such data had implicitly or
explicitly assumed that people truthfully answered the questions they asked. CG argue that in
general, this assumption is likely to be false if the survey question is consequential and the
respondent is acting like a rational economic agent. The conditions under which truthful
preference revelation is always in the respondent’s best interest are often hard and sometimes
impossible to meet. However, one of the most important but often overlooked implications of
CG is that even in the absence of incentive for truthful preference revelation, much useful
information can be obtained from stated preference data. The key question that CG addressed
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was how to interpret such information and the nature of the deviations from truthful
preference revelation that were likely to be observed in particular instances.
Is A Single Binary Discrete Choice Always The Best Format?
Under specific conditions noted by CG, a SBC question for a pure public good is incentive
compatible in the sense that truthful preference revelation is a respondent’s dominant
strategy. This, however, does not imply that stated preference surveys should always use this
elicitation format. First, the incentive compatibility result requires auxiliary conditions to be
met, and this is often difficult and sometimes impossible to do. This qualification is true of
markets, voting, and surveys.

Second, when the SBC question being asked is incentive

compatible, the preference information that it provides to the researcher is very limited. All a
respondent’s choice can do is increase or decrease the likelihood that the specified good is
provided at the specified cost. This means that surveys using a SBC question require large
samples and substantial pretesting to help determine the range and placement of the cost
amounts used. As such, a researcher may want to use an elicitation format that provides more
preference information.
The main implication from CG on this point is that preference information from these
alternative formats may be distorted. For instance, CG argue that a zero spike in the estimated
WTP distribution is a natural consequence of the incentive structure induced by an open‐ended
matching question since a respondent should report a zero WTP if their true WTP is lower than
the expected cost if the good is provided. There can, of course, in particular instances be
alternative explanations for the observed phenomena that have a different interpretation.
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Many people could actually be indifferent to having the good supplied rather than simply
having WTP values below expected cost.
There are two other aspects of a SBC question that are worth noting. The first is a
corollary to the sparse nature of the information obtained from this elicitation format.
Statistical precision of estimates either requires very large sample sizes and/or making strong
assumptions about the nature of the underlying latent WTP distribution. Many of the claims
about the SBC format over‐estimating WTP seem traceable to one of two problems: (a) making
an inappropriate distributional assumption, and (b) inappropriate treatment of the right tail of
the distribution. An example of the first problem is estimating a logit or probit model with the
log of price as the stimulus variable. The second problem has cursed almost all welfare
estimation irrespective of the source of the data obtained and has many variants. For travel
cost models, functional form assumptions rather than actual data are relied upon to choke‐off
demand beyond some point. While stated preference questions can often push the prices for
which reliable information can be obtained, both higher and lower than what is available in a
market context, extremely high and extremely low prices should not be seen as plausible by
respondents. As such, CG argue that rational respondents will answer the question with the
cost information they think is relevant. The need for posing only realistic/credible questions
cannot be emphasized enough. A more subtle variant of the right tail problem is the failure to
recognize that data issues unrelated to the properties of the elicitation format may
contaminate the data generating process. These include respondent confusion and the
interviewer incorrectly recording the answer or the data entry incorrectly transferring the
response. Note that these problems also occur with respect to data received from market

15

transactions. In that context, they are often less obvious and less problematic as long as the
highest price observed in the market is far from choking off demand or if the researcher is only
interested in estimating marginal changes in WTP with respect to changes in an attribute rather
than total WTP. The implications of consumer confusion with respect to both survey responses
and market purchases is an issue that deserves more attention.
Second, a binary discrete choice question is most appropriate where there are two
alternatives. A natural example is the status quo versus an alternative involving a public good
(e.g., status quo level of air quality in a city versus an alternative level). The critical feature is
that only one level of air quality can be supplied so that any question that puts more than one
alternative to the status quo into play unravels the SBC incentive properties. The issue is quite
different when multiple additions to the status quo can be made available such as new fishing
locations or new products. In this switch from public to quasi‐public/private goods, the SBC
question loses much of its attractiveness. The relationship between the nature of the good and
the properties of the elicitation format developed by CG still appears to be under‐appreciated.
A Resurgence of the Payment Card Format
One of the more interesting developments in recent years has been the emergence of
the payment card format first proposed in Mitchell and Carson’s (1989) early work as the most
popular matching elicitation format. The purest version of a matching elicitation format, the
open‐ended direct question, finds many respondents at a loss as to how to answer. At first this
was thought to be related to asking about an unfamiliar public good but familiarity is not the
main factor. In most western societies, making decisions in response to posted prices is the
norm. In such a context, choice is the economic primitive which reveals preferences.
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Interestingly, original criticism of the payment card was based on the anchoring
behavior with respect to the starting cost amount used, as seen in the bidding game format. CG
argue that this anchoring behavior should be expected if the initially asked about cost is
thought by the respondent to be correlated with the good’s actual cost, which seems like a
natural inference for respondents to make. Rather than encouraging a vague type of anchoring,
the array of amounts on a payment card we conjecture may do two things. The first follows
from the usual language of a payment card to pick any amount on the card.10 This subtly
converts the question into a choice question but one with a sufficiently large number of options
that it ends up approximating a continuous matching response. The second is that the sequence
of amounts on the payment card appears to increase uncertainty over the actual cost of the
program relative to the expectation that is formed in the open‐ended direct question. CG
shows that increasing uncertainty with respect to cost in the matching format tends to increase
the optimal stated WTP response toward its true value from below under most plausible belief
structures. This may result in the payment card producing conservative WTP estimates, but not
grossly conservative estimates. The theoretical drawback is that the payment card cannot be
guaranteed to always provide incentives for revealing WTP amounts equal to or less than true
WTP. In practice, there are usually only a small number of suspect very high WTP responses.

10

Most work on payment cards has focused on whether restricting the range of the amounts shown on a payment
card can influence estimated WTP (Rowe, Schulze, and Breffle, 1996; Dubourg, Jones‐Lee, Loomes, 1997; Covey,
Loomes and Bateman, 2007) to which there are mixed results. Under CG, the range of amounts displayed on a
payment card can have an influence on both expected cost and the level of uncertainty surrounding that amount.
Earlier researchers (e.g., Mitchell and Carson, 1989) looked at placing the cost of other goods (public and private)
on the payment card. These too can have an influence on formation of cost expectations. Dubourg, Jones‐Lee, and
Loomes (1997) demonstrating a pure psychological anchoring effect by giving half the sample a payment card
starting with low numbers (and increasing) and the other half the sample a payment card starting with high
numbers (and decreasing). This may be an indication that one of the approaches has violated standard
conversation conventions (Grice, 1975).
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Whether these responses are inconsistent with income levels and other covariates may be
checked using regression procedures design to identify outliers.
Choice Experiments
The increasingly popular discrete choice experiment (DCE) format received limited treatment in
CG beyond a few key results. CG’s starting point was to note that the SBC question, to which
they devoted considerable attention, is the simplest case of a DCE. Moving from an SBC with
two alternatives to a multinomial question with k > 2 alternatives generally causes a loss of
incentive compatibility even if (a) the payment mechanism is coercive, (b) no other decision is
potentially influenced by the response to the question, and (c) a take‐it‐or‐leave it offer is
made. The fundamental reason for this is that, if only one good is to be supplied, then a
particular respondent’s optimal choice should depend upon beliefs about the choices that are
likely to be made by other respondents. As such, truthful preference revelation can no longer
be a dominant strategy for all consumers and belief structures as it is in the case of SBC. When
a survey’s influence on the agency’s decision comes through a plurality aggregation rule, for
example, it is easy to show that, if all respondents have completely flat (i.e., uninformative)
prior about the choices likely to be made by other respondents, then truthful preference
revelation is the optimal strategy.11 The question for empirical researchers then is how likely is
it for the flat prior assumption to hold? What is not known though without imposing a lot of
structure on the problem is how a consumer should tradeoff a weak but non‐flat prior against

11

Note that this is a sufficient condition rather than a necessary condition so an empirical researcher is not able to
conclude that a choice question is not incentive compatible if respondents do not hold a flat prior.
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the strength of preference for a particular alternative. This is the situation that is likely to hold
in most situations.
CG also note that the truthful preference revelation problem in a multinomial choice
question can go away in the special case where all but one of the k‐1 of the goods rather than
just one of good is provided.12 It is easy to show in this situation that the multinomial choice
question is effectively a SBC of the respondent’s most preferred alternative paired against a
single stochastically chosen less preferred alternative. This context is most likely to be
applicable to quasi‐public and private goods. Again, however, the situation facing empirical
researchers is likely to be the intermediate case where there is uncertainty over the number of
alternatives that might be provided.
Many DCE’s utilize more than one choice set. This introduces a new issue. How does the
agency aggregate responses across choice sets? Randomly picking one choice (under the
assumption that respondents are expected utility maximizers) provides them with an incentive
to treat each choice set as independent. While it is possible to provide assurances to
participants in a laboratory experiment that this is what is being done, such a statement may
not be credible in the context of a survey, as it suffers the same problem that CG point out
occurs with any survey implementation of the Becker, DeGroot and Marshak (1964)
mechanism. It may not be plausible to respondents that information collected in a survey
would be discarded and not used. Most plausible aggregation rules result in a situation where

12

This holds under the maintained assumption that the respondent gets utility from at most one of the goods in
the choice set. Otherwise, one has to take account of the relationship between goods in the set and their joint
consumption.
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the optimal response by some respondents to one choice set is contingent on the response
they gave in another choice set.
A key insight of CG was that the nature of deviations from truthful preference revelation
in non‐incentive compatible DCE’s should not manifest themselves as random behavior. Most
of the tests comparing consumer preferences estimated from DCE’s to similar estimates using
behavior revealed in a market context are now based on whether the preference parameters
from the two approaches are consistent, up to a constant scale (variance) factor.13 Such tests,
however, do not have much power against many forms of strategic behavior as they are
partially or completely confounded with changes in the scale factor. The objective of non‐
truthful revelation is to drive down price (for an existing good), to help induce provision (for a
new good in the case where later purchase is an option) and/or to take account of the
perceived preferences of other agents under some type of plurality decision rule. In none of
these cases is random deviation from truthful preference revelation optimal.
The usual deviation from truthful preference revelation will be for respondents to
sometimes indicate that their second most preferred option is the choice that they would make
from the set available. A violation of the independence of irrelevant alternative (IIA)
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Choice models inherently produce estimates of (β/σ) rather than β where β is the preference parameter of
interest and σ is the scale factor. Some earlier tests comparing stated and revealed preference data made the
mistake of comparing parameter estimates implicitly assuming that the scale factor in the two types of data was
the same. Swait and Louviere (1993) and Haab, Huang and Whitehead (1999) show that one needs to take account
of the difference in scale factors in between survey and market/experimental data in comparing estimates since
discrete choice models inherently generate parameter estimates confounded with a scale factor. In a particular
context, survey data may be associated with a smaller or larger random component than data from other sources.
Further, the particular elicitation format and specific features of it, such as the number of attributes and/or
attribute levels, may influence the magnitude of the random component. In spite of calls (e.g., Louviere, et al.,
2002) for more research on factors influencing the magnitude and nature of the random component, there is still
too little work on this topic relative to work concentrating on factors that might influence location shifts in
parameters.
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assumption results from this action.14 A slightly different way to see the nature of the IIA
violation is to note that the choice between any two alternatives now depends on the presence
or absence of other alternatives. IIA violations are typically seen in data from DCEs. It is
straightforward to see how this type of IIA violation inflates the variance since the implicit
variance has to increase to explain why the second favorite option was indicated as the choice
out of the set of options. It is sometimes argued that strategic behavior in a DCE is a difficult
task for respondents to undertake, but all respondents have to do is to act as if they are more
(or less) price sensitive than they actually are when the bundle of attributes they most prefer in
a choice set is priced higher than they expected it be, given the other alternatives in the current
or previous choice sets.15 There are, of course, many other reasons posited for the ubiquitous
IIA violations observed. The point we wish to make is that deviations from the standard
conditional logit model now typically modeled as preference heterogeneity in a random
parameters sense can also be generated by the sort of non‐truthful preference revelation that
one might expect to see in DCE.
The broader message from CG is that a researcher needs to step back and ask the
question: what should a respondent answering a DCE be trying to accomplish? The most
troubling answer is “nothing”, as this implies that the questions being asked are not
14

To see this, consider the case where there are three options (A, B and C), rank ordered for convenience in terms
of a respondent’s preferences. A is thought to have little chance of being implemented given beliefs about other
agent’s preferences but is close to B in attribute space with B being strongly preferred to C. At the heart of IIA
violations is a dependence on the choice between two alternatives in the presence of one or more alternatives in
the choice set.
15
If respondents adopt this simple strategy, then as CG argue, it is possible to correctly recover marginal WTP
estimates with respect to changes in attribute levels. This is because the biased price/scale effect cancels out in the
standard approach to obtaining marginal WTP estimates. Most comparisons in the literature (e.g., Carlsson and
Martinsson, 2001) look at marginal rather than total WTP. One of the few papers to look at both is Lusk and
Schroeder (2004). They found in the context of a private good that marginal WTP estimates are similar between
stated preference and experimental treatments while the total WTP estimates differed.
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consequential. By asking this question, CG provide an insight into a long standing but little
recognized puzzle. For private goods, choice questions tend to over‐estimate the propensity to
buy a new product potentially being introduced into the market while at the same time choice
questions for existing products produce estimates that suggest survey respondents are more
price sensitive than actual customers in stores. Neither result is surprising once one realizes
that a respondent who potentially wants a new product to be available should act less price
sensitive than they truly are to increase the likelihood of it being offered for sale in the market,
while for an existing good, the same respondent should act more price sensitive in hopes of
reducing the price the good is sold for.
Seeing different prices for the same or a closely related good can also influence a
respondent’s optimal answers to a sequential DCE. For instance, with a coercive payment
mechanism for a pure public good, some respondents may rationally say “no” if they have seen
the same good or a closely related good earlier for a lower price.16 There are other
interpretations of what impact having the respondent seeing multiple prices for the same or
closely related good can have. Take for instance the case of being offered the good at a higher
price. The respondent may be more likely say “no” even though their WTP exceeds the higher
priced asked because they presume the good can be supplied at the first priced asked. This can
lead to the appearance of starting point bias because answers to subsequent questions are
“anchored” on the first price seen, as it is deemed the most credible. A wide variety of different
behaviors such as price averaging and completely ignoring very high or very low prices are

16

For an example documenting such behavior, see Day, et al. (2009). For private goods, this type of effect could go
either way depending upon whether the respondent was more interested in influencing the price of the good or
the probability that it was offered for sale.
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plausible depending on how divergent information concerning prices is translated by the
respondent into beliefs about what price will actually be paid if the good is supplied.
The general difficulty with a survey that presents the respondent with a sequence of
choice sets is that the researcher would like the respondent to treat each choice set as
independent of the other, but there may be no reason for a rational respondent to do so.
Failure to treat the choice sets as independent could be manifest in any number of ways but
one way (Day, et al., 2009) appears to be for the respondent to accept the attribute levels other
than cost and then to adjust the perceptions of the actual cost to be paid (including uncertainty
about cost in the case of a coercive payment mechanism). This can be seen in respondents who
either become much more or much less price sensitive than they would be in an incentive
compatible SBC or the actual market place. The particular effect that should be expected
depends on the nature of the payment obligation and how respondents believe the agency will
use the information with respect to price (or other attributes).17
The Usefulness of Economic Experiments
Economic experiments, both laboratory and field, have the potential to shed considerable light
on the incentive and informational properties of survey elicitation formats. Their track record to
date, however, has been quite mixed. Much of the problem stems from an obsession to show
whether hypothetical bias exists, which is an understandable research endeavor given the
skepticism many economists have concerning the use of surveys.
17

An under‐appreciated issue in surveys briefly raised by CG and explored in‐depth (Zhao and Kling, 2001; Zhao
and Kling, 2004; Corrigan, Kling, Zhao, 2008) is the issue of when a consumer is making an irrevocable commitment
to pay for a good if supplied. We suspect that some of the observed differences in WTP (and WTA) are really the
result of subtle divergences between treatments on this dimension of “commitment dynamic” that is inferred by
respondents/experiment participants but not recognized by the researchers involved.
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The most common experiment has been a blunt instrument testing the hypothesis that
respondents always tell the truth, irrespective of the incentives they face for preference
revelation, rather than a test of any theoretical prediction from economic theory. A well‐known
and widely cited example is Cummings, Harrison and Rutström (1995). This paper compares the
percent who say “yes” that they would pay a specified amount for various private goods when
payment is required to the percent who say “yes” in a treatment where it is made clear that the
question being asked is purely hypothetical in the sense that they will neither pay for nor
receive the good. They find that more subjects in the “real” treatment say “yes” than in the
“hypothetical” treatment. This result has led some researchers to believe that contingent
valuation over‐estimates and is frequently invoked by critics as a reason why contingent
valuation methods should not be used. But consider this experiment through the lens of CG. If
respondents considered the second treatment to be inconsequential then economic theory
makes no prediction with respect to comparing the two treatments.18 It may be useful to ask
the question: what results would the researcher have expected to see if statements made in
the second treatment that the response was inconsequential were ignored? In that case,
anyone who thought that they might want to accept a future offer to obtain the good should
say yes because saying yes might increase the likelihood that such an offer would be made and
the respondent could decided at that point whether to accept it.19 Thus, if the second

18

The general difficulty we see with the “pure hypothetical” implementation in many experiments is its lack of
plausibility. With money being spent to gather data from them, subjects should speculate as to the use that data
will be put and respond accordingly. As long as some subjects believe that saying “yes” or giving high WTP
amounts will make more likely that they will advance, in the sense of being made future offers, then there may be
an intrinsic tendency of purely hypothetical treatments to over‐estimate.
19
The issue with the experiment from this perspective is the assumption that public and private goods had the
same theoretical properties. This assumption appears to have stemmed from the belief that if an elicitation
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treatment was taken by respondents to be inconsequential, then it is not clear why the
comparison is of any interest to economists. If the treatment was taken as consequential, then
the theoretically predicted result was observed for a private good was observed.
CG has inspired a substantial amount of experimental work and it is beyond the scope of
our effort here to comprehensively review it, although we believe that in a few years from now
this would be a worthwhile endeavor. Carson, Groves and List (2004) provide experimental
results supporting a key implication of the CG framework: the probability of a vote on a public
good being binding does not influence the fraction responding “yes” as long as it is positive.
There are two other findings from this study. First, a purely hypothetical case (probability of the
vote being binding is zero) does behave differently from treatments where the probability of
the vote being binding is positive. The empirical estimates are over‐estimates which is
consistent with past experimental work, suggesting that results from the purely hypothetical
case should not be relied upon as an indication of how consequential questions work.20
Second, creating an explicit linkage between two decisions influences the response to a
question asked about only one of those decisions. While the nature of the linkage was made
obvious to subjects, the response to it was clearly inconsistent with the belief that respondents
always truthfully reveal their preferences and provides a note of caution with respect to making
the assumption that respondents are not capable of linking multiple issues.
Some of the most interesting papers we have seen have taken a step away from the
generic (and as CG argue ill‐defined) question of whether contingent valuation over‐estimates,
procedure is not “well‐behaved” with private goods then it will not be well‐behaved with public goods. This belief
is pervasive in the literature even though it has no basis in neoclassical economic theory.
20
While this over‐estimate result may be an empirical regularity, without any theoretical basis it is unclear why
such an empirical regularity exists.

25

to look at the nuts and bolts of how specific elicitation formats work under much more
controlled circumstances using induced rather than home‐grown preferences.21 Doing so allows
clearer identification of deviations from theoretical predictions and the ability to better sort out
what type of belief structures subjects are using in particular contexts. One of the key findings
that emerges in this work is that subjects make optimization errors, an issue that CG do not
consider. Taylor, et al. (2001) show that optimization errors using a referendum format
requiring payment are relatively common, even though the aggregate results were consistent
with what one would have expected under truthful preference revelation. Using induced
values, Palomé (2003) shows that about half of the subjects responded truthfully and that
those who did not respond truthfully were much more likely to under‐declare (41%) versus
over‐declare (12%). Vossler and McKee (2006) look at several different elicitation mechanisms
and show that they differ in terms of the fraction of subjects making optimization errors. An
intriguing result in this paper is that asking subjects about how certain they are about their
answers induced the appearance of uncertainty even where there was none. Collins and
Vossler (2009) used induced preferences and looked at the difference in choices made by
respondents when faced with three options. They create a context in which a subject should
view all three of the options as having an equal probability of being chosen by other agents. In

21

This comment should not be taken as suggesting that home‐grown values (i.e., preferences that are not induced
by the experimenter) should never be used, but rather, more caution should be taken when they are. The
researcher should first ask whether the question can be best addressed using induced values. Herriges, et al.,
(2007) and Vossler and Evans (2009) provide interesting experiments that explore the implications of CG’s
consequentiality using home‐grown values. Both papers find similar results in quite different contexts. The
concluding sentence of the Herriges, et al., (2007) paper’s abstract provides a nice summary: “We find evidence
consistent with the knife‐edge theoretical results, namely that the willingness to pay distributions are equal among
those believing the survey to be at least minimally consequential, and divergent for those believing that the survey
is irrelevant for policy purposes.” We believe that more work on how to best induce consequentially in preference
surveys is clearly needed.
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situations involving equal priors with respect to the choice of other agents, CG argue that the
multinomial choice question with three options is incentive compatible. Collins and Vossler’s
overall results are consistent with truthful preference revelation, albeit with optimization
errors. Interestingly, treatments that move away from easy to understand plurality rules for
determining outcomes toward more complicated schemes generally appear to induce a higher
fraction of optimization errors. The lesson from all these studies is that errors of optimization
are likely to be more common than often thought and can vary with the nature of the task.
Theoretical work on the nature and implications of such optimization errors is clearly needed,
as most random utility models ascribe the error component to specification error and factors
observable to the agent but not the analyst.
The induced value framework can also be used to examine other key issues related to
the properties of elicitation. For instance, Carson, Chilton and Hutchinson (2009) show that one
can achieve incentive compatibility in a double‐bounded discrete choice question if the link
between the two questions can be broken. This is easy to do in a laboratory experiment but
hard to do in an actual field survey. By tracing out the steps involved, they are able to isolate
the source of the problem which is the ability to guarantee the independence of the two
questions. This in turn may provide some insight into situations where the independence of the
two questions is more likely to approximately hold.
Behavioralist Critique
The CG paper presents a set of neoclassical predictions that stand in stark contrast with
several of the key predictions associated with the behavioral critique of neoclassical economics.
Chief among these is the assertion that the core problem with the assumption of neoclassical
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economic behavior (e.g., Tversky, Slovic and Kahneman, 1990) is that it should produce
estimates that are “procedurally invariant”, where the classic example are the divergences in
the implicit preferences suggested by answers to choice and matching questions. CG suggests
that observing such procedural invariance under neoclassical economic behavior is highly
unlikely, as most approaches to obtaining preference information differ either in terms of their
incentive structure with respect to truthful preference revelation and/or with respect to the
nature of the information that a procedure conveyed. CG predict procedural invariance will be
violated and often provides guidance on the direction of the divergence that should be
observed. A broad array of empirical evidence supports these predictions.22
CG do not claim that neoclassical economic theory is not vulnerable to the behavioral
critique. We do believe, though, that to the extent the behavioral critique is valid, it is unlikely
to have different implications for consequential surveys than other types of economic behavior.
In this sense, it is inconsistent to act as if there are behavioral economics related problems with
surveys used for valuation purposes that do not permeate data used to infer preference
information obtained from other sources. The main distinction would appear to be that in a
survey context it is easier to run experiments to examine the role of different types of effects.
Given the ability of surveys to frame questions for respondents that avoid some decision
22

We have given short treatment to the information aspects of the CG framework. Most experiments and surveys
comparing different treatments have implicitly assumed that all information provided is taken at face value and
clearly understood. A good example is the Powe and Bateman (2004) study which looks at the well‐known external
scope test (Carson and Mitchell, 1993; 1995) using flood protection schemes involving different parts of the
Broadlands area in the United Kingdom. Their results suggest respondents are not sensitive to enacting the scheme
for specific areas and for the entire Broadlands, a troubling finding. However, 41% of respondents do not consider
a scheme involving the whole area realistic. This fraction is much higher than the fraction finding the scheme
unrealistic for specific areas. Not seeing a scheme as realistic is closely tied to not being willing to pay anything for
it, a behavior one might expect of rational agents. After controlling for whether the respondent sees particular
schemes as realistic, the theoretically expected result that WTP for the more inclusive area is larger is now
obtained. Their simple take home message is that performing like‐for‐like scope tests is harder than it seems.
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making problems and facilitate transparency, one might even argue that preference
information elicited from well constructed surveys should play a larger role in helping to
formulate policies that increase social welfare.
One of the most interesting directions for future research we believe is how the CG
neoclassical framework and various predictions from behavioral economics interact. At the
heart of CG’s reading of the empirical evidence is that neoclassical marginal conditions appear
to hold while much of the behavioral critique concerns stepping back to a much more primitive
level regarding behavior. Bernheim and Rangel (2009) provide an examination of what welfare
economics might look like if it is based on consumer choice which is influenced by factors
identified by the behavioral critique.
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