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Abstract of the Dissertation

Measures of Efficiency

for Secure Multiparty Computation

by

Clinton Allen Givens

Doctor of Philosophy in Mathematics

University of California, Los Angeles, 2013

Professor Rafail Ostrovsky, Chair

Multiparty computation (MPC) is a powerful and generic cryptographic framework capable

of realizing essentially any cryptographic task (“functionality”) while preserving privacy

and robustness. In the MPC model, a group of mutually distrustful parties seek to jointly

compute a public function f of their privately held inputs x1, . . . , xn, while revealing no

information about those inputs beyond what is entailed by the function output(s). Some

portion of these players may be corrupted, controlled by a centralized adversary who directs

their (mis)behavior and seeks to gain information on private inputs or to disrupt the protocol

execution.

In this work, we examine the resource requirements of information-theoretically secure

multiparty computation. In particular, we look at trade-offs involving what we call “network-

model assumptions,” by which we mean two aspects of the model’s setup: (1) the extent to

which parties are connected by secure, pairwise communication channels; and (2) the usage

(as a black box) of a “broadcast” channel—a primitive which enforces consistency among

views by allowing a single party to send a message to all other parties which is guaranteed

to be consistent, even if the broadcaster is corrupted.

Part I of this work focuses on the first network-model assumption, that of the graph’s

connectivity by pairwise channels. We show upper and lower bounds on communication
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complexity in the Secure Message Transmission with Public Discussion (SMT-PD) model,

as a function of the threshold of corrupted parties. The SMT-PD model, which abstracts the

problem of secure communication over a partially connected network, includes two compo-

nents: a “public channel” and a set of simple channels. We show significant improvements

in both areas: on the public channel, we reduce communication to logarithmic in terms of

the message’s bit-length m, where the previous best result was linear in m; on the simple

channels, we reduce from O(mn) to O(mn/(n−t)), where n is the number of simple channels

and t is a bound on the number of corrupted channels. Using tools from information theory,

we show this amount of simple-wire communication is essentially optimal. Finally, we give

an amortized solution which drastically improves communication over public channel when

the protocol is repeated many times sequentially.

Part II shifts focus to the second network-model assumption, the use of an atomic

broadcast primitive. Here we show that three broadcast rounds suffice for general secure

computation, while two broadcast rounds are necessary. In particular we show that even

for the natural and important functionality of Weak Secret Sharing—a type of distributed

commitment—there is no protocol which uses only a single broadcast and achieves better

than an explicit constant probability of success (so the protocol’s success cannot be a function

of a security parameter).
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CHAPTER 1

Introduction

Cryptography is the study of designing secure and reliable communication systems in the

presence of intelligent attackers. Over the course of the last several decades, two related

trends have fundamentally altered the landscape of cryptography. The first trend is ex-

ternal: the rise of massive electronic communications networks—most notably the Internet

itself—has brought the need for strong cryptography to businesses and ordinary citizens,

where previously it was primarily applied to military communication. The second trend

is internal to cryptography: the revolution in methodology from ad-hoc approaches to a

more systematic, scientific, and formalized discipline. Modern cryptography emphasizes the

need for precise security definitions and, as much as possible, the use of proofs to guarantee

security, often under widely-believed computational hardness assumptions.

In the wake of these trends, many interesting generalizations and extensions of the basic

cryptographic task—ensuring the privacy of communication—have arisen. Among these,

perhaps the most general is that of multiparty computation (MPC), which is the setting for

the results presented in this dissertation.

In the MPC framework, we imagine a number of mutually distrustful parties would

like to compute some public function f , which is a function of inputs which each party

privately holds, and does not want to divulge to any of the other parties. The parties

will engage in a protocol—a network algorithm which specifies communication between and

among themselves—by means of which they should eventually learn the output of f while

denying other participants any information about their input beyond what can be deduced

from the output of f itself. To this end, we assume that even the honest parties are really
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only semi-honest : although they follow the protocol fastidiously in order to compute their

communications, they do not follow protocol directives to erase local data. It is rather

assumed that all protocol data received by each party are saved and used, if possible, in

order to gain information about other parties’ inputs.

We model the possibility of further cheating behavior by imagining that a powerful ad-

versary attacks the protocol by corrupting some number of participants, thus making them

dishonest. It is the goal of the adversary to leverage the joint views and coordinated actions

of the corrupted subset in order to either (1) gain illegitimate additional information about

the honest parties’ inputs; or (2) disrupt the computation so that it does not complete, or

does so incorrectly (i.e. does not actually compute the function f).

Within this broad outline, several more specific flavors of model are possible, depending

on what powers we grant the adversary. In the passive adversary version, corrupted parties

behave according to the protocol specification, but may use the joint view of all corrupted

players to try to unfairly learn information on honest players’ private inputs. The more

problematic active adversary may have the corrupted players behave maliciously, crafting

messages in any desired fashion to deceive and disrupt the honest players, or perhaps not

sending any messages at all.

Along a second dimension we have static versus adaptive adversaries. A static adversary

chooses which parties to corrupt at the beginning of the protocol execution, and these re-

mained fixed. An adaptive adversary may choose new players to corrupt “on the fly” during

the actual protocol execution, subject only to general constraints such as a bound on the

total number of corruptions allowed.

A third distinction may be made between computationally and information-theoretically

secure MPC. The computational model makes use of one or more computational hardness

assumptions, including generic ones such as the existence of one-way functions. The upside

is that stronger results have been proven; the downside (besides relying on unproven but

plausible conjectures) is that the constructions are often less simple and elegant than those in

the information-theoretic model. The latter, for its part, replaces computational assumptions

2



with what you might call “network model” assumptions. At the very least this means that

all (or some) players are connected via secure private channels. Additionally, in some cases

it is useful and/or necessary to assume the existence of a “broadcast channel”, by means of

which a single player can reliably send a message to all other players at once (and, crucially,

which does not allow a cheating player to send different messages to different players).

The results presented here are all in the information-theoretic model, and are all of the

following general type: They seek to characterize, via both upper and lower bounds, the

extent to which such network model assumptions are required in an information-theoretic

setting.

Part I investigates resource complexity bounds in partial network settings. The object

of interest here is the model known as Secure Message Transmission, an abstraction which

captures the (in)ability of two players in a partially connected network to communicate

privately and reliably, given that they are not directly connected.

Part II initiates a study of broadcast complexity of MPC protocols in the honest-majority

setting. Here we view the broadcast primitive as an expensive functionality and our goal is

to characterize, as tightly as possible, how many times the broadcast functionality must be

invoked in order to achieve MPC for generic functions.
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Part I

Secure Message Transmission by

Public Discussion
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CHAPTER 2

A Brief History of Secure Message Transmission

Dolev, Dwork, Waarts and Yung [DDWY93] introduced the model of Secure Message Trans-

mission (SMT) in an effort to understand the connectivity requirements for secure commu-

nication in the information-theoretic setting. Generally speaking, an SMT protocol involves

a sender, S, who wishes to transmit a message M to a receiver, R, using a number n of

channels (“wires”), some of which are controlled by a malicious adversary A. The goal

is to send the message both privately and reliably. Since its introduction, SMT has been

widely studied and optimized with respect to several different settings of parameters (for

example—and non-exhaustively, see [SA96, SNP04, ACdH06, FFGH07, KS09b]).

Garay and Ostrovsky [GO08] studied a model they called Secure Message Transmission

by Public Discussion (SMT-PD) as an important building block for achieving secure multi-

party computation [BGW88, CCD88] on sparse (i.e., not fully connected) networks. (An

equivalent setup was studied earlier in a different context by Franklin and Wright [FW98].)

In this model, in addition to the wires in the standard SMT formulation, called “private”

wires from now on, S and R gain access to a public channel which the adversary can read

but not alter. In this new setting, secure message transmission is achievable even if the

adversary corrupts up to t < n of the private wires—i.e., up to all but one. (We term the

n non-public channels private to contrast them with the public channel, but note that the

adversary sees all transmissions on any corrupted “private” wire.)

We remark that for the “by Public Discussion” part of the name in the SMT-PD problem

formulation, Garay and Ostrovsky drew inspiration from the seminal work on privacy am-

plification and secret-key agreement by Bennett et al. [BBR88, BBCM95] where two honest
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parties can also communicate through a public and authentic channel, as well as through

a private channel which an adversary can partially eavesdrop or tamper. This problem has

been studied extensively over the years under different variants of the original model. In

a sense and at a high level, SMT-PD can be considered as a specialized instance of the

original privacy amplification model, for a specific structure of the private communication,

for example, viewing the communication over the multiple private wires between S and R

as “blocks” over a single channel, and a specific adversarial tampering function, where one

of the blocks is to remain private and unchanged.

The motivation for the SMT-PD abstraction comes from the feasibility in partially con-

nected settings for a subset of the nodes in the network to realize a broadcast functionality

despite the limited connectivity [DPPU86, Upf92, BG93]1, which plays the role of the public

channel. (The private wires would be the multiple paths between them.) As such, the imple-

mentation of the public channel in point-to-point networks is costly and highly non-trivial

in terms of rounds of computation and communication, as already the sending of a single

message to a node that is not directly connected is simulated by sending the message over

multiple paths, not just blowing up the communication but also incurring a slowdown factor

proportional to the diameter of the network, and this is a process that must be repeated many

times—linear in the number of corruptions for deterministic, error-free broadcast protocols

(e.g., [GM98]), or expected (but high) constant for randomized protocols [FM97, KK06].

A main goal of this work is to minimize the use of this expensive resource, both in

terms of communication as well as in the number of times it must be used when sender and

receiver must send many messages back and forth, as it is the case in secure multi-party

computation. We first present an SMT-PD protocol with a logarithmic (in m, the message

size) communication complexity on the public channel; the best known bound, due to Shi,

Jiang, Safavi-Naini, and Tuhin [SJST11], was linear (see related work below). In addition,

our protocol incurs a private communication complexity of O( mn
n−t), which, as we also show, is

optimal, thus providing an affirmative answer to the question posed in [SJST11] of whether

1Called “almost-everywhere” agreement, or broadcast, in this setting.
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the O(n) private transmission rate could be improved. (Here transmission rate refers to

the communication complexity divided by message size.) Furthermore, our protocol has an

optimal round complexity of (3, 2), meaning 3 rounds, 2 of which must invoke the public

channel [SJST11].

Regarding the number of times the public channel must be used when considering SMT-

PD as a subroutine in a larger protocol, we ask the question whether some of the lower

bounds on resource use for a single execution of SMT-PD can be beaten on average through

amortization. In other words, if a sender and receiver must send several messages back

and forth (where later messages depend on earlier ones), can they do better than the näıve

solution of repeating an SMT-PD protocol each time, incurring a cost of three rounds and two

public channel transmissions per message? We show that amortization can in fact drastically

reduce the use of the public channel: indeed, it is possible to limit the total number of uses

of the public channel to two, no matter how many messages are ultimately sent between two

nodes. (Since two uses of the public channel are required to send any reliable communication

whatsoever, this is best possible.)

2.1 Prior work

The first variant of SMT considered in the literature is perfectly secure message transmission

(PSMT), in which both privacy and reliability are perfect [DDWY93]. It is shown in the

original paper that PSMT is possible if and only if n ≥ 2t + 1. For such n, 2 rounds are

necessary and sufficient for PSMT, while one-round PSMT is possible if and only if n ≥ 3t+1.

The communication complexity of PSMT depends on the number of rounds. For 1-round

PSMT, Fitzi et al. [FFGH07] show that transmission rate ≥ n
n−3t

is necessary and sufficient.

(Recall that n > 3t is required in this case.) For 2-round PSMT, Srinathan et al. [SNP04]

show that a transmission rate ≥ n
n−2t

is required2; this was extended in [SPP07], which

showed that increasing the number of rounds does not help. Kurosawa and Suzuki [KS09b]

2The authors claim a matching upper bound as well, but this was shown to be flawed [ACdH06].
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construct the first efficient (i.e., polynomial-time) 2-round PSMT protocol which matches

this optimal transmission rate.

A number of relaxations of the perfectness requirements of PSMT are considered in the

literature to achieve various tradeoffs (see for example [PCPS10] for a detailed discussion of

variants of SMT). The most general version of SMT (or SMT-PD) is perhaps (ε, δ)-SMT.

We call a protocol for SMT(-PD) an (ε, δ)-SMT(-PD) protocol provided that the adversary’s

advantage in distinguishing any two messages is at most ε, and the receiver correctly outputs

the message with probability 1− δ. The lower bound n ≥ 2t + 1 holds even in this general

setting (at least for non-trivial protocols, such as those satisfying ε+δ < 1/2); hence the most

interesting case for SMT-PD is the case when the public channel is required: t < n ≤ 2t. As

noted above, this requires round complexity (3,2) [SJST11]. Franklin and Wright [FW98]

show that perfectly reliable (δ = 0) SMT-PD protocols are impossible when n ≤ 2t. On

the other hand, perfect privacy (ε = 0) is possible, and is achieved by previous SMT-PD

constructions (see below).

The communication complexity lower bounds noted above all apply to PSMT; for more

general SMT bounds, we are aware only of [KS09a]. They consider the problem of almost-

secure message transmission, which is only slightly less restrictive than PSMT. Namely, the

problem requires perfect privacy, and that the Receiver never output an incorrect message,

though he may output “failure” with probability δ. The authors show that in this model,

there is a communication complexity lower bound of n(m + log(1/δ)) (up to an additive

constant).

A number of protocols for SMT-PD appear in previous work. The first such comes in

[FW98] as a consequence of the equivalence shown there between networks with multicast

and those with simple lines and broadcast (i.e., the public discussion model). Their solution

has optimal round complexity (3, 2)3; however, when t < n < d3t
2
e (including the worst case

3The round complexity is not apparent from the text, for two reasons: (1) The protocol is described in
terms of the multicast model, not SMT-PD directly; and (2) the authors consider synchronous “rounds”
not in the abstract SMT-PD model, but in the more concrete setting of nodes relaying messages in the
underlying network.
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Comparison of Communication Complexity in SMT-PD Protocols

Source Public comm. Private comm. Notes

[FW98] O(mn) O(mn) needs ε > 0 for t < n < d3t
2 e

[GO08] O(mn) O(mn)

[SJST11] O(m) O(mn)

This work (Thm. 3) O
(
n log n log mn

n−t

)
O( mnn−t) optimal (Corollary 14)

Figure 2.1: A comparison of the communication complexity of various SMT-PD protocols.

For simplicity it is assumed δ = O(1).

t = n + 1), their protocol has (pick your poison) either positive privacy error ε > 0, or

exponential communication complexity. Garay and Ostrovsky [GO08] first describe a (4,3)-

round (0, δ) protocol which was subsequently improved to (3,2) rounds. The protocol has

linear transmission rate (in terms of message size) on the public and private channels. Shi et

al. [SJST11] give the first protocol with constant transmission rate on the public channel (for

messages of sufficient, modest size); however, the communication complexity on the public

channel is still linear. (They maintain a linear transmission rate on private channels as well.)

2.2 Our contributions

By contrast, we obtain the first round-optimal SMT-PD protocol with sublinear (loga-

rithmic) communication complexity on the public channel. More specifically (and assum-

ing for simplicity δ = O(1)), our protocol has public channel communication complexity

O
(
n log n log mn

n−t

)
for messages of sufficient size, as compared with O(m) in the protocol

of [SJST11]. (The message size required by either protocol—namely, m = Ω
(
n log n log mn

n−t

)
for ours, or m = Ω(n2) for that of [SJST11]—means that O(n log n logm) is an (asymptotic)

improvement over O(m) for all values of n,m for which the claimed complexities hold, as n

cannot be “large” compared to m.) The protocol also enjoys a private communication com-
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plexity of O( mn
n−t), which (just by itself) improves on previous constructions and, as we also

show, is optimal. At a high level, the protocol has the same structure as previous 3-round

SMT-PD protocols, with the following important differences: (1) our use of randomness

extractors allows us to reduce the amount of transmitted randomness, which is reflected

in the gain in private communication, and (2) typically in previous protocols the message

is transmitted in the last round over the public channel, blinded by the private random-

ness thought not to have been tampered with; our improvement to public communication

comes from the transmission of the (blinded) message on the private wires, provided that

the sender authenticates the transmission making use of the public channel, which in turn

requires smaller communication. Additionally, we achieve these improved communication

bounds even for messages of smaller required size than Shi et al. [SJST11]. 4 Finally, the

protocol achieves perfect privacy.

We arrive at this result through a series a transformations. First, we design a generic

SMT-PD protocol with linear public communication and O( mn
n−t) private communication

(note that this already improves on existing results); second, we consider instantiations of

the generic protocol’s “black boxes” with different randomness extractors, each providing its

own benefits (perfect privacy vis-à-vis smaller message size); and last, we obtain the final

protocol by essentially running two perfect-privacy instantiations of the generic protocol in

parallel, one for the message itself and a “smaller” version for the authentication key. These

results are presented in Chapter 4.

As noted above, we also show (Chapter 5) an Ω( mn
n−t) lower bound on private communica-

tion. The lower bound holds for SMT without public discussion as well. The bound itself is

weaker than previous, but it holds for a more general class of SMT protocols. In particular,

it is the first communication complexity lower bound to consider non-perfect privacy, as well

as the first to allow for the Receiver outputting an incorrect message.

Finally, we show in Chapter 6 how amortization can drastically reduce the use of the

4Specifically, [SJST11] require message size m = Ω(n2(log(1/δ))2), where we require only m = Ω(n(log n+
log(1/δ)) log mn

n−t ).
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public channel, allowing sender and receiver to communicate indefinitely after using the

public channel twice and a limited initial message. Our approach is to separate Sender and

Receiver’s interaction following the first execution of SMT-PD into two modes: a Normal

Mode and a Fault-Recovery Mode. At a high level, in the Normal Mode, secure commu-

nication is successful provided the adversary does not interfere; this is implemented by a

one-round protocol satisfying a relaxed version of the problem that we call Weak SMT-PD.

Fault-Recovery Mode is entered if corruption is detected.5

5Effectively, this is an instantiation in the SMT context of the “fast-track” approach (e.g., [Lam87,
GRR98]), where if things are “smooth” then the algorithm or protocol performs very efficiently, reverting to
a more punctilious mode otherwise.
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CHAPTER 3

SMT Model and Preliminaries

Definition 3.0.1. If X and Y are random variables over a discrete space S, the statistical

distance between X and Y is defined to be

∆(X, Y )
def
=

1

2

∑
s∈S

|Pr[X = s]− Pr[Y = s]| .

We say that X and Y are ε-close if ∆(X, Y ) ≤ ε.

3.1 The public discussion model

The public discussion model for secure message transmission [GO08] consists of a Sender S

and Receiver R (PPTMs) connected by n communication channels, or wires, and one public

channel. S wishes to send a message MS from message space M to R, and to this end

S and R communicate with each other in synchronous rounds in which one player sends

information across the wires and/or public channel. Communication on the public channel

is reliable but public; the private wires may be corrupted and so are not necessarily reliable

or private.

A is a computationally unbounded adversary who seeks to disrupt the communication

and/or gain information on the message. A may adaptively corrupt up to t < n of the

private wires (potentially all but one!). Corrupted wires are actively controlled by A: he can

eavesdrop, block communication, or place forged messages on them. Further, we assume A

is rushing—in each round, he observes what is sent on the public channel and all corrupted

wires before deciding what to place on corrupted wires, or whether to corrupt additional

wires (which he then sees immediately).
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An execution E of an SMT-PD protocol is determined by the random coins of S, R, and

A (which we denote CS , CR, CA respectively), and the message MS ∈ M. The view of a

player P ∈ {S,R,A} in an execution E, denoted ViewP , is a random variable consisting of

P ’s random coins and all messages received (or overheard) by P . (S’s view also includes MS).

Additionally, let ViewP(M0) denote the distribution on ViewP induced by fixing MS = M0.

In each execution, R outputs a received message MR, a function of ViewR.

We can now define an (ε, δ)-SMT-PD protocol (cf. [FW98, GO08, SJST11]):

Definition 3.1.1. A protocol Π in the model above, in which S attempts to send a message

MS to R, is (ε, δ)-secure (or simply, is an (ε, δ)-SMT-PD protocol) if it satisfies:

Privacy: For any two messages M0,M1 ∈M, ViewA(M0) and ViewA(M1) are ε-close.

Reliability: For all MS ∈ M and all adversaries A, R should correctly receive the

message with probability at least 1− δ; i.e., Pr[MR = MS ] ≥ 1− δ. (The probability

is taken over all players’ random coins.)

3.2 Error-correcting codes and consistency checks for codewords

For our purposes, the following definition of error-correcting codes is sufficient:

Definition 3.2.1. Given a finite alphabet Σ, an error-correcting code E of minimum distance

d is a pair of mappings Enc : ΣK → ΣN , where K < N and Dec : ΣN → ΣK , such that (1)

any two distinct elements x, y in the image of Enc (the codewords) have dist(x, y) ≥ d in

the Hamming metric; (2) Dec(Enc(x)) = x for all x ∈ ΣK .1 We say E has rate K/N and

relative minimum distance d/N .

We require a family of codes of increasing input length which is asymptotically good, that

is, E should have constant rate and constant relative minimum distance D = d/N . See,

e.g., [MS83] for a standard reference.

1Note in particular that this allows us to test for membership in the image Enc(ΣK) by first decoding
and then re-encoding.
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Of particular interest for us are the well-known Reed-Solomon codes over Fq, obtained by

oversampling polynomials in Fq[X]. Given an input in FKq , we interpret it as a polynomial f

of degree ≤ K − 1; to obtain a codeword from f , we simply evaluate it at N distinct points

in Fq, for any N > K. Indeed, any two such polynomials agree on at most K − 1 points,

therefore the Reed-Solomon code has minimum distance N −K + 1.

Our protocols make use of a simple method to probabilistically detect when codewords

sent on the private wires are altered by A. Simply put, the sender of the codeword reveals

a small subset of the codeword symbols. Formally, suppose S sends a codeword C ∈ ΣN

to R over one of the private wires, and R receives the (possibly altered) codeword C∗. (If

R receives a non-codeword, he immediately rejects it.) Then to perform the consistency

check, S chooses a random set J = {j1, j2, . . . , j`} ⊂ [N ] and sends (J, C|J) to R, where C|J

represents the codeword C restricted to the indices in J . If the revealed symbols match, then

the consistency check succeeds; otherwise the check fails and R rejects C∗ as tampered.

Suppose A alters C to a different codeword, C∗ 6= C. Since C and C∗ are distinct valid

codewords, they differ in at least a D fraction of symbols. Therefore, the probability that

they agree on a randomly chosen index is ≤ 1−D, and so

Pr[R accepts C∗] = Pr[C|J = C∗|J ] ≤ (1−D)`.

Thus, with overwhelming probability ≥ 1 − (1 − D)`, R will reject a tampered codeword.

Of course, the validity of the check depends upon A not knowing J at the time of potential

corruption of C.

3.3 Average min-entropy and average-case extractors

Recall that the min-entropy of a distribution X = (X1, . . . , XN) over {0, 1}N is defined as

H∞(X) = min
x

(− log (Pr[X = x])) ,

and gives a measure of the amount of randomness “contained” in a weakly random source.

We say a distribution X is a kmin-source if H∞(X) ≥ kmin.
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A (seeded) (N,M, kmin, ε)-strong extractor is a (deterministic) function

Ext : {0, 1}N × {0, 1}D → {0, 1}M

such that for any kmin-source X, the distribution UD ◦ Ext(X,UD) is ε-close to UD ◦ UM

(where Uk represents the uniform distribution on {0, 1}k). The input to the extractor is the

N -bit kmin-source, X, together with a truly random seed s, which is uniformly distributed

over {0, 1}D. Its output is an M -bit string which is statistically close to uniform, even

conditioned on the seed s used to generate it.

This notion of min-entropy, and of a general randomness extractor, may be an awkward

fit when considering an adversary with side information Y as above. In these cases, a more

appropriate measure may be found in the average min-entropy of X given Y , defined in

[DORS08] by

H̃∞(X | Y ) = − log
(
Ey←Y

[
max
x

Pr [X = x | Y = y]
])
.

Note that this definition is based on the worst-case probability for X, conditioned on the

average distribution (as opposed to worst-case probability) of Y . The rationale is that Y is

assumed to be outside of the adversary’s control; however, once Y is known, the adversary

then predicts the most likely X, given that particular Y .

[DORS08] use average min-entropy to define an object closely related to extractors: A

(seeded) average-case (N,M, kmin, ε)-strong extractor is a (deterministic) function

Ext : {0, 1}N × {0, 1}D → {0, 1}M

such that the distribution of (UD◦Ext(X,UD), I) is ε-close to (UD◦UM , I), whenever (X, I) is

jointly distributed pair satisfying H̃∞(X | I) ≥ kmin. The similarity to an ordinary extractor

is clear. [DORS08] prove the following fact about average min-entropy:

Fact 3.3.1. If Y has at most 2` possible values, then H̃∞(X | (Y, Z)) ≥ H̃∞(X | Z)− `.

15



3.4 Extracting randomness from Fq

We will make use of a special-purpose deterministic (seedless) extractor Extq which operates

at the level of field elements in Fq as opposed to bits.

Extq works not on general min-entropy sources, but on the restricted class of symbol-

fixing sources, which are strings in FNq such that some subset of K symbols is distributed

independently and uniformly over Fq, while the remaining N−K symbols are fixed. Given a

sample from any such source, Extq outputs K field elements which are uniformly distributed

over FKq .

Extq works as follows: Given α ∈ FNq , construct f ∈ Fq[X] of degree ≤ N − 1, such that

f(i) = αi for i = 0, . . . , N − 1. Then Extq(α) = (f(N), f(N + 1), . . . , f(N +K − 1)). (Of

course we require N +K ≤ q.) This extractor has proven useful in previous SMT protocols

as well (see, e.g., [ACdH06, KS09b]).
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CHAPTER 4

SMT-PD with Small Public Discussion

In this chapter we present our main positive results for SMT-PD. First, we construct a

basic (ε, δ)-SMT-PD protocol, ΠGen (for “generic”), with optimal private communication

and linear public communication. We then consider possible instantiations of ΠGen; using, in

particular, Reed-Solomon codes and the extractor Extq, improves it to a 0-private protocol.

Finally, we use ΠGen (instantiated with Reed-Solomon codes) as a building block to construct

our main protocol ΠSPD, which achieves logarithmic public communication while maintaining

optimal private communication (and other desirable properties).

4.1 A generic SMT-PD protocol with optimal private communi-

cation

Protocol ΠGen achieves essentially optimal communication complexity on the private wires

of O( mn
n−t), where m is the length of the message, while maintaining linear communication

complexity (in m, under mild conditions) on the public channel. (See Chapter 5 for a precise

statement of the private wire lower bound.) This is the first SMT-PD protocol to achieve

sublinear transmission rate on the private wires, and as such provides an affirmative answer

to the question posed in [SJST11] of whether O(n) private-wire transmission rate can be

improved.

ΠGen relies on two primitives as black boxes: an error-correcting code E and an average-

case strong extractor, ExtA. The efficiency of the protocol depends on the interaction be-

tween the basic parameters of the protocol—ε, δ, m, n, and t—and the parameters of E and
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ExtA. After presenting the protocol and proving its security, we will examine its complexity

in terms of these parameters.

At a high level, the protocol has the same structure as previous 3-round SMT-PD proto-

cols: (1) in the first round, one of the parties (in our caseR) sends lots of randomness on each

private wire; (2) using the public channel, R then sends checks to verify the randomness sent

in (1) was not tampered with; (3) S discards any tampered wires, combines each remaining

wire’s randomness to get a one-time pad R, and sends C = M ⊕ R on the public channel.

However, our use of extractors allows us to reduce the amount of transmitted randomness,

which is reflected in the gain in private communication.

We remark that one may modify ΠGen to have interaction order S-R-S, instead of R-R-

S as we present it. One advantage of R-R-S is that when instantiated with deterministic

extractors (see below), it does not require any random coins for S (in contrast to S-R-S,

where both parties use randomness crucially).

Now we turn to the details of protocol ΠGen. Let error-correcting code E have encoding

and decoding functions Enc : {0, 1}K → {0, 1}N and Dec : {0, 1}N → {0, 1}K , respectively,

and relative minimum distance D. (We will specify K below.) While N > K may be

arbitrarily large for the purpose of correctness, we will want K/N and D both to be constant

for our complexity analysis—such codes are called asymptotically good .

Second, let ExtA be an average-case (nK,m, kmin, ε/2)-strong extractor. Here K is, as

above, the source length of the error-correcting code E , and m and ε are the message-

length and privacy parameters of ΠGen. kmin is the min-entropy threshold. Now clearly

m ≤ kmin ≤ nK. On the other hand, we require kmin = O(m) for our complexity claim

to hold—that is, ExtA should extract a constant fraction of the min-entropy. Further, the

extractor’s seed length s should be O(n+m).

Finally, let b = 1
1−D , and then set ` = logb(t/δ). Now with foresight, we set K =

dkmin/(n − t)e + `.1 Note that if D and kmin are constant and kmin = O(m), then K =

1As a sanity check, observe that kmin ≤ nK = n(dkmin/(n− t)e+ `), so the extractor we define can exist.
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O(m)/(n− t) + `. The protocol, ΠGen, is presented in Fig. 4.1.

Protocol ΠGen(ε, δ,m, n, t, E ,ExtA)

1. (R PRI→ S). For each wire i, R chooses a random ri ∈ {0, 1}K and sends the codeword

Ci = Enc(ri) along wire i. Let C∗i be the codeword received by S, and r∗i = Dec(C∗i ).

2. (R PUB→ S). R chooses a random subset J = {j1, j2, . . . , j`} ⊂ [N ] of codeword indices,

|J | = `. Let

Ci|J = (Ci,j1 , Ci,j2 , . . . , Ci,j`) ∈ {0, 1}`

be the codeword Ci restricted to the indices of J . R sends (J, {Ci|J}i∈[n]) to S over the

public channel.

3. (S PUB→ R). S rejects any wire i which is syntactically incorrect (including the case

that C∗i is not a valid codeword), or for which Ci|J conflicts with C∗i . Call the set of

remaining, accepted wires ACC, and let B ∈ {0, 1}n, where bi = 1 ⇐⇒ i ∈ ACC.

Let α∗ denote the concatenation of r∗i for all i ∈ ACC, padded with zeroes so that

|α∗| = nK. S chooses seed ∈ {0, 1}s uniformly at random. He applies ExtA : {0, 1}nK×

{0, 1}s → {0, 1}m to obtain R∗ = ExtA(α∗, seed), where |R∗| = m. S puts C =

MS ⊕R∗, and sends (B,C, seed) on the public channel.

Receiver: R uses B to reconstruct ACC. He forms α by concatenating ri for each

i ∈ ACC, and padding with zeroes to size nK. He applies ExtA : {0, 1}nK → {0, 1}m,

obtaining R = ExtA(α, seed). He then recovers MR = C ⊕R.

Figure 4.1: A generic SMT-PD protocol with optimal communication complexity on the

private wires and linear communication complexity on the public channel.

Theorem 1. Let t < n. Protocol ΠGen is a (3, 2)-round (ε, δ)-SMT-PD protocol with com-

munication complexity O( mn
n−t) on the private wires, and

max

(
log(t/δ)

(
log

m

n− t
+ n+O(1)

)
, O(m+ n)

)
on the public channel, provided that m/(n− t) = Ω(log(t/δ)).
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Proof. Privacy. We first claim that if we omit C, then A has essentially no information (up

to ε) on S’s output of the average-case extractor, R∗ = ExtA(α∗, seed). Formally:

Claim 2. The distribution (Us, R
∗,ViewA \ C) is ε/2-close to (Us, Um,ViewA \ C).

Proof. (Claim.) We first show that H̃∞(α∗ | ViewA \ C) ≥ kmin. Recall that α∗ is, by

definition, the concatenation of r∗i for i ∈ ACC (padded to length nK). Let SEC denote the

set of secure (private, uncorrupted) wires. Then for i ∈ SEC, we have that r∗i = ri, and

therefore

H̃∞(r∗i | ViewA \ C) = H̃∞(ri | ViewA \ C)

= H̃∞(ri | (J, Ci|J)),

where the latter equality follows since ri is independent of everything in A’s view except

(J, Ci|J) (and C, which we exclude). Now we apply Fact 3.3.1: since Ci|J has at most 2`

possible values, then

H̃∞(ri | (J, Ci|J)) ≥ H̃∞(ri | J)− `

= H̃∞(ri)− ` (independence of ri, J)

= K − ` = dkmin/(n− t)e+ `− `

= dkmin/(n− t)e.

Since the transmissions on the private wires, and associated codeword verifications, are

all mutually independent, we then have

H̃∞(α∗ | ViewA \ C) = H̃∞({r∗i }i∈ACC | ViewA \ C)

≥ H̃∞({ri}i∈SEC | ViewA \ C)

=
∑
i∈SEC

H̃∞(ri | (J, Ci|J))

≥ (n− t)dkmin/(n− t)e ≥ kmin,

which shows as we claimed that H̃∞(α∗ | ViewA \ C) ≥ kmin. From here the overall claim

follows immediately because ExtA is an (nK,m, kmin, ε/2)-strong average-case extractor, and

R∗ = ExtA(α∗, seed) with seed uniformly random.
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The remainder of the proof of ε-privacy is by contradiction: We show that, if there exists

an adversary A and messages M0,M1 such that ∆(ViewA(M0),ViewA(M1)) > ε, then there

exists a distinguisher D which can distinguish (Us, R
∗,ViewA \C) from (Us, Um,ViewA \C),

in contradiction to the above claim.

So suppose such an A, M0, M1 exist. Then there exists a distinguisher D0 which satisfies

|Pr[D0(ViewA(M0)) = 1]− Pr[D0(ViewA(M1)) = 1]| > ε

In particular it follows that either

∣∣Pr[D0(ViewA(M0)) = 1]− Pr[D0(ViewA(M$)) = 1]
∣∣ > ε/2

or ∣∣Pr[D0(ViewA(M$)) = 1]− Pr[D0(ViewA(M1)) = 1]
∣∣ > ε/2.

Here ViewA(M$) denotes the random variable obtained by first sampling M$ uniformly from

{0, 1}m, and then sampling from ViewA conditioned on MS = M$. (If the probability

distribution on M is uniform, then the distribution of ViewA(M$) is identically that of

ViewA, but we do not assume this here.)

Without loss of generality, we assume the first case above holds. Now we describe D,

which uses D0 as a black box in order to distinguish (Us, R
∗,ViewA\C) and (Us, Um,ViewA\

C). First, the challenger flips a coin. On heads, he samples u ← (Us, R
∗,ViewA \ C), and

on tails, u ← (Us, Um,ViewA \ C). In either case he obtains u = (us, utest, uview) which he

passes on to D. D forms CD = M0 ⊕ utest, which plays the role of C in the protocol. He

passes uview ∪ CD to D0, which returns a bit b representing its guess that uview ∪ CD was

sampled from ViewA(Mb). If b = 0, then D outputs a guess of “heads” (i.e., guesses utest

was sampled from R∗), otherwise D guesses “tails” (utest was sampled from Um).

Now consider the success probability of D when the challenger flips heads, so that utest ∼

R∗. In this case, CD = M0 ⊕ R∗ is obtained exactly as in ΠGen, and therefore uview ∪ CD is

distributed identically with ViewA(M0). Thus Pr[D(u) = 1 | heads] = Pr[D0(ViewA(M0)) =

1]. Alternatively, suppose the challenger flips tails, and utest is uniform. Then CD = M0⊕utest
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is uniform, which is also the distribution of C if we choose M = MS uniformly at random.

Thus Pr[D(u) = 1 | tails] = Pr[D0(ViewA(M$)) = 1]. Putting these together, we discover

∣∣Pr[D(Us, R
∗,ViewA \ C) = 1]

− Pr[D(Us, Um,ViewA \ C) = 1]
∣∣

=
∣∣Pr[D0(ViewA(M0)) = 1]

− Pr[D0(ViewA(M$)) = 1]
∣∣ > ε/2,

which contradicts the above claim. This completes the verification of ε-privacy.

Reliability. Observe that MR = C ⊕R and MS = C ⊕R∗. Therefore,

R fails to decode correctly (MR 6= MS)

⇐⇒ Ext(α, seed) ≡ R 6= R∗ ≡ Ext(α∗, seed)

=⇒ α 6= α∗

=⇒ ∃i ∈ ACC s.t. ri 6= r∗i

=⇒ ∃i ∈ ACC s.t. Ci 6= C∗i .

The latter event only happens if A succeeds in altering Ci without S detecting it. By con-

struction, our consistency check (Section 3.2) guarantees that this happens with probability

at most (1 − D)` = δ/t for a single wire, hence (taking a union bound over corrupt wires)

probability at most δ overall. Consequently, Pr[MR = MS ] ≥ 1− δ.

Complexity. The private wires are used only in round 1, to send Enc(ri) on each wire.

The total complexity is therefore nN = O(nK) (for E of constant rate). As noted above,

our assumptions on E and ExtA imply that K = O(m)/(n − t) + `, and therefore the total

private wire complexity is

O

(
mn

n− t

)
+ n`,

which is O(mn/(n− t)) provided m/(n− t) = Ω(`).

The public channel is used in Rounds 2 and 3. In Round 2, R transmits J ⊂ [N ] of size
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`, and the restricted codewords Ci|J , at total cost

` logN + `n = ` (logK +O(1)) + `n

= `

(
log

(
O(m)

n− t
+ `

)
+O(1)

)
+ `n.

Provided that m/(n− t) = Ω(`), this is

`

(
log

(
m

n− t

)
+ n+O(1)

)
.

Specializing to the worst-case n = t+ 1 gives the simpler but less precise upper bound

` (logm+ n+O(1)) .

In Round 3, S uses the public channel to send (B,C, seed) where B indicates accepted

wires, C hides the message MS , and seed is a seed for ExtA. Thus the Round 3 public

communication is n + m + s, which is O(n + m) for any extractor with reasonable seed

length.

4.2 Instantiating the generic protocol

Here we consider possible instantiations of ΠGen. Since our main interest is in 0-private

protocols, the most important instantiation will be that with Reed-Solomon codes and the

extractor Extq of Section 3.4. Nevertheless, other choices of (explicit) extractor are possible,

and we examine one such in particular.

4.2.1 Kamp and Zuckerman’s Symbol-Fixing Extractor

The first extractor we suggest is the deterministic symbol-fixing extractor of Kamp and

Zuckerman [KZ06, Theorem 1.3]. This extractor, like Extq, works for the class of symbol-

fixing sources; here the symbols come from an alphabet of constant size d ≥ 3. It is an

efficiently computable (n,m,O(m + 1/ε), ε)-extractor (the O hides constants depending on

d); it extracts a constant fraction of min-entropy and has output exponentially close to
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uniform. Additionally, it works for sources of any min-entropy rate—that is, kmin has no

dependence on n. It also has the advantage of being deterministic, thus obviating the need

for S to choose and send a seed in Round 3. In this case, S does not require any random

coins at all.

To convert the extractor of Kamp and Zuckerman into an average-case extractor as in

Section 3.3, we may invoke the following fact, proven in [DORS08]:

Fact 4.2.1. For any γ > 0, if Ext : {0, 1}N ×{0, 1}D → {0, 1}M is an (N,M, kmin, ε)-strong

extractor, then Ext is an (N,M, kmin + log(1/γ), ε+ γ)-strong average-case extractor.

Taking γ = ε, we obtain a 2ε-extractor, while the additional additive error of log(1/ε) is

absorbed into the O(log(1/ε))-term already appearing in Kamp and Zuckerman’s extractor.

Provided that ε = Ω(2−cm), we have log(1/ε) = O(m), and so the new min-entropy satisfies

k′min = O(m), as required in the complexity analysis.

We note that since the extractor of [KZ06] works on alphabets of fixed constant size,

it is able to achieve optimal communication complexity for messages of size Ω(n`), as in

ΠGen. In contrast, the instantiation with Reed-Solomon has a dependence on the field size

log q ≈ log(mn/(n− t)) as well.

4.2.2 Reed-Solomon Codes and the Extractor Extq

Statistical error is a feature of all general-purpose randomness extractors. To get around

it, we can exploit the fact that the sources arising from ΠGen are not general min-entropy

sources. Rather, conditioning on the adversary’s view, each good wire carries independent,

uniform randomness, and the corrupt wires carry fixed values. Thus the source we are

interested in actually carries quite a great deal of structure. In particular, we may view it

as a symbol-fixing source as described in Section 3.4, since we may group bits into symbols,

and the adversary has no information on the symbols carried by good wires.

Consider an instantiation of ΠGen using the extractor Extq : FkNq → Frq of Section 3.4,

which is indeed errorless. (Here r = m/ log q is the size of MS in field elements.) Extq is,
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according to our notation, a (kN, r, r, 0) extractor for sources over Fq: It extracts 100% of the

randomness from its input with no statistical error. (It is also deterministic, hence trivially

strong.) Since Extq operates at the level of field elements, Reed-Solomon codes are a natural

choice for the error-correcting code E of ΠGen. We choose E to be the Reed-Solomon code

with encoding function Enc : FKq → F2K
q (so N = 2K), which has relative minimum distance

1/2.

We now describe two requirements imposed by this instantiation. First, the description of

ΠGen assumes an extractor which operates on bits rather than field elements. This presents

no real problem, as all statements can be recast in a straightforward way to this new setting.

However, as mentioned above, the move from {0, 1} to Fq does have the effect of adding a

log q term to the message size required for optimal communication complexity (see statement

of and complexity analysis for Theorem 3).

Second, we must specify the appropriate field size q in terms of the basic parameters

m,n, t, δ. Recall ` = dlog(t/δ)e. With foresight, we choose q sufficiently large to satisfy:

(q − n`) log q ≥ 8mn

n− t
.

For instance, q ≥ n`+ 8mn/(n− t) suffices.

To justify this choice, we observe that there are two requirements on q. First, we need

that Extq : FnKq → Frq is in fact a perfect randomness extractor—so we need q ≥ nK + r.

Since K = dr/(n− t)e+ `, we have:

nK + r = n ·
(⌈

r

n− t

⌉
+ `

)
+ r ≤ 2nr

n− t
+ n`+ r

=

⌈
m

log q

⌉
4n

n− t
+ n` ≤ 8mn

(log q)(n− t)
+ n`.

Thus to get q ≥ nK + r it suffices that (q − n`) log q ≥ 8mn/(n− t), which is precisely our

choice.

The second requirement on q comes from the consistency checks: in order for our code-

word authentication to be valid, we need q ≥ 2K = N . However this is immediate since we

already guarantee q ≥ nK + r, and n ≥ 2 (else SMT-PD is trivial).
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4.3 An SMT-PD protocol with logarithmic public communication

In this section we present a protocol for SMT-PD which is the first to achieve logarithmic

communication complexity (in m) on the public channel. The protocol is perfectly private,

achieves the optimal communication complexity of O( mn
n−t) on the private wires, and has

optimal round complexity of (3, 2).

In its Round 3 communication, ΠGen incurs a cost of size m on the public channel, which

we wish to reduce to O(logm). Our improvement comes from the insight that S can send

the third-round message (C, in the notation of ΠGen) on the private wires, provided that S

authenticates the transmission (making use of the public channel).

S could simply send C on every private wire and authenticate C publicly. The downside

of this approach is that the private wire complexity would be Ω(mn) rather than O( mn
n−t)—no

longer optimal. Our solution is to take C and encode it once again using Reed-Solomon into

shares C1, . . . , Cn, each of size ≈ m
n−t , such that any n− t correct Ci’s will reconstruct C. S

then sends Ci on wire i, and authenticates each Ci publicly.

This authentication uses a short secret key, s∗, of size `(n+ log( cm
n−t)) (which is the cost

of authenticating n messages of size cm/(n− t), using the consistency check of Section 3.2; c

is an absolute constant defined below). Thus, S and R will run two processes in parallel: a

“small” strand, in which S privately sends the short key to R; and a “big” strand, in which

S sends MS to R, making use of the shared key in the third round. The small protocol sends

the short key using any reasonably efficient SMT-PD protocol; for ease of exposition, we use

ΠGen, instantiated with Reed-Solomon codes. We also use ΠGen with Reed-Solomon codes

for the big strand of the protocol in order to achieve perfect privacy and optimal private

wire complexity.

We now describe the protocol in detail. Many of the parameters are the same as in (the

Reed-Solomon instantiation of) ΠGen: We set ` = dlog(t/δ)e, and fix a prime q such that

(q − n`) log q ≥ 8mn

n− t
.
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The message space is M = Frq, that is, an m-bit message is considered as a sequence of

r = dm/ log qe field elements in Fq. (However, we also assume, for the purpose of the Round

3 authentication, that the field elements are actually represented as bit-strings of length

r log q.) Set K = dr/(n− t)e+ ` and N = 2K.

In addition to the above parameters, we will also define their small-strand counterparts,

which we notate using variables with hats. Set m̂ = `(n+log(cK log q))—as noted above, this

is the size of the shared secret which will be used to authenticate the Ci’s. Here the constant

c > 1 is the expansion factor of an efficiently computable, constant-rate error-correcting

code E ′ of relative minimum distance (say) 1/3. (We caution that E ′ plays a different role

in ΠSPD than E did in ΠGen, hence the different name.) We will use Enc and Dec to denote

the encoding and decoding functions of E ′; we use EncRS and DecRS for the encoding and

decoding functions of the Reed-Solomon code which functions as E for ΠSPD.

Fix q̂ to be a prime such that

(q̂ − n`) log q̂ ≥ 8m̂n

n− t
.

Set r̂ = dm̂/ log q̂e, K̂ = dr̂/(n− t)e+ `, and N̂ = 2K̂. Finally, set `3/2 = dlog3/2(t/δ)e.

The protocol, ΠSPD (for “small public discussion”), is shown in Figure 4.2. Keep in mind

the high-level understanding of the protocol: The first two rounds are simply parallel

versions of Rounds 1 and 2 of ΠGen, run with different (big and small) parameters. In Round

3, we complete the small instance of ΠGen as usual, and use the resulting shared secret to

blind the (public-channel) authentication of the Ci’s which encode C. The latter have been

sent on the unreliable private wires, unlike in ΠGen, where no authentication was required in

Round 3 since C itself was sent on the public channel.

Theorem 3. Protocol ΠSPD (Fig. 4.2) is a valid (3, 2)-round (0, 3δ)-SMT-PD protocol. It

has communication complexity O( mn
n−t) on the private wires and O

(
n` log mn

n−t

)
on the public

channel, provided m = Ω(n` log q), which holds in particular provided that:

m = Ω

(
n` log

mn

n− t

)
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Protocol ΠSPD(δ,m, n, t, E ′)

1. (R PRI→ S). (small) For each wire i, R chooses a random f̂i ∈ Fq̂[X] such that

deg(f̂i) ≤ K̂. R sends the Reed-Solomon (RS) codeword Ĉi =
(
f̂i(1), f̂i(2), . . . , f̂i(N̂)

)
along wire i. Let Ĉ∗i be the codeword received by S, and f̂ ∗i = DecRS(Ĉ∗i ).

(big) For each wire i, R chooses a random fi ∈ Fq[X] such that deg(fi) ≤ K. R sends

the RS codeword Ci =
(
fi(1), fi(2), . . . , fi(N)

)
along wire i. Let C∗i be the codeword

received by S, and f ∗i = DecRS(C∗i ).

2. (R PUB→ S). (small) R chooses a random subset Ĵ = {ĵ1, . . . , ĵ`} ⊂ [N̂ ] of codeword

indices, |Ĵ | = `. R performs codeword verification as in Section 3.2 by sending Ĵ , as

well as {Ĉi|Ĵ} for each wire i, over the public channel.

(big) R chooses a random subset J = {j1, . . . , j`} ⊂ [N ] of codeword indices, |J | = `.

R performs codeword verification as in Section 3.2 by sending J , as well as {Ci|J} for

each wire i, over the public channel.

3. (S PUB+PRI−→ R). S rejects any wire i which is syntactically incorrect or which fails one

of the consistency checks in Round 2. Call the set of remaining, accepted wires ACC.

(small) Let α̂∗ denote the concatenation of f̂ ∗i for each i ∈ ACC, padded with 0 ∈ Fq

so its length is K̂n. Applying Extq̂ : FK̂nq̂ → Fr̂q̂ of Section 3.3, S obtains s∗ = Extq̂(α̂
∗).

(big) Let α∗ denote the concatenation of f ∗i for each i ∈ ACC, padded with 0 ∈ Fq

so its length is Kn. Applying the randomness extractor Extq : FKnq → Frq, S obtains

R∗ = Extq(α
∗).

Now MS and R∗ are both vectors in Frq; S puts C = R∗+MS . Now S applies the Reed

Solomon code Frq → FKnq to C, obtaining a codeword D ∈ FKnq . Let D = (D1, . . . , Dn)

where each Di ∈ FKq . View Di as a bit-string of length K log q, and let Ei = Enc(Di),

so that |Ei| = cK log q (in bits). S sends Ei on wire i ∈ ACC; let E∗i denote the

message received by R on wire i. (continued on next page)
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Protocol ΠSPD(δ,m, n, t, E ′), continued

To authenticate each Ei, S chooses a random subset J ′ ⊆ [cK log q], |J ′| = `3/2. Put

authS = (J ′, {Ei|J ′}i∈ACC); we have |authS | ≤ m̂ (with equality if every wire is in ACC).

Padding as necessary, view authS as an element of Fr̂q̂. S sets V = s∗ + authS and

sends (V,B) over the public channel, where B is an n-bit string representing the set

ACC.

Receiver: R learns ACC from B. For i ∈ ACC, he forms α, the concatenation of

fi for each i ∈ ACC (padded with 0 ∈ Fq to length Kn). He applies Extq to obtain

R = Extq(α) ∈ Frq.

Similarly, for i ∈ ACC, he forms α̂, the concatenation of f̂i for each i ∈ ACC (padded

with 0 ∈ Fq to length K̂n). He applies Extq̂ to obtain s = Extq̂(α̂) ∈ Fr̂q̂.

Next R forms V − s, which he parses as authR = (J ′∗, {checki}i∈ACC). For each

(correctly formed) E∗i , R verifies its authenticity by checking that E∗i |J ′∗ = checki. For

those which pass, he recovers D∗i = Dec(E∗i ), D
∗
i ∈ FKq . Once R has recovered at least

n− t valid D∗i ’s, he has K(n− t) ≥ r symbols in Fq, which he uses to decode the RS

code used by S to encode C. (This is simply interpolation.) Call the result C∗ ∈ Frq.

Finally, R obtains MR = C∗ −R.

(On failure to authenticate at least n− t E∗i ’s, or to parse authR correctly, R outputs

the failure symbol ⊥.)

Figure 4.2: SMT-PD protocol with small (logarithmic) public communication and optimal

private communication.
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(see (∗) below in Complexity section of proof).

Proof. Reliability. We first claim that R receives authS = (J ′, {Ei|J ′}i∈ACC) correctly

in Round 3 with high probability—that is, (J ′∗, {checki}i∈ACC) = (J ′, {Ei|J ′}i∈ACC). Since

(J ′∗, {checki}i∈ACC) = V −s and (J ′, {Ei|J ′}i∈ACC) = V −s∗, it is enough to show that s = s∗.

According to the protocol,

s = Extq̂(α̂) and s∗ = Extq̂(α̂
∗),

so again it is enough to show that α̂ = α̂∗. These variables are defined as the concatenations

(over i ∈ ACC) of f̂i and f̂ ∗i respectively (appropriately padded). Thus it suffices to show

that for every i ∈ ACC, f̂i = f̂ ∗i . This in turn will only fail to be the case provided that

A tampers with one of the codewords Ĉi transmitted in Round 1, and is not caught by the

consistency check in Round 2. By construction, the probability that A beats the consistency

check on a given wire is at most 2−` = δ/t, and so the probability that he beats any of the

consistency checks at all, is bounded by t · 2−` = δ. This proves

Claim 4. Let G1 be the event in which R receives (J ′, {Ei|J ′}i∈ACC) correctly. Then Pr[G1] ≥

1− δ.

Note that if G1 holds, then the Round 3 consistency check R performs on the E∗i ’s is

done using the correct authentication, authR = authS . Nevertheless, R may still incorrectly

accept some E∗i 6= Ei if A tampers with Ei and even the correct authentication vector fails

to detect the tamper. We claim that the probability that this happens is also ≤ δ (provided

G1 holds). For in order for R to accept a tampered E∗i , it must fail the Round 3 consistency

check. Now ViewA is statistically independent of authS = (J ′, {Ei|J ′}i∈ACC), since the latter

is sent using a 0-private instantiation of ΠGen.

Therefore the Round 3 consistency check is valid, and (since we use a code of relative

minimum distance 1/3) the probability A successfully tampers any given corrupt wire is

again ≤ (2/3)`3/2 = δ/t, and the chance of any successful tampering is ≤ δ. We have thus

established
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Claim 5. Let G2 be the event in which the first n − t E∗i ’s accepted by R are in fact valid

(E∗i = Ei). Then Pr[G2 | G1] ≥ 1 − δ. (In other words: Provided R uses the correct

authentication vector (G1), he will almost certainly accept only valid E∗i ’s.)

(Note that if G1 does not hold, then there is no guarantee that R will accept any E∗i ’s,

let alone n − t of them. On the other hand, if it does hold, then R will correctly accept

E∗i = Ei on every good wire i, and the only question is whether he accepts a tampered E∗i

first (since the protocol has R use the first n− t accepted E∗i ’s to reconstruct C.) The claim

above shows that this bad outcome happens with negligible probability.)

Now if G1 and G2 both hold, then it follows that for every accepted E∗i , D
∗
i ≡ Dec(E∗i ) =

Dec(Ei) ≡ Di, and hence R decodes correctly using these D∗i ’s, and we thus have C∗ = C.

In this case, since MS ≡ C − R∗ and MR ≡ C∗ − R, reliability will hold provided that

R∗ = R. This last equality is satisfied provided A does not successfully tamper with any

of the Ci’s sent in Round 1—therefore it is satisfied with probability ≥ 1− δ. Therefore we

have:

Claim 6. Pr[MR = MS | G1, G2] ≥ 1− δ.

Taking the three previous claims all together, we find:

Pr[MR = MS ] ≥ Pr[MR = MS | G1, G2] · Pr[G1, G2]

≥ (1− δ) Pr[G2 | G1] Pr[G1]

≥ (1− δ)3 ≥ 1− 3δ,

which completes the proof of 3δ-reliability.

(Perfect) Privacy. The proof is essentially the same as that in the privacy analysis for

protocol ΠGen. In fact it is simpler, since here we specialize to ε = 0.

In a nutshell, suppose we exclude from the adversary’s view C = MS + R∗ (which is to

say, we exclude the codewords Ei which he could use to reconstruct C). Then according to

this restricted view, R∗ = Extq(α
∗) is distributed uniformly at random over Frq, because Extq

is an error-less extractor. Thus replacing C in his view still gives A no information on MS .
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Complexity. Our assumption that m/(n−t) ≥ m/n = Ω(` log q) is equivalent to r/(n−t) =

Ω(`) (since m = r log q). As a result, K = dr/(n − t)e + ` = O(r/(n − t)), a fact which we

use below.

By its definition,

m̂ = `(n+ log(cK log q))

= `n+ ` log

[
O

(
r

n− t

)
log q

]
= `

(
n+ log

m

n− t
+O(1)

)
.

This is O(m) provided that m = Ω(n` log q), as we assume. Since m̂ = O(m), and since

Rounds 1 and 2 have the same structure for the big and small strands, it follows that the

communication complexity in these two rounds is dominated by the big strand, so we consider

only those messages.

Regarding communication on the private wires, note that they are used first in Round 1

to send 2K field elements per wire, at a total cost of

2Kn log q = O

(
r

n− t

)
n · log q = O

(
mn

n− t

)
,

since m = r log q.

The private wires are used again in Round 3 to send the Ei’s, each of which has size

cK log q = cm
n−t . Thus, since we send at most n, we again get communication complexity

O(mn/(n− t)) on the private wires.

The public channel is used in Rounds 2 and 3; in Round 2 R specifies ` positions out of

[N ], and sends a total of n` field elements. Hence the Round 2 public communication is

` logN + n` log q.

Now we know by our choice of q that q ≥ N = 2K, so the Round 2 public communication

is bounded by 2n` log q.
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Let us estimate log q in terms of the basic parameters. Since q ≥ n` + 8mn/(n − t)

suffices, we may certainly choose q ≤ 2(n`+ 8mn/(n− t)) (and now assume we do so). Then

log q ≤ log 2n+ log

(
`+

8m

n− t

)
= log n+ log

m

n− t
+O(1) = log

mn

n− t
+O(1) (∗)

since by assumption m/(n− t) ≥ m/n = Ω(`).

Thus the Round 2 public communication is

≤ 2n`

(
log

mn

n− t
+O(1)

)
= O

(
n` log

mn

n− t

)
.

In Round 3, S sends (V,B) publicly. B just has size n, and V has size m̂ = `(n+log m
n−t+

O(1)), which are dominated by the Round 2 public communication.
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CHAPTER 5

Private Communication Lower Bound

In this chapter we prove a lower bound of Ω( mn
n−t) for the expected communication com-

plexity on the private wires, for any (ε, δ)-SMT-PD protocol (where ε and δ are considered

constants). Since protocol ΠGen of the previous chapter meets this bound, we provide a

complete answer to the question raised in [SJST11] of determining the optimal transmission

rate on private wires for an (ε, δ)-SMT-PD protocol.

Our communication lower bound holds even for a weakened adversary who is passive and

non-adaptive—that is, A chooses which wires to corrupt at the start of the protocol and only

eavesdrops thereafter. It also holds even if we modify δ-reliability so that the probability

that MR = MS is taken over the the choice of MS as well (and not just the players’ coins).

Further, as noted in the Introduction, it also holds in the case of SMT with no public channel,

mutatis mutandis.

For the lower bound, we assume that MS is chosen uniformly at random fromM; in this

case H(MS) = log |M|. (Refer to Appendix A for entropy definitions and formulas.) In the

following lemmas we assume Π is a valid (ε, δ)-SMT-PD protocol, and probabilities are over

all players’ coins as well as the random selection of MS ∈M.

The first two lemmas are complementary, establishing entropy versions of ε-privacy and

δ-reliability, respectively. Namely, in Lemma 7, we show that in any ε-private protocol,

the entropy of MS remains high given the adversary’s view. Then in Lemma 8, we show

that for any δ-reliable protocol (with passive adversary), the entropy of MS given the entire

transcript of communications is low. Though these statements are quite intuitive, their

proofs are relatively delicate.
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Lemma 7. For all adversaries A and all ε-private protocols,

H(MS | ViewA) ≥ − log(1/|M|+ 2ε).1

Proof. Let V denote the support of ViewA, and for brevity let V = ViewA. By the ε-privacy

condition, we have that for any two messages m0,m1 ∈M,

∑
v∈V

∣∣∣Pr[V = v |MS = m0]− Pr[V = v |MS = m1]
∣∣∣ ≤ 2ε

∑
v∈V

∣∣∣Pr[V = v,MS = m0]

Pr[MS = m0]
− Pr[V = v,MS = m1]

Pr[MS = m1]

∣∣∣ ≤ 2ε

∑
v∈V

∣∣∣Pr[MS = m0, V = v]− Pr[MS = m1, V = v]
∣∣∣ ≤ 2ε

|M|
.

Summing over messages m0, we obtain that for all m1 ∈M:

∑
m0∈M

∑
v∈V

∣∣∣Pr[MS = m0, V = v]− Pr[MS = m1, V = v]
∣∣∣ ≤ 2ε.

For any fixed v ∈ V , let mv denote a maximally probable value of MS , given that ViewA = v.

That is, for all m1 ∈ M, Pr[MS = mv | V = v] ≥ Pr[MS = m1 | V = v], or equivalently

Pr[MS = mv, V = v] ≥ Pr[MS = m1, V = v]. We then remove all summands in the previous

inequality except those with m0 = mv, which results in the valid inequality (for all m1 ∈M):

∑
v∈V

(
Pr[MS = mv, V = v]− Pr[MS = m1, V = v]

)
≤ 2ε

∑
v∈V

Pr[MS = mv, V = v] ≤
∑
v∈V

(
Pr[MS = m1, V = v]

)
+ 2ε

= Pr[MS = m1] + 2ε = 1/|M|+ 2ε. (5.1)

1This entropy lemma is not directly equivalent to a seemingly related probability version (as in [SJST11],
Lemma 2).
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Now consider H(MS | ViewA). Since H(MS | V = v) ≥ H∞(MS | V = v), it follows that

H(MS | V ) = Ev[H(MS | V = v)] ≥ Ev[H∞(MS | V = v)]

=
∑
v∈V

Pr[V = v]

(
− log

(
max
m∈M

Pr[MS = m | V = v]

))
=
∑
v∈V

Pr[V = v]

(
log

(
Pr[V = v]

maxm∈M Pr[MS = m,V = v]

))
≥ log

(
1∑

v∈V maxm∈M Pr[MS = m,V = v]

)
= − log

(∑
v∈V

Pr[MS = mv, V = v]

)
, (5.2)

where the next-to-last line is an application of the log sum inequality.2 Finally, we can

substitute (5.1) into (5.2) to obtain

H(MS | V ) ≥ − log(1/|M|+ 2ε).

The transcript T of an (ε, δ)-SMT-PD protocol execution is the random variable consist-

ing of the list of messages the players send on public and private channels over the course

of the protocol. Thus in the case of a passive adversary, T is completely determined by MS

and the coins of S and R. For a given set of wires S, we will let TS denote the transcript

restricted to communications on the wires in S. In the sequel we use PUB, PRIV, CORR, and

SEC to denote respectively the public channel, private wires, corrupted wires, and secure

(uncorrupted and private) wires.

We use H2(·) to denote the binary entropy function, H2(p) = −p log p− (1−p) log(1−p).

Lemma 8. For all δ-reliable protocols, H(MS | T ) ≤ H2(
√
δ) + 2

√
δH(MS).

Proof. The proof of the lemma follows from a series of several claims.

Call a given transcript τ good if Pr[MS = MR | T = τ ] ≥ 1−
√
δ. Otherwise τ is bad.

2For ai, bi ≥ 0 with
∑
ai = a and

∑
bi = b, the log sum inequality [CT91] states

∑
i

(
ai log ai

bi

)
≥ a log a

b .
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Claim 9. With probability ≥ 1−
√
δ, T is a good transcript.

Proof. Suppose not, then we will show Pr[MR = MS ] < 1 − δ, contradicting δ-reliability.

Indeed:

Pr[MR = MS ] =
∑

τ∈T,m∈M

Pr[MR = m,MS = m,T = τ ]

=
∑
τ good

Pr[MR = MS | T = τ ] Pr[T = τ ]

+
∑
τ bad

Pr[MR = MS | T = τ ] Pr[T = τ ]

<
∑
τ good

Pr[T = τ ] +
∑
τ bad

(1−
√
δ) Pr[T = τ ]

= Pr[T good] + (1−
√
δ) Pr[T bad]

= 1− Pr[T bad] + (1−
√
δ) Pr[T bad]

= 1−
√
δ Pr[T bad] < 1− δ.

Our next claim relates the probability that MS = M0, given fixed transcript τ and coins

for R, to the probability of MS = M0 given only the transcript τ .

Claim 10. For all messages M0, coins cr for R, and transcripts τ :

Pr[MS = M0 | CR = cr, T = τ ]

≤ Pr[CR = cr]

Pr[CR = cr | T = τ ]
Pr[MS = M0 | T = τ ].

Proof. The LHS is equal to

Pr[MS = M0, CR = cr, T = τ ]

Pr[CR = cr, T = τ ]
.
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Considering only the numerator of this expression to begin with, we have:

Pr[MS = M0, CR = cr, T = τ ]

=
∑
c′s

Pr[MS = M0, CR = cr, T = τ, CS = c′s]

=
∑
c′s

Pr[MS = M0, CS = c′s]

Pr[CR = cr]{τ = T (M0, cr, c
′
s)}.

The previous line uses our independence assumptions on R’s coins. It also uses a bracket

notation to simplify summation notation: here {P} = 1 if the predicate P is true and 0

otherwise. Continuing, the above is

= Pr[CR = cr]
∑
c′s

Pr[MS = M0, CS = c′s]

{τ = T (M0, cr, c
′
s)}

≤ Pr[CR = cr]
∑
c′s

Pr[MS = M0, CS = c′s]

∑
c′r

{τ = T (M0, c
′
r, c
′
s)}

= Pr[CR = cr]
∑
c′s

∑
c′r

Pr[MS = M0, CS = c′s]

{τ = T (M0, c
′
r, c
′
s)}

= Pr[CR = cr]
∑
c′s

Pr[MS = M0, CS = c′s, T = τ ].

The last equality may be easier to understand if you work backwards from the last line to

the previous one. Viewed thus, the equality says that we obtain the probability of a fixed

message M0, S’s coins c′s, and transcript τ ; by summing over all coins for R, the probability

that the message and coins appear, conditioned on the fact that the transcript generated by

the message and coins in that summand is in fact τ . Continuing from the previous line:

= Pr[CR = cr] Pr[MS = M0, T = τ ]

= Pr[CR = cr] Pr[T = τ ] Pr[MS = M0 | T = τ ].
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Dividing through by Pr[CR = cr, T = τ ] yields the statement of the claim.

For a given transcript τ , let Mmax(τ) denote the maximally probable MS given that

T = τ . (If two are equiprobable, break the tie arbitrarily.) The next claim asserts that for

a good transcript, the sender’s message equals Mmax(τ) with high probability.

Claim 11. For any good transcript τ ,

Pr[MS = Mmax(τ) | T = τ ] ≥ 1−
√
δ.

Proof. From Claim 9, we have the inequality

Pr[MR = MS | T = τ ] ≥ 1−
√
δ.

On the other hand,

Pr[MR = MS | T = τ ]

=
∑
cr

Pr[MR = MS | CR = cr, T = τ ] Pr[CR = cr | T = τ ]

=
∑
cr

Pr[MS = MR(τ, cr) | CR = cr, T = τ ]

Pr[CR = cr | T = τ ].

Now apply Claim 10 with M0 = MR(τ, cr):

≤
∑
cr

Pr[MS = MR(τ, cr) | T = τ ] Pr[CR = cr]

≤
∑
cr

Pr[MS = Mmax(τ) | T = τ ] Pr[CR = cr]

= Pr[MS = Mmax(τ) | T = τ ],

as desired.
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Now (finally) we consider H(MS | T ). By definition,

H(MS |T ) =
∑
τ

Pr[T = τ ]H(MS | T = τ)

=
∑
τ

Pr[T = τ ]
∑
M

Pr[MS = M | T = τ ]

log Pr[MS = M | T = τ ].

We estimate the sum by splitting its domain depending on whether τ is good or bad. Consider

first the sum over bad τ :∑
τ bad

Pr[T = τ ]H(MS | T = τ) ≤
∑
τ bad

Pr[T = τ ]H(MS) (E4)

= Pr[T bad]H(MS) ≤
√
δH(MS).

Moving to the sum over good τ , we re-interpret it as an entropy H((MS)good | Tgood),

where the random variables are those induced by restricting the space of executions to ones

which produce good transcripts. Then we apply Fano’s inequality [CT91], which states that

for random variables X, Y over a discrete space S, if p̂ = Pr[X 6= Y ], then

H(X | Y ) ≤ H2(p̂) + p̂ log(|S| − 1).

In our case this becomes

H((MS)good | Tgood) ≤ H((MS)good |Mmax(Tgood)) (E2)

≤ H2(
√
δ) +

√
δ log(|M| − 1)

≤ H2(
√
δ) +

√
δH(MS),

where the second line applies Fano’s inequality to the fact that (for good transcripts)

Pr[MS 6= Mmax(τ)] ≤
√
δ (Claim 11).

Combining the two estimates, we see that

H(MS | T ) ≤ H2(
√
δ) + 2

√
δH(MS),

as required.
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Given Lemmas 7 (a proof of “high” entropy) and 8 (a proof of “low” entropy), we take

the difference of the two inequalities (leaving still a “high” amount of entropy), and show

that this bounds from below H(TSEC | SEC). This is intuitive: the adversary knows which

wires are secure, and yet it is only from these wires that S and R can leverage any privacy

at all. Therefore the entropy of the messages on them should be high:

Lemma 12. A secure (ε, δ)-SMT-PD protocol with message space M satisfies

H(TSEC | SEC) ≥ − log(1/|M|+ 2ε)−H2(
√
δ)− 2

√
δ log |M|.

Proof. Since a secure (ε, δ)-SMT-PD protocol must work for any adversary A, it is enough

to show that the inequality holds when A is passive and uses randomness only to decide

which wires to corrupt. In this case ViewA = (TPUB∪CORR, SEC).

By Lemmas 7 and 8 and the properties of entropy, we have (assuming A is passive):

− log(1/|M|+ 2ε)−H2(
√
δ)− 2

√
δ log |M|

≤ H(MS | ViewA)−H(MS | T ) (Lemmas 7, 8)

≤ H(T | ViewA) (E3)

= H(TPUB∪CORR, TSEC | TPUB∪CORR, SEC)

= H(TSEC | TPUB∪CORR, SEC)

≤ H(TSEC | SEC). (E2)

Our main lower bound theorem follows. The idea is straightforward. Since the set of

secure wires is unknown to S and R (for a passive adversary, say), it must be that, in an

average sense, every set of n − t private wires carries the requisite entropy. Then we use

Han’s inequality (see proof) to “average” the entropy over all subsets of n − t wires and

obtain an estimate for the total entropy on private wires, completing the proof.

Theorem 13. Let Π be any (ε, δ)-SMT-PD protocol with n ≤ 2t, in the presence of a

passive, non-adaptive adversary A. Let C denote the expected communication (in bits) over
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the private wires (the expectation is taken over all players’ coins and the choice of MS ∈M).

Then

C ≥ n

n− t
· (− log(1/|M|+ 2ε)−H2(

√
δ)− 2

√
δ log |M|)

In particular, if ε = O(1/|M|) and δ = O(1), then C = Ω(mn/(n− t)).

Corollary 14. Provided that ε = O(1/|M|), and δ = O(1), protocols ΠGen and ΠSPD

have optimal private communication complexity O( mn
n−t) for messages of size m/(n − t) =

Ω (n log(t/δ)) and m = Ω
(
n log(t/δ) log mn

n−t

)
, respectively.

Proof. Let A be a passive adversary who chooses t wires uniformly at random to corrupt.

Let T refer to the space of possible transcripts, and likewise for a wire i or set of wires S,

let Ti and TS denote the space of possible restricted transcripts Ti and TS. We aim to apply

the previous lemma, and to that end we compute H(TSEC | SEC) = H(TSEC, SEC)−H(SEC).

By the definition of entropy, the term H(TSEC, SEC) is equal to

−
∑
I⊆[n]
|I|=n−t

∑
τ∈TI

Pr[TI = τ, SEC = I] log (Pr[TI = τ, SEC = I]) .

But since A is passive, S and R have no information on which wires are in CORR or SEC.

It follows that the transcript TI is independent of SEC; hence

Pr[TI = τ, SEC = I] = Pr[TI = τ ] Pr[SEC = I]

= Pr[TI = τ ] · 1(
n
n−t

) ,
since every subset of wires of size n− t is equally likely to be SEC. The previous sum is then

equal to

−
∑
I⊆[n]
|I|=n−t

∑
τ∈TI

Pr[TI = τ ] · 1(
n
n−t

) ·(log(Pr[TI = τ ]) + log
1(
n
n−t

))

=
−1(
n
n−t

) ∑
I⊆[n]
|I|=n−t

∑
τ∈TI

Pr[TI = τ ] · log (Pr[TI = τ ])

+
1(
n
n−t

) log

(
n

n− t

) ∑
I⊆[n]
|I|=n−t

∑
τ∈TI

Pr[TI = τ ].
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Now by the definition of entropy we have that

−
∑
τ∈TI

Pr[TI = τ ] · log (Pr[TI = τ ]) = H(TI).

Additionally,
∑

τ∈TI Pr[TI = τ ] = 1. Making these substitutions, the previous expression is

equal to

1(
n
n−t

) ∑
I⊆[n]
|I|=n−t

H(TI) +
1(
n
n−t

) log

(
n

n− t

) ∑
I⊆[n]
|I|=n−t

1

=
1(
n
n−t

) ∑
I⊆[n]
|I|=n−t

H(TI) + log

(
n

n− t

)
.

The above is equal to H(TSEC, SEC); thus we have

H(TSEC | SEC) = H(TSEC, SEC)−H(SEC)

=
1(
n
n−t

) ∑
I⊆[n]
|I|=n−t

H(TI),

since H(SEC) = log
(
n
n−t

)
. Substituting this into Lemma 12, we obtain the inequality(

n

n− t

)(
− log(1/|M|+ 2ε)−H2(

√
δ)− 2

√
δ log |M|

)
≤

∑
I⊆[n]
|I|=n−t

H(TI).

Now we apply Han’s inequality [CT91]: For a random variable X = (X1, . . . , Xn) and

1 ≤ q ≤ n, let

Hq(X) =
1(
n−1
q−1

) ∑
I⊆[n]
|I|=q

H(X|I)

(where X|I is the random variable (Xi)i∈I). Then Han’s inequality states that

H1(X) ≥ H2(X) ≥ · · · ≥ Hn(X) = H(X).
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For our purposes, q = n− t and X = TPRIV = (T1, . . . , Tn) is the transcript restricted to the

private wires. Dividing the previous inequality on both sides by
(
n−1
n−t−1

)
yields

n

n− t

(
− log(1/|M|+ 2ε)−H2(

√
δ)− 2

√
δ log |M|

)
≤ 1(

n−1
n−t−1

) ∑
I⊆[n]
|I|=n−t]

H(TI)

= Hn−t(TPRIV)

≤ H1(TPRIV)

=
∑
i∈[n]

H(Ti)

≤
∑
i∈[n]

E[# bits communication on wire i]

= E[# bits communication on all private wires].

The last line is exactly C, which shows as desired that

C ≥ n

n− t

(
− log(1/|M|+ 2ε)−H2(

√
δ)− 2

√
δ log |M|

)
.
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CHAPTER 6

Amortized Use of the Public Channel

A natural question when considering SMT-PD as a subroutine in a larger protocol is whether

some of the lower bounds on resource use for a single execution of SMT-PD can be beaten on

average through amortization. For instance, an almost-everywhere secure computation pro-

tocol [GO08] may invoke an SMT-PD subroutine every time any two nodes in the underlying

network need to communicate. Must they use the public channel twice every single time, or

can the nodes involved, say, save some state information which allows them to reduce their

use of the public channel in later invocations?

Our next result shows that amortization can in fact drastically reduce the use of the

public channel: indeed, it is possible to limit the total number of uses of the public channel

to two, no matter how many messages are ultimately sent between two nodes. (Since two uses

of the public channel are required to send any reliable communication whatsoever [SJST11],

this is best possible.)

Of course, S and R may use the first execution of SMT-PD to establish a shared secret

key, which can be used for message encryption and authentication on the private wires.

The Sender computes a ciphertext and sends it (with authentication) on every private wire.

With overwhelming probability, no forged message is accepted as authentic, and the Receiver

accepts the unique, authentic message which arrives on any good wire. However, since we are

considering the information-theoretic setting, each use of the shared key reduces its entropy

with respect to the adversary’s view. If the parties know in advance an upper bound on the

total communication they will require, and can afford to send a proportionally large shared

key in the first execution of SMT-PD, then this approach is tenable by itself.
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In some situations, however, the players may not know a strict upper bound on the

number of messages they will send. And even when they do, it may happen that the protocol

terminates early with some probability, so that an initial message with large entropy is mostly

wasted. With these considerations in mind, we now explore strategies which allow S and

R to communicate indefinitely after using only two broadcast rounds and a limited initial

message. Our approach is to separate Sender and Receiver’s interaction following the first

execution of SMT-PD into two modes: a Normal Mode and a Fault-Recovery Mode.

In the Normal Mode, S and R communicate over the private wires without making use of

their shared key; they are successful provided the adversary does not actively interfere. If the

adversary does interfere, one of the players (say R) will detect this and enter Fault-Recovery

Mode, in which he uses the shared key to broadcast information about the messages he

received on each private wire, allowing S to determine at least one corrupted wire (which he

then informs R about, authentically).

In this way, S and R communicate reliably and privately so long as the adversary is

passive; and any time he is active, they are able to eliminate at least one corrupted wire.1

(Of course, once they have eliminated all t corrupt wires, communication becomes very

efficient.) In the sequel, we describe implementations of Normal Mode and Fault-Recovery

Mode, as well as how the two modes interact with each other.

Normal Mode Let us first define a weaker version of SMT by public discussion in which

reliability is only guaranteed for a passive adversary. (In the literature such variants are also

sometimes called “detectable” versions, because we do not require the protocol to complete

successfully, only that participants may detect and abort if it does not.) Let Π be a protocol

which attempts to send a message from S to R using only the private wires (and not relying

on any shared secret key). Then we say Π is a Weak (ε, δ) SMT-PD protocol if it satisfies

Definition 3.1.1 where we (1) add to the adversary’s view a bit indicating whetherR accepted

a message or not (see next point), and (2) replace the Reliability with:

1This is akin to the “slow” PSMT original protocol in [DDWY93].
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Weak Reliability:

(Correctness with passive adversary) If the adversary only eavesdrops, then R receives the

message correctly.

(Detection of active adversary) If the adversary actively corrupts any wire, then with prob-

ability ≥ 1 − δ, either R receives the message correctly (MR = MS), or R outputs

“Corruption detected.”

The first change, (1), affects ε-privacy since it alters the definition of ViewA; this is necessary

because in the compiled, amortized protocol using Weak SMT-PD as a subroutine, the

adversary will learn whether R accepted a message based on whether R does or does not

enter Fault-Recovery Mode.

We remark in passing that Weak SMT-PD is similar in spirit to almost SMT from the

standard (non-public discussion) model [KS09a], in that both are relaxations which allow

one-round transmission (for Weak SMT-PD, only with a passive adversary). The difference is

that in the ordinary model, definitions for almost SMT require that the message be correctly

received with overwhelming probability regardless of the adversary’s actions; in the public

discussion model, when the adversary controls a majority of wires, this is impossible, so we

only require that corruptions be detected. Indeed, we cannot guarantee reliability in a single

round even when the adversary simply blocks transmission on corrupted wires (otherwise

a minority of wires would carry enough information to recover the message, thus violating

privacy).

If we do not require the Weak SMT-PD protocol to finish in one round, then there is

a simple solution: use the private wires to simulate the public channel wire in an ordinary

SMT-PD protocol. Any time a party would use the public channel, they instead send the

public-channel message over every private wire. Two possibilities arise: (1) The adversary

never tampers with any such “virtual” public channel invocation. In this case, the virtual

public channel functions like an actual public channel, and the protocol succeeds with the
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same probability as the underlying SMT-PD protocol. (2) The adversary at some point

tampers with a virtual public channel invocation. If he does, then the receiving party in

that round will detect tampering, and can notify the other player by sending a flag on every

channel (or, if the receiving player is R and it is the final round, he just outputs “Corruption

Detected”).2

The above Weak SMT-PD protocol is conceptually simple (given a pre-existing SMT-PD

protocol!), but we might hope to do Weak SMT-PD in a single round, as opposed to the

three rounds required for ordinary SMT-PD. The following simple scheme shows one way

this can be done.

Assume the Sender wants to send a single field element MS = α ∈ Fq. The one-round

protocol, ΠW-SMT-PD, is shown in Figure 6.1. Essentially, the sender performs a (3t + 2)-

out-of-3n Shamir secret sharing of the message; however, rather than using fixed evaluation

points on each wire (such as f(1), f(2), f(3) on wire 1), he chooses a set of random points

on which to evaluate f . In this protocol, the only restriction on the field size is q > 3n.

Lemma 15. The protocol of Figure 6.1 is a Weak (δ, δ)-SMT-PD protocol for q > 3n suffi-

ciently large (Ω(t/δ)).

Proof. If the adversary is passive, it is clear that R will receive the correct message. In this

case perfect privacy holds as well, since Shamir secret sharing is perfectly private.

Consider an active adversary. We will look at the worst case, when n = t + 1 (only one

good wire). Let f ∗ denote the polynomial of degree ≤ 3t + 1 obtained by interpolating the

3t+ 2 shares consisting of all 3t shares on corrupted wires, and the first 2 shares on the one

good wire. Without loss of generality, the remaining good share is (x13, f(x13)). Note that R

will accept some message precisely if this share lies on f ∗, which is to say if f ∗(x13) = f(x13).

Otherwise R will detect corruption.

2We do not consider here whether such a protocol preserves (ε-)privacy when the adversary knows whether
R detects corruption; obviously this depends on the details of the protocol. Therefore this is not quite a
black-box reduction.
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Protocol ΠW-SMT-PD(q, n, t)

1. (S PRI→ R). S chooses a random polynomial f ∈ Fq[x] with deg(f) ≤ 3t + 1 and

f(0) = α = MS , and a random sequence x11, x12, x13, x21, x22, x23, . . . , xn1, xn2, xn3

of 3n distinct elements of Fq \ {0}. On wire i S sends to R the three pairs

(xi1, f(xi1)), (xi2, f(xi2)), (xi3, f(xi3)).

Receiver: On wire i, R receives (x∗ij, y
∗
ij) for j = 1, 2, 3. He verifies that all 3n x∗ij’s are

distinct, and that the 3n points (x∗ij, y
∗
ij) lie on a polynomial f ∗ of degree ≤ 3t+ 1. If

so, he outputs MR = f ∗(0); otherwise (or in case some wire is syntactically incorrect)

he outputs “Corruption detected.”

Figure 6.1: A one-round Weak SMT-PD protocol.

Let us prove weak reliability. Note that if f ∗ = f , then since the remaining share also

lies on f , R will correctly output the message f(0) = α = MS . On the other hand, we

claim that if f ∗ 6= f , then R detects corruption with overwhelming probability. Indeed, two

distinct polynomials of degree ≤ 3t + 1 can agree on at most 3t + 1 points. Consider the

remaining share (x13, f(x13)). Conditioned on the set of all other evaluation points chosen

by the sender, x13 is distributed randomly among the remaining q− 1− (3t+ 2) = q− 3t− 3

nonzero points in Fq. Thus, since f ∗ and f agree on at most 3t+ 1 points,

Pr[f ∗(x13) = f(x13) | f ∗ 6= f ] ≤ 3t+ 1

q − 3t− 3
.

As noted above, R detects corruption exactly when f ∗(x13) 6= f(x13). Hence when

f ∗ 6= f , R detects corruption with probability ≥ 1 − (3t + 1)/(q − 3t − 3) = 1 − Θ(t/q).

Taking q sufficiently large this is ≥ 1− δ, which proves weak reliability.

Next we turn to δ-privacy. Note that of course if we consider the adversary’s view as

consisting only of the shares on corrupt wires, then in fact perfect privacy holds, since the

secret sharing scheme is perfect. So assume the view also includes knowledge of whether R

accepted a message or detected corruption. We say that the adversary materially corrupts
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the shares ((xij, yij) pairs) on his wires provided that he alters them in some way besides

simply permuting them. Clearly, if the adversary only permutes his shares, R will still

interpolate f and accept the correct message with probability 1. Such an adversary is for all

intents and purposes passive, and perfect privacy holds.

On the other hand we claim that if the adversary materially corrupts, then

Pr[f ∗ 6= f ] ≥ 1− 1/q.

Indeed, material corruption implies at least one of the following: (1) altering the yij value

on one of S’s evaluation points; or (2) altering the set of evaluation points on corrupted

wires. In case (1) it is guaranteed that f ∗ 6= f , since they disagree on a point. In case (2),

let x∗i be an altered evaluation point chosen by the adversary. Now, the adversary sees only

3t points in a perfect (3t+ 2)-out-of-3n secret sharing scheme. Hence, regardless of his prior

knowledge (if any) on the value of the secret α = f(0), the value of f at any other point

remains uniformly distributed over Fq conditioned on his view. Therefore

Pr[f ∗(x∗i ) = f(x∗i )] ≤ 1/q,

and it follows that Pr[f ∗ 6= f ] ≥ 1− 1/q, as claimed.

Combining this via union bound with our estimate on the probability of corruption

detection given f ∗ 6= f , we see that in the case of a material corruption, R detects corruption

with probability ≥ 1−1/q−Θ(t/q) = 1−Θ(t/q), which again is 1−δ for q sufficiently large.

It follows that the distribution of the adversary’s actual view is δ-close to a modified

distribution over views in which material corruption always, with probability 1 results in

R’s detecting corruption. But a view sampled from this altered distribution is completely

independent of the secret α = f(0), since the Shamir sharing is perfect and the adversary

can now perfectly predict whether R will detect corruption. The modified adversary has

zero advantage in distinguishing any two messages m0,m1, hence the real adversary, whose

view is δ-close, has advantage at most δ in distinguishing them.
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Remark. The reader may wonder whether it is necessary to use three shares per wire as

in the protocol description. This is done in order that the protocol suffices in the worst case

scenario n = t+1. In such a setting, one share per wire would not suffice: Either the t shares

on corrupt wires would determine the polynomial f , meaning no privacy—or they would not,

in which case interpolating f requires all t + 1 shares; no redundancy means the adversary

may tamper with shares and alter the message at will. Neither would two shares suffice. The

reason here is that of the 2n = 2t + 2 shares, we would want 2t + 1 of them to determine

f (similar to above, 2t would mean no privacy and 2t+ 2 would permit tampering). But in

this case if the adversary has some information on the secret α = f(0)—say he knows it is

one of two values—then he can guess which one and interpolate a candidate for f based on

the guess. Then he may alter the evaluation points on corrupt wires while leaving the new

shares on the candidate f . If R does not detect tampering, then with high probability the

guess for α was correct (and vice versa), which violates privacy. Hence we see that at least

three additional shares, beyond those observed on corrupt wires, are necessary. This means

that only two shares per wire are necessary when n = t + 2, and only one share per wire if

n ≥ t+ 3.

We are now ready to describe Normal Mode for S and R: it is simply the repeated

execution of the Weak SMT-PD protocol, with the two players alternating the role of Sender

and Receiver, until one of them as Receiver outputs “Corruption detected.” At that time,

that player’s next message to the other party will alert them to enter Fault-Recovery Mode.

Fault-Recovery Mode Specifically, suppose R detects corruption in a message sent by S.

He will then use the shared secret established in the initial execution of (ordinary) SMT-PD

to secretly and authentically send the following on all wires: (1) a flag signalling Fault-

Recovery Mode; (2) a list of specific wires known to be corrupted (if any); (3) the received

transmission on all wires not known to be corrupt.

Since at least one of the wires is not corrupted, S will receive this communication on it

and (verifying its authenticity) enter Fault-Recovery Mode also. S recovers the set of received

51



transmissions and determines which ones were tampered with. He then sends the following

to R, again using the shared secret for privacy and authentication: (1) the message MS on

which R detected corruption; (2) an updated list of specific wires known to be corrupted.

At this time, R has received the intended message and Normal Mode resumes.

Each time Fault-Recovery Mode occurs, S andR are able to detect at least one previously

unknown corrupt wire. If at any point S and R have jointly detected t wires as corrupt,

they will simply send all future transmissions on the remaining, good wires, guaranteeing

perfect privacy and reliability.

Theorem 16. Given an initial shared secret consisting of O(n2) field elements, S and R

can communicate indefinitely using only the private wires. The probability that one of them

will ever accept an incorrect message is ≤ tδ. Moreover, with probability ≥ 1− tδ, A gains

at most δ information on each of t different messages, and no information on any other

message.

Let us first argue that an initial secret consisting of O(n2) field elements is sufficient to

realize the scheme described in Chapter 6 (using our one-round Weak SMT-PD protocol

from Figure 6.1). The shared secret is only used during Fault-Recovery Mode. In R’s first

communication after entering Fault-Recovery Mode, R must encrypt and authenticate a

message consisting of a flag, a list of wires, and the entire contents of S’s previous trans-

mission. The size of this message is 1 + n + (log q)3n = O(n log q). In S’s response, he

encrypts and authenticates a message consisting of his original message MS and a list of

wires, of total size log q + n, which of course is also O(n log q). This entire process occurs

at most t times, for a total cost of O(tn log q) = O(n2 log q). Therefore if S and R share

an initial secret consisting of O(n2) field elements of Fq using ordinary SMT-PD, they can

communicate at least a polynomial number of field elements thereafter, without using the

public channel again, before the privacy and reliability errors blow up beyond control.

In fact, as the statement of the theorem indicates, the situation is much better than

even that. S and R can actually communicate indefinitely, not just a polynomial number
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of times. The reason is that, although the privacy and reliability errors may accumulate,

these errors only occur when the adversary is (materially) active. And since he is caught

with overwhelming probability (≥ 1− δ) each such time, then with similarly overwhelming

probability (≥ 1 − tδ) he is caught the first t times he does it, after which S and R are in

the clear.
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Part II

Broadcast-Efficient Multiparty

Computation
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CHAPTER 7

Use of Broadcast Primitives in MPC Protocols

An early triumph in the field of MPC research is the following result: Assuming only the

existence of pairwise private and authenticated channels, it is possible to construct uncon-

ditionally, a.k.a information-theoretically secure MPC protocols. These protocols remain

robust and private even in the presence of a computationally unbounded adversary who ac-

tively corrupts up to t < n/3 participants, coordinating their attack and directing them to

deviate arbitrarily from the protocol specification [BGW88, CCD88].

In contrast with Part I, our focus in Part II is on unconditionally secure protocols with

honest majority (t < n/2). Here an addition to the model is necessary, as secure channels

by themselves no longer suffice. In fact when t ≥ n/3, the specific functionality of Byzantine

agreement/broadcast [LSP82, PSL80] is impossible to securely realize, even probabilistically.

In some sense, however, the inability of players to reach consensus is the only obstacle, as a

second early triumph of the field reveals: Namely, if we grant a “physical broadcast channel”

(that is, a black-box which securely implements broadcast), then unconditionally secure

MPC becomes possible once again for t < n/2 [RB89, Bea91b, CDD+01]. (Even with a

broadcast channel, protocols with n/3 ≤ t < n/2 are subject to some (negligibly small)

error probability [DDWY93, CCD88] and cannot achieve so-called perfect security, which is

possible when t < n/3.1 By contrast, when t ≥ n/2, even computationally secure MPC is

impossible without some additional physical assumptions [Cle86].)

Other assumptions may replace the physical broadcast channel to allow secure compu-

tation with t ≥ n/3, the most common being the existence of a PKI setup and secure

1The result is mentioned also in [RB89, BGW88]; [CCD88] give an informal argument and [DDWY93] a
formal proof.
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signatures. With these in hand, it becomes possible to simulate broadcast on point-to-point

channels for any t < n by means of an authenticated broadcast protocol. In a closely related

vein, Pfitzmann and Waidner [PW96] introduced pseudosignatures, an information-theoretic

analogue of digital signatures which tolerates an unbounded, active adversary. Given a

pseudosignature setup, authenticated broadcast becomes possible for any t < n, and hence

unconditional MPC is possible for t < n/2 by simulating physical broadcast with authen-

ticated broadcast. However, the construction of pseudosignatures in [PW96] still relies on

physical broadcast in a preprocessing phase. A key contribution of the current work is a

dramatically more efficient pseudosignature construction in the case t < n/2 (the relevant

case for unconditional MPC).

As with other distributed protocols, the efficiency of MPC is commonly measured in

terms of round complexity and communication complexity. Our focus in this work is on

a refinement of round complexity, namely broadcast complexity : the number of rounds in

which the broadcast primitive is invoked.

High-level descriptions of MPC protocols tend to treat broadcast as a black-box. When

t < n/3, this may be viewed simply as a convenient abstraction, since broadcast in any

case can be simulated in a point-to-point network using Byzantine agreement. (Trouble

comes, however, when analyzing round complexity: as observed in [KK07, Koo07, KKK08],

Byzantine agreement is round-expensive, and the compilation from black-box broadcast to

simulated broadcast blows up the number of rounds substantially.)

When t < n/2, the black-box treatment of broadcast is (as described above) no longer

a convenience but a requirement. Nevertheless, we argue there are still good reasons to

consider it more expensive than “mere” secure channels. Indeed the latter can be realized

via the physical exchange (using trusted couriers) of large one-time pads between every

pair of players, which may be done in an asynchronous preprocessing phase and without any

centrally trusted party. By contrast, we see no equally straightforward approach to physically

implement broadcast without a trusted party, and when the participants are geographically

scattered. Hence it seems quite plausible to treat physical broadcast as an expensive resource,
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and in particular to treat a protocol’s broadcast rounds as more expensive than ordinary

rounds. Additionally, the question of how many broadcast rounds are required for MPC is

compelling from a theoretical perspective.

Our results. Thus motivated to better understand the broadcast requirements of secure

computation when t < n/2, we present in Part II new upper and lower bounds on the

broadcast complexity of MPC and Verifiable Secret Sharing (VSS).

In the positive direction, we present an MPC protocol for t < n/2 which uses only a

constant number of broadcast rounds—namely, three. It is based on our construction of

a constant-round, linear VSS which uses 3 broadcasts in the sharing phase and none in

reconstruction—what we call a (3, 0)-broadcast VSS. In fact, we derive our MPC result by

means of a broadcast-round-preserving reduction to any (∗, 0)-broadcast linear VSS; hence

a future construction of (in particular) a (2, 0)-broadcast linear VSS would translate directly

to an MPC with two broadcasts. Previous work implies at best the existence of a protocol

with 22 broadcast rounds (see next section), hence the improvement to 3 is substantial.

As an additional attractive feature of our construction, all broadcasts occur in a pre-

processing phase during which players need not know their inputs nor the function to be

computed. (It shares this feature with the pseudosignature approach [PW96, CR90], which

inspires our solution.)

On the negative side, we address an open question of Katz and Koo [KK07], who ask

whether there exist any constant-round MPC protocols for t < n/2 using only a single broad-

cast round, that do not rely on a PKI. We show that when the adversary is computationally

unbounded, the Weak Secret Sharing functionality in particular (and hence VSS, and MPC

in general) requires at least two physical broadcast rounds for t ≥ 2
5
n; in fact this lower

bound holds independently of the overall round complexity of the WSS protocol!

Related work. The role of broadcast in multiparty protocols has been studied in a number

of previous works. Katz et al. [KKK08, KK07, Koo07], seeking to improve overall round
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complexity when broadcast is simulated over point-to-point channels, construct constant-

round protocols for VSS and MPC whose descriptions use only a single broadcast round.

However, for t < n/2 they assume a PKI infrastructure (e.g. pseudosignatures) is already in

place, whereas our (complementary) goal is precisely to generate such a setup using as few

physical broadcasts as possible.

Fitzi et al. [FGMR02, FGH+02], as well as Goldwasser and Lindell [GL05], consider

broadcast and MPC protocols for t < n which do not use physical broadcast at all (nor

equivalent assumptions), but instead weaken the guarantees provided by the protocol. In

particular these protocols are not robust and so may fail to deliver any output at all. On the

other hand, the so-called detectable broadcast (and detectable MPC ) protocols of [FGMR02,

FGH+02] do achieve consistency among honest players: either the broadcast (MPC) succeeds

and all honest parties receive output, or it fails, in which case all honest parties agree that

it failed. (Such protocols are especially interesting with regard to the light they shed on our

lower bound—see second Remark in Appendix C.)

As we have seen, our MPC construction is based on pseudosignatures [PW96, CR90],

about which we defer further details to Chapter 8.

To our knowledge, the most efficient VSS protocol in terms of broadcast rounds for

t < n/2 is the (2, 2)-broadcast, (3, 2)-round protocol of Kumaresan et al. [KPC10], which

is exponential-time and not (apparently) linear. They also give a (3, 2)-broadcast, (4, 2)-

round VSS which is polynomial-time. Hence our (3, 0)-broadcast protocol improves overall

broadcast complexity (although it is not as round-efficient at (9, 1) overall rounds).

Turning now to survey the most broadcast-efficient MPC protocols in the literature, we

first recall the general shape of an MPC protocol in the “share-compute-reveal” paradigm.

(1) In the share phase, each Pi commits to his input using Verifiable Secret Sharing. (2)

In the compute phase, the shared inputs are used to evaluate an arithmetic circuit C gate-

by-gate. Typically a linear VSS scheme is used, so that each player may non-interactively

compute addition and scalar-multiplication gates; on the other hand, multiplication gates

require interaction, and in general are quite costly—more on this in a moment. (3) When
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the computation reaches the circuit’s output gate, the players collectively possess a verifiable

sharing of f(x1, . . . , xn); the reveal phase follows, in which they publicly reconstruct this

value.

Again, the computation of multiplication gates is the most expensive part of an MPC

protocol, and multiplication subroutines for t < n/2 typically require the broadcast channel.

Using such a protocol in the compute phase incurs Ω(D) broadcast rounds, where D is the

(multiplicative) depth of the circuit to be evaluated.

To address this issue, Beaver [Bea91a] introduced a technique for evaluating multiplica-

tion gates efficiently based on multiplication triples, vectors (a, b, c) ∈ F3 such that ab = c.

Beaver showed that players who verifiably share a random multiplication triple (that is, with

a and b uniformly random) can subsequently compute one multiplication gate at the low cost

of one VSS reconstruction phase. A caveat is that to generate the triples requires the use of

a pre-existing multiplication subprotocol; hence the primary savings comes from generating

all triples in parallel in preprocessing.

In terms of broadcast rounds, this will not improve on Ω(D) unless the VSS reconstruc-

tion phase in question uses zero broadcasts. Descriptions of VSS protocols in the broadcast

model often do make use of broadcast rounds during reconstruction, but in all cases we are

aware of these can be replaced with point-to-point communications without affecting the

correctness of reconstruction. This is the case, in particular, in the well-known efficient pro-

tocols of Rabin and Ben-Or [RB89, Rab94] and Cramer et al. [CDD+01]. (For the former, the

variant presented in [Rab94] already eliminates broadcast from the reconstruction descrip-

tion.) The most broadcast-efficient linear VSS we are aware of is that presented in [Rab94],

which is (7, 0)-broadcast—recall this means 7 broadcast rounds in the sharing phase, 0 in

reconstruction. Using this VSS to share inputs and generate multiplication triples (via the

multiplication technique of [CDD+01]), yields after obvious optimizations, the state of the

art prior to this work: an MPC protocol with 24 rounds of broadcast.2

2In order to achieve the quoted number, Rabin and Ben-Or’s original information-checking protocol should
also be replaced with the linear IC protocol of [CDD+01] in order to avoid performing a new WSS (and
associated broadcasts) for each gate of the circuit.
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As our focus in this work is on reducing the overall number of broadcast rounds, rather

than broadcast (or otherwise) communication complexity, we forgo explicit treatment of the

latter. We do however note that protocols described herein can be compiled via generic

techniques into significantly more communication-efficient versions; see work of Fitzi and

Hirt [FH06], as well as recent work by Ben-Sasson et al. [BFO12].

Finally, one drawback of our VSS and MPC protocols is that they are only proved secure

for static adversaries. It would be interesting to extend these results to obtain an adaptively

secure MPC with very low broadcast complexity.
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CHAPTER 8

Model, Definitions and Tools

We briefly recall the general setting for multiparty computation. We consider a complete,

synchronous network of n players P1, . . . , Pn who are pairwise connected by secure (private

and authenticated) channels, and who additionally have access to a broadcast channel. Some

of these players are corrupted by a centralized adversary A with unbounded computing power.

The adversary is active, directing players under his control to deviate from the protocol in

arbitrary ways. As noted, we consider only static rather than adaptive adversary in this work,

meaning that he chooses which players to corrupt prior to the start of protocol execution.

The computation evolves as a series of rounds. In a given round, honest players’ messages

depend only on information available to them from prior rounds; A, however, is rushing,

and receives all messages (and broadcasts) sent by honest players before deciding on the

messages (and broadcasts) of corrupted players. Sometimes we refer to A thus defined as a

t-adversary. We consider statistical security (since, as mentioned above, perfect security is

unachievable in this setting), and let κ = poly(n) denote the error parameter, κ ≥ 2n.

Information checking. An information checking scheme (IC) [RB89] is a triple of pro-

tocols (ICSetup, ICValidate, ICReveal) which achieves a limited signature-like functionality for

three players: a dealer D, intermediary I, and receiver R. D holds as input a secret s ∈ F,

which he passes to I in ICSetup. ICValidate insures that even if D cheats, I knows a value

which R will accept. In ICReveal, I sends s to R, together with some authenticating data,

on the basis of which R accepts or rejects s as having originated from D. More formally, the

scheme should satisfy the following guarantees:
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Correctness: If D, I, and R are honest, then R will accept s in ICReveal.

Non-Forgery: If D and R are honest, then R will reject any incorrect value s∗ 6= s passed

to him in ICReveal, except with negligible probability.

Commitment: If I and R are honest, then at the end of ICValidate I knows a value s such

that R will accept s in ICReveal, except with negligible probability.

Privacy: If D and I are honest, then prior to ICReveal, a cheating R has no information on

s.

We call an IC scheme linear if it meets the following additional condition.

Linearity: If D, I, and R have invoked ICSetup and ICValidate with respect to several

secrets {si}, then I may (without further interaction) invoke ICReveal to authentically

disclose any (public) linear combination of the si.

Our weak secret sharing and verifiable secret sharing protocols make use of a linear IC

subprotocol based on that of [CDD+01], with some minor adjustments to increase broadcast

efficiency. For completeness, the protocol and proof of security appear in Appendix B.

Weak secret sharing. An (n, t)-weak secret sharing scheme (WSS) is a pair of protocols

(WSS-Share,WSS-Rec) for a set of players P = {P1, . . . , Pn}, one of whom, the dealer D,

holds input s ∈ F. It must satisfy the following guarantees in the presence of an unbounded

adversary corrupting up to t of the parties:

Weak Commitment: W.h.p., at the end of WSS-Share there exists a fixed value s∗ ∈

F ∪ {⊥}, defined by the joint view of the honest parties, such that all honest parties

will output the same value, either s∗ or ⊥, in WSS-Rec. If D is honest, then w.h.p. all

honest parties will output s∗ = s.

Privacy: If D is honest, then prior to WSS-Rec A gains no information on s (i.e., his view

is statistically independent of s).
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WSS is useful as an information-theoretic, distributed commitment for the dealerD. Thus

we may say that a dealer who completes WSS-Share has committed to his (effective) input s,

and that upon completing WSS-Rec he decommits (if a proper value is reconstructed). We

call a commitment to a value in F a proper commitment (regardless of whether it equals the

dealer’s actual input), and a commitment to ⊥ an improper (or garbage) commitment. We

will also need a slightly relaxed version of WSS called WSS-without-agreement (or very weak

secret sharing [BPW91]), in which the Commitment property above is replaced by

Weak Commitment Without Agreement: W.h.p., at the end of WSS-Share there exists

a fixed value s∗ ∈ F ∪ {⊥}, defined by the joint view of the honest parties, such that

each honest party will output either s∗ or ⊥ in WSS-Rec (but some may output s∗ and

others ⊥). If D is honest, then w.h.p. all honest parties will output s∗ = s.

Furthermore, we will call a WSS(-without-agreement) linear if it satisfies the following

in addition:

Linearity: If D has properly committed to several secrets {s(k)}, then he may (without

further interaction) invoke WSS-Rec to decommit to any (public) linear combination

of the s(k). If some of the commitments are garbage, there still exists a fixed value

s∗ ∈ F ∪ ⊥ which is reconstructed as the “linear combination” (w.h.p.).

We can slightly strengthen this requirement in the case of the sum of two values, to say

that if one is properly committed and the other is garbage, their sum is garbage also (as

opposed to any fixed value, which Linearity gives). We will use this property later on in the

construction of VSS protocols.

Proper + Improper: If D has committed separately to s ∈ F and to ⊥, then the recon-

struction of the sum s+⊥ (or ⊥+ s) will yield ⊥ (w.h.p.).

Our WSS(-without-agreement) protocol is presented in Section 9.2. It has a single sharing

phase, which uses two broadcasts, and two different reconstruction phases: one which uses
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a single broadcast round and achieves ordinary WSS, and one which uses no broadcast but

achieves only WSS-without-agreement.

Verifiable secret sharing. An (n, t)-verifiable secret sharing scheme [CGMA85] is a pair

of protocols (VSS-Share,VSS-Rec) for a set of players P = {P1, . . . , Pn}, one of whom, the

dealer D, holds input s ∈ F. In addition to the Privacy property above in the WSS case, VSS

must satisfy the following, stronger guarantee in the presence of an unbounded adversary

corrupting up to t of the parties:

Commitment: W.h.p., at the end of VSS-Share there exists a fixed value s∗ ∈ F, defined

by the joint view of the honest parties, such that all honest parties will output s∗ in

VSS-Rec. If D is honest, then s∗ = s. On the other hand, if D is dishonest, then

the value of s∗ is efficiently computable given the sharing-phase views (messages sent

and received) of all corrupt parties. (Combined with Privacy, this latter property

guarantees malicious dealers’ inputs are independent of honest dealers’ inputs when

several copies of VSS are run in parallel.)

VSS strengthens WSS by guaranteeing that even when a cheating D does not cooperate

in the Reconstruction phase, the honest players can still recover the value he committed to

(which we now require to be a proper field element, not ⊥). This makes possible a stronger

variant of linearity, in which honest players can reconstruct linear combinations of secrets

shared by different dealers. This strong linearity property is crucial for MPC applications of

VSS.

We say that the parties verifiably share a secret s if each (honest) party maintains some

state such that, when the honest parties invoke VSS-Rec on that joint state, they will recon-

struct the value s (w.h.p.). Clearly, if a dealer D has just completed VSS-Share with effective

input s, then the parties verifiably share s.

Linearity: If the parties verifiably share secrets {s(k)}, then they also (without further

interaction) verifiably share any (public) linear combination of the secrets.
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Our VSS protocol, which uses 3 broadcast rounds in the sharing phase and none in

reconstruction, appears in Section 9.2.

Pseudosignatures. Pseudosignatures, introduced by Pfitzmann and Waidner [PW96] as

an extension of and improvement to a scheme by Chaum and Roijakkers [CR90], are an

information-theoretic authentication technique for multiparty protocols. Suppose there is

a setup phase during which the parties enjoy access to a physical broadcast channel (but

need not know their future inputs). The parties may use such a setup phase to implement

pseudosignatures; then, using the pseudosignatures for authentication, they may simulate

future invocations of broadcast by running an authenticated Byzantine agreement protocol

(e.g., [DS83]), thus avoiding any need for a physical broadcast channel during the main phase

of the protocol.

One does pay a price in removing cryptographic assumptions—in the case of pseudosig-

natures, the price is limited transferability. The integrity of a pseudosignature “degrades”

each time it is passed from one party to another, so that it only remains valid for an a priori

bounded number of transfers1.

At a high level, the pseudosignatures of [PW96] rely on a subprotocol implementing

a secure, many-to-one anonymous channel [Cha88] to any single player P ∗ such that the

following conditions are satisfied in the presence of a t-adversary A:

Anonymity: Even if P ∗ is corrupt, A learns no more than the multi-set of messages sent

by the honest players (and in particular gains no information on which messages came

from which honest players).

Privacy: If P ∗ is honest, then A learns no information on messages sent by honest players.

(1− ε)-Reliability: Let {x1, . . . , xk} be the set of honest senders’ messages, which we as-

sume for simplicity are all unique.2 If P ∗ is honest, then with probability ≥ 1− ε, his

1Another price is finite, fixed-in-advance player set!
2If not, have players append random tags to their messages, which P ∗ strips off upon receipt—this

decreases reliability by at most a negligible amount (the probability two honest tags collide).
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output will be an ordered list Y , which includes each value xi.

Non-Malleability: If P ∗ is honest and honest messages {x1, . . . , xk} are drawn uniformly

at random, then the distribution of the output list Y is statistically indistinguishable

from a copy of Y in which honest messages are removed, k independently sampled

values are added, and the list is re-sorted. (Note this does not follow immediately from

Privacy!)

Privacy and anonymity may hold either perfectly, or statistically (in which case a statistically

negligible amount of information may be leaked). We (and they) additionally require these

security properties to hold under parallel composition of the anonymous channel.

Assuming such a channel, the pseudosignature scheme is roughly as follows, for a one-time

signature (see [PW96] for formal details): Each player chooses a large number of random

keys, which will function as information-theoretic message authentication codes. The players

invoke the anonymous channel many times in parallel, each sending one key per invocation,

privately and anonymously, to the signer P ∗. Hence for each invocation of the channel,

P ∗ receives an associated signature block containing n − 1 anonymous keys. In order to

(pseudo)sign a messageM , P ∗ simply signs it (i.e., computes the message authentication code

on the message) using every authentication key, in every block—these individual signatures

are referred to as minisignatures, and the collection of all of them, arranged in blocks, is

P ∗’s pseudosignature on M .

Verification is more involved. The first verifier V1 (i.e., the player to whom P ∗ originally

sends M with pseudosignature) accepts the signature provided that, in every signature block,

one of the minisignatures matches the key V1 sent for that block. The second verifier V2

accepts the signature provided that, in most of the signature blocks, one of the minisignatures

matches the key V2 sent for that block. The third verifier accepts the signature provided

a fair number of minisignatures check out, and so on, where each new verifier has a lower

acceptance threshold than the previous one.

The rationale for the increasingly tolerant verifiers is the fear that a cheating signer P ∗,
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even though he does not know whose keys are whose in any given block, could (for example)

correctly sign M with every key except for half the keys in a certain block. There is a good

chance then that V1 will find a correct minisignature in every block, but will pass it on to V2

who will not find a correct minisignature in the half-signed block. If V1 accepts the signature

while V2 rejects, P ∗ has successfully broken the signature scheme.

The anonymous channel in [PW96] is implemented using algebraic techniques; it relies

on a broadcast channel and is not robust to malicious behavior. Rather, the protocol uses

fault detection and localization: any failed invocation leads to public identification of either

a single corrupt player, or a pair of players at least one of whom is corrupt. Even with honest

majority, there are Ω(n2) pairs of players with one of them corrupt; therefore the adversary

can force Ω(n2) rounds where broadcast is used. In contrast, in Section 9.1 we show how

to implement the anonymous channel in a robust fashion, using only black-box access to

a linear VSS scheme. On the other hand, we should note that the [PW96] construction of

pseudosignatures works for any t < n, while ours is limited to t < n/2 (which is not any

additional limitation when the purpose of the pseudosignatures is to simulate broadcast in

an honest-majority MPC protocol).

We are now ready to describe our construction. For the sake of simplicity, we adopt in all

our protocols the usual convention that whenever a party fails to send an expected message,

or sends a syntactically incorrect message, it is replaced with some default message. Thus

we do not deal separately with the case of missing or improper messages.
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CHAPTER 9

Honest-Majority MPC in Three Broadcast Rounds

As discussed in Chapter 7, in order to achieve MPC with no further broadcasts, it suffices

to implement a broadcast-efficient anonymous channel (secure under parallel composition).

If we can do this using only three broadcast rounds, then we are done.

Our main idea is to instantiate the anonymous channel using a special-purpose MPC

protocol. Each player’s input to the computation will be his randomly chosen authentication

key, and the output—revealed only to the designated signer!—will be a random permutation

of the inputs. The players collectively sample a permutation π at random by the method

of “throwing darts” (e.g., [Hag91]). To wit, each player chooses a random index in a long

vector, and that player’s message appears at that location. (Collisions, of course, may occur.)

Provided the players can correctly simulate the dart-throwing in such a way that each

player’s choice of index remains private from the receiver, and so that the values of the

messages are revealed only to the receiver, the resulting permutation is clearly uniform and

so the channel will be anonymous.

9.1 A new pseudosignature construction

With ingredients in hand, we now present a protocol, AnonChan, which implements an anony-

mous channel for t < n/2 using only black-box access to a linear VSS protocol. Although

the VSS itself must rely on physical broadcast when t ≥ n/3, our construction uses no addi-

tional broadcast rounds beyond those required by the calls to VSS. In fact, if the VSS uses

Bs broadcast rounds in the sharing phase and Br broadcast rounds in the reconstruction
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phase, then our protocol uses only Bs + 3Br broadcast rounds. When VSS is implemented

with the (3, 0)-broadcast VSS protocol of Section 9.2, AnonChan therefore uses a total of 3

broadcast rounds.

At a high level, the protocol follows the “throwing darts” paradigm described above.

Each player Pi commits, by invoking the VSS sharing phase in many parallel executions, to

a sufficiently long and sparse vector v(i) in which the few nonzero entries are set equal to

Pi’s input. If all players do so correctly, then the sum of the vectors will have relatively few

collisions among nonzero entries—in particular, it will preserve at least one instance of each

input value with high probability. Then the players use the linearity of the VSS scheme to

locally compute shares of the sum of the v(i)’s, and send the resulting shares to the receiver

P ∗ (privately). P ∗ then simulates the VSS reconstruction function internally to recover the

sum, which contains at least one copy of each player’s input (along with some additional

garbage, which we can tolerate).

Of course, dishonest players may not prepare their v(i)’s properly—if a cheater were to

commit to (say) a vector full of random entries, then including it in the sum would destroy

all information about honest players’ inputs. Therefore we require that, after committing

to his vector, each player must prove that it is indeed sparse, and that nonzero entries are

equal. A simple cut-and-choose proof suffices: The prover Pi prepares many additional

vectors w
(i)
j , 1 ≤ j ≤ κ, in the same manner as the original v(i), except that he rerandomizes

the locations of nonzero entries. He also commits, for each w
(i)
j , to both the list of locations

of nonzero entries, and to a permutation on vector entries which sends nonzero locations of

v(i) to nonzero locations of w
(i)
j .

The parties then jointly generate a random challenge r: For each w
(i)
j , Pi is challenged

to reveal either (a) the permutation, in which case the parties reconstruct the difference

of the permuted v(i) and w
(i)
j , to verify it is the zero vector; or (b) the nonzero entries of

w
(i)
j , in which case the parties reconstruct the alleged zero entries to verify they are all zero,

and reconstruct the differences of nonzero entries, which should be zero to verify that all

nonzero entries are equal. Vectors which fail this check are excluded, and with overwhelming
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probability all accepted vectors are indeed sparse, with nonzero entries equal.

The protocol parameters are the player set P = {P1, . . . , Pn}, a designated receiver

P ∗ ∈ P , and error parameter κ. All computations are done over a finite field F = GF (2κ),

where we require |F| > n. Protocol AnonChan is shown in Figure 9.1.

Theorem 17. Let VSS be a linear verifiable secret sharing protocol which is either perfectly

or statistically private and (1 − 2−Ω(κ))-reliable in the presence of an unbounded adversary

corrupting up to t < n/2 parties. Then protocol AnonChan implements a statistically anony-

mous, statistically private, (1− 2−Ω(κ))-reliable many-to-one channel.

Proof. Anonymity. Without loss of generality consider an adversary corrupting P ∗. By

the perfect (statistical) privacy of VSS, A’s view of the VSS sharing phases at the end of

step 1 reveals zero (negligible) information on the honest players’ inputs. The random value

r, reconstructed in step 2, is independent of the honest players’ inputs.

With probability≥ 1−2−Ω(κ), no honest player is disqualified in any instance of VSS-Share.

Moreover, each honest player Pi will (with high probability) have correctly shared sparse

vectors v(i),w
(i)
j . Consequently, in step 3 A can predict beforehand (with high probability

of correctness), the outcome of all reconstructions associated with honest players’ vectors

(namely, they will be zero), and so A learns negligible information on honest inputs. Also,

w.h.p. all honest players will be included in PASS.

In step 4, P ∗ receives shares of v =
∑

Pi∈PASS v(i). Because A knows the value of v(j)

for each dishonest player Pj in PASS, he may subtract these from v and obtain v honest =∑
Pi honest v(i). Which is to say, A learns no more information from v than he would from

learning v honest directly. But since each honest Pi chose his 4κ indices of v(i) independently

at random, the distribution of v honest is a function only of the set of honest players’ (unique)

values. Hence A gains no information from seeing v honest other than what he could learn

from seeing the set of honest players’ values.

Privacy. Assume P ∗ is honest. As above, by the privacy of VSS, A learns at most a

negligible amount about honest players’ inputs from the VSS sharing phases in step 1; no
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Protocol AnonChan(P , P ∗, κ)

Input: Each Pi ∈ P \ {P ∗} has as input a message xi ∈ F \ {0}. For simplicity assume all

xi are unique (see Footnote 8).

Output: P ∗ outputs a list Y = {y1, . . . , yn′} (n′ = O(n)) which (with overwhelming proba-

bility) contains xi for every honest Pi (but may contain other values). Moreover, an adversary

corrupting up to t < n/2 players gains no information regarding which honest players sent

which messages.

1. Set ` = 96κn. Pi constructs a random 4κ-sparse vector v(i) ∈ F` whose 4κ nonzero

entries are xi.

At the same time, Pi constructs κ additional random, 4κ-sparse vectors w
(i)
1 , . . . ,w

(i)
κ ∈

F`. Each w
(i)
j , like v(i), has xi at its nonzero entries.

For each w
(i)
j , Pi chooses a random permutation π

(i)
j : [`] → [`] such that v(i)[k] =

w
(i)
j [π

(i)
j (k)] for all k ∈ [`]. (I.e., π

(i)
j is random subject to the condition that it send

nonzero indices of v(i) to nonzero indices of w
(i)
j .)

Pi invokes VSS-Share O(κ2n) times in parallel to verifiably share each of the following

values:

• Each coordinate of v(i) and of the w
(i)
j ’s;

• each of the permutations π
(i)
j ;

• for each w
(i)
j , its list of nonzero indices;

• a random element r(i) ∈ F.

Any player disqualified during some VSS-Share is disqualified here.

2. The players invoke VSS-Rec to reconstruct the sum r :=
∑
r(i), and interpret it as a

random bit-string of length κ. (continued on next page)
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Protocol AnonChan(P , P ∗, κ), continued

3. For each bit bj ∈ r (in parallel):

bj = 0: (a) The players invoke n instances of VSS-Rec to reconstruct the permutations

π
(i)
j , for all Pi. (If the result is not a valid permutation, Pi is disqualified.)

(b) For each w
(i)
j , the players invoke ` instances of VSS-Rec to reconstruct the

vector u := π
(i)
j (v(i))−w

(i)
j . If u 6= 0 ∈ F`, Pi is disqualified. (π

(i)
j acts on a

vector by permuting its components.)

bj = 1: (a) The players invoke n instances of VSS-Rec to reconstruct the list of nonzero

indices for w
(i)
j , for all Pi. (If the result is not a valid list of 4κ distinct indices

in [`], Pi is disqualified.)

(b) For each w
(i)
j , invoke `− 4κ instances of VSS-Rec to reconstruct the values at

(alleged) zero-indices of w
(i)
j . If any are actually nonzero, Pi is disqualified.

Also invoke 4κ−1 instances of VSS-Rec to reconstruct consecutive differences

of (alleged) nonzero entries of w
(i)
j . If any such differences are nonzero, Pi is

disqualified.

4. Let PASS denote the set of players who are not disqualified. Each player locally com-

putes his shares of the vector v :=
∑

Pi∈PASS v(i). He sends the shares, over private

channel, to the receiver P ∗.

P ∗ uses the received shares to internally simulate VSS-Rec and recover the vector v.

He outputs the list Y of nonzero entries which appear ≥ 3κ times in v.

Figure 9.1: A protocol implementing secure anonymous channel using black-box VSS.
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information from the reconstruction of r in step 2, which is independent of the xi’s; and a

negligible amount from the step 3 proof of sparseness, the outcome of which he can predict

with all but negligible probability. Then statistical privacy is ensured since all communication

in step 4 is on the private channels to P ∗.

(1 − 2−Ω(κ))-Reliability. We must show that the list output by an honest P ∗ contains

a copy of each honest input xi, with overwhelming probability. As noted in the proof of

Anonymity, each honest player is included in PASS with high probability.

Call a vector improper if it is not 4κ-sparse, or if it has unequal nonzero entries. We

claim that if a dishonest Pi shares in step 1 an improper vector v(i), he will be disqualified

with probability ≥ 1 − 2−Ω(κ). Note Pi must commit to all w
(i)
j ’s in step 1, before A has

any information on the value of the challenge r, which will be uniformly distributed over

GF (2κ).

For each j: If w
(i)
j is proper, then no permutation will map the entries of an improper

v(i) onto matching entries of w
(i)
j ; hence the vector u := π

(i)
j (v(i))−w

(i)
j will be nonzero and

Pi will be disqualified w.h.p. provided bj = 0. Alternatively, if w
(i)
j is improper, then either

the alleged zero entries will actually contain some nonzero value, or the alleged nonzero

entries will contain unequal values (or both). In either case, opening the alleged zero entries,

and the differences of alleged nonzero entries, will reveal an error and Pi will be disqualified

w.h.p. provided bj = 1.1

Since each bj is uniformly random, Pi will be disqualified with probability ≥ 1− 2−Ω(κ),

and with probability ≥ 1 − t · 2−Ω(κ) = 1 − 2−Ω(κ), every dishonest Pi who commits to an

improper v(i) will be disqualified.

Condition on the event that v(i) is proper for all Pi ∈ PASS. W.h.p. P ∗ will correctly

reconstruct the sum v =
∑

Pi∈PASS v(i), and having done so he takes as output Y the list of

values in v which appear ≥ 3κ times. Fix an honest Pi, and we must show that w.h.p. v

contains xi at least 3κ times.

1The reason Pi will only be disqualified “with high probability” is that, with negligible probability, the
adversary may succeed in causing incorrect values to be reconstructed for one or more of the VSS sharings.
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Now there are at most 4κ(n − 1) ≤ 4κn nonzero indices associated with all the other

proper vectors. Assume exactly 4κn such indices (for simplicity). The intersection of Pi’s

choice of 4κ indices, and these fixed indices, follows a hypergeometric distribution: There is

an urn consisting of ` = 96κn balls, and 4κn of which are red (corresponding to the fixed

indices). We will draw 4κ balls without replacement, and we wish to bound the probability

that the number of red balls drawn is ≥ κ.

Let X denote the number of red balls, then E[X] = 4κ ·4κn/` = κ/6, and we may invoke

the (weaker) tail bound on the hypergeometric distribution appearing in [Chv79] to conclude

that, for any C ≥ 0:

Pr[X ≥ E[X] + C · 4κ] ≤ exp(−C2 · 4κ).

In particular, we may take (say) C = 1/6 to obtain

Pr[X ≥ 5

6
κ] ≤ exp(−1

9
κ) = 2−Ω(κ).

Given that X ≤ 5
6
κ, then in particular X ≤ κ and at least 3κ indices at which Pi placed xi

are untouched, so P ∗ receives xi correctly.

Non-Malleability. By independence of inputs for the VSS, all the values which dishonest

players commit to in step 1 are independent of those which honest players commit to in step

1.

Consider the output list Y = {y1, . . . , yn′} of an honest receiver P ∗, and condition on the

(high-probability) events that all honest players are included in PASS and all cheaters who

shared improper vectors are excluded. The list Y consists of all nonzero entries of v which

appear ≥ 3κ times. Write v := v honest + v dishonest, where

v honest :=
∑

Pi honest

v(i), and v dishonest =
∑

Pi dishonest
Pi∈PASS

v(i)

The first observation we make is that v honest consists of ≤ 4κn nonzero entries, each of

which has marginal distribution uniformly random in F \ {0}. Likewise there are at most

4κt ≤ 4κn nonzero entries of v dishonest (though they may not be random at all). It follows

74



by union bound that the probability of any intersection between the set of nonzero values

in v honest, and those in v dishonest, is negligible. Therefore we condition on the event that no

such intersection exists.

In the same vein, consider a pair of nonzero entries of v, say v[j],v[k], j 6= k, and suppose

v[j] = v[k]. By definition of v, this means that

v honest[j] + v dishonest[j] = v honest[k] + v dishonest[k]

=⇒ v honest[j]− v honest[k] = v dishonest[k]− v dishonest[j].

Now if v honest[j] 6= v honest[k], then its value has marginal distribution uniform over F \ {0}.

Since there are ≤ 4κn nonzero entries in v honest (resp., v dishonest), there are ≤ (4κn)2 pairs

of nonzero values from v honest (resp., v dishonest), and by a union bound the probability that

any nonzero difference v honest[j] − v honest[k] equals v dishonest[j] − v dishonest[k], is negligible.

Condition on the event that no such equality holds.

It follows that v[j] = v[k] only holds when v honest[j] = v honest[k]. In this case we of

course have v dishonest[j] = v dishonest[k] as well. The following two claims will come in handy.

Claim 18. Let S honest = {x1, . . . , xn−t} denote the set of honest players’ messages. With

overwhelming probability, no two distinct, nonempty subsets I, J ⊆ S honest have the same

sum.

Proof. By canceling common terms, we may assume I and J are disjoint. In fact since we are

working in a field of characteristic 2, the condition
∑

i∈I xi =
∑

j∈J xj for disjoint I, J ⊆ [n−t]

is equivalent to
∑

i∈I∪J xi = 0, so it suffices to show that with high probability there is no

subset of S honest which sums to zero. For any fixed non-empty subset, the probability that

the subset sums to zero is 1/|F| = 2−κ (here the probability is over the uniformly random

choices of the xi in that subset). But the number of such subsets is 2n−t ≤ 2n ≤ 2κ/2 (recall

we assume κ ≥ 2n). Hence by a union bound the probability that there exists any subset

summing to zero is ≤ 2κ/2 ·2−κ = 2−κ/2 = 2−Ω(κ), which completes the proof of the claim.
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Claim 19. With overwhelming probability, any nonzero x ∈ F which appears ≥ 2κ times in

v honest is actually some honest message, i.e., x ∈ S honest.

Proof. Condition on the event that no two nonempty subsets of S honest have the same sum,

which occurs w.h.p. by the previous claim. Then x /∈ S honest will only appear ≥ 2κ times in

v honest if some fixed subset of honest players have overlap of size ≥ 2κ on the indices they

choose. But by the proof of reliability, each individual honest player chooses ≥ 3κ entirely

unique indices (w.h.p.), leaving ≤ κ possible overlapping indices.

Now we return to consider a set of ≥ 3κ indices in v which are equal (and hence determine

an element of the output list Y ). By the argument above, we may condition on the event

that in fact the corresponding entries of v honest are all equal. If the latter are equal to zero,

then the resulting y ∈ Y is independent of v honest and, in particular, of all honest players’

messages. Alternatively, if the vhonest entries are nonzero, then by Claim 19 they are equal

to some honest message x ∈ S honest. Since all the corresponding entries of v dishonest must

be equal as well, we need only bound the probability that nonzero entries of v dishonest have

overlap ≥ 3κ with some honest message. But the proof of reliability guarantees that even

an overlap of ≥ κ is of negligible probability.

Hence any occurrence of ≥ 3κ equal entries in v either corresponds to an honest mes-

sage, or to an output which is independent of all honest messages, which proves the Non-

Malleability property.

9.2 A broadcast-efficient VSS protocol

In this section we present our new (3, 0)-broadcast VSS protocol for t < n/2. Its overall

round complexity is (9, 1). This is the first linear VSS protocol enjoying such a small

number of broadcast rounds without trusted setup. To our knowledge, the most broadcast-

efficient unconditional VSS protocol in the literature, due to Kumaresan et al. [KPC10], has

broadcast complexity (2, 2), with (3, 2) rounds overall. However, the authors do not claim
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it to be linear, and it has exponential communication complexity. The same authors give

a (3, 2)-broadcast, (4, 2)-round protocol which is polynomial-time and linear (we believe—

though the authors do not claim it here either), at the expense of an additional round in the

sharing phase.

Considering linear protocols which use zero broadcasts during reconstruction—which are

more suitable for broadcast-efficient MPC (see next section)—the most broadcast-efficient

we are aware of is the (7, 0)-broadcast protocol described in [RB89, Rab94], as mentioned

above.

Our VSS protocol is inspired by that protocol, but leverages a number of optimizations

to reduce the overall round and broadcast complexity from 7 to 3. Its sharing phase uses a

WSS protocol, which we now describe.

Weak secret sharing protocol. Our WSS(-without-agreement) protocol uses two broad-

casts in its sharing phase, and admits two different reconstruction phases: one which uses

a single broadcast round and achieves ordinary WSS, and one which uses no broadcast

but achieves only WSS-without-agreement. In turn, the protocol makes use of a linear IC

subprotocol based on that in [CDD+01] (Appendix B). The WSS protocol(s) is shown in

Figure 9.2. Since its sharing and reconstruction phases are invoked at different rounds of the

VSS protocol’s sharing phase, we specify them as separate protocols for convenience.

Theorem 20. WSS = (WSS-Share,WSS-Rec) is a linear weak secret sharing scheme secure

against a static, unbounded adversary corrupting t < n/2 players. Furthermore, WSS∗ =

(WSS-Share,WSS-Rec-NoBC) is a linear WSS-without-agreement scheme, secure against a

static, unbounded adversary who corrupts t < n/2 players.

Proof. Commitment. First consider a cheating D. At the end of WSS-Share, an honest

Pi holds si which all honest parties will accept (due to the Commitment property of the

IC protocol). Now these pieces si held by the honest parties define a polynomial f ∗(x); if

deg f ∗(x) > t, then each honest party will accept pieces not lying on the dealer’s broadcast
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Protocol WSS-Share(P ,D, s)

1. D chooses a random polynomial f(x) of degree ≤ t such that f(0) = s, and

sets si := f(i); this will be Pi’s share. For each pair Pi, Pj ∈ P − {D}, run

ICSetup(D, Pi, Pj, si).

2–5. 2 x BROADCAST in 4,5: For each Pi, Pj ∈ P − {D}, run the protocol

ICValidate(D, Pi, Pj, si).

Protocol WSS-Rec(P ,D, s)

1. For each pair Pi, Pj ∈ P − {D}, run ICReveal(Pi, Pj, si).

2. BROADCAST: D broadcasts the polynomial f(x) which he used to share

the secret. Pi broadcasts the list of pieces {(j, sj)} which he accepted in

ICReveal in the previous step.

Let HAPPY denote the set of players who accept at least n− t pieces, and all

of whose accepted pieces lie on the polynomial f(x). If |HAPPY| ≥ n− t, all

players take s = f(0) to be the secret, otherwise ⊥.

Protocol WSS-Rec-NoBC(P ,D, s)

1. For each pair Pi, Pj ∈ P −{D}, run ICReveal(Pi, Pj, si). If Pi accepts at least

n − t pieces, and all accepted pieces lie on a polynomial f(x) of degree ≤ t,

then Pi takes s = f(0) to be the secret, otherwise ⊥.

Figure 9.2: The WSS protocol, with its two different reconstruction phases.
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polynomial f(x). Therefore we will have |HAPPY| < n − t, and ⊥ will be reconstructed.

Note that this situation is precisely a garbage commitment.

Otherwise deg f ∗(x) ≤ t (and the commitment is proper). If the dealer’s broadcast

polynomial f(x) 6= f ∗(x) then again each honest party will accept pieces not on f(x), and

so ⊥ will be reconstructed. If f ∗(x) = f(x) then it may be the case that ⊥ is reconstructed

(depending on the values honest parties accept from dishonest parties), or that s∗ = f(0) =

f ∗(0) is reconstructed. Regardless, there is only one non-⊥ value which may be reconstructed,

and it is fixed by the joint view of the honest parties at the end of WSS-Share.

Now if D is honest, then by the IC Non-Forgery property no cheating party can fool an

honest party into accepting a value other than si during ICReveal (except with negligible

probability). It follows that each honest player will accept ≥ n − t pieces, and all their

accepted values will lie on the dealer’s polynomial f(x). Thus |HAPPY| ≥ n − t and the

parties output s = f(0).

Privacy. If D is honest, then by the IC Privacy property, the adversary has no information

on any si value held by an honest player Pi prior to ICReveal. Hence the adversary learns

only the t points on the polynomial f(x) corresponding to dishonest players’ shares, and in

particular has no information on f(0) = s prior to WSS-Rec.

Commitment Without Agreement. Define f ∗(x) as above, by the shares of the honest

parties. As before if deg f ∗(x) > t, all honest parties will accept a set of pieces which do not

lie on any degree t polynomial, and they will all output ⊥.

If deg f ∗(x) ≤ t, then honest party Pi will output s∗ = f ∗(0) only if all the pieces he

accepts from dishonest parties lie on f ∗(x); otherwise the set of pieces he accepts will lie on

no polynomial of degree t, and he will output ⊥.

For an honest D, the argument is the same as in the with-agreement case: Due to IC

Non-Forgery, all honest parties will (w.h.p.) accept only values which lie on f(x), and so all

will output the correct value s = f(0).

Linearity. Suppose D has properly committed to values {s(k)}, using polynomials fk(x).
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Then for each value s(k), player Pi holds a share s
(k)
i . To decommit to a linear combination

of the s(k), in WSS-Rec Pi reveals the linear combination of his s
(k)
i during ICReveal (in

place of “si”), and D broadcasts the linear combination of these polynomials (in place of

“f(x)”). Then the properties of commitment and privacy remain in place, since taking a

linear combination of polynomials of degree at most t results in a new polynomial of degree

at most t.

If some of the commitments were garbage, this means exactly that some of the polyno-

mials (defined by the shares of the honest players) were of degree > t. Nevertheless, taking

a linear combination of these polynomials results in a single, fixed polynomial whose free

term is the only possible non-⊥ value which honest parties will reconstruct (and then only

if the new polynomial has degree ≤ t).

Proper + Improper. A proper commitment is associated with a polynomial of degree

≤ t, and an improper commitment with one of degree > t. Thus the sum of the two has

degree > t, corresponds to another improper commitment, and will yield ⊥ (w.h.p.).

The broadcast-efficient VSS protocol. Here we present our new VSS protocol, which

requires three broadcast rounds, and uses the WSS protocol from the last section in its

sharing phase. Many VSS protocol descriptions rely on a bivariate-polynomial approach;

others are univariate-based. The authors feel that this protocol’s structure lends itself best

to a univariate polynomial presentation, which we describe presently. At a high level, the

protocol is inspired by that of Rabin and Ben-Or [RB89], and has a similar structure. First

D distributes shares of a t-degree polynomial f where s := f(0) and of additional random

t-degree polynomials gk. Each player Pi commits to all shares via WSS. Then the parties

jointly carry out a cut-and-choose process in which the players are challenged to reconstruct

either gk or f +gk for each k, which must be degree t. Players who complain of incompatible

shares, or fail to participate, have their shares broadcast (and hence fixed) by D.

As mentioned earlier, Rabin and Ben-Or’s VSS requires 7 broadcast rounds in the share

phase. One novelty which allows us to reduce broadcast round complexity to 3 is that we
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require the dealer as well as the players to commit via WSS to the shares he distributed,

which constrains the misbehavior of a cheating dealer. After all commitments are in place,

the players broadcast a round of cut-and-choose challenges in step 7. In step 8, parties

respond to the challenges by using WSS-without-agreement to reconstruct the shares of the

appropriate polynomials. In the final step 9, a broadcast is used to confirm the results of the

WSS-without-agreement; at the same time D has a chance (and is obligated) to broadcast

shares of players for whom he did not reconstruct the correct share in step 8.

An additional trick which saves us a broadcast round can be seen in step 6, which is

inserted between the last two rounds of the WSS share phase. In this step, the parties perform

a pre-broadcast by sending each other player their intended WSS final-round broadcast on

point-to-point channels. In step 7, they officially complete WSS by echoing the pre-broadcast.

This forces a cheating player to “semi-commit” in step 6 to one of at most n − t possible

final-round broadcasts for WSS, since a majority (including at least one honest player) must

confirm his pre-broadcast. Luckily, semi-commitment restricts cheaters’ options enough

that players are able to broadcast the cut-and-choose challenges in the same round—step

7—rather than waiting for full commitment and then using another broadcast. (Note that

in the case of a non-rushing adversary, step 6 is unnecessary.)

Protocol VSS-Share(P ,D, s)

1. D chooses a random polynomial f(x) of degree ≤ t such that f(0) = s, and sets

si := f(i). Also for 1 ≤ k ≤ κn, D chooses random polynomials gk(x) of degree ≤ t,

and sets tki := gk(i). D sends (si, {tki}k) to Pi.

2–5. BROADCAST: Pi and D will now each act as WSS dealers to commit to Pi’s share

si. We reserve si to denote the value D commits to, and let s∗i denote that which

Pi commits to (these may be different if D and/or Pi is dishonest). D and Pi act

as dealer in steps 1–4 of WSS-Share(D, si), WSS-Share(Pi, s
∗
i ), WSS-Share(D, tki), and

WSS-Share(Pi, t
∗
ki) (1 ≤ k ≤ κn).
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6. The parties have just completed WSS-Share step 4/ICValidate step 3. In the next step

(corresponding to WSS-Share step 5/ICValidate step 4) the WSS/IC dealer will resolve

conflicts. Instead of doing so immediately, let BCi denote the broadcast which Pi

would make. Pi first sends-to-all BCi.

Also, if D conflicted with any Pi in the previous step (namely in ICValidate step 3)

then in the following round D will broadcast all the values (si, {tki}k). For now, D

sends-to-all these values, which we call public pieces.

7. BROADCAST: Now Pi broadcasts BCi, completing WSS-Share step 5/ICValidate

step 4, and D broadcasts the values (si, {tki}k) which he sent-to-all in the previous

step. Of course each player broadcasts his view of the previous step; if it is not the

case that at least t + 1 players agree that Pi’s broadcast this round matches what he

told them in the previous round, then Pi is disqualified.

Additionally, each Pi 6= D broadcasts a random challenge Ci ∈ {0, 1}κ for D and for

the other Pj’s. The challenge indicates, for each index k ∈ [κn] assigned to Pi (κ such

in total), whether:

(1) D and Pj should reveal f(x) + gk(x), in which case set vkj = sj + tkj and v∗kj =

s∗j + t∗kj; or

(2) D and Pj should reveal gk(x), in which case set vkj = tkj and v∗kj = t∗kj.

8. ∀k ∈ [κn], j ∈ [n], Pi takes part in WSS-Rec-NoBC(D, vkj) and WSS-Rec-NoBC(Pj, v
∗
kj).

Pi’s outputs from these protocols are v
(i)
kj and v

∗(i)
kj , respectively.

9. BROADCAST: Each Pi broadcasts his view of the previous round—namely, the

reconstructed shares v
(i)
kj and v

∗(i)
kj , for all k, j.

If a majority of players agrees on a non-⊥ reconstructed value for vkj (resp. v∗kj), then

such value is the broadcast (BC) consensus for the given commitment, and the players

who agree participate in the consensus. If no BC consensus exists, or if the player

who shared the value does not participate, then the sharing player is disqualified.
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Consequently, if D is not so disqualified, then there exists a BC consensus (which D

endorses) for all vkj. Assuming this is the case, then D is nevertheless disqualified if

for any k, the set of shares {vkj}j, together with appropriate public pieces, does not

lie on a polynomial of degree ≤ t.

In addition to broadcasting his view as described above, D also accuses player Pj, by

publicly broadcasting the shares (sj, {tkj}k), if either of the following occurred:

(1) D output ⊥ in any WSS-Rec-NoBC instance for which Pj was dealer; or

(2) D reconstructed an incorrect value for Pj’s share of any challenge polynomial

(v
∗(D)
kj 6= vkj).

If any such public pieces fail to lie on the appropriate degree-t polynomial, or if D

neglects to accuse Pj when there exists a BC consensus that v∗kj 6= vkj, then D is

disqualified.

Let HAPPY denote the set of non-disqualified players who were not accused by D.

If |HAPPY| < n− t, then D is disqualified.

Protocol VSS-Rec(P , s)

1. Each player Pi ∈ HAPPY invokes WSS-Rec-NoBC(Pi, si).

Each player Pi ∈ P creates a list of shares consisting of those sj which he accepts

from any WSS-Rec-NoBC(Pj, sj) (including his own), together with all public pieces

sj. He takes any t+1 shares from the list, interpolates a polynomial f(x), and outputs

s := f(0) as the secret.

Theorem 21. VSS = (VSS-Share,VSS-Rec) is a linear verifiable secret sharing scheme se-

cure against an unbounded adversary who corrupts t < n/2 players.

The proof of Theorem 21 is broken up into three lemmas, as follows.
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Lemma 22 (Privacy). If D is honest, then w.h.p. the adversary A gains no information

on s prior to VSS-Rec.

Proof. The secret-sharing properties of degree-t polynomials assure that the joint distribution

of all shares handed byD to the corrupted parties in step 1, is uniformly random, in particular

independent of s.

By the privacy property of protocol WSS employed in steps 2–7, the individual shares

(si, {tki}k) of any honest party remain independent of the adversary’s view. If in step 7 D

broadcasts (si, {tki}k) for some Pi who conflicted with D in an instance of ICValidate, then

that Pi must have been corrupt and hence A already knew these values (as well as the fact

that D would broadcast them).

In step 7, A learns the honest parties’ random challenges, which are independent of s

and its shares, and thus yield no additional information.

The values reconstructed in step 8 are, for each challenge, either f(x)+gk(x) or gk(x). The

gk(x)’s themselves were chosen uniformly at random, and until step 8 A knew nothing about

them except for the shares held by corrupt parties, by WSS Privacy. Hence, conditioned on

A’s view up to that point, the revealed polynomial is uniformly random subject to consistency

with the shares held by corrupted parties. Since D is honest he will answer all challenges

correctly, and so A knows in advance that all honest parties will “accept” D’s responses.

In step 9, A knows in advance what each honest party reconstructed from each WSS, so

those broadcasts reveal nothing. Additionally, if D accuses Pj, then D output either ⊥ or

an incorrect value in some instance WSS-Rec-NoBC(Pj, ∗). This implies w.h.p. that Pj was

dishonest (WSS Commitment Without Agreement), in which case A learns nothing when D

broadcasts the shares (sj, {tkj}k).2

2As this discussion suggests, it may happen that D broadcasts an honest party’s shares in step 9; this can
only happen if A succeeds in an IC forgery attempt (hence with negligible probability). As a consequence,
our protocol achieves statistical but not perfect privacy. On the other hand, privacy is perfect conditioned
on the event that A is unsuccessful in all forgery attempts, as a failed forgery by itself reveals nothing about
s.
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Lemma 23 (Commitment). With high probability, at the end of VSS-Share there exists a

fixed s∗ ∈ F such that all honest players output s∗ during VSS-Rec. If D is honest, then

s∗ = s.

Proof. Consider a cheating D. As in the protocol description, we let (si, tki) denote the

values which D commits to in steps 2–7, and (s∗i , t
∗
ki) the values which Pi commits to. For

dishonest players, these may of course be improper commitments. Nevertheless:

Claim 24. If in step 9 there exists a BC consensus that Pi (or D) reconstructed z 6= ⊥ in

step 8 (not a sum of two shared values), then w.h.p. Pi (D) properly committed to z in steps

2–7.

Proof. Since BC consensus requires a majority, at least one honest player must be part of

the BC consensus. By the Commitment Without Agreement property of WSS, if any honest

player reconstructs a non-⊥ value z, this value must have been properly committed to by

the WSS dealer (w.h.p.).

Claim 25. If in step 9 there exists a BC consensus that Pi (or D) reconstructed a sum of

two values, z = z1 + z2 6= ⊥ in step 8, then w.h.p. either (1) z1, z2 were each properly

committed to in steps 2–7; or (2) z1, z2 were both improperly committed to in steps 2–7 via

polynomials h1(x), h2(x) of degree > t, where h1 + h2 is of degree ≤ t. In particular, Pi

(D) was committed at the end of step 7 to a fixed, unique value which honest players would

reconstruct as the “sum” z1 + z2.

Proof. Again at least one honest player must have joined the consensus. Then the claim

follows directly from the Proper + Improper property of WSS.

Recall that a player is disqualified if any value which he ostensibly committed to, lacks

a BC consensus in step 9. In light of this, we will say that player P “decommitted” to value

v, provided that a BC consensus agrees (in step 9) that P reconstructed v in step 8. In the

case that there is no BC consensus (or the consensus is ⊥), we say P “failed to decommit”

and according to the protocol, P is disqualified.
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Claim 26. (1) If any of the shares s∗i committed to by a party Pi is improper, i.e. s∗i = ⊥,

then w.h.p. Pi will be disqualified.

(2) If any of the shares si committed to by D is improper, i.e. si = ⊥, then w.h.p. D will

be disqualified.

Proof. (1) Technically, Pi is not committed to s∗i until the end of step 7, since that is when

the last step of the WSS protocol takes place. Nevertheless, at the end of step 6, a Pi who

will not be disqualified is committed to a set of at most n − t possible polynomials which

must be his final commitment. Why? Because Pi is required in step 6 to send-to-all his

upcoming broadcast (not including challenges), which fixes his commitment. According to

the protocol, he will be disqualified in step 7 unless at least t + 1 players agree that he has

faithfully re-broadcast the message he sent them in step 6; therefore at least one honest

party must have received in step 6 the broadcast which Pi makes in step 7.

Since honest parties also broadcast their challenges in step 7, a rushing adversary can

make corrupt Pi’s commitment depend on these challenges, from among the n−t possibilities

fixed in step 6. We must argue that this is not enough freedom for the adversary to dis-

honestly circumvent the challenges. Consider a single possible broadcast, of the potentially

n− t which Pi can make in step 7 without being immediately disqualified, and suppose this

broadcast represents an improper commitment to s∗i = ⊥ (and various t∗ki, each of which

may or may not be improper). If some associated t∗ki 6= ⊥ is a proper commitment, then the

Proper + Improper property of WSS implies that w.h.p. Pi will fail to decommit if he must

reconstruct s∗i + t∗ki. On the other hand, if Pi made a garbage commitment t∗ki = ⊥, then

he will fail to decommit if challenged to reconstruct t∗ki. It follows that Pi can successfully

decommit to at most one of s∗i + t∗ki or t∗ki.

But each honest challenge consists of κ independent requests to reveal either s∗i +t∗ki or t∗ki

(for varying t∗ki). Thus for a fixed honest challenge Cj, Pi will fail to correctly decommit with

probability ≥ 1− 2−κ. Thus the probability that Cj does not detect s∗i = ⊥ is ≤ 2−κ. Now

since Pi can choose from n−t possible broadcasts in step 7, the probability that there exists at
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least one improper commitment which Cj fails to detect, is ≤ (n− t) ·2−κ = negl. Therefore

w.h.p if Pi makes any improper commitment (from among the up to n−t potentially available

to him in step 7), he will be disqualified w.h.p.

(2) The same argument works if we just replace Pi with D, s∗i with si, and t∗ki with tki.

Claim 27. If any of the shares tki committed to by D is improper, i.e. tki = ⊥, then w.h.p.

D will be disqualified.

Proof. By the preceding claim, a non-disqualified D must have properly committed to all

si (w.h.p.). Condition on an execution where this holds, and suppose D made a garbage

commitment to tki = ⊥. If D must reconstruct vki = si + tki in step 8, then by the

Proper + Improper property of WSS, he will w.h.p. fail to decommit, and be disqualified.

Alternatively, if D must reconstruct vki = tki in step 8, he will fail w.h.p. since tki is itself

improperly committed, and be disqualified. He’s required to do one of these by the relevant

challenge broadcast in step 7.

Claim 28. Assume D is not disqualified. If in steps 2–7, Pi committed to s∗i 6= si (i.e., a

share different from the one committed to by D), then w.h.p. either Pi will be disqualified, or

Pi will be accused by D in step 9.

Proof. Assume Pi is not disqualified—then there exists a BC consensus in step 9 for the value

v∗ki. Since D is not disqualified, there exists also a BC consensus for vki (which D participates

in). Each consensus is (w.h.p.) correct in the sense that Pi and D were committed already

in steps 2–7 to reconstruct these values (Claims 24 and 25).

If D does not participate in the BC consensus for v∗ki, then he must accuse Pi. Then Pi

will be unhappy, and we are done. Otherwise D does participate in the BC consensus for

v∗ki. Then since s∗i 6= si, we have that for all k corresponding to some fixed honest challenge,

either

si + tki 6= s∗i + t∗ki or tki 6= t∗ki. (9.1)
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Now as in the previous claims, ifD and/or Pi are dishonest, they are only partially committed

to their shares at the time they see the honest challenges: At the end of step 6, there exist

≤ n− t possible broadcasts which each one can make in step 7, finally committing them to

a fixed set (si, {tki}k) or (s∗i , {t∗ki}k). Nevertheless, for any fixed pair of possible broadcasts

D and Pi could make in step 7 (and not be disqualified), the probability that a given honest

challenge will force D and Pi to reconstruct some unequal values vki 6= v∗ki is ≥ 1 − 2−κ.

There are (at most) (n − t)2 possible pairs of step 7 broadcasts, hence with probability

≥ 1 − (n − t)22−κ = 1 − negl, D and Pi will be committed to reconstruct unequal values

regardless of which broadcasts they choose in step 7.

Since BC consensus exists for each of these unequal values (otherwise one or both of D, Pi

are disqualified), D will be disqualified unless he accuses Pi in step 9.

In light of Claims 26 and 27, a cheating D who is not disqualified must have (w.h.p.)

committed to genuine field elements (si, {tki}k) for all k, i. Given that this is the case, and

with slight abuse of notation, let f(x) denote the polynomial interpolating all si, and for

each k let gk(x) be the one interpolating all tki.

Claim 29. If deg f(x) > t, then w.h.p. D is disqualified.

Proof. Suppose that deg f(x) > t. For each fixed k, we have a guarantee that either

deg(f(x) + gk(x)) > t or deg gk(x) > t. (9.2)

D is partially committed to the set (si, {tki}k) at the end of step 6, in that there are at most

n− t possible broadcasts he can successfully make in step 7 to conclude the WSS. In step 8,

based on the step 7 challenges, he must reconstruct either the values vki = si + tki, i.e. the

polynomial f(x) + gk(x), or the values vki = tki, i.e. the polynomial gk(x).

Again, for any single, fixed broadcast D could make, and given honest challenge, the

probability that he can successfully decommit in step 8 (leading to a BC consensus in step

9 involving only polynomials of degree ≤ t) is negligible; hence even allowing him to choose
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from among the n − t, his success probability remains negligible, and w.h.p. he will be

disqualified.

Claim 30. No honest player Pi is disqualified. (Hence at the end of VSS-Share, each honest

player is either happy, or has been accused by D and his shares made public.)

Proof. Honest Pi will not be disqualified for misbehaving during any WSS subprotocol. In

step 6, Pi will faithfully send his pre-broadcast to all other honest players, hence at least

t + 1 players will confirm it in step 7, and he will not be disqualified there. In step 8, the

properties of WSS-Rec-NoBC ensure that for an honest dealer all honest players will correctly

reconstruct v∗ki, thus these values will have BC consensus in step 9 (in which Pi participates),

and he will not be disqualified there.

As for honest D, the same holds. Additionally, since he will have shared si and {tki}k

using polynomials of correct degree, and announce correct public pieces in step 7, then

all values vki which he reconstructs in WSS-Rec-NoBC in step 8 will lie on polynomials of

appropriate degree.

Recall that in VSS-Rec, each happy party whose share si is not yet public is supposed to

invoke WSS-Rec-NoBC(Pi, si) to reveal it. By Claim 28, we see that all parties in HAPPY can

reveal only the share s∗i = si (or possibly no share at all, if dishonest). In short, all public

pieces and all committed values of happy parties are equal to si and thus lie on f(x), which

is of degree ≤ t (Claim 29). Since only such shares are used during VSS-Rec to construct

f(x)—and since at least all ≥ t+1 shares associated with honest parties will be recovered by

every honest party—each honest player will reconstruct f(x) and output s = f(0), a value

which is fixed by the joint view of the honest parties at the end of VSS-Share.

It is easy to see that if in fact D is honest, then the polynomial f(x) will satisfy f(0) = s,

and all honest parties will reconstruct the correct value.

Finally, as shown above, if D is dishonest and not disqualified, then w.h.p. the secret s∗

which he commits to is f(0), where f interpolates all values si which D committed to via
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WSS. In turn, the values si are computable from D’s view of the shares D distributed in the

WSS sharing phase, which are themselves computable from D’s messages in the underlying

IC protocols. Hence the criterion for input independence holds as well.

Lemma 31 (Linearity). If the parties verifiably share secrets {s(k)}, then they also (with-

out further interaction) verifiably share any (public) linear combination of the s(k).

Proof. Consider the situation when parties verifiably share a secret s according to the pro-

tocol, for a dealer D who was not disqualified. By Claim 26 of the Commitment proof, we

know that w.h.p. D’s WSS-commitment to si is proper for all i, and Claim 28 ensures that

each happy player has properly WSS-committed to the same value. Since happy Pi have

made proper WSS-commitments, the linearity of WSS-commitment implies that such Pi can

reveal (and are committed to) any linear combination thereof.

Now consider secrets s(k) which are verifiably shared with shares s
(k)
i , interpolating poly-

nomials fk(x) all of degree ≤ t. (We ignore the “shares” of players who are disqualified in

some execution of VSS-Share—such players must be corrupt and without loss of generality

other players simply ignore their messages and shares during VSS-Rec.) Then any t + 1 of

the summed shares
∑

k s
(k)
i interpolate the polynomial f(x) =

∑
k fk(x), which is of degree

≤ t with free term
∑

k s
(k).

For any given non-disqualified Pi each share s
(k)
i associated with that player is (w.h.p.)

either (1) properly WSS-shared among all parties; or (2) publicly known. If all the s
(k)
i for

Pi are publicly known, then other players simply use the public sum
∑

k s
(k)
i as Pi’s share

during VSS-Rec. Otherwise, by the linearity property of WSS Pi can reveal any sum of s
(k)
i ’s.

In particular, he can reveal exactly the sum of those s
(k)
i ’s which are not already public, and

this is what he does when revealing his “share” in VSS-Rec. This is of course the functional

equivalent of revealing the sum of all the s
(k)
i ’s since the other players need only add the

public values to the reconstructed value to obtain the “true” share
∑

k s
(k)
i of

∑
k s

(k). (And

revealing the sum of all shares reveals exactly the same information as revealing the sum of

the non-public shares.)

90



9.3 Putting it all together

Given the (3, 0)-broadcast VSS protocol from last section, in turn used by the anonymous

channel protocol for the pseudosignature setup, we now have all components lined up for

our promised result.

Theorem 32. Given any efficiently computable functionality (y1, . . . , yn) = f(x1, . . . , xn),

there exists an n-party protocol Πf which computes f in the secure-channels-with-broadcast

model. Πf is information-theoretically secure against an active, rushing, static t-adversary

A for any t < n/2. Moreover, Πf requires only three rounds of physical broadcast, and these

may occur in a constant-round preprocessing phase during which the parties need not know

their inputs nor the specific functionality f to be evaluated.

Proof sketch. In Πf , the parties start by invoking the constant-round protocol AnonChan of

Section 9.2 with each Pi, 1 ≤ i ≤ n, acting as receiver for many sessions in parallel, in

order to generate a pseudosignature setup for future broadcasts, as in [PW96]. For the VSS

subroutine, they use the constant-round VSS protocol of Section 9.1, resulting in a total of

3 broadcasts during the (parallel) sharing phases.

The parties now leverage the information-theoretic PKI to run a constant-round pro-

tocol generating sufficiently-many random multiplication triples, for example the 29-round

authenticated protocol of Koo [Koo07, Section 4.3.5], which requires only one invocation

of authenticated broadcast (simulated over point-to-point channel).34 This concludes the

preprocessing phase.

To compute the circuit, parties first share their inputs using VSS, e.g., the protocol of

Section 9.2, replacing calls to physical broadcast with point-to-point authenticated broadcast.

3The protocol to generate multiplication triples does not require one-way functions in the presence of an
alternative signature setup; only the (expected) constant-round MPC protocol of Theorem 4.3.9 does.

4Koo’s protocol relies on a VSS scheme with additional properties that we do not claim ours has. Rather,
once pseudosignature setup has occurred (using our VSS scheme), such an enhanced VSS can then be
implemented without any additional physical broadcast, by replacing such a broadcast with authenticated
broadcast.

91



(Note: If the parties already know their inputs in the preprocessing phase, they can share

them there during AnonChan and skip this step.)

Then following [Bea91a], the parties can use the multiplication triples to evaluate any

arithmetic circuit without further use of broadcast channel, at the cost of one multiplication

triple used per multiplication gate and Ω(D) rounds, where D is the multiplicative depth of

the circuit.

It is worth mentioning that the above-described MPC protocol will rely on parallel and

sequential composition of authenticated broadcast protocols, which is generally a subtle

issue requiring the existence of unique session IDs; see Lindell et al. [LLR06]. We stress

that the complications described in that work do not apply to a stand-alone MPC as in the

previous theorem, because all instances of authenticated broadcast can be fully specified and

coordinated (and hence assigned unique session IDs) as part of the larger protocol.
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CHAPTER 10

Weak Secret Sharing Requires Two Broadcast Rounds

In this chapter we prove that one broadcast round is not sufficient to implement a weak

secret sharing functionality whenever t ≥ 2
5
n. Since the WSS sharing phase is itself a

specific functionality which could be implemented using a generic MPC scheme, it follows

that MPC itself requires two broadcast rounds in general for t ≥ 2
5
n.

Before presenting the statement and proof of the theorem, we gather some additional

remarks which clarify the aims and methods used in the proof.

Remark. When n = 2t+1 exactly, it may be impossible for a WSS scheme to guarantee that

an honest D’s input remain private even from the other honest players until reconstruction.

As Rabin and Ben-Or [RB89] note regarding their Theorem 4 (a construction of MPC for

honest majority): “As in all the previous results, [our protocol] cannot prevent the bad

players from sending all the information they are holding to some honest player. Likewise,

if among three players one of the players is faulty and stops sending messages, no further

secrecy conditions are imposed on the other two honest players left.”

In light of this subtlety, we are careful to give a proof which does not assume that honest

players gain no information on an honest dealer’s secret.

Remark. One natural approach to constructing broadcast-efficient protocols is to start with

protocols which use physical broadcast many times, and replace each physical broadcast

with a detectable broadcast protocol [FGMR02, FGH+02]. If ever one of the detectable

broadcasts fails, then the parties fall back to a physical broadcast to reconcile their views

and proceed.1

1Of course the hope is to somehow leverage information gained from detectable broadcast failures to
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Such a (hypothetical) protocol has the property that the round number in which physical

broadcast is invoked is not fixed in advance, but instead adaptive to the execution. In order

to capture the impossibility of this kind of protocol as well, our lower bound does not assume

a fixed round number in which broadcast occurs, but only assumes that at the end of any

given round all honest players agree whether the next round will be a broadcast (as would

be the case when a detectable broadcast fails).

Remark. Since (in the absence of trusted setup such as public-key infrastructure) the impos-

sibility of Byzantine agreement for t ≥ n/3 holds even under cryptographic assumptions, it

follows that at least one broadcast round is necessary to achieve MPC when n/3 ≤ t < n/2

regardless of our assumptions on the adversary’s computational power. On the other hand, if

one-way functions exist then one broadcast round suffices to achieve computationally secure

MPC. Indeed: the existence of one-way functions implies that of secure digital signatures.

Thus a single broadcast round allows each party to broadcast his public key vk for a signa-

ture scheme; from this point on future broadcasts can be simulated using an authenticated

broadcast protocol.

Finally we observe that we may reduce the general case with t ≥ 2
5
n to the specific case

n = 5, t = 2 using a standard player partitioning argument (which we omit).

Theorem 33. Let Π = (WSS-Share,WSS-Rec) be a perfectly private WSS protocol for n = 5

players, which tolerates a static, computationally unbounded, non-rushing adversary who

corrupts at most t = 2 parties. If Π uses at most a single physical broadcast during WSS-Share

and zero broadcasts in WSS-Rec, then Π will fail to satisfy the Correctness property with

probability ≥ 1/20.

Proof sketch. Since the proof has a number of technical details, we present here only a sketch

to familiarize the reader with its basic ideas. A proof with full details appears in Appendix C.

We consider the player set P = {D, P1, P2, P3, P4}, where the dealer D holds input

s ∈ {0, 1}.

ensure that physical broadcast occurs only once, or at most a few times, rather than for every broadcast in
the original protocol!
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Now let Π be a WSS protocol as in the statement of the theorem; we must show Com-

mitment is violated with constant probability. For each execution, we divide the rounds of

Π’s sharing phase WSS-Share into three segments: all pre-broadcast rounds; the broadcast

round itself (which may also include point-to-point communication); and all post-broadcast

rounds.

At the beginning of the protocol, the adversary randomly selects one of three strategies,

call them A, B, and C, which entail the following corruptions:

Strategy A: corrupt D, P1 (probability 1/4)

Strategy B : corrupt D, P2 (probability 1/4)

Strategy C : corrupt P3, P4 (probability 1/2)

Pre-broadcast. In the pre-broadcast segment of the protocol, A internally simulates ad-

ditional players, and has the cheating players act in such a manner, so as to simulate a

distributed computation running on one of the isomorphic networks shown in Figure 10.1(a)–

(c), depending on strategy. Here (copies of) corrupt nodes are bold, and dashed edges and

nodes are internally simulated by A.

When A controls both D and D′ (Strategies A, B), they are given random but opposite

inputs s, s′ ∈ {0, 1}. Otherwise A controls only D′ (Strategy C). In the latter case, A makes

a random guess about honest D’s actual input, and assigns the opposite s′ to D′.

The 10 individual (simulated) nodes in each network behave honestly according to their

view, and so the joint distribution of their 10 views remains identical whether in (a), (b), or

(c).

Broadcast round. In the broadcast round, A always has corrupt nodes broadcast in such

a way that D ends up in conflict with P3 and P4 (if anyone). We have chosen the labels so

that A always gives the honest broadcast for the unprimed copy of a corrupt node. So we

have the following strategy extensions:

95



D

P1 P2

P3 P4

D′

P ′4P ′3

P ′2P ′1

D

P1 P2

P3 P4

D′

P ′4P ′3

P ′2P ′1

D

P1 P2

P3 P4

D′

P ′4P ′3

P ′2P ′1

(a) Strategy A (b) Strategy B (c) Strategy C

Figure 10.1: Pre-broadcast segment for Strategies A, B, and C.

Strategy A: A commits to D, disavows D′, broadcasts honestly with P1;

Strategy B : A commits to D, disavows D′, broadcasts with P2;

Strategy C : A commits to P3, P4, disavows P ′3, P
′
4.

Of course, A will also send any point-to-point messages as called for by the protocol.

Post-broadcast. Now that there are public conflicts between D and P3, and between D

and P4 (potentially), the adversary henceforth blocks/disregards all messages between those

pairs. Figure 10.2(a)–(c) illustrate the simulated network which the adversary creates in

the post-broadcast segment, depending on strategy (and omitting the blocked channels).

The dots at left and right indicate that the connection pattern extends indefinitely in either

direction.

In contrast with the situation pre-broadcast, where it was enough to assign random coins

(and dealer input) to each node in the simulated network and then let the network evolve

“honestly,” A must now assign each node a simulated view of the protocol execution all the

way up to the broadcast round (before, again, letting the newly sampled network evolve

honestly). For details, see full proof in Appendix C.
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(c) Strategy C

Figure 10.2: Post-broadcast segment for Strategies A, B, and C.
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Reconstruction. In reconstruction, A continues to simulate the post-broadcast network of

Figure 10.2.

Now Correctness requires that copies of P1 and P2 must both output their dealer’s input

with high probability (otherwise Correctness is violated in Strategy C). It follows that with

similarly high probability the two copies of P1 and P2 which P3 and P4 are connected to

disagree (since they have different dealers). But P3 and P4, even jointly, cannot distinguish

which of P1, P2 is dishonest. Therefore with constant probability they will “side” with the

dishonest one and output a different value than the honest player, which itself violates

Correctness.
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APPENDIX A

Some Entropy Formulas

Here we briefly review some facts about entropy. For a good reference, see, e.g., [CT91]. The

entropy of a discrete random variable X (defined over a space X ) is defined as

H(X) = −
∑
x∈X

Pr[X = x] log Pr[X = x].

Entropy provides a measure of the expected information content of X; to be precise, it

measures the expected number of bits in a representation of X. The conditional entropy of

X given Y , denoted H(X | Y ), expresses the expected additional information given by X if

we already know Y . It satisfies the following formula, known as the chain rule for conditional

entropy:

H(X | Y ) = H(X, Y )−H(Y ). (A.1)

Here H(X, Y ) is the entropy of the random variable (X, Y ) in the product space X × Y ;

it measures the expected information on learning the values of X and Y (which may be

correlated). Some additional formulas which we will find useful include:

(E1) H(X) ≤ log |X |, with equality iff X is uniformly distributed over X .

(E2) H(X | Y ) ≤ H(X | f(Y )).

(E3) H(X | Z) ≤ H(X | Y ) +H(Y | Z).

(E4) H(X | Y ) ≤ H(X).
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APPENDIX B

Information Checking Protocol

Here we give the information checking subprotocol used in our WSS and VSS constructions.

It is based on that in [CDD+01] with some minor adjustments to increase broadcast efficiency.

The three protocols ICSetup, ICValidate, and ICReveal are given in Figure B.1.

Definition B.0.1. Let s, y, z, α ∈ F. We say that the triple (s, y, z) is 1α-consistent provided

that the three points (0, s), (1, y), and (α, z) are colinear over F.1 One easily verifies that if

(s, y, z) and (s′, y′, z′) are 1α-consistent, then linear combinations of these two vectors are as

well.

Remark. Since we ultimately want to run many invocations of the IC protocol in parallel,

some of the protocol steps allow events in parallel instances to affect the current instance.

Such instructions are set off in square brackets (and can be ignored when considering the

scheme as a stand-alone protocol).

Theorem 34. IC = (ICSetup, ICValidate, ICReveal) is an IC scheme which remains secure

when polynomially many instances of the ICSetup, and then ICValidate, phases are run in

parallel. Additionally, it is linear with respect to such invocations.

The proof is similar to that in [CDD+01] with some minor adjustments. We include it

for completeness.

Proof. Correctness. It is easy to see that if D, I, and R are all honest, then they will be

satisfied in step 3 of ICValidate, and R will accept s in ICReveal.

1That is, for some line L(x) = bx+ c over F, we have L(0) = s, L(1) = y, and L(α) = z.
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Protocol ICSetup(D, I,R, s):

1. Dealer D chooses a random value α ∈ F − {0, 1} and additional values y, z ∈ F such that

(s, y, z) is 1α-consistent. [D uses the same α for all parallel instances.] Also he chooses

random values s′, y′, z′ ∈ F such that (s′, y′, z′) is 1α-consistent. D sends (s, s′, y, y′) to the

intermediary I, and (α, z, z′) to recipient R.

Protocol ICValidate(D, I,R, s)

1. I chooses a random value d ∈ F and sends it to D.

2. D sends the triple (d, s′ + ds, y′ + dy) to R.

3. BROADCAST: Each player broadcasts the values he sent and received in the previous two

rounds. I broadcasts his view of the triple (d, s′ + ds, y′ + dy). Additionally, R checks that

(s′ + ds, y′ + dy, z′ + dz) is 1α-consistent; if not R broadcasts “reject values.”

Based on these broadcasts D may be in conflict with I and/or R:

(1) D and I are in conflict if they disagree about the value of the triple (d, s′+ ds, y′+ dy).

[Or if they conflict in a parallel instance.]

(2) D and R are in conflict if they disagree on D’s step 2 message, or if D is not in conflict

with I, and R broadcast “reject values.” [Or if they conflict in a parallel instance.]

If no such conflicts arise, then all parties are satisfied and the phase ends here. Otherwise

continue to step 4.

4. BROADCAST: If D, I are in conflict (regardless of whether D, R are), then D broadcasts

(s, y) and R adjusts z if necessary so that (s, y, z) is 1α-consistent; in this case the phase

ends here. Otherwise, it must be that D, R are in conflict, but D, I are not. In this case D

broadcasts (z, α) and I adjusts y if necessary so that (s, y, z) is 1α-consistent.

Protocol ICReveal(I,R, s)

1. I sends (s, y) to R, who accepts s if and only if (s, y, z) is 1α-consistent.

Figure B.1: Information Checking protocol based on [CDD+01].
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Non-Forgery. Since D and R are honest, they will never be in conflict. We claim that I

gains no information on α during the ICSetup and ICValidate phases. The values he receives

in ICSetup are independent of α. After choosing d in step 1 of ICValidate, I knows exactly

what D and R will broadcast in step 3 and so learns nothing. Moreover if D and I conflict,

then D broadcasts the values s, y which I again already possessed.

Now consider the situation I is in upon invoking ICReveal for the first time with value s.

He knows that if he sends the proper values (s, y), R will accept s, and if he alters just one

of them, R will reject. Either way I learns nothing about α, which still appears uniform

in F − {0, 1} to him. If he alters both values, to (s∗, y∗), R will accept only if (s∗, y∗, z)

is 1α-consistent. If that is the case then, since (s, y, z) is also 1α-consistent, it follows that

(s− s∗, y − y∗, 0) is as well. From this fact I can deduce the value of α. In other words, in

order to get R to accept a false value, I must guess the value of α, and if R does not accept,

I learns only that this particular α was incorrect. Thus if I makes ` attempts, he has at

best an `/(|F| − `− 2) chance of ever making R accept a false value, which is negligible for

polynomial `.

Commitment. Here I and R are honest. If D conflicts with either one of them (or both),

the property is trivial. Otherwise, D, I, and R all agree on the values (d, s′+ds, y′+dy), and

R accepted (s′+ds, y′+dy, z′+dz) as 1α-consistent. If for some e 6= d, (s′+es, y′+ey, z′+ez)

is also 1α-consistent, then their difference ((d− e)s, (d− e)y, (d− e)z) is as well, and hence

(s, y, z). Taking the contrapositive: if (s, y, z) distributed by D were not 1α-consistent, there

is at most one d which would have led R to accept the values. Since I chooses d randomly,

an inconsistent (s, y, z) is detected (and a conflict occurs) except with negligible probability

1/|F|.

Privacy. Finally, assume D and I are honest. In the course of ICSetup and ICValidate, a

cheating R learns the values α, z, z′, d, s′ + ds, y′ + dy. However, he knows that the values

(s′ + ds, y′ + dy, z′ + dz) are 1α-consistent since D and I are honest. This implies that the

value of y′+dy can be computed based on α, z, z′, d, s′+ds, hence it can be removed from the

view. This leaves only α, z, z′, d, s′ + ds. Now fixing α, z, z′ still leaves s′ uniformly random
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(since y′ may be any value), and since s′ is used to blind ds, R learns no information on s.

Linearity. The protocol guarantees that R uses the same α value in all instances (for

which the first two phases are parallel). The property follows immediately from the prior

observation that linear combinations preserve 1α-consistency.
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APPENDIX C

WSS Requires Two Broadcast Rounds (Full Proof)

Theorem 35. Let Π = (WSS-Share,WSS-Rec) be a perfectly private WSS protocol for n = 5

players, which tolerates a static, computationally unbounded, non-rushing adversary who

corrupts at most t = 2 parties. If Π uses at most a single physical broadcast during WSS-Share

and zero broadcasts in WSS-Rec, then Π will fail to satisfy the Correctness property with

probability ≥ 1/20.

Proof. First we establish some notation. We consider the player set P = {D, P1, P2, P3, P4},

where the dealer D holds input s ∈ {0, 1}. An execution of Π in the presence of a given

adversary A may be identified with a sample of the random coins for all players and for

the adversary. Let V`(S) denote the joint view of the players in set S at the end of round

` ≥ 0, where an individual player’s view consists of his random coins and all messages

sent and received in rounds 1 to `. As noted above, we allow the broadcast round to be

determined dynamically during execution; let bc be the random variable which records this

round number, so that Vbc(S) indicates the joint view of players in S at the end of the

broadcast round.

Now let Π be a WSS protocol as in the statement of the theorem; we must show Com-

mitment is violated with constant probability. For each execution, we divide the rounds of

Π’s sharing phase WSS-Share into three segments: all pre-broadcast rounds; the broadcast

round itself (which may also include point-to-point communication); and all post-broadcast

rounds.

At the beginning of the protocol, the adversary randomly selects one of three strategies,

call them A, B, and C, which entail the following corruptions:
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D

P1 P2

P3 P4

D′

P ′4P ′3

P ′2P ′1

Figure C.1: Simulated network for pre-broadcast segment.

• Strategy A: corrupt D, P1 (probability 1/4)

• Strategy B: corrupt D, P2 (probability 1/4)

• Strategy C: corrupt P3, P4 (probability 1/2)

Pre-broadcast. In the pre-broadcast segment of the protocol, A internally simulates ad-

ditional players, and has the cheating players act in such a manner, so as to simulate a

distributed computation running on the network shown in Figure C.1. In this network,

each node is correctly connected to a copy of each other node in P . Therefore in this

simulated network, each (simulated) node simply follows Π honestly.

Although the virtual nodes of Figure C.1 each follow Π honestly, in simulating this net-

work A has one or both of the actual corrupted nodes cheat. Diagrams (a)–(c) in Figure C.2

illustrate each pre-broadcast strategy. In these diagrams, the bold nodes are corrupted,

while dashed nodes and edges represent players and channels which are entirely internally

simulated by A. Corrupt nodes which appear twice, in primed and unprimed versions—viz.,

D/D′ in Strategies A and B, and P3/P
′
3 and P4/P

′
4 in Strategy C—behave as two completely

independent, “honest” copies of themselves which happen to be in different positions in the

simulated network.
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When A controls both D and D′ (Strategies A, B), they are given random but opposite

inputs s, s′ ∈ {0, 1}. Otherwise A controls only D′ (Strategy C). In the latter case, A makes

a random guess about honest D’s actual input, and assigns the opposite s′ to D′.

D

P1 P2

P3 P4

D′

P ′4P ′3

P ′2P ′1

D

P1 P2

P3 P4

D′

P ′4P ′3

P ′2P ′1

D

P1 P2

P3 P4

D′

P ′4P ′3

P ′2P ′1

(a) Strategy A (b) Strategy B (c) Strategy C

Figure C.2: Pre-broadcast segment for Strategies A, B, and C.

Broadcast round. In the broadcast round, there may be no single broadcast message

which is consistent with the private messages of both copies of a corrupted node. Therefore,

each corrupt node must select just one of its copies, and broadcast a message consistent with

the honest view of that copy. We will say informally that A “commits” to the copy whose

broadcast message is chosen, and “disavows” the other copy. As a result, the broadcast

round allows honest players who were connected to disavowed copies, to learn that those

nodes are dishonest; it also allows other honest players to learn that there is a conflict on

these network edges (but crucially, not which of the endpoints are dishonest).1

By design, A always commits in such a way that D ends up in conflict with P3 and P4.

We have chosen the labels so that A always commits to the unprimed copy. So we have:

• Strategy A: A commits to D, disavows D′ (and broadcasts honestly with P1).

1Of course whether or not potential conflicts are always detected, by the honest parties involved or by
the others, depends on the details of Π. Nevertheless, it is good intuition, and we shall continue to speak
as though the broadcast round necessarily introduced explicit conflicts, although the proof does not rely on
this.
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• Strategy B: A commits to D, disavows D′ (and broadcasts honestly with P2).

• Strategy C: A commits to P3 and P4, disavows P ′3 and P ′4.

Of course, A will also send any point-to-point messages as called for by the protocol.

Before describing the post-broadcast segment, we collect some simple lemmas regarding

the pre-broadcast and broadcast segments.

Lemma 36. Consider the random variables V` (all)
∣∣A, {` < bc}, V` (all)

∣∣B, {` < bc}, and

V` (all)
∣∣C, {` < bc}, {s′ 6= s}, which record the joint view of all 10 nodes (including the

natural “honest” view associated with each corrupt and simulated copy) in the simulated

network at the end of round `, conditioned on the adversary’s choice of Strategy A, B, and

C respectively, and on the broadcast round not having occurred yet. Additionally in Strategy

C we condition on the event that A guesses D’s input correctly, so that the two copies of D

have unequal inputs. (This happens automatically in Strategies A and B, by construction.)

Then the distributions of these random variables are identical, i.e.

V` (all)
∣∣A, {` < bc} ≡ V` (all)

∣∣B, {` < bc} ≡ V` (all)
∣∣C, {` < bc}, {s′ 6= s}

Proof. Prior to the first communication round, the view of each node P (in any of the three

strategies) consists only of his random coins (and the random-but-unequal secrets s and s′,

if P ∈ {D,D′}). Hence the claim holds for ` = 0. Then it remains only to observe that

(prior to broadcast) the next-message function for each node—whether in Strategy A, B,

or C—is simply the honest next-message function of Π applied to that node’s current view.

Since each experiment begins identically distributed and then evolves according to identical,

deterministic rules (pre-broadcast), the distribution of views remains identical conditioned

on broadcast not having yet occurred.

The following lemma establishes that the joint view remains identically distributed re-

gardless of the adversary’s strategy, even after the broadcast round itself, when restricted

to those nodes from the simulated network which actually send a broadcast (as opposed to

fully simulated nodes and disavowed copies).
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Lemma 37. Consider the random variables Vbc (all)
∣∣A, Vbc (all)

∣∣B, and Vbc (all)
∣∣C, {s′ 6=

s}, which represent the joint view of all 5 players in P at the end of the broadcast round,

conditioned on A’s strategy. (Here the view of a corrupted player is the “honest” view

associated with the copy A committed to during broadcast.) Then they are identical:

Vbc (all)
∣∣A ≡ Vbc (all)

∣∣B ≡ Vbc (all)
∣∣C, {s′ 6= s}

Proof. By construction, A always “commits” in such a way that, in terms of Figure 6C.1,

the broadcasting nodes will be D, P1, P2, P3, and P4 (as opposed to any of their primed

versions). By the previous lemma, the joint view of these 5 nodes in the larger hypotheti-

cal/simulated network is identically distributed (for each fixed round `), irrespective of A’s

choice of Strategy. Then when the broadcast round occurs, each of the broadcasting nodes

simply sends its broadcasts and private messages honestly (according to its view). Hence

the distribution remains independent of A’s strategy when we take the broadcast round into

account.

Post-broadcast. Now that there are public conflicts between D and P3, and between D

and P4, the adversary will block all messages between those conflicting pairs. That is to say:

in Strategies A and B, A sends no messages D → P3 or D → P4, and alters the view of D

by omitting all post-broadcast messages from them. Similarly, in Strategy C, A sends no

messages P3 → D or P4 → D, and alters the views of P3 and P4 to exclude post-broadcast

messages from D, if any.

Figure C.3 illustrates the simulated network which the adversary creates in the post-

broadcast segment; for clarity, it omits blocked private channels (those of type D ↔ P3

and D ↔ P4). The dots at left and right indicate that the connection pattern extends

infinitely in either direction. The infinity is merely a formal convenience, since the length of

chain which must actually be constructed by A is finite and proportional to the number of

post-broadcast and reconstruction rounds. The superscripts, which range over Z, distinguish

different translated copies of the same underlying player in P . Although it is not indicated
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Figure C.3: Simulated network for post-broadcast segment.

in the diagram, the adversary’s aim is that alternate copies of the dealer have opposite input

values; i.e. D k holds sk = 0 for k even and sk = 1 for k odd, or vice versa. In Strategy A

and B, this will be ensured directly since all copies of the dealer are corrupt/simulated. In

Strategy C, the adversary uses his previous guess for the dealer’s bit in order to determine

which value should be given to simulated copies of D.

For the adversary’s behavior in each particular strategy, refer to Figure C.4, in which

again dashed edges and nodes are internally simulated by A, and bold nodes are (copies of)

corrupt nodes.

For sets of nodes S and T , define

Common`(S|T ) := V`(S) ∩ V`(T )

to be the partial transcript shared between S and T , up to round `. For example, we see

that Commonbc(D, P1|P2) consists of:

• The broadcasts of all parties;

• private messages D ↔ P2;

• private messages P1 ↔ P2.

Note that Commonbc(D, P1|P2) does not include private messages D ↔ P1, since those

messages are internal to the set {D, P1}, rather than shared between the two sets.
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(a) Strategy A
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(b) Strategy B
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(c) Strategy C

Figure C.4: Post-broadcast segment for Strategies A, B, and C.
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At this time the reader may wish to refer to diagrams (a)–(c) in Figure C.4, which identify

the honest, corrupt, and simulated nodes for each Strategy as it continues post-broadcast.

In contrast with the situation pre-broadcast, where it was enough to assign random coins

(and dealer input) to each node in the simulated network and then let the network evolve

“honestly,” A must now assign each node a simulated view of the protocol execution all the

way up to the broadcast round.

A has six “moves” at his disposal to extrapolate the chain leftward or rightward. For

simplicity, we omit superscripts. We do allow A, when sampling a new copy of a dealer

(moves (L1) and (R1)), to choose that copy’s input s∗ ∈ {0, 1}. Recall this is necessary since

A wishes to alternate the inputs assigned to consecutive dealer copies. That this is possible

is a consequence of Lemma 40, which states that the individual view Vbc(P1) (resp., Vbc(P2))

is independent of the actual secret s.

Leftward moves

(L1) (P1,D(s∗)) L99 P2: A knows Vbc(P2). To extend leftward, he obtains views for P1 and

D by sampling from the conditional distribution Vbc(P1,D)
∣∣Commonbc(P1,D|P2), {s =

s∗}.

(L2) (P3, P4) L99 P1: A knows Vbc(P1). To extend leftward, he obtains views for P3 and P4

by sampling from the conditional distribution Vbc(P3, P4)
∣∣Commonbc(P3, P4|P1).

(L3) P2 L99 (P3, P4): A knows Vbc(P3, P4). To extend leftward, he obtains a view for P2 by

sampling from the conditional distribution Vbc(P2)
∣∣Commonbc(P2|P3, P4).

Rightward moves

(R1) P1 99K (D(s∗), P2): A knows Vbc(P1). To extend rightward, he obtains views for D and

P2 by sampling from the conditional distribution Vbc(D, P2)
∣∣Commonbc(P1|D, P2), {s =

s∗}.

(R2) P2 99K (P3, P4): A knows Vbc(P2). To extend rightward, he obtains views for P3 and

P4 by sampling from the conditional distribution Vbc(P3, P4)
∣∣Commonbc(P2|P3, P4).
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(R3) (P3, P4) 99K P1: A knows Vbc(P3, P4). To extend rightward, he obtains a view for P1

by sampling from the conditional distribution Vbc(P1)
∣∣Commonbc(P3, P4|P1).

With these moves in hand, it is a straightforward matter to see how A generates the

chains for each of the three strategies.

Strategy A. To extend leftward, first re-sample a joint view Vbc(P 0
1 ,D 0) by simulating

move (L1). (This first move is not technically (L1) as we described it because in this case

the adversary actually knows the joint view Vbc(P1,D) rather than the view Vbc(P2), but the

effect is identical since either one determines the shared view Commonbc(P1,D|P2).) Then

continue leftward from P 0
1 by repeating the moves (L2), (L3), (L1), . . . .

To extend rightward, re-sample a view Vbc(P 1
1 ) by simulating move (R3) (as before, this

is not technically (R3) since A uses knowledge of Vbc(P1) rather than of Vbc(P3, P4); we do

not belabor the point in Strategy B and C). Then continue rightward from P 1
1 by repeating

the moves (R1), (R2), (R3), . . . .

Strategy B. To extend leftward, first re-sample a view Vbc(P −1
2 ) by simulating move (L3).

Then continue leftward by repeating the moves (L1), (L2), (L3), . . . .

To extend rightward, first re-sample a joint view Vbc(D 0,P 0
2 ) by simulating move (R1).

Then continue rightward by repeating the moves (R2), (R3), (R1), . . . .

Strategy C. To extend leftward, first re-sample a joint view Vbc(P −1
3 , P 0

4 ) by simulating

move (L2). Then continue leftward by repeating the moves (L3), (L1), (L2), . . . .

To extend rightward, first re-sample a joint view Vbc(P 0
3 , P 1

4 ) by simulating move (R2).

Then continue rightward by repeating the moves (R3), (R1), (R2), . . . .

Having sampled appropriate views for all necessary copies of nodes, A generates all

subsequent messages for corrupt and simulated nodes according to Π’s next-message function

for that node’s underlying player, given that node’s current view (which, of course, evolves

each round as messages from its neighbors are received). We note in passing that it is not
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necessary for A to know in advance any bound whatsoever on the number of post-broadcast

rounds, since he can simply extend the chain diagram one move in each direction per round.

To analyze the chains so constructed, consider the types of triangles which appear in

them—namely, (P2, P3, P4), (P1, P3, P4), and (D, P1, P2). Given k ∈ Z, we define the kth

translate of each of these triples to be the specific triangle of players in Figure C.3 indexed

by k—to wit:

• T234(k) := (P k
2 , P k

3 , P k+1
4 )

• T134(k) := (P k
1 , P k−1

3 , P k
4 )

• TD12(k) := (D k, P k
1 , P k

2 )

The reader will observe (Figure C.4(a)–(c)) that in Strategy A, the honest players are exactly

T234(0); in Strategy B, the honest players are T134(0); and in Strategy C, they are TD12(0).

The next lemma asserts that every triangle in the chain (whether for Strategy A, B, or C)

has its joint view distributed identically with the appropriate “honest” triangle.

Lemma 38. Fix k ∈ Z, and consider the triangles of (possibly corrupt/simulated) nodes

T234(k), T134(k), and TD12(k), whose views are defined by the adversary’s sampling process

described above (in any of Strategy A, B, or C).

Then the following pairs of joint views are, for each pair, identically distributed, provided

that in case (3), we further condition on the adversary’s guess for the dealer’s bit being

correct when the adversary uses Strategy C:

Vbc (T234(k)) ≡ Vbc (T234(0)) (1)

Vbc (T134(k)) ≡ Vbc (T134(0)) (2)

Vbc (TD12(k)) ≡ Vbc (TD12(0)) if k ≡ 0 (mod 2) (3)

Vbc (TD12(k)) ≡ Vbc (TD12(1)) if k ≡ 1 (mod 2) (4)

Proof. (Sketch.) The proof is inductive, and specifically is an immediate consequence of

the fact that each of the six moves described above, when applied to an initial (joint) view
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with “honest” marginal distribution, correctly samples an “honest” joint distribution on

the triangle of views. Here by an honest marginal/joint distribution, we mean precisely

(the appropriate restriction of) the one guaranteed by Lemma 37 to be independent of

Strategy. In particular the chain for each Strategy (A, B, or C) has as its “base case” for

leftward or rightward extrapolation, an honest triangle of nodes (T234(0), T134(0), or TD12(0)

respectively) which will have this honest distribution. We again suppress the superscripts

for ease of understanding.

For example, consider (L1), a.k.a. (P1,D(s∗)) L99 P2, and suppose the view Vbc(P2)

which the adversary uses to extend leftward has correct marginal distribution (i.e., the joint

distribution guaranteed by Lemma 37 to be independent of adversary strategy, restricted

to node P2’s view). Then the experiment of (L1)—in which a view for P2 is chosen and

then, conditioning on that view, extended to a joint view for P1,D(s∗), P2—is identical to

an experiment in which the joint view is sampled directly. The distribution of the latter

experiment is once again exactly that appearing in Lemma 37.

The argument for each of the other five moves follows in like manner.

Reconstruction. During the reconstruction phase, A simply continues to simulate the

post-broadcast network of Figure C.3 continuing to use it to determine what messages to

send to the honest players in each round of Reconstruction. (Recall we assume that the

reconstruction phase does not include broadcast.)

Lemma 39. Consider the same pairs of joint views as in Lemma 38, but extend the views

to the entire WSS protocol. Then the identities still hold (again conditioned on adversary’s

correct guess if in Strategy C), namely:

VWSS (T234(k)) ≡ VWSS (T234(0)) (1)

VWSS (T134(k)) ≡ VWSS (T134(0)) (2)

VWSS (TD12(k)) ≡ VWSS (TD12(0)) if k ≡ 0 (mod 2) (3)

VWSS (TD12(k)) ≡ VWSS (TD12(1)) if k ≡ 1 (mod 2) (4)
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Proof. This follows immediately from Lemma 38, the symmetry of the chain diagrams, and

the fact that, conditioned on the views sampled up to the end of the broadcast round, the

protocol evolves deterministically until the end of reconstruction (since there is no further

broadcast round).

Now based on these indistinguishability results we make the following observations, using

also the (1− ε)-correctness of the WSS.

Copies of P1 and P2 in the same triangle as a given dealer both output the input held

by that dealer with probability ≥ 1 − 2ε (otherwise correctness is violated since A chooses

Strategy C, and guesses correctly, with probability 1/2).

Hence with probability ≥ 1 − 4ε in Strategy A (or B), the copies of P1 and P2 which

(P3, P4) are connected to both agree with their dealers and hence output different values

(since dealers have alternating values).

Since (P3, P4) cannot distinguish which scenario they are in (hence which of P1, P2 to agree

with), then (conditioned on the event that P1, P2 disagree), in at least one of the strategies

they will fail to agree with the correct player with probability at least 1/2. Without loss of

generality this occurs in Strategy A. Since the probability of Strategy A is 1/4, we have that

the failure probability is ε ≥ (1 − 4ε)(1/2)(1/4). Solving yields ε ≥ 1/20. This completes

the proof of the lower bound.

It remains only to prove the lemma which we deferred from earlier.

Lemma 40. The individual view Vbc(P1) (resp., Vbc(P2)) in any of the adversary strategies

A,B,C is independent of the secret s held by the dealer D.

Proof. Even though A never corrupts P1 and P2 at the same time (nor either one individually

without corrupting D), we can describe an adversary A′ who does corrupt P1 and P2 and

simulates the same network as follows:
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D

P1 P2

P3 P4

D′

P ′4P ′3

P ′2P ′1

Now the distribution of players’ views in the diagram above is identical with their distri-

bution in diagrams 7(a)–(c) in the pre-broadcast segment (Lemma 36). But in the diagram

above, P1 and P2 are corrupt, and so their joint view should remain independent of s. This

holds also when we take into account the broadcast round itself: for if not, then the broad-

casts and private messages of D, and of the simulated P3 and P4 in the above diagram

(corresponding to the actual nodes P3 and P4 in an execution under Strategy A, B, or C),

would reveal information about s. But P1 and P2 see D’s broadcasts and private messages

to them, and A can simulate the broadcasts and private messages from P3, P4 to P1, P2, so

that if these revealed information about s, then A′ would gain information about s in the

diagram above, contradicting WSS privacy.
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