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ABSTRACT OF THE DISSERTATION

Bayesian Mechanistic Modeling

By

Luis de Jesus Martinez Lomeli

Doctor of Philosophy in Mathematical, Computational and Systems Biology

University of California, Irvine, 2021

Professor Babak Shahbaba, Chair

This thesis focuses on developing Bayesian mechanistic models that can provide a funda-

mental tool for investigating complex systems in science and engineering. This is based on

the philosophy that to be truly successful in the scientific context, we need to shift from the

usual “tabula rasa” approach of only relying on the data and instead incorporate more re-

alistic aspects of complex phenomena to obtain interpretable and meaningful models. More

specifically, we are interested in modeling approaches that incorporate relevant mechanisms

provided by prior domain knowledge and domain-inspired dynamic models. To this end, we

use mechanistic models embedded within a hierarchical Bayesian framework. Hierarchical

Bayesian models provide a natural framework for integrating information (as well as prior

knowledge) available at different scales of complex systems. Mechanistic models, on the

other hand, provide a flexible framework for modeling heterogeneous and dynamic systems

in ways that enable prediction and control.

We apply our proposed approach to two complex systems: (1) hematopoiesis and (2) infec-

tious diseases. Hematopoiesis is a complex biological process responsible for the production

of new blood cells. To model this process and design proper experiments to investigate it, we

propose a hierarchical Bayesian framework, which is then used to develop a novel Bayesian

optimal experimental design approach. This work helps experimentalists to properly allocate
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valuable resources by finding the optimal experiment that leads to maximum information

gain. The proposed approach could be computationally intensive. To alleviate this issue,

we have developed a novel approach that bridges the gap between Markov Chain Monte

Carlo (MCMC) and Variational Bayes (VB) to find fast, yet accurate approximation of the

posterior distribution.

For the second application of Bayesian mechanistic models, we develop a framework that

generalizes the classic time-series Susceptible-Infectious-Removed (SIR) model, which is for-

mulated assuming homogeneous mixing (also known as the law of mass action assumption).

Our generalization provides the required rigorous statistical framework to account for non-

homogeneous mixing in a population of susceptible individuals exposed to an infectious agent.

In particular, we propose the use of stochastic SIR models with time-varying infection rates

for the estimation of mixing and recovery rates. Using synthetic and historic time series

records, we show that our method is computationally tractable, and it provides less variable

estimates about the model parameters.
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Chapter 1

Introduction

Mechanistic mathematical models of biological systems have been successfully developed

and applied to many real-world problems over the last century. Starting from first princi-

ples, these models aim to capture the underlying mechanisms of complex phenomena using

mathematical representations. This is especially useful for complex systems with non-linear

dynamics. In this context, a mechanistic model can allow us to predict the behaviour and

evolution of the system, and help with designing control and intervention strategies.

The success of these mechanistic models depends on proper validation and uncertainty quan-

tification using empirical data. This, however, is a challenging task in general due to the

non-linearity of the underlying dynamics, high dimensional interactions between different

components and their corresponding parameters, and the computational intensity of these

models. In addition, the empirical data commonly used for validating these models tend to

be sparse, noisy, and incomplete. Therefore, modeling and data related challenges can limit

the applications of these models to complex biological systems.

To address these issues, we propose a novel and rigorous approach that involves embedding

mechanistic models within a Bayesian statistical framework. This framework can account

1



for important factors related to the data generation process, confounding variables, missing

data, and multiple sources of noise. Note that traditionally mechanistic models do not ac-

count for these data-related factors. Also, the proposed statistical framework can help with

designing experiments, quantitatively assessing the goodness of fit, verifying performance,

and providing insight to improve the model based on the data available. Most importantly, it

provides a mechanism for integrating information across multiple scales, including valuable

prior scientific information. This prior knowledge can provide a guide for building more real-

istic mechanistic models and identifying their parameters. After model fitting, the Bayesian

framework provides a measure of uncertainty about the model parameters and the system

evolution.

The main type of biological mechanisms studied in this dissertation are feedback regulation

and control. These mechanisms are crucial to achieve homeostasis during blood cell pro-

duction in a biological process known as hematopoiesis. This complex process starts in the

bone marrow of adult mammals where a group of hematopoietic stem cells form blood cell

lineages in a tree-like structure. In this process, feedback regulation is crucial to tightly con-

trol the system, but the specific mechanisms by which control is exerted are not completely

understood.

We propose a deterministic model that accounts for feedback and feedforward regulation

on cell division rates and self-renewal probabilities. This model possesses the ability to

predict the response of the hematopoietic system to external perturbations and is based on

a general lineage model presented in [67]. Using a Bayesian hierarchical framework, we fit

the mechanistic model to cellular count data obtained from radiation experiments in mice

where each data point corresponds to a different animal. For this purpose, we model the

unobserved records as latent variables which are estimated by fitting the hierarchical model.

An important element of our hierarchical framework for hematopoiesis models is its appli-

cation for Bayesian optimal experimental design. In particular, following the principles of

2



Bayesian utility theory, we are interested in finding the experiment settings that provide max-

imum information gain about the model parameters. The best design specifies the optimal

way in which the observation times and number of animal replicates should be distributed in

an experiment. Also, it is possible to see which designs better inform different parameters,

like self-renewal probabilities or feedback rates, which are crucial to understanding feedback

regulation in hematopoiesis. The theory and details of our model are presented in chapter

2, and the optimal experimental design study is presented in chapter 3.

The Bayesian methods discussed in chapter 3 provide a robust framework for statistical anal-

ysis of hematopoiesis models and optimal experimental design. However, these methods are

computationally intensive because of the large number of parameters and their relationships

within the model. To address this issue, we propose a scalable inferential framework for

high-dimensional Bayesian models called Auto-Encoding Markov Chain Monte Carlo (AE-

MCMC). Our method maps the original parameter space onto one that is low-dimensional.

In doing so, it explores the latent space to generate new samples, which are projected back

for approximating the posterior distribution. In principle, we can use this method with any

dimensionality reduction technique to build the latent space and explore it with any MCMC

scheme. However, we mainly focus on using a combination of autoencoders (for dimension-

ality reduction) and Hamiltonian Monte Carlo (HMC, for sampling). The full description of

the method is presented in chapter 4.

We apply AE-MCMC to several benchmark datasets and to the optimal experimental design

problem from chapter 3. We then show that there is a trade-off between posterior approxi-

mation accuracy and computational speed-up. However, for the optimal experimental design

study, we also show that AE-MCMC returns similar results compared to the baseline HMC

method. The empirical results based on several high-dimensional problems show that our

method could substantially reduce the computational cost of Bayesian inference.

Next, we propose another Bayesian hierarchical framework for investigating the spread of an

3



infectious agent through a population of susceptible individuals (chapter 5). The underlying

mechanism of this process is non-linear and is modeled using a mechanistic model called

Susceptible-Infectious-Removed (SIR) model [58]. By having a SIR model formulation, it is

possible to elucidate infectious disease dynamics, evaluate interventions, and predict numbers

and times of infections in the future.

In this dissertation, we consider a stochastic formulation of the SIR model. Unlike their de-

terministic counterparts, stochastic models tend to be computationally intensive and difficult

to fit to empirical data. To improve computational tractability, we focus on an approxima-

tion formulation called the time-series Susceptible-Infectious-Removed (TSIR) model [33].

This model relies on the homogeneous mixing assumption, also known as the law of mass

action, which postulates that the rate of disease transmission is proportional to the prod-

uct of the numbers of susceptible and infectious individuals. The TSIR model is commonly

applied to cases with non-homogeneous mixing without a proper mathematical justification.

This could lead to unintentional misspecification of the model.

We study the statistical implications of relaxing the homogeneous mixing assumption and its

impact on estimating the model parameters using our Bayesian formulation of TSIR. Using

the Bayesian hierarchical framework, called BayesSIR, we propose an alternative method

based on a SIR model with time-varying infection rates. This method remains tractable and

correctly accounts for non-homogeneous mixing. We show that BayesSIR provides a better

quantification of uncertainty and less variable infection rates compared to TSIR.

The last chapter of this dissertation (chapter 6) provides a summary of our contributions

and discusses possible future directions.

The work presented in this dissertation is based on several research manuscripts written with

multiple collaborators. Chapters 2 and 3 are adapted from [74], with Abdon Iniguez as main

co-author, and Prasanthi Tata, Nilamani Jena, Zhong-Ying Liu, Richard Van Etten, Arthur

4



D. Lander, Babak Shahbaba, John S. Lowengrub and Vladimir N. Minin as collaborators.

Chapter 4 is adapted from [106], which is written with Babak Shahbaba, and Shiwei Lan

and Tian Chen as collaborators. Chapter 5 consists of a manuscript preparation and having

Michelle Ngo, Babak Shahbaba, and Vladimir N. Minin as collaborators.
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Chapter 2

Bayesian Optimal Experimental

Design

2.1 Introduction

Optimal experimental design is a fundamental tool in statistics to elucidate the best way in

which an experiment should be conducted. This is especially useful when studying complex

systems since it is common to find situations where multiple experiments can be performed

but not all of them generate the same amount of information. Moreover, depending on the

chosen design, the total number of resources necessary to carry out an experiment can vary

significantly. In this scenario, the optimal design task is to determine the experiment with

greatest informational gain about the system under observation and to reduce the amount

of experimental resources used.

We are interested in applying the principles of optimal experimental design to mechanistic

models. This type of model provides a mathematical representation of complex phenomena

and an optimal design can determine the experimental conditions necessary to identify the

6



Prior

Posterior

change

Figure 2.1: Utility function illustration. The utility function quantifies the change be-
tween prior vs posterior distributions.

model components. In this context, finding the optimal design means determining the ob-

servation times, the number of biological replicates and other experimental variables that

provide the highest information gain about model parameters. In some cases, using uncer-

tainty propagation, it is also possible to determine the optimal design that provides better

information at the whole model level which is interpreted as the predictions about a system’s

evolution.

Here, we follow a Bayesian approach for parameter estimation and optimal experimental

design which have acquired high relevance among the scientific community as reviewed in

[18, 100]. Following the seminal work in utility theory from [73, 72], the goal is to maximize

the expected information gain about model parameters quantified through a utility function.

Under a Bayesian interpretation, this utility function quantifies the difference between prior

and posterior distributions of the model parameters. An illustration is included in Figure

2.1.

A suitable utility function that is able to quantify the change between two distributions

is the Kullback-Leibler divergence utility [73]. This function is equivalent to the mutual

information gain that is found in the literature [71, 13]. Under a Bayesian interpretation,

7



the KL divergence measures the information gained when we update our prior belief about

the model parameters after observing an experiment.

In this chapter, we review the steps needed to perform Bayesian optimal experimental design

for mechanistic models. This includes approximating the posterior distribution of the model

parameters and the utility and expected utility calculations. For this task, we introduce

the basic elements of mechanistic models and Bayesian utility theory. Then, we show our

preferred computational methods that allow for the calculations of the expected utility like

Markov Chain Monte Carlo sampling and Monte Carlo integration.

2.2 Methods

2.2.1 Basic mechanistic model

We assume that a complex process can be described by the interaction of m different enti-

ties x = (x1, x2, . . . , xm)t which can represent populations levels, substance concentrations,

cellular entities, etc. These entities evolve over time and can be modeled by a mechanistic

model formulated as an initial value problem,


∂x(t)
∂t

= f(x(t);θ)

x(0) = x0,

(2.1)

where the second equation represents the initial conditions, and the vector of model param-
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eters is represented as

θ = (θ1, θ2, . . . θk)
t. (2.2)

Note that the parameters in θ are commonly interpreted as rates of change and the ini-

tial conditions x0 are estimated along with the model parameters. If T data points y =

{y(t1), . . . , y(tT )} about a complex system are available (synthetic or experimental), we as-

sume that they come from the solution of the mechanistic model (2.1), x = {x(t1), . . . , x(tT )}

evaluated at their corresponding observation times, t1, t2, . . . , tT , with additive noise,

y(tj) = x(tj) + ε(tj). (2.3)

Note that for simplifying the notation, we write x(tj) = x(tj;θ,x0) and j ∈ {1, . . . T}. We

assume that the noise is independent and identically distributed (i.i.d.):

ε(tj)
indep∼ N(0, σ2). (2.4)

However, this assumption of i.i.d. normal noise (2.3) should be justified in practice and can

be modified to account for serial correlation or non-normal behaviors in the data. The model

defined in equations (2.3) and (2.4) implies that the likelihood function can be written as

p(y | x) =
T∏
j=1

p(y(tj) | x(tj)), (2.5)
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where at any time point tj ∈ {t1, . . . , tT},

p(y(tj) | x(tj)) = N(x(tj), σ
2).

Following a Bayesian approach, fitting the mechanistic model (2.1) to the empirical data, y,

requires the estimation of the parameters vector,

Θ = (θ, x0, σ
2)t, (2.6)

which is done by approximating the posterior distribution,

p(Θ | y) ∝ p(y | x(Θ)) p(Θ). (2.7)

This approximation can be done using Markov Chain Monte Carlo methods as we review

later in this chapter. Note that the evaluation of the likelihood p(y|x(Θ)) requires the

solution of the mechanistic model. This is commonly done using Runge-Kutta solvers for

non-stiff systems as reviewed in [14].

2.2.2 Expected utility

In the laboratory, there are multiple variables that can be modified when an experiment

is performed. Each combination of these variables defines an experimental design, which
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belongs to the set of all possible designs, D. The optimal experimental design goal is to

discriminate between all the possible designs by using a suitable utility metric U(y, d) that

quantifies the amount of information gain about the model parameters for a dataset y

collected under the design d ∈ D. The optimal design is determined by comparing the

expected utility, where the expectation is taken over all datasets, y, and model parameters,

Θ, for the design d:

u(d) = EΘ,y [U(y, d)] =

∫
y

∫
Θ

U(y, d)p(y|Θ, d)p(Θ)dΘdy. (2.8)

For the utility metric U(y, d), we use the Kullback-Leibler (KL) divergence function that

quantifies the information gain as the difference between the prior and posterior distributions

of the model parameters:

U(y, d) =

∫
Θ

log

(
p(Θ|y, d)

p(Θ)

)
p(Θ|y, d)dΘ. (2.9)

This utility has its origin in information theory and it is equivalent to the mutual information

gain [71, 13]. Alternative utility functions have also been proposed in recent years includ-

ing the inverse of the determinant of the posterior covariance [28], the quadratic loss for

obtaining point estimates of the parameters [18], and the total separation utility for model

discrimination [83]. Some of these utilities avoid the calculation of the evidence or marginal

likelihood, p(y|d), which is computationally challenging. Note that the calculation of p(y|d)

is required in Equations (2.9, 2.10). However, we are able to use a thermodynamics inte-

gration method for the estimation of the marginal likelihood from posterior samples, known

as bridge sampling [42], allowing us to overcome this computational obstacle. Therefore, in

this work, we focus on the KL divergence due to its rigorous justification, computational
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feasibility, and intuitive interpretation.

Equations (2.8) and (2.9) provide the overall expected utility for all the parameters of a

model simultaneously. However, in some cases, it is of interest to quantify the expected

information gain for individual parameters. In this case, we take a similar approach to

calculate the marginal expected utility for each parameter θj ∈ Θ:

Uj(y, d) =

∫
θj

log

(
pj(θj|y, d)

p(θj)

)
p(θj|y, d)dθj. (2.10)

Note that the marginal expected utility for each parameter would have a similar form to

(2.8) but it is indexed by its corresponding parameter θj.

2.3 Computational Implementation

2.3.1 Estimating p(Θ | y, d)

The approximation of the posterior distributions in equations (2.7) and (5.4) can be done

using the No U-Turn sampler (NUTS) algorithm implemented in a statistical computing

software platform called Stan [48, 16, 110]. NUTS is a generalization of Hamiltonian Monte

Carlo (HMC), which explores the parameter space by solving a Hamiltonian system involving

the parameters of interest (defining the potential energy of the system) and a set of auxiliary

(fictitious) momentum variables (defining the kinetic energy of the system). At each iteration

of the MCMC simulation, the solution of this system generates a new proposal sample from

the posterior distribution, which is then subject to a Metropolis accept/reject decision to

ensure the sampler converges to the right target distribution. The speed of convergence
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depends on a set of tuning parameters including the step size, ε, and the number of steps,

L, to obtain the numerical solution of Hamiltonian dynamics. NUTS automatically finds

a combination of ε and L for faster convergence of HMC. It is especially useful in the

case when parameters dependencies creates a complex geometry that makes the posterior

sampling difficult.

2.3.2 Estimating U(y, d)

Given a generated dataset, we obtain MCMC samples from the posterior distribution. The

posterior samples are used to compute the value of the KL utility function in Eq. (2.8) by

Monte Carlo integration using all the MCMC iterations i = 1, . . . , n:

U(y, d) ≈ Û(y, d) = 1
n

n∑
i=1

log
(
p(Θ(i)|y,d)

p(Θ(i))

)
= 1

n

n∑
i=1

log
(
p(y|Θ(i),d)p(Θ(i))

p(y|d)

)
− log p(Θ(i))

= 1
n

n∑
i=1

log p(y|Θ(i), d)− log p(y|d),

(2.11)

where Θ(i) is the i-th sample from the posterior distribution which is evaluated at the prior

and posterior densities. Note that the KL ratio in Eq. (2.11) requires an estimate of the

marginal likelihood p(y|d), which we obtain by Bridge Sampling. The marginal KL utility

value for each parameter θj is also approximated via Monte Carlo:

Uj(y, d) ≈ Ûj(y, d) =
1

n

n∑
i=1

log

(
p̂(θ

(i)
j |y, d)

p(θ
(i)
j )

)
, (2.12)

where p̂(θj|y, d) is an approximation for the true marginal posterior density, and it is esti-

mated by a Gaussian kernel density estimator using the posterior samples [56, 104]. This

step is required since the analytical marginal posterior density is generally not available.
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Note that the kernel density estimation can only be applied to the marginal utility calcula-

tion since this approach is known to provide poor approximations for multiple-dimensional

problems as in the case of the joint utility calculation.

2.3.3 Estimating u(d)

The overall mean utility in Eq. (2.8) is approximated by averaging dataset-specific utilities

over N simulated data:

u(d) ≈ û(d) =
1

N

N∑
k=1

Û(yk, d), (2.13)

where the utility Û(yk, d) is approximated using equation (2.11). For individual parameters,

the mean utility value is computed similarly:

uj(d) ≈ ûj(d) =
1

N

N∑
k=1

Ûj(yk, d), (2.14)

where Ûj(yk, d) is estimated using equation (2.12).

2.3.4 Finding the optimal design

We consider a finite grid of designs d1, d2, . . . , dM that are relevant for a desired experiment.

The optimal experimental design is determined by computing the expected utilities (2.13)

and (2.14) for all the designs and finding a design with the maximum utility.
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Chapter 3

Optimal Experimental Design for

Mathematical Models of

Hematopoiesis

3.1 Introduction

The hematopoietic system produces billions of mature myeloid and lymphoid blood cells

from self-renewing hematopoietic stem cells (HSCs) and multi-potent progenitors (MPPs)

on a daily basis and facilitates massive cell increases in response to pathological stresses [76].

This system must have in place a tightly regulated feedback control mechanism at multiple

levels to ensure an appropriate proportion of HSCs, MPPs, and mature cells. However, we

do not yet have a good understanding of the nature of the feedback regulation and how it

plays a role in cell maintenance. There has been a longstanding effort to use mathematical

models in order to understand hematopoiesis under normal and diseased conditions, e.g., see

[21, 47, 96, 78, 37]. These include ordinary differential equation (ODE) models that describe
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the dynamics of simplified systems (e.g., [85, 81, 12, 22, 38, 79]), models that account for

more realistic numbers of different cell types and branching processes [80], as well as models

that account for stochasticity [97, 27, 59, 99, 31, 124] and spatial dynamics in the bone

marrow [62]. In many cases, models were fitted using equilibrium cell counts, or limited

dynamic data, which yield point estimates for the parameters. In a few cases, uncertainties

in parameter inference were considered using Bayesian methods [39, 36, 123].

With improved ability to measure cell counts, hematopoiesis researchers need guidance when

designing experiments to produce such measurements. This guidance can be obtained by

using established statistical tools of optimal experimental design that aim at maximizing

information gain about model parameters of interest. Within the field of systems biology,

Bayesian approaches to experimental design are especially appealing since sparse data often

requires using prior information about some subset of model parameters [100, 18]. Examples

of such approaches include studies of biochemical networks, gene regulation networks, and

signaling pathways [71, 107, 116, 13, 92].

Here, we follow the best practices of Bayesian experimental design within a new statisti-

cal framework for modeling the hematopoiesis system with feedback control and regulation.

Our approach provides a rigorous hierarchical Bayesian methodology for fitting mechanistic

mathematical models to empirical data. Because of their ability to account for prior infor-

mation and multiple sources of uncertainty, Bayesian methods have been used increasingly

for parameter inference, model selection, and experimental design for complex systems in

the physical and biological sciences [121, 40, 77, 100, 114, 89]. To model the hematopoi-

etic dynamics, we use a nonlinear ODE model that incorporates self-renewal, cell division,

feedback and feedforward regulation. In particular, we track only stem and multipotent pro-

genitor cells. Nevertheless, the model is flexible enough to describe the response to external

perturbations and the subsequent return to steady state. We apply our model to empirical

data obtained from perturbation experiments in mice subjected to low dose radiation. We
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measure the numbers of HSCs and MPPs at different times in the bone marrow to investigate

the recovery dynamics and infer model parameters and feedback mechanisms.

Note that the mice can not be tracked longitudinally by taking repeated measurements of

cell numbers; rather, each mouse provides a single observation point because the mouse is

sacrificed to extract the bone marrow. This creates a statistical challenge for quantifying

the system response since each data point belongs to a different subject, for whom we do

not have the baseline measurements prior to exposure to the agent; that is, the number of

cells is not known initially or at any other time prior to the measurement time and thus the

corresponding cell numbers are latent. To address this issue, we use a hierarchical Bayesian

model where the initial cellular counts for all the subjects are treated as latent variables to

be inferred and the ODE model is used to interpolate the cell numbers until the observation

times. The main advantage of this approach is that it allows us to appropriately integrate

and align data from multiple subjects in a coherent, statistically rigorous manner. However,

the parameter inference can be sensitive to the choice of experimental design.

Determining time points to accurately and efficiently sample biological processes is a fun-

damental and challenging problem. Recent progress in this area has focused on machine-

learning approaches, e.g., [98, 60, 30]. These general methods have been applied to analyze

time series of genomic, transcriptomic and molecular data using interpolation, functional

data analysis, and optimization to determine sampling rates. Here, we take a complemen-

tary approach where we use a mechanistic model to fill in missing data points. This should

not only enhance our understanding of the biological system, the model should also enable

us to accurately extrapolate results beyond the data set used for training.

Focusing on perturbation experiments of the hematopoietic system, we determine the timing

of the measurements and the number of subjects per observation time to maximize the

information gain for the parameters of our ODE model. Using the Bayesian utility theory

approach, we quantify information gain about the model parameters over the space of all
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possible experimental designs using the Kullback-Leibler divergence divergence utility to

quantify the difference between the prior and posterior distributions of the parameters [64].

Similar approaches have been used in other areas [25, 128, 43]. This way, we are able

identify the design that provides the highest expected utility, e.g., maximum information

gain [51, 88, 118, 94, 28, 86, 9, 87, 107, 74], which we call the optimal design.

To evaluate our proposed approach, we first apply it to synthetic data and show that we

can identify the ODE model parameters. Next, we analyze real data from a bone marrow

perturbation experiment. Investigating a finite set of experimental designs, we find that the

designs with higher number of observation times and possibly fewer subject replicates can

provide better parameter estimates compared to the designs with fewer observation times

even if we use a higher number of subject replicates. Also, we show that how we allocate

the subjects over time matters. For example, designs with more observations at later times

can provide better estimates on feedback gains, whereas designs with more observations at

earlier times improve identification of cell division rates.

3.2 Methods

Experimental setup We consider an experimental set up where the hematopoietic system

is perturbed and the results of the perturbation are observed by measuring the numbers

of the cell types of interest. We primarily consider hematopoietic stem cells (HSCs) and

multipotent progenitors (MPPs), but other known cell types like lymphoid and myeloid

progenitors (CLPs, CMPs) or mature lymphoid and myeloid cells can also be quantified

experimentally. Throughout this chapter, we will use simulated and real data based on

the following experiment. We start with M genetically identical mice that are kept under

the same laboratory conditions. Each mouse is exposed to an external perturbation, e.g.

a light dose (50 cGy) of radiation, with the purpose of decreasing the number of HSCs
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(e.g., [35]). These mice are sacrificed at different times after irradiation and the counts of

HSCs and MPPs are obtained from the bone marrow of each individual mice using flow

cytometry. More information about the experimental materials and methods can be found

in the Supplemental Materials.

Data generation process We postulate that at time t0, HSC and MPP counts come

from some distribution that encapsulates normal biological variation among mice. For math-

ematical convenience, we assume that this distribution is lognormal, or equivalently, that

log-transformed unobserved true HSC and MMP counts come from two independent normal

distributions with means log(µHSC) and log(µMPP) respectively, and with the same vari-

ance σb. Denoting these latent log-transformed counts with a bivariate vector ui and their

means with a vector log(µ) for each mouse i = 1, . . . ,M , we can write our initial condition

assumption as

ui ∼ N
(
log(µ), σ2

b · I
)
, i = 1, . . . ,M. (3.1)

We are now ready to specify the distribution of observed HSC and MPP counts. First,

we order mice in such a way that mice indexed by 1, . . . , k correspond to animals, whose

bone marrow is sampled immediately post perturbation. We assume that conditionally on

the true log-counts of HSCs and MPPs, the observed log-transformed counts yi = log(y∗i ),

where y∗i represents the raw counts, are normally distributed, with the mean being equal

to the true counts and variance σ2
t that represents technical variation that arises due to the

measurement error/noise.

For the mice that are sacrificed right after the perturbation experiment, this assumption
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t1 t2

Figure 3.1: Illustration of the proposed latent variables approach and mechanistic
model. A. Description of the proposed latent variables approach. Each mouse’s cell counts
are observed only once at the time of the mouse sacrifice and bone marrow extraction. Cell
counts before perturbation (e.g., low dose radiation) are allowed to be different among mice
due to normal biological variation. We model this by assuming each data point at time t0 to
be subject to technical and biological variability. At times greater than t0, we assume each
data point has a latent trajectory subject to technical variability (shown in dashed). These
latent trajectories are modeled using our mechanistic ODE model subject to these initial
conditions. B. The ODE lineage model consisting of HSC and MPP compartments. HSCs
and MPPs have the ability to self renew with probabilities p∗0 and p1 and divide at rates η1

and η∗2, where the stars indicate that the corresponding parameters are subject to feedback
regulation. The HSCs self renewal probabilities are negatively regulated by the MPPs and
the MPPs division rates are negatively regulated by the HSCs.

translates into the following conditional distribution:

yi(t0) | ui ∼ N (ui, σ
2
t · I) , i = 1, . . . , k. (3.2)

The unconditional distribution for the HSC and MPP counts at the initial time t0 is derived

from equations (3.1) and (3.2) as

yi(t0) ∼ N(log(µ), (σ2
t + σ2

b ) · I), i = 1, . . . , k. (3.3)

To model cell counts measured at time points after the initial time t0, we assume that the
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cellular population levels in each mouse start from latent initial conditions and follow deter-

ministic latent trajectories according to a mechanistic process model. The latent population

trajectories evolve for all times 0 < t ≤ tj until the moment tj when the mouse is harvested

and the cell counts are measured (with noise) (Fig. 3.1A). The conditional distribution of

the observed HSC and MPP cell counts after the initial time given latent initial conditions

is

yj(tj) | uj ∼ N(log(x(uj,θ, tj)), σ
2
t · I), j = k + 1, . . . ,M, (3.4)

where x(uj,θ, tj) is a bivariate vector of HSC and MPP counts for mouse j that started with

latent counts uj and evolved according to some process with parameters θ up to time tj. Note

that equation (3.4) does not include the biological noise term explicitly since it is already

included in the model for initial cell counts. This approach implies that the HSC and MPP

trajectories are latent and can be observed cross-sectionally only once, in contrast to typical

longitudinal studies, where repeated measures are taken from a cohort of animals/subjects

followed over time.

3.2.1 Mechanistic model of the mean process

The dynamical model for latent trajectories is based on classic cell lineage models for de-

scribing the growth of hierarchically-organized tissues [81, 67, 15] where cells are arranged

in a lineage starting with HSCs that are followed by more differentiated cells downstream.

Although there are many cell types in the branched lineage that describes the hematopoietic

system (e.g., [26, 11]), we focus here only on the least differentiated types: the HSCs and

MPPs that have the simple hierarchical relationship shown in Fig. 3.1B. This is because the
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experiments suggest that the cell compartments downstream are largely unaffected by irra-

diation (data not shown) and thus we assume that the downstream cells do not significantly

influence the HSC and MPP dynamics. Further, for simplicity we do not distinguish between

the different types of HSC and MPP cells, which eliminates the need for considering branch-

ing. Of course, the model can easily be extended to include more cell types and branching

(e.g., [62, 80]) although this would require more data for proper parameter estimation.

In the mathematical model (Fig. 3.1B), we assume that the HSCs and MPPs have the ability

to divide at the rates η1 and η∗2, respectively, and to undergo self-renewal with probabilities

p∗0 and p1, where the stars denote that the corresponding parameters are subject to feedback

regulation. Let xHSC and xMPP be the numbers of HSCs and MPPs respectively, then their

dynamics can be modeled using a system of ordinary differential equations:

x′HSC = (2p∗0 − 1)η1xHSC ,

x′MPP = 2(1− p∗0)η1xHSC + (2p1 − 1)η∗2xMPP ,

(3.5)

where ′ = d/dt. The factor 2 in the first equation and in the first term in the second

equation arises from the fact that p∗0 of HSCs remain HSCs after division, while (1 − p∗0)

of HSCs differentiate and produce two MPP cells. Similarly, in the second equation, the

fraction (1− p1) of MPPs also produce two more specialized cells but they are not included

in the model here since the more differentiated cells are largely unaffected by radiation.

This model is a simplified version of a general model of lineage progression under feedback

regulation introduced in [67, 52].

The self-renewal probabilities and division rates should be subject to feedback regulation.

Single cell RNA sequencing data (scRNA-seq) can be used to identify putative feedback

loops and sender and receiver cells. We re-analyzed data from a scRNA-seq study of normal

hematopoiesis that identified many interesting cell clusters whose transcriptomes suggested
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pairwise combinations of cells expressing feedback ligands and their receptors [90]. Although

the study did not cleanly separate out different kinds of early stem/progenitor cells, the early

stem/progenitors did cluster into two groups, perhaps representing HSCs and MPPs. In these

two groups, we were able to recognize several ligands and receptors (such as ANGPT1 and

CCL3 and their receptors), although we could not be certain about the sender and receiver

cell types.

Following [3], we hypothesized that ANGPT1 is secreted by HSCs and negatively regulates

MPP division rates and that CCL3 is produced by MPPs and negatively regulates HSC

self-renewal [111]. These hypotheses will be tested in future work. The feedback on HSC

self-renewal can be modeled using a simple Hill function

p∗0 =
p0

1 + γ1xMPP

, (3.6)

where p0 is the unregulated self-renewal probability and γ1 is the feedback gain. Note that

we have implicitly assumed that the concentration of the negatively regulating biomolecule

(e.g., CCL3) is proportional to the cell population. This approximation assumes that spatial

variation of the biomolecule can be neglected and is similar to the those used in [81, 67, 80].

Although the HSC division rate η1 could be subject to similar feedback as p∗0 [67], we assume

for simplicity that this rate is constant.

The negative feedforward loop on MPP division rates can be modeled as

η∗2 =
η2

1 + γ2xHSC
, (3.7)

where η2 is the unregulated MPP division rate and γ2 is the feedforward gain. In prin-

ciple, the MPP self-renewal probability p1 should also be subject to feedback regulation.
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Assuming this regulation arises from more differentiated cell types (e.g., [81, 67, 80]), we can

assume that p1 is constant because the number of differentiated cells is roughly constant, as

mentioned above. Further, p1 < 0.5 since the MPP should not be able to fully self-renew.

Therefore, we may rewrite the system in Eq. (3.5) as

x′HSC = (2p∗0 − 1)η1xHSC ,

x′MPP = 2(1− p∗0)η1xHSC − η∗2xMPP ,

(3.8)

where

η∗2 = η2/(1 + γ2xHSC), (3.9)

and η2 = (1− 2p1)η2. Note that p1 and η2 can not be identified simultaneously, therefore we

focus instead on the combined rate η2.

The non-linear feedback and feedforward loops in the above model enable the tight control of

growth, the establishment of equilibria that are robust to large changes in parameter values

and rapid regeneration of equilibia after perturbations by external stimuli (e.g., [81, 67]),

although the regeneration dynamics can exhibit oscillatory behavior. Finally, all the ODE

model parameters can be grouped in the vector θ = (p0, η1, η2, γ1, γ2).

3.2.2 Hierarchical Bayesian framework

The goal of our statistical framework is to link the dynamic mathematical model with empir-

ical data. We use a latent variables approach where the ODE model allows us to interpolate

all the latent trajectories for the measurements that are missing before a mouse is harvested.

According to the assumed data generation process described above, equations (3.3) and (3.4)

define the likelihood function as the product of normal densities at time zero and at later
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times:

p(y | Θ) =
k∏
i=1

N (yi | log µ, σ2
t + σ2

b )

×
M∏

j=k+1

N (yj | log x(uj,θ, tj), σ
2
t ) ,

(3.10)

where the vector Θ = (θ,uk+1:M , σ
2
b , σ

2
t ,µ)

t
includes all the parameters and latent variables

of the hierarchical model, and uk+1:M is a vector of latent initial cell counts of mice that

are sacrificed after t0. Using a Bayesian approach, we provide measures of uncertainty to all

model parameters by calculating the posterior distribution of all the parameters:

p(Θ | y) ∝ p (y | Θ) p (Θ) . (3.11)

We assume a priori independence among the model parameters, resulting in the following

prior distribution decomposition:

p(Θ) = p(θ) · p(u) · p(µ) · p(σ2
b ) · p(σ2

t ). (3.12)

Each of the parameters θi ∈ θ has a log-normal prior: log θi ∼ N(mθi , σ
2
θi

), with the exception

of p0 that requires a logit transformation: logit(
p0− 1

2

2
) ∼ N(mp0 , σ

2
p0

), since it is constrained

between 0.5 and 1. Here, p(u) represents the mice initial conditions according to equation

(3.1), and p(µ) represents the prior on the mean of the initial conditions. Finally, p(σ2
b ) and

p(σ2
t ) represent the prior distributions on the biological and technical noises correspondingly.
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Repeat for n=1,...,N

...
...

Mean Utility

Design 

d1

Figure 3.2: Flow chart for computational implementation. Given a design dk, we
sample a set of true parameter values from the priors to obtain a synthetic data set generated
from our mechanistic model using the latent variables approach. Using the synthetic data,
we obtain the posterior distribution and we calculate the utility value associated to the nth
synthetic data set. Once we have repeated this process N times, we calculate the mean
utility for design dk. If we do this for M designs, we are able to use this process to choose
the design with the optimal mean utility based on a decision criterion that typically depends
on several constraints. For example, these constraints can vary from minimizing the number
of days or having a limit on the number of mice used.

Computational Implementation

Each design d ∈ D specifies the timing of the measurements and the number of mice replicates

in a hematopoiesis experiment. When the design is fixed, we can simulate data by first

sampling one set of true parameters from their corresponding prior distributions, and then

sampling a synthetic dataset, y, that contains the cellular population records for HSCs and

MPPs according to the assumed data generating model. At the initial time t0, the initial

conditions for the latent trajectories are determined by sampling from two independent

normal distributions with means log(µHSC) and log(µMPP) and equal variances σ2
b +σ2

t . From

the initial conditions, the ODE model (3.8) is forward-solved until the time when a trajectory

is observed (mouse is sacrificed and the cell counts are observed). Then a random bivariate

vector is generated from the normal distribution with the mean equal to the ODE solution
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and variance-covariance matrix σ2
t I. This process is repeated for all the latent trajectories

to obtain the dataset y.

For each synthetic dataset y within a particular design d, the posterior distribution p(Θ | y)

is approximated using the No-U-Turns sampler in Stan. Then, using Bridge Sampling with

the posterior samples and Monte Carlo integration, we evaluate the KL-divergence utility

U(y, d). Finally, the expected utility u(d) is estimated by averaging the utility values over all

the synthetic datasets for each design. The optimal design is selected based on the maximum

expected utility value.

Computational implementation The software developed for this chapter and an illus-

trative demonstration notebook can be found on the repository:

https://github.com/luisdm1/BayesOptimalDesign.

3.3 Results

Successful parameter identification Because our proposed mechanistic model is com-

plex, we first need to ensure that the parameters in the model are identifiable. This is

illustrated in Figure 3.3 using synthetic data. Here, we have generated a dataset, where the

HSCs and MPPs are observed at 7 consecutive days with 7 replicates for each day (49 mice in

total). We have estimated the 5 ODE parameters, (p0, η1,η2,γ1, γ2), the 2 initial conditions,

(µHSC and µMPP), the 2 error terms, (σt and σb), and the 84 latent trajectories (93 param-

eters in total). For this, we have used Stan [16, 110] to obtain the posterior distribution of

the model parameters. As we can see in Figure 3.3, there are significant changes from prior

to posterior distributions. Furthermore, we are able to recover the true parameter values

within the 95% posterior probability intervals.
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Figure 3.3: Parameter identification for a synthetic data set. Sampling from our prior
distributions (see text), we generate a synthetic data set from our ODE solution (Top Left).
Solid curves correspond to ODE solutions for MPPs (blue) and HSCs (black). Symbols
(Data) correspond to HSC and MPP cell numbers from the ODEs but with the addition of
technical and biological noise following our latent variables framework (e.g., Eqs. (3.3) and
(3.4)). The data corresponds to observations on 7 consecutive days with 7 mice replicates
per day. Using this synthetic data, in the remaining graphs we show the prior (orange)
and posterior (blue) distributions for the ODE parameters and the latent HSC and MPP
initial cell numbers together with the exact parameters and initial conditions used in the
ODE model (green). The ODE parameters, prior distributions and 95% credible intervals
are shown in the Supplemental Materials Table A-2.

To show that parameter identification is achieved under this design (7 days x 7 replicates),

we have generated 60 synthetic datasets and obtained the posterior distribution for the

model parameters. Using these results, we examine the coverage of the model parameters

by calculating the percentage of the times the true parameter values are included in the

95% credible intervals (equation A-4). Additionally, we use the width of these intervals as a

metric for the model precision (equation A-6). We determine the relative bias for the MCMC

simulations by using the posterior medians as point estimates and calculate the normalized

residuals using the true parameter values (equation A-3). The estimated mean relative bias,

mean relative width, and coverage of the 95% credible intervals for all the parameters in the

7 days x 7 replicates design are shown in Table 3.1. As we can see, most model parameters

have good coverage probabilities. Also, except for γ2 and σb, the mean relative bias tends to

be small.
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7x7 Design p0 η1 η2 γ1 γ2 σt σb µ1 µ2

Mean Relative Bias 0.00 0.10 0.05 -0.08 -0.47 0.07 -0.31 -0.03 0.05

Mean Relative Width 0.04 0.60 0.72 1.34 2.52 0.36 1.98 0.10 0.11

Coverage 0.97 0.94 0.94 1.00 0.89 1.00 1.00 0.94 0.86

Table 3.1: Metrics for 60 simulations using 7 mice replicates during 7 days. The relative
bias, relative width and coverage are calculated according to equations (A-3), (A-6) and
(A-4) shown on the Supplemental Materials.

Tables A-3 and A-4 in the Supplemental Materials provide more simulation results based

on other designs illustrated in Figure 3.2. In general, our results show that the true model

parameters are included within the 95% credible intervals. We also observe that designs with

more data points allow for narrower posteriors, as quantified by the mean relative width,

but higher bias is observed in some parameters.

Next, we focus on quantifying information gain using the Bayesian utility theory described

in the previous chapter. In particular, we are interested in finding the optimal experimental

setup that provides the highest information gain for inferring the model parameters.

Low dose radiation targets HSCs for cell death As a proof of concept, we use our

hierarchical model to fit and obtain posterior distributions from preliminary data from a

bone marrow perturbation experiment targeting stem cells.

In this experiment, low dose radiation (50 cGy) was applied to a number of mice following

[112] where it was claimed that low dose radiation decreases HSC numbers. This is consistent

with what we observed as well, see Fig. A-2 in the Supplemental Materials. To observe the

system dynamics in response to this perturbation, the HSC and MPP cell numbers were

obtained shortly after irradiation and at two other time points (days 0, 2 and 6). At each

time point, some of the mice were sacrificed, their bone marrows were extracted and sorted,

and the cell numbers were determined by flow cytometry (see Experimental Methods in

the Supplemental Materials). While there were 13 mice in total, seven mice were sacrificed
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at day 0, four were sacrificed on day 2 and two were sacrificed on day 6. Note the large

variability in the data, particularly in the MPP numbers on Fig. A-1. The data suggests

that the HSCs and MPPs return to equilibrium within one week.

Fig. 3.4 (top left) shows the fits of the mechanistic model to the data for HSCs (black)

and MPPs (blue). In particular, the medians (dashed) of the posterior distribution of the

ODE solutions are shown together with the 95% Bayesian credible regions [108] (shaded).

The ODE fit seems reasonable based on the small amount of experimental data. However,

only the HSCs initial conditions comparing experiment vs. control data (Fig. A-1) showed

a significant shift between the prior and posterior distributions (Fig. A-2). All the other

parameters did not show a substantial shift in the posterior distributions compared to the

priors (Fig. 3.4, Table A-1, Fig. A-3), suggesting there is little information gained from

this data. Moreover, the Bayes Factor (e.g., [108]) between a model with feedback (Eq.

(3.8)) compared to the same model without feedback regulation (Eq. (3.8) with γ1 and γ2

identically zero) is equal to BF = 1.18, which indicates that there is no strong evidence in

favor of the model with feedback according to this limited dataset.
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Figure 3.5: Mean utility values for sampled designs. Left Column. The mean utility
heat map across all model parameters following the simulation process presented in Fig. 3.2.
Utility values correspond to a fold change to the minimum utility value, which corresponds
to 3 mice observed at days 0 and 6. The higher utility fold changes correspond to a greater
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mean utility value. Right Column. The medians and 95% Bayesian Credible Intervals
(bands) of the posterior distributions for the ODE solutions using the same synthetic dataset
for the labeled designs. The parameter values additional details on the prior and posterior
distributions are available in the Supplemental Materials Table A-2.

Utility Grid Search Since we know that the model parameters are identifiable using a

sufficient amount of synthetic data, the results in the previous section highlight the impor-

tance of finding a proper experimental design to maximize information gain in the radiation

experiment. To this end, we explore different experimental setups by varying the number of

mice collected per day and the timing of the measurements. That is, each design represents

some number of mice observed at some sampling frequency. We consider a finite number

of experimental designs (70) to include a varying amount of mice over different observation

days. Our design space is defined as the following. The first observation day starts at day

0 right after radiation, and more times are added until day 6 since it was shown in our

preliminary perturbation experiment that the system returns to equilibrium in less than a
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week. We also assume that the number of mice observed per day could be 3, 4, 5, 6, or 7.

Exploring this finite experimental design space requires calculating the expected utilities for

which we use 60 different synthetic datasets per design (2.13, 2.14). As shown in Figure

3.5, the expected utilities show an increasing trend when the number of replicates and the

frequency of sampling increase. The values in this figure correspond to a fold change with

respect to the baseline design, 3 mice observed at day 0 and 6, with minimum utility. To

better understand the scale, we choose several designs (boxed), compare their mean utilities,

and plot the corresponding ODE credible regions. The plots provide a visual explanation on

how higher information gain, as quantified by the mean utility values, correspond to designs

with higher number of data points, which in turn provide narrower credible regions (Figures

3.5 and 3.6). Note that higher mean utility can be interpreted as lower uncertainty regarding

the system dynamics.
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Figure 3.6: Comparing information gain and goodness of fit for multiple designs
We show the ODE solutions posterior distributions for HSC and MPPs for multiple designs.
We selected designs with increasing value of the mean utility from Fig. 3.5. The median
ODE solution (dashed), the 95% Bayesian credible intervals (bands) and the mean utility
values are shown.

In some cases, it is of interest to perform experiments within a pre-specified number of

animals. For instance, we show in Figure 3.7 the distribution of the KL-divergence utility

comparing designs with twelve animals. As it is expected, we observe that a design with more

observation times provide a better utility distribution instead of allocating all the animals

in fewer observation days.
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Figure 3.7: KL-divergence utility distributions for designs with twelve mice repli-
cates.

Parameter Utility The expected utility provides an overall metric for information gain

by averaging over all model parameters. Alternatively, to quantify the amount of informa-

tion provided by the observed data with respect to a specific model parameter, we can use

the individual parameter utilities. This way, we can better understand how data affects

identification of certain model parameters.

Additionally, obtaining individual parameter utilities allows us to find a specific design that

is more informative for a parameter of interest. For example, if we focus on SC division

(η1), the estimated parameter utilities suggest that more observations should be allocated

to earlier days. Looking at the top four design rows for η1 in Figure 3.8, the marginal mean

utility value does not change even though we are adding more mice and more observation

days. This shows that for η1, the main contribution to information gain is coming from days

0 to 3. Similarly, if we focus on the HSC self-renewal probability feedback parameter, γ1,

we observe that adding data points at later times will lead to higher utilities. For the same
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parameter, we observe a lower marginal mean utility for designs where day 6 is not included.

We also note that only a small amount of data is needed to identify the initial conditions, µ1

and µ2. For the full set of parameter utilities, please refer to Figure A-4 in the Supplemental

Materials.

As an example on how to use the parameter utilities for decision making, we can assume we

have been given a finite budget of 20 mice for our perturbation experiment. Looking at the

boxed B, C, and D marginal mean utilities in Figure 3.8, we can compare how the allocation

of 20 mice could affect information gain for η1 and γ1. As mentioned previously, designs with

more data points near the initial condition provide higher utilities for η1 but lower utilities

on γ1. Design C provides a reasonable compromise between these two alternatives. For the

full set of plots comparing prior and posterior distributions, please refer to Figure A-8 in

the Supplemental Materials. In general, we have found that given a fixed number of mice,

designs with fewer mice at more time points tend to provide better results. Further, as we

obtain more data, we see to reach a point of saturation, see Fig. A-5 in the Supplemental

Materials for more design comparisons.
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Chapter 4

Deep Variational Markov Chain

Monte Carlo

4.1 Introduction

Bayesian methods can provide a principled and robust framework for data analysis. How-

ever, their application to complex and high-dimensional problems has been hindered by

the fact that they typically rely on computationally intensive Markov Chain Monte Carlo

(MCMC) algorithms to simulate samples from intractable posterior distributions. For such

problems, waiting for convergence to the exact target distribution might not be practical. A

more realistic alternative might be variational Bayes (VB) inference [57, 117, 50, 103, 102]

that transforms Bayesian inference into an optimization problem, where a parametrized dis-

tribution is introduced to approximate the target posterior distribution by minimizing the

Kullback-Leibler (KL) divergence with respect to the variational parameters. Compared to

MCMC methods, VB introduces bias but is usually faster.

In this chapter, we pose the question whether our choices are limited to these two options:
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slow-but-accurate MCMC or fast-but-inaccurate VB. We believe that the answer is “no”. It

is conceivable that a better option might fall within the continuum between these two al-

ternatives. To this end, we propose a computationally efficient Bayesian inference approach

that aims at finding a flexible and reasonably accurate approximation of the posterior dis-

tribution while allowing for possible convergence to the exact posterior distribution in the

limit as the computational resources increase. More specifically, our approach maps the

original parameter space to a low-dimensional latent space, which can be explored efficiently

using standard sampling algorithms. The resulting samples are then mapped back to the

original parameter space for inference. While theoretically our method can be set up as a

proper MCMC algorithm that converges to the true distribution, in practice, it might be

more efficient to trade some accuracy for computational speed by setting up the algorithm

such that it converges to an approximate distribution. In this sense, our method shares some

similarities to VB. However, unlike commonly-used VB methods, our proposed method is

easier to implement, provides better approximations, and can approach arbitrarily close to

the true posterior distribution as computational resources increase.

4.2 Methods

4.2.1 Related methods

Developing scalable Bayesian inference methods has been a very active area of research in

recent years. One common approach is subsampling [120, 49, 105, 19], which restricts the

computation to a subset of the observed data. This is based on the idea that big datasets

contain a large amount of redundancy so the overall information can be retrieved from

a small subset. In general applications, however, we cannot simply use random subsets for

this purpose: the amount of information we lose as a result of random sampling leads to non-
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ignorable loss of accuracy, which in turn has a substantial negative impact on computational

efficiency [8]. Therefore, in recent years many alternative methods have been proposed

that avoid this issue [113, 126, 125, 109, 69, 70, 82, 95]. As mentioned earlier, our focus

in this chapter is on bridging the gab between MCMC and variational Bayes. An early

attempt in this direction was the work of [24], where a variational approximation was used

as proposal distribution in a block Metropolis-Hasting (MH) algorithm in order to capture

high probability regions quickly, thus facilitating convergence. More recently, some new

methods have been proposed that rely on combining fast variational methods with exact

MCMC simulations in order to improve the overall accuracy and computational efficiency of

Bayesian models applied to big data problems [101, 127]

In contrast to these methods, our proposed approach in this chapter attempts to achieve

computational scalability by finding a low-dimensional representation of the parameter space.

This is based on the idea that the seemingly high-dimensional parameter could in fact reside

in a low-dimensional subspace. For example, a regression model could include features that

are either redundant or unrelated to the response variable. To the best of our knowledge,

this is a substantially different approach compared to the existing inferential frameworks

in the literature. Using several complex and high-dimensional problems, we will evaluate

its performance by comparing it to some commonly-used Markov Chain Monte Carlo and

Variational Bayes algorithms.

4.2.2 Autoencoding HMC

While Hamiotonian Monte Carlo explores the parameter space more effectively than Ran-

dom Walk Metropolis (RWM), each iteration is computationally intensive since it requires

evaluation of a high-dimensional gradient function. To alleviate this issue, we propose a

new method called Autoencoding HMC (AE-HMC). First, we collect a small set of posterior
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samples from the target distribution by running the standard HMC algorithm. We then

use the collected samples to find a low-dimensional latent parameter space by training an

autoencoder. Given an initial state in the original parameter space, we use the encoding part

of the autoencoder to find its projection in the latent space, simulate Hamiltonian dynamics

to generate a new state, and use the decoding part of the autoencoder to project it back to

the original space to obtain a proposal. While this exploration will not be as accurate as the

standard HMC, it could reduce the overall computational cost. Note that although there

is an approximation error associated with this new proposal generating mechanism (similar

to the numerical approximation error associated with leapfrog steps in standard HMC), the

ergodicity of the resulting dynamics can be guaranteed under certain conditions and by using

the correct accept/reject step (see the supplementary file for more details).

In general, we denote the parameters of interest qv and its latent representation qh. We also

denote the encoder and decoder as

φ : qv 7→ qh

ψ : qh 7→ q′v

where q′v is a reconstruction of qv. If the error of the autoencoder goes to zero, we have:

ψ = φ−1 : qh 7→ qv.

Our proposed approach involves the following three stages:

1. Pre-sample a few (e.g. 1000) samples of qv using standard HMC

2. Train an autoencoder to fit the samples, and obtain the fitted encoder φ and decoder

ψ

3. Run AE-HMC to propose q∗v from qv:
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i Find qh = φ(qv)

ii Propose q∗h from qh by running HMC in the latent space

iii Obtain q∗v = ψ(q∗h)

HMC in the latent space We denote the complementary momentum of qv as pv. The

corresponding latent parameters are denoted as (qh, ph). The auxiliary variable in the latent

space is constructed using the same encoder ph = φ(pv), with pv sampled from a Gaussian

distribution. Further, denote the target density πqv(qv). We set the potential energy of the

latent space to be the negative log of πqv(qv):

Uh(qh) = Uv(ψ(qh)) = − log πqv(ψ(qh)).

Notice that this is not a re-parameterization since we will still use the potential energy

function from the original space for our inference. If we use the density function of qh

induced by φ(qv) to be the potential energy, we will need to account for the volume change

of qv 7→ qh at each leapfrog step, which would increase the computational cost.

We also set the kinetic energy in the latent space as follows:

Kh(ph) = Kv(ψ(ph)) = ψ(ph)
TM−1ψ(ph)/2. (4.1)

Thus, we simulate the following Hamiltonian dynamics in the latent space:

dqhi
dt

=
∂Kh(ph)

∂phi
dphi
dt

= −∂Uh(qh)
∂qhi

The evaluation of the gradient of the potential function with respect to qh can be calculated

by the chain rule. The resulting gradient evaluation is less expensive because of the much
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lower dimension. Algorithm 1 summarizes the steps for a single iteration of AE-HMC.

Accuracy-speed tradeoff Given finite computational resources, in practice it would be

more reasonable to keep a balance between accuracy of estimates and speed of computation.

To do this, we can drop the volume adjustment term. This way, instead of converging to

the true distribution, our algorithm converges to an approximate but reasonably accurate

distribution. Additionally, we can drop the accept/reject step. Based on our empirical

results (see Section 4.3.2), this could substantially reduce the computational cost with while

sometimes only having a negligible impact on the quality of Bayesian inference.

The success of the algorithm of course relies on the quality of the trained autoencoder. Even

though there is discrepancy between ψ ◦ φ and the identity map id point-wise, they could

nevertheless be close in distribution. This is illustrated in the next section. Note that our

method would still be preferable to those that only provide point estimates for predictions

since it provides a reasonable estimate of prediction uncertainty. It is also preferable to

variation Bayes methods since we can easily control the approximation error through the

number of initial samples and dimensionality of the latent space.

4.3 Results

4.3.1 Illustration

We first illustrate our approach using a three-dimensional Gaussian distribution. Because

the original dimension is very low, we use a Principle Component Analysis (PCA), which

can be considered as a special case of autoencoder [4]: the encoder of an autoencoder reduces

to a PCA if all the activation functions are linear and the inputs are normalized. Suppose

we are interested in sampling from a three-dimensional Gaussian distribution. To perform
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Algorithm 1 Autoencoding HMC (AE-HMC)

Inputs:
encoder φ, decoder ψ, Uv(qv), grad Uh(qh), grad Kh(ph)
autoencoder weights and biases W, b
step size ε, number of leapfrog steps L
current state qv

Output:
new state q′v

Initialize q
(0)
v = current qv

Sample momentum p
(0)
v ∼ Normal(0,M)

Set q
(0)
h = φ(q

(0)
v )

Set p
(0)
h = φ(p

(0)
v )

for i = 1 to L do
p

(i−1/2)
h = p

(i−1)
h − ε/2 · grad Uh(q

(i−1)
h )

q
(i)
h = q

(i−1)
h + ε · grad Kh(p

(i−1/2)
h )

p
(i)
h = p

(i−1/2)
h − ε/2 · grad Uh(q

(i)
h )

end for
Calculate q

(L)
v = ψ(q

(L)
h )

Calculate ρ = exp(−H(q
(L)
v , p

(L)
v ) +H(q

(0)
v , p

(0)
v )) ·

∣∣∣∣∣∂(q(L)
v , p

(L)
v )

∂(q
(0)
v , p

(0)
v )

∣∣∣∣∣
Sample u ∼ Uniform(0, 1)
if u < min(1, ρ) then

return q′v = q
(L)
v

else
return q′v = current qv

end if

dimension reduction using PCA, we simply find orthornormal matrix P such that Σ′ =

PΣP T is diagonalized, where the diagonal entries of Σ′ are the variances of the transformed

variables. Here, we extract the first two principal components with greatest variance as

the low-dimensional representation and simulate Hamiltonian dynamics in the latent space.

This is illustrated in Figure 4.1 (panels A and B). In this case, we only performed HMC in

the latent space. However, when the proposals are projected back to the original space, the

algorithm still efficiently explores the space with distant proposals.

Next, we illustrate our approach using a four-dimensional distribution, called Banana-Biscuit-

Doughnut (BBD) [66], with parameters θ = (θ1, · · · , θD). The name of the distribution
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comes from 3 possible shapes of pairwise marginal distributions. The D = 4 dimensional

posterior distribution θ|{yn}Nn=1 resembles a banana in (1,2) dimension, a biscuit in (1,3)

dimension, and a doughnut in (2,4) dimension. The distribution has a complex geometric

structure, which makes it challenging for MCMC algorithms to explore.

Figure 4.1 (panels C and D) illustrates our method for this problem. Here, the HMC sampler

runs in the two-dimensional latent space. However, as we can see, when the proposals are

projected back to the original space, the algorithm still explores the parameter efficiently by

creating distant proposals from high probability regions, and the resulting marginal posterior

distributions are very close to the exact distributions obtained from HMC.

Figure 4.1: A: HMC trajectory in the latent space (first two principal components). B: The
corresponding trajectories after projecting back to original parameter space (3-dimensional)
showing that our method can still explore the parameter space effectively. C: HMC trajectory
(top left) in the latent space (2-dimensional) along with the trajectories projected back to
original parameter space (4-dimensional) for the BBD Distribution. D: Marginal densities
estimated by HMC (solid) and AE-HMC (dashed) for the BBD example.
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AUC REM 95% Coverage Average Run Speed Up
Method Probability Time (s)

HMC 0.844 (0.001) 1.36 (0.046) 0.91 (0.14) 6503 1
VB 0.847 (0.003) 1.56 (0.051) 0.67 (0.23) 1514 4.29

AE-HMC 0.844 (0.002) 1.34 (0.045) 0.69 (0.19) 1012 6.43

Table 4.1: Comparing the three methods based on 100 simulated datasets in terms of the
area under the ROC curve (AUC), Relative Error of Mean (REM), 95% coverage probability,
and speed.

4.3.2 Experiments

In this section, we evaluate the performance of our proposed method by comparing it to

commonly-used MCMC and variational Bayes methods. We compare these alternative meth-

ods using three computationally intensive problems: 1) high dimensional Bayesian logistic

regression, 2) Bayesian optimal design for mechanistic models, and 3) high dimensional

Bayesian inverse problem with Eliptic PDE.

For the first two problems, we used HMC and AE-HMC implemented in STAN [110] and

Tensorflow-Keras [20]. For the third problem, we use the pre-conditioned Crank-Nicolson

(pCN) algorithm, which can be viewed as a variant of RWM [6, 65]. Note that our method

can still be used by using pCN in a low-dimensional latent space.

For variational Bayes, we approximate the target distribution P (u|y) ∝ P (y|u)P (u) with

independent Gaussian distributions Q(u) =
∏d

i=1 Φ(ui;µi, σ
2
i ), where u = (u1, · · · , ud) with

Zi ∼ N (µi, σ
2
i ). VB minimizes the Kullback–Leibler divergence between the approximate

distribution and the target, DKL(Q‖P (u|y)). The gradients are either directly provided

(vanilla VB) or calculated using Automatic Differentiation Variational Inference (ADVI)

[63]. Note that unlike our method, implementing VB is not straightforward. We used the

ADVI package in STAN for the first problem (high-dimensional Bayesian logistic regression).

However, we could not implement ADVI for the second problem (Bayesian optimal design)

and had to use a vanilla VB method for the third problem (Eliptic PDE).
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Figure 4.2: 95% probability intervals for a subset of parameters in the DIGITS and MNIST
datasets.

4.3.3 High-dimensional Bayesian logistic regression

In this experiment, we create a relatively challenging synthetic dataset for binary classifica-

tion with 500 features of which 50 of them are highly correlated (ρ = 0.85), and the rest

are sampled from a standard normal distribution. In total, we simulate 550 data points for

training and 150 for testing. We assume β’s have N(0, 102) priors.

We first run the standard HMC to obtain 1000 samples, which are used to train an autoen-

coder with three fully connected layers and linear activation; the dimension of the middle

layer is roughly ten times smaller than the input layer. After training, the weights are ex-

tracted for custom implementation in STAN in order to generate samples from the latent

space. These samples are projected back to the original space followed by the accept-reject
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Figure 4.3: 95% probability intervals for a subset of parameters in the DIGITS and MNIST
datasets.

step.

For both standard HMC and AE-HMC, we tune the acceptance rate to be around 0.65 to

0.7, which is optimal in terms of computational efficiency [7]. We compare the results using

1000 samples after convergence has been reached. For VB, we use the ADVI package [63]

implemented in STAN.

Table 4.1 shows the results based on 100 simulated datasets. As we can see, the three

methods are similar in terms of the area under the ROC curve (AUC). However, AE-HMC is

6.43 times faster than HMC. It is also 4.29 times faster than VB and provides better coverage

probability and Relative Error of Mean (REM, defined as the absolute error normalized by

the true parameter value).
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We also examine our method based on two real datasets: Optical Recognition of Handwritten

Digits (from the UCI Machine Learning Repository) and MNIST. For both datasets, we only

focus on the binary classification of 0 vs. 1. As before, AE-HMC is 5.9 and 6.8 times faster

than HMC for Digits and MNIST respectively. Also, as shown in Figure 4.2 for a subset of

parameters, AE-HMC provides similar posterior distributions to those from HMC.

This time, VB is 2.2 (for Digits) and 2.9 (for MNIST) times faster than AE-HMC. However,

as we can see, it sometimes provides unreasonably small 95% probability intervals. Treating

the posterior means obtained from HMC as the ground truth, AE-HMC provides 100%

coverage probabilities for both examples, whereas VB provides 84.38% and 99.62% coverage

probabilities for Digits and MNIST respectively.

4.3.4 Optimal Experimental Design for Mechanistic Models of

Hematopoiesis

For the second problem, we focus on a new mechanistic model to investigate hematopoiesis.

The hematopoietic system produces billions of mature blood cells from self-renewing hematopoi-

etic stem cells (HSCs) and multi-potent progenitors (MPPs) on a daily basis. We denote the

number of HSCs and MPPs cells as xHSC and xMPP respectively and model their dynamics

using the following system of ordinary differential equations (ODE):

x′HSC = (2p∗0 − 1)η1xHSC

x′MPP = 2(1− p∗0)η1xHSC − η∗2xMPP.

(4.2)

The ODE model incorporates cell cycle progression (η1, η∗2) and replication (p∗0, p1) rates,

where these two groups of parameters quantify how rapidly cells divide at each lineage stage

and the self-renewal rate correspondingly (see Figure 4.4 panel B). Note that the star in some
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t1 t2

Figure 4.4: A: The illustration of the ODE lineage model consisting of HSC and MPP
compartments. B: A hierarchical Bayesian model for the observed data.

parameters denotes feedback regulation. To account for this regulation, we incorporate the

rates γ1 and γ2 within Hill functions defined as,

p∗0 =
p0

1 + γ1xMPP

,

and

η∗2 =
η2

1 + γ2xHSC.

The observed data are collected from a set of mice at different time points. To account for

uncertainty associated with the observations, we use a hierarchical Bayesian framework to

link the mechanistic model and data. In this framework, each mouse has a latent trajectory

determined by the ODE. The observed data, yobs, include two sources of variability: technical

σ2
t and biological , σ2

b (see Figure 4.4 panel A). At time t0, the beginning of a perturbation
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experiment where subjects are exposed to low dose radiation, each subject is assumed to

have technical and biological variability. At times greater than t0, each data point is assumed

to have a latent trajectory subject to technical variability (shown in dashed). These latent

trajectories are modeled using the mechanistic ODE model subject to these initial conditions

from Eq. (4.2). At time t, we have:

yobs(t0)|µ, σ2
t , σ

2
b ∼LN(log(µ), σ2

t + σ2
b )

yobs(t)|x, σ2
t ∼LN(log x(θ, t), σ2

t ).

Given M samples, of which K are obtained at t0, the likelihood can be written as:

p(y | Θ) =
∏K

i=1
LN

(
yi | log µ, σ2

t + σ2
b

)∏M

j=K+1
LN

(
yj | log x(θ, tj), σ

2
t

)
,

where

Θ =
(
p0, η1, η2, γ1, γ2, µ, x, σ

2
b , σ

2
t

)

is the vector of the model parameters. Our goal is to find the best experimental design with

respect to suitable utility metric. To this end, we use the Kullback-Leibler (KL) divergence

between the prior and posterior distributions to quantify information gain:

U(y, d) =

∫
Θ

log

(
p(Θ|y, d)

p(Θ)

)
p(Θ|y, d)dΘ (4.3)

Here, y is a specific dataset simulated under a specific design d. The optimal design is

determined by comparing the expected utility:

u(d) = EΘ,y [U(y, d)] =

∫
y

∫
Θ

U(y, d)p(y|Θ, d)p(Θ)dΘdy. (4.4)

When the set of possible experimental designs (in this case, determined by the number of
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Figure 4.5: Comparing HMC and AE-HMC in terms of their estimates of cell counts using
simulated data under a design with 4 mice replicates at days 0, 3, and 6.

mice and the number of time points) is large, finding the optimal u(d) could be a daunting

task. Here we show that we can achieve the same goal by using our method to approximate

u(d). As shown in Table 4.2 and Figure 4.5, AE-HMC provides similar estimates of xHMC

and xMPP as the standard HMC (implemented in STAN), while substantially improving the

overall speed.
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Design 3 Mice at days 0,6 4 Mice at days 0,3,6

Utility 9.8 25.31
Normalized Utility 1 2.58

HMC Warmup Time 481.32 1417.66
Sampling Time 1831.91 4098.56
Total Time 2313.23 5516.22
Utility 7.53 18.03
Normalized Utility 1 2.39
AE training 13.07 12.37

AE-HMC Warmup Time 107.15 118.74
Sampling Time 248.8 483.35
Total Time 369.02 614.46
Speed-up 6.27 8.98

Table 4.2: Comparing the expected utilities along with the corresponding computational
costs for both methods under two different designs.

4.3.5 High-dimensional Bayesian inverse problem with elliptic PDE

Next, we examine the performance of our method using a Bayesian inverse problem. The

model involves the following elliptic PDE defined on the unit square domain Ω = [0, 1]2:

−∇ · (k(s)∇p(s)) = f(s), s ∈ Ω

〈k(s)∇p(s), ~n(s)〉 = 0, s ∈ ∂Ω∫
∂Ω

p(s)dl(s) = 0

where k(s) is the transmissivity field, p(s) is the potential function, f(s) is the forcing term,

and ~n(s) is the outward normal to the boundary.

To generate data, we construct a true transmissivity field k0(s) as shown in Figure 4.6 (panel

A). Partial observations are obtained by solving p(s) on an 80× 80 mesh and then collecting

observation data at 25 measurement sensors as shown by the circles in Figure 4.6 (panel B).
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Figure 4.6: A: True log-transmissivity field u0(s). B: 25 observations on selected locations
indicated by circles, with colors indicating their values. C: Posterior approximation using
Variational Bayes (3637 seconds). D: Posterior distributing using pCN (7403 seconds). E:
Posterior approximation using AE-pCN (795 seconds). Our method is 9.3 times faster than
pCN and provides a better posterior approximation compared to VB.

The corresponding observation operator O yields the data

y = Op(s) + η, η ∼ N (0, σ2
ηI25)

where the signal-to-noise ratio is set at SNR := maxs{u(s)}/ση = 10. The inverse prob-

lem involves finding the transmissivity field k(s) from the observations. Bayesian approach

endows a log-Gaussian prior for k(s):

k(s) = exp(u(s)), u(s) ∼ N (0, C)

where the covariance operator C is defined through an exponential kernel function

C :X→ X, u(s) 7→
∫
c(s, s′)u(s′)ds′,

c(s, s′) = σ2
u exp

(
−‖s− s

′‖
2s0

)
, for s, s′ ∈ Ω

with the prior standard deviation σu = 1.25 and the correlation length s0 = 0.0625 in the ex-

periment. Then, the problem reduces to sampling from the posterior of the log-transmissivity

field u(s), which becomes a vector of dimension over 6500 after being discretized on 40× 40

mesh (with Lagrange degree 2). More details are provided in [23, 65]
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This is a very challenging sampling problem. To make the sampling rigorous in such a high

dimensional space, we refer to the following pre-conditioned Crank-Nicolson (pCN) proposal,

which can be viewed as a variant of RWM [6, 65]:

q∗v = ρ qv +
√

1− ρ2 pv , pv ∼ N (0, C)

where ρ = (1 − h
4
)/(1 + h

4
) with h being the step size. We follow the same procedure as

AE-HMC to project qv to qh in the latent space of a much smaller dimension (here, 600),

make a proposal q∗h based on the above proposal, and finally map it back the original space.

We refer to this modified version of our method as AE-pCN. Additionally, to reduce the

computational cost, we drop the accept/reject step in this example.

As shown in Figure 4.6 (panels C, D, and E), our method provides a substantially better

approximation of the posterior distribution compared to VB. Additionally, our method is

9.3 times faster than p-CN, and 4.6 times faster than VB.
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Chapter 5

Statistical implications of relaxing the

homogeneous mixing assumption in

time series

Susceptible-Infected-Removed models

5.1 Introduction

Susceptible-Infected-Recovered (SIR) models, first presented by [58], are commonly used to

capture the dynamics of an infectious disease outbreak in a population. Stochastic versions

of SIR-like models tend to be difficult to fit due to computational intractability of the like-

lihood function. One solution to circumvent this issue is to use Time-Series SIR models

(TSIR) [33, 5], which are based on a branching process approximation of the epidemic pro-

gression. Although the branching process approximation of the TSIR model has a rigorous

mathematical justification, its validity breaks down when the assumption of homogeneous
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mixing (also known as the law of mass action) is relaxed. This could lead to unintentional

model misspecification. In this chapter, we investigate statistical implications of such model

misspecification and find that the TSIR model with non-homogeneous mixing can potentially

produce biased estimates of the infection rates.

Fitting stochastic epidemic models to empirical data within a likelihood-based framework

is a challenging task because it requires integrating over a large number of missing data,

which is computationally burdensome. Methods that approximate the likelihood function

improve the computational tractability by deriving a simpler likelihood formulation. Dis-

crete time models that move individuals across multiple compartments provide one class of

such approximate methods [75, 68, 44]. While these approximate models are tractable, they

rely on several simplifying assumptions that make them harder to apply to more general

settings, for example, when data are collected at uneven observation times. Particle filter

Markov chain Monte Carlo (MCMC) approaches offer another solution to the intractable

likelihood problem in a Bayesian framework [2, 53, 29, 61]. However, particle MCMC is

computationally expensive and can suffer from particle impoverishment problems. Although

more general data augmentation MCMC approaches have been successfully applied to epi-

demic models, in some cases, it is necessary to impute more unknown variables than what

is feasible in practice. [17, 55, 91, 34]. Finally, problems with intractable likelihoods can

be tackled by Approximate Bayesian Computation methods, these approaches are computa-

tionally intensive, with performance being sensitive to the type of summary statistics used

[84, 115, 93].

We are interested in the TSIR family of models that provide a simple approximation to the

SIR process, allowing for analysis of incidence data (the most common type of surveillance

data reported), and remain tractable with spatial and temporal extensions [122, 54, 119].

In particular, the likelihood function takes the form of a product of negative binomial prob-

abilities when the number of infections in a population is approximated by a linear birth

55



process under the assumption of homogeneous mixing [32, 1]. This negative binomial-based

approximation is commonly generalized to non-homogeneous mixing, but this generalization

has not been rigorously justified and its statistical implications have not been explored yet.

In this work, we study statistical implications of TSIR under non-homogeneous mixing using

recent computational advances of fitting Bayesian SIR models to data (BayesSIR) [45]. In

particular, we allow the infection rates of BayesSIR to vary over time to account for multiple

observation periods and to fit the model to time series of incidence data. However, instead

of assuming a negative binomial approximation like TSIR, we use a proper SIR model where

the conditional likelihood function remains tractable and is expressed as the product of the

transition probabilities. For this purpose, the SIR process is reparametrized as a birth/birth-

death process [45, 46]. This type of model provides new analytical and numerical tools to

analyze compartmental epidemic models for non-homogeneous mixing, of which SIR models

form a special case. In particular, the BayesSIR transition probabilities can be computed

using an exact numerical method [45].

Finally, we apply our generalization of BayesSIR with time-varying infection rates to the

analysis of the historical London measles dataset that contains biweekly incidence records

collected before the implementation of vaccination campaigns. In this dataset, the measles

time series shows a seasonal pattern, where higher case numbers were reported during school-

term months compared to school breaks. To account for this pattern, we consider two ways

in which the infection rate can vary throughout the year: (1) with two infection rates, shared

across years, corresponding to school-term and school-break, and (2) with rates that vary

biweekly throughout each year, but the same biweekly period has the same infection rate

across years. Our results show that infection rate estimates produced by BayesSIR with non-

homogeneous mixing fluctuate less throughout a year than the analogous estimates produced

by the BayesTSIR model.
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5.2 Methods

5.2.1 Incidence Epidemic Data

Suppose we observe a time series of an infectious disease incidence Z = {Z1, ..., Zn}, where

Zi represents the number of new cases reported in a period i (e.g., period length could be

a week). We would like to infer the dynamics of the infectious disease spread. For this

purpose, we follow the TSIR model assumptions and postulate that all individuals infected

in the period i will recover at the end of this period. This means that Z can be thought of

as underreported disease prevalence, defined as the number of infectious/infected individuals

in each period. We aim now to develop a model for changes in the actual prevalence.

5.2.2 Stochastic SIR Model

We use a Susceptible-Infectious-Recovered process to model the prevalence dynamics, includ-

ing a modification that allows for non-homogeneous mixing. More specifically, we define the

stochastic process at continuous time X(t) = {S(t), I(t)}t≥0, where S(t) and I(t) denote the

numbers of susceptible and infectious individuals at time t respectively. Given a population

of size N with no demographic changes (births, deaths, migration, etc.), and for a small time

interval (t, t+ ∆t), the possible events that can occur are (1) a new infection of a susceptible

person, (2) a new recovery of an infectious individual, or (3) no change in the population.
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These events have the following associated probabilities:

P[X(t+∆t) = (k, l) | X(t) = (s, i)] =



β
N
s iα∆t+ o(∆t) (k, l) = (s− 1, i+ 1),

γi∆t+ o(∆t) (k, l) = (s, i− 1),

1− ( β
N
s iα + γ i)∆t+ o(∆t) (k, l) = (s, i),

o(∆t) otherwise,

(5.1)

where β and γ are the infection and recovery rates respectively, and α represents the mixing

parameter for non-homogeneous dynamics. In the classical SIR model, the mixing rate is

assumed to be α = 1, corresponding to the assumption of homogeneous mixing. By setting

α < 1 we make the infection rate slower than it would be in the classical SIR, which is

reasonable if we expect that susceptible and infectious individuals are not coming into contact

with each other as freely as they would be under the homogeneous mixing assumption. Note

that the model only keeps track of the number of susceptible and infectious individuals but

it is possible to obtain the number of individuals in the recovered compartment, since at all

times it is assumed that the three compartment sizes add up to the population size N .

We extend the SIR process to model the infection process across multiple periods of time

where the infection rate can vary per period. For example, we can consider a single infection

rate per month, season, or year. This implies that the vector of SIR parameters across all

the observation periods of interest can be written as

θ = (α, β1, ..., βk, γ)t, (5.2)

where βi represents the infection rate at the i-th observation period with i ∈ 1, ..., k and k

represents the total number of periods. This means that for the i-th period, the corresponding

SIR process is parameterized by (α, βi, γ)t.
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5.2.3 Parameters Inference

Ideally, we would like to proceed in a Bayesian framework and approximate the posterior

distribution of the SIR parameters θ, the true susceptibles S, and true infectious I subpop-

ulations, given by:

p(θ,S, I|Z) ∝ p(Z|S, I) · p(S, I|θ) · p(θ), (5.3)

where S = (S1, ..., Sn)t, I = (I1, ..., In)t and Z represents the vector of incidence records.

However, approximating the posterior distribution (5.3) is a difficult problem since the values

for S and I are discrete and high dimensional.

In general, the imputation of S and I can not be done but techniques exist for seasonal

epidemic diseases under certain assumptions. In particular, TSIR provides an ingenious

method to estimate S̃ = (S̃1, ..., S̃n)t and Ĩ = (Ĩ1, ..., Ĩn)t from Z. This method relies on the

assumption that incidence and prevalence are close enough to be considered almost identical

at any observation time, since the observation times are approximately equal to the infectious

period. Also, it is assumed that information about new births in the population is available

along the incidence records. Following these assumptions, TSIR provides a reconstruction of

the susceptible dynamics based on a recursive model that accounts for births, new infections

and a reporting probability. Then, a regression model is derived between the cumulative

sum of births and the cumulative sum of cases. The slope of this model is interpreted as the

reporting rate, ρ, from which the true cases are estimated. The full description of the TSIR

model can be found in [33].

After S̃ and Ĩ are estimated, we approximate the posterior distribution of the SIR model
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parameters using

p(θ|Y) ∝ p(Y|θ) · p(θ), (5.4)

where Y = (S̃, Ĩ), and p(θ) represents the prior distribution over the SIR model parameters.

5.2.4 SIR likelihood function

The likelihood function from equation (5.4) can be written as the product of the Markov

process transition probabilities

p(Y|θ) =
n−1∏
t=1

PXt,Xt+1(∆t), (5.5)

where the transition probabilities are

PXt,Xt+1(∆t) = P[X(t+ ∆t) = {S̃t+1, Ĩt+1} |X(t) = {S̃t, Ĩt}]. (5.6)

With the exception of the most simple cases [32, 1], statistical inference involving these

transition probabilities can be quite difficult. A common approach is to solve the forward

Kolmogorov equations by matrix exponentiation techniques. However, these techniques can

be computationally prohibitive for stochastic systems with a large number of states such

as SIR models. Instead, we consider two alternative approaches where the exact transition

probabilities are calculated: using a negative binomial approximation for the infection pro-

cess which is part of the TSIR formulation, and using numerical approximations when the
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SIR model is a special case of a death/birth-death process.

Negative binomial approximation to the transition probabilities.

A negative binomial distribution model has been previously adopted by the TSIR frame-

work to approximate transition probabilities of the the birth-death process in a population

of susceptibles and infectious individuals [41, 10]. This model is derived via a linear birth

approximation of the infection process, as summarized in [119], and provides a simple ex-

pression to calculate the the transition probabilities from equation (5.6). In this derivation,

the mass action assumption of homogeneous mixing among susceptible and infectious indi-

viduals is required. More specifically, one assumes the number of susceptible individuals is

approximately constant (S(t) = s) during the time period of interest and the number of

infectious individuals follows a pure birth process:

P(I(t+ ∆t) = j | I(t) = i) =


β
N
siα + o(∆t) if j = i+ 1,

o(∆t) otherwise.

When α = 1, properties of the linear pure-birth process imply that the number of infectious

individuals at time t, given the number of susceptible and infectious individuals at t−1, can

be written as

It | (St−1, It−1) ∼ NegBin(mt, It−1), (5.7)

where the mean of the distribution is

mt = It−1

(
eβSt−1/N − 1

)
, (5.8)
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with infection rate β, and It−1 representing the dispersion around the mean. Taking a Taylor

approximation to equation (5.8), we find the most common formulation used for the mean

of the negative binomial model (5.7) as

mt = β St−1It−1/N. (5.9)

Previous literature assumes this model can be generalized to allow for non-homogeneous

mixing simply by raising the infectious population to a mixing power, α, in the mean of the

distribution, mt = βSt−1I
α
t−1/N . This modification can also be applied to equation (5.8) to

obtain mt = Iαt−1

(
eβSt−1/N − 1

)
). However, neither of these approximations are mathemat-

ically justified, because the negative binomial approximation of SIR transition probabilities

arises from the linear birth approximation and is valid only when α = 1. This incorrect

generalization can lead to model misspecification as we show in Section 5.3. Also, note that

since the negative binomial model was derived using a linear birth approximation, this model

should be valid under pure birth conditions, which corresponds to the case when the size

of the susceptible population is significantly larger than the number of infectious individu-

als. One example of this setting is the beginning of an epidemic outbreak where infectious

population grows exponentially. Finally, within the context of TSIR, since the time between

observations is assumed to match the infectious period of a disease, the negative binomial

model does not consider recovery events; thus, the recovery rate should be approximately

one and is not estimated.

Numerical approximation of the transition probabilities

In recent works in the literature, a new class of stochastic models named birth/birth-death

processes has been introduced to efficiently evaluate finite time transition probabilities of

bivariate stochastic processes [46, 45]. This class contains the SIR model (5.1) when it is
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expressed as a death/birth-death process (Figure A-9). The idea is to reparametrize the SIR

process in terms of the number of new infections, nSI, and the new recoveries, nIR, for a

particular time step. For example, during the time interval (tn, tn+1), this reparametrization

translates to nSI = st − st+1 and nIR = rt − rt+1 where st, st+1 and rt, rt+1 represent the

susceptible and recovered subpopulations at times t and t+ 1 correspondingly. Note that for

a SIR model, the quantities nSI and nIR are always non-negative since the counts of suscep-

tible and recovered individuals are monotonically decreasing and monotonically increasing

sequences respectively. For the case of a SIR process with this alternative parametrization,

the MultiBD package in R provides an efficient and numerically stable implementation for

the calculation of the transition probabilities required for direct likelihood based inference.

This means that if we are able to reconstruct the susceptible and infectious populations

from incidence records, we can estimate the posterior distribution of the model parameters

θ (5.4) using standard MCMC methods. MultiBD is able to calculate the required transition

probabilities need to execute an MCMC algorithm.

5.2.5 Methods Summary

Starting from incidence data, we follow the TSIR approach to reconstruct the time series

of susceptible and true cases. Then, to evaluate the likelihood function (equation (5.5)), we

compute the required transition probabilities (equation (5.6)). In particular, for BayesTSIR,

we obtain the transition probabilities using the negative binomial distributioin defined by

equations (5.7) and (5.9). For BayesSIR, we compute the transition probabilities using

the exact method by [46, 45]. Finally, using both methods, we approximate the posterior

distribution of the model parameters (5.4) using MCMC methods. The source code for

the computational implementations in this chapter can be found in https://github.com/

luisdm1/BayesSIR.
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5.3 Results

In this section, we compare the performance of our Bayesian implementation of the TSIR

negative binomial model (BayesTSIR) and our generalization of SIR with time-varying in-

fection rates (BayesSIR) for estimating mixing, infection, and recovery rates. We apply our

method to simulated prevalence data, and to a benchmark dataset from historic incidence

measles records. First, we show conditions when the transition probabilities under the two

models are similar. We then provide examples when they can differ. Our results show that

using BayesTSIR model results in potential bias in the parameter estimates and suggests

exaggerated fluctuations of the infection rate estimates across time.

5.3.1 Transition probabilities comparison

Our approach to the likelihood-based inference for prevalence and incidence data relies on

the calculation of the transition probabilities shown in equation (5.6). However, model

misspecification can lead to incorrect calculation of the these transition probabilities and

severely impact the estimation of infection, recovery and mixing rates. This can occur

under the negative binomial model because it only considers new infections (births) but

no recoveries. Therefore, the negative binomial model should be valid under a pure birth

regime when the number of susceptible individuals does not change substantially and when

the number of recoveries is negligible. For instance, these conditions occur at the beginning

of an epidemic outbreak where there is an exponential growth phase of the number of new

infections and the time period of interest is short. In this regime, the BayesTSIR and

BayesSIR methods provide similar transition probabilities as observed in Figure 5.1. This

is due to the fact that new infections are more likely to occur than recoveries when the

population of susceptible individuals is larger than the number of infectious cases, which
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Figure 5.1: Comparison of the transition probabilities (equation (5.6)) using the two formu-
lations of the negative binomial model (equations (5.8), (5.9)), and the numerical approxi-
mation given by MultiBD when the recovery rate, γ, is decreased. Starting from an initial
condition with (S0 = 999999, I0 = 1, R0 = 0), the plots show the probability of obtaining
i ∈ {0, 1, ..., 9} new infections (interpreted as new births in the linear birth approximation
from TSIR). We assume a time step ∆t = 1, homogeneous mixing, α = 1, constant infection
rate, β = 1. Also, we assume no recoveries, nIR = 0, in the MultiBD parametrization of
the SIR process.

induces a small effective recovery rate γI. Note that this can also occur when the recovery

rate γ is small. In contrast, when the recovery rate is large, there is a mismatch between

the transition probabilities from these two models since new recoveries are now more likely

to occur. By definition, the negative binomial model does not consider this type of event as

explained in Section 5.2.

Similarly, when we consider non-homogeneous mixing (α < 1) under a pure birth regime, the

transition probabilities of BayesTSIR and BayesSIR are relatively close when the recovery

rate is small as shown in Figure 5.2. However, as γ increases, there will be a significant

mismatch between the transition probabilities from BayesTSIR and BayesSIR. Finally, we

observe in Figure 5.2 the mechanistic effect of the mixing rate on the transition probabilities

distribution, i.e. this parameter can accelerate or delay the infection dynamics due to its
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Figure 5.2: Comparison of the transition probabilities (equatiion (5.6)) using the two formu-
lations of the negative binomial model (equations (5.8), (5.9)), and the numerical approxi-
mation given by MultiBD when the mixing rate, α, and the recovery rate, γ, are decreased.
Here, we show the effect of non-homogeneous mixing on the transition probabilities by vary-
ing the mixing rate α ∈ {0.9, 1, 1.1} and the recovery rate, γ, in the SIR model. The time
step is ∆t = 1, the number of recoveries is nIR = 0, the infectious rate is set to β = 1, and
the initial conditions for the SIR compartments are (S0 = 500, I0 = 25, R0 = 0).

non-linear effect on the mean number of new infectious individuals given by β S Iα/N . As a

result, the distribution of the transition probabilities can be shifted left or right when α < 1

or α > 1 correspondingly.

5.3.2 Inference using prevalence data

When prevalence data is available and the susceptible and recovered compartments are

known, it is possible to estimate the parameters of a SIR model using a direct calcula-

tion of the likelihood function provided by an analytical formula of BayesTSIR and the
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exact approximation from BayesSIR (Section 5.2). To illustrate this approach, we sim-

ulate SIR trajectories using the Gillespie algorithm and fixing the initial conditions to

(S0 = 999, I0 = 1, R0 = 0) and the SIR model parameters β = 0.0045 and γ = 1. The

effect of non-homogeneous mixing is implemented by settiing α = 0.8.

We show in Figure 5.3 the joint posterior distribution of the mixing parameter (α) and

infection rate (β) from the SIR model. We observe that BayesTSIR provides estimates far

away from the posterior mode of the infection rates and it exaggerates the 95% probability

region (Fig. 5.3). In contrast, BayesSIR is not only able to recover the true parameters values

close to the posterior mode, but also there is a substantial reduction in the uncertainty in

these estimations as measured by the variance of the posterior (Fig. 5.3).

From a modeling point of view, the shape of the joint posterior distribution of α and β sug-

gests an intuitive relationship between these parameters: the observed data can be explained

with a high infection rate and low mixing, or alternatively, with a low infection rate and

high mixing. It is worth noting that when the mixing rate is set to one (the default value

in the literature), these assumptions impose restrictions on the value of the infection rate.

Therefore, such restrictions should be properly justified in practice.

5.3.3 Data analysis

We apply our method to the classic measles dataset studied by [33]. This dataset contains

biweekly incidence reports of measles cases between 1944 and 1964. The time series illustrates

the cyclic nature of measles cases thought the year and its relationship with the school

calendars was previously postulated. In particular, previous studies have identified lower

infection rates during school breaks compared to school terms. We are interested in revisiting

this question comparing BayesSIR and BayesTSIR.
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Mixing rate α Recovery rate γ
Seasonality Method Median 95% BCI Median 95% BCI

BayesSIR 0.965 (0.922, 1.01) 0.99 (0.98, 1.02)
Schoolterm BayesTSIR 0.945 (0.888, 1.00) – –

TSIR 0.998∗ – – –

BayesSIR 0.915 (0.861, 0.973) 0.991 (0.959, 1.026)
Standard BayesTSIR 0.941 (0.866, 1.014) – –

TSIR 0.974∗ – – –

Table 5.1: Estimated mixing (α) and recovery (γ) rates for the measles dataset between
1944 and 1951. We report the posterior median and the 95% Bayesian credible intervals
for BayesTSIR using the negative binomial model (Eqs. (5.7), (5.9)) and for BayesSIR with
time-varying infection rates (Eqs. (5.1), (5.2)). The TSIR point estimates (∗) were calculated
using the tsiR library implemented in R [5].

Our approach requires the computation of the transition probabilities to obtain the likelihood

function (5.5). However, computing these transition probabilities using MultiBD for the

BayesSIR method is problematic since the values in the compartments are high (e.g., on the

order of millions). To make this problem tractable, we take a subset of the dataset between

years 1944 and 1951 and we divide the incidence cases by 100 and round them as shown in

Figure 5.4. This down-scaling is reasonable since we still preserve the same measles dynamics

but with a smaller population which can be interpreted as a small town in England. Also,

note that we do not change the pattern of the seasonal outbreaks.

The first step in our analysis is the estimation of the numbers of susceptible and latent infec-

tious individuals. For this purpose, we use the tSIR package [5] to estimate the susceptible

population (S̃), the reporting probability (ρ), and the true number of infections (Ĩ) from the

incidence records shown in Figure 5.4.

Similarly to previous works, we assume that the infection rates are not identical throughout

the year but the mixing and recovery rates remain constant. In particular, we consider two

types of seasonality: standard, which consists of 26 biweeks in a typical year (corresponding

to one infectious rate per biweek), and schoolterm, which depends on whether schools are
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in session or not (corresponding to two infectious rates per year). For the standard season-

ality, TSIR is able to estimate 26 infectious rates (following the generalized linear model

implementation from tSIR). However, due to computational challenges for estimating the

transition probabilities using MultiBD, we only computed 13 infectious rates which corre-

sponds to roughly one infectious rate every four weeks. For a fair comparison, we estimated

13 infectious rates for all methods.

We use BayesTSIR and BayesSIR to estimate the infection, mixing and recovery rates for

the measles dataset. For standard seasonality, we estimate the parameters θstandard = (α,

β1, β2, . . . , β13, γ)t. Similarly, for schoolterm seasonality, we estimate two infection rates

θschoolterm = (α, βshoolbreak, βschoolterm, γ)t. We use the Metropolis-Hastings algorithm to

approximate the posterior distribution (5.4) for both models where we use independent

LogNormal(0, 1002) priors for all the parameters. Note that BayesTSIR does not estimate

γ and, since the sampling period roughly matches the infectious period of the disease, the

recovery rate for BayesSIR should be approximately one as shown in Table 5.1.

Figure 5.5 shows the estimated 95% posterior probability intervals for the infection rates

of BayesTSIR and BayesSIR under schoolterm seasonality. We observe that BayesTSIR

exaggerates the decrease in the infection rate during schoolbreak compared to BayesSIR.

Moreover, BayesTSIR provides wider probability intervals compared to BayesSIR (Table

5.1). We include in Figure A-10 the 95% confidence intervals produced by the TSIR method

as a reference, where we observe a similar pattern.

When we consider standard seasonality, we observe that BayesTSIR once again exaggerates

the decrease in the infection rate during a typical academic summer break (July-September)

compared to BayesSIR as shown on Figures 5.6 and A-11. This exaggeration is not an

artifact of the negative binomial model inferring a higher α compared to BayesSIR. Rather,

BayesSIR provides more reasonable estimates simply because it uses a non-approximate SIR

likelihood function. We note that while the Bayesian credible intervals of the two methods
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are very similar in terms of width, the range of values differ as shown in Table 5.1 and Figure

5.6.

In terms of homogeneous mixing, Table 5.1 indicates that BayesSIR provides strong evidence

in favor of non-homogeneous mixing under the standard seasonality. In particular, the

95% Bayesian credible intervals for the mixing rate α are completely under the unit value

corresponding to the homogeneous mixing. Note that BayesTSIR is not able to provide a

definitive answer for the evidence of homogeneous mixing.
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Figure 5.3: Statistical inference for simulated prevalence data under non-homogeneous
mixing. (a) Stochastic SIR simulation using the Gillespie algorithm with initial conditions
S0 = 999, I0 = 1 and parameters α = 0.8, β = 0.0045, γ = 1. (b) Joint posterior
distributions between mixing, α, and infection, β, rates. It is shown the comparison between
the joint posterior distributions using BayesSIR and BayesTSIR. For BayesSIR, the posterior
median for γ was estimated to be 1.045 with a 95% Bayesian credible interval (0.9693, 1.128).
Note that this parameter was not estimated by BayesTSIR.
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Figure 5.5: Posterior means (circles and diamonds) and 95% posterior credible intervals
(vertical lines with whiskers) for schoolterm and schoolbreak infection rates. We report these
summaries of two posterior distributions obtained by applying the Bayesian TSIR negative
binomial model (BayesTSIR) and the Bayesian SIR model with MultiBD (BayesSIR) to the
measles dataset from 1944 to 1951.
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Figure 5.6: Posterior means (circles and diamonds) and 95% posterior credible intervals
(vertical lines with whiskers) for infection rates. We report these summaries of the posterior
distributions obtained by applying the Bayesian TSIR negative binomial model (BayesTSIR)
and the Bayesian SIR model with MultiBD (BayesSIR) to the measles dataset from 1944 to
1951.
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Chapter 6

Discussion

In this dissertation, we have bridged the gap between mechanistic models and empirical data

by using Bayesian hierarchical models. On the one hand, the mechanistic models provide

a mathematical representation of the underlying principles behind a complex biological sys-

tem. On the other, the Bayesian hierarchical models provide a rigorous framework for model

fitting, parameter identification, and uncertainty quantification. Our approach also accounts

for common data analysis challenges that arise when working with partially observed bio-

logical systems.

For the first application of Bayesian mechanistic models, we studied feedback regulation and

control in hematopoiesis. Following the principles of optimal experimental design based on

Bayesian utility theory, we determined the experimental conditions that allow us to properly

identify the components of feedback control in mathematical models of hematopoiesis. For

this, we have developed a latent variables method to correctly account for the unobserved

information in the experimental data. Our main contributions can be summarized as follows:

• We proposed a new statistical framework for modeling the hematopoietic system with

feedback control and regulation;
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• To model the hematopoietic dynamics, we proposed a nonlinear ODE model that

incorporates self-renewal, cell division, feedback and feedforward regulation;

• We proposed a latent variables approach to account for unobserved cellular counts in

biological experiments;

• Using synthetic data in an experimental design with a large number of records, we

showed that we can correctly identify the model parameters, including the feedback

mechanisms;

• Following the principles of Bayesian optimal experimental design, we determined the

experiments that lead to maximum information gain about the model parameters;

• Finally, we showed conditions in which some parameters were better informed at either

early or late stages of an experiment.

Our method can be extended to model diseases related to the hematopoietic system like

Chronic Myeloid Leukemia [52]. In particular, it is possible to explicitly model healthy and

cancerous populations in the cell blood lineages and the interaction between these popula-

tions. Using our proposed approach, we can obtain a better understanding of the differences

in feedback regulation in cancer cells compared to healthy populations. This can ultimately

could lead to novel intervention therapies.

From the computational point of view, we introduced AE-MCMC as a novel Markov Chain

Monte Carlo method that can improve the computational efficiency of complex problems

including our proposed optimal experimental design. We showed that AE-MCMC is a viable

method to scale MCMC sampling by using autoencoders to learn simpler latent representa-

tions of complex posterior spaces. In particular, AE-MCMC performs similarly for prediction

and optimal design problems compared to traditional MCMC schemes. However, AE-MCMC

poses a trade-off between accuracy of the posterior approximation and computational speed

because of the information loss incurred in the reduction of dimensionality.
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We summarize our contributions for scalable Bayesian computation as follows:

• We showed that autoencoders could provide a suitable tool to learn a latent represen-

tation of a high-dimensional posterior distribution;

• We showed that Hamiltonian Monte Carlo sampling can be used to approximate the

original posterior distribution using lower dimensional samples;

• We showed that AE-MCMC provides similar performance compared to HMC and Vari-

ational Bayes for prediction using several benchmark datasets;

• Finally, we showed that AE-MCMC is a suitable alternative method for computational

intensive simulations, such as the ones used in Bayesian optimal experimental design.

Multiple extensions of AE-MCMC are possible. First, the autoencoder architecture can be

determined automatically during the burn in phase of the base MCMC algorithm. This idea

is similar to the automatic tuning of MCMC hyper-parameters at the beginning of the MCMC

sampling. For instance, the optimal dimensionality of the latent space, as well as the number

of layers, can be estimated based on the best reconstruction of MCMC samples using the

autoencoder. A second possibility is to use a generative model like a variational autoencoder

for the dimensionality reduction step of AE-MCMC. The benefit of this approach is that it

provides a probabilistic representation of the autoencoder and direct quantification of the

loss incurred during the reconstruction of the posterior distributions from MCMC samples

in the lower dimensional space.

Finally, our optimal experimental design approach can benefit from a more efficient explo-

ration of the expected utility space. For instance, an interesting generalization is to use an

augmented probability model within the MCMC scheme, as shown in [86]. This approach

solves the optimal design problem without performing a fixed grid search over a finite number

of experimental configurations.
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The second application of Bayesian mechanistic models presented in this dissertation involved

a Bayesian hierarchical framework to study the homogeneous mixing assumption in epidemic

models. In particular, we showed that the classic time-series SIR model suffers from model

misspecification when a population is subject to non-homogeneous mixing. In contrast, we

showed that our Bayesian hierarchical version of a SIR model with time-varying infection

rates can correctly account for this type of mixing. Using historic and synthetic time series

data, we found that BayesSIR could provide better performance, as measured by narrower

Bayesian credible intervals for infection, recovery, and mixing rates compared to BayesTSIR.

The main contributions of this work are as follows:

• We showed situations where the branching process approximation from TSIR fails

when applied to dynamics with non-homogeneous mixing, and we provided numerical

evidence for the discrepancy between the transition probabilities between TSIR and

SIR models;

• We provided a detailed analysis of the model misspecification effect by comparing the

performance of BayesSIR to our Bayesian implementation of the TSIR model with the

negative binomial-based likelihood;

• Using synthetic data, we showed that BayesTSIR can potentially produce biased es-

timates of infection rates and wider credible intervals, but this is not observed in

BayesSIR;

• We extended BayesSIR to allow for time-varying infection rates in order to provide

a rigorous framework for modeling incidence time series data, which is common in

surveillance systems;

• We showed that the discrepancies between BayesSIR and BayesTSIR still persist in

this setting.
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In future, we can generalize BayesSIR to include additional stages during the infection pro-

cess. For instance, we can expect that individuals that recovered from the infectious agent

can lose immunity and become susceptible, following a SIRS model. Similarly, an interesting

possibility is to include an exposed intermediate state between the susceptible and infectious

states, such as a SEIR type of models, to account for the incubation period after acquiring

a pathogen. Another important generalization is the development of scalable computational

methods for computing transition probabilities of SIR models for larger population sizes.

Overall, the Bayesian hierarchical models presented in this dissertation provide a robust

framework to develop novel data-driven models where a coherent integration of model de-

sign and experimental validation is possible. This is especially useful in areas of science and

engineering where data collection is challenging and limited. In such areas, our proposed

approach can promote the collaboration between data scientists (mathematicians, statisti-

cians, computer scientists) and domain scientists (e.g., biologists, physicians) to develop a

unified framework for hypothesis generation, modeling, and experimental validation.
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Appendix A

A-1 Appendix for Optimal Experimental Design for

Mathematical Models of Hematopoiesis

Experimental methods

Mice C57B/6J female mice (Jackson Laboratories), 6-12 weeks of age were used for irradia-

tion and myeloid depletion experiments. All protocols in mouse was approved by Institutional

Animal Use and Care Committee of University of California, Irvine.

Irradiation of mice To achieve selective depletion of Hematopoietic Stem Cells (HSC),

a 50cGy dose of irradiation from an x-ray source was applied. Control mice did not receive

irradiation.

Flow cytometry analysis of cell populations Bone marrow (BM) cells from femur

and tibia of control and dosed mice were isolated by flushing bones. RBC lysed cells (RBC

lysis buffer, ebiosciences) were stained with CD34 antibody for one hour and subsequently

incubated with a cocktail of biotinylated lineage markers CD3, Gr1, B220, Ter119, and c-kit,
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sca1, CD48 for 30 minutes. Streptavidin (SA) conjugated fluorchrome was utilized to detect

biotynalated antibodies. Following fix/ permeabilization and Dnase digestion, anti-BrdU

antibody was used to check BrdU incorporation. Cells were acquired on FACS Arial II and

analyzed with Flowjo v10 software

Antibodies Monoclonal antibodies for flow cytometry were biotin mouse lineage panel

(559971, BD biosciences), PE-CF594 Streptavidin (562318, BD biosciences), anti-mouse

CD48 (561242, BD biosciences), anti-mouse CD34 eFluor450 (48-0341-82, ebiosciences), anti-

mouse Sca1 PE (108108, Biolegend), anti-mouse c-Kit-APC (17-1171-82, ebiosciences), FITC

BrdU flow kit (552598, BD biosciences)

Computational programs and data

GitHub The mice dataset and other relevant Python and R programs for this work can

be found in the GitHub repository: https://github.com/luisdm1/BayesOptimalDesign

Coverage study formulas

Relative bias, relative width and coverage In our simulation study, for each design d

we used several synthetic datasets and their corresponding MCMC simulation to infer back

the true parameter values. For each of these simulations, we calculated the mean relative

bias, mean relative width of the credible intervals and the coverage.

First, we use the posterior median as a point estimate for each parameter i in the hierarchical
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Figure A-1: Perturbation experiment dataset. HSCs and MPPs cellular counts are shown
for three different time points. Dots and marks are use to denote control and perturbation
(50 cGy radiation) experiments respectively. Each point represents a single mouse data.

model for the j-th simulation run,

θ̂
(d)
i,j = median(p(θi,j|y(d)

j )) (A-1)

where y
(d)
j represents the j-th synthetic dataset for the design d. The relative bias is calcu-

lated by normalizing the difference between the posterior median and the true value, ie, for

the i-th parameter

RelBias
(d)
i,j =

θ̂
(d)
i,j − θi,j
θi,j

(A-2)

where θ·,j represents the true parameter values for simulation j. The mean relative bias is

calculated for each design averaging over all the relative bias estimates for all the simulations
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Figure A-2: Prior and posterior distributions for the mean HSC control and perturbation
initial conditions using the perturbation experiment dataset.

of design d as

Mean RelBias
(d)
i =

1

N

N∑
j=1

RelBias
(d)
i,j (A-3)

We define the coverage of a credible interval with a similar interpretation as a frequentest

confidence interval is calculated as the proportion of the time that the interval contains the

true value of interest. In this case we calculate the number of times the true parameter value

θi,j is included in the corresponding 95% credible interval Ci,j for the design d.

Coverage
(d)
i =

1

N

N∑
j=1

1θi,j∈Ci,j
(A-4)

The relative width of the posterior distribution of a parameter is given by the magnitude of
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Figure A-3: Prior and posterior distributions for the feedback gain ODE parameters (A,
B) and the technical (C) and biological (D) variability parameters using the perturbation
experiment dataset.

the 95% credible interval, ie, the distance between the 97.5th and 2.5th percentiles as:

RelWidth
(d)
i,j = q0.975(p(θi,j|y(d)

j ))− q0.025(p(θi,j|y(d)
j )) (A-5)

and the mean relative width is given by

Mean RelWidth
(d)
i =

1

N

N∑
j=1

RelWidth
(d)
i,j . (A-6)
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Prior Posterior

Parameter 2.5% 50% 97.5% 2.5% 50% 97.5%

p0 0.50 0.52 0.60 0.54 0.57 0.64
η1 3.06 5 8.16 3.79 5.85 9.07
η2 2.14 3.86 6.94 1.84 3.01 5.07
γ1 1.50 4 10.7 1.06 2.29 4.88
γ2 1.50 4 10.7 1.89 5.09 12.9

σt 0.39 0.5 0.64 0.41 0.52 0.65
σb 0.39 0.5 0.64 0.42 0.54 0.68

µ1 672 1097 1791 634 915 1317
µ2 5473 8103 11988 6280 8653 11810

Table A-1: Prior vs posterior distributions for the model parameters using the perturbation
experiment dataset. The 2.5%, 50% and 97.5% percentiles are provided.

Prior Posterior True

Parameter 2.5% 50% 97.5% 2.5% 50% 97.5%

p0 0.50 0.52 0.60 0.53 0.55 0.54 0.53
η1 1.00 3.84 15.11 5.00 6.51 9.85 9.02
η2 1.00 4.50 20.2 3.98 5.72 10.1 8.37
γ1 1.00 3.15 10 1.77 2.81 3.84 1.97
γ2 1.00 3.15 10 2.44 3.64 5.51 4.03

σt 0.01 0.04 0.18 0.01 0.03 0.05 0.04
σb 0.01 0.04 0.18 0.03 0.03 0.04 0.04

µ1 549 700 890 652 672 693 653
µ2 1462 1996 2743 1839 1904 1970 1970

Table A-2: Prior vs posterior distributions for the model parameters using a synthetic
dataset with 7 replicates for 7 consecutive days. The 2.5%, 50% and 97.5% percentiles are
provided and the true parameter values are shown on the rightmost column.
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Figure A-4: Mean utility values for all the model parameters. The heat maps show
the mean utility value for the labeled parameter normalized by the lowest mean utility. Each
parameter utility heat map is scaled differently.
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Figure A-5: Comparing designs with a fixed number of mice. The mean utility values
of the different designs are compared when the same number of mice is used. The utility
value is scaled as in the overall utility from Fig. 3.5

96



HSC self renewal 
(p0)

MPP division rate 
(�2)

MPP feedback gain 
(�2)

Biological variability 
(�b)

Technical variability 
(�t)

HSC initial condition 
(μHSC)

MPP initial condition 
(μMPP)

1 1.5 1 2 1 2

0

20

40

HSC division rate 
(�1)

0.5 10.5 100.5 1

HSC feedback gain 
(�1)

1 2 1.5 2 1.5 2

Utility Utility Utility

C
V

C
V

C
V

0

20

40

0

20

40

0

20

40

0

20

40

0

20

40

0

20

40

0

20

40

0

20

40
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variation (CV) for all designs are obtained and plotted against the parameter utility value.
The utility values are raw values and are not normalized like the utilities in the heat maps.
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Figure A-7: Prior vs posterior mean percent overlap for individual parameters
We calculated the mean percent overlap between the prior and posterior distributions as a
complementary measure to the mean utility value for information gain.
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Figure A-8: Prior vs posterior distributions for sampled designs We show the re-
maining prior and posterior distributions for the different parameters (rows) and designs
(columns) that were not shown in Fig. 3.8 in the main text.
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0
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p0

Mean RelBias 0.0 -0.0 -0.0 0.0 0.01 0.0 0.0 -0.0 -0.0 -0.01 0.0 0.0 -0.0 -0.0

Coverage 0.91 0.97 1.0 0.96 0.97 0.93 0.93 1.0 0.93 0.89 0.92 0.91 0.92 0.93

Mean RelWidth 0.05 0.04 0.05 0.04 0.04 0.03 0.03 0.03 0.03 0.03 0.03 0.03 0.02 0.03

η1

Mean RelBias -0.12 -0.02 0.09 -0.08 -0.07 -0.01 0.05 0.03 0.08 0.02 0.04 0.06 0.06 0.04

Coverage 0.97 1.0 1.0 1.0 1.0 0.9 0.88 1.0 0.79 0.84 0.96 0.79 0.87 0.84

Mean RelWidth 11.07 5.63 6.69 7.11 5.49 5.27 4.45 4.04 3.31 3.69 3.82 3.61 3.37 3.26

η2

Mean RelBias -0.06 0.03 0.1 -0.06 -0.05 -0.05 0.02 0.04 0.07 -0.01 0.02 0.04 0.04 0.02

Coverage 0.94 1.0 1.0 0.96 1.0 0.9 0.93 0.97 0.83 0.84 0.96 0.88 0.9 0.89

Mean RelWidth 9.97 4.56 7.65 9.63 7.02 8.9 6.33 3.56 3.04 2.92 5.95 5.9 4.99 5.36

γ1

Mean RelBias -0.29 -0.3 -0.59 -0.28 -0.11 -0.15 -0.1 -0.24 -0.23 -0.4 -0.19 -0.07 -0.16 -0.16

Coverage 0.91 0.97 0.89 0.96 0.97 0.9 0.9 0.97 0.81 0.91 0.92 0.86 0.88 0.85

Mean RelWidth 6.98 6.33 6.07 5.81 5.47 4.95 4.94 4.67 4.58 5.69 4.77 4.41 4.18 4.18

γ2

Mean RelBias -0.2 -0.41 -0.02 -0.24 -0.2 -0.22 -0.37 -0.31 -0.3 -0.41 -0.25 -0.29 -0.27 -0.3

Coverage 0.94 0.94 1.0 0.96 0.97 0.9 0.95 0.95 0.95 0.96 0.98 0.95 0.96 0.95

Mean RelWidth 9.01 8.29 9.48 7.94 7.7 6.97 7.38 7.41 7.19 8.41 6.88 6.63 6.5 6.39

σb

Mean RelBias -0.78 -0.68 -0.22 -0.61 -1.06 -0.73 -0.57 -0.71 -0.51 -0.35 -0.37 -0.64 -0.65 -0.52

Coverage 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0

Mean RelWidth 0.12 0.11 0.08 0.1 0.1 0.1 0.1 0.09 0.08 0.08 0.08 0.09 0.08 0.08

σt

Mean RelBias -0.03 0.01 0.19 0.07 0.25 0.24 0.26 0.21 0.2 0.22 0.24 0.29 0.28 0.28

Coverage 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 0.93 0.92 0.88 0.85 0.85

Mean RelWidth 0.08 0.07 0.05 0.06 0.06 0.05 0.05 0.05 0.04 0.04 0.04 0.04 0.03 0.03

µ1

Mean RelBias -0.02 -0.02 -0.02 -0.03 -0.02 -0.03 -0.03 -0.02 -0.02 -0.01 -0.03 -0.02 -0.03 -0.02

Coverage 0.97 0.97 1.0 0.98 0.97 0.98 0.98 1.0 0.98 0.98 0.98 0.98 0.98 1.0

Mean RelWidth 137.09 110.91 93.11 120.49 108.56 117.0 109.34 92.34 88.81 92.87 93.94 106.56 99.12 98.0

µ2

Mean RelBias 0.02 0.02 0.01 0.02 0.02 0.02 0.02 0.02 0.01 0.01 0.02 0.02 0.02 0.02

Coverage 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0

Mean RelWidth 394.42 371.94 273.44 355.58 347.17 375.67 373.83 340.18 336.57 326.04 319.8 374.47 353.83 357.8

Table A-3: Mean relative bias, coverage and mean relative width of the 95% credible interval
for each parameter (rows) and for all the designs (columns) when the number of replicates
per observation time where fixed to 3 mice. For each entry in the table, 60 different synthetic
datasets were used.
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Figure A-9: Graphical representation of a SIR compartmental model as a birth/birth-death
process for a time step (t, t + ∆t), where λ(2)’s is the birth rate, µ(1) is the death rate,
βSIR is the infection rate and γISIR is the recovery rate. In this formulation, a susceptible
individual can either stay susceptible or become infected, and an infectious individual can
either stay infected or become recovered. This representation of a SIR model allows us to
re-parameterize it in terms of new infections nSI and new recoveries nIR and associated
transition probabilities using MultiBD.
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Figure A-10: Estimated infectious rates means (marks) and 95% credible intervals (error-
bars) for schoolterm vs. schoolbreak seasonality calculated using the Bayesian TSIR negative
binomial model (BayesTSIR) and the Bayesian SIR model with MultiBD (BayesSIR) for the
measles dataset from 1944 to 1951. The TSIR 95% confidence intervals from the tSIR pack-
age are included for reference.
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p0
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Coverage 0.97 0.97 1.0 0.98 1.0 0.96 0.97 1.0 1.0 1.0 0.94 0.96 0.97 0.97

Mean RelWidth 0.04 0.04 0.04 0.04 0.03 0.03 0.02 0.02 0.02 0.03 0.02 0.02 0.02 0.02

η1

Mean RelBias 0.07 0.02 0.05 0.06 0.03 0.1 0.07 0.04 0.06 0.04 0.07 0.07 0.06 0.1

Coverage 0.97 0.97 1.0 0.94 0.97 0.93 0.97 0.97 0.94 1.0 0.97 0.96 1.0 0.94

Mean RelWidth 10.31 5.05 4.63 5.41 3.92 4.36 2.94 2.99 2.19 2.6 2.62 3.07 3.26 3.36

η2

Mean RelBias 0.08 0.02 -0.02 0.02 -0.02 0.06 0.03 0.02 0.03 0.01 0.02 0.04 0.02 0.05

Coverage 0.95 0.97 1.0 0.92 0.97 0.95 0.97 1.0 1.0 1.0 0.97 0.96 1.0 0.94

Mean RelWidth 7.34 4.35 5.09 8.0 5.19 6.79 4.12 3.08 2.48 3.08 3.67 4.39 4.7 4.38

γ1

Mean RelBias -0.07 0.03 -0.46 -0.05 0.05 -0.05 -0.0 -0.0 0.02 -0.36 0.04 0.01 -0.01 -0.08

Coverage 0.92 0.95 0.89 0.96 0.91 0.96 0.92 0.97 0.98 0.9 1.0 0.98 0.97 1.0

Mean RelWidth 5.88 4.65 6.14 4.87 4.35 4.29 3.48 3.47 3.18 4.83 3.0 3.22 3.27 3.38

γ2

Mean RelBias -0.3 -0.27 -0.36 -0.41 -0.45 -0.37 -0.26 -0.24 -0.27 -0.23 -0.48 -0.31 -0.33 -0.47

Coverage 0.92 0.97 0.93 0.96 0.88 0.93 0.97 0.94 0.94 0.96 0.88 0.92 0.95 0.89

Mean RelWidth 9.64 8.33 7.95 7.86 7.62 6.8 5.69 6.22 5.82 6.84 6.2 5.99 6.37 6.1

σb

Mean RelBias -0.74 -0.51 -0.39 -0.63 -0.99 -0.47 -0.7 -0.64 -0.59 -0.41 -0.41 -0.53 -0.54 -0.31

Coverage 1.0 1.0 1.0 1.0 0.97 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0

Mean RelWidth 0.1 0.09 0.08 0.08 0.08 0.07 0.06 0.08 0.07 0.06 0.07 0.06 0.07 0.06

σt

Mean RelBias -0.02 -0.06 0.12 0.02 0.2 0.07 0.19 0.13 0.13 0.13 0.15 0.18 0.17 0.07

Coverage 1.0 1.0 1.0 1.0 0.97 1.0 1.0 1.0 1.0 1.0 1.0 0.98 0.95 1.0

Mean RelWidth 0.06 0.05 0.04 0.04 0.04 0.03 0.03 0.04 0.03 0.03 0.03 0.02 0.02 0.02

µ1

Mean RelBias -0.04 -0.04 -0.04 -0.04 -0.04 -0.04 -0.03 -0.05 -0.04 -0.05 -0.03 -0.03 -0.04 -0.03

Coverage 0.95 0.9 0.85 0.96 0.91 0.95 0.97 0.79 0.73 0.62 0.91 0.92 0.9 0.94

Mean RelWidth 96.41 83.51 85.52 89.44 82.03 83.48 66.3 73.97 63.96 72.4 73.12 70.75 73.08 72.03

µ2

Mean RelBias 0.05 0.05 0.05 0.05 0.05 0.05 0.04 0.05 0.05 0.05 0.05 0.05 0.05 0.05

Coverage 0.92 0.95 0.96 0.92 0.88 0.93 0.95 0.97 0.94 0.92 0.91 0.88 0.87 0.86

Mean RelWidth 255.16 250.85 233.93 255.83 253.79 249.89 209.19 244.21 227.82 230.94 238.74 231.04 230.26 226.08

Table A-4: Mean relative bias, coverage and mean relative width of the 95% credible interval
for each parameter (rows) and for all the designs (columns) when the number of replicates
per observation time is restricted to 7 mice. For each entry in the table, 60 different synthetic
datasets were used.
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Figure A-11: Estimated infectious rates means (marks) and 95% credible intervals (error-
bars) shown every 4 weeks periods calculated using the Bayesian TSIR negative binomial
model (BayesTSIR) and the Bayesian SIR model with MultiBD (BayesSIR) for the measles
dataset from 1944 to 1951. The TSIR 95% confidence intervals from the tSIR package are
included for reference.
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Figure A-12: Posterior predictive checks comparing BayesTSIR vs BayesSIR methods
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