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Abstract

Managing city traffic with boundary flow control

by

Wei Ni

Doctor of Philosophy in Engineering - Civil & Environmental Engineering

University of California, Berkeley

Professor Michael Cassidy, Chair

Boundary flow control is potentially one of the most effective approaches for city traffic
management. Under the control scheme, a city is partitioned into multiple, properly-sized
neighborhoods and the transfer flows crossing neighborhood boundaries are metered. In
this work, we divide boundary flow control into two stages and address them separately. In
the first stage, the total metering rate of each boundary is determined. In the second, the
boundary metering rate is distributed among individual road links.

The first stage is handled by a model-predictive controller embedded within a macro-
scopic traffic model. The most commonly used macroscopic traffic model, which we refer
to as Neighborhood Transmission Model (NTM), uses Macroscopic Fundamental Diagrams
(MFDs) in combination with flow conservation laws to model the dynamics of neighborhood
vehicle accumulations. We propose an enhanced NTM, which resolves multiple concerns of
previous models. Unlike its predecessors, our model accounts for the constraining effects
that outbound queues at the boundary can impose on a neighborhood’s circulating traffic.
It also differentiates between saturated and under-saturated metering operations. With the
proposed NTM, we use a model-predictive control algorithm to generate control actions at
small time steps based on their forecasted impacts. Our scalable numerical method can do
this for an arbitrary number of neighborhoods within a city. Computer simulations show
that these enhancements improve the predictions of trip completion rates in a neighbor-
hood, and of the rates at which vehicles cross metered boundaries. Optimal control actions
generated as a result are similarly shown to do a better job in reducing the vehicle-hours
traveled (VHT) in a city. VHT reductions stemming from the proposed model and from its
predecessors differed by as much as 18%.

The second stage of control distributes boundary metering rates onto individual road
links along the controlled boundary, which we refer to as the metering distribution. An
effective model-free approach for determining the metering distribution is proposed in this
work. To do this, we represent the street network as a directed graph and formulate the
metering distribution problem as a Reinforcement Learning (RL) problem, which is solved
with an actor-critic method. In extensive numerical experiments, the RL-based metering



2

distribution policy shows consistently better performance in terms of VHT reduction than a
baseline policy.
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Chapter 1

Introduction

Traffic operation in urban street networks has long been an active and challenging research
area. Unlike with freeways, the modeling of urban street traffic is made complicated by
the nonlinear topological structures of the street network, which involves fine-grained OD
demands and complicated routing behaviors of drivers. Even if we ignore the availability
issue of detailed traffic demand information, and wave our hands at routing behaviors, ex-
act physical modeling is still hard due to signalized intersections, multi-branch merging,
multi-branch diverging and conflicting turning maneuvers. Computational difficulties, like
large scale integer programming, always appear when people attempt to perform numerical
optimization on those exact physical models, due to their non-linearity.

A few simplifications have been proposed in this realm, including continuous approxima-
tions of traffic operations at signals and store-and-forward models. Still, those simplifications
either require unrealistic detailed information or suffer from computational obstacles, because
they treat each road link as a modeling unit. Meanwhile, macroscopic modeling approaches
are becoming more popular. These describe urban street traffic on a more aggregated level,
i.e. by using the neighborhood as its modeling unit. The main theory behind these macro-
scopic models is the Macroscopic Fundamental Diagram (MFD), which describes the relation
between the total flow in a neighborhood and its vehicle accumulation with a simple concave
function, as shown in Figure 1.1.

total flow

accumulationnm

fm

n

f(n)

Figure 1.1: Neighborhood MFD
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Various control strategies based on MFDs have been proposed to relieve traffic congestion
in urban street networks. Among these,boundary flow control is one of the most promising.
To implement boundary flow control, a city is usually partitioned into multiple, properly-
sized neighborhoods which are determined from historical OD and congestion patterns. The
transfer flows between adjacent neighborhoods are then controlled via re-timing the traffic
signals along the boundaries between neighborhoods. Since each boundary contains multiple
road links, a policy for boundary flow control can be naturally identified in two stages : (I)
determine the total metering rate across each boundary; and (II) distribute the boundary
metering rate onto the individual road links; see Figure 1.2.

Stage I: macroscopic controller Stage II: metering distribution street network
boundary metering

rate

link metering

rate

network traffic states

network traffic states

Figure 1.2: Two stages of of boundary flow control

For stage (I), model-predictive control (MPC) with an objective of minimizing total travel
delay or vehicle hours traveled (VHT), is a commonly used approach (see Chapter 2). The
embedded models within an MPC usually describe the time-varying vehicle accumulations
in distinct neighborhoods based on their MFDs and flow conservation laws. The vehicle ac-
cumulation in a neighborhood is grouped according to trip destinations. The trip completion
rate of each group is proportional to its accumulation fraction, while the total trip comple-
tion is governed by the neighborhood’s MFD. We hereby refer those models as Neighborhood
Transmission Models (NTMs).

The original version of an NTM ignores the boundary queuing (see Figure 1.3) arising
from restrictive metering. The original model implicitly assumes that vehicles that arrived
at a boundary would return to circulating traffic for another go if not allowed to cross the
boundary. In reality, those vehicles will form dense queues emanating from the boundary.
We will show both theoretically and numerically that ignoring boundary queuing will cause
underestimations of boundary crossing flows as well as underestimation of trip completion
rate within a neighborhood.

Later developments in NTMs accounted for boundary queuing by distinguishing circu-
lating vehicles from queuing ones. Though a notable advancement, the mutual effects of
circulating and queued vehicles was not accounted for. This is because the model failed
to describe road space occupied by boundary queues, and the negative impacts of this on
circulating traffic. Moreover, the saturated and under-saturated conditions of boundary flow
metering were not modeled properly. These drawbacks can cause overestimation of both
intra-neighborhood trip completion rates and of boundary crossing flows, as we will show in
later chapters.
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Figure 1.3: Boundary queues and circulating traffic in two neighborhoods i and j

An enhanced NTM is proposed in this work to resolve the above-cited issues in its pre-
decessors. In our proposed model, the dynamics of circulating and queued vehicles are
taken care of separately, and the mutual effects among the two are modeled by adaptively
re-scaling the MFDs. The re-scaling accounts for the road space lost in storing boundary
queues. Another enhancement enables the modeling of both saturated and under-saturated
metering operations. We justify our modeling assumptions through theoretical analysis and
extensive numerical experiments. When compared to its predecessors using microscopic
simulations, the proposed model exhibits better predictive strengths. These improved pre-
dictions produce, in turn, optimal metering rates that do a better job of reducing VHT in a
city. Improvements can be sizable, as will be shown in due course. Simulations also show that
inputs needed by the proposed NTM can be collected from the information systems onboard
connected vehicles, even when the penetration rate of those special vehicles is small.

It turns out that a model-predictive controller powered by our proposed NTM is not the
best that we can do. Spatially-uniform metering rates along a boundary can starve some
road links of flow and create severe congestion on other links. For example, if the upstream
end of a certain feeder link is extremely congested, intuitively we should allow higher flow
on that link. If the upstream end of another feeder link is starving, less flow should in some
cases be allowed on that link to avoid wasting green time. If the downstream end of a certain
feeder link is severely congested, less metered flow should be allowed on that link so as not
to aggravate the situation.

Therefore, a good metering distribution policy should set up individual link metering rates
by recognizing that traffic conditions are not always homogeneous along the boundary; and
queuing conditions upstream and downstream of each feeder link can vary considerably. If
cause-and-effect relations are eventually understood, or otherwise implicitly captured in some
model-free way, we might expect substantial improvements by spatially varying metering
rates among road links while not violating the total metering rate constrain as imposed from
stage (I).

However, attempts to optimize the metering rates of individual road links leads us to a
dilemma. This is because exact physical models would involve dynamics of each road link. As
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we argued earlier, the availability of detailed traffic demand information and computational
difficulties would therefore arise. We thus sought instead a model-free approach of the
Reinforcement Learning (RL) type to address the problem of stage (II).

Reinforcement Learning is a versatile and powerful model-free method in the field of
optimal control. RL has grown in popularity with the help of rapid developments in machine
learning and computation techniques. Yet very few applications of RL are seen in the realm
of urban street traffic control. One of the major obstacles is the irregular structure of urban
traffic data, since most machine learning techniques can only deal with well-structured data
like images and speech.

Nevertheless, as we will describe later, urban traffic information can be represented in a
way suitable for RL. To make this possible, we used directed graph to represent our data
and then customized graph convolution operations for these graphs. With this, we could
effectively capture and process all the relevant traffic information of a street network, and
to build an RL-based control policy for the stage (II) problem. Microscopic simulation tools
were utilized to show the consistent performance boosting of our proposed approach over that
of a baseline approach. Extra experiments also confirmed the generalization capability of the
RL-controller; i.e. that once it is trained on one part of the street network, it can be applied
elsewhere on the network without re-training. This is critical because the time-consuming
training process only has to be done once.

The rest of the dissertation is structured in the following way. Chapter 2 furnishes as a
literature review of urban street traffic modeling and boundary flow control. Existing efforts
related to both stage (I) and (II) of our control framework are examined. As regards stage (I),
Chapter 3 addresses the impacts of boundary queuing in boundary flow control and describes
our proposed NTM and control formulation. Theoretical and experimental comparisons of
various NTMs are also provided. Then, Chapter 4 covers the RL-based metering distribution
policy we propose to tackle the problem of stage (II). Chapter 5 summarizes the entire work
and describes future research directions.
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Chapter 2

Literature Review

Researchers have proposed numerous models of urban traffic dynamics. These have sought
to describe traffic using various aggregation levels. Much of those works treat individual
road links as basic modeling units. For those link-based models, one of the challenges
is intersection modeling, which include traffic signals, multi-merging and multi-diverging.
Traffic signals at intersections switch on and off with different green-splits and offsets, which
unavoidably has to be modeled with binary variables. Continuous approximations of on-and-
off traffic signals are very common in link-based modeling, due to its computational merits.
Much of this has been examined in [1]. Merging and diverging at street intersections is an
unavoidable modeling challenge. By viewing each road link as a point queue with limited
capacity, [2] modeled the supply and demand of each road link using fundamental diagrams
and handled complex merging and diverging issues with simplified junction flux functions.

Even with these approximations, numerical optimization based on those link-based mod-
els still has huge computational costs. A typical example comes from [3], in which the
optimization model based on [1] involves large scale integer programming even on a small
corridor. At another extreme, [4] sacrificed much modeling power in exchange for compu-
tational efficiency. It utilized a “store-and-forward” model as a further simplification. The
model in [4] benefited from its simple linear system dynamics, which made exact optimiza-
tion feasible. However, the ignoring of starved road links, queue spill-backs, multi-branch
merging and diverging in [4] significantly limited its practical merits.

Another major drawback of link-based models is that they implicitly assume detailed
link-to-link traffic demand information and drivers’ routing choices are deterministic and
available, which are unrealistic even in today’s big-data era. To resolve these issues seen in
link-based modeling, macroscopic models using neighborhoods as modeling units are becom-
ing more and more popular. In a neighborhood-based model, the heterogeneity of individual
road links is smoothed out by averaging. Aggregated traffic demand information can also
been reasonably assumed available, and routing choices are simplified. Numerical optimiza-
tion becomes feasible due to the smaller number of decision variables.

Neighborhood-wide traffic models have a long history, dating back to [5] and [6]. Those
efforts examined the relations between macroscopic traffic measurements like accumulation
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and flow. Later on, [7] further pursued and formalized the findings of [5, 6]. In [7], ur-
ban street networks are viewed as compositions of many ring-like structures, which in the
aggregate exhibit concave relations between vehicle accumulation and circulating flow (see
Fig 1.1) under steady-state and homogeneity assumptions. The mechanism of urban grid-
lock, i.e. jammed congestion, is also discussed in [7] as a negative-feedback process. As a
physical characteristic of an urban street network that is independent of OD demands, the
macroscopic relations between vehicle accumulation and circulating flow are commonly re-
ferred to as Macroscopic Fundamental Diagrams (MFDs). Empirical evidence of well-defined
MFDs are provided in [8] using real data. Later on, deeper analysis was conducted on MFDs,
including approximating MFD with multiple piece-wise linear functions in [9] and stability
analysis of MFDs in [10]. To examine the importance of the homogeneity assumption, [11–13]
studied the impacts of spatial variability on MFDs analytically and experimentally. These
results demonstrated that the density heterogeneity can substantially reduce maximal possi-
ble flow of an MFD and make it more scattered. In this work, we are particularly interested
in traffic control strategies based on MFDs.

2.1 Boundary flow control

For the simplest scenario of protecting a single, destination-rich neighborhood, its incom-
ing flow should be limited by boundary flow control such that the neighborhood’s vehicle
accumulation is maintained near its optimal value, as in [7]. The control policy provided
in [7] is simple, where inflow is set to its maximum when the neighborhood’s accumulation
is less than its optimal; to zero when the accumulation is larger than its optimal; and to
the neighborhood discharge capacity when the accumulation equals its optimal. To make
the control more stable and robust, a more practical proportional-integral-derivative (PID)
controller was proposed in [14].

By recognizing that an entire city might be too large to be modeled as a single neigh-
borhood, models and boundary flow control strategies for multi-neighborhood systems have
been widely studied as well. The first step is to partition a city into smaller neighbor-
hoods. If we view a city’s street network as a graph with road links as its vertexes, then
a neighborhood can be viewed as a tightly connected cluster in the graph. Existing works
like [15] proposed neighborhood partition approaches based on various criteria, including
homogeneity, geometric tightness and demand patterns.

Given a partition plan, a sizable literature exists on the re-timing of traffic signals to
control boundary crossing flows in multi-neighborhoods systems; see [16–18]. In most of those
efforts, the metering rate of each boundary was optimized using model-predictive control
(MPC) [16–18]. MPC, also called rolling-horizon control, is a commonly-used approach
based on iterative optimization of a given dynamic model within a finite-horizon. At each
control step, the current system state is estimated and a cost-minimizing control sequence
of finite steps is computed using numerical optimization techniques. Only the initial control
action of the computed sequence is applied to the system. Later on, the system state is
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estimated again and the optimizations are repeated with the newly estimated system state.
The optimization problem solved at each time step has the following form

minU lf (xN) +
!

1≤i<N

l(xi, ui)

s.t. x1 = x
′

xi+1 = f(xi, ui), ∀1 ≤ i < N

ui ∈ Ω, ∀1 ≤ i < N

where i is time step index; x is the system state; x
′
is initial system state; u is the control

variable; f is the model; l is the cost function; and lf is the cost related to the final system
state xN , i.e. the terminal cost.

In a boundary flow control setting, x is the vector of vehicle accumulations; u is the
vector boundary flow control actions; l, as a minimization objective, could be VHT; and f
is a vector-valued macroscopic traffic model, like the NTMs used in [16–18].

Model-predictive control based on NTMs corresponds to the task of stage (I) in the frame-
work of boundary flow control, as in Figure 1.2. The NTM serves as a plug-in component of
a model-predictive controller, i.e. different types of NTMs can be embedded in the control
framework.

Neighborhood Transmission Models

NTMs separately estimate a neighborhood’s time-varying accumulations of vehicles that
are bound for destinations residing in that same neighborhood, and in each of the other
neighborhoods within a city. The original NTM in [16, 17] has a hidden problem regarding
trips of the latter (i.e inter-neighborhood) kind. When boundary metering substantially
delays vehicles from crossing from one neighborhood to another, those vehicles are returned
to their neighborhood’s circulating traffic for another go at the boundary. They start from
scratch as if previous attempts at boundary crossings had not just occurred.

Recent work in [18] addressed this deficiency by differentiating a neighborhood’s accumu-
lations of circulating vehicles from those queued at its metered boundaries; see the example
in Fig.1.3. Though a notable advancement, this more discriminating NTM ignores constrain-
ing effects that a neighborhood’s outbound boundary queues can impose on its circulating
vehicles; i.e. the model does not recognize that the street space occupied by those (possibly
lengthy) queues can diminish the neighborhood’s capacity to serve the rest of its traffic. Of
further concern, the model in [18] assumes that metered green times are always saturated
by boundary-crossing flows; i.e. it ignores the possibility of under-saturated metering owing
to low demands. The solution in [18], moreover, furnished optimal boundary metering rates
for two neighborhoods only. Finally, the discriminating NTM was tested only for internal
consistency; i.e. its analytical solutions were compared against numerical ones generated by
the very same (macro-level) model.
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As an enhancement, we propose an new version of the NTM, as described in Chapter 3,
to resolve the above issues. Our modeling assumptions are justified using both theoretical
analysis and numerical experiments. Comparison with its predecessors using microscopic
simulations show that the proposed model exhibits better predictive strength as well as
better control performance.

2.2 Metering distribution

In stage (II) of the proposed approach to boundary flow control, the metering rate along
a boundary is distributed onto individual road links. Metering distribution is an optimal
control problem with an objective of further reducing vehicle delay while constrained by the
total boundary metering rates determined by the macroscopic controller in stage (I).

Model-based approaches

The literature includes several efforts along the above lines. Each solved an optimization
problem atop a physical model, and in pursuing that model-based approach advanced the
use of MFDs in noteworthy ways. Each, moreover, used heuristics that diminished VHT on
a network by targeting proxy measures.

Research in [19] took a uniform metering rate output from a PID controller, and dis-
tributed it along a boundary in spatially-varying fashion. The redistribution was achieved
by formulating the control task into a continuous quadratic knapsack problem. The prob-
lem’s objective was to balance the lengths of the queues that formed at a metered boundary.
Though the model in [19] vertically stacked the vehicles in those queues, simulations showed
that under the balancing strategy, queues spilled-back less often onto links further upstream.
Network-wide VHT reportedly diminished as well.

Research in [20] combined the balancing of queue lengths as in [19], together with the
minimization of a network’s trip completion rates. Spatially-varying metering rates were
obtained using model predictive control. Favorable outcomes were reported in that case as
well.

Both of the above-cited works focused only on the feeder-link queues that formed imme-
diately outside boundary lines. Whether or not traffic inhomogeneities arose on other links
in the network was not considered.

Queue patterns on remote links were more of a consideration in [17]. It sought to evenly
distribute vehicles across all links residing inside a neighborhood. It did so by partitioning
the neighborhood into multiple sub-regions with boundaries that remained fixed over time.
Metering rates were then varied along the length of the outlying boundary so as to balance
the traffic densities across all the sub-regions inside.

Results reported in [17] were favorable. The approach, however, brought its own set of
concerns. First, the approach in [17] requires a well-defined MFD for each sub-region, though
these MFDs may not exist when sub-regions are small for reasons given in [8]. Second, the
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quantity of needed inputs expand to include origin-destination demands disaggregated by
sub-region, which can be difficult to obtain, particularly if those demands change with time.
Third, a driver route-choice model is also required, which may be complex and not fully
tested. Finally, delimiting the sub-regions may itself be a complicated task when network
geometries are irregular.

Model-free approaches

Different from model-based approaches, Reinforcement Learning (RL) is a model-free ap-
proach that learns to control through trial-and-error iterations in response to patterns au-
tomatically identified in real-time measurements of data. In this work, we will present an
RL-based solution for the metering distribution problem, which foregoes need for detailed
understanding of how traffic inhomogeneities might influence optimal boundary control ac-
tions. It also unburdens the user from having to obtain large quantities of O-D data and
certain other detailed inputs.

The history of RL can be traced back to the 1990s, but lack of effective machine learning
and computation techniques at that time limited the applications of RL techniques. Early
RL applications in traffic control like [21] controlled a single isolated traffic signal with the
Q-learning algorithm [22]. However, the work has gained very little attention due to its
limited application on single traffic signal, which could instead be modeled exactly with
simple analytical models.

Recent developments in the fields of neural networks has boosted the capabilities of RL
and make it usable in real-world applications [23–25]. Neural networks provide powerful
function approximators [26] so that RL can avoid the curse of dimensionality using table-
based algorithms [22]. One of the most used variants of neural networks is, convolutional
neural network (CNN) [27]. It is extremely good at handling well-structured data, like
images, speech, and time series data. The biggest advantage of CNN is the capability of
end-to-end learning, i.e. it has the minimal requirement of human efforts for pre-processing
raw data.

As we will explain later, urban traffic data is graph-embedded information, which means
it cannot be handled by traditional CNN. Fortunately, a recent advancement in graph con-
volution has been applied to graph-structured data, but thus far only for undirected graphs
[28–32]. In short, the graph convolution process recognizes useful patterns in those graphs.
A process known as average pooling then agglomerates the patterns to produce new graphs
with fewer vertices [32]. Convolution and pooling thus reduce the size of the input needed
by a neural network to make decisions. The processes, moreover, produce simpler, more gen-
eralized decision rules. As a result, a neural network trained on specific undirected graphs
can be applied to others of its kind with little need for additional learning [29].

However, urban street networks naturally exhibit a directional characteristic, i.e. they
serve directional vehicle movements. Therefore, we will represent street networks of directed
traffic as directed graphs, and customize graph convolution operation to accommodate this
representation. These innovations enable the storage and processing of a street network’s
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static characteristics, such as its geometries, together with its dynamic traffic states. This
efficient representation and the customizations are described in Chapter 4. Further relevant
background on RL is furnished in that section as well. Numerical experiments using computer
simulation are also presented. They show the merits of spatially varying the metering rates
along a boundary. They further show how our RL-based metering distribution policy, once
trained on an idealized street network, can be moved elsewhere on the network without
re-training.
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Chapter 3

Enhanced NTM for boundary flow
control

The chapter begins with an overview of existing Neighborhood Transmission Models (NTM),
one that expands upon what was offered in the literature review. We then present an
enhanced version of an NTM. The enhancements capture the impact of boundary queues
on network capacity. They also enable the modeling of both saturated and under-saturated
boundary-metering operations to boot. Moreover, we use a scalable, model-predictive control
algorithm that can optimize metering rates for an arbitrary number of neighborhoods. The
model is thus used to meter boundary flows in a multi-neighborhood system. Tests of the
proposed NTM and its predecessors are performed using the AIMSUN micro-level traffic
simulation model [33], which furnishes the closest approximations to ground truth available
to us.

The AIMSUN simulations show that our proposed NTM better predicts the rates that
vehicles both, cross metered boundaries and complete their trips. The tests further show
that these improved predictions produce optimal boundary-metering rates that do a better
job of reducing the vehicle-hours traveled in a city. As an important aside, inputs to the
proposed NTM could come from the information systems onboard connected vehicles. The
tests show our NTM to be effective even when the penetration rate of those special vehicles
is small.

3.1 Overview of Neighborhood Transmission Models

The logic behind the NTMs in [16–18] are now reviewed and critiqued in greater depth than
in Chapter 2. For each model in that family, the vehicle accumulation in a neighborhood i
at time t, ni(t), is assumed to be a measurable input. It is used with an MFD to obtain i’s
total flow, fi(ni), as illustrated in Fig.1.1.1 The ni(t) is composed of i’s accumulations of
vehicles bound for neighborhood j, nij(t), and those bound for destinations within i itself,

1Total flow is defined as flow integrated over space, with an unit of veh · km/min
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nii(t). How one might disentangle these more disaggregate accumulations from the ni(t)
is not clear from the literature. We will assume that in the near future, the information
available from connected vehicles in the traffic mix can be used to sample the nij(t)

ni(t)
and nii(t)

ni(t)
,

and to estimate other inputs that will be described in due course.

Original Model

To see how the earliest NTM in [16, 17] incorporated flow conservation laws, denote Lij as
the average distance that vehicles in i must travel to reach i’s boundary with j.2 Thus,
fi(ni(t))

Lij
· nij(t)

ni(t)
is the rate (veh/min) that i’s vehicles bound for j reach that boundary; with

units of veh/min. The minimum of that rate and the boundary metering rate uij(t) · Cij

gives the rate that j-bound vehicles exit i for j ̸= i, where Cij is the unmetered capacity at
the boundary separating one neighborhood from another (i and j in the present context),
and uij ∈ [umin, umax] is the fraction of the capacity that is allowed to flow through the
boundary. 3 This boundary-crossing rate is subtracted from λij(t), the inter-neighborhood
demand generated in i, with units of veh/min. The subtraction enables the updating of the
nij at each time step of duration τ . Although different from what appears in [16, 17],4 the
update can be expressed as

nij(t+ τ)− nij(t) = τ · [−min{fi(ni(t))

Lij
· nij(t)

ni(t)
, Cij · uij(t)}+ λij(t)]. (3.1)

The nii are similarly updated by considering the intra-neighborhood demand generated in i,
λii(t), the trip completion rate in i, and the inflows that were allowed to cross into i from j;
i.e.

nii(t+ τ)− nii(t) = τ · [−fi(ni(t))

Lii
· nii(t)

ni(t)
+ λii(t) +

!

j ̸=i

min{fi(nj)

Lji
· nji(t)

nj(t)
, Cji · uji(t)}],(3.2)

where Lii is the average distance that intra-neighborhood vehicles travel in i.
The problem arises when metering delays the outbound vehicles that are queued and

ready to cross the boundary beyond duration τ . Note that (3.1) and (3.2) have no mechanism
to carry-over those queued vehicles into the next time step. They return instead to the nij,
and are then assumed to be confronted (again!) by the distance Lij that separates them
from the boundary that they had just failed to cross.

These artificial additions to a neighborhood’s circulating traffic can constrain its trip
completions. And sending back queued vehicles can artificially starve a boundary line of
flow if the metering there is suddenly relaxed.

2The Lij can be estimated knowing the physical size of neighborhood i.
3One might reasonably designate umax to be 1, to describe the flow that can cross the boundary when

the traffic signals are not re-timed to function as meters. One might impose a lower bound umin to be greater
than zero, to avoid the ire of j-bound drivers.

4References [16, 17] fail to consider the capacity of the metered boundary in the formulation of the
system dynamics.
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More Discriminating Model

As noted in Sec.3.1, the problem was addressed in [18] by decomposing the nij(t) into
its accumulations of circulating vehicles, nc,ij(t), and of vehicles queued at its boundary,
nq,ij(t), such that nij(t) = nc,ij(t) + nq,ij(t). For convenience, denote i’s total accumulations
of circulating and boundary-queued vehicles as nc,i(t) =

"
j nc,ij(t) and nq,i(t) =

"
j nq,ij(t),

respectively. This more discriminating NTM can therefore be formulated as

nc,ii(t+ τ)− nc,ii(t) = τ · [−fi(nc,i(t))

Lii
· nc,ii(t)

nc,i(t)
+ λii(t) +

!

j ̸=i

Cji · uji(t)] (3.3)

nc,ij(t+ τ)− nc,ij(t) = τ · [−fi(nc,i(t))

Lij
· nc,ij(t)

nc,i(t)
+ λij(t)] (3.4)

nq,ij(t+ τ)− nq,ij(t) = τ · [−Cij · uij(t) +
fi(nc,i(t))

Lij
· nc,ij(t)

nc,i(t)
], (3.5)

Equation (3.5) means that a boundary’s residual queues are carried-over from on time
step to the next. Moreover, the inclusion of C in (3.3) and (3.5) remedies any underestimates
of boundary-crossing rates that might otherwise occur should metering abruptly relax.

New concerns emerge, however. Note from (3.3) and (3.4) how vehicle flow in i, fi(nc,i(t)),
is solely a function of its circulating accumulation. The constraining effect that boundary
queues can impose on circulating flows is not considered. Further note how the inclusion of
C in (3.3) and (3.5) assumes that metered green times are always saturated by inflows.

Of further interest, the solution furnished in [18] was an analytical one. Though an
impressive achievement, the approach limited the NTM’s application to scenarios involving
only two neighborhoods in a city. As noted in Sec.3.1, moreover, the analytical solutions
were tested only against numerical ones from that same (more discriminating) model. Those
tests showed the analytical solutions to be consistent with numerical ones, but say nothing
about the model’s physical realism.

3.2 Proposed NTM

The model now proposed recognizes that a neighborhood’s circulating flows are functions of
its accumulations of both, the circulating and the boundary-queued vehicles, nc and nq. We
model the influence of nq in a simple way as will be explained momentarily. To support our
simple approach, we will show that an optimal boundary-control scheme is of bang-singular
type, but entails bang-bang control almost everywhere in the system state space. This means
that optimal metering along a boundary tends to alternate over time between fully relaxed
and highly restrictive rates.5

The implication is that boundary queues that grow long enough to constrain circulating
traffic will tend to be dense. This should be the case whether bang-bang control switches
frequently or infrequently between extreme metering rates.

5Theoretical derivations are presented in Appendix A, and experimental support is furnished in Sec.3.4.
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Figure 3.1: Re-scaled MFD and implication on circulating speed

Consider, for example, the boundary queues that persist during prolonged periods of very
restrictive metering. Those queues will be dense in their own right, and can only grow denser
by spilling back and coalescing with upstream queues created by other traffic signals nearby.
If the queues that formed during extended periods of fully-relaxed metering were to grow
long, their coalescence with other queues could make them denser as well. Or, if control
switches frequently between relaxed and restrictive rates, recovery waves can be halted if
and when they arrive at upstream signals during their red phases. Queues on the upstream
links would remain jammed for the remainders of those reds, and possibly beyond if turning
vehicles create queues downstream; see [34].

We exaggerate the above considerations and assume that boundary queues exhibit jam
densities at all times. The assumption enables a rescaling downward of a neighborhood’s
MFD. The re-scaled version approximates the neighborhood’s states of circulating traffic
(only) that result from the street space lost in storing boundary queues. The approxi-
mations are clearly based on lower-bound estimates of the lost street space: vehicles in
less-than-jammed traffic exhibit larger-than-jammed spacings, and thus collectively occupy
greater space. Still, our lower-bound estimates will capture at least some of the constraining
effects that boundary queues impose on neighborhood circulation, and are improvements over
ignoring the efforts entirely as in [16–18]. The point will be illustrated in Sec.3.4. Details of
the MFD re-scaling are furnished below.

Modeling Boundary-Queue Impacts

With the assumption of jammed boundary queues, the maximum accumulation of circulating
vehicles that a neighborhood can store becomes nm − nq; i.e. the neighborhood’s vehicle-
storage capacity, nm, is diminished by the factor (1 − nq

nm
), as shown in Fig.3.1(a). That

same multiplicative factor applied to fm, the neighborhood’s maximum possible total flow,
gives the capacity available for circulating flows. The assumption here is only that the
neighborhood’s capacity to circulate traffic diminishes in proportion to its street space given
to boundary queues.
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Capturing the constraining effect that those queues exert on circulating speeds would
require adjustments using the same factor. Hence, the neighborhood’s average circulating
speed is given by f( nc

1− nq
nm

) · ( nc

1− nq
nm

)−1, as exemplified by the slope of the chord in Fig.3.1(b).

The product of this speed and nc is the neighborhood’s total circulating flow. That flow is
therefore

f̄(nc, nq) = f(
nc

1− nq

nm

) · (1− nq

nm
), (3.6)

as given by a re-scaled MFD, like the dashed ones in Figs.3.1(a) and 3.1(b).
Recall that (3.6) represents a departure from the logic behind the original NTM [16, 17],

which assumes that circulating flows f(n) = f(nq+nc), as if vehicles in the nq were themselves
circulating. The proposed logic is likewise different from that of the discriminating NTM
[18], which ignores the influence of nq by assuming f(n) = f(nc). The proposed re-scaling
can, of course, occur in every time step.

Saturated vs Under-Saturated Metering and Model Formulation

Denote as dij(t) the number of vehicles to cross a boundary from i to j during time window
[t, t+τ ]. Unlike [18], we do not assume that dij(t) always equals Cij ·uij(t) ·τ , as if the meters
were always saturated. When boundary queues are sufficiently short, dij(t) is instead the
sum of the nq,ij(t), the boundary’s queued vehicles present at the start of the time window,
and the inter-neighborhood vehicles to arrive at the boundary during duration τ . Hence,

dij(t) = min{Cij · uij(t) · τ, nq,ij(t) + τ · f̄i(nc,i(t), nq,i(t))

Lij
· nc,ij(t)

nc,i(t)
}. (3.7)

The formulation for the proposed NTM is thus

nc,ii(t+ τ)− nc,ii(t) = τ · [− f̄i(nc,i(t), nq,i(t))

Lii
· nc,ii(t)

nc,i(t)
+ λii(t)] +

!

j ̸=i

dji(t) (3.8)

nc,ij(t+ τ)− nc,ij(t) = τ · [− f̄i(nc,i(t), nq,i(t))

Lij
· nc,ij(t)

nc,i(t)
+ λij(t)] (3.9)

nq,ij(t+ τ)− nq,ij(t) = −dij(t) + τ · f̄i(nc,i(t), nq,i(t))

Lij
· nc,ij(t)

nc,i(t)
. (3.10)

Theoretical Insights

Comparisons between the proposed NTM and its predecessors support earlier remarks re-
garding model predictions of trip-completion rate. We start by comparing the proposed
NTM with the original in [16, 17]. To that end, we note that

f̄i(nc,i(t), nq,i(t))

nc,i(t)
≥ fi(nc,i(t) + nq,i(t))

nc,i(t) + nq,i(t)
, (3.11)
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Figure 3.2: Circulating speeds predicted by proposed NTM and predecessors

which indicates that an average circulating speed predicted for a certain scenario by the
proposed model tends to exceed that predicted by the original one. Example speeds labeled
v1 and v2 in Fig.3.2 illustrate a case in point.

General verification of (3.11) comes by expanding its left-side as

f̄i(nc,i(t), nq,i(t))

nc,i(t)
= f(

nc,i(t)

1− nq,i(t)/nm
) · 1− nq,i(t)/nm

nc,i(t)
, (3.12)

so that the expansion has the form g(x) = f(x)/x. The function g(x) is non-increasing
because

g
′
(x) =

f
′
(x) · x− f(x)

x2
=

1

x3
(f

′
(x)− f(x)− f(0)

x− 0
) ≤ 0, (3.13)

where the inequality in (3.13) holds because f is concave and f(0) = 0. With function g,
(3.11) becomes

g(
nc,i(t)

1− nq,i(t)/nm
) ≥ g(nc,i(t) + nq,i(t)). (3.14)

As regards the left-side of (3.14), it can be shown that

nc,i(t)

1− nq,i(t)/nm
= nc,i(t) + nq,i(t) ·

nc,i(t)

nm − nq,i(t)
, (3.15)

which cannot exceed the right-side argument of (3.14), nc,i(t) + nq,i(t). Hence, (3.14) holds
knowing that g is non-increasing. Equation (3.11) therefore holds as well.

Having thus verified (3.11), we can expand both sides of that inequality as

f̄i(nc,i(t), nq,i(t))

Lii
· nc,ii(t)

nc,i(t)
≥ fi(nc,i(t) + nq,i(t))

Lii
· nc,ii(t)

nc,i(t) + nq,i(t)
, (3.16)

which indicates that trip-completion rates predicted by the proposed NTM tend to exceed
those predicted by the original model. As noted, the latter’s artificial inclusion of nq,i(t) in
circulating traffic tends to damp trip completions.
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Comparing predictions between the proposed NTM and the discriminating one in [18]
tells a different story. To that end, we note that

f̄i(nc,i(t), nq,i(t))

fi(nc,i(t))
≤ 1, (3.17)

as is clear from the example data points labeled “1” and “3” in Fig.3.2. Thus,

f̄i(nc,i(t), nq,i(t))

Lii
· nc,ii(t)

nc,i(t)
≤ fi(nc,i(t))

Lii
· nc,ii(t)

nc,i(t)
, (3.18)

which indicates that trip-completion rates predicted by the proposed NTM tend to be smaller
than those predicted by the discriminating model in [18]. As noted, the latter’s failure to
account for constraining effects of boundary queues can result in overly-optimistic predictions
of trip completion.

We have also noted how the original model [16, 17] and its more discriminating coun-
terpart [18] may in some circumstances under- and over-estimate boundary-crossing rates,
respectively. Experimental evidence in support of all these theoretical insights is furnished
in Sec.3.4.

3.3 Control

As in [16–18], we seek u⋆
ij(t), the optimal metering action to manage boundary crossings

from i to j so as to minimize vehicle-hours traveled (VHT) on a network. And like those
previous works, we do so assuming that trip-making demand, λij(t), is given. We discretize
the entire control period into small time steps of duration τ , and obtain numerical solutions
using model-predictive control with a rolling horizon of H steps. Denoting the start of each
planning horizon as t = t0, our objective function for each horizon takes the form

minu

!

1≤h≤H

!

i,j

nq,ij(t0 + h · τ) + nc,ij(t0 + h · τ), (3.19)

where system dynamics are constrained by (3.8)-(3.10), and accumulations at t0 are estimated
as described below.

Initial System States

Denote as α the penetration of connected vehicles in the traffic mix, since their onboard
systems can provide needed inputs. At the start of every planning horizon,

nc,ij(t0) + nq,ij(t0) =
Kij(t0)

α
(3.20)
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if at that t0 there are Kij(t0) connected vehicles in i observed heading for j. Assume for
simplicity that nq,ij(t0) need travel no distance to reach i’s boundary with j. It is easy to
show that

nc,ij(t0) =

"
1≤k≤Kij(t0)

lk(t0)

α · Lij
(3.21)

nq,ij(t0) =
Kij(t0)

α
−

"
1≤k≤Kij(t0)

lk(t0)

α · Lij
, (3.22)

where lk(t0) is the distance that connected vehicle k must travel at time t0 to reach the
boundary, as measured by that vehicle.

Numerical Solution

The dimensions of an NTM system increase quadratically with the number of neighborhoods.
Analytical solutions for an arbitrary number of neighborhoods therefore seem out of reach.6

We turned to a numerical method instead. Rather than directly solving the non-linear
problem using a single-shooting method as in [16] and [17], we sought a more efficient ap-
proach that is scalable with problem size.7 Hence we chose the iterative Linear Quadratic
Regulator (iLQR) method [35], along with several improvements to the regularization and
line-search aspects of the algorithm developed in [36]. Details of this algorithm and brief
discussion of why it suits our problem so well are furnished in Appendix B.

3.4 Simulated experiments

D

A B

C

200m

200m

(a) Network partitioned into 4 neighborhoods (b) Time-varying pattern of each O-D demand

Figure 3.3: Simulated network and traffic demands

Tests of the proposed NTM and its predecessors entailed use of the AIMSUN software [33]
to simulate traffic on a signalized network of 14x14 two-way streets. Each street segment

6Recall that the analytical solution furnished in [6] was for two neighborhoods (only).
7The single-shooting method was also used in [18] to verify the analytical solutions furnished there.
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was 200m long, with 2 lanes in each travel direction. The network was partitioned into four
equally-sized neighborhoods labeled A-D in Fig.3.3(a).

Demands for the O-Ds (shown with arrows in Fig.3.3(a)) each took the time-varying
pattern shown in Fig.3.3(b).8 Rates varied across tests as will be described in due course,
but were always set so that all trips were completed within each test’s 3-h period. All
(simulated) drivers received traffic updates at 5-min intervals, and responded by altering
their routes as per the model in [33]. The penetration of connected vehicles, α, was set at
just 5%.

Predictive strengths

The following illustrates how the proposed NTM can produce improved estimates of neigh-
borhood traffic conditions. Initial demand for each O-D was set at 8,000 vph. Boundary
queues were created in the early going by restrictively metering the collective crossings from
neighborhood A to B at 1,500 vph. The metering occurred from minute 5 to 35 of the
simulated test. No other boundary-control actions were taken.

Figure 3.4 presents trip-completion rates in A as predicted by: (i) the original NTM in
[16, 17]; (ii) the more discriminating NTM in [18]; and (iii) the proposed model. “Ground-
truth” rates generated by AIMSUN are shown as well. Visual inspection of Fig.3.4 clearly
shows that predictions from the proposed NTM fit the ground-truth data best.9

Figure 3.4: Trip completion rates in A

In contrast, the original NTM [16, 17] underestimated rates in the early going, when A’s
boundary queues were lengthiest. The queued vehicles that were sent back into A’s circulat-
ing traffic seem indeed to have artificially constrained trip completions. The discriminating

8Each trip crossed no more than one boundary line to avoid the complications of modeling the driver
route-choice behavior involved in touring three or more neighborhoods.

9Comparing predictions from the proposed model against ground truth produces a root-mean-square
error of 7.7 vehicles/min. This is substantially smaller than the RMSEs of 20.5 vehicles/min and 14.7
vehicles/min produced by the original and the discriminating NTMs, respectively.
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NTM [18] overestimated rates toward the middle of the test, which is when circulating traffic
entered the congested regime. Overestimates occurred because that model failed to account
for any of the network capacity lost in storing boundary queues.

We turn now to the time-varying rates at which vehicles crossed the boundary when
traveling from A to B. Figure 3.5 presents these predictions made by the proposed NTM
and by its predecessors, as well as the simulated ground-truth rates. Note from the latter
how cross-boundary flows: fell during the 30-mins of restrictive metering; rebounded when
metering was discontinued; and gradually dropped thereafter when boundary queues (and
demand) diminished. Note too that the proposed NTM matches that pattern best.10

Figure 3.5: Boundary crossing flow from A to B

The original NTM underestimated cross-boundary flows during the hour that followed
metering’s deactivation. Because that model sent back vehicles that were queued at the
boundary, they were not on the scene when opportunity came to saturate the boundary.
The more discriminating NTM overestimated boundary crossings late in the test. The model
mistakenly assumed that flows from A to B still saturated the boundary after queues and
demand had dissipated.

Control Outcomes

Our NTM’s enhanced predictions lead to improved boundary-control policies. To demon-
strate, initial demand was increased to 20,000 vph for each O-D pair bound for A, and was
lowered to 5,000 vph for each remaining O-D. All inter-neighborhood trips were subject to
boundary metering. As per the reasoning in footnote 2, the control variable, uij, was con-
strained in [0.33,1.0], which are expressed as ratios of the metering rate to the boundary’s
unmetered capacity. Optimal values, u⋆

ij, were separately obtained from the proposed NTM
and from its predecessors. To facilitate fair comparisons: the u⋆

ij(t) were in all cases selected

10Predictions from the proposed model produced an RMSE of 12.3 vehicles/min. The RMSEs for the
original and the discriminating NTMs were 35.1 vehicles/min and 77.3 vehicles/min, respectively.
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using the iLQR method with a rolling horizon ofH = 20 steps, each of duration τ = 5 mins;11

and the resulting time-varying accumulations over the network were always generated us-
ing AIMSUN. Outcomes for the entire network are shown in Fig.3.6, along with a fourth
curve for the do-nothing (no metering) case. Each curve is the average of five simulations
with distinct random seeds, which were used to emulate randomness in the trip scheduling,
route-choice behavior and the like.

The proposed NTM wins again. It reduced VHT on the network (the area under a
curve) by nearly 15% relative to the do-nothing strategy. The original NTM reduced VHT
by only 3%. Network VHT increased by 3% under the more discriminating model. Hence,
the proposed model saved 12% more VHT than did the original one, and 18% more than
did the discriminating one.

To explain these outcomes, we examine the optimal metering actions imposed on vehicles
traveling from B to A, u⋆

BA(t). The values selected by the proposed NTM and its predecessors
are shown in Fig.3.7. Note that in all cases, the controller alternated between the minimum
and maximum values allowed, umin = 0.33 and umax = 1.0. The outcome supports the
theoretical analysis in Appendix A indicating that bang-bang metering tends to be dominant
over a control period.

Figure 3.6: Vehicular accumulation over time

Note by comparing Fig.3.7(a) with its counterparts, how the original NTM [16, 17] se-
lected umin sparingly relative to the other models; i.e. umin was deployed under the orig-
inal model only twice, and only for brief periods during the 3-h test. By underestimating
boundary-crossing rates (as we saw in Fig.3.5), the original NTM overestimated metering’s
negative impacts. It therefore selected a metering policy that was quite relaxed. This is why
its resulting network accumulations so closely resemble the do-nothing strategy, as evident
in Fig.3.6.

11At each control step, the iLQR method always converged within 10 iterations. Computation time for
each step was about 5 seconds on an Intel i7-4770 CPU @ 3.4GHz. The algorithm was implemented in
Python with Numpy and Tensorflow.
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(a) Original NTM (b) Discriminating NTM (c) Proposed NTM

Figure 3.7: Metering ratio for boundary crossing from B to A

The control policy generated by the more discriminating NTM [18] is once again a differ-
ent story. By ignoring the constraining effects of boundary queues and assuming that meters
were always saturated, that model underestimated metering’s negative impacts. Its selected
control policy was therefore a very restrictive one. Note from Fig.3.7(b) how most of the test
period was metered at umin and how that restrictive control was twice deployed for relatively
extended durations. This aggressive control slowed the network’s eventual recovery. Note
how the dot-dash curve in Fig.3.6 lies above its thin-solid (do-nothing) counterpart during
the test’s final hour or so.

The proposed NTM generated the metering pattern in Fig.3.7(c). This more effective
policy is a kind-of compromise between those of its predecessors; i.e. note how the pattern
in Fig.3.7(c) alternates more frequently between umin and umax, and how the former tends
to be deployed for durations that fall between those selected using the other models.
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Chapter 4

Model-free approach for metering
distribution

This section presents a Reinforcement Learning approach to address the metering distri-
bution problem. It uses the spatially-uniform rate generated in stage (I) of the control
framework; and distributes that rate onto individual road links to accommodate spatially-
inhomogeneous traffic conditions. An overview of RL is provided in Sec.4.1. Street networks
are represented as directed graphs in Sec.4.2. The metering distribution problem is formu-
lated as an RL task atop the graph representation and the control policy is parameterized
by neural networks and optimized with actor-critic method in Sec.4.3-4.5. In order to handle
traffic information defined on direct graphs, we customize graph convolution operation for
directed graphs and use it to build those neural networks. At the end, extensive numerical
experiments shows the advantages of the RL-based policy over a baseline policy.

4.1 Overview of Reinforcement Learning

Reinforcement Learning entails the training of a software-controlled agent to interact with
its environment in the manner shown in Figure 4.1. At each time step, t, the agent takes
control action, a(t), in response to the current system state, s(t). The environment transitions
to state s(t+1) and a reward, r(t), is fed-back to the agent. The objective at each t is to
maximize the reward that accumulates over an infinite horizon, starting from t = 0. This
accumulated reward is kept to a finite quantity, and temporally-proximate rewards are more
heavily weighted than are distant ones, by means of discounting, such that

"
i≥0 γ

i · r(t+i),
where 0 < γ < 1 is the discounting factor.

A control policy, π, is a function that maps system state to control action; i.e. a(t) =
π(s(t)). There is a corresponding Q-function for π with a value that represents the accumu-
lated discounted reward if action a(t) is taken for s(t) and π is followed from t + 1 onwards;
see [22]. This second function is defined as

Qπ(st, at) = E[rt + γQπ(st+1, π(st+1))|st, at]. (4.1)
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Figure 4.1: Reinforcement learning

An optimal policy, π⋆, is sought, such that E[Qπ(st, π(st))] is maximized.

4.2 Graph Representation

Information is input to the RL-based policy using a directed-graph representation, G =
(V,E); where vertex set V is the collection of all directed street links on a street network of
interest; and set E is defined as an edge from vertex u to vertex v if and only if traffic flows
directly from u to v. Figure 4.2 illustrates an example network consisting of a single street
intersection along with its directed-graph representation.
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Figure 4.2: Directed graph representation of an intersection

Static data on each street link, such as its physical length, number of lanes, speed limit
and capacity are stored as vertex attributes. So are dynamic data concerning traffic condi-
tions on each link, such as vehicle accumulation and average speed at every t. The weight
of each edge, e ∈ E, is determined by the percentage of vertex u’s traffic that moves onto v
(the turning ratio). These indications of connectivity strength are stored as edge attributes.

In short, the graph representation, G, allows for the embedding of information that
fully describes any street network, both its static and dynamic characteristics. Beyond its
convenience, the representation is to our knowledge the only means of transforming needed
information about a street network and its directionally-served traffic so that the data can
be handled by an RL-based policy.
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4.3 Problem Formulation

Given a graph representation of a street network, we denote as n(t) the measured vehicle
accumulation on its vertex at time t; and n(t)

u as the accumulation on vertex u. Denote as pu
the static attributes of vertex u, including its capacity, cu. Note that, if there are multiple
controlled boundaries, the proposed approach is applied on each boundary separately. For
a specific boundary, define the set of street links subjected to boundary control as U ; i.e.
U is the set of feeder links that reside along a boundary. Denote d(t)u as the indicator as
to whether vertex u belongs to U ; i.e. ∀u ∈ U, d(t)u = 1; ∀u /∈ U, d(t)u = 0. Finally, denote
as f (t) the link metering rates under a baseline policy that assigns a single metering rate
on all feeder links along a boundary, such that f (t)

u is the metering rate on vertex u. For
u /∈ U, f (t)

u = cu, since only vertices in U are metered.
Formulating the control problem as an RL task now requires only a straightforward re-

definition of the (s(t), a(t), r(t)). To that end, the system state is defined as s(t) = (n(t), f (t), d(t), p),
which stacks all the arguments. Control action, a(t), becomes a redistribution of f (t) for those
vertices that are metered, while the total rate allowed through the boundary is unchanged;
i.e.

"
u∈U a(t)u =

"
u∈U f (t)

u . Note again that a(t)u = cu, ∀u /∈ U .
Reward, r(t), was set to be the vehicle inflows that were realized over time step t. This

realized flow can be less than the inflow allowed by boundary metering owing to: wasted
green time on low-demand feeder links that are occasionally emptied of their queues; and
vehicle blocking from queued links inside or outside the boundary.1. The reward is a proxy for
VHT. If maximized, the reward: will lead to a reduction in network VHT; and is learn-able
through RL training.

4.4 Optimization Algorithm

The optimal control policy, π⋆, and corresponding Qπ⋆ , were obtained by customizing the
actor-critic method [37]; where the terms “actor” and “critic” are aliases for the π and Q
functions, respectively. The idea is to maintain parameterized actors and critics, π(s|θπ) and
Q(s, a|θQ); and to train these in alternating fashion, first by updating θQ to satisfy 4.1, and
then by updating θπ with a policy gradient defined by E[∇aQ(s, a|θQ)|a=π(s) ·∇θππ(s|θπ)].

As per recent custom, parameterization was performed using neural networks; e.g. see
[23–25]. Details are given below, starting with our extensions to convolution to accommodate
the directed-graph structure for input data. Use of this convolution to build the neural
networks is described in Sec.4.5. Mention is made of our customizations to a common
algorithm for training neural networks at the end of this latter subsection. Further details
on the customization are relegated to Appendix C.

1Boundary inflows can be blocked by queues on outside links when those queues grow toward gridlock;
see [7].
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Convolution on directed graphs

As originally developed, graph convolution entails the search for patterns in data stored in
undirected graphs. Searches occur at local levels in that patterns are sought across a graph’s
neighboring vertices. Average pooling thereafter agglomerates these patterns into a smaller
number of composite vertices. The processes repeat. Layer by layer, patterns are identified
via convolution, and successively, smaller-sized graphs are output via pooling. The process
stops when the output graph is small enough to make decision on.

In the context of the present work, the reader might imagine convolution and pooling
occurring first at the layer of neighboring street links; thereafter at neighboring square
blocks; and finally across adjacent neighborhoods. Our customizations to graph convolution
occurred at the graph’s spectral domain, meaning as matrix representations that are friendly
to the computer.

As a starting point, denote as W the adjacent matrix to a directed graph G = (V,E),
where W is not symmetric. Define D as a diagonal matrix, where Dii =

"
j Wij. The

normalized laplacian matrix is L = I − D−1W where I is the unit matrix. In the case of
an undirected graph, the eigen-decomposition of L is ΦΛΦT , where : Λ is a diagonal matrix
with diagonal elements that are the real-valued eigenvalues of L; and Φ represents real-valued
eigenvectors. Since in the present case the asymmetry of W also makes L asymmetric, the
decomposition of L is instead ΦΛΦ−1, and Λ and Φ are both complex- rather than real-
valued. The customized convolution proceeds as follows.

Suppose we have an attribute z onG’s vertexes, and we define a polynomial parameterized
filter [29] of order K as gθ(Λ) =

"K
k=0 θkΛ

k, where the set of θk are parameters of the filter.
The spectral filtering of z using gθ is the output attribute ẑ, defined as

ẑ = Φgθ(Λ)Φ
−1z, (4.2)

Equation 4.2 is also referred to as the application of a convolution operation on attribute z
with filter gθ. If the input, z, and the output, ẑ, have M and N dimensions respectively,
then

∀1 ≤ n ≤ N, ẑn =
!

m

Φgθn,m(Λ)Φ
−1zm (4.3)

where gθn,m(Λ) =
"K

k=0 θn,m,kΛk with a total number of M × N × K parameters. In the
terminology of neural networks, the operation of 4.3 is called a graph convolution layer of
shape (M,N,K).

4.5 Building the neural networks

The processes of parameterizing the Q-function (the critic) and the π-function (the actor)
are separately illustrated in Figure 4.3. Unshaded boxes represent data, including input,
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d(t), f (t)

Actor NetworkCritic Network

Figure 4.3: Critic network and actor network

output and intermediate variables; and shaded ones represent operational layers. The layers
of each network are numbered to clarify the discussion below.

Note from the top-left box that input to the critic is (s(t), a(t)) and is of dimension
|V |× F(s,a), where |V | is the graph’s number of vertices and F(s,a) is the dimension of (s, a)
on each vertex. Layers 1-3 form a pipeline consisting of two convolution and one average
pooling layer.2 The convolution in layer 1: is of shape F(s,a)×8×3; transforms the input; and
passes it to layer 2. Layer 2 does convolution again. The third layer pools each group of four
neighboring vertices on a directed graph into a single, consolidated vertex with attributes
that are the average values of the original four.

Note from the figure that layers 4-6 of the critic network repeat the 2-convolution-1-
pooling sequence. This is followed by two additional convolution layers (7 and 8), and a
summation operation that consolidates all of the attributes of a graph’s remaining vertices
into a single Q-value.

Turning now to the actor network, note the input as annotated in the top-right box in
Figure 4.3. It is piped to four consecutive convolution layers (1-4). Layer 5 is a concatenation
that pastes the output from layer 4 together with the actor’s original input. The concatena-
tion is piped to a convolution operation in layer 6. Its output is a preliminary control action

2Each convolution operation features an activation function that applies a nonlinear transformation to
the output. The ReLU [38] and Sigmoid function were used in the present work, as annotated in Figure 4.3.
Average pooling was performed using the Graculus algorithm [32], also as annotated in the figure.
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(i.e. a link-specific metering rate) still in need of fine-tuning. The tuning occurs in layer
7 via the customized operation annotated in its shaded box. The final control action, a(t),
results.

Recall from Sec.4.3 that the a(t) must satisfy three constraints: (i) the inflow from a

metered feeder link cannot exceed the link’s capacity, 0 ≤ a(t)u ≤ cu, ∀u ∈ U ; (ii) only feeder

links along the controlled boundary are controlled, a(t)u = cu, ∀u ∈ U ; and (iii) the link-specific
metered inflows must collectively equal the single rate generated by the model-based control
(stage I) of the two-stage framework,

"
u∈U a(t)u =

"
u∈U f (t)

u . The customized operation
in layer 7 guarantees that the output satisfies (i) and (ii). Constraint (iii) is enforced by
minimizing the penalty loss introduced by the customized operation annotated in layer 8 of
the actor network.

The connection and arrangement of operations, and the parameters for each layer, were
determined for the critic and actor networks by trying different combinations, and select-
ing the ones that generated the best control in simulated tests. These best outcomes (i.e.
outcomes generated by the neural networks in Figure 4.3) are presented in the following
section.

Before doing so, we conclude this section by noting that the critic and actor networks
were trained via a customized version of the Deep Deterministic Policy Gradient (DDPG)
method proposed in [25]. Details on that matter are given in the Appendix C.

4.6 Experiments

The RL-based policy was tested using the AIMSUN simulation platform [33]. The test site
was the hypothetical one shown in Fig.4.4(a). It consisted of 15 N-S and 15 E-W streets, all
controlled by traffic signals and laid-out in a square grid.3 Each link was 200m long with 2
lane for serving traffic in each direction.

For training and initial testing, the street network was partitioned into two concentric
neighborhoods, A and B, as shown in the figure. Inflows from A to B were metered. Trip
origins were uniformly distributed over the entire 15x15 network, with a time-varying demand
shown by the cumulative vehicle-count curve in Fig.4.4(b). Demand fell to zero at t = 1.8h,
so that all vehicles were served within each 3-h training period. Trip destinations were
uniformly distributed within neighborhood B.

The above set-up was intended to emulate a morning rush in a mono-centric city. Inho-
mogeneous traffic states occurred over the network, owing in part to the stochastic features
of AIMSUN’s simulations. Further inhomogeneities occurred near the corners of neighbor-
hood B, as these were fed traffic from two (perpendicular) directions. Still, the set-up was
designed to limit the traffic inhomogeneities, and thus the advantage of the RL-based policy’s
metering actions over spatially-uniform metering.

3The idealized layout was chosen largely for convenience: AIMSUN can automatically code much of the
input needed for simulating traffic on a square grid. Our policy can, of course, be applied to almost any
street network, including irregular ones.
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Figure 4.4: Simulated urban road network and demand curve

Figure 4.5: Training process
Figure 4.6: Time-series of network accumula-
tion

Training

The training process consisted of repeatedly simulating the above conditions over successive
3-h windows, which we refer to as epochs. A distinct random seed was used in each epoch.
A discount factor of γ = 0.96 was selected for all cases.4

Outcomes are shown in Fig.4.5. It presents the RL-based policy’s performance, as mea-
sured by the resulting network-wide VHT, vs the number of epochs used for the training.
Notice how the trend in VHT continues to diminish until converging at around 60 epochs.
The training process was thus a time-consuming one. Yet a city might view this as a one-time
cost, as per analysis and discussion to come.

Performance

Tests of the trained policy entailed 3-h simulations under three different control strategies:
(i) a do-nothing strategy in which the boundary encircling B was not metered; (ii) boundary

4The DDPG’s hyper parameter, τ , was set at 0.02; see Appendix C.
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flow control with spatially-uniform metering rates; and (iii) boundary flow control with
spatially-varying metering rates generated by the RL-based policy.

Outcomes are presented in Fig 4.6. Each of its three curves is the time-series of network-
wide vehicle accumulation for one of the three control strategies. Each is the average of five
simulations with distinct random seeds.

The unshaded area between the dot-dash and solid curves is the network VHT saved
via spatially-uniform metering. A reduction of 21% was achieved. The lightly-shaded area
between the solid and dashed curves indicates that the RL-based policy (i.e. the spatially-
varying metering actions) saved an additional 7% in VHT, above and beyond the impressive
reduction achieved via uniform metering. We note for good measure that the extra savings
generated in each of the five simulations ranged from 2% to 13% relative to spatially-uniform
metering. The point being that extra savings occurred via spatially-varying metering, with-
out exception, in all five trials.

Not surprisingly, the added savings grew when demand patterns were altered to create
greater traffic inhomogeneities over the network. This was tested in a simple way by trans-
ferring part of the demand to cross one of B’s perimeters (e.g. the north perimeter) to the
opposite (e.g. south) perimeter. With shifts of this kind, the RL-based policy saved greater
amounts of VHT relative to what was saved under uniform metering. For example, a 15%
shift in demand as described above, resulted in 10% additional savings in VHT, up from the
7% shown in Fig 4.6. Further details on our experiments with greater traffic inhomogeneities
are omitted for the sake of brevity.

Portability

In light of the time-consuming nature of the training process, we explore how well the trained
policy can be used on distinct boundaries without additional training. The first experiments
along these lines entailed a re-partition by moving the boundary to the right-side of the
network, as shown in Fig.4.7(a), to surround the neighborhood labeled B

′
. Trip destinations

were likewise moved to fit uniformly across B
′
(only).5 Origins continued to be uniformly

distributed over the entire network, neighborhoods A and B
′
in the present case.

The rightward shift changes the character of the network’s demand pattern. Note that
rightward-bound trips from A to B

′
now double in number relative to rightward trips from

A to B in Figure 4.4(a). This increased rightward demand (and the longer queues that
now form at the boundary’s vertical perimeter) added to traffic’s spatial inhomogeneity.
Moreover, the limits of what could be achieved via boundary control changed, since now
only a 3-sided perimeter could be metered. And a greater number of vehicles per unit length
now crossed what remained of the boundary line.

Outcomes are shown in Fig.4.7(b). The curves are again the averages of five simulations.
By usually comparing the figure’s dot-dash curve with its counterpart in Fig.4.6, one sees

5Destinations were moved in this way since it would be counterproductive to meter a boundary that
skirts destination-rich areas on a network; see [7].
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Figure 4.7: Portability test 1 (shifted boundary and VHT)
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Figure 4.8: Portability test 2 (shifted boundary and VHT)

how VHT, when left to its own devices, increased due to the above-noted changes in the
network. Figure 4.7(b) also shows that spatially-uniform metering continued to ameliorate
congestion. In this case, VHT was reduced by over 22%. The figure’s lightly-shaded region
shows that the RL-based policy continued to squeeze-out additional savings in VHT. The
4% improvement in this case is down from 7% reduction in the earlier test. The degraded
performance is surely due in part to the policy’s lack of case-specific training. Some of
the degradation may also be caused by the limits imposed on boundary flow control by
having lost a meter-able perimeter. In contrast, traffic’s increased inhomogeneity may have
influenced the policy’s performance in the opposite (i.e. favorable) direction.

Efforts to quantify the relative effects of these various influences seemed to us of lim-
ited practical value and was not pursued. The point instead is that once trained in one
environment, the policy could be applied elsewhere on the network and still reap benefits.
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The same finding came in our final test on portability. In it, the boundary (and the
uniformly-distributed trip destinations) were moved to the network’s lower-right corner, as
shown in Fig.4.8(a), which could now be metered on two sides only. Greater number of
vehicles per length thus passed the boundary. Queuing was therefore now more pronounced
near the boundary, as can be inferred from the dot-dash curve in Fig.4.8(b). Boundary
flow control was especially effective in this more congested environment. Spatially-uniform
metering reduced network VHT by more than 28%. Distribution of those metering rates via
the RL-based policy was more effective as well: the extra VHT reduction in this case cam
to nearly 5%, up from the 4% achieved in the previous experiment.
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Chapter 5

Conclusion and future research

This work was focused on managing city traffic by means of boundary flow control. In
these cases, a city is partitioned into multiple, suitably-sized neighborhoods, and the transfer
flows between adjacent neighborhoods are controlled by re-timing the traffic signals along the
neighborhood boundaries. The control pursued in this dissertation is divided into two stages:
(I) determining the total metering rate across each boundary; (II) determining metering rates
of individual road links. Our contributions include a model-based approach for stage (I) and
a model-free approach for stage (II). Together they form an effective boundary flow control
framework.

Most of the efforts in stage (I) were put into macroscopic modeling and control formula-
tion. The impacts of boundary queuing were carefully addressed and an enhanced Network
Transmission Model was proposed. Theoretical and experimental comparisons of various
NTMs were also provided to show the advantages of the proposed model.

Stage (II) served as a further optimization on top of stage (I). The boundary meter-
ing rate determined in stage (I) was distributed onto individual road links. The metering
distribution problem was formulated as a Reinforcement Learning task, and solved via the
actor-critic method. The RL-based policy was shown via simulation to boost the effectiveness
of boundary control over a baseline policy.

5.1 Enhanced NTM for boundary flow control

Like previous models of its kind, the proposed Neighborhood Transmission Model addresses
the boundary flow control problem on large geographic scales. Like its most recent pre-
decessor [18], our NTM treats a neighborhood’s circulating vehicles differently from those
queued at its boundary. Unlike other NTMs, however, ours accounts for the time-varying
street space occupied by boundary queues, and models the attendant effects on circulating
traffic. This is done by adaptively re-scaling the neighborhood’s MFD with the assumption
that boundary queues always exhibit jam densities.

The assumption is supported to some degree by our theoretical finding that an optimal
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metering strategy entails bang-singular control, which exhibits very restrictive metering un-
der most scenarios. Experimental support for this finding was furnished from simulations.
These further indicate that the proposed NTM does a better job of predicting neighborhood
traffic dynamics than do its predecessors. Our proposed NTM thus provides more effective
boundary metering policies when used in model-predictive control. Policies were obtained
by discretizing system dynamics into small time steps and applying the iLQR method to
solve a rolling-horizon optimization. The computational complexity of the method scales
linearly with the number of variables in our problem formulation (see Appendix B), and
always converged in relatively few iterations in our numerical experiments.

Inputs needed at the start of each planning horizon were assumed to come from connected
vehicles. Our estimation methods that stemmed from this were a bit coarse, particularly the
assumption that vehicles in a boundary queue need travel zero distance to reach the boundary
line. Since our focus in stage (I) was macroscopic modeling and control, we believe that the
current estimation approach works sufficiently well in our control framework. However, we
also recognize that the assumption will be subject to greater error as queue lengths expand
at boundaries. Hence, future research might well seek to refine the present estimates of
road space lost in storing boundary queues. This might be done by coupling estimates with
real-time measurements.

It is further worth noting that the proposed NTM implicitly assumes that inter-neighborhood-
bound vehicles distribute themselves evenly across a boundary. The assumption is reason-
able when drivers can readily adjust their routes in response to those queues such that the
boundary queues exhibits a homogeneous equilibrium. Moreover, the subject of Chapter 4
indicates that network performance can often be improved by varying metering rates along
a boundary line, which also contributes to balance queue lengths.

Moreover, the proposed NTM assumes that the partitioning of neighborhoods occurs in
static and a priori fashion. Further research in this realm might adapt neighborhoods’ sizes
and locations in real time, to accommodate a city’s evolving congestion states. By combining
an adaptive neighborhood-partitioning algorithm with our proposed NTM, the performance
of boundary flow control may be further improved.

The proposed NTM follows the conventional research by assuming that no vehicle crosses
more than one boundary. This simplification avoids the need for neighborhood-wide route-
choice modeling. This allows us to maintain our focus on the physical aspects of traffic
operation on city streets. Future research could focus on building a more sophisticated
model involving routing behaviors on top of our current NTM.

We realize that analytically solving the optimal control problem of our NTM is extremely
hard, even for the two-neighborhood case, not to mention the more general (more than two
neighborhoods) scenarios. Therefore, we only conduct numerical optimization in this work.
Further research could dig deeper into the analytical aspect of the optimal control problem.
This might produce an analytical solution for simple scenarios with advanced mathematical
techniques.
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5.2 Model-free approach for metering distribution

Reinforcement Learning has been used in diverse fields that include the control of power
grids, robotics and even game-playing. The present work has extended RL’s application
to boundary flow control, an aspect of city-street traffic control that has garnered much
attention in the literature. The present extension required a directed-graph representation
of traffic directionally-served by street links. This, in turn, required customizations to the RL
framework. The customizations enabled the creation of an RL-based metering distribution
policy that optimally selects metering rates for individual links along a boundary. It does
so despite our own limited understanding of how inhomogeneous traffic conditions might
influence optimal selections. It does so, moreover, without need for estimating O-D tables
and certain other inputs in off-line fashion.

The potential benefits of the RL-based policy are underscored in our simulation exper-
iments. For the idealized cases tested, even spatially-uniform metering diminished network
VHT by 20-30% over do-nothing policies. This is a credit to the model-based approach
of stage (I). The larger point is that the RL-based policy, in all cases tested, measurably
improved upon the already impressive results achieved by the baseline policy.

Our RL-based approach is powered by graph convolution. This produces simple and
generalized control rules and gives a trained policy its portability to other boundaries. The
time- and resource-intensive training cost thus becomes a one-time cost for a city to bear.
This may enhance the likelihood that the framework will one day be deployed in real settings.
We suspect that the feasibility of deployment is further enhanced by the proposed 2-stage
framework. The black-box approach for metering distribution in stage (II) may give some
decision-makers pause. For example, because the RL-based policy is automatically learned
using neural network after many trial-and-error iterations, we do not understand how those
metering rates are selected internally. In addition, our customized graph convolution process,
aggregated static and dynamic information about a street network in non-transparent ways.
The decision-making rules that produced optimal control actions are similarly unknown.
Yet, the solution is constrained by the model-based approach in stage (I). This may help
allay fears of black-box control rules producing counterproductive actions, say when unusual
traffic conditions form in a city.

As mentioned previously, our current RL-based metering distribution policy takes care
of each individual boundary separately, i.e. distributing link metering rates boundary by
boundary if there are more than one boundary. However, coordination between these meter-
ing distribution processes across different boundaries could be beneficial. In the future, more
sophisticated neural network architectures could be designed to distribute metering rates for
multiple boundaries simultaneously, such that link metering rates on different boundaries
can be coordinated.

This part of work is exploratory in nature, and does not offer final word on deploy-
ment. Considering our limited computation power and time, we only trained and tested the
proposed approach on a relatively simple medium-sized road network with identical road
sections. In the future, larger and more general road networks should be feed into the RL
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framework such that the trained control policy is more robust and has better generalization
capability. However, as a proof of concept, we believe that the current results are sufficient
to demonstrate the potential in applying RL techniques to metering distribution problems.

In the end, we strongly believe that the graph convolution based RL approach can also
be used on more general urban traffic control problems. For example, the approach can
be easily extended to general traffic signal control which handles all the traffic signals in
an entire city simultaneously. Furthermore, signal offsets can also be included in an RL
framework with proper modifications to current neural network architectures.
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Appendix A

Bang-singular control

We show that the optimal control action, u⋆, is “bang-singular” type by re-writing the
discrete optimization problem of (3.19) in continuous fashion.1 Thus,

# t0+Hτ

t0

1Tndt

s.t. ṅ = λ+ f(n) + g(n,u)

u ∈ [0, 1],

where n is the vector of [...nc,ij...nq,ij...]; u is the vector of [...uc,ij...uq,ij...]; λ is traffic demand;
function f is the uncontrolled part of the system dynamics; and function g represents the
boundary-crossing flows.

Thanks to the special form of g(n,u), we can rewrite the problem as follows:

# t0+Hτ

t0

1Tndt

s.t. ṅ = λ+ f(n) + A · u
u ∈ [umin(n), umax(n)],

where we transform function g(n,u) into A · u and state-dependent control bounds umax(n)
and umin(n).

The Hamiltonian of the system is:

H(n,u,p, t) = pT (λ+ f(n) + A · u) + 1Tn

∇uH(n,u,p, t) = AT · p,

where p is the costate vector. Proof that the optimal control action, u⋆, is “bang-singular”
is now straightforward because our system is linear in the control variables and the objective

1The continuous formulation is, of course, roughly equivalent to the discrete version when time-step
duration, τ , is small.
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function does not involve those variables. If the coefficient in AT · p is nonzero, use of
Pontryagin’s maximum principle shows that the corresponding control is bang-bang. If any
one of the coefficients in AT · p equals zero for a non-zero time interval, the corresponding
control is of singular type, meaning that for a time control is not extreme. (We note for
future reference that when undergoing control, the system trajectory is called a singular arc.)
Now suppose (AT · p)i = 0 for a non-zero time interval, i.e. the i-th coefficient equals zero
and ui is of singular type. Consider the costate equation

−ṗT = ∇nH(n,u,p, t) = pT ·∇nf + 1T ,

and multiply both sides by A, such that

−ṗTA = pT ·∇nf · A+ 1T · A.

Since (ṗT · A)i = 0 and 1T · A = 0, we have

(pT ·∇nf · A)i = 0,

Together with (AT ·p)i = 0, the equality constrains the singular arc in a zero-measure subset
of the system state space.2 Since our use of model-predictive control optimizes the system
trajectory at each step but only applies the first control action, the observed initial system
state at each time step has near-zero probability of lying exactly on the singular arc. In
the unlikely event that a state did lie on the singular arc, measurement noise and prediction
errors from the embedded dynamic model would soon cause the state to deviate from the
singular arc. Optimal control therefore tends almost always to be “bang-bang” (frequent
switching is possible), which explains why we did not see singular control in our numerical
results of Chapter 3.

2Similar results can be found in [7, 18].
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Appendix B

Iterative LQR algorithm

The following algorithm is adopted from [35, 36]. Consider the trajectory optimization
problem

minU lf (xN) +
!

1≤i<N

l(xi, ui)

s.t. xi+1 = f(xi, ui), ∀1 ≤ i < N

where x is the system state; u is the control variable; f is the system dynamic; l is the cost
function; and lf is the terminal state cost. By defining Ui = {ui, ui+1, ...uN−1}, the cost to
go function J is defined as

Ji(xi, Ui) =
!

i≤j≤N−1

l(xj, uj) + lf (xN)

The value function is defined by V (xi, i) = minUiJi(xi, Ui), which has the following recursive
form

V (xi, i) = minui [l(xi, ui) + V (f(xi, ui), i+ 1)]

The Q function is defined as

Q(xi, ui) = l(xi, ui) + V (f(xi, ui), i+ 1).

With the all above definitions, the iLQR algorithm first initially a random control sequence
U and then alternatively performs a “backward pass” and a “forward pass” to improve U
until convergence.

The backward pass is done as follows

Qx = lx + fT
x V

′

x

Qu = lu + fT
u V

′

x
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Qxx = lxx + fT
x (V

′

xx + µIn)fx
Quu = luu + fT

u (V
′

xx + µIn)fu
Qux = lux + fT

u (V
′

xx + µIn)fx
k = −Q−1

uuQu

K = −Q−1
uuQux

∆V (i) =
1

2
kTQuuk + kTQu

Vx(i) = Qx +KTQuuk +KTQu +QT
uxk

Vxx(i) = Qxx +KTQuuK +KTQux +QT
uxK

where µ is a regularization factor. Note that in our application, lxx, luu, lux, lu are all zeros,
i.e. no direct hessian matrix computation is involved, which could save considerable compu-
tation resource.

The forward pass to update the trajectory (x̂, ŷ, i) is:

û(i) = u(i) + βk(i) +K(i)(x̂(i)− x(i))

x̂(i+ 1) = f(x̂(i), û(i))

x̂(1) = x(1)

where β is the step size found by line-search. Iterative LQR repeats the backward pass and
forward pass alternatively until the trajectory converges.
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Appendix C

Deep Deterministic Policy Gradient

We trained our actor and critic networks together using the Deep Deterministic Policy Gra-
dient (DDPG) method proposed in [25]. Prioritized experience replay [39], Target network
[23] and Adaptive ϵ−greedy exploration policy [40] were also used in the training process.
The Adam algorithm [41] was used for the optimization. The only change made to the
original DDPG algorithm involved the step of updating the actor by minimizing the penalty
loss, as was presented in Figure 4.3. Psuedo-code for the customized DDPG algorithm is
shown below.

Algorithm 1 Deep Deterministic Policy Gradient [25]

Initialize critic network Q(s, a|θQ) and actor network π(s|θπ)
Initialize target critic network Q(s, a|θQ

′
) and target actor network π(s|θπ

′
)

Initialize prioritized experience replay buffer R
while not converge do

Observe system state s(t)

Select action a(t) for s(t) following ϵ−greedy exploration policy
Observe transition pair (s(t), a(t), s(t+1), r(t)), and store in R
Sample a mini-batch (s(t), a(t), s(t+1), r(t)) of size N from R

Set y(i) = r(i) + γQ(s(i+1), π(s(i+1)|θπ
′
)|θQ

′
)

Update critic by minimizing"
i(y

(i) −Q(s(i), a(i)|θQ))2
Update actor with the sampled policy gradient:

∇θπJ ∼ 1
N

"
i∇aQ(s, a|θQ)|s=s(i),a=π(s(i))∇θππ(s|θπ)|s(i)

Update actor by minimizing the penalty loss"
i(1

T (f (i) · d(i) − a(i) · d(i)))2
Update target networks:

θπ
′
← τ · θπ + (1− τ) · θπ

′
, θQ

′
← τ · θQ + (1− τ) · θQ

′




