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COMPU'I'ER NETWORK INTERCONNECTION 

Ira W. Cotton 

Institute for Computer Sciences and Technology 
National Bureau of Standards 

Washington, D.C. 

ABSTRACT 

This report examines the current situation regarding the 
interconnection of computer networks, especially packet switched 
networks (PSNs) • Four major types of interconnections are 
surveyed: 

1. Circuit Switched Network to PSN 
2. Star Network to PSN 
3. Simple Terminal to PSN 
4. PSN to PSN 

The emphasis _is on identifying the barriers- to-- interconnection 
and on surveying approaches to a solution, rather than 
recommending any single course of action. 

INTRODUCTION 

The data communications world has begun to undergo a major change in 
recent years, from an ad hoc array of "home brew" systems that worked more 
in spite of, than due to, publicly available facilities, to a more planned 
and integrated set of facilities designed both for the communications of 
data and for public use. At the same time, the data communications needs 
of users have been growing, measured in terms of sophistication, volume and 
geographic coverage. In an age of transcontinental and multinational 
business, users require access to a full range of services and coverage. 
·Thus, the same user demands that lead to the developnent. of high capability 
public data networks will inevitably also lead to the interconnection of 
these data networks. 

Environment 

The current data communications networking environment is 
characterized by unprecedented innovation and growth. New technologies are 
moving from the laboratory to commercial application in record time, and a 
variety of new service offerings are being presented to customers. The 
result is both widened opportunities for users to avail themselves of these 
new services and confusion on the part of carriers and customers alike as 
to the service effectiveness · and economic viability of ail the new 
offerings. 

~ ----------
. * Contribution of the National Bureau of Standards; 

copyright. 
not subject to 



-4-

The Problem 

The basic problem is to devise a strategy for the interconnection of 
computer communications networks that is workable and acceptable to users, 
carriers and regulatory authorities. Users seek solutions that are 
technically efficient, easy to use, and which enable them to take full 
advantages of all facilities on any of the networks. Carriers also seek 
solutions that are efficient, though they are loathe to alter the internal 
operation of their systems. Any system for interconnection must also 
permit them to protect the integrity of their own network and to account 
for all services supplied. Regulatory authorities seek methods that are 
understandable, controllable, and for which tariffs can be devised. Not 
all of these goals are congruent, and compromises will need to be made 
along the way. 

TECHIDI.OGICAL BACKGROUND 

A clear understanding of basic networking concepts is necessary to 
appreciate the issues in network interconnection. In this section we 
present some of these basic concepts, including a review of the types of 
data networks, an unraveling of the components of an interface, and a 
discussion of the various levels of protocol. 

New Data Networks 

The continuous and rapid decline in the cost of computer hardware has 
been called "the most dominant force over the past twenty years in both 
computer and communications architecture" [1] • This continued decline in 
the cost of computation relative to the cost of communications has led to 
the introduction of intelligent computing components into communications 
systems in an effort to economize on communications bandwidth. 

Circuit Switching. Circuit switching, as illustrated by the voice 
telephone network, is a system whereby a complete physical path is 
established from sender to receiver that remains in effect for the duration 
of the conversation. The process of selecting a route, or call 
establishment, may take on the order of seconds for a complex network. 
Once the route is established, however, data transfer is continuous through 
the network with no delays added by the switches. End to end transmission 
time through the network is limited only by the propagation time of the 
circuit media employed. 

Virtual Circuit Switching. Virtual circuit switching as implemented 
in Tyinnet (2] is the logical analog of physical circuit switching. The 
network consists of some number of point-to-point circuits connected by 
switching computers at the nodes. During the call establishment phase a 
complete path through the network is established from sender to receiver 
which is not changed for the duration of the call. In contrast to physical 
circuit switching, the definition of this path is accomplished by routing 
tables in each of the node computers. Actual data transfer is accomplished 
by forwarding the data from node to node towards the destination. Thus,. 
virtual circuit switching employs a "store and forward" procedure to 
accomplish data transfer through the network and does introduce a finite 

.. 
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delay at each node. 

Message Switching. Message switched networks also contain a number of 
circuits with switching computers at · the nodes. Message switching is 
similar to virtual circuit switching in that data are transmitted through 
the network on a store and forward basis. Message switching differs from 
virtual circuit switching in that there is no fixed route followed by all 
the data blocks. Instead,' each block contains a destination address which 
is examined by each node through which the block passes. The switch at 
each node determines the best output line on which to forward the .block 
based on the destination address and the status of the network at the time 
of process.ing. Because each block is handled individually, there is no 
call establishment phase so far as the communications system is concerned. 

Packet Switching. Packet switching is a special type of message 
switching distinguished by a number of different characteristics, each of 
which may not seem too critically different, but which in aggregate serve 
to define a quite different type of communications system [3]. First of 
a11, packet switched systems employ transmission blocks (called packets) of 
a. maximum length which is significantly smaller than most message switched 
systems. Next, packet switched systems make no attempt to store blocks for 
any prolonged period of time while attempting delivery. Rather, 
transmission blocks are discarded if difficulties are encountered in their 
delivery, in which case they must be retransmitted by the sender. Packet 
switched systems are designed to rapidly forward the packets towards their 
destinations with minimal delay in the node. Finally, packet switched 
systems will refuse to accept input when necessary to prevent saturation. 

With this basic internal network capability, a number of different 
types of services may be offered to customers. 

Datagram service. Datagram service is the most fundamental service 
that could be offered by a packet switched network. Under this service, 
individual packets are accepted by the network from source terminals and 
are delivered independently to the destination terminals, with the order of 
delivery bearing no fixed relationship to the order of entry into the 
network. Any sequencing of packets that is required in order to transmit a 
stream of meaningful information must be done by the receiving terminal. 
All packets must be fully addressed when they are entered into the network. 

Virtual Circuit Service. Virtual circuit service undertakes to 
provide a communications service more nearly resembling an actual physical 
circuit. A call establishment phase is required, during which sending and 
rece1v1ng terminals are prepared to exchange information and during which 
network resources may be reserved. Data accepted by the network as a 
stream of packets will be delivered in the order entered. Since the 
destination of a stream of information is known to the network after call 
establishment, a highly abbreviated addressing scheme identifying only the 
virtual circuit may be employed. " 

Interface Components 

An interface, simply enough, is something between two systems, devices 
or components that serves to connect them. The interface may be a system, 
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device or component itself, or a set of specifications to which the 
connected things adhere. 

Computer communications interfaces are generally composed of both 
devices or components and specifications. There are many different aspects 
or ways of describing a computer communications interface. One possible 
breakdown, and the one chosen here, is to distinguish between different 
levels of function, viz., physical, electrical, logical and procedural. 

Physical. The physical portion of the interface specifies the way in 
which the two devices are actually connected mechanically. This includes 
the number of wires and the dimensions of the physical connectors in which 
the wires terminate. 

Electrical. The electrical portion of the interface specifies the 
voltage levels and duration (or for some interface specifications, the 
current flow) to be used for signaling on the various leads. The basic 
capability provided by adherence to the standards at this level is the 
transfer of data bits across the interface. These bits may be identifiable 
as parts of characters and/or be used for higher level signaling functions 
within the interface. 

Logical. The logical portion of the interface specifies how the data 
bits and/or characters are grouped into fields for the purposes of 
signaling and data transfer. In a sense, the logical specification of a 
computer-communications interface provides a language that may be employed 
for controlling and effecting data exchange across the interface. 
Standards at this level are sometimes called "elements of procedure." 

Procedural. If the logical level of the interface is viewed as 
specifying the syntax of the data flow across the interface, then the 
procedural specifications should be viewed as providing the semantics. 
Specifications at this level determine the legal sequences of 
communications control characters, or the legal contents of various fields, 
or the valid commands and responses in controlling data flow. The same 
basic set of control characters or fields may be used in a variety of 
different ways according to the procedural specifications. Standards for 
these different ways are sometimes called "classes of procedure." 

Protocol 

The term "protocol" is generally used to refer to the logical and 
procedural aspects of an interface. Thus, a protocol specification 
includes both syntax and semantics. Semantics also include relative timing 
information not j11st the legal commands, but who can issue them and 
when. 

A complex interface may contain several levels of protocol. An 
appreciation of this aspect of protocols is quite important in designing 
and evaluating network interconnections. 

It has been suggested that the term "protocol" be used 
communications conventions between entities at the same 
"interface" be used to designate conventions between entities 

to designate 
level while 
at adjacent 
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levels. This is an attractive suggestion, and some confusion may be 
eliminated if the use of these terms in this way becomes widespread. 

Link Control. The link control protocol is part of the transport 
mechanism to-get data reliably and in a controlled fashion from one end of 
a link to the other. Link control protocols are either bit-oriented or 
character-oriented. In both cases, there is a way to frame discrete units 
of information, a set of commands and a way to convey them, and an error 
detection mechanism. 

Process to Process. In computer communications systems, most 
protocols are for the exchange ·of information between processes, where a 
process may loosely be viewed as a program. In the case · of a simple 
terminal, the actions of the human operator are considered to constitute 
the process. 

Many different processes may reside in the same physical device. For 
example, a host computer may have a communications handler process, various 
operating system processes, and many user processes. Messages entering the 
host through the same physical interface may be intended for any of these 
processes. Thus, the basic structure for all messages must have some 
mechanism for identifying the level and identity of the proper recipient. 
A common method is to nest messages within messages, according to relative 
position in the hierarchy. Each recipient then "peels off" the part 
intended for it and passes the remainder to the next level recipient. 

Control Requirements. 

There are a variety of control-related functions that must be 
performed by all computer networks. When networks are interconnected, 
these functions must be addressed in some way by the interface. 

Addressing. In a communications system, some means of addressing is 
required whenever sender and receiver are not directly connected. With a 
multiaccess terminal such as a host computer, which also contains different 
levels of addresses (such as operating system level, user program level), 
the question of addressing the proper recipient is non-trivial. 

Signaling. Signaling refers to the means by which control information 
is exchanged between the network and its users. The two primary classes of 
signaling techniques are in-band and out-of-band signaling. In the former, 
control information is exchanged over the same path as data, with some 
special identification marking it as control; in the latter, some other 
means is provided for exchanging control information, separately from data. 
Where nested protocols are concerned, control information . sent at a 
different level of protocol may be considered as out-of-band signaling, 
even though all the data at all levels of protocol are transported by the 
same physical means. 

Flow Control. Flow control refers to mechanisms for throttling the 
rate of data exchange between any two points in order to prevent overload. 
With probabilistic message generation and fixed capacity in network 
components (such as buffers) , overload would be inevitable without such 
mechanisms to temporarily stop or slow down the rate of message arrivals. 
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Sequencing and acknowledgments of messages can be considered as part 
of flow control or can be treated separately. The question of sequencing 
is generally considered as part of the service to be offered (e.g., 
datagram or virtual circuit) and not as a mechanism that can be implemented 
in a variety of ways. Message acknowledgement, on the other hand, can be 
accomplished in a number of ways, and is frequently integrated with flow 
control mechanisms. 

Just as message exchange can occur between parties at various levels 
in a hierarchy, so too can flow control be implemented for any of these 
levels. Of course, the actions of a flow control mechanism at lower levels 
in the ·hierarchy would also have effect at all higher levels. 

Error Control. While lower levels of an interface may adequately 
address the question of error detection and even retransmission, somewhat 
higher levels may have to become involved with the detection of duplicate 
data occuring due to retransmissions after timeouts and reinitialization in 
the event of catastrophic failure. Message acknowledgement may also be 
implemented as part of an error control scheme, and in fact, error and flow 
control can use the same mechanisms. 

CIRCUIT SWITCHED NE'IW)RK 'IO PSN INTERCONNECTION 

Packet switched networks commonly use the switched telephone network 
for local distribution to terminals. Switched connections are less 
frequently used between the nodes of a packet net. Integrated data 
networks designed for both message-oriented and continuous stream data may 
eliminate the need for interconnection. 

Access 

Circuit switched networks are commonly used today as a means of local 
access to packet switched networks. A local dial connection can readily be 
made between both slinple terminals and packet-mode terminals and the access 
node of the packet network. The connection may be initiated by either the 
terminal or the packet node. Connection establishment fran simple 
terminals is generally manual (the terminal operator dials the call). 
Connection establishment fran a host canputer may be manual or automatic. 
Connection establishment from a packet node is normally automatic, as there · 
is not generally an operator for such nodes. 

Inter-node Links 

The communications links between nodes in a packet switched network 
are generally provided by dedicated (point-to-point, unswitched) circuits. 
However, the switched network could be used as a means of providing backup 
or extra capacity, and could even be used instead of dedicated facilities. 
At least one network, MERIT, has taken this approach, although it was · 
concluded after some experience that point-to-poin~ facilities would be 
more suitable [4]. 
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The existence of separate networks for circuit switching and packet 
switching is based on the premise that each type is inherently more 
suitable for a particular type of traffic. At the present time this 
appears to be true; however, attention is beginning to be directed to the 
design of "integrated" or hybrid data networks capable of efficiently 
transporting both voice (or real time data) and message traffic [5]. 
Obviously, providing a single network for both types of traffic would 
eliminate the necessity to interconnect two separate networks of different 
type. 

STAR NEI' TO PSN INTERCONNECTION 

A star network is one in which the computing resources are centralized 
at a single node to which all terminals effectively have direct access. 
The existence of this central point of access for all users greatly 
facilitates the interconnection of .such a network with packet switching 
systems. The entire star network can be modeled as a multi-channel 
terminal capable of operating in the packet mode. Thus, a star network can 
be interconnected with a PSN in the same way as a host computer. 

Emulating Known Devices 

Perhaps the easiest approach to interfacing from the host point of 
view is for the network to undertake to emulate devices that the host (or 
host front end) already supports. There are two main categories under this 
approach: 

1. The PSN can appear to the host as an array of low speed 
asynchronous terminals and interface through a number of terminal ports 
on the host or the host front end. 

2. The PSN can appear to the host as a terminal network and 
interface through a multiplexed port on the host or the host front end 
(according to some protocol or multiplexing discipline that is already 
supported) • 

Essentially, the difference between these two categories is the 
difference between space division multiplexing (by separate ports) and time 
division multiplexing (through a single port) • 

Each of these categories has been implemented in Tyrnnet [6]. The 
primary advantage of this approach is precisely that it does not impose any 
new requirements on the host. By emulating known devices, the network can 
be employed interchangeably (or simultaneously) with those devices, and 
cutover is greatly facilitated. 

The disadvantages of this approach is that only those facilities which 
were supported by the old interface will be usable with the new network. 
This may force the utilization of the PSN in an inefficient manner. 
Another disadvantage is that a network supporting many different hosts with 
multiplexed interfaces might need to implement many different protocols for 
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the various hosts. 

Special Host Interfaces 

If changes to the host hardware and/or software are permitted, then 
more efficient interfaces can be devised which take full advantage of all 
network capabilities and services. The problem of designing an efficient 
host interface is not unlike that of designing an access method. Looking 
towards the network, the interface must provide for reliable data 
communications with the network device and must support a multiplexed link. 
Looking into the host, the interface must have the ability to accept and 
deliver messages from individual processes, either through appropriate 
operating system service routines or on its own. 

Standard Host Interface -- X.25 

Recommendation X.25 of the International Telegraph and Telephone 
Consultative Committee (CCITT) is an international standard interface for 
use by host computers and other types of customer terminals which are 
intelligent enough to format and interpret packets. The interface is 
designed for the complexities of multi-channel use, although it is expected 
that a simpler specification will be developed for single channel terminals 
[ 7] • 

The X.25 Recommendation is structured into three independent parts as 
follows: 

Level 1 - the physical, electrical, functional, and procedural 
characteristics to establish, maintain and disconnect the physical link 
be tween the DrE and the OCE. 

Level 2 - the link access procedure for data interchange across the 
link between the DTE and the DCE. 

Level 3 - the packet format and control procedures for the exchange 
of packets containing control information and user data between the DTE 
and the OCE. 

For Level 1, the X.25 Recommendation specifies the use of CCITT 
Recommendation X.21, a new general-purpose interface for synchronous 
operation on public data networks. 

For Level 2, the X.25 Recommendation uses the 
Control Procedure (HDLC) specified by the 
Organization (ISO) • 

High Level 
International 

Data Link 
Standards 

For Level 3, the X.25 Recommendation specifies a set of packet formats 
and elements of procedure developed for packet switching services. The 
type of service supported by the current X.25 Recommendation is the 
so-called 11 Virtual circuit11 service, though other services such as 
11datagrams 11 are identified as areas for future study. 
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SIMPLE TERMINAL TO PSN INTERCONNECTION 

"Simple" terminals are defined as those character-mode user terminals 
which do not contain the logic to format information into packets before 
transmission. Rather, information is transmitted asynchronously as it is 
entered. 

As Davies and Barber recognize [8], the problems relating to the 
connection of simple terminals fall into three main areas: (1) the basic 
physical connection, (2) the procedural interface for controlling the 
terminal, and (3) the interfaces between the user and remote computing 
services as well as with other users. The physical connection problem 
involves the hardware interface between the terminal and the network; the 
procedural interface covers the special signals and control information 
that has to be interchanged between the terminal and the network; the user 
interface involves network command languages, service command languages, 
user languages, and a variety of man-machine interaction considerations. 

Requirements 

Simple terminals lack any internal processing capab~lity to format or 
disassemble packets, or to respond to any but the lowest level of 
communications control. Therefore, a terminal handler must be provided 
somewhere as a surrogate process for the terminal. So far as the network 
is concerned, the terminal handler process, also referred to as "packet 
assembly/disassembly" (PAD) , communicates in the same way as all other 
processes in the network. So far as the terminal is concerned, the 
terminal handler communicates with it in the character asynchronous mode. 

Buffering. The buffering function in support of simple terminals is 
primarily to provide for the conversion (in both directions) between 
character asynchronous and synchronous data. From the terminal to the 
network, the accumulation of input characters in a buffer permits packets 
to be assembled which contain more than a single character of data, thus 
greatly improving the efficiency of line utilization within the PSN. From 
the network to the terminal, multicharacter packets must be held in a 
buffer while they are disassembled and delivered to the terminal one 
character at a time. 

Flow control. As discussed previously, flow control includes 
mechanisms for throttling input so as to prevent the receiving device from 
overflowing and losing data. This is not a support function that has 
customarily been provided for simple terminals. 

The flow control problem arises on input from simple terminals and on 
output to simple terminals where the sender is operating at a higher rate 
than the receiver. In the latter case, the sender is normally a computer, 
so previously discussed flow control mechanisms can be applied. The 
problem, then, is one of throttling input from simple terminals. 

Some terminals will (un)lock their keyboard in response to codes 
transmitted to them; for such terminals, locking the keyboard when 
overload is approached is a quite acceptable form of flow control. For 
other terminals, a common approach has been to ring the terminal's audible 
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alarm to indicate overflow. This has the disadvantage of occurring only 
after an overflow has occurred, and frequently leaves the operator confused 
as to which characters have been accepted and which not. 

Signaling. Signaling refers to the exchange between the terminal and 
the network of a variety of different control information necessary to 
establish, maintain and terminate calls. With intelligent devices, much of 
this control information is passed at lower levels in the interface, but 
the nature of simple terminals requires that it be conveyed at the highest 
level when they are. used. In general, all signaling functions between 
simple terminals and the network have to be accomplished by means of what 
characters are keyboarded and what characters are printed (or displayed). 

Additional Service~. Additional services, such as speed recognition, 
code conversion, and support for other special terminal characteristics, 
can be provided where logic in the supporting device is used to advantage. 
When they are provided, they may be viewed as integral to the interface. 

Alternatives 

Given the above requirements for simple terminal support, there are 
two primary ways that a network can undertake to provide it. The network 
can finesse the problem by requiring all terminals to access through host 
computers which provide the support. If the network does provide support 
for direct access, it can be through a separate device specifically for 
this function, or by adding capability to the network switch. 

Host Computer. The simplest approach to terminal support on a network 
is not to provide any at all. Terminal users can be required to connect to 
a local host which provides all terminal support functions and access to 
the network. So far as the communications subnet is concerned, terminal 
traffic is no different from the intercomputer traffic it is designed to 
carry. This approach has been implemented in the MERIT network [4]. 

The advantage of this approach is that it greatly simplifies design of 
the subnet. The primary disadvantage is that communications functions are 
forced on host computers that may be · ill sui ted to perform them. In 
addition, two computers must be employed whenever a terminal wishes to 
access a remote computer through the network. 

Intelligent Concentrator. An alternative to the use of a general 
purpose host to prov1de terminal support and access to a network is to 
install a separate device exclusively for that function. Such a device 
could be called an intelligent concentrator, since it is generally based on 
a stored-program minicomputer and since its function is to concentrate the 
traffic from many individual terminals. As mentioned previously, this 
function has also been referred to as "packet assembly/disassembly", since 
the concentrator will generally communicate with the packet network 
according to the standard packet level interface (such as X.25, for 
example). 

Expanded Switch. A final alternative configuration for providing 
terminal support and network access is to integrate the functions of an 
intelligent concentrator with a network switch. This is the approach that 
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was taken in the development of the ARPA network TIP [9]. 

This integrated approach has the advantage of eliminating the need for 
separate devices just for terminal support. On the other hand, it greatly 
complicates the design of the switching nOde and results· in a situation in 
which failure of the terminal support hardware or softwar~ may adversely 
impact the capability of the node to perform its switching function; and 
thus adversely impact the network as a whole. 

'. : 

Standards, 

A small number of sets of standards exist at· the physical; electricai 
and logical level for. the connection of simple terminqls to .packet switched 
networks [ io'] • 

At ~e procedural.level, however, no widely accepted.standard exists. 
'lhe ARPA network developed one standard which has been in use for ov~r five. 
years [9]. Telenet, as the commercial sequel to.the ARPAnetwrirk, learned 
from that experience and developed .a. new standard for·use within its 
network [11] • The CCITT is now planning to consider developing 
recommendations for this area, and a proposal has already been developed by 
the CEPT group [12] • 

PSN 'ID PSN INTERCONNECTION 

The packet switched networks that have already been built or that are 
currently under construction all differ in the internal details of their 
implementation. Consequently, it does not appear possible, even if it were 
desirable, to effect interconnection through standardization. of inten1al 
operation. However, as with the attachment of multi-access DTEs to· PSNs, 
interconnection can be effected through standardization of a common 
interface [13, 14]. For network to network interconnection, such an 
interface is called a gateway. 

Gateway Functions 

The.primary function of a gateway is to . resolve differences between 
the two inter.connected networks in such a way as to permit meaningful 
communications between users on each of the networks. For packet networks, 
Cerf and. Kahn [15] have identified the major differences between networks 
that must be resolved: 

1. Each network may have distinct Wqys of addressing the receiver 
of a message. 

2. Each network may accept data and employ internal transmission 
blocks of different maximum size. 

3. The success or failure of a transmission and its performance in 
each network is governed by different time delays in accepting, 
delivering and transporting the data. 
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4. Recovery procedures for lost or altered data may differ between 

networks. 

5. Status information, routing, fault detection and isolation are 
typically different in each network. 

Packet Size. The problem of differences in packet size is basically 
one of cop~ with the fragmentation that must inevitably occur when the 
two interconnected networks employ different internal maximum packet sizes. 
Maximum packet sizes are selected by different networks for maximum 
internal operating efficiency in consideration of the llnplementational 
details of the particular network. Such factors as propagation delay and 
anticipated frequency and distribution of errors go into the analysis. The 
optimal values for different networks may differ widely, especially between 
systems which use terrestrial links exclusively and those which use 
satellite links. 

Addressing. Addressing across network boundaries requires either a 
standard network numbering scheme or a means of address translation in the 
gateway. For public networks, a standard numbering scheme seems likely,· 
given the success of this approach in the public circuit-switched 
(telephone) network. Such a project is currently under way in CCITT. 

Flow Control. Flow control is even more necessary across network 
boundaries than between host computers and a network. The interface 
between two networks is ultimately between their switching nodes, each of 
which has limited capacity. Flow control also provides each network with a 
mechanism for protecting itself from disorderly operation on the part of 
the other. If not performed by the error control mechanisms between the 
networks, means must be provided for the detection of duplicate and missing 
packets. Flow control may be accomplished in ways similar to that employed 
for host to network interfaces. · 

Gateway Alternatives 

There are a variety of different ways in which the gateway between two 
packet switched networks may be implemented. 

Common Host. One of the Sllnplest and most straightforward approaches 
to interconnecting two networks is to do it through a host that is attached 
to each network. Under this approach, the individual subnetworks do not 
even have to be aware that they are interconnected. All messages which 
need to be sent from one network to the other are simply transmitted to a 
special process in the gateway host which then retransmits them into the 
other network. The host is responsible for any reformatting and signal 
conversion that may be necessary between networks. 

Because of the relative ease of implementing this approach (especially 
if the host were already connected to each network), it has been a quite 
popular way of interconnecting networks. As the most intelligent component 
in the network, hosts are certainly capable of performing whatever 
translations are necessary. However, this does involve the host in 
communications processing and so may not be a suitable long term solution 
to the problem. 
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Common Switching Node. Another approach to interconnecting packet 

networks would be to have a switching node which is comffion to each of them. 
Kirstein and Lloyd [16] argue that this is the most complex method to 
implement, since it involves implementing in . the same device all the 
switching capabilities of each network as well as the mappings from each 
low-level protocol to the other. If the networks are very different, these 
mappings could be quite difficult (and even more difficult than mapping at 
higher .levels). 

Internode Device. The final possible approach,. and also a very 
popular one up to the present, is to provide a separate device performing 
only gateway functions between each of the networks to be interconnected. 
This gateway is generally designed to appear as a special host to each of 
the networks (rather than seeking to perform the gateway functions at the 
subnet level). By interconnecting at the host level, the "sovereignty" of 
each of the networks involved is preserved [17]. 

As Cerf and Kahn [15] recognize, in practice a gateway between two 
netwbrks may be composed of two halves, each associated with its own 
network. Each half-gateway would only be responsible for translating 
between . the internal packet format of its own network and some common 
internetwork format. The internetwork format and signaling conventions for 
internetwork data exchange could be standardized in much the· same way that 
the host to network interface is standardized. 

Gateway Standards 

While international recommendations have not yet been developed for 
interworking between public packet switching networks, the approach to be 
taken for interconnection is clear. The "two half-gateway" model will be 
followed, with each network free to deal with the required translations in 
whatever way it chooses. The international recommendations will specify 
the nature of the interface between the networks, without making any 
statements about functions performed in the nodes that are, interconnected. 
It seems likely that the interface will be specified to be quite similar to 
X.25, with the addition of a new set of internetwork packets. 

Common host-to-host protocols are essential to do anything useful 
after networks are interconnected. While at least one candidate for a 

·standard host-to-host protocol has been suggested [15], the widespread 
adoption of any such standard does not appear imminent. On the other hand, 
there are a number of experiments currently in progress [18] that may lead 
to a better understanding of the way in which an acceptable standard should 
be structured. 

CONCWSIONS 

It is possible now to interconnect widely dispersed data processing 
systems and terminals through public networks. It will soon be possible to 
do this in a standardized way. It has been forecast that by 1980, 
international and intercontinental links between networks will be routine, 
and most major computer users in industrialized countries will have 
reasonably easy access to a worldwide communications utility [19]. 
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Standards Development 

The development of effective standards for data network 
interconnection may continue to be hampered by the large number of 
organizations participating. Coordination between all of these groups is 
not always as good as it might be, and the lines dividing areas of 
responsibility are not always clearly drawn. The dangers in such a 
situation are that so many non-standard and incompatible systems will be 
constructed that adoption of an eventual standard would be difficult and 
costly; or that a single-company standard would be imposed on the industry 
through market power rather than technical merit. 

Fortunately, it appears that both of these dangers can be avoided for 
data network interconnection, since the pace of activity in the formal 
standards bodies is quickening. Consensus has been reached for the f1rst 
stage of X.25, and work is in progress on extensions. The significance of 
this development is likely to be far reaching: 

"Perhaps more than users realize, the adoption of a standard 
network access protocol constrains not only this interface, but also the 
entire range of network services... The result will undoubtedly (and 
fortunately) be a remarkable degree of similarity of both structure and 
services between the packet networks evolving throughout the world." 
(20] 

Use of Service 

The availability of standardized service from public networks will 
obviate the need for many current private data networks. With respect to 
the data processing services offered through networks, a major effect of 
the network is to increase the scope of competition. Through networks, 
data processing service vendors can compete for clients nationally and 
internationally. The effect of network interconnection is to widen the 
scope of this competition even more. 

The benefits · to customers from widened competition are (1) an 
increased range of alternatives from which to choose in solving their 
problems, and (2) reduced price and/or llnproved service. On the other 
hand, the availability of additional alternatives may make the users' task 
of selection more difficult [21]. Still, the problems arising from an 
abundance of alternatives seem preferable to problems arising from a 
paucity of them. 
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ABSTRAC'l' 

This paper sketches the extensions to the currently operational 
INGRES data base systems which are required tor it to manage a 
data base distributed over multiple machines in a computer net
work. The machines are assumed homogeneous (or at least cornposea 
of machines each running the UNIX operating system). 

Three possible user views of a distributed relational data base 
are presented. Each is readily seen to be a special case of the 
subsequent one. The difficult extensions and/or modifications 
to the code of the currently operational INGRES system are sug
gested. Lastly, the view being implemented and the reasoning 
behind its choice are inaicated. 

I IN'l'RODUC'riON 

INGRES is a relational data base management system (STON76, 
HELD75J which operates as a collection of user processes on top 
of the UNIX (RITC74] operating system. This DBMS is currently 
being extended to operate on a collection of computer systems 
each running UNIX. In this paper we indicate the extensions ana 
moaifications which are required for tne new environment. 
Throughout the paper we assume the existence of the UJIX to UJIX 
communication facility developed by the UNIX designers lTHOM76]. 
This facility allows a process on one machine to "fork" slave 
processes on another machine ana interchange data with such 
processes. Consequently, a user can invoke INGRES at one machine 
and interact witn the INGRES processes running at that site. 
Moreover, the INGRES initiation program can "fork" a slave col
lection of INGRES processes at each site in the network. These 
collections can communicate with each other tnrough UNIX network 
support code. This capability is illustrated in Figure.!. 
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The Distributed INGRES Environment 
Figure 1 

It should be notea that each INGRES user will have such a collec
tion of processes on each machine. ~he processes on a single 
machine share text segments so the core overhead of multiple col
lections of INGRBS processes is only that of data segments. 
Moreover, much of the time the processes will be inactive ana 
will reside on a secondary storage device. 

The sketch presented can apply to any other distributed computer 
support facility which has the above mentioned capabilities (such 
as the ARPANE'l' [RUBE711, CHES75]. 

This paper does not consider problems of placement of data in a 
distributed computing environment (LEVI75, CAS£72, WHIT7~, CHU6~} 
nor does it consiaer physical design problems such as choice of 
line speeds, etc. Only implementation issues are discussed. 

II THE THREE VIEWS OF A DISTRIBUTED DATA BAS£ 

Un a single machine INGRES manages a collection of data bases 
each with a given data base administration (DBA) who has powers 
not available to normal users. Each data base consists of a col-
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lection of ·relations Rl, ••• ,Rn, ·plus. system catalogs lS'l'ON76]. 
The computer network consists of sites Sl, ••• ,Sk interconnected 
oy communications links. 

A user at a given site Si "logs, into" INGRES and i·ndic.ates. which 
data base, D, he wishes to interact with. The view of the net
work which ne sees is the following. suppose data base D exists 
at a· subcollection· of the sites Sl, ••• ,sm~ at the j-th site Sj 
are relations Rl(Sj) , ••• ,Rn(Sj) •.. · 

. . 
The user with view number l sees a collection of relations 
C={Ri(Sh), h = l, ••• ,j, i = l, ••• ,m} with the following r.estric
tions: 

1. Each relation is on a unique machine i.e. no two rela
tions in C have the same name 

2. A user interaction with the data base can only span 
relations at a single site 

Note that th~ user presented with such a "view~ need 
sarily know where a given relation is physically 
fact, except for performance, he cannot tell that the 
C is not all on the machine to which he ~logged into". 

not neces
placed. .In 
collection 

In view 2 restriction number 2 above is ~rapped while .in vie~ 3, 
both restrictions are absent. We i.ilustrate each situation with 
an example. Suppose EMP(NAME, SALARY, MANAGER, AGE, DEP~) and 
DEPT(DNAME, FLOUR#, LOCATION, SALLS) are two relations. First 
suppose EMP is on machine l and DEPT is on macnine 2. With view 
l a user logged onto either machine sees a data base consisting 
of both relations: however he can interact only with the data at 
a single ~ite in one interaction. Consequently tne interaction 
"Find tne names of employees on the first floor" i.e. 

RANGE OF E IS EMP 
RANGE OF D IS DEPT 
RETRIEVE (E.NAME) WHERE E.DEPT 

=D.DNAME AND D.FLOOR# = l 

would not be allowed. However, witn the second view such a query 
would be executed even though it spans more than one machine. 
With the third view portions of DEPT and EMP could be on each 
machine. For example machine 1 might have all tuples from DEPT 
where LOCATION = 1 and machine 2 woulo have the remainder of the 
relation. Moreover, an employees tuple could similarly be on the 
machine having data for his location. With this view each rela
tion may be physically distributed. 

Note that all three views differ fundamentally from the approach 
taken by tne data computer lMAHI75j project. There a large cen
tralized facility is providea. 

The consistency condition determining the correctness of an in
teraction, I, for each of the views is the following: Suppose 
the collection of relations C is assembled on one machine: rela-
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tions with the same name being merg~d. The interaction, I, can 
be processed against this data base and yields a result defined 
in [H~L075] • This result must be the identical to one produced 
by first applying the interaction to the distributed data base 
then assembling the resulting relations. 

Regardless of which view is supported the need for copies of re
lations may arise. Two reasons are commonly given for the ex
istence of copies: 

1) reliability 
If a machine fails a backup copy of a relation on another machine 
may be used. 

2) performance 
In environments where there is a large percentage of retrieve re
quests, higher performance may be obtained by directing such re
trievals to the "closest" copy. 

In either case the copies must be kept current. In a later sec
tion we will see that how copies should be upaated will depend on 
whether they exist for reason 1 or reason 2. 

Lastly, regardless of which view is supported and whether copies 
of relations exist, the network can be run with varying amounts 
of control centralized in a single machine. we shall refer to 
this decision as whether "GOO" should exist and if so what powers 
should he have. It will be seen that the existence of "GOD" is a 
very funuamental question. 

In the next four sections we examine implementation problems in a 
network environment which are present for some or all of the 
views. These problems are grouped into four categories: 

1) New user commands needed 
2) Problems with storage of system catalogs 
3) Decomposition and query processing problems 
4) Concurrency ana consistency problems 

We examine each in turn. 

III NEW USER COMMANDS 

For all three views the following user coJnmands must be addea to 
the IN~RES user language [ZOOK76]. 

1) The command language will be expanded to include a keyword 
"LOCATION" oy which a user can indicate 11is knowledge (or desire) 
concerning the physical location of a relation. 

For example, one RANG£ declaration would be the following: 

RANGE OF £ IS EMP (LOCATION = 1) 
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In this case the user is only interested in the EMP relation if 
it is at site 1 (or the portion of it present at· site 1). 

Similarly, 

CREATE NEW EMPLOYEE (LOCAT~ON =2) 
= I4) 

(NAHE =Cl~, AGE = I2, SALARY 
' 

indicates a desire to create a relation NEW Etvl.PLOYf::E at s·ite 2. 
Other commands are similarly extended in a · str::lightforward 
manner. 

2) It must b~ possible to mo~e a relation from 9ne'sit~ to ahoth
er. This requires a command: 

HOVE RELATION_ NAME.( LOCATIOi~=X) TO RELA'I'ION_l~Al-1~ (LbCA'I'IOt.i=Y) 

3) If view three is adopted there are three po~~ible ways to form 
a relation which spans more than one machine. · · 

One sequence of operations might be: 

' RANGE OF R IS RELATION 
RETRIEVE INTO W(R.ALL) WHERE QUALIFICATION 
DELETE R WHERE QUALIFICATION 
NOVE w '1'0 RELA'l'ION (LOCA'l'ION = X) 

Tnis sequence of steps 
satisfy QUALIFICATION 
the machine at LOCATIO~ 

moves the tuples from RELATIO~ 

fto~ the machine tney are currently 
x. 

which 
on to 

Alternately, CREATE can be applied at several sites and a bulk 
load (using the COPY facility) done for each machine. 

Both of the above mechanisms create a relation which is distri
buted according to a user definea criteria. A user who wishes to 
utilize location. info~mation to ·speed ~recessing must build it 
into the transactions he writes. Moreover, he must guarantee 
that the distribution criteria which he is using remains valid. 
For example, if machine 1 has employees ~itn salaries under 10000 
and machine 2 has the remainder, the user ~ust guarantee that 
this condition remains true after updates. To do so, for exam-. 
ple, it may be n~cessary to move a tuple trom one machine to 
another upon a raise or paycut. 

The third mechanism is designed to allo~ the system to .~tilize 
(and enforce automatically) a distribution criteria. This re
quires a new form of the CREATE command. 

DIS'l'_CREA'IE RELATION_NAHE ( {:00MAii~_NAi'1E = FORMA'l'}) 

({QUALIFICATION = LOCATION}) 

Here, QUALIFICATION is a valid QUEL qualification involving only 
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a singl~ tuple vari~bl~ ranging over RELATIO~_NAME, and LOCATION 
is a valid location. 

·An example of this command is the following: 

DIS'l'_CREATE EMPLOYEE (NAME = Cl0, AGE = I2 1 SALARY = I4) 
RANGE OF E IS EMPLOYEE 

(E.SALARY <10~00 = LOCl, 
E.SALARY >=100~0 = LOC2) 

The effect of this command would be to create a distributed rela
tion. Moreover, the system would ensure on all updates that the 
distribution criteria remained in force. In addition, it would 
try to utilize the distribution criteria to limit any sear;h for 
information. The former is easily done by checking each moditied 
or added tuple against ,the aistr ibu tion criteria and inserting it 
in the local data base only if it meets the local distribution 
criteria. Otherwise a message must be sent to the appropriate 
machine. To achieve the latter effect requires the system to ex
amine the qualification p~esented by th~ user and direct his in
teraction only to those machines whose distribution criteria do 
not have an empty intersection with the one of the user. 
Although this step requires a theorem prover in tne general case, 
there are several simp!~ cases that can be checked .readily. 

The reasoning behind suggesting that the distribution criteria 
only have a single tuple variable is that the above two steps ap
pear reasonable for this special case and are much more difficult 
otherwise. Also, it is felt that a more general criteria is not 
needed. It should be noted that the qualifications presented in 
a DIS-CREATE need not be disjoint. In this case it is possible 
that identical tuples may exist on different machines. However, 
this presents no consistency problems. 

4) To achieve backup copies, a backup command is required, for 
example: 

BACKUP Of RELATION NAME(LUCATIO~ = X) IS 
RELA'l'IOi~_NAi,lE (LOCATION = Y) 

5) In section 6 it will be seen that there is a high overhead in 
communication traffic associated with CREATE and UEST&OY since 
network consistency must be guaranteed. To help avoid this over
head two kinds of relations will be permitted: 

a) regular relations. These are shared among tne network. 

b) local relations. Tnese are only visible to a user logged 
onto the machine where they reside. 

A naming convention will be enforced to distinguish the two 
cases. Of course, users must be aware of the convention. Local 
relations involve substantially less overhead to manipulate as 
will be presently indicated. 



0 0 ' 
n ,;~ 8 0 ~ 2 

i!"·4 
(,-! v ;;;> 

-25-

IV SYSTEM CATALOGS 

Each machine should keep system catalogs for the relations which 
reside physically on that machine. Since tnis condition must be 
true for a network consisting of a single machine, it appears 
useful to require this situation to be generally true. For pur
poses of this paper the INGRES system catalogs contain four types. 
of information. 

a) the relation name 
b) parsing information (domain names, format, etc.) 
c) performance information (number of tuples, storage struc

ture, etc.) 
d) consistency information (protection, integrity constraints, 

etc.) 

A distributed INGRES can exist with each machine maintaining only 
its ·own system catalogs (subject to some consistency constraints 
discussed in Section 6). However, an interaction which involves 
a relation not on the originating machine may necessitate a 
search of the complete network for appropriate catalog informa
tion before execution can take place. To potentially improve 
performance, at least the following options for redundancy exist. 

1) Designate one machine "GOD". Store a complete collection .ot 
system catalogs at that site. In this case unknown catalog in
formation can always be obtained by requesting it from HGUDH. 

2) Store item a) above tor each machine at every otner machine. 

3) Store a) and b) on every machine. 

4) Store a) - d) as above. 

5) Whenever items a) - d) are required by a 
out make no effort to correctly upaate them. 
mation after a predetermined length of time. 

macnine, save them 
oiscara sucn infor-

The advantage of case 1 is that there would be no need to Dread
cast commands to each machine, one could simply ask "GODH where 
desired aata is located. Of course, the network fails completely 
if "GUD" becomes inoperative. Improved reliability can only oe 
obtained by having a backup copy of ''GOO". 'l'he performance tra
deoff concerning ''GOO" is tne communication traffic generated by 
broadcasting requests when necessary versus the traffic generated 
keeping "GOO" with an up to date collection of system catalogs. 

Very crudely, let k be the number of sites and x the percentage 
of INGRES commands which involve data at a remote site. Without 
"GOD" there will be an average (k-l)x messages per interaction to 
find necessary catalog information. In addition, if a relation 
is distributed over f sites, then fx responses will be returned 
to the requesting site. With "GOD," per interaction tnere will 
be x requests to "GUO" tor locations of data, x requests to these 
locations to satisfy t~e interaction and then y messages to up-
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date the catalogs at "GOD's" location (where y is the percentage 
of commands which update the system catalogs). Because INGRES 
currently maintains detailed performance information y is not 
substantially less than 100%. (How~ver, y could be reduced sub
stantially by less frequent maintenance of this information.) 

Hence, the "GOD" solution has lower traffic if 

x (k+f-lf ,> 2x + y 

If k = 6, f=k/2x = 0.1 and y = 0.6, then both methods generate 
the same traffic. 

Case 2 assures that any machin~ knows where all relations in the 
network are. Hence, a request for catalog information can be 
sent to the correct machine and a broadcast of the request avoid
ed. The overhead of case 2) is that of keeping the information 
current. That may or may not be greater than the overhead of 
supplying "GOD" with much more detailed information. 

Case 3 will allow ~n interaction to be completely parsed at the 
site from which it originates with no requests for additional 
information. However, for execution to begin items c) and a) 
must be requested from remote sites. 

Case 4 generates no network traffic in parsing and Jeciding on an 
execution strategy for an interaction. However, the cost of 
keeping such detailed information current may be very high except 
in "RETRIEVE almost always" environments. 

Case 5 appeals to a working set management strategy for system 
catalogs. This technique is widely used in memory management for 
operating system_s [SHAW75]. Here, a machine might be required to 
assemble catalog information about a relation residing at a re
mote site. However, once assembled, the information would be en
tered into local system catalogs. Then, if a particular relation 
is referenced again, catalog information is at the local site and 
need not be requested again. After a certain period of time ca
talog information so obtained would be declared "out of date" and 
discarded. In this case one may obtain ~xecution time errors and 
optimization mistakes oecause of inaccurate information. 

V DECONPOSITION 

Since IW~RES decomposes a multivariable interaction into a se
quence of one-variable interactions [WONG76, STON76], additional 
steps must De taken when the relations involved are not on a sin
gle machine. Also, the optimization problem discussed in 
[WONG76] must be restated. 

If view 1) is used there is no problem. The interaction need 
only be sent to the correct machine tor processing according to 
the currently implemented algorithms. 

In view 2) or 3) , one always has the option of reducing the prob-
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lern to the case of view 1) by a sequence of MOVE commands to as
semble all needed relations on a sihgle machine. The other op
tion is to extend the decomposition algorithm. 

- The machine on which an interaction originates can parse the in
teraction and start the decomposition process. It can perform 
the "one-variable overlap algorithm" to split the interaction 
into components. Any of these components which involve only a 
single tuple variable can be immediately sent to the appropriate 
rnachine(s) and processed. ·rhe result is a temporary relation 
formed on the appropriate rnachine(s) which must return a descrip
tor (summary of catalog information) to the originating machine. 
The reasoning in lWONG76] concerning the viability of this algo
rithm appears to hold equally well in a distributed environment. 

The originating machine must now decide on a tuple variable on 
which to perform tuple substitution. The required performance 
information concerning each of the relations involved already 
exists on the machine either because it was assembled before 
par~ing or returned as a result of a one variable clause. 

After this decision, the entire interaction must be sent to the 
rnachine(s) on which reside the relation to be substituted for. A 
descriptor for all other relations involved must also be sent. 
These machines then perform tuple substitution, forming in the 
process, a sequence of interactions each with one less tuple 
variable. Each such interaction is treated as if it were an in
corning interaction. The process terminates when only a single 
tuple variable remains as noted in [WONG76J. 

Two notes will be made, then we will do an example. 

1) If the command is a RETRIEVE INTO NEW_RELATION, the resulting 
location of NEW RELATION is the machine which has the only rela
tion for which tuple substitution is not performed. Moreover, if 
that relation is distributed, NEW RELATION will be distributed 
also. This location(s) are not predetermined, since the process
ing strategy for interactions makes incremental decisions. If 
the user wishes NEW RELATION elsewhere, it must subsequently be 
moved with a I•'IOVE command. Alternately, the user can specify: 

RE'l'.I:UEV E Il\1'1'0 NEW_RELA'I'ION ( LOCA'riOt~ = X) 

which will guarantee a specific lo6ation. In this case the 
decomposition strategy can be invoked and a MOVE command generat
ed subsequently. Alternately, the algorithm in [WONG76] can be 
modified to avoid substituting for a relation on the appropriate 
machine (if that is possible). This will ensure that the rela
tion ends up on the correct machine. 

2) The algorithm in [WONG76] does not consider a network en
vironment. In order to do optirnaization in this case the follow
ing parameters could potentially be used in the optimization 
equations of [WONG76] • 
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a) speed of the secondary storage device on each machine 

b) speed of each CPU 

c) c6mmunication cost between each pair of machines 

d) the location desired for the result relation (or the location 
of the relation to be updated) 

we now indicate an example of distributed decomposition at work. 

Suppose EMP (NAME, SALARY, MANAGER, AGE, DEPT) is a relation dis
tributed on machines 1) and 2). Suppose on machine 1) the fol
lowing interaction is received: 

Find the employees under 35 who earn more than their managers, 
i.e. 

RANGE OF E IS EMP 
RANGE OF M IS EMP 
RETRIEVE (E.NAME) WHERE E.SALARY> M.SALARY 

AND E.MANAGER = M.NAME 
AND E.AGE < 35 

The following steps are performed: 

1) Machine 1) assembles (if it does not have already) a descrip
tor for the two pieces of the EMP relation and parses the in
teraction. 

2) Machine 1) detaches the one variable clause (E.AGE < 35) and 
issues the following interaction for processing on both machines 
1) and 2). 

RANGE OF E IS EMP 
RETRIEVE, INTO W(E.NAME, E. SALARY, E.MANAGER) 

WHERE E.AGE< 35 

As.a result w will be created on both machines and a descriptor 
returned to machine 1) containing catalog information on w. 

3) The query which remains is 

RANGE OF E IS W 
RANGE OF M IS EMP 
RETRIEVE (E.NAME) 

AND E.MANAGER 
WHERE E.SALARY > M.SALARY 

= M.NAME 

Machine 1) now decides whether to substitute for E or H. Since, 
W is smaller than EMP, E is likely to be a good choice. Hence it 
transmits the above interaction two both machines 1 ana 2 with a 
descriptor for w and EMP and an indication that w is to be suo
stituted for. 
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4) Each machine now substitues for w the first or next tuple in 
W producing the query: 

RANGE OF M IS EHP 
RETRIEVE (name) WHERE salary > M.SALARY 

AND name = M.NAME 

This is a one variable query which must be processed by both 
machines. 

Hence, for each substituted tuple on either machine two querir!S 
are generated, one for each machine. 

5) After finishinging tuple substitution both machines report 
back completion information to the calling process who reports 
back to the user. 

In this case qualifying tuples are sent directly to the users 
terminal as they are discovered.· However, if the query had 
callea for the construction of this information in a new rela
tion, it w9uld have been distributed on both of the machines. 

It should also be noted that a new invocation of the INGRES 
processes must be used at each level of substitution. Hence, a 
tree of processes is used to perform an interaction. ·rhis is re
quired or else deadlock could easily result. The overhead of 
these invocations may NOT be trivial. 

Note also that a non local query is generated for each tuple 
which exists in w, a sizeable traffic load on the network. Of 
course, there is high serial redundancy between queries which can 
be removed by a coding scheme. Even so, it may be more efficient 
to assemble w and EMP on a single machine which would then gen
erate no traffic.during processing at all. ~his option becomes 
more attractive as the interactions become more complex. (Howev
er, space constraints may make this option impossiole.) 

The situation is more complex for upaates. Consiaer toe follow
ing example whereby the salary of all employees who earn more 
than their managers is to be changed to equal that of their 
managers. 

RANGE OF E IS EMP 
RANGE OF 1•1 IS Er-'1P 
REPLACE E(SALARY = M.SALARY) 

WHER£ E.MANAGER = M.NAME AND E.SALARY > M.SALARY 

As noted in [STON76] this command is turned into the following 
RETRIEVE to isolate tuples to be changed 

RANGE OF E IS EMP 
RANGE OF M IS EMP 
RETRIEVE (E.TID, M.SALARY) WHERE £.MANAGER = M.NAME 

AND E.SALARY > M.SALARY 

The result of this command is a "deferred update file" which is 
then processed to alter the salary for the tuple with a tuple 
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identifier of (TID) to the value of M.SALARY. 

Several problems arise: 

1) '£he deferred 
Moreover, the 
example to show 
may end up with 

update file will, in general, be distrib~ted. 
decomposition process can be carried out for this 
that the deferred update file for each machine 
updates to be done by both machines. 

Clearly TID must be expanded to be a unique network identifier. by 
inclusion of a machine location. 

2) A synchronization problem exists. on a single machine the de
ferred update file can only be processed aft~r the RETRIEVE which 
created it has been completed. Other~ise, an inconsistent data 
base could be generated as noted iri (STON76]. Since a deferred 
update file will be processed by perhaps more_ than one machine in 
a network, all RETRIEVE's must be finished before ANY deferr~d 
update file can be processed. 

The approach needed appears t6 be the following: Each aeferred 
update file must be processed redirecting updates which are for 
different machines. This may be done as the file is created 
broadcasting one tupl~ at a time or more economically by process
ing the deferred update file as a whole redirecting all changes 
to each machine as a unit. Upon acknowledgement from all 
machines of receipt, it can issue "DONE" to the process control
ling the interaction on the originating machine. When the ori
ginating machine receives "DONE" from all machines involved in 
the interaction, it can then issue a message "do deferred up
date". Upon a second "done" from each machine, it can send 
"done" to the user and the interaction is finished. As not~d in 
(LAM~76aj, an additional round of "handskaking" is required in 
order for crash recovery software to work correctly. 

3) If INGRES is guaranteeing a distribution criteria then some of 
the Updates may require that a tuple be moved from one machine to 
another. For example an update to an employees salary may re
quire that his tuple be moved. This action must take place be
fore the second "done" can be issued. 

VI CONCURRENCY CON'l'ROL 

The concurrency control algorithm given in [STON74, STON76] will 
no longer work without extension to a network. There appear to 
be two choices: 

1) Avoid deadlock by requesting all needed resources in advance. 
For a single INGRES command, these are known and safety lSTON74] 
can be guaranteed by requesting an appropriate collection of 
locks. If they cannot all be obtained from the appropriate lock 
subsystem on the various machines, all locks held must be 
released and a retry atter some delay must be done. Note tnat 
the overhead of obtaining such locks is equal to that of a non 
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distributed INGRES system, in the special 
tions reside on the originating machine. 
menting this scheme is a straightforward 
current INGRES concurrency scheme. 

case where all rela
Also, note that imple

generalization to the 

2) Detect deadlock if it occurs and back out a chosen "victim". 
This scheme is used in SYSTEf-1-R {GRAY75, ASTR76] for a single 
machine. Detecting deadlock requires assemoling the equivalent 
of a "lock out graph" [l11ACR7 6} for the whole network and then 
detecting cycles in it. Whatever machine performs this function 
effectively must assemble ALL concurrency information for the 
network ana maintain its currency. It is more reasonable to sim
ply route all lock requests to this machine and nave it resolve 
conflicts. Hence, this machine effectively becomes "GOD". 

Without such a "GOD" deadlock detection appears difficult and 
costly. 

Picking a victim and performing backout involves applying the 
r~covery scheme to the INGRES process which originated the tran
sact.ion and all its slaves. This involves little aaditional com
plexity to the current recovery algorithm. 

' ' 

Note that the backout scheme just mentioned is required if one of 
the machines which is involved in processing a transaction 
crashes. 

In addition to the concurrency problem, there are several con
sistency problems. 

1) INGRES must guarantee that a data base D has a unique data 
base administrator (i.e. D cannot exist at two sites with dif
ferent DBA's). Moreover, it must resolve the concurrency problem 
which arises if two DBA's try to simultaneously create a data 
base with the same name. 

To solve this problem, CREATDB (CREATE DATA BASE) must time stamp 
[LAMP76] its intention of creating a aata base and send such a 
time-stamped message to each other site. Then, it must wait tor 
an acknowledgement from all sites before actually executing the 
command. If it receives a message from another site with the 
same intention with an earlier time-stamp, it must issue an error 
message to its user. Identical messages with identical time 
stamps are "ties" an~ can be broken by an arbitrary ordering of 
the machines in the network. The time stamping mechanism is as
sumed to follow tne rules in [LAMP76} • 

Again, the extension to the current code is not difficult. 

2) In views 1) and 2) INGRES must guarantee that a relation ex
ists at only one site; in view 3) it must guarantee that all re
lations of the same name have identical descriptions. 

The same solution as above can be used. Note that each time a 
CREATE is executed, all other machines must oe informed. This 



-32-

overhead must be tolerated for relations which are "non localu as 
discussed in Section 3. 

3) Crash recovery software must restore a consistent network. 
On a single machine INGRES provides the facility that each INGRES 
interaction is run to completion or its effects are und6ne (i.e. 
the data base appears as if the command has never been run) the 
recovery software is especially tedious when updates to the sys
tem catalogs are involved (such as for CREATE which creates .a re
lation). 

In a network recovery becomes much harder. At any point in pro
cessing an interaction one of the-involved machines may fail. ~e 
assume that such a failure is always signaled by failure to ack
nowlege a message or failure to respond "DONEu within a system 
allotted time. 

An INGRES command is processed by a tree structure of operations 
on various machines. If any operation fails the entire tree muit 
be backed out. This can be done by percolating a "back-out" back 
to the root of the tree (i.e. ~he process commuriicating with the 
user) who can then percolate "back out" to all .processes it 
calls. Iteratively, every node will be notified to reset. A 
similar process holds for nodes below the crashed node. 

Other problems exist if redundant system catalog information is 
kept. When the down machine is restored, this information must 
be updated to be consistent with the current state of the net
work. It appears feasible (but tedious) to do this by using the 
system catalogs on all other machines. Special problems exist 
with back-up copies which are discussed next. 

4) Back-up copies must be kept consistent. 

If "GOD" exists he can know where any redundant copies exist and 
direct updates to the prime copy and any back up copies. Howev
er, if "GOD" does not eiist, then someone else must know where 
copies are. The only reasonable choice is to have such informa
tion both on the machine where the prime copy resides (so updates 
can be redirected to other copies) and on each of the backup 
machines so one can take over if the prime machine fails. 

The problem arises concerning how to switch to a backup copy if 
the prime machine fails, how to bring the prime machine "up to 
date" after it resumes service and how to switch back to it as 
the prime machine. 

Suppose the backup machines are ordered and each .periodically 
sends uare you alive" to the prime machine. With no acknowledge
ment, the first backup machine can become the prime machine. 
During the switch and the interval between the crash and the "are 
you there" some updates may be lost. However, each backup 
machine can obtain a relation consistent as of some point in the 
past be running the recovery software (i.e. each IUGRES interac-
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tions will be processed to completion or not run at all). 

When the down machine resumes, the recovery software will restore 
a data base consistent with that of the backup machine at the 
time it took control. It must then request a copy of all updates 
which occured while it was down. Finally it must send an "I am 
alive~ to all backup machines. Upon acknowledgement by the first 
backup machine, it can resume normal operation. 

In this manner, one copy is designated the prime copy and it must 
be guaranteed to have current and consistent data. Hence, any 
update must be directed first to this copy. subsequently, it can 
redirect updates to other copies. If this is done, only one copy 
of the relation is guaranteed to be current; hence, user re
trieval requests can only be directed to this copy. Other copies 
serve only to augment system reliability. 

The other option concerning upaates of copies is to direct an up
aate to the prime copy and then have it redirect the upaate to 
all other copies. In addition, an update would only be committed 
when a positive acknowledgement of update completion is received 
from all copies. As a result, each. copy is synchronized on 
every update. This entails substantially greater overhead and 
delay than the previous scheme. However, it allows a retrieval 
request to be directed to the "closest• copy of a relation. This 
second option would be desirable for augmented performance in 
"retrieve mostly" situations. 

A different appraoch to consistency of copies is presented in 
['l'HON76aj. 

VII INGRES IMPLEMENTATION 

INGRES will be extended to present view 3) mentioned in Section 
2). There are several reasons for this choice. 

1) There appears only a marginal increase in complexity over im
plementing view 2). Decomposition control and concurrency are 
the same complexity in either case. The optimization of decompo
sition is harder but not impossibly so. Hence, tnere appears to 
be littlE ~ost in selecting view 3) over view 2). On the other 
hand, view 1) appears to emasculate the network ana is considerea 
unacceptable. 

2) The system catalogs obey view 3) regardless of whether data 
relations ao. It appears useful not to distinguish the two types 
of relations (i.e. it is useful to be able to query the system 
catalogs using view 3)). 

3) View 3) appears useful for many data relations. 

Moreover, INGRES will not have a "GOD" 
problems are eased by his presence. 

even though concurrency 
There are several reasons 
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for this choice: 

1) "GOD" may be a performance bottleneck since all traffic must 
be routed through him. 

2) The network will have good performance only if network traffic 
is moderate. If most requests are non-local, there will be huge 
traffic and a better solution might be to create a large central
ized system. Suppose then that ALMOST ALL REQUESTS are local. 

Hence with a ~GOD" each local interaction must involve communica
tion with him concerning concurrency control and updates to sys
tem catalogs. Moreover, a backup copy of ~GOD's~ system catalogs 
and concurrency information must exist on some other machine in 
case of a crash. Hence, all such communication will go to at 
least two machines. Without "GOD", local interactions generate 
no traffic. Hence, the "no GOD~ solution should generate lower 
traffic. 

The system catalogs will be treated· according to strategy 5) 
discussed previously. This "working set" philosophy shoula cut 
rtetwork traffic if "locality of reference" exists. 

Moreover, strategy 2) will also be used. This is requirea for 
reliability considerations. If a machine crashes and the networK 
continues with one less machine, then interactions can oe pro
cessed which do not impact the ~own machine or which involve a 
relation on the down machine which has a copy elsewhere. Unless 
each machine knows what relations are on the down machine, it 
cannot know whetner or not its interaction can be processed. 
Hence, unless strategy 2) is used in view 3), tne crash of a 
machine will effectively crash the whole network. 

Copies will be allowed tor reliability. Updating copies will be 
accomplished oy updating the prime copy first and then redirect
ing updates to any copies. 

Safety for concurrent transactions will · be guaranteed a-priori 
for a transaction consisting of a single INGRES command. The de
cisiori to support this unit tor a transaction is discussed in 
[STON76j • Safety will be accomplished by requesting from each 
lock subsystem on the appropriate machines all needed resources. 
If all locks can be granted, the transaction can proceed~ other
wise, it must release all its locks and try again at a la~er 
time. 

View 3) will be SU?ported and distributed relations allowed in 
two categories. Either the user can decide and enforce the dis
tribution criteria and inform the system of any knowledge he has 
concerning the location of desired information. Alternately, the 
user can declare a relation using DIST CREATL and the system will 
enforce tne distribution criteria. -
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Abstract 

SDD-1, A System for Distributed Databases, is currently 
being designed and implemented by Computer Corporation of 
America. SDD-1 is composed of a collection of datamodules 
which may be dispersed geographically and which are 
assumed to communicate over channels which may vary in 
bandwidth and delay. Also, the system supports redundant 
databases, meaning that portions of databases may be 
stored at two or more datamodules in order to improve the 
reliability and efficiency of database operations. 

This paper pre~ents a brief overview of several key facets 
of SDD-1. These include: 

the system architecture 
the data distribution concepts used by the system 
SDD-1 's approach to directory management 
the method employed for efficiently handling 
updates to redundantly stored data 
SDD-1 's method for efficiently accessing data which 
is dispersed at distant datamodules 

. . 
* This r~search was supported by the Advanced Research 
Projects Agency of the Department of Defense under 
contract no. N00039-77-C-0074. The views and conclusions 
contained in this document are those of the authors and 
should not be interpreted as necessarily representing the 
official policies, either expressed or implied, of the 
Advanced Research Projects Agency or the U.S. Government. 
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1. INTRODUCTION 

SDD-1 is a distributed database system being designed and 
implemented by Computer Corporation of America (CCA) in a 
project sponsored by the Advanced Research Projects Agency 
(ARPA) of the Department of Defense. Work on the system 
is currently in progress. This paper describes the 
system's preliminary design. 

· SDD-1 is designed to support databases distributed 
world-wide over hundreds of database sites. The database 
sites are assumed to communicate over heterogeneous 
communication channels which may vary in bandwidth and 
delay, and it is not assumed that all sites are able to 
maintain continuous communication with each other. Also, 
SDD-1 i-s designed to support databases which are stored 
redundantly, meaning that some or all logical data items 
can be stored at multiple database sites in order to 
enhance the reliability and responsiveness of the system. 

The objectives which SDD-1 is intended to achieve are the 
following: 

1 • reliability/survivability 
continue operation despite· 
inaccessibility of one or more 
sites. 

the 
the 
of 

system must 
failure ·or 

its database 

2. "tunable" efficiency it must be possible to 
distribute data in such a manner that portions 
which are heavily used in a given geographical 
region can be stored near that region. 

3. modular upward scaling - as databases increase in 
size and usage, it must be possible to augment 
system capacity to accommodate these increases by 
the incremental addition of new database sites. 

It is important to note the key role which data redundancy 
plays in achieving these objective~. Reliability and 
survivability are enhanced since SDD-1 can continue to 
access critical data items even if some of the database 
sites at which the data are stored become inaccessible. 
Efficiency is enhanced since data items which are accessed 
by widely separated user communities. can be stored nearby 
each of the communities. Redundancy also enhances 
scalability since growth in database usage can be 
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accommodated by increasing the number of data qopies 
rather than by increasing the speed of memory units. 

On the other hand, data redundancy introduces severe 
problems in preforming updates in a consistent manner. 
The approach taken by SDD-1 in handling these redundant 
update problems is addressed in Section 4 of this paper 
and in [ROTHNIE and GOODMAN], [ROTHNIE et al], and 
[BERNSTEIN]. 

Other distributed database system designs (e.g., [ALSBERG 
and DAY] , [ELLIS] , and [THOMAS- b]) have permit ted 
redundundantly stored data, but have required that the 
entire database be stored at every database site. This 
restriction is unrealistic for large databases and 
effectively precludes "tunable" efficiency and upward 
scalability. 

This paper summarizes certain key characteristics of the 
SDD-1 design. Section 2 describes the architecture of the 
system and presents the framework used by SDD-1 for 
defining the distribution and redundancy of logical 
databases. Sections 3 5 then describe the manner in 
which SDD-1 deals with key technical difficulties in 
distributed database management: Section 3 discusses the 
management of directory information; Section 4 explains 
the approach taken in SDD-1 to the problem of updating 
redundantly stored data; and Section 5 presents SDD-1 's 
approach to efficiently accessing dispersed data. 

2. ARCHITECTURE AND DISTRIBUTION CONCEPTS 

2.l Global System Architecture 

Figure 2.1 illustrates the general architecture of SDD-1. 
The system is composed of a set of components called 
datamodules which communicate over assorted communication 
channels. The datamodules are all functionally identical; 
that is, they respond identically to external stimuli. 
However, there may be a great variety of datamodule 
implementations. For example, some datamodules may 
support mass memories and operate as major data 
repositories in the net while others may be small systems 
with little storage, operating as data caches for quick 
response to nearby users. 
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General System Architecture of SDD-1 Figure 2.1 

SDD- J. GENERAL SYSTEM DESCRIPTION 

·.DATAMODULES: ' .... 
... 

: · ... ·~ 
• y 

• SDD-1 COMPRISED OF DISTRIBUTED DATAMODULES~ 

e DISTRIBUTION IS INVISIBLE TO USERS, 

e DATA IS STORED REDUNDANTLY. 
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The distribution and redundancy of data in SDD-1 is 
invisible to users. A user connecting to any datamodule 
is presented with the illusion that a complete and 
non-redundant database· is resident at that datamodule. In 
response to users' queries SDD-1 takes responsibility for 
locating the desired data among the distributed network of 
datamod'ules and for updating all copies of changed data 
items; ideally users are able to interact with the 
distributed system as e~sily as with a conventional, 
centralized one. 

The objective of relieving users of the need to be aware 
of distribution issues is similar to goals pursued in the 
distributed operating systems being developed today, e.g. 
by the National Software Works (cf [SCHANTZ and 
MILLSTEIN]), the National Bureau of Standards NAM project 
(cf [ROSENTHAL]), and the Arpanet RSEXEC project (cf 
[THOMAS-a]). These projects take a collective computing 
resource distributed geographically on a computer network 
and make it available to users in an integrated, easy to 
use manner. This approach in the distributed database 
area has also been discussed by [THOMAS-b), [STONEBRAKER 
and NEUHOLD], and [ALSBERG and DAY]. 

2.2 Datamodule Architecture 

This section examines the internal architecture of the 
SDD-1 datamodules. The datamodule architecture is 
illustrated in Figure 2.2. As the figure indicates, each 
datamodule consists of two internal modules called the 
global data manager (GDM) and the local data manager (LDM) 
respectively. 

The LDM manages data located at the datamodule of which it 
is a part. It has no awareness of data distribution 
issues whatsoever. The· LDM can apply data management 
operators to its locally stored data, and it can retrieve 
and modify locally stored data. The LDM performs these 
functions in response to requ~sts from GDM's. 

GDM's, on the other hand, have no local storage at all and 
depend entirely on the LDM's for storage resources. Their 
role is to handle all the data distribution issues in 
SDD-1. Specifically, the functions of a GDM are the 
following: 

The GDM parses a user request into an internal form 
which exposes what operations are to be performed 
and what data is to be operated upon. 
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The GDM determines which datamodules house data 
involved in the requests. This determination 
involves access to directory information which is 
managed as we describe in Section 3. 

The GDM decides what operations should be performed 
by LDM's in the network. The decision process 
takes two factors into account: one is access 
efficiency (see Section 5 and [WONG]) and the other 
is database consistency (see Section 4, [ROTHNIE et 
al] and [BERNSTEIN]). 

Datamodule Architecture Figure 2.2 
DM

3 
DM 1 DM 2 

GDM GDM 

LDM LDM 

GDM 

LDM 

A key motivation for selecting this GDM/LDM structure for 
the datamodule architecture is the long run goal· of 
employing a variety of existing database management 
systems in the role of LDM. The LDM operations have been 
consciously confined to the level of function currently 
provided by typical database management systems. By 
equipping GDM's with the rules for constructing their 
primitive LDM calls in the language of the target LDM, a 
heterogeneous distibuted database system can be achieved. 

In the initial SDD-1 implementation all LDM's will be. 
Datacomputers (cf [M~RILL and STERN]). Since the 
Datacomputer was designed and implemented as a database 
management system without any regard for its future role 
as an LDM, the feasibility of using the Datacomputer in 
this way suggests the plausibility of using other DBMS's 
in this role. 
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2·. 3 Data Distribution Concepts 

The logical data model supported by SDD-1 is relational. 
In this section we consider the stored representation of a 
set of relations in SDD-1. 

The assignment of logical data items to the physical 
storage resources of the datamodules begins with the 
partitioning of each relation into sub-sets called 
fragments. Each fragment is defined to be a rectangular 
sub-set of a relation; i.e. fragments are defined as 
restrictions and projections of database relations. 
Furthermore, restrictions are constrairied 'tb ~nvolve 
simple predicates as defined by [ESWARAN et al], i.e., 
boolean conditions of the form: 

Attribute <relational operator> constant 
where <relational operator>:= "=","<",">","<", or 

">". 

Also, to avoid updating anomalies similar to those 
described by [CHAMBERLIN et al] with respect to views, 
each projection is required to include the primary key*. 

Figure 2.3 illustrates the partitioning of a PERSONNEL 
logical relation into fragments. 

Fragments are the units of assignment of logical data 
items to datamodules. A given fragment is, by definition, 
either entirely present or entirely absent at each 
datamodule, DMi· However, each fragment may be stored 
redundantly at more than one module. The stored 
representation of a fragment in a given module is termed a 
stored fragment and is designated Stored-Fi m meaning the 
representation of fragment Fi in datamodule m. Figure 2.4 
illustrates the partition of a logical database into 
fragments and the assignment of fragments to modules. 
Each arc from the rectangles (representing fragments) to 
the cir~les (representing datamodules) corresponds to a 
stored fragment. 

* A way of achieving this requirement without impacting 
users is to include in every relation an attribute called 
TID (for tuple ID) which can be used by the system 
inter~ally but is not visible to users. INGRES 
[STONEBRAKER et al] and System R [ASTRAHAN et al] use the 
TID concept for other purposes. Like those uses, though, 
we assume that TID is guaranteed to be unique for each 
tuple. In this way, the primary key required in each 
fragment-defining projection can simply be TID. 
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Partition of a Relation into Fragments Figure 2.3 

PERSONNEL! PERSONNEL
2 PERSONNEL 4 

Name Age Pos. TID Super. Dept. TID 

PERSONNEL
3 

Name Age Pos. %::> Super. Dept. TID 

~ ~ 
~ 

I-- ... ~ 
Each fragment is defined as follows: 

PERSONNEL1 := 
PERSONNEL where Salary > $30,000, 
projected on Name, Age, Position, TID 

PERSONNEL2 := 
PERSONNEL where Salary > $30,000, 
projected on Supervisor, Department, TID 

PERSONNEL'i := 
PERSONNEL where Salary <= $30,000, 

Sal. Yr. 
of 
Ser. 

projected pn Name, Age, Position, Supervisor, 
Department, TID 
PERSONNEL4 := 

PERSONNEL 
projected on Salary, Years-of-service, TID 

Since fragments may be stored redundantly, in general 
there will be more than one way of reconstructing a 
complete and non-redundant copy of the logical database 

TID 
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Assignment of Fragments to Datamodules Figure 2.4 

PERSONNEL 
1 

PERSONNEL 
2 

PERSONNEL 
3 

PERSONNEL 
4 

Da tamodules ~ 

INVENTORY 
1 

INVENTORY 
2 

INVENTORY 
3 

from the collection of stored fragments. For instance, in 
the example of Figures 2.3 and 2.4, there are four ways of 
reconstructing a complete, non-redundant copy of the 
logical PERSONNEL relation: 

1. One which consists of 
Stored-PERSONNEL1,m, Stored-PERSONNEL2 m' 
Stored-PERSONNEL3 n' and Stored-PERSON~EL4 0 ; 

' ' 
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2. Another consisting of 
Stored-PERSONNEL 1 ,m, Stored-PERSONNEL2,m, 
Stored-PERSONNEL3,o, and Stored-PERSONNEL4 0 . , 

3. A third consisting of 
Stored-PERSONNEL1,m, Stored-PERSONNEL2 0 , 

Stored-PERSONNEL3,n, and Stored-PERSONNEL4,o; and 

4. Finally, one consisting of 
Stored-PERSONNEL1,m, Stored-PERSONNEL2 0 , 
Stored-PERSONNEL3, 0 , and Stored-PERSONNEL4,o· 

Similarly there are six ways of reconstructing the 
INVENTORY relation in that example. 

A collection of stored fragments which form .a complete and 
non-redundant copy of the logical database is called a 
materialization. At any given time SDD-1 recognizes a 
specific set of materializations as "supported". A user 
logging in to SDD-1 is given access to the database 
through a specific supported materialization and repeated 
accesses to the system will result in assignment to the 
same supported materialization; 

The make-up of each supported materialization is recorded 
in a table such as the one illustrated in Figure 2.5. · The 
management of this and other directory information will be 
described in Section 3. Another table indicates the 
materialization to which each user is assigned. SDD~1 
will service a user's retrieval requests by accessing only 
the stored fragments listed for his assigned 
materialization. 

The concept of supported materializations (hereafter 
called simply "materializations") is an important element 
of SDD-1 's data distribution model. Since each 
materialization is a complete and non-redundant copy of 
the database, it is analogous to the simpler concept of 
logical relations in the non-distributed database setting. 
The materialization concept plays a central role in the 
notion of database consistency in SDD-1 and has a major 
impact on the problem of updating redundantly stored data. 
This issue is addressed in Section 4. 
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Table of Fragment Assignments Figure 2.5 

PERSONNEL relation INVENTORY relation 
Supported fragments fragments 

Materialization l ~ 3 !1 l ~ 3 

1 m m n 0 m m 0 

2 m m 0 0 0 n 0 

3 m 0 n 0 m m 0 
4 m 0 n 0 n n 0 

5 m 0 0 0 m m 0 

6 m 0 0 0 n n 0 

the indicated 
Note that the 

only and does not 

Table entry is datamodule from which 
materialization obtains each fragment. 
table s~ows supported materializations 
show all possible materializations. 

3. DIRECTORY MANAGEMENT 

One issue which is frequently cited (e.g., in [FRY and 
SIBLEY], [ SIBI.,EY], [STONEBRAKER and NEUHOLD]) as 
significant in the design of distributed database systems 
is the management of the global system directory. This 
directbry provides the information which the GDM's require 
to parse user requests, to locate data of interest, and to 
choose accessing and updating strategies. 

Alternatives for handling the directory include: 
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storing it in a single, central datamodule; 
storing a complete copy at each datamodule; 
dispersing the directory over the set of 
datamodules non-redundantly; and 
dispersing the directory over the set of 
datamodules w~th some redundancy. 

The optimal choice among these alternatives depends upon 
the pattern of transaction traffic in the network. 
Ideally, general purpose distributed database systems 
would not adopt any of these alternatives directly but 
rather would permit the choice to be made as part of 
database design. 

SDD-1 achieves this flexibility by treating the directory 
as ordinary user data. The data which comprise the 
directory are partitioned into fragments just as all other 
user data are, and like user data, these fragmerits are 
stored in a distributed and redundant manner throughout 
the system. In this way arbitra~y levels of redundancy 
and distribution of the directory can be supported. It 
should be noted that treating the directory as user data 
also makes other system features such as security, 
integrity, and concurrency control available for directory 
management. 

There is one regard in which directory information cannot 
be treated identically to user data and that is in the 
matter of determining where the directory information for 
the directory itself is maintained. In other words, where 
does the system maintain the information telling it where 
each fragment of the directory is stored. It is necessary 
to treat this information specially in order to provide 
the system with a known starting point from which 
directory information can be found. 

This problem is handled in SDD-1 by factoring the 
directory information for directories into separate 
relations which are stored in every datamodule. The 
decision to store this level of directory information at 
all datamodules is based on the assumption that these 
relations are small and very retrieval intensive. 
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4. EFFICIENT REDUNDANT UPDATING 

In developing a distributed database system such as SDD-1, 
one of the key problems is to update the multiple copies 
of a single logical data item in such a way that 
consistency of the database is preserved and excessive 
synchronization overhead is avoided. The SDD-1 approach 
to this problem is treated in detail in [ROTHNIE et al] 
and [BERNSTEIN]. In this section we outline certain key 
aspects of the technique. 

The notion of database consistency is defined for SDD-1 in 
terms of materializations. Since each (supported) 
materialization represents a non-redundant logical view of 
the database as it might be seen by a user, a strong form 
of consistency must be preserved within each 
materialization. Indeed the internal consistency of each 
materialization must be maintained as strongly as the 
internal consistency of a conventional, centralized 
database system: 

We first assume that each transaction always maps a 
consistent database state into another consistent 
state*. 

Then, internal consis~ency can be defined in terms 
of serializability (cf [ESWARAN et al], [GRAY et 
al], and [HEWITT]). Serializability dictates that 
the effect of a set of concurrently executing 
transactions on a database must be equi~alent to 
the effect of some serial, non-overlapping sequence 
of those same transactions. then, since each 
transaction running separately does not violate 
database consistency, the effect of the concurrent 
collection cannot be inconsistent. 

This form of consistency is quite strong and it is 
expensive to preserve in terms of communication costs and 
processing delays. 

Fortunately it is sufficient, to maintain a much weaker 
form of consistency between materializations. All that is 
required for mutual consistency between materializations 
is that the database copies they represent not diverge 

* Verifying that separate transactions will not violate 
consistency is an integrity checking step of the sort 
described by [HAMMER and MACLEOD]. It will not be 
considered here. 
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over time. It is not necessary for the copies to be 
instantaneously identical at all times; it is sufficient 
that they would attain the same final state were all 
update activity to cease. 

The simplest method for controlling redundant updates is 
to lock those portions of .the database being read or 
written by active transactions. However, in a distributed 
database environment an appreciable and often intolerable 
delay is introduced as locking information is propagated 
to the many computers in the database network. 

More efficient methods for locking in a distributed 
database system have been proposed by [THOMAS-b) and by 
[ALSBERG and DAY]. The method proposed by [THOMAS-b) 
reduces the volume of inter-module communications needed 
for locking by utilizing a voting protocol; in this 
method one need only communicate with a majority of 
datamodules rather than with all. 

The [ALSBERG and DAY] 
introduces the notion of 
In this approach all 
database system must be 
update site, and all 
site. 

method is quite different and 
a "primary site" for updating. 

update activity in the distributed 
handl~n through a single primary 
locki ; occurs locally within that 

Although the improvements suggested by these authors may 
be appropriate in certain contexts, both are infeasible in 
a general distributed system like SDD-1. The method used 
in SDD-1 differs qualitatively from this previous work, 
and the method permits the system to exhibit the same fast 
response for most update transactions that it can offer on 
retrieval. 

Rather than merely trying to improve the efficiency of 
global database locking the SDD-1 method seeks to avoid 
global locking whenever possible. While it is true that 
in general, arbitrary transactions must place locks 
throughout the database network, there are many cases in 
which locking need only occur in the datamodule where the 
transaction was initiated. In these cases, the 
propagation of the update information to all the other 
redundant copies of the data, is carried out by an 
efficient protocol which again o.nly requires locking on a 
module by module basis. 

For any transaction the question of whether it may be run 
without global locking depends on what other transactions 
are to be run in that manner. This decision is made by 
the database administrator as part of the database design 
activity. 
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The database administrator defines classes of transactions 
that are commonly executed in the database application and 
for each class he specifies which datamodu~es are expected 
to enter the transactions. Then using the results 
presented in [ROTHNIE et al] and [BERNSTEIN], the 
specified configuration of transactions is analyzed to 
determine the amount of synchronization that is required 
for transactions in each class. 

A table representing the output of the analysis is used by 
each datamodule at run-time to determine the appropriate 
synchronization level required by a given transaction. It 
is importaht to recognize that this predefinition activity 
in no way limits the transactions which can be processed 
by the system. It merely permits more efficient execution 
of those classes which have been anticipated. 

5. EFFICIENT DISPERSED DATA ACCESS 

The distribution of data in systems like SDD-1 represents 
a potential problem in responding rapidly to complex 
queries. The execution of a user request involving 
cross-referencing operations (e.g., joins) over relations 
at several sites can incur a very substantial delay. This 
delay is caused by the need to bring together at one 
processor all the data required for the execution of the 
cross-referencing o~eration. 

The approach adopted in SDD-1 for handling this problem is 
described in detail in [WONG]. The approach is similar in 
a formal sense to the decomposition strategy proposed by 
[WONG and YOUSSEF!] for optimizing queries in a 
non-distributed database setting. The algorithm in the 
distributed environment operates by decomposing a 
multi-datamodule query into a sequence of local queries 
involving data at only one datamodule, with inter-module 
data transfers between the local queries. The execution 
strategies which are generated by this technique consist 
of a sequehce or steps, each 6f which is either 

a. a set of site-to-site data moves or 

b. local processing on data which has been moved to a 
single site. 

The sequence of · steps selected is determined by a 
step-by-step optimization process which can be represented 
by a binary decision tree. 
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A key assumption of the optimization technique is that 
communication costs will dominate the processing of 
complex queries in a distributed environment. Hence at 
each step the optimization procedure first attempts to 
minimize communication costs and then, within the opti~al 
communication strategy, attempts to minimize local· 
processing. 

6. SUMMARY 

SDD-1 is a distributed database sysiem in the early stages 
of implementation which is 6haracterized by the f6llowing 
key concepts: 

1. It is implemented as a set of communicating 
processors, called datamodule~, which are dispersed 
worldwide and which are envisioned to number in the 
hundreds for a single system. 

2. The distributed implementation is invisible to 
users. 

3. ~SDD-1 supports arbitrary redundancy. The 
storage · of · dat~· items is defined in 
logical subrelations called ·fragments.-

physical 
terms of 

4. Each datamodule is implemented as two communicating 
processes, called the global data manager and the 
local data manager. The partition of function 
between these two componerits permits the eventual 
incorporation of existing database management 
systems into a heterogeneous SDD~1. 

5. Directory information is stored in SDD-1 a~ 
ordinary user data. This permits choices regarding 
the distribution and redundancy of the direct6ry to 
be delayed until database design. 

6. Updating multi-copy data items is a process which 
can represent an intolerable bottleneck in 
distributed systems. SDD-1 employs a transaction 
classification technique which avoids time 
consuming inter-module synchronization for most 
update transactions. 
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1. The system uses an access planning technique which 
attempts to minimize communication costs as its 
primary optimization goal and local ·nrocessing 
costs as a secondary goal. 
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MANAGING NETWORK ACCESS TO A DISTRIBUTED DATABASE.* 

P. Morris** and D. Sagalowicz 

Artificiial Intelligerice Center 
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Menlo Park, California 

A. INTRODUCTION 

This paper discusses one of the components of LADDER 
(Language Acces·s to Distributed Da.ta with Error Recovery) 
[1], a database access system being developed at SRI. The 
goal of this system is to provide to casual users easy 
access to information stored on multiple computers, under 
various database management systems. (The need for- such a 
system has already been amply covered in the pertinent 
literature.) A simple overview of LADDER (·see Figure 1) is 
briefly explained b~low. 
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The first component INLAND (Interactive Natural 
Language Access to Navy Data), provides the user with the 
ability to ask questions about Navy information contained in 
databases similar to those used by the Navy. Although 
INLAND does comprehend Navy terminology and semantics, it is 
not aware of the specific structure of this information. In 
particular, it does not know how the database is subdivided 
into files and records, or where those databases are 
currently located. It therefore translates the query into a 
formal, high-level query to the next component of the 
system, IDA, without any mention of the database structure. 

The next component, IDA (Intel1igent Data Access), [2], 
is given a description of the database structure in a 
structural schema, which is used to translate the query into 
a query program to be issued to database management systems 
(DBMSs). One query to IDA may typically generate several 
queries to the DBMSs which will then access several files. 
Moreover, in our case we assume that these files may be 
distributed on a computer network, such as the ARPANET. 

In our implementation, information about the precise 
location of each file is not given to IDA. Instead, because 
IDA is given the illusion that all files belong to one 
computer, its resulting query program does not include the 
actual name of any file on any computer. Rather, it uses 
generic file names, and the next component issues each query 
to the appropriate computer, replacing the generic file 
names by the actual file names used on those particular 
computers. 

The final component, FAM (File Access Manager), is 
the central topic of 
connecting with various 
versions of pertinent 
queries, and recovering 

this paper. FAM is in charge of 
computers, finding the most recent 
·files, issuing the actual DBMSs 
from errors. 

We now use only one actual DBMS, the Datacomputer 
developed by CCA [3], but hope to extend the system soon so 
as to be able to access several DBMSs. 

Because FAM has been developed to be used independently 
of the other components of the system, we will assume in · 
this paper that a user may interface to FAM either directly 
or via a different front end than that provided in LADDER. 
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B. THE FILE ACCESS MANAGER 

1. Overview 

FAM's purpose is to provide reliable access to a 
distributed database while insulating the user or calling 
program from inessential details concerning that database. 
FAM allows the user to specify files by means of generic 
names: each generic file name corresponds to a primary file 
and perhaps also to secondary, backup copies of it. A local 
model of actual files and locations corresponding to these 
references is maintained. Given a request, FAM decides how 
best to meet it in terms of choosing actual files and a 
single location in which to assemble them. It then proceeds 
to make the necessary connections, logging into remote 
locations, opening and closing files, and moving data as 
required. In the event of certain classes of mishaps FAM 
will take appropriate recovery action. Finally, FAM passes 
on the query, with such simple translations as are 
necessary, to . the database and returns the answer to the 
caller. 

FAM 
GENERATOR 1 

FORK 1: 
ROC 

DATA 
COMPUTER 1 

FAM 
TOP LEVEL 

FIGURE 2 

DATA 
COMPUTER n 

SA-4783-10 

The basic structure of FAM is as shown in Figure 2. 
It is a set of LISP functions that communicates with 
multiple datacomputers by using RDC, a low-level program 
developed by CCA that provides the user with the basic 
functions necessary to access the datacomputer over the 
ARPANET. Several TENEX forks, one per datacomputer, are set 
up by FAM, running RDC: each such RDC receives its commands 
from FAM, located on an upper fork, via a LISP-RDC interface 
and transmits them to the datacomputer to which it is 
connected. 
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FAM maintains a local model of the files it can access 
in a table st6red in a disk file. This table contains 
information necessary for logging on and accessing files, as 
well as the locations corresponding to generic files. In 
addition, some files are identified as temporary, i.e. 
subject to later deletion. In addition to this table and 
the direct inputs, FAM's action is controlled by certain 
global parameters, such as verbosity, which can be set by 
the user or calling program. 

An important aspect of FAM is its ability to recover 
from certain types of errors. In a system involving 
intermachine communication in a network, certain kinds of 
errors inevitably occur as a result of violent termination 
by one or more participants. FAM deals with two basic error 
types. A type 1 error involves the datacomputer crashing 
during a communication episode, or being down when the 
episode begins. The crash must be detectable at the 
interface. FAM responds by finding a new, hopefully more 
placid, location for the file in question. Access to the 
distributed database system is thus . protected from the 
vagaries of operating computer systems by redundant storing 
of files on different machines. 

Type 2 errors are more subtle. They· occur when the 
datacomputer is unable to interpret FAM's command. 
Generally this means that the local model retained by. FAM 
has become inaccurate. For example, a temporary .file 
created by FAM in a previous interaction may have been 
deleted by another user, without a corresponding updating of 
FAM's local model. Depending on. the circumstances, FAM will 
take action to continue the interaction and restore the 
model. There is th~s a tendency for inaccuracies to 
disappear from the model over time. 

2. Capabilities 

This· section presents a user's view of FAM's 
operations*. A typical user will employ the commands 
FAMINIT, FAMSEND, and FAMEND (a second level of commands is 
described in the user's guide; generally they allow more 
detailed control over FAM). 

FAMINIT is executed once to initialize the system. It 
may be given optional arguments specifying the model to be 
used (if these are not given, a default is assumed) .and 
generic files to be immediately located and opened. FAMSEND 

* Unless otherwise noted, statements concerning files and 
generic files also hold for ports and generic ports. A port 
is an input/output path, as well as a logical view of a 
file, on the datacomputer; many datacomputer commands do 
not distinguish between files and ports. 
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may then be used repeatedly to query the datacomputers and 
return responses. Two arguments are passed to FAMSEND: a 
list of generic names (of files and ports) and an expression 
in generic datalanguage representing the query. Generic 
datalanguage is identical to ordinary datalanguage, except 
that references to files are replaced by references to 
generic files. The list of generic names includes all those 
occurring in the generic datalanguage expression. 

the table for the primary locations 
mentioned (a location is a pair 

and a specific file/port available 

FAM will now search 
of the generic names 
'consisting of a machine 
on that machine)~ 

First FAM will choose a machine in which to assemble 
the referenced files and ports. This is necessary because 
the datalanguage expression must ultimately be handed to one 
machine for action. Currently, this decision is made on the 
basis of the least number of files and ports to be copied. 
Aware of copies in temporary files that it has made on 
previous occasions, FAM will first try to open these. In 
general, FAM tries to avoid doing unnecessary work. If this 
fails (type 2 error), FAM will recopy the file. For each 
location needed, FAM will attempt the following: 

1. If the machine is not already connected FAM will 
make the network connection and log in under a 
suitable account. 

2. If the file or port is not open, FAM will open it 
(files are opened for reading, ports for writing). 

3. If steps 1 and 2 are successful FAM is said to have 
accessed the location. For any generic name, if 
accessing of the primary location fails,. the secon
dary locations are attempted in turn, with FAM doing 
the bookkeeping necessary to keep track of connected 
machines and opened files. Datacomputers allow a 
maximum number (six, currently) of opened files and 
ports; FAM will close least-recently used ones as 
necessary to open new ones. 

FAM now transfers such files/ports as it needs, moving 
them first to the local computer--the one on which FAM 
resides--and then on to the new machine. As of this 
writing, the datacomputer does not allow the transfer of 
files directly from one datacomputer to another. FAM gives 
the copies names that reflect their origins and notes them 
in the model. If all goes well, the references to generic 
names in the generic datalanguage are now replaced by 
specific names in the selected machine, and the revised 
datalanguage is sent to that machine for action. The reply 
is read and passed back to the calling program. 

When the user wants to end the session, FAMEND is 
called, causing the deletion of all temporary files (i.e., 
all files copied from one machine to another as described 
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above), including those. created during previous sessions 
that have not yet been deleted--for example, in case of a 
computer crash in the middle of a session. One available 
feature allows copies to be created as permanent files which 
are not deleted at FAMEND. After the deletions all the 
connections to datacomputers are cleanly closed. FAM cleans 
up the local model and then terminates. 

To summarize, FAM gives a user the semblance of dealing 
with a single reliable datacomputer that is connected and 
whose files and ports are always open. 

3. Implementation Information 

The file access manager communicates with datacomputers 
via set of INTERLISP functions that communicates with a 
slightly modified version of the RDC package [4]. For each 
datacomputer accessed, the subsystem RDC is started up on a 
separate fork, which is then synchronised with a 
pseudoteletype (PTY). A PTY is a local buffer that is 
treated by the fork as though it were a terminal. That is, 
commands placed in the buffer are executed by the fork, and 

· output from the fork that would normally go to the terminal. 
is placed in the buffer allowing FAM to operate several RDC 
forks as though it were a human user with several terminals 
(and jobs). 

To assist in the bookkeeping associated with each fork, 
FAM maintains separate control and data environments for 
each datacomputer, implemented by the Spaghetti-Stack 
capability of INTERLISP [5]. A new generator is initialized 
whenever a datacomputer is accessed for the first time. The 
generator handle is stored as the value of an atom naming 
the datacomputer. Much of the information pertaining to the 
datacomputer is held in the form of variable bindings within 
the generator. The control state of the generator is also 
utilized to represent certain conditions. For example, 
because of restrictions on the number of PTYs available, it 
is sometimes necessary to de synchronize a fork so that its 
PTY can be used elsewhere. When this happens the generator 
is suspended in a state such that when it is revived it will 
acquire a PTY from the available pool. 

In order to economize on stack space, when FAMINIT is 
executed a suitable control environment is created and a 
stack pointer set to it. This is intended to be close to 
the top level of INTERLISP, i.e .. the stack is shallow at 
this moment. When the genera tors for each da tacomputer .are 
subsequently created they are "hung" from this point on the 
stack, i.e., the expressions cr.eating them are eva.luated in 
the control and access environment saved by the stack 
pointer. Individual generators can then communicate with 
each other through common variable bindings. The top level 



-64-

of FAM is able to communicate by evaluating SETQs 
access environments, as well as by passing 
directly. 

in these 
arguments 

Each generator keeps a local model of the datacomputer 
situation: it has a list of the open files and ports, the 
directories to which they belong, the directory to which the 
user is logged in on the particular datacomputer, and so on. 

Backtracking, needed to deal with such errors as 
datacomputer crashes, is accomplished via the Spaghetti 
Stack: a stack pointer is set to the appropriate position 
for return in the event of failure. Note that during FAMEND 
all outstanding stack pointers created by FAM are restored 
and the stack is returned to its preFAM state. 

4. FAM Control Structure 

The top level function of this structure is FAMSEND, 
which is passed a list of files and ports to be used, and a 
generic datalanguage query. The locations of each file and 
each port are then determined from the model. Subsequently, 
a central machine for assembling files and ports is 
selected. Then, each location is handled in turn; 
subsequent evaluation takes place in the access environment 
of each machine as set up by FAMINIT. For each location FAM 
decides whether it needs to do any copying and sends 
appropriate commands to the datacomputers. Files are opened 
as needed. Finally, FAM substitutes a specific name for the 
corresponding generic name in the datalanguage. All 
commands to each datacomputer pass through a generator. The 
first time each datacomputer is referenced, FAM establishes 
a copy of the generator with appropriate arguments and hangs 
it from the correct position on the stack. Thereafter, FAM 
merely revives the generator and passes on commands. Each 
generator evokes the functions to set up the forks, control 
the datacomput.er, react to errors, and perform local 
bookkeeping. 

5. Special ProblemS· 

Many rlifficulties stemmed from the desirability of 
maintainini correctness in the local model. A single disk 
file was used to store the model, with open access to all 
users. In one instance however, simultaneous asynchronous 
use allowed one FAM use to overwrite the alterations another 
had just made. To avoid this, when one user of FAM wishes 
to alter the table it (1) opens the file for both reading 
and writing in a mode that temporarily locks out other 
users, (2) reads the file, (3) changes the core image, (4) 
rewrites the file, and finally (5) closes the file so it 
becomes available to other FAM users. If another user tries 

\ 
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to access the file while it is locked, this query will hang 
until the table becomes available. 

Deleting file copies after a datacomputer had crashed 
also created a difficulty. It was decided to note these 
not-yet-made deletions in the table and take care of them in 
subsequent sessions. Note that it is impossible to ensure 
absolute truth in the model. To see this, one need only 
consider the possibility of a crash of the local machine at 
the critical moment between making a change in the 
datacomputer and updating the model.· We attempted as far as 
possible to allow for this and to automatically make later 
corrections. The problems looms even larger when one 
contends with reconciling multiple models at different sites 
using the FAM system. 

A minor irritation arose in connection with error 
messages from the datacomputer. Although the datacomputer 
supplied sufficient information in English for the user to 
distinguish among kinds of errors, the error code available 
to the program was uniform for a wide range of errors. Not 
wishing to parse the English messages, we were fortunately 
able to -guess the nature of many of the errors by their 
contexts. 

Aspects of the 
inelegancies on the 
between the generators 
generators should be 
at the top level. 

Spaghetti Stack forced certain 
FAM system. Communication is awkward 
and FAM's top level. We suggest that 
able to freely access variables bound 

Another problem with generators is their loss when a 
control-D is executed within the generator, i.e., when the 
user wishes to force INTERLISP to go back to its top level. 
This was prevented by redefining the Spaghetti GENERATE 
function. 

6. Suggested Improvements 

One simple improvement would allow the system to choose 
to operate in fast or reliable modes. Currently, with each 
new query the system first tries to open primary locations 
even if secondary ones are already connected, because the 
information in the primary locations is presumed to be 
better. Since attempting access to another datacomputer can 
be slow, some users might prefer to have connected secondary 
locations always used for certain files. A related question 
involves distinguishing between rapidly changing and static 
files, and using this information to determine the 
acceptability of secondary locations. 
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Considerable room for improvement exists in selecting 
the best machine for assembly of files and ports residing on 
multiple machines. One scheme involves modeling the 
"weight" of each file, L e., the approximate time of 
transfer, and using it to compute a minimum time assembly. 

Temporary files and ports could also be dated when they 
are created or reused and then protected against deletion by 
other users until a certain period has elapsed. This would 
prevent the current possibility of a user's temporary files 
being deleted by another evocation of FAM du'ring a job. 
This is actually very unlikely: the files would have to be 
closed at the time. In any case, FAM would recreate them as 
needed. 

We indicated earlier that certain datacomputer failures 
cannot be detected at the FAM-RDC · interface. These 
generally involve failure of the particular job but not the 
overall system. When RDC times out, it is not possible to 
pistinguish these conditions from those of a slow, heavily 
loaded datacomputer. When sufficient facilities for 
checking on the datacomputer, are provided FAM can be 
extended to recover in these situations. 

The greatest deficiency in FAM is of course that it is 
a file ACCESS manager: it does not provide for the creation 
or update of the database. It should also be understood 
that we have addressed here only a small portion of the 
problems arising with a true distributed database facility. 

C. CONCLUSION 

We have described a file access manager that gives its 
users the capability of accessing files distributed over a 
computer network. Using a local model, FAM is able to 
decide which computers to use to execute the user query. It 
also recovers in many cases of error that may occur during 
the response to· a query. Although FAM falls far. short of 
the goals of a real distributed database management system, 
it has been an extremely useful and attractive part of the 
LADDER system. 
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ABSTRACT 

A distributed data management system has been implemented within 
a homogeneous network of local and geographically separated PDP-11/70 
computers in support of a complex real-time mission. The pertinent 
design decisions and trade-off analyses that determined the final soft
ware architecture are described. The baseline requirements for the 
data management ~ystem reflect 1) the capability to represent and access 
complex data structures which include multiple intra-file record chains, 
cross-file record associations, efficient inverted key index structures 
and multivalued keys, 2) location transparency with respect to file 
or record processing in that an application process· can access or up
date a record independent of its location in the network, 3) a pro
tection mechanism for allowing concurrent access to the data base, 
and 4) a simplified interactive user/terminal interface to the distri
buted data base. 

An accelerated implementation schedule and a limited budget led 
to an approach which used a commercially available data base manage
ment system (ELS/Product-3) as the kernel. A software superstructure, 
DBMDSK, was constructed over the kernel to implement the distributed 
data access procedures. It also provided for limited data descrip
tion facilities, automatic startup and recovery procedures, and a 
more sopisticated user/process interface. A copy of the data manage
ment system exists on each CPU and processes all requests to the local 
data base as well as queuing and responding to requests for remote 
data access within the network. The end result is a unique interface 
to the application program which is independent of data location. 

INTRODUCTION 

Recent advances in computer networking technology combined with 
cost/performance efficiency characteristic of minicomputers have 
contributed to the proliferation of distributed processing systems 
(1, 2, 3.) The advantages of a tightly coupled distributed architec
ture approach for the development of complex real-time systems are 
even more significant. They include enhanced overall system perform
ance achieved via load sharing and reduced operating system overhead 
for context switching, improved system reliability via dynamically 
switchable backup processors and, most important, a higher degree of 
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system modularity achieved through design freedom in the allocation of 
system functions to processing nodes. Futhermore, if processing nodes 
of the system are to be geographically dispersed, a distributed system 
approach becomes fait accompli. 

Distributed processing systems do not, herewith, always imply 
the implementation of a distributed·data base (4). If data bases 
are local to each processing node and the passage of data between 
nodes is a function only of the application programs then. the data 
files are not truly distributed. Conversely a distributed data base 
system should infer that data :retrieval or maintenance operations can 
take place in a .manner which is somewhat independent of the location 
of the requesting node and the location of the data base node (or nodes) 
responding to the request. The more "system" transparent these opera
tions are to the user the more "distributed" the data base. 

The data management system (DBMS) described here is a hybrid 
example in that the data base is distributed homogeneously among. 
two groups of computers where the groups themselves are geographically 
separated. One group contains three tightly coupled PDP-11/70 proces
sors and the other contains five. A copy of the data mal)agement 
system exists on each processing node. The data base files and associ
ated structures are allocated in such a way as to optimize locality of 
reference, especially important when real-time access to the data base 
is required. The DBMS is distributed and application processes request 
access to foreign da.ta bas~ files as if they were loca 1 requests. The 
requesting process is only aware of increased response time. 

Once the decision is made to implement a distributed data manage
ment system several additional problems begin to surface and must be 
resolved (5). 

1) proper handling of concurrency issues 
2) maintaining the integrity of the data base in a multi-access 

enviromnent. 
3) recovering the data base during total or partial system 

failures. 
4) developing network interprocessor communication methods 

which are independent of network topology. 

The rema~n~ng sections give a brief functional description of 
the DBMS requirements, followed by an informal walkthru of the design 
alternatives which is followed by a more detailed description of the 
DBMS architecture. Performance statistics and future enhancements 
are addressed in the conclusions. 

REQUIREMENTS 

This section relates the major functional requirements which 
drove the design of the DBMSa 
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Data Structures and Access Methods 

The DBM system must allow for the creation, retrieval and main
tenance of records, files, and complex data interrelationships. Speci
fically the application requires that the following capabilities be 
provided: 

1) generalized record linking and chaining operations. 
2) dynamic file space management as records are randomly 

added and/or deleted. 
3) multiple keyed index structures for rapid random 

retrieval of data records based on their content. 
4) sequential processing of the index structures for access 

to data records in a specific collating order. 

Performance 

The real-time data access and maintenance requirements for the 
DBMS are quite severe. Methods must be incorporated for reducing 
the number of transfers to and from secondary storage devices for 
frequently accessed data. Furthermore, to reenforce proper local 
file assignment and structure determination, data base performance 
statistics are to be maintained within the DBM system and dumped 
periodically. The statistics can then be analyzed for optimizing 
file placement and file structure (2). 

Concurrent Operations 

Since the data base will exist within a multiprogrammed and 
mtilti-access environment, concurrent access to the data base will be 
possible and therefore conflict conditions can occur. A generalized 
record locking/unlocking mechanism must be provided to maintain data 
base integrity (6). 

Unsophisticated User 

Because of the large number of applications programs which will 
reference the data base, it was strongly recommended that detailed 
knowledge of the internal data base structure and access methods be 
hidden from the user (applications program) to whatever extent possible. 

A level of data and DBMS independence is therefore required. As 
an example, a user of the DBMS should not be required to obtain, hold, 
and release record locks while accessing the data base. Data descrip
tion facilities should be provided by the DBMS to the extent that it 
does not seriously degrade system performance. 

Location Transparency 

Access methods to foreign data bases existing on other nodes with
in the network should be the same as if they were local. The only 
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difference noticeable to the user should be performance. This require
ment allows for greater flexibility in the placing of data base files 
within the network as well as simplifying the user's view of the dis
tributed data base. 

Restart/Recovery 

The DBMS should be capable of maintaining the integrity of the 
data base through most types of system failures. A restart/recovery 
procedure must be implemented to roll-back selected data base files 
to the last checkpointable operations. 

Off-line Creation 

The real-time application for which the DBMS was designed requires 
many of the information. files to be replaced on a daily basis. A num
ber of these files are large, and partially inverted using index struc
tures. Building the structures on-line would cause a significant de
gradation in system performance and throughput. Therefore, a require
ment exists to build the structures daily on an off-line processing 
system1 transfering the files to the on-line system and providing a 
near instantaneous switchover of the partial database without user 
impact. 

DESIGN AND IMPLEMENTATION ALTERNATIVE 

The approach to the implementation of the DBMS was driven by the 
requirements described earlier and constrained by: a fixed schedule 
allowing five calendar months for the design and implementation; a 
manning level of 1~ to 2 programmer/analysts; and pre-selected hard
ware (PDP-ll/70s) and operating systems (RSX-llD/M). In this respect, 
several alternatives were immediately considered: 

1) Build upon the primitive file services of the RSX-llD opera
ting system. Although this was possible with the available 
technical talents, the tight schedule and personnel resources 
ruled out the development of a software system containing an 
estimated 5000 instructions. 

2) Acquire an off-the-shelf, commercially available data base 
management system. Pursuing this alternative revealed that 
very few packages. were available (7). The two most promis
ing systems for the PDP-11 which could be delivered in the 
spring of 1976 were IDMS (10) and PRODUCT ;..3 (8), neither of 
which ~ould satisfy the requirements of a distributed system. 
A file management package being developed by DEC, RMS-11, was 
rejected because it was still under development and access to 
the source code for the implementation of remote data base 
access procedures would be difficult if not impossible. 
IDMS was rejected basically for two reasons. Access to the 
source programs could not economically be justified and al
though the generality of the data description features, based 



-72-

on the CODASYL specifications (9) were a distinct advantage, 
it would not meet the performance requirements set by the 
real-time application. A back-end data base machine based 
on IDMS was briefly considered but, the cost of the hardware, 
software and interface to the network turned out to be 
prohibitive. 

3) Build upon a commerically available DBMS. IDMS and RSM -11 
were not suitable for the same reasons provided above. 
PRODUCT - 3 however exhibited several qualities that lent 
itself for this approach. 

1) immediate availability with options to purchase 
the source programs. 

2) Proven implementations:on multiple installations. 
3) A simple architecture and user interface that 

allows the system designer flexibility in "doing 
his own thing" with the DBMS. 

4) reasonable memory requirements. 
5) reasonable acquisition cost. 

The approach that was elected, obviously was to acquire PRODUCT 
- 3 and begin structuring a DBMS architecture in support of the stated 
functional requirements. 

DESIGN APPROACH 

General Architecture Definition 

Examination of the internal structure and capabilities provided 
by PRODUCT - 3 indicated that a software Superstructure was feasible, 
e.g., a "user interface", that could implement the additional data 
structure requirements, shield many of the nasty processing details 
from the application programs and provide a standard interface to a 
separate interprocess communication mechanism (IOH) to achieve location 
transparency. 

Figure 1 illustrates the general architecture of the DBMS as an 
expansion of PRODUCT - 3. The PRODUCT - 3 structure is embedded in the 
system as an independent, single-thread kernel task (KEYCHAIN) perform
ing all data base operations plus a set of reentrant and sharable sub
routines providing unified inter-task synchronization, interface data 
handling, parameter validation and error handling. These interface 
subroutines are connected to the kernel task via a sharable interface 
common (Figure 1). It seemed clear that the kernel task should be 
disturbed as little as possible in favor of expanding the less complex 
user interface subroutines. This was especially desirable since the 
basic data structures and functions of the kernel task were sufficient 
to handle all of the DBM requirements when combined with the expanded 
user interface software. One of the primary functions of this new 
interface software was to implement the more sophisticated data struc
tures, to be described later, as combinations of primitive PRODUCT - 3 
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structures and access fUnctions. 

A second architectural decision centered around the means by which 
the data base could be distributed and how this could be merged into the 
basic architecture as described above. The data base management func
tions could be homogeneously distributed as a natural extension of the 
hardli!are and application software architecture. To be more specific, 
all processing nodes of the system had disk resources but no one node 
could handle the entire data base, ruling out the centralized approach. 
Two other characteristics of the data base were also apparent. The file 
structures could be distributed in such a way as to optimize the data 
access to local secondary storage, and furthermore, the majority of 
remote accesses could be constrained to the local set of nodes, there
fore avoiding the telecommunications delays involved with accesses to 
the geographically separate nodes. 

The availability of a generalized interprocess communication system 
(IOH) had a significant impact on the architecture shown in Figure 1. 
IOH allows independent tasks located within the entire network to send 
and receive data messages and synchronization signals without ~ priori 
knowledge whether the communicating tasks are on the same node or dis
persed within the network. 

The structure of IOH provided a set of reentrant interface sub
routines which could be integrated either into the DBM kernel task or 
the user interface subroutine. As illustrated in Figure 1 the latter 
of these alternatives was chosen. 

Integrating the interface to IOH within the kernel task would 
create the problem of locking that task on requests for remote data 
which could take on the order of several seconds for process comple
tion. Because of the synchronous nature of KEYCHAIN this could hold 
up access to the local data base for an unacceptable time. 

Integrating the remote data base access routines in the user inter
face routines had two advantages: The communication delays are now 
restricted to the requesting tasks context only, thereby freeing the 
local DBM kernel for processing of concurrent local requests. Second, 
the number of remote transactions would be significantly reduced be
cause the more complex operations requiring multiple interactivity 
between the user interface software and the kernel task can now be 
remoted. This will be explained more fully in the section on the 
user interface .software. 
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DBM Kernel Description 

The kernel task (KEYCHN) performs all accesses to the data base 
using standard RSX-llD file services. All the DBMS data structures 
are .implemented as RSX-llD random access files with fixed length 
records. The operating system provides for initial file allocation. 
and file space extensions, record read/update operations, and file 
utilities. The interface buffer, (Figure 1), allows control and data 
information to be passed between KEYCHAIN and the user interface 
routines. 

KEYCHAIN provides three distinct data structures: relative, 
chained sequential and key indexed. 

In the relative structure, records are accessed by a relative 
record number. All records in the file are preallocated, and the 
only record operation~ are read and update. 

In the chained sequential structure, records are dynamically 
allocated as needed and can be logically ordered in bidirectionally linked 
chains. This structure allows records to be dynamically added, inser
ted~ deleted and updated with space management controlled by the DBMS. 
Several chains can thread through the data records providing the capa
bility for multiple orderings. Figure 2 illustrates a file containing 
two chains. Disjoint chains are also allowed where mutually exclusive 
sets of records can be linked by chains using chain headers located 
within the data record but sharing the same .chain pointer space. 

The keyed index file structure is illustrated in Figure 3 and 
provides for very fast access to data records based on a specified 
key .field value. The index is implemented using a high aspect ratio 
B-tree structure. Each node in the diafrram -represents a dis_k _physica 1 
record and can either be a set of indices and pointers or a set of 
data records. Space management' is maintained by the kernel with 
dynamic record additions and deletions allowed. Example A of Figure 
3 illustrates an index structured file with the data records contained 
in the same file. Example B illustrates a pair of related KEYCHAIN 
files where the data portion of the record in the keyed file contains 
a record number (RRN) which represents a pointer to a record in either 
a direct or chained sequential file. The advantage here is that by 
allocating a keyed index structure to every key field in the data record 
a partially or totally inverted file can be implemented. 

Another important feature of the DBMS kernel task is the "virtual
izer". The virtualizer essentially works like a cache memory by keep
ing the most recently accessed blocks of the data base in memory. Data 
is written to disk only when more space is needed in the buffers. The 
blocks in the virtualizer are linked together in "frequency of use" 
order allowing the least used blocks to be freed. Blocks are not writ
ten to disk unless they were modified. 
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Figure 2 CHAINED SEQUENTIAL FILE STRUCTURE 
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INDEX FILE DATA RECORD FORMAT 

ECP.K._E_Y ____ ...,~~,...~_~z_!_J_~ ... o-N-'---D-A-T~:I~RTION I 
e KEY SIZE: 8-BIT FIELD DEFINING BYTE-LENGTH OF KEY FIELD (INCLUDES SIZE FIELD) 
e DATA PORTION SIZE: 16-BIT FIELD DEFINING"BYTE-LENGTH OF DATA PORTION 

(INCLUDES SIZE FIELD) 
e DATA PORTION: ·A USER DEFINED DATA BASE RECORD OR 

USER 
KEY 
VALUE 

A RRN POINTER TO A DATA BASE RECORD IN ANOTHER FILE 

EXAMPLE A KEY AND RECORD IN SAME PHYSICAL FILE 

USER 
KEY 
VALUE 

KEY (INDEX) FILE 

liNDEX SEARCH VIA 
) TREE STRUCTURE 

RETURN TO USER 

EXAMPLE B KEY AND RECORD IN SEPARATE PHYSICAL FILES 

l KEY SEARCH 
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SER v -t ~LI RECORD I 

....... - _;_,.,-

DATA BASE FILE 
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Figure 3 KEYED-INDEX FILE STRUCTURE 
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User Interface Description 

The user interface (DMUI) builds upon the facilities of the data 
base kernel task and the PRODUCT ~·3 user interface routines to provide 
complex data structures, record locking :strategies, password protection, 
data base statistic'gathering and file location transparency. A top
level module structure is illustrated in Figure 4. 

An essential element for the operation of DMUI is a system file, 
DBDFCD, which contains a unique descriptor record (Figure 5) for each 
data file in the system wide database both local and remote. The DMUI 
initialization procedure searches this file and constructs a memory 
resident table containing all the entries for the local database. 
These entries describe the more advanced structured file relationships 
and provide indices into other tables which guide the breakdown of 
complex functions ·~into a series of basic· KEYCHN functions. The DBDFCD 
file also provides the information to guide the remote file handling 
which is described in the remote data base section. 

Up to this point, the focus has been on a single file structure. 
Example B of Figure 3; however, demonstrates a situation where the 
physical files share a logical relationship. This concept can be 
extended in virtually unlimited fashion to form arbitrarily complex 
data base structures. To view this in another way, two or more primi
tive kernel file structures can be.logically related to function, in 
their union, as a distinct data base structure. It is this basic con
cept that makes the DBMS an extremely powerful system for representing 
complex data interrelationships. 

The complex physical structures can be viewed by the application 
program as a single structure name referencing multiple substructures. 
The structure/substructure names and relationships are mapped via the 
DBDFCD table to a particular primitive file (chained, keyed, direct), 
a chain within a file or to an index field~ 

An example of such a structure is illustrated in Figure 6. The 
superstructure consists of a chained sequential file (DDFRQ) contain
ing two disjoint chains, a keyed index file (DCXARL) which provides 
logical access to DCCFRQ records and a seperate keyed index/data file 
related only to the superstructure by virtue of assignment. 

The user interface (DMUI) provides a unified approach to record 
locking which is transparent to the user. This was made possible 
because of one restriction that could be imposed on all users of the 
system. The restriction states that there can be no more than one 
allowable deleter of records in each chained substructure. This 
restriction provides DMUI the capability to resolve conflicts between 
the deleter and the readers/updaters of the chained file. This was 
accomplished by implementing the property that all users, except for 
the deleter, can share a lock on a particular record. 
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Record locking is not provided nor required for direct access 
structures. For key index data structures it is possible to detect 
and recover from the deletion/locking special case by reestablishing 
record currency via an indexed search based on the key. 

Remote File Handling 

Figure 7 illustrates the data flow which occurs in remote file 
accesses. The DBDFCD file, described in the preceding section, pro
vides the information on where the referenced structure is located in 
the network. For remote files, DMUI sends the request and parameters 
to the local DMRD task which then communicates, via IOH, to the proper 
remote DMRD task. The remote DMRD then acts as a normal user and calls 
its local DBMS via DMUI. The remote DMRD returns the data and status 
via IOH to the requestor's local DMRD task which, in turn, returns 
the data to the requestor. 

There were several design considerations that led to the creation 
of the DMRD intermediate task rather than having ·DMUI interface directly 
to IOH. First, communication paths, and supporting tables and buffers, 
through IOH could be limited to those supporting only the single DMRD 
tasks in each CPU rather than multiple connections between multiple 
user tasks existing in each CPU. Second, the reentrant interface sub
routines (DMUI) are severely limited with respect to the ways in which 
impure data areas can be allocated and manipulated in behalf of the 
user. A seperate task (DMRD) has complete control of its virtual 
address space and can easily provide dynamic buffer allocations to 
handle multiple parallel requests from the local and remote computers. 
The approach described requires only a very simple intertask communi
cation path (send/receive executive option) between the user interface 
and the local DMRD. 

A recipient of requests from other nodes was also required to be in 
each node. The easiest way to achieve this was to provide a task to 
interface with DMUI on the remote requestor's behalf. This task also 
provided the solution to the problems mentioned above. 

Dynamic File Load/Replacement 

The user interface, DMUI, provides the centralized control to 
achieve transparent on-line replacement of primitive files or struc
tures. Replacement files generated off-line are brought onto the 
on-line disk by a utility task as a separate operation. The utility 
task then interfaces with the DBMS (via DMUI) to cause the files to 
be superseded. DMUI supports this requirement by providing a mechan
ism to mark a set of files and then replace all of them in one opera
tion. This guarantees that the data files and cross referenced index 
files do not temporarily exist in an unstable state. The user inter
face temporarily derails any other users which attempt to access the 
structure during the replacement. 
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Recovery/Checkpoint 

File integrity for recovery/checkpoint conditions is handled in 
several ways. Files that are read-only or easily reconstructed can 
be refeshed via the file load/replacement method. 

The DBM kernel task however also provides a mechanism called the 
system recovery file which logs updates of selected files. Becaus.e 
the ratio of updates to retrieval accesses is low, this synchronous 
operation does not seriously degrade the efficiency of the virtualizer 
described earlier. The kernel task also allows a file or set of files 
to be "checkpointed"; that is, all blocks in the virtualizer for the 
selected files are written to disk and the system recovery file is . 
marked to indicate which files were checkpointed. In the event of a 
crash, the files can be backed-up, via the data in the system recovery 
file, to the last checkpointed state, which is known to be a coherent 
picture of the files. . 

Performance 

The performance of the DBM has been optimized by a combination 
of generalized techniques plus specific design tradeoffs driven by 
the basic system requirements. The virtualizer described earlier is 
the general, system independent, performance enhancing technique which 
contributes most heavily to the overall performance. Table 1 presents 
statistics which show this performance relative to the performance 
data of the DEC RP04 disk. · 

CONCLUSIONS 

What has been described so far has been implemented and will soon 
be deployed in an operational system •. In conclusion it is worth 
mentioning the enhancements to the DBMS which are planned for future 
implementations. 

The first enhancement is the addition of new task to the DBMS 
architecture called OPRET illustrated in Figure 1. OPRET will provide 
a direct application user interface via an on-line CRT terminal to the 
DBMS "allowing users to navigate directly in ~he data base. A 
general purpose interactive language will be specified, which will 
provide protected retrieval and maintenance operations to local and 
foreign data base structures. 

The second enhancement involves expanding the data description 
facilities of the DBMS to include internal record/field description. 
The goal is to implement a proper subset of the CODASYL specifications 
(9). Structure descriptors will also be expanded allowing for automatic 
maintenance of the associated index substructures and chains when a 
new record is added or deleted from the primary data base file. 
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Table 1. Keyed-index file run time s.tatistics 

Time to create 
a 10000 Record 
file per record 

Time per random 
access Read from 
file created above, 
retrieva 1 via key. 

Time per sequential 
access read 

Record size 
in words 

2 

80 

250• 

2 

80 

250 

2 

80 

250 

Optimal Case order 
of insertion* 

5 
' 

14 

52 

22 

38 

49 

4 

11 

18 

* All times are in milliseconds 
** Characteristics of RP04: Disk 

Worst case order 
of insertion* 

5 

95 

80 

30 

55 

55 

4 

17 

17 

~ revolution = 8.3 ms 12.5 usee per word transfer time, 
seek time = 28 milliseconds average, 256 words per sector. 
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Lawrence L. Garlick, Raphael Rom and Johathan B. Postel 

AUGMENTATION RESEARCH CENTER 
STANFORD RESEARCH INSTITUTE 

MENLO'PARK, CALIFORNIA 

fully reliable network host-to-host protocols have recently 
gained significant attention, primarily due to more 
stringent security requirements of network users. This 
paper ~ill discuss issues related to one such protocol, 
which is supported by the Transmission Control Program 
(tCPl. The protocol, first introduced in 1974, teatures 
end-to-end positive acKnowledgement, retransmission, 
internetwork addressing capabilities, and ordered delivery. 

the issues ot interest in this paper are protocol 
correctness and completeness, protocol etticiehcy, and 
complexity of implementation. The discussion will suqqest 
alterations and extensions to 1CP. 

Flow control heuristics using 1CP's windowing techniques 
are explored. flow control intormation is augmented to 
allow fair apportionment of bandwidth, better ban~width 
utilization through optiwistic credits, flow control 
credits matched to the type ot traffic, and increased 
performance tor high prece~ence connections. 

An alternative tor se1ect1ng the startup sequence number of 
a connection is presented. lt is suggested that the 
resynct1ronization method tor sequence number space 
management should be abandoned because it is overly 
complicated and can actually tail when the data stream is 
stopped by tlow control. 

The need tor the separation ot data .and control channels is 
motivated, introducing the notion ot a reliable subchannel. 

Ihe·tindings are presented botn to turther the 
understanding ot reliable protocols and to ehcourage 
intelligent implementdtions ot t~P~ 
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INTRODUCTION 

Due to numerous advances in computer communications, there 
nas been a tremenaous growth in computer networking. this 
nas led to the need tor parallel advances in distributed 
computing protocols. Typical of these advances are the 
packet switching net~ork protocols developed tor the ARPA 
network. The need tor a protocol that supports distribUted 
process-to-process communication was realized early by ARPA 
network designers and the ARPA host-to-host protocol (AHHP) 
became the reference point tor such process-to-process 
protocols. 

The AHHP has been very successtul in providing a basis tor 
abundant research ~n distributed computing and in providing 
a prototype tor process-to-process protocols. As 
experience with networking has grown, new applications, new 
topologies, new network access methods, and new higher 
level protocols nave emerged. The AHHP has not been 
entirelY suited tor the new requirements that nave resulted 
trom this experience. 

End-to-end reliability has been a concern tor bUilders of 
both secure applications and higher level protocols. There 
are two important motivations tor stringent reliability 
requirements. First, security measures, such as 
encryption, are often applied at the host•to•host leVel or 
lower. second, nigner level protocols, such as the ARPA 
tELNET protocol, should not be required to handle 
transmission error checking. lhe AHHP does not provide 
host-to-hoSt acknowledgement; it relies upon subnet and 
host-to-subnet protocols to deliver messages reliablY. 
~hile the performance of the AHHP has been almost error 
tree, it nas been known to lose messages; thus it cannot be 
considered a tullY reliable protocol. 

Other deficiencies in AHHP include adaressing constraints, 
weak error recover~, simplex connections, and large 
overhead tor passing flow control information. 

fCP, Which, throughout this paper will be an abbreviation 
tor both the program and the protocol it supports, corrects 
these deficiencies. lt was initially designea to be a 
reliable internetwork host-to-nost protocol lBeference 11, 
as well as a solution to many of the problems of the AHHP. 
wnen the special internetwork addressing considerations are 
ignored (as they shall be in this paper), it represents a 
significant advancement in host-to-host protocols. Among 
its reliability teatures are positive acknowledgement, 
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retransmission, and sequencing ot data and controls. lt 
guarantees the error free ~elivery of each message fox 
~nich it claims successful delivery. Other improvements 
include duplex connections and the ability to use a network 
address (socket) in several connections. 

Tne paper is organized around three issues--a discussion ot 
flow control techniques tor TCP, alternate strategies tor 
the manageruent of connection sequence number space, and the 
need tor a control subchannel tor each TCP connection. It 
is assumed that the reader is somewhat familiar with the 
AHHP and has been exposed to the early literature on 
TCP·like protocols [References 1, 2, 6J. lo provide 
turther context tor the discussion, a brief summary Of 
interesting lCP features fs presented. 

GLOSSAR~ 

AHHP: ARPANET host-to-host protocol. 

control: commands passed between TCP's that are used to 
coordinate connection management. 

DCSN: data channel sequence number. 

host: a computer that is connected to the network and that 
executes programs on behalt of its users. A host may 
provide services to other computers on the network. 

lSN: Initial sequence number; the first sequence number 
used when a connection is synchronized or resynchronized. 

MPL: maximum packet lifetime. 

octet: eiQht bits. 

SCSN: subchannel sequence numbex; control channel sequence 
number. 

socket: an entity defining one end of a TCP connection; 
the inter-network-wide name ot a process port. 

subnetwork: the network ot computers that provides a 
communication mediUm tor network hosts. The nodes ot a 
subnetwork may function as host interface points as well as 
store and forward computers. 
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ICP: Transmisssion Control Program ana the protocol it 
implements. 

window: a dynamic range in the sequence number space used 
in flow control management. 

1CP: A RELIABLE TRANSMISSION PROTOCOL 

Network Characteristics 

ICP does not depend on the transmission medium tor its 
reliability, i.e., it iS assumed that the subnetwork may 
be unreliable. lhe subnet need not ensure the orderlY or 
errorless delivery ot subnet packets, or account for lost 
packets. TCP tunctions correctly in the tace of larqe 
packet lifetimes, and the opening ana closing ot 
connections in quicK succession. 

Connections 

Logical connections are established tor 
process-to-process (user·to•user) communication. 1CP 
connections are full-duplex channels established bet~een 
source and destination sockets (network-wide process 
names). A socket may be a party to more than one 
connection, but only one connection can exist between any 
pair of sockets. 

ICP provides the means by which a connection between the 
processes is establishea, controlled during the transfer 
ot data, and terminated at the completion of the session. 
Connection management requires the excnange of controls 
between lCP's. There are controls tor connection 
synchronization, out-of-band signalling (interrupt), data 
flushing, resyncnronization, and connection clos1ng. As 
described below, controls accompany data whenever 
possible to avoid the overhead ot separate control 
pacKets. 

Packaging and Headers 

TCP packages user letters (messages) into packets 
suitable for transmission over a subnetwork. Each letter 
or partial letter is prefixed by a TCP header, whiCt) 
includes fields tor addressing, sequencing, 
acknowledgements, tlo .. w control, controls, and error 
cnecking. The header is optionally tollowed by a block 
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ot data. The smallest unit ot data transfer and the unit 
ot sequencing is the 8-bit byte (octet). 

Sequencing 

Sequence num~ers are used as acknowledgement identifiers 
and as an ordering mechanism. They are assigned to eacn. 
octet of data and to those controls that need 
synchronization with the data stre~m. Only one sequen~e 
number is sent with each TCP he~der; it represents the 
sequence number assigned-to the first control 6r data in 
the packet. This means that data and control sequence 
numbers come trom the same name space. The packet length 
is used to determine the highest sequence number consumed 
by the packet. 

Reuse ot sequence numbers is allowed only tor duplicate 
retransmissions. The sequence number space is manaqed by 
a cooperatively by the sender ana the receiver, as ~ill · · 
oe discussed later.· 

Acknowledgement and Retransmission 

A TCP acKnowledgement represents the successful delivery 
ot some number ot octets to the receiving process's 
butter or to the remote TCP (controls). It is sent ~o 
the transmitting TCP in the ackno~ledgement field ot a 
subsequent lCP header. The sequence number placea in 
this tield is t~e highest sequence number acknowledqed Dy 
the receiver and implies acknowledgement of all previous 
octets. lf packets arrive out of order, an 
acknowledgement cannot be sent tor octets .with sequence 
numbers higher than the missing octets, since that would 
implicitly acknowledge the mtssing data. 

Packets can be retransmitted at will until they are 
acknowledged; however, bandwidth may be under.u~11iZed if 
impioper retransmission policies are followed. 
uu~licates naturallY arise from ret~ansmissions that 
occur prior to the receiPt ot an acknowledgment ana ar~ 
detected and handled as aescribed below. · 

Synchronization and Resynchronization 
I 

TCP is expected to run in a networ~ with relatively 1ong 
packet lifetimes and relatively short. times between the 
closing and opening ot a connection. The~etore, several 
problems must be. solved concerning aetection of old 
duplicate packets, that is, packets that have sequence 
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numbers assigned by ·old in~tances .of a conriecti'on between 
the same sockets. these problems are now to select 
startup sequence numbers, how to reliably exchange new 
sequence numbers, and now to determine when 
resynchronlzation ot sequence numbers is necessary. 

The exchange·ot sequence numbers at synchtonization or 
resyncnronization time is accomplished using a "three-way 
handstlake" method (~eterences 2, 4, 5J. This method 
provides positive acknowledgement 'ot the exchanged 
sequence numbers and is sufficient to h~ndle the problem 
ot simultaneous connection establishment attempts. 

A s6lution to the other t~o problems has been an lnitlal 
Sequence Number curve (References 4, 5, b], that is used 
by the sender as a mechanism tor 1) selecting the first 
sequence number tor a connection and 2l detecting When 
the consumption of sequence numbers is not progressing in 
a manner that will guarantee that old duplicates can be 
reliably identified by the receiving TCP. 

The management of the sequence nu~ber space will be 
discussed in section 4. 

Flow Control 

f'lo~ control is exerted by the receiver by issuing 
credits, which represent the receiving process's 
willingness to butter data. Credits are passed in the 
ICP header in the window size field. The window size is 
added to the last acknowledged sequence number (the 
window's lett edge) to g~ve the highest allowable 
sequence number that may be sent (the window's right 
edge). flow control is discussed in further detail in 
section 3. 

Packet Acceptance Checking 

Tt1e receiving ICP is responsible tor the detection of 
packets with improper sequence numbers. These may have 
sequence numbers that are either old duplicates (from 
previous connections) or illegal because they are not 
within an acceptable tlow control range. 

To determine tne action to be taken tor a newly received 
packet, acceptability ranges are defined. The following 
three ranges are mutually exclusive and collectively 
exhaustive of the sequence number space (see figure ll: 



0 0 

Ac.k Ontll 
tert. Edge 

0 

-95-

PISCARD· 
RANG: 

Flow Contro t 
Left. Edge 

Figure 1. Acceptability Ranges 

Ack and · 
Deliver 

' Right. Edge 



-96-

Acknowledge-deliver range (ADR) 

The packet has arrived in-order apd does not exceed 
the receiving process's bUtter space~ Data will oe 
placed in the butter and an acknowledgement will be 
generated to indicat~ successful delivery. 

Acknowledge-only range (AOR) 

A duplicate packet has arrived, as a result of 
retransmission. lt will be acknowledged, but not 
delivered, since delivery has already occurred. 

Discard range (DF) 

An illegal packet has arrived. lt may be an old 
duplicate or a packet that cannot be delivered due to 
flow control. 

Appendix A provides more details of the packet acceptance 
POlicy. 

fLOW CONIHOL IECHNIQUES 

Flow control is oasicallY a mechanism to prevent the 
receiving process's butters trom overflowing. A good tlow 
control scheme must handle a whole spectrum ot probleniS 
that result from performing thiS basic duty. This sectior1 
first discusses general flow control goals and methods, and 
tnen specific techniques tor use with 1CP tnat could 
significantly improve protocol performance. Where 
suggestions occur, they represent an enhancement to the 
flow control scheme used in the initial versions of 1CP. 

the goals ot an ambitious tlow control scheme include the 
tollowing: 

Receiver's Allocation 

Any flow control strategy should consider the butter 
space offered oy a receiving user, since this 
represents a depository tor incoming messages and 
relieves the TCP of resource allocation problems. 
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The flow control strategy should prevent queueing ot 
messages in the protocol moaule <TCP), so that ICP 
resources can be used to handle those messages that 
nave a high probability ot being delivered immediately. 
Congestion in the subnet can be caused by a 
retransmission protocol like TCP, since each 
unacknowledged packet is retransmitted. The flow 
control scheme should make it easy to slow or stop 
retransmission from the sender. 

Deadlock Prevention 

When congestion does occur, resources 
to handle traffic-clearing messages. 
control information must be delivered 
even when data is queued. 

Fair Apportionment Of Bandwidth 

must be available 
Controls and flow 
and interpreted 

In a virtual connection environment, it is important to 
be able to fairly allocate the available bandwidth to 
users, basea on a variety of criteria. une criterion 
may be precedence ot the user or the connection. 
Another may be the mode ot trattic, e.g., interactive 
traffic may get preference over bulk traffic. 

~andwidth Utilization for Various Modes Ut Transmission 

A network will usually serve several types ot user 
communities ana thus should be able to adapt the flOW 
control strategy to the needs of the user. for 
example, transmission patterns for interactive users 
and bulk transfer users are quite different. 1hose 
differences should be reflected in the flow control 
strategies. 

interplay With Subnet flow Control 

Otten the interfaces between moaules representing 
levels of protocol can cause tlow control problems 
LBeterence 8J. For instance, the subnet tlow control 
of the ARPANET is adversely atfectea. whenever a host 
d6es not readily accept interning data trom the packet 
s~itch (lMPJ. TCP is especially tlexible in this 
regard, because it can absorb congested trattic from 
the subnet and discard it if necessary. ' 
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Exchanging flow Control Information 

A windowing scheme to convey flow control information has 
been used tor many different types ot protocols. lt is 
an efficient technique that is usetul whenever positive 
acknowledgement and retransmission are used for reliable 
transmission. flow control information is passed in the 
header of a packet as a window size. lt is used in 
conjunction with the acknowledgement sequence number (the 
window•s lett edge) to determine the highest sequence 
number that can be transmittea with some assurance that 
it will oe acknowledged without retransmission. The 
acknowledge sequence number plus the window size gives 
the right edge of the tlow control window. 

A nonzero window size gives permission to send a message 
of a certain length. It is an "oversend" to send 
messages with sequence numbers that exceed the window 
right edge. ln TCP, oversends will occur occasionallY, 
since the flow control information is always slightly out 
of date and it is possible to withdraw flow control 
creaits. Occassional oversends are not a problem, 
because the receiver can always discard incoming data 
without sending acknowledgements. 

Determining the window Size 

the TCP acknowledgement and retransmission scheme a11ows 
flexibility in determining the correct flow control 
~indow size. The window size should indicate the 
willingness of tt1e receiving process to provide bUtter 
space. The winaow size could represent exactly the 
available bUffer space that the user has ottered for 
letter receiving (the conservative strategy), or it could 
retlect some expected butter space, based on previous 
allocations (the optimistic strategy). 

Conservative Guaranteed Allocation 

The conservative approach to winaow size setting qives 
the receiving process almost tull control over the tlow 
control mechanism. BY assuring the sender that there 
will oe space for a particular number ot octets, the· 
policy reduces aiscards thus reducing the number of 
retransmissions. (Some messages may still be discarded 
if tney arrive out of order and suttic1ent reassemblY 
space is not available.) 

there are some disadvantages to the conservative 
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strategy of window size setting. flow control 
information is always slightly out of date when it is 
finally received. The receiving process could have 
drasticallY increased or decreased its allocation, 
making the information useless. Unless a process 
provides tor double buttering, the window very likelY 
will go trom a fixed size (Whatever the users bUtter 
is) to zero, each time a message is passed on to the 
receiving process. Depending on the scheduling 
algorithm in the host, this could result in windows ot 
size zero, totallY inhibiting message flow. Before 
messages can tlow again, a packet with flow control 
information must arrive at the source. Thus, a round 
trip delay is experienced between messages and there is 
an increase of dataless packets in the network. 

Another related problem is that large single b~ffers 
may be used to receive small letters. It a window of 
say size k is advertised and a pacKet ot size << k 
arrives that includes the end of a letter, then the 
destination butter is returned to the receiving 
process. The previous flow control credit, which was 
large, is withdrawn and the winaow becomes zero. 1n 
the interim, the sender may have sent several small 
letters, thinking the receiver has the butters to 
accept them. Ihe receiving ICP, knowing that the 
receiving process has no available butter space, will 
advertise a zero window. BY the time the window 
information arrives at the sending TCP, it likely will 
be an inaccurate report and cause further delays. 

Optimistic Credits 

The alter~ative to the conservative approach is to send 
flow control information that is a gooa estimate ot the 
expe~ted receiver's available space [References 3,7J. 
Thus, the window size should be a function ot previous 
window sizes as well as the current available space. 
The window size should be an average, weighted very 
heavilY toward the current time, so that a process that 
is truly rejecting data Will soon reflect a very small 
window. 

This method could even be mixed with heuristics to 
force the window to zero atter a fixed period without 
receiving. 

Optimistic allocation can do much to help solve the 
problem of drastic window size changes experienced with 



-100-

the conservative scheme. In granting permission to 
transmit messages before the user has allocated butter 
space, it tills the pipe and allows a smoother flow. 
lt is still reliable, because any message can be 
discarded in the receiver since it will be 
retransmitted later. 

The disadvantages of the method are its instability 
when faced with very irregular receiving patterns. A 
poorly behaving receiver can still sabotage this 
policy, but not as easily as with conservative 
technique. As will be shown below, an optimistic 
strategy may be quite dynamic with respect to recent 
receiving patterns, connection precedence, and the tair 
sharing of the available bandwidth. 

lt may be possible to determine the semantics 
associated with the ~indow size by exchanging 
transmission mode or topological information. When a 
connection is opened, the transmission mode (e.g., 
interactive, bulk) and the topology (e.g., satellite 
link) could be exchanged. This would be used to 
determine the weighting ot previous window siies in 
calculating the current Window. 

To demonstrate the idea of an optimistic tlow control 
policy, a method tor setting the receive window Size is 
given in Appendix B. 

Zero Flow Control Windows 

It may be necessary to stop the flow on a TCP connection, 
i.e., stop all new transmissions and unnecessary 
retransmissions. This is required when there are no user 
receive buffers into which data can be placed. A zero 
receive window indicates an unwillingless to receive 
data. This reluctance is conveyed to the remote TCp by 
sending a pac.l<et with zero in the window size tfeld. 

When interpreting packets, each TCP must read window 
sizes on all packets, even those that acknowledge Old 
duplicates. This is necessary tor setting the window to 
zero when there is no data to carry the tlow control 
information. 

TCP must perform special functions with regard to sending 
packets into a zero window. lf no data is being sent on 
the connection, a zero window is ot no concern to the 
sending TCP. lt there is data to be sent, it must be 



0 0 a u 6 

-101-

'. queued. lt necessary, new data from the sending process 
must be r~jected~ The creation of new packets must be 
suspended entirely, and retransmission must be suspended, 
except for flushing.controls, synchronizing controls, ana 
the window opening coritrol mentionea below.· 

Opening a window ot ·size zero also presents some special 
problems f~et~renc~ &J. Since a window size can 
accompany each packet, it seems that the normal data 
packet and acknowledgement transmissions should be 
sufficient to vary the size ot the windows. However, 
when the remote ICP is showing a ze1o receive window, it 
is difficult to send a window change reliably. A·data 
packet cannot be sent because the closed winaow indicates 
that only controls should be retransmitted; moreover, 
there may be no data to send. lt ACKs are used and they 
arrive out ot order, it may be impossible tD t~ll it the 
window is opening or closing. 

lhe problem ot opening a window ot size zero is solved by 
using a pair ot controls, one sent by the local TCP that· 
is making its window size nonzero (wUPEN) and one that is 
sent by the foreign TCP to a~knowleage the opening 
(WACK). Ihese are special controls that must be handled 
immediately, without regard tor tlow control 
restrictions. lf controls can be blocked bY data, as in 
the present TCP, then the ~OPEN must be tagged with, but 
must not consume a sequence number. 

S~QU~NC~ NUMB~H SPACE MANAGEMENT 

Ihe second area ot the current ICP protocol that needs 
attent~on is that of the reliable handling of the sequence 
number space. ln a packet-switching net~ork with 
alternative routing schemes, a packet can have a relatively 
long lifetime, especially if the topology of tne netw6rk 
includes satellite links. Due to misrouting, a packet can 
arrive at its destination minutes or even hours late, 
depending on the topology. A reliabl.e protocol. must t.e 
able to determine if such a packet is deliverable, 
acknowledgeaole, or if it must be discarded ~ithoUt 
acknowledgement. It auring the packet's transit time the 
connection is closed or broken due to a crash with loss of 
memory, then the packet is no longer valid. lf the 
connection is reestablished, using the same source and 
destination addresses, tben the arrival ot the old packet 
can cause contusion in the receiving TCP. A reliable 
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mechanism must exist to guarar1tee that the receiving TCP 
can distinguish pac~ets of the current connection from 
packets of an old.connection. 

Resynchronization, suggested by Tomlinson [Reference 4,5J, 
is one such mechanism. Resynchronization is used in this 
paper to denote the mechanism; itself, rather than the 
stage of the methanism when the actual resetting ot the 
sequence numbers is done. The scheme is based on selecting 
initial sequence numbers (lSN'sJ from a curve in the 
sequence-number/time plane. when a new connection is 
opened, its first sequence number is taken trom the lSN 
curve. lf the consumption ot sequence numbers is 
satisfactory, i.e., similar in slope to the lSN ~urve, 
resynchronization of sequence numbers need not occur. 
However, if the rate ot consumption is too slow, 
resynchronization may be required to avoid colliding With 
the lSN curve. Ihe lSN curve has a parallel boundary 
(defining a "forbidden zone") that indicates that no new 
sequence numbers may be assigned and that resyncnronization 
must take place immediately. lf tnis is not done and it a 
crash occurs, sequence numbers assigned in the forbidden 
zone c6uld conflict with the Is~ chosen tor the new 
connection. see Reterences 4,5, and 6 tor turther details 
of the resynchronization mechanism. 

A te~ of the problems related to implementing 
resynchronization are discussed below. 

Understanding and Documenting the Problem 

Even though the resynchronization metl1od is a workable 
one, it is not at all straightforward. It takes 
numerous pages and illustrations just to document the 
concept [Reference 4,5,6J. As nas oeen pointed out in 
the past by weathered ARPANET protocol implementers, a 
Protocol must be reasonably easy to understand and easy 
to document. Atter all, if the network is 
heterogeneous, it will be implemented on numerous kinds 
of hardware oy system programmers with various degrees 
of skill. 

Testing tor the Need to Resynchronize 

The protocol requires tnat it a connection is broken 
due to a system crash, th~ sequence number cnosen at 
startup must be one tnat cannot be confused with anY 
sequence number still ln the network for the old 
instance of that connection. Io satisfy this 
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requirement, periodic runtime checking must be done to' 
determine it t~e sequence numoer consumption rat~ is 
satisfactory, i.e., it it is approaching the forbidden 
zone. This check must be done at fixed time intervals, 
not just when sequence numbers are· being ~ssigned •. Tt1e 
check may result in the need to resynchronize everi ·(and· 
especiallY) it the connection is idle. 

Resynchronization and Flow Control 

The need to resynchronize may occur at any time, ana 
the resynct1ronization must proceed in a ti~elY manner 
it normal activity is to continue. However, since 
resynchronization means changing from tne old sequence 
numbers to new sequence numbers and since the 
reSYilChronization control must be acknowledged (marked 
with an "old" sequence number), all data marked With 
the "old" numbers must be acknowledged before the 
resynchronization control iS acknowledged. It data is 
not being accepted because the user is not receiving, 
then resynchronization cannot proceed. lf 
resynchronization cannot proceed, then neither ne~ 
controls nor new data may be sent. 

The Loss of a Truly Out-Of-band Signal 

Due to the flo~ control problem mentioned aoove, all 
controls can be blocked during a resynchronization 
process. This includes lhe interrupt, ~t1ich is 
supposed to De an out-of-band signal. Losing the 
out-of-band capability, even in rare instances, is an 
unfortunate deficiency. Higher-level protocols tnat 
rely on an out-of-band signal could be severely 
crippled by the inability to interrupt a "runaway" 
process. ln tact, it is the runaway process, bY not 
accepting data, that will soon force resyncnronization 
and will not be interruptable. 

~xtra Connectior1 States and Controls 

When a state diagram is used to represent a lCP 
connection, 40% of the connectiQn states are a result 
of the resynchronization mechanism [R~terence bJ. 
These seven extra states allow tor simultaneous 
resynchronization attempts and resynchronization 
attempts during connection closing (~itn no data loss). 

One extra control is required to support 
resynchronization. lt is believed that more woula be 
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required for satisfactory solutions to the prob~ems ot 
resynchronizing a connection that is blocKed by data · 
tlow control and for support ot a true out~ot~band 
signal. 

uecentralized Code 

Code to support resynchronization would be scattered 
throughout many modules ot the protocol implementation. 
1nere must be a watchdog tor detecting the forbidden 
zone. There would be heuristics strewn throughout the 
control sending and parsing modules. Also, to so1ve 
the flow control and interrupt problems mentioned 
above, speti~l provisions must be made tor either 
flushing data or saving old sequence numbers. 

An Alternative to Resynchronizatior\ 

An alternative to resynchronization is a strategy that 
uniquely names each instance dt a connection. The name 
tor incarnation number) is passed in each pack~t and is 
used by the receiver to filter out packets from old 
connections. lhe incarr1ation number is generated from 
clock time; thus, like t11e resynchronization method, no 
crash-proof memory is required. 

~ach time a TCP comes up, it determines its incarnation 
number from a clock. The approptiate clock resolution 
and wraparound period is a tactor of tt1e maximum packet 
lifetime tor the.network or interconnected networK. Let 
us assume that the clocK has a resolution of one minute 
and a wraparound period of 25b minutes. The resulting 
incarnation number is 8 bits long, and is used to assure 
the receiver that any message received with this 
incarnation numb~r is from the active cor•nection ana not 
an old one. The uniqueness of the incarnation number 
allows tne resetting of tne sequence number space to zero 
at initialization ot each new path (first connection 
between two users). 

when a connection is closed, a TCP must save the last 
sequence number used. lt must r~tain the number for time 
MPL (maximum packet litetime). saving tne sequence 
number and the time of a closed connection solves the 
problem of the repeated opening and closing ot the same 
connection (source and oestinationl. lt does not solve 
the problems created by 1CP or host computer crashes. 

when connection establishment is requested, the list ot 
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Old connections must be searched bY (source, 
destination). It a match is found, the sequence number 
Plus one is the first sequence number used when the 
connection is opened. lt there is no match, then 
numbering can start at zero. Management of the old 
connection list entails rem~val of outdated items. Ihis 
can be handled, for the most part, during normal 
searching. Wnen list storage becomes scarce, a simpre 
garbage collection routine can be invoKed. 

fhere are i~o probiems with tne methoa using incarnation 
numbers. First, there is some concern about the size ot 
the old connection list. It would not be surprisinq to 
see 1000 connections per hour tor an average host. rne 
tact that TCP allows a socket to be party to many 
connections will lead to fewer source and destination 
pairs; thus, many connections will be reused. (Thls is 
in contrast to the ARPA network, where restrictions in 
socket usage result in contact connections being used to 
spawn direct, dynamicallY named ser~ice connections.) 
Another factor that alleviates concern about the space 
required tor tne old connection list is the recent 
progress in inexpensive memories. 

The second problem is now to keep the incarnation number 
small enough to be sent in each header and still keep the 
ClocK cycle (name space) large enough to ensure 
uniqueness. lt is felt that an incarnation number field 
greater than 8 bits is excessive header overhead. To 
accommodate this, the resolution ot the clock is 
constrained, which leads to the following restriction 
applied at host startup time. When a nost comes up atter 
a crash, it must aelay at least MPL I 2**8 before anv 
connect1ons are opened, so that a unique lCP incarnation 
number is always chosen. A startup delay of one minute 
is probably suttic1ent for tne internetting case since it 
implies a maximum packet lifetime (MPLl ot 256 minutes. 

tHE N~lO FOR A CONINUL SUBCHANNlL 

ln earlier versions ot TCP, data; controls, and out-Of-bana 
signals (dlso a control) are all multiplexea ontb bne 
logical channel. This means that one set ot seqtience 
numbers is used tor their orderlY ana reliable delivery. 

Une advant~ge ot a single logical channel is the savinqs in 
the TCP neader. Protdcol overhead· is a serious· matter, 
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since it is suffered with each message. Let us as~ume tt1at 
it is desirable to allow piggybacking of activity .trom each 
channels. Since each logical channel requires header 
fields for both a sequence number ana an acknowledgement 
number, header sizes increase bY twice the sequence number 
field size as each ne~ channel is added. 

A second advantage to one logical channel is tne abilitY to 
synchronize the control stream with the data stream. 
synchronization ot the control and data streams is usetul 
tor handling interrupts and connection closing lWithout 
data loss>. However, synchronization of streams can result 
in unwanted interdependencies, since the acknowledgement Qf 
a control may require the acknowleagement of precedinq 
data. . -

Two di sadvantaqes of U1e single sequer.ce number space , 
scheme have been discovered recently: reassembly of data 
mixed with controls is costly when packets arrive out ot 
order, and a true out-of-band signal is not being provided. 
tne first problem is an efficiency matter that has Plaqued 
early implementers LReterence 9J. User buffer space cannot 
be used for the reassembly of out ot order packets because 
tnere is no Nay to know if the unarrived packets contain 
only dat~ or if controls are intermixed with the data. 

The essence of the second problem is that the 
acknowledgement scheme requires that acknowledgement of a 
sequence number is implicit acknowledgement of all 
preceding sequence numbers. Since interrupts must be 
acknowledged ~or reliability, the transmission ot an 
interrupt can be blocKed by aata flow control 1n the 
receiver. 1his was noticed.by Cert initially (Feference 2) 
and an attempt was made to rectify. the matter by g(vinq the 
interrupt extra semantics--that it always flushes 
unacknowledged data. 1his solution is probably sufficient 
unless resynchronization methods are used for sequence 
number selection. 

As mentioned earlier, when the resynchronization method is 
used, there is no clean solution to the problem of 
acnieving both synchronization with the data stream and 
independence ot data tlow control. This is due t9 the tact 
that tne resynchronizing control can be blocked oy data 
flow control but cannot be flushed. 

A compromise solution when usir1g resynchronization is to 
separate controls and interrupts from the data channel, 
making a ~ontrol subchannel. the control sequence number 

,• 
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is the composite of the data channel sequence number tDC5Nl 
and the subchannel sequence number tSC5N). ThiS serves the 
dual purpose ot synchronizing the two streams and usino tne 
resynchronization mechanism of the data channel tor a11 
subchannels. A subchannel allows reliaDle transmission 
even when the data channel is inactive, without flushing 
data. 

From the SCSN, the number of control fields, and the last 
SCSN received, the receiver can determine it subchannel 
traffic is corning in order and thus, whether it can be 
acKnowledged. 

Ihe field size holding the SCSN determines the wraparound 
point in the SCSN space. The SCSN space is initialiZed to 
zero when the DCSN is synchronized. It IS NOT reset with 
each DCSN change. 

There is no flow control information passed tor the 
subchannel. Discarding controls (without acknowledgement) 
is the flow control mechanism. Since the sequence number 
space is small compared to that needed to prevent 
wraparound in the worst case, tne TCP must keep track ot 
the DCSN to whicn the first SCSN was assigned. lt 
wraparound of the SCSN space occurs, in the rare event that 
many controls are sent while the data channel is blocked, 
then the cont.r ol channe 1 becomes blocked. This is very 
unlikely because a long series of controls will probablY 
contain a string of interrupts, and successtully delivered 
interrupts will usually cause tne receiving process to 
unblocK tne data channel. 

Acceptability lest tor Subchannel Trattic 

The acceptability test of items on the subchannel is a 
composite test of bott1 sequence numbers. f'irst the PCSN 
is checked to see it it would be acknowledged if it were 
an octet received on the data channel. Only if it ~ould 
nave been discarded will the itein on the sutchannel be 
discarded. Having passed the DCSN test, the SCSN is 
checKed to see it the item is deliverable and 
acknowledgeable with respect to the SCSN sequence numDer 
space. The SCSN test is less involved than tne UCSN test 
because there is no tlow contiol ran~e. ro be 
believable, the SCSN must tall in the range ot SCSN's 
sent and SCSN's tor Which acknowledgements have been 
received. This is a checK tor everything except the 
existence of old dUPlicates trom old instances of the 
connection, whiCh iS made by checKing the DCSN. 
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A Scenario Using a Control Subchannel 

Let us examine a short scenario between TCP A and TCP b. 
The scenario assu~es connections have been establiSh~d 
and transmission has proceeded normally. Dnly those 
header fields that relate to data and control channels 
~111 be indicated. Note that the control l~ngth can be 
determined by the receiver trom ott1er fields in the 
header. The following shorthand will be used in the 
scenario: 

DSN - data sequence number 
DL - lerigth of data in octets 
DACK - acknowledgement tor all pieceding data octets 
CSN - control sequence number 
CACK - acKnowledgement tor all preceding controls 

#1 from TCP A 

·---~-------------------------------I . DSN ! DL ! UACK ! CSN ! CACK 
100 ! 2 ! 200 ! 5 ! 25 

! ====> 
! ====> 

-----------------------------------sends 2 data octets (100 & 101), 
acks data through 200; 

sends 1 control (5), acks controls 
through 25. 

#2 from TCP A 

---------·-------------------------DSN ! DL ! DACK ! CSN ! CACK 
102 ! 3 ! 200 ! 5 J 25 

! ====> 
! ====> 

----------~------------------------senas 3 data octets (102-104), 
acks data through 200; 

sends no controls, 
acks controls through 25. 

#3 from 1CP A 

-----------------------------------
I • 

DSN ! DL ! DACK ! CSN ! CACK ! ====> 
105 ! 3 ! 201 ! 6 ! 25 ! ====> 

-----------------------------------sends 3 data octets (105-107), 
acks data through 200; 

sends 1 control (6), 
acks controls through 25. 

<-------
<-------

#4 from lCP B 

-------------------------------·--DSN ! DL ! DACK ! CSN ! CAC~ 
202 ! 1 ! 101 ! 26 ! 6 ! 

-----------------------------·----Having received #1, #3, but not #2, 
sends 1 data octets (202), 

acks data through 101; 
sends 1 control l26), 
acks controls through 6. 
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tne main things to notice from this scenario are that data 
and controls are still piggybacked, as in the current 
version ot ICP, and that there is a degree ot independence 
between the two channels. As the scenario snows, TCP B can 
acK.now,le.dge. controls 'that have arr iv,ed .in order. even ttiough 
it has not received data in order. Mdreov~r, TCP B is ~ble· 

.-.. ' ~ ~ . . ':. . ' 

to use the latest data sequence number to test the. 
acceptability of the latest control sequer\ce numbers. 

SUMMAR~ 

Several suggestions have been presented t1ere tor the 
improvement ot TCP. lhe suggestions relate to improved 
efficiency, simplification ot implementation, and protocql 
functionality. The motivation tor ·u~e suggestions is. roore 
than to improve a specific protocol. It is also to toc4s 
attention on a set of issues that ~re common to ~it · 
reliable host•to•host protocols. 

flow control ideas have been discussed, with attention to
implementation ideas that satisfy fairly ambitious goals. 
window management techniques have.been suggested that could 
improve efficiency. A window setting m~thod.w~s pres~~ied 
that teatures optimistic credits that are ~ tunction ot : 
past credits, congestion, and available butter-space. · 

An alternative to the resynchronization ~etnoa ot seq~en~e 
number space management nas teen given. the su~gested -
methoa is based on passing 1CP incarnation numbers and . 
Keeping an old connect1on list.· The.method is simple t6 
implement, requires no nonvolatile mem6ry, and ~till 
guarantees reliable detection of illegal pacKet~. 

Finally, the need tor tne separation oi data and control 
channels was motivated. The solution, a reliable · 
subchannel, .is achievable with no ,separqte. sequence nurooer 
space maintenance. 

lt is hoped that each of tnese suggestions.will b~· 
implemented in future versions of TCP. lheie are . 
interdependencies involved; that .is, sorne ot th~ stated 

1 

problems become less severe when others are solved. 'for 
example, if resynchronizdtion is aDanaoned, then the 
argument tor separate channels is motivated only by the • 
need tor the etticient reassemblY ot out of 'ord~r packets. 

Of all the suggestions, the most important is that 
concerning a new approach to sequence number s~ace 

management. However, it resynchronization methods are 
retained, then a subchannel tor controls is a· must. 
Otherwise, a truly out-ot-uand signal is lost. 

•' 
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The dlscussion of flo~ control indicated areas that Should 
gain attention as more experience with TCP is gaineo. ThiS 
should be an area tor significant measurement, under many 
different transmission modes. 
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APPEND!X A: PACKE1 ACCEPTANCE 

This appendix provides details of the TCP ~acket acc~~tanc¢ 
testing scheme. 1 t should clarity the pos s 1 b'le actions tne · · 
receiving TCP may take when it receives an arbitrary · 
packet. Remember, the receiver is responsible tor the 
detection of packets with improper sequence ·numbe.rs ··trom 
either old connections or ill-behaving TCP's. ·For ·· 
notation, let · · 

ADR - acknowledge and deliver range I , 

AOB = acknowledge only range 

DR = discard range 

S = size of sequence number space (number per octe~) 

x = sequence number to be tested 

FCLE = flo~ control left window edge 

ADRE = <FCLE+ADR) mod s - Ack-deliver right edge (Discard 
left edge • 1) 

AOLE = (fCLE·AORl mod s - Ack-only left ed9e _(Discard, 
rignt edge + 1) 

TSE =time since connection establishment' (in. sec) 
' . J .• 

MPL = maximum packet lifetime (in sec) 

TB = TCP bandwidth (in octets/sec) 

F·or any sequence number, x, and packet text length, 1~ if' 

(AOLE <= X <= ADk~) mod S and 

(AOLE <= Xtl•l <= ADREl mod S 

tnen the packet should be acknowledged. 

lt x and l satisfy 

(FCLE <= x <= ADREl mod S ana 

(fCLE <= Xtl•l <= ADREl mod S 

then x can also be delivered to the user; however, ordered 
delivery requires tnat x = fCLE. 

·, 
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A packet is not in a range only if all of it lies outside a 
range. When a packet talls in more than one range, 
precedence is ADR, then AOR, then DR. When a packet falls 
in the AUR then an ACK should be sent, even it a packet has 
to be created. The ACK will specifY the current lett 
window edge. lhis assures acknowledgment ot all 
duplicates. 

ADRE is exactly the maximum sequence number ever 
"advertised" through the flow control window, plus one. 
This allows tor controls to be accepted even though 
permission tor them may never have been explicitly given. 
Ut course, each time a control with a sequence number equal 
to the ADHE is sent, the ADRE must be .incremented bY one. 

AOR is set so that old duplicates (trom previous 
incarnations ot the connection) can be detected and 
discarded. Thus 

AOR = Min(TSE, MPL) * TB. 

APPENDIX B: WINDOW SIZE ·sETTING 

lo demonstrate the idea ot an optimistic policy tor Window 
size setting, a method tor setting the receive window size 
is given LReterence 6J. The scheme satisties the tlow 
control goals discussed earlier. several parameters have 
been vaguely unspecified since they can be determined only 
after considezable testing and measurement of a specltic 
TCP implementation. · 

First, some notation: 

B • Total bandwiath of the ICP, given unlimited user 
resources 

N • The number ot connections in the TCP 

CONGEST • A congestion factor which retlects available 
TCP resources (CONGEST =< 1) 

WLT - The long term window 

w - The current window 

AVWT - Weighting coefficient tor available butter space 

OLDWl - weighting coetticient tor old window (OLDWT = 1 -
AVWT) 

Tot - Total user butter space 

Avail - The untilled part ot Tot 



0,' 0 I t,. 

-113,

Ihe long term window might look like: 

WLT : BIN * CON~EST. 

7 

The algorithm used to update the current window is the 
following. Upon the processing ot a user's receive request 
(butter offering), the local receive window is set so that: 

w = MlNlMUM(WLT, Tot). 

~ach time a packet is sent for this connection, the local 
TCP sets the receive window and .t.he packet header window 
size field so that 

w : (AVWT * Avail/Tot) * ~LT t (OLU~T * Wl 
Tot) 

and 

(for nonzero 

W : OLDW'f * W (tor Tot = 0). 

lt is important to note that a user's receive butter is 
returned when an End•of-Letter is received. Thus, a small 
letter sent to a large butter can cause the Avail and Tot , . 
to vary abruptly, even though there may be a smooth flow of 
letters. 

lhis window size setting scheme meets the goals mentioned 
in section 3 in the following ~ays: 

wLT is dependent upon the number of the connections, 
thereby administering tairness among connections. It 
also considers the level ot congestion in the receiving 
tCP, assuming some measure 9t resource availability can 
be Provided. 

The window size will never exceed the bandwidth allocated 
to the connection. The algorithm may sometimes give 
credit to a "well behaving" process by setting his window 
to greater than the actual butter available. 1his window 
will be reduced if the process does not supply new 
receive butters promptly. 

Ihe current window size is dependent upon previous window 
sizes and upon the rate at which the process makes l€tter 
space available. lf a process fails to maKe such space 
available, its receive window will be reduced by OLuwT 
every time a packet is sent. (The TCP may also aPPlY a 
threshold mechanism by ~hich a window is set to zero when 
it is reduced below the threshold.) 

The algorithm can be modified slightly to support high 
throughput tor high precedence connections. Parameter 
WLI cAn be made dependent on some criterion tor the tligh 
priority traffic. Categories of priority can be used 
with some guaranteed service (part ot the bandwidth) 
given the highest priority categories. 
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DISTRIBUTED FILE ACCESS IN DECNET 

Joseph J. Passafiume 
Stuart Wecker 

Digital Equipment Corporation 
Maynard, Massachusetts 

Abstract 

This paper describes a technique and a protocol for 
accessing files within DECnet networks. It also discusses 
some of the ·goals and assumptions that led to the 
distributed access approach. The Data Access Protocol (DAP) 
and mechanisms de~cribed here can be applied to any network 
that provides communication facilities similar to those of 
DECnet. 

INTRODUCTION 

The ever increasing need for data access and 
information transfer over wide geographic areas has 
accelerated the need for new advances in distributed 
resource-sharing network systems. Because of its low cost, 
size, capability and environmental requirements, the 
minicomputer has emerged as the basic building block of 
these systems. At Digital Equipment Corporation we have 
recognized the need to use minicomputers in networking 
applications and have developed a networking architecture 
from which software tools are being created and added to 
Digital's systems giving them resource sharing and 
distributed computing capabilities. 

This networking capability lets users configure Digital 
computer networks for the purposes of resource-sharing, 
distributed computation, and remote terminal communication. 
Th~ family of network products, called DECnet, forms a set 
of tools from which users can choose and configure networks 
suitable for their particular requirements. 

Clearly, for all DECnet products to communicate with 
one another and cooperatively present a unified networking 
structure, they must all adhere to some basic design 
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concepts and communication. strategies. 
need for a common networkirig architecture 
DECnet products would be built. The 
Architecture. (DNA) defines the conc~pts and 
all DECnet implementati6ns must follow. 

This created the 
upon which ~11 
.Digital Network 
constraints that 

The abil!ty to share fi~e~ in a distributed envi~onment 
is one of the major resource-sharing capabilities of the 
system. That is, users should: be able t6. access files 
remotely with the same capabilities and ease of access as 
they do locally. This requirement led to the development of 
the Data Access Prbtocol (DAP), a mechanism for distributed 
file access within DNA. 

COMMUNICATION STRUCTURE 

DECnet creates a mechanism for communication between 
objects or resources residing at the nodes of the network. 
This general resource-sharing/communication mechanism allows 
resources such as I/0 devices, programs, data files, and 
terminals to establish communication channels and exchange 
information over th~se channels. 

The basic communication mechanism is dialogue or 
session oriented. That is, objects agree · .t.o conduct a 
dialogue by connecting, transferring data, and th~n 
disconnecting. In reality, not all objects (particularly 
devices) perform direct communication. R~ther, an object is 
sometimes controlled by a software (or firmware) process 
which "represents" the object to the communications 
environment. Thus we see that object-to-object 
communications is accomplished, in practice, indirectly by 
process~to-process communication. 

Layered Approach 

The DECnet communication mechanism is the result of a 
top down layered approach to the architectural design. The 
functional components have been divided into three distinct 
layers: 1 communications, 2 networking~ and 3 -
application/user functions. Similar hierarchial orderings 
can be found in other current network structures (3,5,7). 

Each layer performs a distinct set of functions and 
presents a level of abstraction to the layer above it. The 
functions at each layer are reflected in a protocol 
implementing these functions. The DigitaY Network 
Architecture is this division by function into layers as 
shown in Figure 1. 
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• 
• 

Figure 1 - DNA structure 

Communication Layer. The maintenance of data integrity 
and sequencing across a signal carrier which connects two or 
more processors and/or devices is the domain of the 
communications layer. This component performs such 
functions as correcting the errors typically introduced by 
signal carriers and addressing several processors and/or 
devices which share a common signal carrier (e.g., a multi
drop line). 

Network Layer. The object-to-object communications 
mechanism is created by the network layer. It performs such 
functions as node routing, information flow control, and 
guarantees of sequential data delivery within the network. 
It uses the error-free links created by the communication 
layer. 

Application Laver. Generic services, which are 
accessible through the network, are the concern of the 
application layer. Such services might include: a printing 
device, a file system, a task or process loader, an 
operator's console, and user application programs. The 
distributed file access mechanism is implemented at this 
level within the structure, using the communication 
mechanism provided by the networking layer. 
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· A d~tailed discussion of the architecture and its 
component protocols can be found in some previous papers 
(8,9). Here we will concentrate on the communication 
mechanism and the use of that mechanism in creating the 
distributed file system. 

COMMUNICATIONS MECHANISM 

The communication mechanism is structured around the 
concept of a conversation or session. The operational 
command~ of this mechanism are: 

1 ·- CONNECTION: The creation of a data path or logical 
link between the object issuing the connect request and the 
des·ired· object. The object being connected to is passed the 
identity of the requester and som~ user specific information 
(e.g., passwords, identification code). If accepted the 
data path or logical link is created. If not, the requested 
object may send an error code back to the requester 
specifying why connection is not possible. Objects can have 
many logical links active simultaneously, connected to 
obje6ts on other systems or even on their local system. 

2 TRANSMISSION: The seriding of information over a 
1 ogical link. Logical 1 inks. are full duplex, that is, data 
may be logically transmitted by bo~h objects simultaneously, 
in both directions, independent of whether the physical 
links are full or half duplex.· To minimize system buffering 
requirements, links may be flow controlled, requiring a 
receive request for each corresponding transmit request. In 
this case, data is not sent over a logical link until a 
·receive has been issued requesting the data. Transmits that 
are issued prior to receives are queued by the system until 
receives are issued. This reduces the flow of data to the 
rate at which the receiver can process it. 

3 - RECEPTION: The receiving of information from a 
logical link. It is synchronized with data transmission via 
the flow control mechanism described above. Both objects on 
the link can ' be issuing transmits and receives 
simultaneously. The data flow can be greater in one 
direction than in the other. 

4 INTERRUPTION: The notification to the object on 
the other end of the logical link of some unusual condition 
or event. It differs from normal transmission in that it 
does not require a normal data receive and may only includ~ 
a small amount of data to minimize system buffering. It is 
typically passed to the receiver via an asynchronous 
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software trap mechanism or via some other expeditious 
technique. Its purpose is to get the information quickly to 
the user and notify of some unusual or error condition on 
the link. 

5 - DISCONNECTION: The destruction of a logical link. 
Once data exchange has been completed, the link is 
destroyed, returning any resources back to the system and 
freeing any system data base space used to describe the 
link. This command is also used to disconnect ~ l.ink prior 
to actual connection completion if, for example, there is a 
lack of resources or the requested object does not exist. 
This disconnect request may be issued by either object on 
the link. The object on the other end of the link is 
notified of such action usually via a mechanism similar to 
that used to pass data from interrupt messages. 

Comparison with Telephone Communications 

The mechanism described can be viewed analogously to 
that provided by the telephone system via the dialed 
network. Connection is the process of d~aling; 
transmission and reception are the processes of speaking and 
listening; and disconnection is the process of hanging up. 
Where the DNA communication mechanism differs is: 

It provides an interrupt mechanism different .from 
normal transmission for quick notification, 

2 - It -has a flow control mechanism adjusting the flow 
to the rate of the slower end, 

3 It is full duplex, allowing simultaneous, 
independent transmission and reception, and 

4 - It is dynamic in that links 
prior assignment of connections i.e. 

are created 
phone numbers. 

without 

The users of the system are logically unaware of the 
physical aspects of the data transmission. Logical links 
may be created on single systems, between adjacent systems 
or between systems with many intermediate routing nodes. 
The functions of message routing, error control and physical 
link management are all performed transparently to the users 
of the logical link. 
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DISTRIBUTED PROCESSES AND PROTOCOLS 

Networking functions are created via cooperating, 
communicating processes distributed throughout the network. 
Their purpose is to provide a function within the ne~work, 
e.g. remote file access. To do this, the communicating 
processes in each system must coordinate with each other and 
remain in synchronization. This coordination and 
synchronization is accomplished via an ~rderly set of 
communication rules and messages used by the processes. 
This set of rules and messages is called a protocol. 

Each function and/or mechanism provided at the user 
application layer will consist of a dialogue, the exchange 
of information (messages) to perform a specific function. 
Each of these dialogues will take place according to a set 
of rules and defined message formats for their exchange. 
These are the user level protocols within the network. 

A particular protocol has been developed at DEC for 
obtaining I/0 device and file services within the network. 
This is the Data Access Protoc61 (DAP). It is concerned 
with record and file formats, and access requests. DAP is a 
'tiser level' protocol within DNA. The bAP communicating 
process accesses the network using the same communication 
mechanism available to user-written programs. 

FILE ACCESS REQUIREMENTS 

The design of the Data Access Protocol (DAP) required 
that particular attention be paid to heterogeneity of the 
file systems with which DAP would interface (e.g. file 
systems with different access modes, formats and 
capabilities). Within any given network· configuration, 
these systems may exhibit considerable variety. To this 
end, the protocol was designed to be maximally efficient 
between like systems. Moreover, it should provide full 
functionality of the evolving DEC standard file system RMS. 

File System Facilities 

Redord Management Ser~ices (RMS) provides a set of 
generai purpose file handling capabilities f6r a number of 
operating systems in the DEC family. The service allows 
user written" application programs to create, .a9cess and. 
maintain data files in a variety of orgariizations ~nd 
accessed in several ways. RMS files can be organized 
sequentially, relatively or indexed. Ba~ed up6n these file 
organizations records · maintained by RMS cap ~e accessed in 
the following ways: 
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- Sequentially: records processed in consecutive 
order. 

2 Randomly: by either relative record number or by 
indexing on one or more keys (access by relative record 
number permits retrieval of a record anywhere within the 
file without previous accessing of any other record, access 
by indexing key permits retrieval anywhere. by the value of a 
key field within the record). 

3 - Dynamic access: the combining of several access 
methods to permit access such as ISAM (indexed sequential 
access method). 

4 -Directly: allows access to physical blocks. 

In addition, RMS supports several record formats (fixed 
and variable length) and provides a comprehensive protection 
and sharing mechanism. 

Protection 

DAP was also required to contain the necessary 
facilities to insure that files on a DECnet node could be no 
less secure from unauthorized remote access than from 
unauthorized local access. 

Efficient File Transfer 

Although DAP provides remote file access at the record 
level it addresses file transfer through efficient file 
retrieval and storage operati6ns. We will address each of 
these requirements in subsequent sections. 

TECHNIQUES 

Several techniques were explored, in the design of DAP, 
to meet the requirements of file access in an efficient and 
flexible manner. 

Atomic Elements 

To cope with the heterogeniety of file systems, with 
~hich DAP interfaces, several strategies were explored and 
one finally selected which would provide the greatest 
flexibility and functionality. The schemes, which were 
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apparent, were those which involved: 

1 - a mediation scheme for each incompatible system. 
This scheme would require that each system .involved in 
exchanges to maintain N-1 translation schemes where N is the 
tDtal number of different systems involved, 

2 - a standard representation (generic) or network file 
structure, or 

3 - provide a collection of basic elements (atoms) from 
which the 
protocol. 
exchanging 
given file 

individual file system 
For example, elements 
information particular 

system. 

may choose to tailor the 
which are used in 
to constructs within a 

Comparing the strategies we see that the standard 
representation (or generic) scheme is truly a function 
oriented protocol that uses the intersection of capab~ities 
of all of the file systems invo~ved, with the elimination of 
particular constructs within the individual file systems 
(see (2)), while the strict mediation approach proliferates 
translation algorithms. Instead, by providing a c6llection 
of atoms, we essentially offer the union of all of the 
capabilities of the file systems, from which the protocol 
can be dynamically tailored by an interaction between the 
communicating systems. 

This interaction, between unlike systems, tailors the 
protocol in such a way as to resemble a generic protocol, 
while still allowing interaction between like systems to 
represent items directly. In exchanges between like systems 
atoms which are meaningful to these file system are used; 
while in exchanges between unlike systems the atoms which do 
not have an interpretation are not chosen. This scheme 
meets the required goal of efficient transfers between like 
systems. It has the added advantage of eliminating the 
pr~blem of indiv.idual file systems not providing the 
functionality that is described generically as well as the 
converse. 

Message Efficiency 

In an effort to obtain efficient line use several 
te~hniques were employ~d. First, in the messages which were 
exchanged between systems, a set of default values were 
described to allow for the possibility of not sending the 



-122-

information, thus making the messages shorter. Secondly, an 
(optional) length field was included in every message so 
that several messages could be included in one network 
message envelope. This message blocking strategy allowed 
several DAP messages to be transmitted with the overhead of 
only one network transmission. 

Further, attributes of indiv-idual records, such ·as 
records containing FORTRAN carriage control, COBOL carriage 
control and implied LF/CR envelopes can be represented, 
allowing the records to be shipped without these 
characteristics explicitly included in the data. 

Although we were providing access at the record level 
we would also opti~ize the protocol for-file transfer. This 
differs from other file acce~s techniques which provide only 
file transfer fac ili tie·s ( 1 , 6). ~ The effie iency is 
accomplished, during transfer access,· by allowing -data 
records to be transmitted sequentially without waiting f9r 
any specific DAP record request control messages. That is, 
the protocol can be operated in such a way so as to not 
include the use of the fiormally required control messages 
for each record transferred, thereby eliminating the 
overhead associated with each rec~rd. Flow control is 
performed implicitly by the network, thus optimizing the 
protocol. 

- ' 
Error Recovery Techniques 

The recovery strategies available within DAP can be 
either of two types: 1 recovery from errors due to 
unaccessible records in the remote file, and 2 recovery 
from failures in the network e.g. node failure or links 
going down. The first type is handled by the skip/retry and 
continue facility. When an error is incurred, while either 
reading or writing a· record from a remote system the 
protocol is capable of retrying the operation with the 
record which generated the error, or skip that record and 
continue the transfer with the next record. 

Th~ second type of recovery is relevent nnly for 
sequential retrieval and storage of a file to allow 
continuation following ·network link reestablishment. In the 
retrieval case the current file pointer or record number is 
sent to the remote file system on link reestablishment and 
sequential retrieval starts at that point. In the storage 
case the remote file system returns the record number last 
written and opens the file for append and storage continues. 
An example of the first type of recovery is given later in 
the-paper. -
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Security and Protection 

As was stated earlier DAP attempts to provide the same 
degree of file security and_protection over the network as 
is available locally. This is accomplished by requiring 
that a user of DAP be a registered user of each system 
holding files to be accessed. To initiate access to a file, 
the user's identification information is used to 
authenticate the user (not necessarily logging the user on 
but providing sufficient information to allow that), and 
then file access is allowed to proceed under the normal 
rules for file access applicable to a local user. 

MESSAGES 

bAP currently contains the following messages: 

1 - Configuration: used to pass system configuration 
information between the systems involved in a DAP exchange. 
This message is sent immediately following link 
establishment by the system and contains information 
indicating various configurations of operating systems and 
file systems, version number of the protocol for determining 
compatability and generic syste_m capabilities to aid ih the 
translation between unlike sysiems. 

2 User Identification~·-·· used 
identity, a password and accounting 
accessed system. This is used 
accounting purposes. 

to pass the user's 
information to the 

for security and/or 

3 - Attributes: details the representation of the data 
in the file being accessed. This message contains 
information pertaining to file organization, data type, 
format, record attributes, record length, size, device 
characteristics, and other information relevent to 
protection and characterization of the file systems 
involved. 

4 - Access: specifies the file name and type of access 
requested. The information indicates type of operation to 
be performed, (e.g. open new file, etc.), the file 
specification (in the format required by the remote node), 
access mode, (sequential, keyed, etc.), access operation 
requested (get, put, etc.), optional file and record 
processing features and sharing options for this access. 
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5 - Control Device/File: used to send control type 
information to a device or a file system. Control 
information may indicate for example, get a record, find a 
record, rewind magnetic tape, or set loadable tabs for line 
printer, along with information indicating the particular 
record (or device) that is being controlled. This message 
also allows the access mode to be changed from the previous 
setting. 

6 Continue Transfer: this mes~age includes 
information to allow the v~rious afore ~entioned . recovery 
s~rategies sue~ as t~y again, skip or abort. 

7 - Acknowledge: used to acknowledge access commands. 

8 - Access Complete: conveys termination of access to 
the remote system. This message also is involved with 
recove~y procedures for record transfer. 

9 - Data: transfers the file data over the link 
established for the access. 

10 - Error: used to report abnormal conditions on the 
status of DAP messages or data transfers. Errors can be 
hard or soft. Hard errors are fatal and terminate the 
current access. Soft errors are recoverable. by using the 
protocol recovery procedures. 

OPERATION EXAMPLES 

To illustrate the role each bf these messages plays in 
providing data access, examples of several typical 
operations . are described. Briefly .the procedure for 
accessing remote files can be described as occuring in three 
phases: setup, transfer, termination. The setup phase 
involves establishing the connection, exchanging 'the 
information necessary to authenticate the user, and access 
the file. Transfer of the actual file data occurs after the 
setup phase is complete and is followed by the message 
sequence used to terminate an access. 

Sequential File Retrieval 

The protocol op~ration for sequential file retrieval is 
optimized such that there is no overhead for control 
messages and the entire file is transferred subject only to 
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the flow control mechanism of the network. 

After the logical link is, established the two systems 
exchange Configuration messages. Following this exchange 
the system requesting access (hereafter called the accessing 
system) sends a setup sequence consisting of a User 
Identification message, an Attributes message, and an Access 
message. At this point the system being accessed responds 
with an Attributes message (if access is being requested for 
an existing file) and an Acknowledge message. Data messages 
are then transmitted for each record until one of the 
following occurs: · 

1 - the end-of-file is reached on the accessed system, 
2- an error occurs on the.accessed system, or · 
3· the accessing system decides it has completed the 

access~ 

In the first case, the last record sent in a data 
message is followed by an Error message with the end-of-file 
error code. It sends an Access Complete command me~sage and 
waits for an Access Complete response. It then either 
disconnects or initiates another access by sending a setup 
sequence without the Configuration or User Identification 
messages (the user is already validated for access). · 

•· 

In .the second case, an error message will be se.nt ·when 
an error occurs in accessing the original file. The 
accessing system may either send an Access Complete command 
message and wait for an Access Complete response (which 
terminates access) or try to recover using a Continue 
Transfer message. 

If the accessing system decides to terminate access 
prior to end-of-file, it sends an Access Complete command 
message and waits for an Access Complete response in .return. 
It may · then disconnect. or access another file. In the 
retrieve case, all error messages are sent synchronou~ly 
over the logical link using the transmit command to the 
network. 

In some implementations where buffer space is 
plentiful, an accessed process may buffer messages ahead via 
the network such ·that there is a queue of messages waiting 
to be sent as soon as receives are posted for them at the 
accessing end of the link. In such cases, an accessing 
system issuing an access complete command may still receive 
one or more records of the file or _even .an end-of-file 
indicatioA or an error indication due to the pipelining 
delay in the system. It should pass over these until an 
access complete response is received. 
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Record Retrieval 

T~ansf~r for the record r~trieval case is similar to 
the ~equential file retrieval case except that a Control 
Device/File ~essage (with a record key for random retrieval) 
must be sent by the accessing process for each record 
accessed. Here, after the initial setup phase, data is 
transmitted only when the accessed process receives the 
required Control Device/File message (i.e. get record with 
Key n), and then it returns the record as a Data message 
(whose Key is n). In addition, if the user had specified 
record retrieval by sequential access the Control 
Device/File message would indicate "get sequential" (without 
a specific key) and the appropriate response from the 
accessed system would be to send the next record. 

Error recoyery for sequential record retrieval is 
identical to error handling for sequential file retrieval. 
When EOF is reached while accessing a file sequentially, the 
accessed process sends the Error message "end of file 
detected." 

The continue recovery option, which is used for 
sequential file retrieval, is not used for record retrieval. 
When a Control Device/File request specifies a non- existant 
record while doing random record 'retrieval or an error is 
detected during access, the accessed process will return an 
appropriate Error message, e.g. record number out of range, 
record not found, error during reading. The next random 
record may then be requested as if no error occurred. 

USER INTERFACE TO DAP 

DAP, in itself, does not provide a global directory 
(catalog) function as in (4). This function may be provided 
by a higher level process. The catalog function would 
support location independent accesses by transforming names 
supplied by the user, into the actual node and file name. 

The interface to DAP provides access to remote files in 
a manner similar to the access provided to local files by 
the local file system. 

The following basic functions are provided to the user: 

1 - open a file for reading records 
2 - open a file for writing records 
3 - open a file for appending records 
4 - read a record 
5 - write a record 
6 - close a file 

·' 
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7 - delete a file 

IMPLEMENTATION 

DECnet remote file access (and transfer) iS implemented 
via three distinct pieces of software: a [ile Access 
1istener (FAL), a set of user callable subroutines (Network 
File Access Routines) called NFARS and a Network File 
~ransf~r utiliiy (NFT). (See Fig. 2) - ·-

NODE3 

Figure 2 - DAP Components 

FAL is the mechanism which maps DAP protocol messages 
to the local file system. FAL· accomplishes this by 
accepting DAP file access requests from the user on the 
network side and mapping them into equivalent requests to 
the local file and/or operating system. 
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FAL is a user level process, resident on every node 
whose file system is to be accessed via the network. It is 
a passive element in that it services requests for remote 
access to the local file systems, it does not generate 
activity by itself, and is idle (suspended) when no such 
requests are in progress. Requesting processes are 
connected to FAL through the. network provided communication 
mech~nism. The Data Access Protocol (DAP) is used for 
exchanging commands and data between FAL and the accessing 
process. A single FAL process can handle multiple accesses 
and logical links simultaneously. 

NFARS 

To simplify r~mote file access a set of callable 
subroutines, NFAR's are prrivided. The routines build, send, 
and interpret DAP messages for the user. The basic 
functions provided by the user interface are reflected in 
the NFAR's to effect remote file access. The NFAR's 
accomplish this functionality by communicating with the 
cooperating remote task FAL oNer the network using DAP 
messages. 

NFT is an internode file manipulation utility which 
allows a user to: 

1 - transfer files to a remote node 
2 - retrieve files from a remote node, and 
3 - delete a file at a remote node. 

NFT call the NFAR's directly, as user. programs do, to 
perform the requested operations. It maps commands entered 
by the user, into NFAR calls which are interpreted by the 
FAL process on the remote node. For example in a network 
with nodes A, B, and C, a user on node A could transfer 
files between: A and B, A and C, or B and C using NFT. As 
a convenience for compatability transfers locally from A to 
A are also supported. 

CONCLUSIONS 

A protocol for remote access of files at the record 
level has been designed which is also very efficient at the 
file access or transfer level. It uses an atomic approach 
for file representation, optimizing for like systems, while 
retaining the functionality of the individual file systems. 
It uses the DECnet communications mechanism to transport 
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messages between the accessing and the accessed system. Any 
network system that provides a transport mechanism similar 
to that provided by DECnet could be used as the 
communications medium for the Data Access Protocol. 
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General Electric Research and Dev~lopment Center 

Abstract 

A distributed database system is one in which the 
database is spread among several sites, and application 
programs "move" from site to site to access and update 
the data they need. The concurrency control is that por
tion of the system that responds to the read and write 
requests of the application programs. Its job is to main
tain the global consistency of the distributed database 
while ensuring that the termination of the application 
programs is not prevented by phenomena such as deadlock. 
We assume each individual site has its own local concur
rency control which responds to requests at that site and 
can only communicate with concurrency controls at other 
sites when an application program moves from site to site, 
terminates or aborts. 

This paper presents designs for two distributed con
currency controls and demonstrates that they work correctly. 
It also investigates some of .the implications of global 
consistency of a distributed database and discusses some 
phenomena, other than deadlock, that can prevent termina
tion of application programs. 

I. INTRODUCTION 

It is frequently desirable to structure a database 
system so that different p~rts of the database.are stored 
at different sites, perhaps widely separated geographically, 
interconnected into a network. Individual application pro
grams, which we call processes, may need to access and up
date data at different sites. We envision a process as 
starting at one site and moving from site to site as nec
essary to do its job. (In practice, moving from one site 
to another is likely to be implemented by calling a routine 
at the second site.) Systems of this type are called dis
tributed database systems in contrast to centralized systems 
in which the whole database is stored on one computer. 
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One important consideration in the design of distri
buted systems is the concurrency control. The concurrency 
control is that portion of the sys.tem that is concerned 
with deciding what actions should be taken in response to 
requests by the individual application programs to read 
and write into the database. We are interested in those 
database systems in which concurrency control is performed 
at the system level and is invisible to individual users. 
Individual application programs do not lock and unlock 
database entitles they access, and in fact each application 
program is written as if it were the only program running 
on the system. 

The concurrency control is concerned with avoiding 
deadlocks or similar occurrences and with maintaining the 
consistency of the database. Assuming that each applica~ 
tion program when run by itself will eventually terminate 
without destroying the consistency of the database, the j0!b 
of the concurrency control is to ensure that during the 
concurrent operation of any set of application programs: 

l. Each application program sees a consistent 
picture of the database. 
2. Each application program eventually terminates. 
3. The final database after all the application 
programs terminate is consistent. 

The second condition refers to the elimination of dead
locks and other occurrences which may prevent process 
termination. 

The concurrency control has the same task whether 
the database is centralized or distributed. However a 
distributed concurrency control must be designed to op
erate in a somewhat different environment. We assume 
that each site in a distributed system has its own local 
concurrency control. A process starts at one site, can 
visit the sites in any order (and can revisit a previously 
visited site), and finally terminates while at some site. 
The process can only issue a read or write request at a 
site if it is currently active (visiting) that site. When 
a process moves from site to site it may be accompanied 
by special information for use by the concurrency control 
at each site. However the movements of the processes are 
determined by the processes themselves, and are no.t sel
ected by the concurrency control. A concurrency control 
must choose a response to a read or write request at one 
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site without communicating with any other site. However, 
when a process terminates or aborts, a message can be 
sent to each site it visited. An arbi!=rary amount of time 
may elapse between a decision to transmit a message and 
the arrival of the message at any given site. 

Despite these communication constraints the con
currency control must maintain the. global consistency of 
the entire distributed database and must ensure that each 
process terminates. In particular any read/write conflicts 
that occur between two processes at one site must be re
solved by the local concurrency control at that site with
out communicating with any other sites to determine the 
outcomes of any previous conflicts that may have occurred 
between those processes. 

In this paper we present the design of two distributed 
concurrency controls and demonstrate that they work cor
rectly. We also discuss some of the implications of main-
taining global database consistency in distributed systems 
and investigate some new phenomena, other than deadlock, 
which can prevent termination of application programs. 

In (13) we give a general theory of concurrency 
control in both the centralized ·and distributed case, 
and include some results we have used in this paper (in 
particular the linearity theorem, and the DIE-WAIT system). 

An investigation of database consistency and its im
plication for the locking sequency of concurrent processes 
appears in (4). Consistency and appropriate data manipu
lation language primitives to facilitate concurrency con
trol are discussed in (9). Some specific centralized 
concurrency controls based on processes locking groups of 
database entities before writing are discussed in (1) . A 
centralized concurrency control based on a preassigned 
linear ordering of the resources appears in (12). 

Various issues in deadlock detection are discussed 
in (2). Deadlock detection in database concurrency con
trols is discussed in (ll) and (7). Some of the issues 
involved in database concurrency control are discussed in 
(5) and (6). The problems involved in scheduling readers 
and writers of a single entity are discussed in (8), (10), 
and (3). 
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II. CONSISTENCY 

We use the word entity to describe the smallest unit 
of the database accessible to the concurrency control. In 
a particular database system the entities might pe files, 
pages, records, items, etc. Each entity can be assigned a 
value. Examples of values are character strings, integers, 
etc. We assume that a database consists of a finite num
ber of entities, each assigned a value. 

We assume there is a set of consistency requirements 
that must be satisfied by the values assigned to the en
tities making up the database. Examples of possible con
sistency requirements are: 

l. In a banking system, the sum of the values 
assigned to the loans for a particular account 
must be less than the line of credit of that account. 
2. In an airline reservation system the number of 
assigned seats must be less than the capacity of 
the aircraft. 
3. In a distributed system for a group of warehouses, 
consisting of a headquarters site containing summary 
information and a number of local sites, each contain-

"ing information about a local warehouse: - the value 
of the entity in the headquarters site giving the 
total number of widgets must be the sum of the values 
of the entities in the local sites giving the number 
of widgets in the local warehouses. 
4. In some distributed systems the value of an en
tity at one site must be equal to the value of an
other entity at a different site. 

A database that satisfies all the consistency re
quirements is said to be a consistent database. As in 
some of the examples, the consistency requirements can 
be defined globally over the entire distributed database. 

We assume that each process has been designed in sueh 
a manner that if run by itself and given an input database 
which is consistent, it will eventually terminate and pro
duce a consistent database as output. We assume the con
currency control does not know what the consistency re
quirements are, but nevertheless must operate in such a 
manner that during the concurrent operation of the pro
cesses, each process sees a consistent input database, and 
eventually terminates producing a consistent output data
base. 
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III. PROCESS TERMINATION AND ABORTION 

The assumption that consistency requirements may be 
global has implications for the model of what constitutes 
a process. When a process at one site calls a routine at 
another site, it is both programs together that are re
sponsible for maintaining global consistency. Either, if 
run by itself, might violate a consistency requirement. 
Therefore, we must view the called routine as part of the 
calling process, and envision the process as moving from 
the first site to the second. 

We view a process as being initiated at one site and 
moving from site to site (perhaps returning to sites pre
viously visited). At any instant the process is active at 
one site and inactive at all the other sites it has visited. 

Global consistency also has implications for how pro
cess completion and abortion should be treated. We assume 
that any unterminated process can be aborted (say, by the 
user at the terminal, or because of an encounter with bad 
data.) An aborted process may have only partially complet
ed updating the. database, and the changes it made, before 
it was aborted may not satisfy the consistency requirements. 

In this paper, we assume that process abortion can 
only be initiated at the site at which the process is 
active. Aborting the process consists of first stopping 
the running of the process at its active site, and then 
undoing all changes to the database made by the process. 
We use the term rollback to refer to the undoing of all 
the changes made by a process at a given site, i.e., roll
back is the restoration of each entity (changed by the 
process) at the given site to the .value it hag before the 
process changed it. Because the consistency requirements 
may be global, an aborted process must be rolled back at 
all sites it has visited. We assume that this rollback is 
caused by a "rollback" message sent from the active site 
to all visited sites. 

Suppose that after a process at one site calls a 
routine at a second site, the called routine completes 
and returns control to the first site. Because the pro
cess at the first site may later be aborted, the changes 
to the database made at the second site cannot be made 
permanent until the entire process terminates. 
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Suppose that a process initiates termination at 

some site.· In this paper, we assume that the site where 
the process terminates (which must be the active site) 
sends a "make permanent" message to all sites vi~ited by 
the process. When each site receives that message,_it 
can make permanent any changes the process has made to 
the database and destroy any other information it may 
have been saving in case the process returned or in case 
the changes to the database had to be rolled back. In 
addition a user at a terminal can be notified that the 
process is complete.· 

In summary, a process is initiated at one site and 
moves from site to site. The running of the process 
can be ended by initiation of either termination or a
bortion at the currently active site of the process. 

IV. THE LINEARITY THEOREM 

A process is valid if and only if 

l. The first request it issues concerning a 
given entity is a read request. 
2. Whenever it is started with a consistent 
database, it eventually terminates and·the 
final database it produces is consistent. 

A certified version of an entity is the value of 
the entity produced as output by a terminated valid pro
cess, or the value of that entity in the initial database. 

A concurrency control is consistent if and only if 
given an initial consistent database and a set of valid 
processes (arriving at arbitrary times), then at any time 
the following conditions are all satisfied. 

l. Each process has seen a consistent database. 
2. For each entity, all but one certified ver
sion of that entity is overwritten (i.e., read by a 
terminated process that also writes on that entity). 
3. The database consisting of the unique non
overwritten certified version of each entity is 
consistent. 
Based on these definitions, (13) presents a "lin

earity theorem" which can be restated as follows* 

* A similar result using a related model is proved in (4). 
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The overall effect produced by a consistent 
concurrency control running a set of concurrent 
processes must be the same as if the updating 
processes (those that perform at least one write) 
had been run sequentially in some order. 

In other words it must be possible to order the processes 
Pl,P2' ... ,_Pn 

such that P
1 

"sees" the initial database, P2 "sees" th,e 

data~ase that would hav7 been pro~uced if.P
1 

has run to com
plet1on, and so on. Th1s sequent1al runn1ng of the processes 
is called a linearization. 

The linearity theorem applies to distributed databases 
as well as to centralized ones. Thus in order to guarantee 
database consistency in a distributed system, the effect of 
concurrently running the processes must be equivalent to 
some linearization of all the updating processes in the en
tire system. 

V. CONFLICTS 

The concurrency control must select a response to 
each of the individual read and write requests of the processes. 
We now show by an example that if the concurrency control is too 
promiscuous in granting these requests, an inconsistent data
base may be produced. 

Suppose that there are two processes, S and T, and two 
entities, A and B. Assume that there is a single consistency 
requirement, namely that 

A = 0 or B = 0. 
Suppose that the two processes are: 

S: if A = 0 then B = B + l 
T: if B = 0 then A = A + l 

Observe that each of these processes, when presented 
with a consistent database, terminates and produces a con
sistent database. Suppose that in the initial database, A· 
and B are both 0. Running S to completion, followed by 
running T to completion will produce a database with A=O 
and B=l. Running T to completion, and then S, produces a 
database with A = l and B = 0. However, if S and T are 
run in an interleaved fashion, and all requests are granted, 
the following scenario of granted requests may occur. 

S reads A = 0 
T ·reads B = 0 
S reads B = 0 
S writes B = l 
T reads A = 0 
T writes A = l 
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The final database produced has A = l and B = l, and is 
therefore inconsistent. 

The cause of the inconsistency can be interpreted in 
terms of the linearity theorem. The write by S of entity B 
changed the version of that entity previously seen by T. 
Therefore.any sequential running of.the processes that is 
to produce the same effect as the above scenario must have 
T before S. However, the write by T on entity A changed the 
value seen by S, and therefore requires that in the sequen
tial running, S must come before T. Since S and T cannot 
be run before each other, the linearity condition is vio
lated. We say that a conflict is caused by a read or :write 
request whose granting would require that one unterminated 
process precede another in a sequential running of the pro
cesses (the two processes involved are said to be in conflict). 
Specifically ~ conflict is caused by either. 

(1) a read request of an entity for which there 
has already been a granted write request from an 
unterminated process~ or 
(2), a write request of an entity for which there 
has already been a granted read or write request 
from an unterminated process. 

Note that a conflict does not occur when a process re
quests a read of an entity that already has a granted read 
request from an unterminated process. 

In this paper we only consider concurrency controls 
that never respond to a conflict by granting the request. 
Concurrency controls that sometimes respond to a conflict 
by granting the request are considered in (13). 

A consequence of the assumption that requests causing 
conflicts are never granted is that the concurrent running 
of all processes always corresponds to a linearization of all 
the processes that terminate. Actually there may be a number 
of possible linearizations, each of which is equivalent to 
the concurrent running of the processes. One particular lin
earization that is always equivalent is the order in which 
processes terminate (ties between processes that terminate 
at the same time, but at different sites, can be broken 
arbitrarily). 

Another consequence of the assumption that requests 
causing conflicts are never granted, is that a process S 
will never issue a write request on an entity with a pre
viously granted write request from an unterminated pro'cess 
T. 
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VI. RESPONSES TO CONFLICTS 

When a conflict occurs, the concurrency controls 
considered in this paper take one of the following two 
actions. 

l. Wait 

The requesting process is made to wait until the pro
cess (or processes) w~th which it is in conflict terminates 
or is rolled back. 

2. Restart 

Either the requesting process or some of the processes 
it is in conflict with can be restarted. Restarting a pro
cess means first aborting it and then beginning the process 
again at its original initial site. We assume that the pro
cess is not begun again until all visited sites have received 
the "rollback" message from the active site which initiated 
abortion. 

The reason we do not allow reinitiation until the pro
cess has been rolled back at all sites is that we want to 
eliminate the possibility of a new version of the process 
arriving at a site before the old version is rolled back. 

In the systems considered in this paper, restarting 
is invoked by the concurrency control using one of the 
following primitives: 

DIE: The process making the request is restarted. 
Since that process is active at the site at which it made· 
the request, abortion can be immediately initiated. 

WOUND: When the concurrency control at some site sel
ects wound, the process the requestor is in conflict with is 
said to be wounded .. A message is sent to all the sites the 
wounded process has visited saying that it is wounded. If 
that message gets to the site at which the process is active 
(or if the process returns to a site that has received the 
message) and it has not yet initiated termination, the con
currency control at that site initiates an abort of that 
process. If the process has already initiated terml.nation, 
the wound message is ignored. In this case, as discussed 
in Section III, the process will eventually be terminated 
at all sites. Meanwhile at the site of the original con
flict, the process in conflict with the wounded process 
waits to see the result of the wound message. The wounded 
process will eventually either be restarted or terminated, 
at which time (in either event) the conflicting process can 
proceed. 
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VII. PHENOMENA THAT CAN PREVENT TERMINATION 

The response of the concurrency control to con
flicts must be designed to ensure that every process ter
minates. Possible reasons for a process not terminating 
are deadlock, which occurs when there are a finite set of 
processes waiting for each other, and cyclic restart (see 
(13)), which occurs when a finite set of processes contin
ually cause each other to restart. It is also possible that 
a process can be 'made to wait for, or be restarted by a po
tential infinite number of newer processes that have entered 
the system after it. 
VIII. FIXED ORDER CONCURRENCY CONTROLS 

The concurrency control designs given in this 
paper make use of a fixed ordering of the processes. When 

·each process is first initiated, it is given a unique num
ber (which may be a function of the time of day the process 
initially started, ·the number of its initial site, and its 
priority). This number is carried with the process when it 
moves from site to site and is retained if the process is 
restarted. The numbers associated with the processes spe
ci{y a particular total order of the processes. 

If the process should have a conflict with some other 
process, the concurrency control selects its response based 
only on a comparison of the numbers of the two processes. 
(e.g., if the number of the process causing the conflict is 
larger than that of the other process, one particular re
sponse is selected; if it is smaller, another response is 
selected.) 

This method of selecting responses guarantees that if 
two processes have conflicts at different sites, the con
flict ·will be resolved on both sites on the basis of the 
same pair of numbers associated with the processes. 

In the next two sections, we present designs for two 
different concurrency controls based on this concept of a 
fixed ordering. We assume t~e processes using these con
currency controls are valid in the sense of Section IV. 

IX. THE DIE-WAIT SYSTEM 

Figure l gives the design of a distributed concurrency 
control based on the idea of a fixed order of the processes. 
We refer to this system as the DIE-WAIT system. Part B of 
the figure describes how read""write conflicts are resolved 
by the local concurrency control at each site. Not expli
citly stated in the figure is the fact that read or write 
requests that do not cause conflicts are immediately granted. 
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A. Unique Number 
The unique number assigned to each process is obtained 

by concatenating the time at which the process is initiated 
with the node number at which it is initiated . 

. B. Resolution of Conflicts 
Assume process Q issues a request causing conflict with 

another process P. Let N and N be the unique numbers 
assigned to Q and P respe8tively~ The conflict is resolved 
using the rule: If requestor older, then requestor waits, 
else requestor dies, i.e., 

if N < N then WAIT else DIE 
Notes: 

q p 

l. WAIT means Q waits for P to terminate or abort. 
DIE is described in the text (Section VI). 

2. If this request puts Q in conflict with more than 
one process, apply the above rule to each process Q is in 
conflict with. If any application indicates DIE, then Q 
is restarted, otherwise Q waits for all the processes. 

3. In determining whether a conflict has occurred, a 
process waiting to read an entity is considered to have 
read that entity and a process waiting to write an entity 
is considered to have written it. 

Figure l DIE-WAIT System 

A. Unique Number 
The unique number assigned to each process is obtained 

by concatenating the time at which the process is initiated 
with the node number at which it is initiated. 
B. Resolution of Conflicts 

Assume process Q makes a request causing a conflict with 
another process P. Let N and N be the unique numbers 
assigned to Q and P respe8tively~ The conflict is resolved 
using the rule: if requestor older, then requestor wounds 
other process, else requester waits, i.e., 

if N < N then WOUND else WAIT 
Notes: q p 

l. WAIT means Q waits for P to terminate or be aborted. 
Wound is described in the text (Section VI). 

2. If this request puts Q in conflict with more than 
one process, apply the above rule to all the conflicting 
processes. 

3. In determining whether a conflict has occurred, 
a process waiting to read an entity is considered to have 
read that entity and a process waiting to write an entity 
is considered to have written it. 

Figure 2 WOUND-WAIT SYSTEM 
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Theorem: The DIE-WAIT system is a consistent concurrency I 

control for which every process terminates. Proof omitted. 

X. THE WOUND-WAIT SYSTEM 

Figure 2 gives the design of a distributed concurrency 
control that we call the WOUND - WAIT system. 
Theorem: The WOUND-WAIT system is a consistent concurrency 
control for which every process terminates. 
Proof. The termination order of the processes is a lin
earization equivalent to the concurrent running of the pro
cesses. 

The rule used to resolve conflicts guarantees that the 
oldest process in the system (i.e. the one with the earliest 
initiation time) is never made to wait and is never wounded 
or restarted. Thus the oldest process is guaranteed to ter
minate. Then the process that· was second oldest becomes old
est and is guaranteed to terminate, and so on. 

Alternate Definition of Wound 

The WOUND-WAIT system of Figure 2 will still operate 
correctly using a somewhat different interpretation of wound: 
if a wound message reaches the site at which the process is 
active and the process has not initiated termination, then 
that process is restarted only if it is waiting. Otherwise 
it is allowed to proceed (even to other sites) until it either 
initiates termination or becomes involved in a conflict that 
would normally cause it to wait (in which case it is restarted). 

XI. COMPARISON OF DIE-WAIT AND WOUND-WAIT SYSTEMS 

Both the DIE-WAIT and the WOUND-WAIT systems work cor
rectly in the ~en~e that they maintain the global consistency 
of the database, and guarantee that all valid processes ter
minate. Nevertheless there are significant differences in 
how they operate in certain situations. 

Waiting Processes 

In the DIE-WAIT system an older process is made to 
wait for younger ones, and as it gets still older it tends 
to wait for more and more younger processes. While the 
older process will eventually terminate, it tends to slow 
down as it gets older. 

By contrast in the WOUND-WAIT system, an older process 
never waits for younger ones. In fact the oldest process 
in the system never waits for anyone and runs roughshod 
through the system wounding any younger process in its path. 
Thus older processes get increased priority. 
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Restarted Proce~ses 

Suppose that processes A and B have a conflict and A 
is restarted. The new incarnation of A may issue the same 
sequence of requests as before, and thus reach the site of 
the previous conflict. At this site, a new conflict will 
result if B is still unterminated. 

In the DIE-WAIT system A was the requester that caused 
the original conflict (recall that only the requester can 
die). In the new conflict A is still the requester and dies 
again. Thus there can be a long sequence of DIE's and, while 
both B and A wili eventually terminate, the repeated attempts 
to run A can consume a considerable amount of system resources. 

By contrast in the WOUND-WAIT system, A was not the re
quester in the original conflict and A was younger than B. 
In the new conflict A is still younger than B, but this time 
A is the requester and hence WAITS. Process A presumably 
consume·s far less system resources if it is waiting than if 
it is continually being restarted. 

In summary, although the communications for WOUND-WAIT 
system are slightly more complicated than those of the DIE
WAIT system, its methods of handling waiting and restarted 
processes appear to make it preferable for many applications. 
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A ROBUST ALGORITHM FOR UPDATING DUPLICATE DATABASES 

Clarence A. Ellis* 

Xerox Palo Alto Research Center 

Abstract 

This paper describes a decentralized algorithm which can be used to maintain multiple 
copies of a database at various nodes of a computer network. The algorithm is shown 
to maintain consistency, to avoid deadlock, to avoid mutual blocking, and to be robust 
in case of failure of one or more nodes. 

1. Introduction 

Within a computer network, there are trade-offs between centralized databases and 

distributed databases. · In an application where certain parts of the database are related 

to certain customers, it may be most reasonable to distribute that part of the database 

which is most used by each customer to that customer's local computer node of the 

network. It sometimes occurs that an optimal allocation scheme [9] involves storing 

some data redundantly at several nodes. This is quite convenient for querying the data 

base, but may be problematic for updating the database. It is these problems which are 

discussed in this paper. 

2. The Duplicate Database Problem 

Given an arbitrary computer network N, and given a database D which exists as 

multiple copies, at k of the nodes of N (called the database nodes), we must specify and 

prove the correctness of a decentralized algorithm which allows and controls the 

updating of D in such a way that all copies remain consistent (i.e. identical except for 

transient update times). If a solution of simply performing an update on the local 

database and then transmitting the value to all other database nodes is adopted, then 

the consistency of the database may be jeopardized as illustrated by the following 

example. 

Suppose two copies of a database located at different nodes nA and n8 of a network 

both contain a positive number in record 1 and a negative number in reco"rd 2. Further 

suppose that simultaneous updating occurs: Node nA performs function f 1 which sets 

*Much of the research reported in this paper was performed while the author was at the Massachusetts 
Institute of Technology, Laboratory for Computer Science (formerly Project MAC). 
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record 3 to the value of record 1, while node n8 performs function f 2 which sets record 

3 to the value of record 2. Then both nodes will transmit their value to all other 

nodes, including each other. When this is completed, the negative value in record 3 at 

node nA will be inconsistent with the positive value in the same record of the same 

database at r1ode nB. This is an example of one of' a number of types of inconsistency 

which can occur within a duplicated database .(see [5]). One solution to the duplicate 

database problem consists of the formation of a supervisor at one of the , nodes to 

allocate updating privileges to all nodes (see figure 1). This is not a decentralized 

solution and so the success of the whole system is critically dependent upon the 

supervisory node. Mullery [16] shows that, this critical dependence can be avoided in 

distributed systems. Thus, besides requiring consistency, we also desire decentralized 

control. Properties of deadlock [1,2] and mutual blocking· are also to be avoided. 

Properties of speed independence and homogeneity can be incorporated in solutions. 

Speed independence allows a solution to be generally applicable to a variety of 

networks. It includes the possibility that information may reach its destination after 

other information which was sent later (e.g. ARPANET, U.S. mail). Homogeneity · 

implies that all nodes carry out the same control algorithm (although these may be 

quite different computers at different nodes). This property can greatly help to 

facilitate proof of correctness of duplicate database update algorithms [ 4]. Correctness 

proofs are important because solutions to the duplicate database problem have often 

appeared correct, but contained elusive flaws [16, 20]. Solutions which have appeared 

in the literature (e.g. [9,12]), have usually failed in one or more of the aforementioned 

categories. Johnson and Thomas [12] have outlined in some detail a solution for a 

particular type of duplicate database in which the operations of query, assignment, 

creation, and deletion are allowed via value-transmission only [14]. This paper 

presents a general solution containing all of the above desirable properties, and 

allowing arbitrary operations (full functionality). The algorithm is also robust in the 

presence of node failures, and a node recovery algorithm is described. Before 

presenting the algorithm, some preliminary ideas are introduced through a discussion of 

a simple centralized solution to our problem. Keep in mind that this centralized 

solution is not robust, and is not as general as the decentralized control solution which 

is presented afterwards. 

3. Centralized Solution 

An algorithm is best stated via some means which is precise, but independent of any 

particular network, or machine, or programming language. Thus the algorithms 
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presented in terms of evaluation nets are independent of the network architecture and 

the commlinications subnet. It is only assumed that any node of the network can send 

a message to any other node The entities which send the messages to try to synchronize 

for duplicate database manipulation are controllers. or manager programs called 

database controller processes. Each node which has a database copy also has a database 

controller process which communicates with other database controller processes, and 

which is the only process which updates the database copy at that node. The term 

database used throughout this paper may refer to a large file or a very small unit of 

information. For example, in IMS*, the term database may be replaced by the IMS 

segment. 

Without loss of generality, we assume that all requests for update originate from one of 

the nodes containing a database copy. This is not always true but facilitates our 

discussion. 

In the centralized control solution, a user wishing to update the duplicated database 

contacts his local controller process by sending an internal update request (lNT REQ). 

The controller, upon receiving the internal request negotiates with the central 

supervisor by transmitting an external request (EXT REQ). Thus send will denote a 

local message communication (within a node), and transmit will denote a non-local 

type of message sending. Also, broadcast will denote the transmission of a message to 

many nodes (which can be done as efficiently as transmit in many networks [16]). 

If no other node is updating, then permission is granted by the supervisor and the 

update is broadcast to all copies. When the update is completed, the originating node 

must notify the supervisor so that other nodes will then be allowed to update. The 

evaluation net describing a typical database controller process is shown in figure 1. 

The supervisor is not shown. 

*IMS [11] stands for information Management System, an IBM program product. 
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Evaluation nets [17,18] are a modified form of Petri nets [10,19]. They are good for 

explanation of solutions to our problem because they are graphical, unambiguous, and 

application-oriented. Circles (called locations) denote possible states of the process, 

squares (called message locations) denote incoming message queues, and horizontal lines 

denote transmissions. Transition schemata allow token flow via fork, join, and select 

transitions, among others. Possible incoming messages are !NT REQ, which denotes 

internal requests sent by local users who want to perform updates; EXT REQ, which 

denotes external requests transmitted by database controller processes at other nodes; 

and UPD which denotes update data or functions from controllers at other nodes. The 

algorithms in this paper all use a two-pass synchronization technique. The first pass is 

for synchronization, using EXT REQ followed by some acknowledgement (ACK+ is a 

positive acknowledgement meaning it's OK to update, and ACK- is a negative 

acknowledgement). The second pass is for update transmittal, using UPD (actual data 

included) followed by some acknowledgement denoted ACKd. Note that the EXT REQ , 

may require that considerable information about the particular update be included to 

enable all nodes to vote for or against performing the update. In Figure 1, a token on 

the location called passive means that the controller process is , not servicing any 

internal update request - it's in a passive state. The, occurrence of an internal update 

request is indicated by a (square) token arriving on location INT REQ. Our intial state 

would imply that a token would initially be on ~sive, but none would be on INT 

REQ. Our application implies that multiple tokens might at some time reside on INT 

REQ. If there are tokens on both passive and INT REQ, then the transition T1 "fires", 

removing one token from each of its input locations, and delivering tokens to its 

output locations. In this case a token appears on active. The hollow arrowhead on the 

transition T1 implies that a side effect of this action is the instigation of a message 

placed onto the communication lines. The number of dots following the arrowhead 

tells the number of receivers. In this case, at some finite but indefinite future time, the 

message will arrive at the destination node and cause a square token to appear on the 

appropriate message loGation. Semanti.cs of the transition a~tions will be wr.itten as 

comments beside the transitions. Thus, in figure 1 we know, that this message)s being . 

transmitted to the supervisor node. The supervisor rcspo.nps! with an 

acknowledgement. A~K- means that perrnissio!1 ,to update, is not grant~d so,_ the node 

returns to the passive state .. However,_ a token on AC_K+ causes the upda.t(;! sta_te to be 

entered and UPD (the update data) to be broadcast to all other database nodes. 

Whenever an update is completed by another node, it sends a done acknowledge, 

ACKd. This causes the select transition, T 3, to increment, test, and put a token onto 

one of the two output locations. If c < (n-1), then it loops waiting until all 
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acknowledgements are received. If c = (n-1) then all nodes have completed their 

updates, so the transaction is complete, and a token in this case gets put onto passive . 

Having given this solution as a vehicle for the introduction of certain solution 

description techniques and ideas, we do not dwell upon its shortcomings, but next 

introduce a decentralized, distributed solution. 

4. A Decentralized Solution 

In the solution just presented, the inoperability of a single node (the supervisor) could 

cause the inoperability of the whole database system. The decentralized solution 

presented next avoids this problem by being able to continue to update the database in 

the presence of one or more inoperable database nodes. We first present the basic 

solution and then augment that solution to allow robustness and automatic recovery of 

a node which has been repaired. 

The centralized solution of Figure 1 treated the database as a serially reusable resource 

which was locked before each update. This is appropriate in some applications, but 

much too restrictive for others. If it is known that under certain conditions, no 

inconsistency will occur [5], or that inconsistencies will infrequently occur [20], then 

it is possible to allow simultaneous updates at various nodes. The algorithm presented 

allows the freedom to select total locking or partial locking, so simultaneous updates 

are allowed but not demanded. 

In the solution depicted by Figure 2, a controller process again begins in a passive state, 

progresses to an active state when an internal request is received, and then proceeds to 

an updating state if no consistency conflicts arise. Instead of using a supervisor, a node 

broadcasts external requests directly to all other database nodes. It must then wait and 

count, in the active state, until it receives positive acknowledgemynts (ACT+), from all 

other nodes. This counting loop is shown by transitions Tl and T2 in Figure 2. If any 

node responds with a negative acknowledgement (ACK-), then the attempt must be 

aborted (see transitions T3 and T4) and resubmitted again later by the user. 
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If aU acknowledgements are positive, then the update is perform'ed and the update data 

or function is broadcast to all other database nodes (see T8). They all respond with a 

done acknowledgement (ACKd) after they complete the update of their copy. All 

acknowledgements are an integral and necessary part of the algorithm, even under the 

assumption of a failsafe network~ Suppose the ACKd responses were omitted. Then. an 

active node may start a second update transaction before another node has received its 

first.. Out of sequence arrivals imply that update 2 might be received and performed 

before update 1. This could cause totally different results at the receiving node. In 

Figure 2, the location labelled active leads into four different possible transitions 

because it can respond to four types of external message arrivals. If several message 

locations have tokens, implying several messages have arrived, then they are handled in 

some unspecified order which guarantees that no token will wait forever while other 

queues are constantly getting serviced. One example of a possible service discipline 

may be round robin between queues, first come first served within each queue.· 

Different algorithms are sometimes efficient for networks with different characteristics. 

If a node is in the active state, and an external request arrives, then the node must 

conduct a test to determine whether the incoming request is more important (higher 

priority) or whether its own update attempt takes precedence or whether there is no 

chance of inconsistency so both updates can proceed simultaneously, The details of .. 

this tes.ting procedure are dependent upon the database structure and the system 

architecture. Ellis [5] gives a number of examples of different types of inconsistency 

problems and algorithms for detecting them. Thus transition T7 may perform different 

tests for different types of databases. A test to avoid the inconsistency illustrated by 

the example given in section 2 might check whether the set of cells stored into by f 1 
intersects with the set of cells stored into by f 2• If not, then both updates might be able 

to proceed simultaneously. Otherwise, the test would need to decide which update 

should proceed, and which should get cancelled (i.e. REJECTed). Thus the test 

transition, T7, has a three-way exclusive-or exist. The priority test is made by. 

comparing triplets called priority numbers of requests. Each internal update request is 

given a transaction number when it first enters the system. These transaction numbers 

are obtained from a database eventcount [13] at each database node. An eventcount is 

a distributed synchronization primitive which can only be manipulated by certain 

indivisible operations. One pertinent feature is that it is a non-decreasing positive 

integer, E
0

, which is incremented each time it is used. Thus no two transactions 

emanating from the same node have the same transaction number t. If the update 
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request is REJECTed, the user can give up, or try again later. If another try is 

attempted, the transaction number remains the same, but the attempt number, a, which 

is initially set to one, is incremented by one. A priority, p; of an update request is 

formed at the time the request arrives at its local controller process as a triple: p = (t, a, 

n) where ! is its transaction number, !! is its attempt number, and !! is the node number 

of its local controller process. (Each controller must have a unique node number 

associated with it.) We say that request p1 = (t1• a1, n1) has priority over request p2 = 
(t2, a2, n2) written p1 > p2 if (a) t1 < t2 or, (b) (t1 = t2) and n1 < n2• This number 

is attached to all messages and acknowledgements. The attempt number is not used in 

determining priorities, but is used to determine if messages are current or out-of-date 

(see transitions Tl and T3). Otherwise, an acknowledgement arriving late from a 

previous attempt would be indistinguishable and could cause a request to be erroneously 

accepted or rejected. One eventcount originally initialized to zero is maintained at each 

database node. The eventcounts (which here serve the purpose of timestamps) are kept 

within tolerable synchronization by comparing them with all transaction numbers on 

incoming requests from other nodes. If the transaction number is greater than the 

eventcount, then the eventcount is incremented to be equal. This is done each time 

transition T6 or T9 fires. Notice that if external update data arrives it will be accepted 

and the update will be done no matter what state the process is in. Thus the three UPD 

locations are a shorthand for a single location with three arcs out of it. On the other 

hand, as shown by Figure 2, an external request cannot be processed while in the 

updating state, so any EXT REQ will wait and remain pending until the controller 

leaves the updating state. If an EXT REQ location were added for the updating state, 

then a transaction which conflicts but has a higher priority would still need to be 

REJECTed because it is too late to abort the update which is currently in progress. 

Priorities guarantee that the older request gets done first, but if we made this alteration, 

then an old request could try forever and never get serviced because it always was 

rejected by some node which was currently in the update state. 

5. Robustness 

This section shows how the algorithm of Figure 2 can be augment~d by time-outs and 

by history arrays to continue operation in the case of one or more inoperable nodes. 

Then, an evaluation net is presented to show the recovery algorithm of a node which 

has been repaired: An active or updating node may 'hang up' waiting for an 

acknowledgement from a node which is inoperable and therefore cannot respond, unless 

we introduce a time-out mechanism which starts a clock ticking when the message is 

sent, and then alerts us after a length of time longer than the longest reasonable 

transmission plus response time. The alerting when the clock runs out is in the form 
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of a token placed on a location called "out-of-order". When this happens, the 

controller process appends the number of the failed node to its Unavailable Nodes List, 

and continues as if a good acknowledgement were received. This "out-of -order" token 

may also be caused by a busy signal or failure message sent by a database controller 

process. Broadcasts are thus sent only to database nodes which are not on the. 

unavailable list. All update messages contain. a copy of the unavailable list and are 

stored in a History Array at each node until each node on the message's unavailable list 

has recovered. An update message is deleted from the history array when its 

unavailable list becomes empty. Thus, the philosophy of ignoring nodes which are 

inoperative leads to robust operation. This also implies that when a node is repaired, it 

must initiate a recovery algorithm to obtain a history array from some other operable 

node, perform the updates which it missed, and then notify the network that it has 

been reinstated. This algorithm is given in Figure 3. 

Every node keeps a history of all updates which it performed, but which were not 

performed by all database nodes because some were inoperative. Thus, after a node is 

repaired, it can contact any operative node to obtain the history of updates which were 

missed. The node which is contacted, called the host node, transmits a copy of its 

history array and aids the required node to become reinstated. All communications are 

protected by time-outs because all must work well even if the host or the repaired node 

fails. In Figure 3, if a repaired node requests a history array (Transition Rl) from an 

inoperable node, no response will be returned and a time-out will occur. Transition R3 

wlit then cause another node to be contacted. Even if a host sends a history array, and 

then fails, its failure will be detected and cause transition R5 to occur. 

The repaired node, after receiving a history array, updates itself. This may entail 

copying an updated databas~ or parts thereof; it may entail execution of all recorded 

update functions in order. While the repaired node is doing this, the host may be 

performing other updates. When the host node receives a history acknowledgement, 

ACKh, indicating that the self-updating of the repaired node is complete, it then 

attempts to notify all other nodes and send any recent updates to the repaired node. It 

does this by creating and broadcasting a request, EXT REQ. This update, which should 

be considered to have potential consistency conflict with all other updates and thus 

require total locking, uses all of the mechanisms previously described, so i~ is failsafe 

and guaranteed to eventually receive a turn. The UPD data, in this case is special: it 

tells all nodes "Recognize repaired node nj, and remove nj from the unavailable nodes 

list." Following the standard protocol of Figure 2, a DONE message is supposed to be 

sent to the user. This message is, in this case, sent to the repaired node, along with any 

recent updates which were not included in the history array. Alternatively, the recent 
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updates could be transmitted to the repaired node when the UPD is being broadcast (as 

is shown in Figure 3). This would allow the processing of the updates in parallel with 

other operations. The repaired node knows that its reinstatement procedure is 

completed when it receives the DONE message. Then it can switch itself into the 

passive state and become a participating database node again. 

If a node in the active or update state goes down, then the user process which sent an 

internal update request will not receive a done reply. A time-out at the user process 

can alert him to this (if the user process is still operative). If each node saves a record 

of its most recent internal update requests and completions, then this request which was 

begun but not completed can be noted and redone when the node again becomes 

operative. 

G. Summary 

A decentralized, two-pass algorithm for updating a distributed, multi-copy database has 

been presented. The first pass is a synchronization pass during which requests for 

update are approved or denied. The second pass actually performs updates on all 

copies. This algorithm fulfills all of the requirements stated at the beinning of the 

paper, and is both general and robust. The robustness implies that the system can 

continue operating in the case of failure of one or more nodes. The generality implies 

that when an update takes place it is not always necessary to lock out all other updates. 

Also the algorithm allows that an update or reinstatement may be performed by value 

transmission, by functions transmission, or by database transmission. Thus, this 

algorithm should be amenable to implementation within a variety of networking 

environments. The author is particularly interested in an Ethernet [15] environment. 

Other algorithms, [5,20] may also be good candidates; particularly in networks which 

do not have a fast broadcast facility (e.g. ARPANET). Areas of fruitful further study 

include measurement and evaluation of these algorithms in actual systems, and analysis 

of computational complexity and cost (using appropriate units) of various algorithms. 
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THE DESIGN AND DATA MODEL OF THE 
BNL ARCHIVE AND DISSEMINATION SYSTEM* 

J. Heller 
SUNY at Stony Brook 

L. Osterer 
Brookhaven National Laboratory 

Abstract 

The BNL Archive and Dissemination (BNLAD) System has 
been designed to operate oa.a homogeneous distributed data 
rbase in. a computer network. . Its primary function is to pre
sent a·uniform logical and physical view of already exist
ing seque~tial files of data, so that these files can be. 
accessed at any node of a computer network.· where the BNLAD . 
System is operable. The architecture of the system, based 
on a subset of PL/I (the host language} is presented ... The 
Data Model, i.e. the information content of the data base 
as it is viewed by the users. of the BNLAD System,is dis
cussed via. examples. 

1. INTRODUCTION 

·The Brookhaven National Laboratqry Archive and Dis.
semination (BNLAD) System has been designed as a Data Base. 
Management System( 3} to deal with the logical accessing and 
dissemination of sequential files o_f machine readable data 
in a nonhomogeneous computer network. A key feature of the 
BNLAD .System is a parser-interpreter imbedded in all appli~ 
cation programs. (SJ At run time the application .programs 
access the logical information as gleaned from the Data. 
Model. Description. (DMD}. 

. ·· .. Since some application programs in the BNLAD System 
can reformat and subset the data, we can view its use as 
a conversion mechanism, as well as an. archive and.dis
seminat:i.on system .. The mechanism '()f desc-rib~ng. t;J:l~ ·caccess
ing of a sequential file is via th,e DMD stored. wit,h each ... 
sequential file of data. Once the DMD.is given,and, stored 
for a sequential file, the BNLAD System can access the 
file, via its application programs, frqm a logic.Cll ps>int. 

*Work performed under the auspices of tpe U.S. Energy .. Research 
and Development Administration. 
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of view. A new sequential file can be specified by defin
ing a new DMD and the BNLAD System will be.able to con
struct, i.e. reformat, data to conform with this definition. 
The file, so formed, can be used by the BNLAD System for 
accessing and again reformating. Our concept is different 
than Shu, Housel and Lum(9), in that once a DMD is given 
for a sequential file, accessing of the file is performed 
by the system and any conversion is performed through user 
input at run time, not by writing a program in a high level 
language to perform the conversion. 

The BNLAD System is partty implemented in a subset of 
PL/I, which will be compiled and used with a variety of 
manufacturer's hardware. Within the system is a set of 
procedures written in this subset of PL/I, which access and 
or create a file. These procedures parse and interpret the 
DMD for each file used in an application program (AP) . 

Among the many APs are the ARCHIVE, DISPLAY and COMBINE 
programs under development. The ARCHIVE program constructs 
a sequential file (archived form) from two sources of input 
- the user's DMD and the old file. The DISPLAY program 
displays the DMD and data in archived form. The COMBINE 
program constructs a file in archived form from the user's 
stated DMD and a set of files in archived form. 

The DMD syntax is presented in Appendix I. Our imple
mentation allows for free form stream input of the DMD. 
Further, as an adaptation to conform with the ANSI-ERDA 
standard(2,6) we allow for automatic conversion of label 
information into the BNLAD System canonical form. It is 
envisioned that transfer of a file formatted as described 
represents a trivial task to be performed by the network 
systems • · · : 

In section 2'we give an overview of the architecture· 
of the BNLAD System. In section 3 we give some examples 
that mo·tivated us to design the allowable classes of DMDs 
used by the BNLAD System. 

2 • ARCHITECTURE OF THE BNLAD SYSTEM 

The BNLAD System is built in stratifications, such 
that each level performs a defined set of functions 
based on the levels below. These stratifications are 
shown in figure 1. 
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APPLICATION PROGRAMS-: (AP) .. . . 

~-·_. __ -·~ ~ 
: ·, .-

------.. . . 

HOST LANGUAGE.-COMPILER (PL:-I) .. 

OPERATING SYSTEM 
. : : 

'· ----. . 
.HARDWARE- I . ~ 

\·. 

Figure _1 •.. The stratified view of .the architecture of the 
BNLAD System 

Physical 

:··', :·· .· ' 

' . '- ~ . ;. . 

: I ., i. : 

... 
Root Information 

·organization 
title of file 

. ~-

visual sticker label 
bibliographic references and comments 

I ~ .· . 

r , 

':·. 

. - ' 

1· 
Access 

'· 

block size 
character typ~ 

Data Accessing 
DescriptiO'n' in 
the DSL form 

Figure 2. The hierarchical form of.the PLD used by the 
BNLAD System 

'' . ... -
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Starting at the bottom level -the hardware and opera
ting systems vary at different.computing facilities with
out affecting the surface behavi~r. The only specified 
requirement of the BNLAD System is a PLII'compiler. The 
DSL level utilizes a PLII subset that is expected to oper
ate on a variety of manufacturer's hardware. 

The purpose of the DSL is to limit formatting of all 
files used by the APs to occur below the user 'level. The 
input/output statements in the APs are replaced by CALLS 
to DSL procedures. The parameters in the DSL procedure 
calls deal with the logical names and values of the stored 
data. The key feature of the DSL is the ability to parse 
and interpret the DMD that is specified by a user for each 
sequential file. 

Because of the architecture described above, the 
totality of BNLAD System files can be considered a homo
geneous distributed data base. 

3 ~ THE DATA MODEL DESCRIPTION 

The Data Model, i.e. the conceptual view of data dealt 
with in the BNLAD System, is given initially by a user who 
constructs an archived form of a sequential file{S) using 
as input the DMD and the data file. 

tion 
The input DMD contains the ~ollowing logical informa-

(1) the organization which created the file, 
(2) the title of the file, 
(3) the visual sticker label, 
(4) bibliographic references and comments, 
(5) block size, 
<6> character type, 

and (7) the data accessing description. 

The input description is in free form character mode 
in logical blocks of eighty characters, where one or more 
blanks may separate words. There is a hierarchy repre
sented by the DMD {figure 2) which has, at present, three 
logical subdivisions: (1) root information which is 
global to the data file being described, (2) physical 
information describing the particular file, and (3) the 
data accessing description for this file. 
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In order to understand the motivation for the DMD of 
the BNLAD System, we will·consider a series·of examples 
illustrating the difficulty with the pre~ent modus operandi 
of dealing with sequential file~. 

At the bit level of stored sequential 'files almost 
nothing can b«t inferred from the data. 

At the character level, a little information can be 
culled from the data. ·Let us consider thevistialization 
of a sequential file of data as giveri'in figure 3. About 
all that can be said about this file of data is that it is 
numeric data and seems to have a logical record of two 
fields. 

Let us consider the visualization in figure·4. The 
names of the fields give us some more information, though 
by no means the complete story. 

·Let us consider tne visualization in figure s. There 
evidently is more·to the story than that given in figure 4: 
yet it still is not the complete story. For example, What 
arethe physical dimension~ of the Avg. Temp., or Avg. 
Press., or the meaning of each row? It is necessary to de
sign the DMD to deal with these questions and make the data 
usable in a Data Base Management System (DBMS). 

The DMD for the sequential file visualized in figure 5 
could be given as 

++ROOT++~+ORG=BNL*VSN=N33241* 
Contact Nardi, JQ: BNL: Upton, NoY.* 

· · PFN=METEX3 * .. 
++PHYS++ROOT++CHAR=B*BLKSIZE=2000* 

++BNLPLD++ROOT++ 

Year Q .D0)$1978, 1979, 0 •• * · 

.I:.' 

.·. 

monthQ .DO)SJan,Feb,Mar, Apr ,May ,Jun,Jul, Aug, Sep,Oct ,Nov ,Dec* 
city •• DO)SN. Yo ,Denver,Miami* 

GET avg temp,F(lO.l),centigrade: 
avg pressure,F(lO.l),#/sq.in* 

END)Scity* 
END.}Smonth* 
END)Syear* 0* 
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7.1 14.37 

8.2 14.92 

15.3 14.86 

11.6 14.39 

12.9 14.86 

16.4 14.62 

,vA/~ 
Figure 3. A character visualization of a portion of a 

t • . ' 

sequential file .of data 

Avq. Temp. Avg. Press. 

7.1 14.37 

8.2 14.92 

15.3 14.86 

11.6 14.39 

12.9 14.86 

Figure 4. A visualization of a portion of a sequential 
file with some names of the fields of data 

Year City Month Region Avg. Temp. Avg. Press. 

1978 NY Jan 7.1 14.37 
Denver Jan 8.2 14.92 
Miami Jan 15.3 14.86 
NY Feb 11.6 14.39 
Denver Feb. 
Miami Feb 

12. 9 "'\ 14. 86 

r"''/~ 4 // ,.<·• -t~·(_ 62 ,., ... 
- "yl '·,/ 

Figure 5. A visualization of a portion of a sequential 
file with all the implied names and values that 
go with the machine recorded data. 
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The root information contains bibliographic informa
tion as well as the logical name of the file, METEX3. This 
information is in free form after the string ++ROOT++~+ . 
and i's terminated by the string ++PHYS++ROOT++. Thein
formation between these two strings can be expanded to any 
commentary fields, each separated by the delimiter*. The 
key words ORG= VSN= and PFN= mus·t ·be present for they 
are required by·the BNLAD System. 

The physical properties of the storage medium ar'e 
given between the strings ++PHYS++ROOT++ and ++BNLPLD++ROOT++o 

The ordering of the data is given between the strings 
++BNLPLD++ROOT++ and 0*. 

The nature of the syntax· of the accessing description 
is closely related to usual higher 1evel algorithmic pro
gramming languages, but reqt;tires·labels onthe DO and END 
statements. The syntax withinthe DO and GET statements 
provides for the_ documentation of names and values:. These 
names and values are the nonrec·orded ·but implied informa
tion that is part of the logical· meaning of the· sequential 
file. 

4. EXAMPLES OF THE DMD 

In this section we give a set of examples which il-· 
lustrate the syntax and semantics of the DMD of the BNLAD 
System to show how the system will be used to describe 
existing data. The formal definition of the DMD is given 
in the Appendix. 

Fixed Field Records 

The first example we co.nsider. ,_is typical of many se-.. - · 
quential files which contain a single format of fixed 
fields: some meteorology tapes archived at BNL are de
scribed by. the DMD 

VDEL==:::::i RDEL=O== - • < 

++ROOT++ ++ COMMENT CLIMATOLOGY T.APES== EDFILE DATACL== 
PFN=DATACL == ORG=BNL MET == VSN=Nl2 345 -

CONTACT TISCHLER, JOYCE BNL MET== 
COMMENT· APRIL 1967 - CURRENT== 
REF. SINGER, I. Ao AND SMITH, M. E., 
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JNQ METEOR. VOLe 10, NO. 2, APR.l953, P. 121-126.== 
++PHYS++ROOT++ BLKSIZE= 83== CHAR= B== 
++BNLPLD++ROOT++ 

INPUT Q • DO --
GET -60 IN TEMPERATURE DEG C,F4.1; 

-30 IN TEMPERATURE DEG C,F4.1; 
-3 IN TEMPERATURE DEG C,F4.1; 
SHELTER IN DEG C, F4.1; 
37' TEMPERATURE,F4.1;, 
75 1 TEMPER~URE 8 F4.1; 
150 1 TEMPERATURE,F4.1; 
300

1 TEMPER~URE,F4.1; 
I 

410 TEMPER~URE,F4.1; 

27 1 DIRECTION DEGREES,F3.0; 
37 I .. SPEEDiF3 .l,METERS/SEC. i 
150 1 DIRECTION,F3.0,DEGREES; 
150 I SPEED,F3 .l,METERS/SEC •. ; 
355 1 DIRECTION,F3.0,DEGREES; 
355' SPEED,F3.l,METERS/SEC.; 
GUSTINESS,I2,l=A 2=Bl 3=B2 4=C 5=D; 
NET RADIOMETER LANGLEYS ,F5. 0; 
PYRHELIOMETER LANGLEYS,F6.0; 
PRECIPIT~ION,F4.0,INCHES; 
SKIP,A(l),BLANK NOT USED; 
TIME,I4,HOUR*l0; 
YEAR-MONTH, A2 ,JAN=A FEB=B .•. DEC=L -- l960=A l96l=B .•. ; 

REL HUMIDITY,F5.0== 
END INPUT== 0== 

The override delimiter == for (vdel) was necessary because 
the (text) sunfield of the field TIME u·ses an * 

Fixed Field, Data Determined Format 

There are many organizations ·of data where a specific 
field determines the format of a fixed set of fields after 
this field. For example, in many card format files the 
need to conform to eighty columns requires different for
mats in some portions of the card to allow for a large 
variety of fields. Consider a set of card formats in which 
the columns 1-19 are the same, column 20 determines the 
format of the remaining columns. The data file is made up 
of card images in any order. A typical DMD description is 
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LDEL=:J& 
++ROOT++J&++ORG=NYS Historical Survey* 
VSN=N31552*DATE 1972* . I . 

Comment Data collected on field tr~p 
A/37-1 June, l972*PFN=NYSHS6* 
++PHYS++ROOT++CHAR=B* 
BLKSIZE=80* 
++BNLADS++ROOT++ 

records: 

format: 
site:. 

building: 

classes:· 

other: 

I. 

DO* 
GETJ6recorder,A{l9)* 

GETJ&type,A{l)* 
IF}zSl* 

GETJ&site name,A{20); 
location,A {20); 
owner ,A (10) * ·· 

DOJ61,2, •.. 10* 
GETJ6key,A{l)* 

ENDJ&classes* 
ENDJ&sit.e* 
IFJ62* 

GETJ6name, A { 15) ; 
location,A{lO); 
stori·es ,I {2); 
owner,A{2l)* 

DOJ61;2; .• ~12 
GETJ&key,A{l)* 

· ENDJ6classes* 
ENDJ6building* 
IF* 

GETJ&commertt ~A {60) *·
ENDJ&other* 

ENDJ&format * ·. 
! '· 

ENDJ&records* , O*· .. ~ . ',-_ • J 

., f • I .~ • •' • i 

In this example, ·if column 20 is neither ·i nor'2, ·'the 
remainder of the input card is read as A { 60) and t:agged· 
comment. 

Variable Unordered Fields 

Many data base management systems accept free format 
tagged delimited character strings as input to the data 
base. (7,10,11) A SYSTEM 2000{7) input file could be ··· 
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described by the BNLAD System•s DMD as follows: 

VDEL===~RDEL=O==~ 
ORG=BNL==Contact Fuchel,K.== 
VSN=N31256==Date 1977==PFN=S2Kl4== 
Ref SRI Systems Corporation, SYSTEM2000, 
Reference Manual, (1974)== 
Comment See fold out example in Ref SRI== 
++PHYS++ROOT++ 
CHAR=B==BLKSIZE=80== 
++BNLPLD++ROOT++ 
all~records .. DO== 
record •. DO):SUNTIL~END*== 
GET):Stag or value,A(*)== 
END record== 
END):Sall):Srecords==O== 

Since the * is used as a delimiter in SYSTEM 20oo•s 
input, we override it with == for (vdel) and 0== for 
(rdel). (Note: The hierarchical structure defined by 
the S2K DESCRIBE module is not automatically associated 
with this data.) 

Another example of unordered variable field data used 
as input to a DBMS is typical of the Museum Computer Net
work (ll) and United Nations input to the GRIPHOS DBMS_. The 
input data are sequences of attribute value pairs of char
acter strings. Each record is terminated by 0*, value is 
terminated by * and each attribute is terminated by ~. 

VDEL===~RDEL=O==~ 
++ROOT++~+ 
Ref Vance, D. Manual for Museum Computer 
Network GRIPHOS Application, CCAL 
Publ. SUNY at Stony Brook, N.Y. (1976).== 
Ref Heller, J. GRIPHOS Data Base 
Administrator•s Guide, MCN Publ. (1974)== 
++PHYS++ROOT++ 
CHAR=E==BLKSIZE=80== 
++BNLPLD++ROOT++ 
all~records •• DO== 
record •• DO UNTIL 0*== 
GET attribute,A(~); 

value,A(*)== 
END~record== 
END~all~records==O== 
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Fixed Field Variable Format 

Many cases of fixed field formatted files, in which 
the formats cyclically change, exist in practice. Nardi 
and Heller(8) give examples which we can visualize as in 
figure 6. 
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The DMD for this sequential file.which stores the pre
viously unrecorded description is: 

++ROOT++)S++ORG=BNL*VSN=N33241* 
CONTACT Nardi, J.; BNL; Upton, N.Y.* 
PFN=METEX3 * 
++PHYS++ROOT++CHAR=B*BLKSIZE=2000* 

++BNLPLD++ROOT++ 

Year •• DO~l978,1979, ••• * 
month •• DO~an,Feb,Mar,Apr,May,Jun,Jul,Aug,Sep,Oct,Nov,Dec* 
city •• DO~N.Y.,Denver,Miami* 

GET avg temp,F(lO.l),centigrade; 
avg pressure,F(lO.l),#/sq.in* 

END~city* 
END~month* 

region •• DO~NE,SE,NW,SW* 
GET~avg temp, F ( 10. 2) .; 

avg pressure,F(S.2); 
avg rainfall,F(S.l),cms* 

END~region* 
END~year* 0* 

Combinations of Fixed Field and Variable Field Records 

Very often, data records are composed of fixed field 
information followed by a variable number of variable 
fields of data. Data conforming to the ERDA-ANSI standard 
for data dissemination(6) is such an example. This stand
ard format which develops a generalization of the ANSI 
standard for bibliographic interchange of data(2), con
tains a fixed leader, a variable directory of attributes 
(i.e. tags) and positions, and a variable number of fields 
of data. In order to accept and produce data in the inter-
change format so that the BNLAD System is compatible, a s.e
quential file of data of this type could be described by 
the DMD: 
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++ROOT++)S++ 
Ref ANSI Z39.2-1971* 

· Ref Merrill, D. and Austin D. , E:RDA Interlaboratory 
Working Group for'Data Exchange (IWGDE), 
LBL-5329, (Sept. 1976) * 
Ref Heller, J., The Ar~hitecture of the BNL 
Archive and Dissemination System, 
BNL-AMD 752 Report (Dec. 1976) ·* 
PFN=ERDA03*VSN=N32156* 
ORG=BNL AMD* 
Contact Heller, J.; SUNY; Dept. of Comp. Sci., 
Stony Brook, N.Y. 11974; (516) 246-7146* 
Contact Osterer, L.; BNL, AMD, Upton, N.Y. 11973; 
(516) 345-4156; FTS 8-664-4156* 

++PHYS++ROOT++ 
CHAR=A*BLKSIZE=2048* 
++BNLPLD++ROOT++ 
all disseminated data .. DO* 
GET segment control word, A(5); 

subsystem control, A(l); 
character set control, A(l); 
reserved for future use, A(4); 
field control count, A(l); 
base address of data, A(S); 
reserved for futur9 u$e, k(3); 
entry map, A(4), ANSI Z39.2-1971* 

directory .. DO UNTIL#* 
GET tag,A(3); 

length of field,A(4); 
starting character position,A(5)* 

END directory* 
padding .. DO UNTIL$* 

GET fill character,A(l)* 
END padding* 

user's data .. DO~UNTIL~#* 
field .. DO UNTIL)S$* 

GET one char,A(l), user's data considered to 
be in STREAM mode character type* 

END field* 
END user's data* 

END all disseminated data* 0* 

In the above example $ and # represent, the .. ANSI char
acters 1/13 and 1/14 respectively. 
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Hierarchical Variable Fields 

Many examples of data organization require a hierarchy 
because there is a necessity to indicate the logical con
nectivity of parts of a set of data·representing a user de
fined logical record. For .example, suppose we are collect
ing bibliographic data about-articles ·in a journal. Each 
issue will be viewed as ~ record composed of a variable. num
ber of article subparts. The record is viewed in a hier.~ 

archical fashion (see figure 7) . If the sequential file. 

title 

author 

subject 

. . . 

issue # 
journal 
date 

Figure 7o A hierarchical record in which each article 
contains one title, a variable number of 
authors and a variable number of subjects. 
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representing these variable strings were separated by an = 
and each variable set of authors and subjects were separated 

. by 0= and each issue were separated by 00=, the data is for
matted as follows: 

18 12=CACM=December,l975=Programming 
Languages, Natural Languages, and Mathematics= 
Nour, Peter=O=Analogies related to social aspects= 
language quality=language development=artificial 
auxiliary languages=O=Exception Handling: 
Issues and a Proposed Notation=Goodenough,J.B.= · 
O=multilevel exit=GOTO statement=error conditions= 
structured programming=O=The intrinsically 
Exponential Complexity of the Circularity Problem 
for Attribute Grammars=Jayayeri, M= · 
Ogden, W.F.=Rounds, W.C.=O=Attribute 
grammars=circularity problem=context free 
grammars=computational complexity=exponential 
time=O= 

Automatic Data Structure Choice in .a Language 
of Very High Level=Schwartz, J.T.=O= 
program optimization=automatic programming=· 
high-level languages=O=OO=l8 10= 
CACM=October, 1975=a Preliminary System . 
for the Design of DBTG Data Structures
Gerritsen, R=O=network model of data bases= 
Data Base Task Group=data base design=data 
structure=O= 

Horner's Rule for the Evaluation of a 
General Closed Queueing Network= 
Reiser, M=Kobayashi, H=O=Queueing 
Networks=queueing theory=Horner's Rule= 
service rate=O=OO= 
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The DMD for a file of issues would be of the form: 

++ROOT++J6++ 
Ref CACM 1975*PFN=CACM75* 
ORG=SUNY Biblo. Proj. *VSN=ACM014* 
Coilta."ct Finermann, A.; SUNY; Dept. of Computer 
Science; Stony Brook, N.Y. 11974* 

++PHYS++ROOT++ 
BLKSIZE=32000*CHAR=E* 

++BNLPLD++ROOT++ 

all issues •• DO* . 
GET issue #,A{=); 

journal, A{=) ; 
date_, A(=)~ 

articles •• DO UNTIL 0==* 
GET title,A(=)* 

authors •• DO UNTIL 0=* 
GET author,A{=)* 
END authors* 

subjects •• DO UNTIL 0=* 
GET subject,A{=)* 

END subjects* 
END articles* 
END all issues* 0* 
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APPENDIX 

THE BNF OF THE DATA MODEL DESCRIPTION FOR BNLADS 

Since the input description is free form, it is neces
sary to delimit the various logical entities. ·There is a 
default set of delimiters which can be overridden if they 
appear in the input description. These overrides, if pres
ent, are listed before the root delimiters and indicate 
those delimiters that are changed. 

The syntax of the DMD is 

(DMD)::=[(override delimiters)] 
++ROOT++J6++ 
ORG= (organization) { (vdel) IJ&} 
{PFN=Inn=IASG=}(file title)((vdel)IJ6} 
VSN=(volume label){(vdel)IJ6} 
min[(tag)(tdel)(text)(vdel)] 

0 
++PHYS++ROOT++ 
BLKSIZE=(n)((vdel)IJ6} 
CHAR=(AIBIE}((v?el)IJ6} 

++BNLPLD++ROOT++(DSL)(rdel) 

The order of the fields separated by ( (vdel) IJ&} can appear 
in any order within the node groups ++ROOT++J6++ and 
++ PHYS++ROOT++. 

(override delimiters):: =[VDEL= (*I (vdel)}] 
[TDEL='(J&I (tdel)}] 
[LDEL= (. .1 (ldel)}] 
[FnEL=(;I (fdel)}J 
[SDEL= (, (sdel)}] 
[RDEL= (9* 1 (rdei > }] ... 

·:;' 

{These can be thought of intuitively as value, tag, label, 
field, subfield and record delimiters respectively.) If 
any of the override delimiters are not present, the default 
values are taken ·and are indicated as the first character 
string in 'the choic-e bracket ( } • 
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~~:=any number of blanks 

( vdel): := (ch4) 
(ldel): := (ch4) 
(fdel): := (ch4) 
(sdel): := (ch4) 
(rdel): := (ch4) 
(ch4)::=min max{(character)} 

1 4 

(character)::=(cap)l (lower)! (digit) I (special) 
(cap):: =A I B 1· .. I Z . 

(lower)::=alb ••. lz 
(digit)::=Ollj···l9 

(spec i a 1 ) : : =+ I - I I * 1· I, I ;I : I' I " I 
!l#l$·1% &I< I) I=_ 
®I .II < I > I • . . ·· · 

where the ellipses ••• implies any other special character 
readable by the particular machine being used. 

(organization): :=min{ (character).} 
1 

(file title)::= (cap )min max\\ (cap) I (digit)\\ 
0 7 

(volume label): :=min max\\ (cap) I (digit) \1 
'1 6 

(tag)::=miri{(character)} 
1 

(text)::=min{(character)} 
1 

(n): :=min max{ (digit)}. 
1 5 

The character type of the file is given by the key word 
CHAR= where A implies ASCII, B implies BCD and E implies 
EBCDIC. 

The data sub-language (DSL) is interpreted by a par
ser and compiler imbedded in the BNLAD system to perform 
the logical input and output in any application program. 
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Its syntax is . 
(DSL)::=I\(do)l (get) I (labeled get)l\. 

The (do) block's syntax is 

where 

(do)::= (label) (ldel)Do}6 
{(value)min[~(value)JI 

0 
(value) 1 (value)~···[(value)1~ 
GET}6(field)(vdel)l · 
UNTIL }6(delimiter) IJ6}(vdel) 
(DSL) . 
END(label)(vdel) 

(label)::=min(character) 
1 

(value)::=min(character) 
1·. 

(field)::= (field name) (sdel) 
format) 

[ (sdel) (text)] 
(field name): :=mint (character)} 

1 
(format)::=F(n).(n)IF(n), (n)) I 

I (n) IF ( (n)) I 
A (n) I A ( (n) ) I 
A ((delimiter)) 

(delimiter)::=min(character) 
. 1 

The (valu~), min{,(value)} implies that the DO loop 
0 

is executed successively for each (value). 

Th·e (value) 1 (value) I ••• [(value)] form requires that the 
values be numeric. Then the DO loop is performed.from the 
first (value) and each succesiive (value) determined by 
adding the increment equal to the difference of the first 
two values. ·The DO loop terminates when the (value) is 
larger than the last (value) if present, or when the end-
file condition is raised. . · 

The GET (field) form implies that the next field is 
numeric and specifies the number of times the DO loop is 
to be executed. 

' . 
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The UNTIL (del) form implies that the DO loop is .to 
be executed until the delimiting·characters of (del) are 
encountered in the input. This is an unusual feature of 
the DSL in that multiply imbedded do loops can be exited 
at any level. 

The (get) syntax is 

(get)::=GET~(field) , 
min[(sdel)(field)}(vdel) 

0 

All accessing implied by a GET statement_.accesses characters 
in STREAM mode. • 

The (format) has the interpretation given in PL/1, al
though we allow some extensions. The A ( (d.elimiter)) format 
implies variable stream access until the characters of 
(delimiter) is encountered. If an application program 
reads a file the GET statement implies input; if an appli
cation program writes a file the GET statement implies out
put. 

The (labeled get) block has the syntax 

(labeled get)::= 
(label)(ldel)GET(field)(vdel) 
min[(label)(ldel)IF~(value)(vdel) 

l (DSL) 
END~(label)}. 
ENDJ6(label) 

A (label)(ldel) GET block triggers a CASE statement. The 
value of· the field is found in one of the IF END blocks, 
triggers the execution of the (DSL) statement within that 
block. If no value matches an IF(value), then the IF 
block with a null (value) is executed. If there is no 
null (value) and no match takes place, the error condition 
is raised and the program is terminated. 

The present implementation allows any (DMD)SlOOOO char
acters in length. All delimiters can be surrounded by any 
number of blanks; all BNLAD system key words must be sur
rounded by any least one blank. 
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DERIVING DATA BASE SPECIFICATIONS FROM USER QUERIES 

James L. Weiner 

System Development Corporation 
and 

Uni:Versity of·California, Los Angeles 

ABSTRACT 

The main emphasis in Data Base design should be on providing the 
user wi"th a nat,ural interface. We present a methodology for extracting 
the information needed to specify. this interface from a collection of 
questions furnished to us by a user of the proposed Data Base. These 
questions repre~ent the types of queries the user wants answered by the 
use of the Data ·Base Management Systein. ' The specification produced by 
this methodology also serves as a precise specification of the logical 
data base. To show this, we present an algorithm that transforms the 
user interface specification into a set of relations. These relations 
represent a logical data base in the Relational Model. 

1. INTRODUCTION 

One of the main purposes of a data base is to organize and store 
data in·· such a way that queries of its users can be answered. Nothing 
inthe data base design should override the consideration that the data 
base provide a usable user interface to answer all the queries it was 
originally built to answer. 

The impetus for building a computerized data base usually comes 
from a member of an organization who wants certain questions answered. 
Those questions may have previously been answered using a different 
form of data base, such as office files. Therefore, the queries exist 
before the data base does. In fact, we can define the data base 
precisely in terms of the queries it was built to answer. This requires 
that the data base management system provide the following: 

1) An interface which allows for interaction between the user and 
the data base to occur in a natural manner. · 

2) Acceptance of only those queries which are meaningful with 
respect to the application the data base is modelling. 

Although the queries provide a specification of the data base for 
use among users, a more detailed specification is needed in order for 
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someone to actually design the physical data base. A data base is a 
reflection of tha·t specifica'tion, and if the specification is incomplete, 
ambiguous, or specifies an inaccurate model of the application, then the 
data base will also. An adequate specification--one that is complete, 
unambiguous and accurate--cannot be developed in an ad-hoc manner. A 
methodology is needed that, when followed, aids in the development of 
the specification. This paper presents such a methodology. This 
methodology uses the queries as initial input in order to derive the 
specifications. 

We do not intend to restrict the form of the logical structure to be 
that of the user interface, or restrict the form of the physical struc
ture to that of the logical; instead, _we decompose a data management 
system into four hierarchically-ordered subsystems, each with its own 
structure. This decomposition is described in Section 2. 

In order for the data base to accept only meaningful queries, it is 
necessary for the semantics of the application to be represented. This 
representation is in the form of a semantic graph detailed in Section 
3. The semantic graph is similar to the Semantic Network used in ( 4 ) • 
There, they show how to generate algorithmicaily the logical structure 
of a relational data base from a Semantic Network. We extend their 
approach by providing a methodology by which the semantic graph can be 
derived from an analysis of queries. 

We refer to the person who designs data bases as a data base expert 
(DBE), and in a similar manner refer to the person who wants the data 
base built as the applications expert (AE). We assume that they are 
not expert in each other's areas. The specification of a data base 
blends the knowledge of an application with the knowledge of data bases; 
therefore, the specification must be negotiated between the AE and the· 
DBE. The negotiation process, which is the essence of the methodology, 
is described in Section 4. 

Finally;· in Section s·, we present the algorithm which transforms 
the semantic graph into the logical structure of a relational data base'. 
Also in this section we illustrate'the methodology with an extensive 
example. 

2. DATA MANAGEMENT SUBSYSTEMS 

It is clear that there are always conflicts between how a data 
base shotild·be organized for_considerations of accessing data and for 
considerations of user convenience. Even between groups of users, 
there are conflicts. Each group· either has a different view of the . 
data or wants to query differertt portions of the data bas~, or both. 
This is especially true in distributed data bases. Because of these 
conflicts and others, we decompose a Data Management System into the 
following hierarchically-ordered subsystems. 

1) User Base·-• This is a graph which represents a user's per
ception Of how the data for an application is organized. This 
is usually in terms of generalizations and aggregations (5). 
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2) Logical Data Base - This is the logical organization of the 
data base in terms of whatever data model is used. (The 
Logical Data Base need not be present, but it is a useful 
level of abstraction.) 

3) Physical Data Base - This is the actual machine-dependent 
structure in which the data are placed .. It provides for 
meth~ds of optimal access to the data. 

4) Data - This subsystem consists of the representation of data 
and possibly conversion routines to change the data from one 
representation to another. 

The input to each level is a query and the output is a query 
to the next level. We can then view the subsystems as separate modules, 
which, when joined together, form a Data Management System. Not all 
subsystem ~odules can be joined together, since some may not be able to 
interpret queries from higher-level subsystems. Subsystem modules are 
compatible if they can interpret every query between each level. In 
order to interpret a query, a subsystem must understand the query 
language, and the structure that the query implies must exist in the 
subsystem base. 

Each level is constrained by the level above it, and therefore the 
whole system is constrained by the user base to answer the queries it 
was built to. As lang as subsystem modules are compatible, they can be 
attached as needed in order to produce the optimal data base. The set 
of queries answered by a data base can be extended by swapping user bases. 
Generally, as a consequence of the hierarchy, a change in a subsystem 
module at level n will have a rippling effect to produce changes at all 
lower levels. 

A user view is an alternative view of the organization of data 
about an application. Two user bases provide different user views if 
there exists a logical data base subsystem which is compatible with 
both user views. Here we assume that one.of the views was the view of 
the AE that the logical data base subsystem was originally built to 
interface with. 

3. DATA BASE SEMANTICS 

The semantics of the data base are represented by a directed acyclic 
graph called the semantic graph. The semantic graph is the precise 
specification of the data base. It is also the basis for the user 
base subsystem. The semantic graph is derived from the queries, and 
therefore it preserves the way the user perceives the organization of 
the data about the application. This property guarantees that the user 
interface will be natural, thus satisfying our first requirement. 

Each node on the graph represents either an entity or a generic. 
Generics are either primitive generics or generics. Both generics are 
types of generalizations. A generalization is a class of individual data 
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items that can be thought of generically as a single object (5). All 
leaf nodes of the graph represent primitive generics, and all primitive 
generics are associated with leaf nodes. 

Associated with all nodes in the graph (but not physically present) 
are data items. The set of data items which are associated with a given 
node can be defined recursively as follows: 

1) The class of data items belonging to a primitive generic are 
described by its carrier (see Figure 1). 

2) The class of data items belonging to an entity are an aggregate of 
the classes of data items of all nodes which are direct 
descendants of it. 

3) The classes of data items belonging to a generic is the 'union 
of the classes of data items of all nodes which are direct 
descendants of it. 

An entity may be either an entity or an event. A node is termed an 
event only if a person interpreting the graph thinks the meaning that 
the node represents is that of an event. The structure of it is equiva
lent to that of an entity. The distinction is mainly useful in distinguish
ing properties of the node, as described below. A node which is located 
below and a direct descendant of an entity is either an attribute or a 
participant. The participants in an entity are the nodes that i4entify 
it. The participants in an event are the nodes which participate in the 
event. An attribute is a property of either an entity or event. A 
dependency structure can be viewed in the graph by saying that if A is 
a participant or an attribute of B then A is dependent on B. The direc~ 
tion of each arc is denoted by a dot on one end of the arc. See Figure, 2 .. 

Carrier = {red,yellow,blue,greenl 
part-color 

Carrier = {Chrysler ,·Ford,AMC,GM} 
car-maker 

Carrier = {xl-9/12~ X ~120} 
age 

Figure 1~ Carriers 



Legend: 

A=Attribute 
P=Participant 
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Figure 2. An Entity and an Event. 

A meta~arc is used to connect entities or events where one is a 
generalization of the other; The meta~arc is written as 
If B C, then C is a generalization of B. C may be called 
the generic and B the specific. The individuals belonging to a node n 
at level L (L > 0) in the hierarchy are defined "Qy the union of the 
individuals of nodes at level L-1 which are direct descendants of n. 
A sample hierarchy is shown in Figure 3. 

Figure 3. A sample hierarchy 
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When a data base is queried, an analysis is done by the system of 
the query, and a subgraph of the semantic graph is produced. This sub
graph is complete if all of the participants of a node are specified in 
the subgraph. Default values may be associated with a participant; dur
ing analysis, if a participant does not appear in the query, the default 
is substituted for it. 

4. NEGOTIATIONS 

From the queries, we can extract the semantics of the application, 
as well as the information needed to provide a useful user interface~ · 
The methodology we have discussed allows the DBE to guide the negotia
tions so that an adequate specification can be produced. 

The sample queries we obtain from the user will not contain all the 
information needed to derive the data base structure. The negotiations 
provide a method which allows the DBE to extract any additional informa
tion needed to derive the data base. An important property of the 
negotiations, which allows us to say that the data base is derived 
by the queries, is that all questions put forth by the DBE must make 
either explicit or implicit reference to the set of queries. Thus 
the queries severely restrict the domain of conversation, aswell as 
provide a common vocabulary to negotiate with. 

It is assumed that the application is an instance of a real-world 
activity. This allows the DBE to ask relevant questions concerning 
the queries. The real~world property is also a problem. This property 
allows the DBE to make assumptions about the information contained in 
the query that do not fit the application expert's view. 

It is the responsibility of the DBE to have all non-trivial assump
tions confirmed by the AE. This type of confirmation occurs naturally, 
although, often, not to the degree needed. Negotiation as a form of 
conversation is a turn-taking system. It is a systematic consequence 
of the turn-taking organization in conversation that it obliges its 
participants to confirm or correct each others understanding of their 
utterances (3). Since not all misunderstandings will be corrected by 
this process, a major part of the methodology is to train the DBE to be 
aware of points in the negotiations where misunderstandings might 
occur, and to show how .it can be repaired. 

There is no way for us to foresee all of the possible ways in which 
the negotiations could lead to an incorrect specification. The only 
way to improve the methodology is to record as many negotiations as 
possible. Since understandings are displayed to the participants in 
the conversation, they are also available for later analysis. This 
type of analysis will iead to an improved methodology. 
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4.1 Guidelines 

The methodology consists of an ordered list of conditions that 
are used by the DBE in the negotiations. If a condition is satisfied, 
then a set of prespecified actions are taken. The conditions form 
a set of guidelines for the DBE to follow. Any assumption made by 
the DBE that a condition is satisfied should be confirmed by the AE. 
This is done by addressing questions about the query to the AE to 
ascertain that the condition is indeed satisfied. The questions that 
the DBE asks should not be phrased verbatim from the guidelines. Rather 
they should be rephrased so that it can be easily understood by the AE. 
For example, if a query concerns the color of a part, the DBE would 
not ask ''What is the carrier of part c:olor?" as the AE would not know 
what carrier means. Instead, what should be asked is '~at colors 
can the part come in?" or "What are the possible colors of a part?" In 
order for the DBE to be able to follow guidelines and still engage 
in a meaningful interaction with the AE about the queries, the DBE 
needs to internalize the guidelines. 

4.2 Specific Guidelines 

The following is an example of a partial methodology for query 
analysis. 

Condition 1: Are there any words in a query that are only members 
of a primitive generic? 

Actions: Replace the word by the primitive generic. 
Define the carrier of the primitive generic. 

Example query: Which suppliers supply to projects in London? 

Result of actions: Which suppliers supply to projects in 
<city name>? 

Carrier cit = {London, Paris, New York, Boston, Geneva} y name 

Condition 2: Is the query asking for an entity without specifying 
any specific attributes or participants of it? 

Actions: Determine what a proper answer consists of. 
(The proper answer will consist of a set of properties 
of the entity that participate in defining it.) 

Rewrite the query so that the query is asking 
for the defining properties of the entity. 

Example query; Which suppliers supply to projects in London? 

Result of actions: Which <supplier numbers> of suppliers supply 
to projects in London? 
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Condition 3: Were any primitive generics introduced by applying 
the actions of condition 2? 

Actions: Determine the carrier of the primitive generic(s). 

Condition 4: Is there a word or phrase in the query that acts as 
a substitute for a longer phrase? S':J.ch words include: he, 
she, it, one, that, those, they, etc. 

Actions: Replace the word or phrase by its referent. 

Example query: What are the parts supplied by them? 

Result of actions: What are the parts supplied by <suppliers 
supplying to projects in London>? 

Condition 5: Does any phrase in the query modify other phrases? 

Actions: If phrase A modifies phrase B then rewrite it so A 
is connected to B and below it. 

Example query: What is the weight of part Pl? 

Result of actions: What is the <part> Pl? 

./h <we1.g t> 

Condition 6: At this stage, all parts of the sentence. should have 
been analyzed except, possibly, verbs. Determine if this is so. 

Actions: All analyzed portions are connected and have a 
vertical structure. See if the top part of each 
vertical structure will connect to the verb. 

Example query: What is the. quantity of part Pl supplied·oy 
supplier Sl to project Jl? 
(Assume the query has been analyzed using the above conditions 
into the following) 

Result of actions: 

<supplier> 

<sup~iertl> 
<project> 

I 
<proj ecttl> 

. <?ply~ 

~<;i't> <supplier> <pro\ect> 

<part#> <quantity> <supJlier/J> <proj ec ttl> 
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Condition 7: Does the query actually consist of two queries such 
that one is embedded in the other? 

Actions: If so, there is a word which is shared by both queries. 
Determine if the embedded query causes the shared 
entity to refer to only a subset of the values it 
originally referred to. If so, does the entity have 
a property which refers to only a subset. If this 
is the situation·, then replace the entity with the 
entity which names the appropriate subset. 

Note that the <subset of the entity> <entity> 

Example query: What is the quantity of part Pl that is supplied 
by supplier Sl to project Jl. 
(Assume that the query has been analyzed as shown as the result 
of Condition 6). 

Result of actions: 

also 

<supplied part> 

<sjfply>~ 

<supplied part> <supplier> 

I I 
<quantity> <supplier#> 

--~)-- <part> 

<project> 

<pro}ect/1> 

Condition 8: Is the set of phrases which participate in the event 
different for this query than for any previous query about the 
same events? 

Actions: Define the default values for the phrase(s) which do 
not appear in this query. 

Example query: What is the quantity of part Pl supplied by 
supplier Sl? 

Result of actions: It was previously determined that the entity 
"project" participated in the event "supply". Since it doesn't 
appear in the query, either there is an inconsistency or it is 
to be assumed that when "project" does appear, a default value(s) 
is to be used. We assume that the latter is the case, and 
default "projects" to all projects. 
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Since the semantic graph is also a precise specification of the 
data base, we should be able to derive the logical structure of a data 

' base from the semantic graph. To do this, apply the algorithm shown in 
Figure 6. 

1 ifor level := 1 ste~ 1 until level>highest level of graph; 
2 {N := set of nodes at this level 
3 for n := a member of N ~~~next member of N ~· Q there is no longer a next merrber do 
4 {R := a new relation whose name is the label of node n; 
5 if the only partl.cipnnt of node n is a non-primitive genHic" 

!.h.~~ m~rk relation R as tE>..mporary 
6 !.!. 
7 D := set v£ d.it"cct descendents of node n; 
8 for d : = a ID<:mber of D step next member of D !:!!ltil there is no longer a next member .!!.!!. 
9 {if the label of d names an already existing relation 

10 then {dOI'lains of R :~ domains of R unlon the key domains of the relation d 
11 -- if d is a participant of node n 
12 --then key domain of R := key domains o( R union key domains of the relation d 

f1 
13 if d is a temporary relation 
14 --then domains of R :~ domains of R union the non-key domain of the relation d 

fi_)_ . 

15 eise !domains of R :• domains of R union label of d; 
16 -- if d is a participant of node n 
17 --th~. key domains of R :• key domains of R union label of d 

w 
16 .:!l. R is empty ~ delete R !! 

19 delete all temporary relations; 

Figure 6. Algorithm for Reducing Semantic Graph to Relati,mal 
Description 

The result of an application of the algorithm to the semantic 
graph in Figure 5 is shown in Figure 7. (Note that the key fields are 
underlined.) Figure 8 contains a trace of the algorithm. 

Supplier II Proiect Part II Quantity Pro ect II Citv Name 

Supplier 

City Name Part II Color Weight 

Status 

Figure 7. The Derived Relational 
Data Base 
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1 1 level 1 3 level 
2 Supplier# City Project# Part Quantity 2 Supply 
s No No No No No s No 

7 P/City Name P/PartO 7 P/Supplier 
A/Statu·s A/Color P/Projcct 

A/Weight P/Supplicd Parts 

lS P/City Name P/Partll 10 P/SupplierH 
A/Status A/Color P/ProjectH 

A/Weight P/PartH 

14 P /Supplier!/ 
1 2 level P/Projectll 
2 Supplier Project Supplied Parts P/PartH 
s No No Temp A/Quantity 

7 A/City A/City P/Part 
P /Supplier II P/ProjectD A/Quantity 

10 P/City Name P/City Name P/PartU 

15 P/Supplier# P/ProjectD P/PartD 
A/City Name A/City Name A/Quantity 

Figure 8. Level by Level Reduction of Semantic Graph to 
Relational Descripti.on 

CONCLUSION 

We have shown that user queries can be analyzed, with the aid of a 
user, in order to determine the structure and semantics of the 
information they convey. The outcome of the analysis is the semantic 
graph. This graph provides not only the information needed to construct 
a usable user base, but also is a precise specification of the data 
base. In fact, we have shown that a data base can be automatically built 
from the specification of it. We believe this data base does indeed 
model the application environment, and in the .way in which the user 
perceives it. 

The importance of using user queries is that: 

1) They are easily obtained from the user. 

2) They convey a large amount of information about the application.· 

3) They provide a working vocabulary for the application and 
data base experts to use. 

4) They severely restrict the domain the negotiations will cover. 
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LIFER: A NATURAL LANGUAGE INTERFACE FACILITY* 

Gary G. Hendrix 

Artificial Intelligence Center 
Stanford Research Institute 
Menlo Park, California 94025 

This note describes LIFER, a practical facility for 
creating natural language interfaces to other computer software. 
Emphasizing human engineering, LIFER has bundled natural 
language specification and parsing technology into one 
convenient package. This package includes an automatic facility 
for handling elliptical (i.e., incomplete). inputs, a spelling 
corrector, a grammar editor, and a mechanism that allows even 
novices to extend the language recognized by the system through 
the use of paraphrase. Offering a range of capabilities that 
supports both simple and complex interfaces, LIFER allows casual 
users to rapidly create workable systems while giving ambitious 
users the tools needed to produce powerful and more efficient 
language definitions. Experience with the system has shown that 
for some applications, very practicable interfaces may be 
created in a few days. The resulting systems are directly 
usable by business executives, office workers, and military 
officials whose areas of expertise lie outside the field of 
computer science. 

LIFER is composed of two basic parts: a set of interactive 
language specification functions and a parser. In standard 
practice, a system builder uses the language specification 
functions to define an application language. This application 
language is a subset of a natural language (e.g., English) that 
is appropriate .for interacting with an existing software 
product. Using this language specification, the LIFER parser 
will then interpret natural language inputs, translating them 
into appropriate interactions with the application software. 

Example interactions with a LIFER application language for 
a data base access system are presented in Figure 1. (This 
particular language definition, called INLAND, was developed by 
Earl Sacerdoti and others as a. part of SRI's LADDER project for 
ARPA.) The system user types in a query or command in ordinary 
English, followed by a carriage return. The LIFER parser then 
begins processing the input. When analysis is complete, LIFER 
types "PARSED!" and invokes application software to respond. 

*The work reported herein was conducted under SRI's Internal 
Resea.rch and Development Program. LIFER has been used and 
tested in research supported at SRI by the Advanced Research 
Projects Agency under contract DAAG29-76-C-0011 with the U.S. 
Army Research Office. 
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FIGURE 1 EXAMPLE INTERACTIONS WITH LIFER 

-What is the speed of the Kitty Hawk 
PARSED! 
((SPEED 35 KNOTS)) 

-Of the Ethan Allen 
TRYING ELLIPSIS: WHAT IS THE SPEED OF THE ETHAN ALLEN 
((SPEED 30 KNOTS)) · 

-Displacement 
TRYING ELLIPSIS: WHAT IS·THE DISPLACEMENT OF THE. ETHAN ALLEN 
((STANDARD-DISPLACEMENT 6900 HUNDRED-TONS)) 

-length of the fastest Soviet sub 
TRYING ELLIPSIS: WHAT IS THE LENGTH OF THE FASTEST SOVIET SUB 
((LENGTH 285 FEET I SPEED 30 KNOTS)) 

-Who onws the KIEV 
OWNS <==(assumed spelling error) 

PARSEDi 
( (COUNTRY USSR)) 

-who owns the JFK 
TRYING ELLIPSIS: ELLIPSIS HAS FAILED 
THE PARSER DOES NOT EXPECT THE WORD "JFK" TO FOLLOW "WHO OWNS THE" 
OPTIONS FOR NEXT WORD OR META-SYMBOL ARE: 
<SHIP-NAME> 

-Define JFK to be like Kennedy 
PARSED! 

. {JFK is now a synonym for KENNEDY, which is a ship name} 

-REDO -2 
PARSED! 
( (COUNTRY USA)) 

-? BUILT LAFAYETTE 

{that is, parse WHO OWNS THE JFK} 

TRYING ELLIPSIS: ELLIPSIS HAS FAILED 
. {error message omitted} 

-Let "? built Lafayette" be a paraphrase of "who built the Lafayette" 
PARSED! 

-? buiit Lafayette 
PARSED! 
((BUILDER GENERAL.DYNAMICS)) 

-owns longest nuclear submarine 
TRYING ELLIPSIS: ? OWNS LONGEST NUCLEAR SUBMARINE 
((COUNTRY USSR I LENGTH 426 FEET)) 
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An important feature of the LIFER parser is an ability to 
process elliptical (incomplete) inputs. Thus, if the system is 
asked 

WHAT IS THE SPEED OF THE KITTY HAWK 
then the input 

OF THE ETHAN ALLEN 
will be interpreted as WHAT IS THE SPEED OF THE ETHAN ALLEN. 
Analysis of incomplete inputs is performed automatically by 
LIFER, making it unnecessary for the system builder to 
explicitly define elliptical constructions in the application 
language. 

If a user misspells a word, LIFER attempts to correct the 
error, using the INTERLISP spelling corrector (Teitelman, 1975). 
If the parser cannot account for an input in terms of the 
application language definition, user-oriented error messages 
are printed that indicate what LIFER was able to understand and 
that suggest means of correcting the error. 

The definer of the language interface can intermix calls to 
LIFER that extend or modify the language definition with calls 
to the parser that utilize the developing language system. This 
aids system builders in the task of defining the application 
language, allowing them to operate in a rapid extend and test 
mode. Perhaps more importantly, it provides the basis for a 
mechanism through which naive users may extend their language by 
employing easy to understand notions such as synonyms and 
paraphrases. Provisions may be included in the application 
language for interfacing with LIFER's own language specification 
functions, allowing users to give natural language commands for 
extending the language itself. This is illustrated by the 
paraphrase example of Figure 1. 

The LIFER parser uses an augmented, finite state transition 
network (Woods, 1970). The LIFER language specification 
functions construct these underlying transition networks 
automatically from language production rules of the type 
commonly used by both linguists and compiler builders. The 
production rules may be easily modified and tested 
interactively, allowing sophisticated language definitions to be 
produced within a short period of time. 

In using LIFER, interface builders typically embed 
considerable semantic information in the syntax of the 
application language. For example, words like JOHN and AGE 
would not be grouped together into a single <NOUN> category. 
Rather, JOHN would be treated as a <PERSON>, and AGE as an 
<ATTRIBUTE>. Similarly, very specific sentence patterns such as 

WHAT IS THE <ATTRIBUTE> OF <PERSON> 
are typically used in LIFER instead of more general patterns 
such as 

<NOUN-PHRASE> <VERB-PHRASE>. 
For each syntactic pattern, the interface builder supplies an 
expression for computing the interpretation of instances of the 
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pattern. Expressions for sentence-level patterns usually invoke 
application software to answer questions or carry out commands. 

Example interactions defining a LIFER application language . 
are shown in Figure 2. First, application information 
concerning biographic data is stored on property lists for later 
querying. Then the function MAKE.SET is called .to define some 
word/phrase categories. The category <ATTRIBUTE>, for example, 
is defined to include such words as AGE and OCCUPATION. Next, 
function PATTERN.DEFINE is used to add the productions 

<ATTR-SET> => <ATTRIBUTE> 
and <ATTR-SET> => <ATTRIBUTE> AND <ATTR-SET> 

to the language definition, establishing an <ATTR-SET> as a list 
of one or more attributes separated by ANDs. The third call to 
PATTERN.DEFINE sets up a top-level sentence pattern of the form 

WHAT <IS/ARE> THE <ATTR-SET> OF (PERSON> 
which can match such queries as 

WHAT IS THE AGE AND OCCUPATION OF JEWELL.FLEMING 
The expression for computing the value of this query maps down 
the list of attributes that are sought and extracts their values 
from the property list of the <PERSON>. 

J 

After the function LIFER.INPUT is called, all lines of 
input are sent to the LIFER parser for processing. The first 
query of the example is a complete sentence, but the second is 
elliptical. No special patterns are needed to deal with this 
elliptic query. A more complex use of MAKE. SET and examples of · 
the spelling corrector are shown in later interactions in Figure 
2. Many other features are available, including a grammar 
editor, aids for processing anaphora, and a mechanism for using 
LISP predicates to define syntactic categories. 

LIFER is implemented in PDP-10 INTERLISP, with the basic 
system requiring an additional 14K words above the 150K used by 
INTERLISP. An extensive language definition for communicating 
with a large data base (100 fields on 14 files with hundreds of 
records) requires an additional 33K, including some data base 
access routines. Such sentences as 

WHAT IS THE LENGTH OF THE FASTEST AMERICAN SUB 
parse in less than .2 seconds of CPU time, using block-compiled 
INTERLISP on the DEC KL-10. This is faster than the sentences 
are usually spoken or typed. 

For more information about how LIFER works 
application languages may be defined, see 
1977b). 

and about how 
Hendrix (1977a, 
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FIGURE 2 DEFINING AN APPLICATION LANGUAGE 

{set up data to be queried} 
-SETPROPLIST(JEWELL.FLEMING (AGE 35 OCCUPATION TEACHER HEIGHT 5.5 

WEIGHT 105)) 
-SETPROPLIST(IVAN.FRYMIRE (AGE 40 OCCUPATION FARMER HEIGHT 6.2 

WEIGHT ~25)) 

{MAKE.SET and PATTERN.DEFINE extend the language definition} 
-MAKE.SET(<PERSON> (JEWELL.FLEMING IVAN.FRYMIRE ..• )) 
-MAKE.SET(<ATTRIBUTE> (AGE OCCUPATION HEIGHT WEIGHT)) 
-MAKE.SET(<IS/ARE> (IS ARE)) 
-PATTERN.DEFINE(<ATTR-SET> (<ATTRIBUTE>) 

(LIST <ATTRIBUTE>)) 
-PATTERN. DEFINE ( <ATTR-SET> (<ATTRIBUTE> AND <ATTR-SET>') 

(CONS <ATTRIBUTE> <ATTR-SET>)). 
-PATTERN.DEFINE((WHAT <IS/ARE> THE <ATTR-SET> OF <PERSON>) 

(MAPCONC ·<ATTR-SET> (FUNCTION (LAMBDA (A) 
(LIST A (GETPROP <PERSON> A)))))) 

{a call to LIFER.INPUT sends subsequent inputs to the parser} 
-(LIFER. INPUT) 

{start NL interactions using grammar defined above} 
-what is the occupation of jewell.fleming 
PARSED! 
(OCCUPATION TEACHER) 
-age and weight 
TRYING ELLIPSIS: WHAT IS THE AGE AND WEIGHT OF JEWELL.FLEMING 
(AGE 35 WEIGHT 105) 

{MAKE.SET is called to add variety to persons' names} 
{leading ! sends line to LISP'S EVAL, iristead of to parser} 

-!MAKE.SET(<PERSON> ((JEWELL . JEWELL.FLEMING) 
(IVAN . IVAN.FRYMIRE) 
((JEWELL FLEMING) • JEWELL. FLEMING) 
((IVAN FRYMIRE) • IVAN. FRYMIRE)) 

{now more English input} 
-what is the height of ivan frymier 

(assumed spelling error)==>FRYMIRE 
PARSED! 
(HEIGHT 6.2) 
-of jewell 
TRYING ELLIPSIS: WHAT IS THE HEIGHT OF JEWELL 
(HEIGHT 5. 5) 

{define a paraphrase in English} 
-define "give the height of ivan" like "what is the height of ivan" 
PARSED! 
LIFER.TOP.GRAM =>GIVE THE <ATTR-SET> OF <PERSON> 

{output above shows LIFER's generalization of the paraphrase} 
{now try an input based on the paraphrase above} 

-give the age and occupation of jewell fleming 
PARSED! 
(AGE 35 OCCUPATION TEACHER) 
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DATA BASE SEMANTICS. IN THE EUFID SYSTEM 

John F. Burger 

System Development Corporation 

Abstract 

The End-User Friendly Interface to Data management (EUFID) system 
is a complex of computer programs with the primary purpose of converting 
a user's natural-language question into a formal DMS query. To do this, 
it must rely on a semantic model of the user's view of the data--a view 
that may differ greatly from the concepts and structures of the data 
base. This paper describes how and why such modeling is accomplished 
and contains some observations on the semantics of structured data bases 
from the user's point of view. · 

INTRODUCTION 

There frequently exists a large conceptual gap between the way data 
are seen by the end users of the data--the researchers, administrators, 
or clerks for whom the data are collected--and the·programmers and data
base administrators who organize and maintain the data base. This latter 
group tends to see data in terms of groups, records, fields, and aggre
gates. These terms reflect the structured organization given to the 
data in order to maximize efficiency of storage, access time, update 
processing, and other procedural requirements that cause the data to be 
seen from the point of view of the data management system software. The 
end users, however, see the data in terms of persons, objects, events, 
and other entities, together with the attributes or properties of these 
entities ~nd the relationships they perceive between them. 

These two perceptions of the data differ, and this difference must 
be recognized by any system, computer or human, that uses a DMS at a 
level higher than the syntax of the DMS's query language. It is this 
difference that becomes involved in translating a question ("When does 
flight 317 depart for Chicago?") into a query ("RETURN DEPTIM WHERE 
FLGT = '317' AND DEST = 'CHICAGO"'). The content of the data base as 
viewed by a user is sometimes known as the semantics of the data, and 
a formalized method of representing this view is called a semantic model 
of the data. 

It must be recognized that there may be more than one semantic model 
of any particular data base. This may be due to differences in 



f,. .. , 

~203-

user views based on inferential data: some users wish to recognize only 
explicit data, while others may expect the data to contain anything that 
can be logically deduced from the data base. Differences in user views 
may be due to different subgroups of the total user community, each of 
whom wishes to relate only to a particular subset of the data base. 
Such restrictions may, for example, be invoked as a function of data 
security. Still other views may differ owing to differing technical 
subsets of the users: doctors and hospital administrators, for instance. 

It is desirable in representing a user's view of the data in a 
structured data base to achieve a high degree of independence between 
the structures of the user's views and the structures of the data base 
itself. Such independence allows users views to change without requir
ing that the data base be restructured. No less significantly, it allows 
the software facility to restructure the data without interfering with 
the concepts the users have about the nature of the data. 

One technical area in which semantic models are vital.is the area 
of designing and building a natural-language communications interface to 
allow end users direct access to the data even though such users are not 
computer specialists or are not even familiar with the DMS. This paper 
reports on the progress of the EUFID project at System Development 
Corporation for building a semantic model for a natural-language inter
face. 

THE END USER FRIENDLY INTERFACE 

The End-User Friendly Interface to Data management (EUFID) system is 
a complex of computer programs with the primary purpose of converting a 
user's question into a DMS query. In this paper the term "question" 
refers to input to the EUFID system typed in by a user in his own lin
guistic style and jargon and stating explicitly or implicitly a request 
for information from the data base. By "query" we mean the same.request 
stated in the precise language of DMS input. 

The EUFID system is capable, theoretically, of interfacing to any 
interactive DMS. It has been coupled to SDC's DS/3 and TDMS systems and 
is currently being interfaced with DoD's World~Wide Data Management 
System (WWDMS) and with INGRES (1), an implementation of a relational 
data management system operating under UNIX on the PDP-11. 

EUFID consists of two primary interactive modules, the Analyzer and 
the Translator, plus a secondary system, the Application Definition 
Module. 

The Application Definition Module is operated only once for each 
application at each installation and serves the purpose of building 
the tables that, taken together, comprise the semantic and conceptual 
descriptions of the data base. It also builds the English word 
dictionary. 

The Analyzer uses this dictionary and those tables to convert the 
user's question into a precise, general-purpose Intermediate Language 
(IL). The Translator uses another set of tables to convert IL into the· 
data base query language used at the installation. Only one Analyzer 
will be written, and it will be used at all installations for all 
applications. A different Translator will be written for each installa
tion, and a new set of tables will be generated for each new application. 
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The remainder of this paper describes the information stored in 
the tables used by the Analyzer to convert a user's questions into IL 
and discusses how this information represents the semantics of the data. 
The information is in the computer programs, stored in tabular form, 
but it is easier to describe and to understand when presented as graphs. 
The descriptions given below therefore, are about graphs. It should not 
be difficult for the reader to see how these graphs can be implemented 
as tables. 

Two graphs will be presented: the CONCEPT graph describing the 
data base in its structural form as seen by the Data Base Administra
tor, and the SEMANTIC graph describing the data as seen by the user 
community. 

The Concept Graph reflects the actual logical structure of the data 
as represented for the target DMS. In all forms (hierarchical, network, 
tabular, relational, etc.), the field names are shown linked to the group 
names. Groups are linked to groups if there is a logical relation 
between them according to the structural form of the data--groups to 
repeating groups in a hierarchical system, relation to relation via 
fields from a common domain in a relational system, etc. 

THE SEMANTIC GRAPH 

While the information stored in the Concept Graph is based on the 
data elements and organization of the data base, the information stored 
in the Semantic Graph is based on how the user community views the data. 

The Semantic Graph is built after an examination of a representative 
set of questions obtained from the users. No attempt is made to relate 
the structure of the Semantic Graph to the structure of the data base. 

The Semantic Graph comprises three types of objects and four types 
of connecting links. The objects are known as attributes, entities, and 
events, and these correspond roughly to the standard syntactic categories 
of adjectives,-nouns, and verbs, respectively. _ 

Entities correspond to persons, places, and things referred to in 
the representative set of user's questions. Attributes correspond to 
the qualities and properties associated with the entities. Events corres
pond to the actions and relations referred to. ·Attributes, entities, and 
events are all non-linguistic objects that are "pointed to" by the words 
in a user's question and, to the Analyzer they represent the meaning of 
the words. 

These objects are connected in the semantic graph by four kinds of 
links. These are known as 

1. Attribute-to-Entity links 
2. Entity-to-Entity links 
3. Entity-to-Event links 
4. The !SA link 
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Attribute-to-Entity Links 

An attribute is, to an entity, a particular characteristic of that 
entity. An attribute cannot exist independently in the semantic graph, 
nor can it be connected to more than one entity. Examples of attributes 
are color, size, weight, sex, salary, age, etc. 

It is probable that almost any attribute may in the right applica
tion be considered an entity. If, in a given application, it connects 
to more than one other entity, it must be an entity. 

Attributes fill cases of the entity to which they are connected. 
These are functional or semantic case frames similar to those described 
by Fillmore in (2) for noun-verb relations. The name of a case in an 
entity that is filled by an attribute is, generally, the same as the name of 
the attribute, as, for example, a value from the "color" attribute con
nected to the entity "automobile" would fill the "color" case of the 
entity. 

In the EUFID system, cases are not named. Naming cases in a 
generalized linguistic theory structure such as Fillmore's usually 
suggests some class of objects that can fill the case; these classes 
may sometimes be indicated by labels called semantic markers. Since, 
in the attribute-to-entity link, each attribute is specifically connected 
to a case slot on the entity, no label is necessary. Cases are used in 
the attribute-to-entity link for two purposes. The first is to permit 
a similarity of processing in the EUFID Analyzer in the use of attribute
entity links with the use of entity-event links in which, as is more 
common in computational linguistics, the .entity fills a case in the event. 

Secondly, a rule built into the operation of the Analyzer states 
that in the analysis of any question, each case may be filled no more 
than once, thus ruling out such phrases as "the long, short submarine". 

Entity-to-Entity Links 

In the nature of the link itself, there is no difference between 
the entity-to-enti~y link and the attribute-to-entity link just 
described. The Analyzer processes them both in the same way. Entities, 
however, may be linked to more than one other entity and, in fact, 
there may be more than one link between a pair of entities.· 

A link is a one-way relation. A link fills a case-slot on only 
one of the entities linked. 

If E
1 

and E
2 

are entities and are linked such that El fills some 
case slot on E

2
, then the English words assigned to this i?k are used 

as names for E
1

. If, in addition, it is wished that E
2 

is to fill a 
case slot in E , this will be a different link. 

Consider ~ Semantic graph in which E is an entity containing individuals 
that are human females and M is an entity containing individuals that 
are human males. From this we may wish to write 

HUSBAND 
SPOUSE 

indicating that some individual fi in F is related to some individual m. 
in M such that !!!j is the "husband or "spouse" of fi. Then this link -J 
fills a case in F. 
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then this is a different link filling a case in M. We may, for brevity, 
write 

IFE HUSBAND 
POUSE SPOUSE F 

Entity-to-Event Links 

Entity-to-event links constitute our method of representing the noun
verb relationship used in many conventional grammars. The generalized 
theory (which we adhere to) states that the central idea of any sentence 
js represented by an event (verb) to which are attached one or more 
entities (noun phrases), and that the entities fill case slots on the 
event.* These case slots represent the roles played by the various 
entities as they participate in the event; they carry such names as agent, 
object, instrument, source, destination, temporal, and dative. Different 
grammars will have more or fewer cases and may use different names, 
but the basic idea remains the same. As an example, in the sentence 
"Bill b'l:'oke the window with a rock", "Bill" is the agent, "window" is the 
object, and "rock" is the instrument. In "Bill gave a book to Mary", 
"Bill" is the agent and the source "book" is the object, and ''Mary" is 
the destination. 

EUFID uses cases on events but without implicitly naming the case 
slots in the manner described above. We simply use arbitrary one-letter 
case names solely for the purpose of distinguishing one case from another 
in any given event. All entities in the semantic graph which ~an possibly 
be used in a given case of a given event are shown to connect to that case. 
Our link is, therefore, actual rather than symbolic (via a case name, a 
semantic category name and a rule, for example). 

A particular entity-event link might be represented ps 

n----A-f-,EV~E ...... N---T----. 

or, in a particular example 

1~--A-;~D-,E~PAR~T~ 

where "A" is an arbitrary case name. The entire structure surrounding the 
event DEPART might look like 

*We use the term "event" to refer to the concept or idea represented 
by a verb. In this paper, "event" is thus a technical term and is 
used with this meaning even when the verb representing it has a 
more or less static denotation, as do the verbs "to be", "to have", 
etc. 
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A part of the link information indicates how the Analyzer is to 
tell what cases to examine for a given entity-event link. This infor
mation is mostly syntactic. Thus, for the above cases on the event 
DEPART, the link, from case A shows that the FLIGHT entity must come 
before the event in the left-to-right ordering of the words. Case B 
is indicated by the preposition "from", case C by the preposition "at" 
and caseD by the preposition "to". 

The nature, or structure, of this link is again the same as the 
two links previously mentioned. In the entity-to-event link, the 
entity always fills a case slot in the event. 

Certain case slots in an event may be considered obligatory, so 
that the Analyzer will consider a question incorrectly analyzed unless 
all obligatory cases are filled. As with the other links, a case slot 
in an event may be filled only once. 

The !SA Link 

The three links thus far described are links between a particular 
individual in one set and a particular individual in another. While 
it may not always be possible to identify which individuais are linked, 
it is clear that a link between "employee" and "supervisor", for 
example, implies that each particular employee is related to a par
ticular supervisor. 

The !SA ("is a") link is more like a superset-subset relation 
between sets. The link should be thought of nevertheless as a link 
between an individual in one classification and the same individual in 
another (more general) classification. This link is directional and 
is drawn as 

!SA 
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The relationship means that y is an entity generic to ~ in the 
usual superset-subset manner. Thus, house ISA building. The relation 
implies that any attributes of the generic entity (the one pointed to 
by the arrow; y in the example above) can be considered as being also 
an attribute of the other entity. Thus any attribute of all buildings 
in general is also an attribute of a house. ' 

Transfer of attribute assignment is transitive. Consider the 
following graph: 

HURT OR KILL 

SHORT 

"MEASURING CUP" 

The rules provide that, for this graph, "object" may be used to indicate 
any of the entities; "weapon" indicates entities 2, 4, 6 and 7; "thrusting 
weapon" indicates entities 4, 6 and 7; "kitchen utensil" entities 3,5, 
and 6; "measuring cup" 5; "ice pick" 6; and "sword" indicates entity 7. 
Further, entity 5 can be described with the attributes "made of glass", 
"found in a kitchen", and "inanimate''; entity 6 with "made of metal", . 
"short", "found in a kitchen", "sharp, pointed", "used to hurt or kill", 
and "inanimate"; while entity 2 by "used to hurt or kill" and "inanimate". 

The reverse of an ISA link, that is, an ISA link looked at backwards, 
is called a role link. If ~ ISA y, then y is a role of ~· In the graph 
above, an ice pick may be viewed as either a kitchen utensil or a weapon. 
We say that in the one link the ice pick is playing the role of a kitchen 
utensil, while in the other it is playing the role of a weapon. 
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OBSERVATIONS ON THE ISA LINK 

There are two kinds of links between entities: the entity-to-entity 
case-filling link and the ISA link. An entity, generally, is thought 
of as a set of individuals. Thus the entity "employee" is the set of 
individuals Tom, Dick, Harry, etc. 

In the entity-to-entity link, the link is, in fact, between two 
individuals, one from each entity, and the link may be, and most often 
is, between two different individuals. There may be a high degree of 
overlap between the individuals in the entity "employee" and the entity 
"boss" but the link is rarely between one individual and himself. 

Contrast this with the ISA link between the same two entities. If 
Sam is a boss, then it is that same individual, Sam, that may be thought 
of as an employee. Thus the ISA link is always between an individual 
in one classification and that same individual in a different classifica
tion. 

The set of all ISA links in any semantic graph constitute a 
hierarchical classification of all the individuals at the bottom. 
"Bottom" because the graph is usually drawn with the ISA links pointing 
upward. This structure is sometimes called a taxonomy of the individuals, 
particularly if the ISA graph is a strict hierarchy and has no upward 
branching. 

In tracing individuals through the ISA graph (viewed with all ISA 
links pointing up) it can be seen that downward branching implies a 
subdivision of the individual or a "some" relation, while upward branch
ing usually implies an "all" relation. Thus in the graph on the 
previous page, some weapons are ice picks, while others are swords, but 
all ice-picks are both weapons and kitchen utensils. 

An interesting structure occurs whenever there is both an entity-to
entity case-filling link between two entities and an ISA link between 
the same two. An example of this is in the pair of entities "employee" 
and "boss". This may be drawn as 

From this graph, and the rules and observations given above, it can 
be seen that there may be some individual ~l in ~whose boss is b2 in 
! who is ~Z in~ and has a boss ~3 in!' etc. This is a more formal 
way of say1.ng that Tom is an employee with a boss named Dick who, as 
an employee, has a boss named Harry, etc • 

. From the foregoing,- it can be seen that entities can be related 
one to another in three different ways--that is, by the entity-to-entity 
link, by the ISA link, and by both entities participating in (i.e., 
connected to cases of) the same event. 

Figure 1 depicts a micro-semantic graph. In drawing these graphs 
we use circles or ellipses for entities, rectangles for attributes, and 
rectangles with lettered links (cases) for events. Examples used in the 
rest of this paper will refer to this graph. 
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Figure 1. Typical (micro-) Semantic Graph 

SENTENCE GRAPHS 

When the EUFID Analyzer has completed the analysis of a user's 
question, it will· have produced a structure known as the sentence 
graph. The nodes of this graph are nodes or objects from the Semantic 
Graph pointed to by the individual words of the user's question. The 
links between these nodes are the various case-filling and !SA links 
from the Semantic Graph described above. 

The Sentence Graph has a horizontal and a vertical aspect. The 
horizontal aspect is the left-to-right ordering of the nodes in the 
same order as the words in the input sentence. The vertical aspect is 
a semantic dependency hierarchy produced by the analysis of the 
question. Each node in a Sentence Graph is a node in the Semantic 
Graph. The Sentence Graph is, thus, a tracing through the Semantic 
Graph with values ("Sam") and requests ("?") added. This paper will 
not discuss how the Sentence Graph is produced from analysis of the 
user's question. For details on this see (3). 

Following are a few examples of English sentences, the Sentence 
Graph produced from them by the Analyzer, and the IL statement for 
each that is given to the Translator. 

1. What is Sam's salary? 

? 

RETURN ESAL WHERE ENAME EQ SAM 
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2. What is the salary of Sam? 

RETURN ESAL WHERE ENAME EQ SAM 

3. What employees in the furniture department have a salary over 
$12,000? 

? 

r--~.L-..-, - I . . I G~ NAME - FURNITURE 
12000 

RETURN ENAME WHERE DNAME EQ 'FURNITURE 1 AND SAL GR 12000 

4. What is the salary of Sam's boss? 

? 

= 'SAM' 

RETVRN ESAL WHERE EMP# EQ (RETURN BOSS# WHERE ENAME EQ 'SAM') 
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5. On what date was Sam hired? 

= 'SAM' 

RETURN HIRE-DATE WHERE ENAME EQ 1 SAM 1 

MAPPING FUNCTIONS 

Mapping functions carry the nodes and structures of the vertical 
aspects of the Sentence Graph into an equivalent set of nodes and 
structures from the Concept Graph. 

It should be observed that it is only the vertical aspect of the 
Sentence Graph that is of interest to the mapping functions. Note that 
if the Sentence Graph is projected sideways so that only the vertical 
aspect remains, then the graph for sentences 1 and 2 are identical: 

? 

= 'SAM' 

Some mapping functions carry one semantic node into one concept node, 
as does 

This is a trivial mappi~g function, and a reasonable argument could be 
made that these cases do not need separ.ate mapping functions but could 
be handled by a single, more comprehensive mechanism. We do not wish to 
argue either way. They are presented here as mapping functions only 
for completeness and to show that all semantic nodes need to be replaced 
by concept nodes before the IL is generated. 
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Another set of mapping functions takes a specific structure of 
semantic nodes into a single concept node, as in 

======>~ I HIRE+ATE I 

This particular case permits the data-base-field "hire-date" to be 
referred to using the verb "to hire". Note cases "A" and "B" filled by 
EMPLOYEE and DATE respectively. Without something like this the descrip
tive title would have to be used in the nominalized form as in "What is 
the hire-date of Sam?" 

Still other mapping functions carry structures of semantic nodes 
i~to structures of concept nodes as 

The structure on the left of this function is the sentence graph repre
sentation of the ISA link, "BOSS ISA EMPLOYEE". The structure· on the right 
is in terms of nodes from the concept graph and indicates that in this · 
relational. data base the employee relation may be joined reflexively 
with itself by setting values in the "BOSS#" column equal to values ip. 
the "EMP/1" column. Another such mapping function, 

shows that any time the Sentence Graph indicates a semantic link was 
expressed between the entity "department" and the entity "employee", this 
is to be implemented in the data base query by joining the field "DEPT" 
in the relation "EMP" with the field "NAME" in the relation "DEPT". 
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After all mapping functions have been applied, the transformed 
Sentence Graph may be expressed in the syntax of IL by a simple set of 
generators. The resultant IL expression is passed to the Translator 
Module to be translated into the explicit language of the target DMS. 

SUMMARY AND CONCLUSIONS 

The EUFID system is built to transform expressions of user-views of 
a data base into expressions of logical or DMS views. To be able to do 
this it must be able to model any particular user view of the data. 

The EUFID semantic modeling technique is the Semantic' Graph. In 
this model the user community has several alternative ways.of modeling 
the data according to their views. If, for example, the users wish to 
think of "hire-date" as an attribute of an employee, they can, but if 
they wish to see this as a dated activity the employee participates in, 
this is also possible. Users may use generic terms (e.g., "people") for 
several different entities via the ISA link and may see· a single entity in 
several differing roles via the reverse ISA link (e.g., a "man" as a 
"husband", a "father", or an "employee"). 

Entities may participate in events so long as some means of express
ing the meaning of that participation is available in the data base 
structure for the mapping functions to map into. What is an attribute 
to one subset of users (e.g., color) may be used as an entity to another, 
and both views are expressible. Semantic nodes may be deleted along with 
the appropriate mapping functions; this can serve the purpose of completely 
eliminating an idea from the user's point of view. The Semantic Graph is 
both comprehensive and flexible as a means of modeling the data content of 
a data base. 

Since the Semantic Graph is separated from the Concept (logical) 
Graph, each may be changed independently from the other. If users views 
change, the Semantic Graph may be modified to reflect this change. More 
interestingly, if the data management facility finds it advantageous to 
restructure the data (this is not as improbable as it sounds) the user 
community may be unaffected by this change. 
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Abstract 

In this paper we present an algorithm for efficient 
retrieval from a distributed database. By adopting a 
succession of relational "views" of the data, we are able 
to isolate those problems of query processing unique to a 
distributed system. The resulting strategy of query 
processing becomes two tiered, consisting of a strategy of 
data transfer (distribution) interwoven with a sirategy of 
local processing (decomposition). The remainder of the 
paper is concerned with finding an optimal distribution 
strategy. 

The distribution strategy is developed by a sequential 
optimization procedure which can be represented by a 
binary decision tree. Each node of the tree corresponds 
to a query and a set of parallel "moves" for that query. 
The leaf nodes of the tree from left to right represent 
the optimal sequence of sets of moves, and the query that 
remains after the moves of the right-most leaf is a purely 
local query that requires no further data transfer. The 
only problems which remain are those of purely local 
processing, the most difficult of which is the estimation 
of costs and sizes of results for local processing. 

The algori~hm presented here is used by SDD-1, A System 
for- Distributed Databases, which is being developed by 
Computer Corporation of America. 

* This research was supported by the Advanced Research 
Pr0jects Agency of the Department of Defense under 
contract no~ N00039-77-C-0074. The views and conclusions 
contained in this document are those of the authors and 
should not be interpreted as necessarily representing the 
official policies, either expressed or implied, of the 
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1. INTRODUCTION 

This paper presents a plan for efficient retrieval of data 
from a distributed database system. The method presented 
here is used by SDD-1, A System for Distributed Databases, 
which .is under development by Computer Corporation of 
America. .SDD-1 is ·described further in [ROTHNIE and 
GOODMAN] and [ROTHNIE et al]~ 

SDD-1 permits the storage of data in a dispersed and 
redundant manner so as to improve the responsiveness and 
reliability of the overall system. Architecturally SDD-1 
is composed of a collection of database sites, each of 
which contains a portion of the database. In addition, 
portions of the database may be stored redundantly at two 
or more sites in order to increase its availability. 

A basic strategy of SDD-1 is to separate the problem of 
retrieving dispersed data from the problem of maintaining 
redundant copies of th~ data. To accomplish this we 
specify sub-sets of the total database that are to be in 
~ffect during the proc~ssing of given queries. These 
sub-sets are called ''materializations" and each consists 
of exactly one copy of each portibn of the database (cf 
[ROTHNIE and GOODMAN]); each materialization thus 
represents a distributed but non-redundant version of the 
database being managed by SDD-1. 

The method describ~d here for the retrieval · of dispersed 
data always operates in the context of a specified 
materialization, and thus from its point of view the 
database appears to be. distributed but non-redundant. 
That the database is, in fact, redundant is of no concern 
to our retrieval technique and hereafter will not be 
considered. (The methodology used by SDD-1 to maintain 
redundant database copies is described in [ROTHNIE et al] 
and [BERNSTEIN et al].) 

A.central constraint on our retrieval algorithm is that 
communication between database sites in SDD-1 is via 
relatively slow channels. Using the Arpanet as the 
archtypical communication channel in SDD-1, the bandwidth 
between sites is some 50-100 times slower than the 
bandwidth between each computer and its local disk 
storage. Consequently the minimization of data transfer 
from site to site is the primary objective in optimization 
though not the only one. 

The retrieval method is based on a number of assumptions 
which can be stated as follows: 
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a. For the duration of any one query, the data model 
remains fixed and is a relational model. Since the 
method operates in. the context of one 
materialization, there are no redundantly stored 
relations in the model. For expository convenience 
we assume that each relation resides at a single 
site; there is no loss of generality in .this 
assumption and the extension to relations 
fragmented among several sites is straightforward. 

b. Only fragments of relations in the data model are 
moved from one site to·another, a fragment being a 
subrelation, a projection, or a combination of 
these two operations. 

c. It is a matter of indifference as to where the 
final result is produced, as long as it is produced 
at a single site. 

Given a query which references data distributed over 
several sites, our goal is to reduce it to a sequence of 
local queries with data transfer between local processing 
steps, and to do it in a ~ay so as to minimize the 
combined communication and processing cost. 

To fix ideas, let us consider a specific example to which 
we shall refer throughout the remainder of this paper: 

Example 1.1 

Relation ( Domains 

Supplier (S#, City) 
Availability (S#, P#, QOH) 

Parts (P#, Pname) 

Projects (J#, City) 
Supply (J#, S#, P#, Qty) 

Query 

RETRIEVE (S.StF) 

Site 

A 
A 

B 

c 
c 

WHERE (S.S# = V.S#) AND (S.City = J.City) 
AND (S.S# = Y.S#) AND (V.P# = P.P#) 

Variable 

AND (V.QOH > Y.Qty) AND (P.P# = Y.P#) 
AND (P.Pname = 'Bolts') AND (J.J# = Y.J#) 
AND (Y.Qty > 1000) 

in Query 

s 
v 
p 

J 
y 

Stated verbally, the query asks for the S# for those 
suppliers who supply bolts to projects located in the same 
city in quantity greater than 1000 and for whom the 
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quantity-on-hand is larger than the quantity supplied. It 
is useful to have a graphical representation for the query 
as is done in Figure 1.1 where lines represent linking 
terms. 

Graphical Represenation of Example 1.1 Figure 1.1 

r- ----- -----. 

s 

A S# 

I 
I 
I City 

V QOH > Qty 

Bl 

I 
I 
L ____ _ 

2 .. A DIFFERENCE OF VIEW 

p 

r---

J 

J# 

y 

-----, 

Pname = 
'Bolts' I 

I 
I 
I 
I 
I 

--- __ j 

----, 

Qty > 
1000 

l 

The added dimension in dispersed retrieval a~ compared to 
retrieval from a centralized database is the necessity to 
transfer dati between database sites. As a first step in 
query processing it seems desirable to separate the 
complexity inherent in the query from the added difficulty 

c 
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due to distribution. This can be rather neatly done by 
·adopting a series of "views" of the database as follows: 

v1 : The User View 

This consists of the data model, plus possibly some 
or all of the distribution information. 

v2 : The Distribution View 

This view consists of a collection of relations, one 
per site, each being the cartesian product of all the 
relations at one site. For the example in section 1 
v2 consists of the following relations: 

Example 2. 1 

RELA (SS#, SCity, VS#, VP#, VQOH) 
RELB (PP#~ PPname) 
RELC (JJ#, JCity, YJ#, YS#, YP#, YQty) 

Our convention in renaming is self-explanatory. 

v3: The Local Views 

There is one local view per site, consisting of all 
the relations of the data model at that site~ 

We observe that in the distribution'view (V 2 ) the most 
prominent features are precisely the boundaries of data 
dispersion. Expressed in v2 , a query gi~es explicit 
display to its multilocational nature. A query is local 
(i.e., of single site) if and only if its v2 expression is 
one-variable. This suggests that the conceot of 
decomposition (reducing a multivariable query to a 
sequence of one-variable queries) (cf [STONEBRAKER et al], 
[WONG and YOUSSEFI]) be adapted to reduce a distributed 
query to a series of local queries. 

The overall plan of query processing that we propose can 
be separated into the following steps: 

1. conversion v 1 query --> v2 query 
2. distribution multi variable v2 query --> 

one-variable v2 queries 
3. reconversion one-variable v2 query --> 

multivariable v3 query 
4. decomposition multivariable v3 query --> 

one-variable v~ queries 
5. local one-vari ble guery processing 
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Conversion and reconversion (steps and 3) are both 
mechanical and fast so that nothing further about them 
needs to be said. Step 4 does not involve the distributed 
nature of the database in any way. While the optimization 
problem of decomposition is by no means completely solved, 
the focus of our attention in this paper is on the 
distributed nature of the database, and purely local 
optimization problems will not be considered further. 
What remains then is the problem of optimizing the 
reduction of a distributed query into local queries (step 
2), a procedure that we call distribution. 

Example 2.2 Suppose that we consider the query in section 
1 to be a v1 query. The corresponding v2 query takes on 
the form: 

RANGE OF (A, B, C) IS (RELA, RELB, RELC) 

RETRIEVE (A. SS#) 
WHERE (A.SS# = A.VS#) AND (A.SCity = C.JCity) 

AND (A.SS# = C.YS#) AND (A.VP# = B.PP#) , 
AND (A.VQOH > C.YQty) AND (B.PP# = C.YP#) 
AND (B.PPname = 'Bolts') AND (C.JJ# = C.YJ#) 
AND (C.YQty > 1000) 

3. THE BASIC TACTICS OF DISTRIBUTION 

The basic tactics proposed in [WONG and YOUSSEFI] to 
decompose a multivariable query into one-variable queries 
are the following: 

a. One-Variable Subgueries: Portions of the query may 
entail reducing single relations by restriction 
and/or projection. These one-variable operations 
should always be performed first. 

b. Reduction: When a query can be separated into two 
parts with only a single overlapping variable; it 
is often advantageous to do so. 

c. Tuple Substitution: One of the variables is 
successively replaced by the actual tuples in the 
range relation of the variable. 

Since distribution is 
interest to interpret 
distributed database. 

decomposition in v2, it 
these tactics in terms 

is of 
of the 
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a. A v2 one-variable query is a local query. It seems 
clear that what can be processed locally to reduce 
the sizes of the relations should always be done 
first. Hence, one-variable su~uery processing 
should be retained as a tactic in distribution. 

b. Interpreted in terms of the distributed database, 
reduction means a partition of the network into 
subsets which overlap at a single site. This could 
be advantageous, but the algorithm that we shall 
present makes no use of this tactic. 

c. Tuple substitution in v2 implies the transfer of 
data one v2-tuple at a time between sites. 
However, bulk transfer of data is undoubtedly more 
efficient than tuple-at-a-time transfers. 
Therefore if a variable is to be tuple~substituted, 
it is often better to move the entire relation. 
There are situations where not every tuple needs to 
be substituted, but on balance we decide in favor 
of moving relations rather than tuples. 
Consequently we replace tuple-substitution as a 
tactic by: 

Move relation R from site A to site B 

Observe that the application of the "move" tactic 
is restricted, by assumption, to only fragments of 
the relations in the data model. The role played 
by "move" in distribution is quite similar to that 
of "tuple-substitute" in decomposition, each being 
a necessary but undesirable operation. Like 
tuple-substitution in decomposition, repeate~ 
"moves" will completely distribute any query. 
However, the object of optimization in distribution 
will be to move as little as possible. 

4. A STRATEGY OF MOVES 

A distribution strategy consists of. a series of ~ 
relation tactics with local processing between them. 
Since communication costs are assumed to be high relative 
to local processing, the optimization of a distribution 
strategy depends principally on the optimization of its 
move tactics, and the optimization of moves can be 
undertaken largely independently of local processing 
optimization. We make use of this independence in 
designing our algorithms, although the cost of local 
processing is not entirely ignored. 
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For any query Q, one strategy that is always possible is 
the following: 

(4.1) Do all the local processing that can be done 
with no data transfer at all. 

(4.2) Then, make the minimum moves which would 
render the residual v2-query one-variable without 
further local processing. 

In such a strategy the moves are all made in parallel 
without intervening local processing. For this reason, it 
is in general far from optimal. However, it does 
represent an initial strategy that we can refine in 
successive steps. 

Let M(Q) denote the set of moves defined by (4.2). Each 
element in M(Q) is of the form: m = "Move R from A to B". 

Example ·4.1 For the query in our example, define 

R1 = (Parts {Pname = 'Bolts'}) [P#] 

R2 = (Supplier (Sf/ = Sf/) 
(Availability {QOH > 1000})) 

[S#, City] 

R3 = (Supplier (S# = S#) 
(Availability {QOH > 1000})) 

[S#, P#, QOH] 

where R[A] denotes the projection of R on domain A, 
R{predicates} the restriction of R defined by the 
predicate and R(A = B)S the eauijoin of R and S on A and 
B. 

One possible value for M(Q) is the following: 

m1 = "move R1 from B to C" 
.. :. . .-;; 

M(Q) = m2 = "move R2 from A tb, C" 

m3 = "move R3 from A to C" 

The actual value of M(Q) would depend on the sizes of the 
various relations. 

The general plan now is to replace M(Q);bj twb ~ets of 
moves, M1 and M2 , that are to be executed s~quentially 
with local processing between them. The objective in 
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selecting MJ and M2 is for the total cost of the moves 
together w1th the cost of any additional local processing 
to be less than the cost of M. 

Example 4.2 M(Q) is the same as before. 

M1 = {m4 = "move R1 from B to A"} 

Define R2 and R3 by the same formulas as R2 and ~ 3 respectively, except that the relation "Availabilitv" 1s 
replaced by its join with Rl. The construction of this 
join 9onstitutes the loca processing between M1 and M2 • 

Now set 

Jm 5 = "move R2 from A to C'J 
~6 = "move R3 from A to C" 

Observe that since R~[P#] = R1 there is no need to include 
"move R1 from A to C in M2 • 

Because R2 C R2 and R~ C R3 , M1 + M2 clearly entails 
moving less than M(Q} if we assume that moving R1 from B 
to A costs no more than moving it from B to C. We can 
represent the transformation M(Q) --> (M 1 followed by M2 ) 
graphically as follows: 

M 

where it is understood that the left offspring always 
precedes the right with local processing in between. 

It is possible that we can continue to split the nodes, 
and in general end up with a binary tree where the leaf 
nodes represent all the moves that are to be undertaken. 
The moves within one leaf can be made in parallel and the 
leaves are executed sequentially from left to right. The 
criterion for node splitting is as follows: 

A node N is split into N1 and N2 if and only if 

a. 

b. 

the combined cost of N1 and N2 is less than 
N alone, and 
the pair (N 1 ~ N2 ) is minimum in cost among 
all pairs satisfying (a). 
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The resulting algorithm might be termed a "greedy" 
algorithm. In general it cannot be optimum, since it can 
never climb a hill surrounded by valleys, nor is it 
guaranteed to seek the highest peak if there are more than 
one. The algorithm could, in theory, be expanded by 
permitting condition (a) to attempt more global 
minimization. However, such an extension greatly 
increases the number of candidate splits which would have 
to be considered. 

In the overall scheme that we have outlined, any relation 
which is the result of local operations is a candidate to 
be moved. Potentially, the number of such relations is 
enormous. The strategy that we have presented is designed 
to: (a) severely limit the number of such candidates that 
need to be considered, and (b) make the optimization 
recursive so that the ·overall algorithm cBn be expressed 
in terms of what is to be done at a single step. 

There are only two basic ingredients in the algorithm: 
determination of M(Q) and splitting a node in the strategy 
tree. In section 5 we explain how M(Q) is determined;, 
section 6 then explores node splitting. 

5. DETERMINATION OF M(Q) 

As described in section 4, M(Q) represents a first cut at 
obtaining a good distribution strategy for processing a 
query Q. M(Q) is obtained by limiting the local 
processing to operations that .can be performed in the 
database prior to any moves of M(Q). 

To determine M(Q) we first determine what local processing 
is possible before any moves. The effect of this local 
processing is to reduce the sizes of the fragments that 
must be moved. Then we compute the cost of moving all the 
reduced size fragments to a given destination site SDEST 
for all_ posible values of SDEST. M( Q) is then the set of 
moves associated with the min1mum-cost SDEST· · 

We begin by expressing the query Q in a conjunctive form. 
In this form the condition expressed by every clause must 
be satisfied, and therefore, any clause which is 
one-variable (in V2) represents local processing which is 
possible prior to any moves., 

The first question that arises is this: are the 
one-variable clauses the only local operations that are 
possible at this point? The answer is clearly no. It is 
possible to generate additional local operations by 
Transitivity. For example, in example 2.2 the clauses 
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imply 
(A.VQOH > C.YQty) AND (C.YQty > 1000) 

(A.VQOH > 1000) 

which is a local operation (at site A) not represented in 
the original query. It follows, therefore, that we should· 
close Q under transitivity. For example 2.2, the 
transitive closure has the form 

Example 5.1 

RETRIEVE (A.SS#) 
WHERE (A.SS# = A.VS#) AND (A.SS# = C.YS#) 

AND (A.VS# = C.YS#) AND (A.VP# = B.PP#) 
AND (B.PP# = C.YP#) AND (A.VP# = C.YP#) 
AND (A.VQOH > C.YQty) AND (C.YQty > 1000) 
AND (A.VQOH > 1000) AND (A.SCity = C.JCity) 
AND (B.PPname = 'Bolts') AND (C.JJ# = C.YJ#) 

Given the transitiVe closure of Q (call it 0 1) we strip it 
of all local clauses (V 2 one~variable) and call the 
resulting query 02 . 02 depicts the inter-site linkages in 
the original query Q and thus indicates the information 
that must be moved by the distribution strategy. In 
particular 02 specifies what columns of the v2 relation at 
each site have to be retained in the distribution. 

For 0 1 given by example 5.1, 02 is 

Example 5.2 

RETRIEVE (A.SS#) 
WHERE (A.SS# = C.YS#) AND (A.VS# = C.YS#) 

AND (A.VP# = B.PP#) AND (B.PP# = C.YP#) 
AND (A.VP# = C.YP#) AND (A.VQOH > C.YQty) 
AND (A.SCity = C.JCity) 

The columns to be retained are indicated below: 

Example 5.3 

A 

B 

c 

Columns to be Retained 

(A.SS#, A.SCity, A.VS#, A.VQOH) 

(B.PP#) 

(C.YS#, C.YP#, C.YOty, C.JCity) 
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Now, we have assumed that only fragments of the original 
relations of the data model can be moved. In general, 
local operations at each site do not automatically yield 
such fragments. In example 5.3, the columns for sites A 
and C come from more than one original relation. 
Therefore, we need to perform the necessary projections to 
find the fragments which comprise M. 

Example hl 

A 

B 

c 

Fragments and Their Definition 

ASupplier } 
(A.SS#, A.SCity) 

AAvailability 
(A.VS#, A.VP#, 

. A.VQOH) 

BParts (B. Plf) 

CSupply 
(C.YS#, C.YP#, 
C.YJ#, C.YQty) 

CProject 
(C.JJ#, C.JCity) 

} 

WHERE (A.SS# = A.VS#) 
AND (A.VQOH > 1000) 

WHERE (B.PPname = 'Bolts') 

WHERE (C.YQty > 1000) 
AND (C.JJ# = C.YJ#) 

Note that the J# column has to be retained in CSupply and 
CProject in order to preserve the joining information 
C.JJ# = C.YJ#. The requirement that only fragments be 
moved implies that some joining operations would have to 
be repeated, hence those v2 one-variable clauses have to 
be retained, e.g., the clauses (A.SS# = A.VS#) and (C.JJ# 
= C.YJ#) in example 5.4. 

We can now readily determine M(Q), the mlnlmum set of 
moves that can assemble all the data needed by Q at a 
single site with no further processing. Take each site in 
turn, and consider the cost of moving all the fragments 
not at that site. 

Example 5.5 

Final Destination 

A 

B 

c 

Fragments to be Moved 

BParts, CSupply, CProject 

ASupplier, AAvailability, 
CSupply, CProject 

ASupplier, AAvailability, BParts 
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It is obvious that in example 5.5 
as the final destination. It is 
fragment CSupply is very large 
interrelationship among supplies, 
Therefore, for our eta~ple, the 
probably C and 

2 4 

B would never be chosen 
also likely that the 
since it involves the 
parts and projects. 
final destination is 

m1 = "move ASupplier from A to C" 

M(Q) = m2 = "move AAvailability from A to C" 

m3 = "move BParts from B to C" 

We can now summarize the algorithm for determining M(Q) as 
follows: 

1. Put Q in conjunctive form. 
2. Close Q under transitivity. 
3. Perform local processing corresoonding to 

v2-one-variable clauses. 
4. Identify the fragments at each site. And 
5. Determine M(Q) by comparing costs. 

6. NODE SPLITTING IN THE STRATEGY TREE 

The preceding section explained how M(Q), an initial 
distribution strategy is obtained. In this section we 
describe how M(Q) is successively refined. 

The central step in the optimization procedure takes a 
proposed set of parallel moves, M, and replaces it by two 
successive sets of parallel moves, M1 and M2 . As 
described in section 4, the procedure is first applied to 
the initial set of moves, M(Q), and then recursively to 
each move that replaces M(Q) and so forth. The orocedure 
thus generates a binary tree whose nodes represent 
proposed sets of moves and whose leaves represent a 
sequence of moves that can be taken to process the query. 
The procedure terminates when it is not possible to 
replace any node in the tree by two sons whose total cost 
is less than the parent's cost. 

The remainder of this section explores in greater detail 
the criteria for splitting a node, M, into two sons M1 and 
M2. 
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which is not the root of the tree (i.e. a node 
not represent the initial set of moves, M(O)) 

on a sub-query of the initial query Q. Let us 
sub-query which M is operating on, 0 1 • Observe 
retains any clause which involves more than one 

and not merely multivariable clauses. 

A node M 
which does 
operates 
call the 
that Q1 
fragment 

Example 6. 1 

M = t1 = "move ASupplier from A to C" 
m2 = "move AAvailability from A to 
m3 = "move BParts from B to C" 

Q1 is: 

RETRIEVE (A.SSII) 
WHERE (A.SS# = A.VSII) AND (A.SSII = C.YSII) 

AND (A.VS# = C.YSII) AND (A.VPII = B.PPII) 
AND (B.PP/1 = C.YPII) AND (A.VPII = C.YPII) 
AND (A.VQOH > C.YQty) AND (A.SCity = C.JCity) 
AND (C.JJ# = C.YJII) 

The optimization procedure dictates that M is split only 
if there is an immediate improvement. This implies that 
if M is split then the cost of at least one of the moves 
in M can be reduced. And the only way that can be done is 
through a clause involving the fragment of that move. 
Hence, the first thing that we do is to identify the V2 
multivariable clauses which involve each of the fragments 
in M. 

Example 6,2 

fragment 

ASupplier 

AAvailability 

BParts 

clauses 

(A.SSII = C.YSff) 
AND (A.SCity = C.JCity) 

(A.VS# = C.YS/1) 
AND (A.VP/1 = C.YP) 
AND'(A.VP/1 = B.PPII) 
AND (A.VQOH > C.YQty) 

(A.VPII = B.PPII) 
AND (B.PP/1 = C.YPII) 
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The possible moves which might reduce each mi are given by 

potential reducing moves 

m 11 = CSupply [SII] from C to A, 

m12 = CProject [City] from C to A 

m21 = CSupply [SII, Pit' Qty] from c to A 

m22 = EParts [PII] from B to A 

m31 = AAvailability [P#] from A to B 

m32 = CSupply [Pit] from C to B 

In order that a potential reducing move be included in M1 , 
its cost must be less than the reduction it effects. 

Example 6.3 

candidate 

CSupply [S#] 

CProject [City] 

CSupply [S#, P#, Qty] 

BParts 

ASupplier reduced to 
(ASupplier(S#=SII)CSuoply) 
[S#,City] 

ASupplier reduced to 
(ASupplier 

(City=City) 
CProject) 
[Sff,City] 

ASupolier reduced to 
(ASupplier(SII=SII)CSupply) 
[S#,City] 
and 
AAvailability reduced to 
(AAvailability 

(Sff=SII,PII=PII,QOH>Qty) 
CSuppiy) 
[S#,P#,QOH] 

AAvailabilitv reduced to 
(AAvailability 

(Pff=Pff) 
BParts) 
[S#,P#,QOH] 
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AAvailability [P#] BParts reduced to 
(BParts 

( P#=PII) 
AAvailability) 
[ PIF] 

CSupply[P#] BParts reduced to 
(BParts(P#=P#)CSupply) 
[ PIF] 

It is obvious that m31 and m32 are bad moves, and m22 is 
an excellent move. It is likely that m21 is also a bad 
move since CSupply [S#, P#, Qty] is probably as large as 
AAvailability and much larger than the total reduction it 
effects. It is not clear as to whether m11 and m12 are 
worthwhile moves, and the precise answer would have to be 
provided by our estimate of the relative costs. Let's say 
that for our example m12 is worthwhile but m11 is not. 

Now, we have determined certain moves which are not in M 
but which should be in M1• Take these moves together with 
the moves of M not affected by them, and these comprise 
M1 • The remaining moves in Mas modified by M1 constitute 
M2. 

At this point we have to say something about whether 
multiple copies of a fragment are kept at different sites. 
For example, if we execute m22 = "move BParts from B to 
A", should BParts be retained at site B? If we do, m3 in 
M is unaffected by m? 2 . If not, then m3 becomes m3 = 
"move BParts from A to Ch. 

Example 6,4 

For our example, M1 is given by 

[m 22 = "move 

~ 12 = "move 

BParts from B to A" 

CProject [City] from 

The candidates to be included in M2 are 

m I -1 - move (ASupplier(City=City)CProject) 
[S#,City] 

from A to C 

move (AAvailability(P#=P#)BParts) 
[S#,P#,QOH] 

from A to C 

move BParts from A to C 
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But m3 can be considered to be redundant since it is a 
part of m2. Hence, 

M2 = { m 1 ' m2} 

After the application of M1 the residual query 0 2 is given 
by 

RETRIEVE (A.SS#) 
WHERE (A.SS# = A.VS#) AND (A.SS# = C.YS#) 

AND (A.VS# = C.YS#)AND (A.VP# = A.PP#) 
AND (A.PP# = C.YP#) AND (A.VP# = C.YP#) 
AND (A.VQOH > C.YQty) AND (A.SCity = A.JCi.t.yl 
AND (C.JJ# = C.YJ#) 

where the clauses which have been changed from 0 1 are 
underlined. 

If we do not mak~ the move m3 but subsume it in m~, then 
it is tantamount to replac1ng (A.P# = C.YP#) by tA.VP# = 
C.YP#), which is already present in the query and hence 
can be eliminated. 

The general procedure for node splitting can be summarized 
as follows: 

a. 

b. 

c. 

d. 

e. 

f. 

g. 

The state at each node is represented by a v2-query 
01 and a proposed set of moves M on the fragments 
referenced by 01. · 
For each element m in an M we determine the set R 
of moves which would reduce the fragment reference~ 
by m. 
Take the union U Rm and eliminate redund"ancy. 
Denote the resultirg set by R. 
Let M1 be the set consisting of (i) any move in R 
which reduces more than it costs, and (ii) any move 
in M unaffected by the moves of category (i). 
M is replaced by M1 followed by 

· M2 = {the remaining moves of M as modified 
by M1}. 

If M=M 1 the splitting stops. 
Let 02 denote the query resulting from modifying 0 1 
by M1 • 
The node (M, 01) is replaced by ((M1, 01), (M2, 
Q2 )) or 
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7. CONCLUSION 

The final piece, and it is an important one, in the 
strategy that we have proposed is the estimation of costs 
and benefits. Consider examples 6.2 and 6.3 once again. 
The move m1 involves moving the fragment ASupplier from 
site A to C, and it is possible to reduce the fragment by 
moving CProject [City] from C to A. The question is: 
should this be done? Here, the costs are given by: 

= cost of projecting CProject on the domain 
City 

= cost of moving CProject [City] from C to A 
= cost of forming a new fragment 

ASupplier2 = 
(ASupplier(City=City)CProject) 
[S#,City] 

at Site A. 

and the benefit is 

B = the savings resulting from moving ASupplier2 
instead of ASupplier. 

We can assume in the above example, that ASupplier and 
CProject are fragments which have already been formed. We 
can also assume that the communication cost as a function 
of data volume and sites is known. What we must estimate 
in order .to deterrr.ine CJ, c2 , and c3 , and Bare the costs 
of the local operations lndicated in c1 and c3 and the 
sizes of the resulting fragments. 

The remaining problems in our strategy, then, are those of 
estimating the costs of local operations and the sizes of 
relations resulting from local operations. These are 
problems inherent in query processing and have nothing 
whatever to do with the dispersed nature of data. Insofar 
as we have limited ourselves in this paper to those 
aspects of retrieval unique to a distributed database 
system, our task can be considered complete. 
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COMMUNICATION COMPLEXITY OF DISTRIBUTED MINIMUM SPANNING TREE ALGORITHMS 

P.M. Spira 
Systems Control, Inc. 
Palo Alto, California 

ABSTRACT 

In very large computer communication networks it is unacceptable to 
transmit a broadcast message by replicating a copy of the message for each 
destination. Rather, it is desirable to -have a spanning tree defined such 
that every node knows which of its arcs belong to the tree. In this way 
broadcast is achievable with minimum data flow using the tree arcs and only 
one copy of the message. In this paper we investigate the internodal data 
flow--or communication complexity--of a new distributed algorithm for 
finding the minimum spanning tree assuming arcs are weighted. Our 
algorithm is similar to Dalal•s [1] except that we: 

1. Incorporate control messages to eliminate redundacy and 
impose a structural ordering on events 

2. Incorporate a highly efficient method of gathering 
information needed to grow the tree in parallel 
from smaller pieces. 

In a network with E edges and n nodes our algorithm executes with an 
expected total data flow (bits times arcs summed over all messages) 
of O(nlog2n + E). 
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1. INTRODUCTION 

As very large computer-communication networks become a reality it 
will become increasingly important to have methods of broadcasting 
efficiently. Whereas in small networks it is possibly acceptable to 
broadcast by replicating a message for each destination, in large networks 
the price of redundant communication will be too high to allow such a·. 
strategy • 

Assume that there is a spanning tree defined for the network such 
that every node is aware which of its outgoing arcs belong to the tree. 
If a given node wishes to broadcast, it sends one copy of the message on 
every outgoing tree arc. Any node receiving the message sends one copy 
on every outgoing tree arc except that arc which the message arrived 
came in on. In this way the broadcast is achieved with a minimum of 
data flow. 

It may be the case that the network arcs are weighted, e.g., by average 
expected delay in both directions. Then it is desirable that the tree actually 
be the minimum spanning tre~ (MST). In his recent Ph.D. thesis [1], Dalal has 
formulated an asynchronous algorithm by which the MST can be found and 
maintained in a completely distributed manner. In his algorithm, every 
node starts at knowing only the weight on its arcs and ends up knowing 
which of its arcs are in the MST. Dalal did not attempt to quantify 
internodal message flow needed to execute the algorithm. In general, 
his algorithm can involve redundant computation due to the asynchrony. 
This leads to analysis difficulties. 

In this paper we investigate distributed algorithms to find the 
MST. We analyze the data flow wh1ch they entail. We define the communi
cation complexity as the number of bits times arcs traversed. In order 
to expedite analysis a restriction is made which limits the degree of 
asynchrony that can occur. Both in Dalal's work and in this work the 
MST is constructed in parallel by growing connected fragments which join 

to other fragments until the entire tree results. In our algorithm the same 
set of fragments will always join to form each larger fragment. 
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2. BASIC METHODOLOGY, ASSUMPTION, AND DEFINITIONS 

Let G be an n node graph. We discuss distributed methods to find an 
MST. An algorithm begins with each node knowing the weight on each of 
its arcs, and terminates with each node knowing which of these arcs are 
MST arcs. All arcs are undirected. For simplicity we assume weights 
are distinct. This assumption is convenient but non-essential since a 
rule can be given to unambiguously decide between two equal weight arcs. 
In any event the MST will be unique. 

Following Dalal [1], we define a fragment to be a set of one or 
more nodes of G connected by zero or more arcs belonging to the MST. 
Initially, each individual node is a fragment. Fragments select arcs to 
other fragments and connect to them. Eventually one fragment - the MST -
results. 

The communication cost of a message is message length in bits 
multiplied by the number of traversed arcs. This is approximate, since 
arc costs are not equal, but lends analytical tractibility and is probably 
a reasonable definition. If a graph has n nodes then it requires log n 
bits to specify a node. We assume that a log n bits can also code a 
weight. This is reasonable for the subsequent analysis because: 

1. If a set of 2k numbers of rk bits are chosen at random, 
the probability is about 1 - 2-k(r-2) that the numbers are 
distinct. 

2. The dis~inct weight assumption can be easily relaxed anyway. 
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· We thus approximate that the length of a message as log n times number 
of nodes + number of a'rcs described, ignoring proportion a 1 ity constants. 
This facilitates subsequent notation in comparisons. between alternate 
algorithms. (Actually it takes at least three times as many bits to 
specify an arc as a node, but such constant factors are ignored since we 
will only care about growth rates.) 

Algorithms cah now be analyzed in terms of information stored at 
nodes, computation performed at nodes, and total communication cost 
between nodes. This latter is referred to as communication complexity. 
True to the definition of a distrib.uted computer-communication network, 
we assume that communication costs domina.te. Hence this latter quantity 
shall be of most interest in the sequel. Formally, the communication 
complexity is 

E (message length in bits) x (number of qrcs transversed) 

summed over all messages occurring while the algorithm executes. For a 
given network G, the communication complexity to find the MST will be 
denoted by CC{G). 

3. OVERVIEW OF THE ALGORITHM 

We now describe the new algorithm. It entails a method for controlling 
the fragments which one constructed in a Dalal-like algorithm and a method to 
efficiently gather information for selecting new arcs connecting previously 
formed fragments to form larger fragments. In passing we note that, given 
a fragment of the MST, the MST must contain the minimum weight arc from the 
fragment to the set of nodes of G not in the fragment [2]. 

We now define special families of fragments--level k fragments. 

Definition 3.1: The level 1 fragments of G are the fragments formed ·by arcs 
between nodes and their nearest neighbors. For example, let 

E1 = {e:e is the minimum weight arc incident in some node of G} 
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Then a level 1 fragment is a maximal connected fragment containing arcs in 
E1. The level k fragments are maximal connected fragments containing 
level k-1 fragments and arcs in 

Ek = {e:e is the minimum weight arc leaving some level k-1 fragment} 

End of definition. 

The algorithm begins constructing level 1 fragments. As it becomes 
possible, level k fragments are constructed from level k-1 fragments. 
Eventually, the tree results. Since a level k fragment contains at least. 
two level k-1 fragments, the MST is a level ~ax fragment, where 

To start the process, a node determines if it is the leaf of a level 
1 fragment. This is true if and only if it is no other node•s nearest 
neighbor. A node which is not such a leaf determines to how many other nodes 
it is the closest node. Leaf nodes signal their nearest neighbors to connect. 
An internal node signals its nearest neighbors to connect when it has been 
told to connect by all of the nodes for which it is nearest. There is 
exactly one pair of nodes--the core--which are mutually nearest. When 
this pair tell each other to connect, the entire fragment becomes 
connected. (See Figure 1.) 

The core now probes the fragment to determine the minimum weight 
outgoing arc by broadcasting a message to the entire fragment initiating 
the process. When a leaf gets the message it forwards a description of its 
minimum weight arc--outgoing or not. This description is of the form 
(i, j, w) where the arc connects node i and node j and has weight w. An 
internal node forwards the description of the arc having minimal weight 
among those it received and its own minimum weight outgoing arc. Eventually 
one arc can be selected by the core as that of minimum weight. If the arc 
is an internal arc, it can be recognized when or before its description 
reaches the core, and a message seeking a new arc is broadcaset. Eventually 
the minimum weight outgoing arc is found. This technique is similar to that 
of Spira [3]. 
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Essentially the same procedure is recursively employed to build level 
k fragments. Each level k-1 fragment discovers its place in the level k 

. fragment, and the 11 superleaves 11 start the connection. It is terminated by 
core of the level k fragment. This core is the unique pair of level k-1 
fragments which are each other's nearest level k-1 neighbor. This occurs 

when all connect messages have percolated to this core. (See Figure 2.) 
Then, as before, the minimum weight outgoing arc is determined for the next 
level of the construction. The fragments formed are unique--namely the set 
of level k fragments for 1 ~ k ~ rlog2 nl. 

When a fragment discovers it contains more than h(l-2-k) for 
any 1 ~ k ~ LlognJ' a process is performed to delete internal arcs. 
This is needed to minimize the expected number of minimum arcs drawn 
before finding an outgoing arc. Note that for each k this can occur in 
at most one fragment. 

Level 1 
fragment 

Figure 1. Formation of Level 1 Fragment 
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Level k-1 

Figure 2. Formation of Level k Fragment from Level k-1 Fragments. 



· 4. COMPLEXITY OF THE ALGORITHM 

We outline the computation of the algorithm's communication complexity. 
The gory details will appear in a future paper. 

Let G have n nodes and E arcs (or edges). There are several types of 

messages with indicated lengths: 

1. Messages between nodes saying "You are/are not my nearest neighbor 
at the next level" having 0(1) bits 

2. Messages between nodes saying "You never will be my nearest 
neighbor at any level in this process" having 0(1) bits 

3. Messages broadcast in fragments saying "Get minimum arc for 
level k" having O(loglog n) bits since k ~ flog nl. 

4. Messages forwarding arc descriptions to cores having O(log n) bits 

5. Messages enabling the core to tell the fragment size 
having O(log n) bits 

6. Broadcast messages telling the nodes to delete internal arcs for 
the particular fragment found to have > n(l-2-k) arcs. This 
message identifies the value of k (see last section) and thus 
has O(loglog n) bits. 

7. Messages to delete internal arcs identifying k and having 
length O(loglog n) bits. 

The Type 2 messages are initiated by each node on all but its r1og nl 
nearest ne1ghbors. Therefore Type l messages occur on at most nrl:og nl edges. 



-244-

The total contribution to CC(G) by Type 1 messages is thus O(nlog2 n) bits, 
and that of Type 2 messages is O(E) bits. The total ·contribution of Type 3 
and Type 4 messages depends on the number of arcs gathered before the minimum 

weight outgoing arc is found. By deleting internal arcs in the unique first 
fragment (if any) having size n(l-2-k) the average of this number is 

always held to 0(1) for "random" networks.* Hence, on the average, 
Type 3 and Type 4 messages contribute at most O(nlognloglogn) bits and 
O(nlog2n) bits to CC(G). The contribution of Type 5 messaqes is 

2 
O(nlog n). That of Type 6 messages is at most O(nlognloglogn) and on 
the average is probably O{nloglogn). Finally, the contribution of 
Type 7 messages is at most O(nlognloglogn). 

From all this it follows that the average communication complexity 
of the algorithm for a "random" network of n nodes and E edges is 
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A FAST APPROACH 

TO 

NETWORK DATA ASSIGNMENT 

Stephen R. Kimbleton 
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Washington, D. C. 

ABSTRACT 

The increasingly volatile network data environments promised by 
the emergence of Network Operating Systems require 
computationally efficient approaches to network data assignment 
for effective data access. This paper introduces the class of 
Adaptive Cost Minimization policies having the properties of: 
computational simplicity provided by a table lookup based 
assignment approach; attractiveness to management through 
utilization of a process execution cost based formulation; and 
dynamic adaptiveness to changing access patterns. Exact forms of 
these policies are developed for environments in which the 
collection of accessing processes, but not necessarily the 
accessed data, are constrained to be resident on a single system. 
Asymptotically accurate approximate policies are developed for 
the case of multiple accessing processes located on multiple 
systems. 
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1. INTRODUCTION 

The evolving realization of Network Operating Systems [KIMBS 76] 
promises an increasingly dynamic data environment within a 
computer communication network. This reflects the emergent 
requirement for providing remote, record level access to data by 
processes executing on multiple hosts. Support of such access, 
to be effective, clearly requires policies for the 'optimal' 
allocation of data among the collection of candidate hosts. 

The lssue of optimal data assignment has been of continuing 
interest. Although initial investigations were oriented toward 
optimal assignment within an individual computer system [ARORS 
71], [RAMAC 70], and [LUMVY 75], effort has also been devoted to 
consideration of optimal assignment within a computer network 
[CHUWW 69], [CASER 72], [LEVIK 74] and [WHITV 70]. The results 
of this work have provided significant insight into the basic 
problem and the applica'ble constraints. 

~revailing approaches to optimal data assignment are closely 
related to utilization of mathematical programming techniques. 
Thus, in [CHUWW 69], the data assignment problem is first 
formulated as an integer programming problem. Given this 
formulation, a transformation is then used to recast the problem 
as a linear programming problem which can then be solved through 
utilization of LP techniques. A useful survey of data assignment 
approaches is contained in [LEVIK 74]. 

The objective of this paper is to describe a new, approximation
based approach to network data assignment which, through 
utilization of cost as the objective function, provides a 
realistic basis for management evaluation of alternatives. 
Moreover, the form of the policy permits fast determination of 
the optimal assignment policy. 

To achieve this objective, we introduce the class of Adaptive 
Cost Minimization (ACM) policies. The objective underlying such 
policies is that of m1n1mum cost data assignments over the 
collection of candidate hosts. This objective is achieved 
through demonstrating that the policy can be implemented 
via a table lookup mechanism. This, in turn, supports the ready 
adaptability of the policy to dynamic variations in the ·access 
patterns of individual information blocks. 

To provide a framework for development of ACM policies a 
process execution cost structure is required; this is 
provided in section 2. Section 3 then describes how this 
structure can be used to formulate an optimal data assignment 
policy for a system in which all accessing processes, but not 
necessarily the accessed data, are constrained to be 
located on a single system. Section 4 extends this exact 
policy to an asymptotically accurate approximation based 
policy permitting multiple accessing processes located on 
multiple systems. Section 5 provides some concluding remarks. 
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2. PROCESS EXECUTION COST STRUCTURE 

Our obJective is the development of a relationship between 
process execution cost and program behavior. Thus, let P denote 
an information block in the address space A(Q) of a process Q. 
The activity of P during the lifetime of Q may be viewed as a 
sequence of retrieval cycles in which the kth retrieval cycle 
consists of the elapsed time from the kth retrieval of this block 
until its subsequent rewrite. (For simplicity, we assume that 
each retrieval is followed by a rewrite. The modifications 
required if this is not the case are discussed in (KIMBS 77).) 

The interretrieval cycle of a block may be decomposed into 
four subintervals. Thus, let F(k,P) denote the time of 
occurrence of the kth retrieval request, let I(k,P) denote the 
time at which this block is first resident within primary 
memory, let E(k,P) denote the time at which the block becomes 
available for ejection, and U(k,P) denote the time at 
which ·the block has completed the rewriting process on secondary 
storage. Given these points, the following four subintervals 
are determined: 

A(k,P) = l(k,P) - F(k,P) (retrieval) 

B(k,P) = E(k,P) - I(k,P) {processing) 

C(k,P) = U(k,P) - E(k,P) (rewrite) 

D(k,P) = F(k+l,P) - U(k,P) (secondary storage) 

Note that {A(k,P)} and {C(k,P)} represent the sequences of 
retrieval and rewrite times for the block P. As a result, for a 
moderately complex system (i.e. for a system in which no one 
process drives performance), it is reasonable to assume that they 
represent samples from a collection of independent and 
identically distributed (iid) random variables. The following 
theorem shows that this is also true for the two rema1n1ng 
sequences provided that program behavior is modeled as a stack 
algorithm (MATTR 70). (That is, we assume that the collection of 
information blocks in the address space of the process are 
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collected into a stack. The identity of the next page to be . 
referenced is determined by sampling from an associated distance 
string process (which can be either a non-negative integer valued 
iid or Markov dependent process) and the effect of the reference 
is to move the referenced page to the top of the stack. All 
pages between the former top of the stack location and the former 
location of the referenced page are then moved down one position 
in the stack. All pages below the former location of the 
referenced page remain unmoved.) 

THEOREM 1. If program behavior is modeled by a stack algor1thm, 
the random variables {B(k,P)} and {D(k,P)} are iid. 

The proof of this theorem is provided in [KIMBS 77]. Note that 
together with our assumptions regarding retrieval and rewrite 
times, it implies that interretrieval cycles may properly be 
regarded as a sequence of iid random variables. We shall assume 
this remains valid if the accesses to an individual block result 
from activity by more than one process. 

The preceding theorem provides the basic framework for relating 
program behavior to process execution cost. Such costs are the 
sum of primary memory costs, processor costs and channel costs. 
We now subdivide these costs into two classes: fixed costs which 
are independent of block assignment and variable costs which are 
dependent upon block assignment. Clearly, minimization of total 
program execution cost is equivalent to minimization of the 
variable component of program execution costs. 

It is reasonable to assume that processor costs are a fixed cost 
provided that the accounting algorithm is sufficiently stable to 
ensure that such costs are independent of the environment in 
which the process is executed and, additionally, that the 
processor is not used as an I/O processor. In addition, provided 
that the size of the information block is not affected by the 
level at which it is stored, it is also reasonable to assume that 
channel costs are independent of the secondary storage 
assignment algorithm. 

In contrast, primary memory and secondary storage costs are 
clearly dependent upon the assignment policy. The dependence of 
the former will follow from the costing equations which we will 
now develop and the dependence of the latter is evident. 

To relate the variable component of program execution cost to the 
interretrieval cycle, let R(j) denote the cost/bit of storage at 
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level j, and let T(j) denote the retrieval/rewrite time from 
level j for the (arbitrary, but fixed) unit of information 

·transfer. Note that T(j) = A(j) = C(j). 

Given the preceding remarks, the basic costs incurred by a block 
during a retrieval cycle are given by the sum of the secondary 
storage costs, cost of moving the block from secondary storage to 
primary memory, cost of tying down the working set of the process 
during the time while the block is being moved, cost of 
rewrlting the block onto secondary storage, and cost of the 
block while in primary memory. Each of these components 
is, respectively: 

R(j)Sp(a+b+c+d) (secondary storage costs) 

R(0)Sap (retrieval costs) 

R(0)apw (cost of having working set idle) 

R(0)Scp (rewrite costs) 

R(0)Sbp (primary memory costs) 

where lower case letters denote averages, s is the cost reduction 
factor incurred through sharing of costs, p is the number of bits 
in the block P, and w is the average size of the working set. 
Summing, it follows that the total cost of an information block P 
during an interretrieval cycle is given by: 

IC(P) = Sp[R(j) (a+b+c+d) + R(0) (a(l+w/S) + c + b)] 

and the cost per unit time of the information block is simply 
this expression divided by the cycle length which is: 

AC(P) = IC(P)/(a+b+c+d) 



-250-

for locally stored blocks while for remotely retrieved blocks 
this cost is simply: 

** AC'(P) = {IC(P) + 2pC(T)}/(a+b+c+d) 

where C(T) represents the cost/bit of transferring information 
within a network. (Note that we have not reflected a distance 
dependence in C(T) since prevailing packet switching tariffs are 
distance independent. However, it would be simple to 
parameterize C(T) to depend upon distance.) 

Having achieved our objective of interrelating program behavior 
and program execution cost we now discuss the optimal policy. 

3. OPTIMAL ASSIGNMENT POLICIES 

Equations (*) and (**) express the variable component of process 
execution cost during an interretrieval cycle for either the 
non-networked or networked case. Having obtained these results, 
it is therefore meaningful to consider a minimum cost data 
assignment, i.e. the selection of a storage level which minimizes' 
the cost per unit time of process execution during an 
interretrieval cycle. Minimization of this cost is clearly 
equivalent to minimization of process execution cost in view of 
our previous observation that the interretrieval cycles of a 
given process constitute a sequence of iid random variables. 

We now develop a policy for the assignment of a collection of 
1nformation blocks in either a networked or non networked 
environment in which the collection of accessing processes, but 
not necessarily the accessed data, are constrained to exist at a 
single Site. Excluding possible dependencies which will be 
discussed later, it follows from the non-negativity of costs that 
the minimum cost assignment for the collection cannot be less 
than that achieved through assigning each individual block 
optimally. Thus, by assigning each individual block in an 
optimal manner, an optimal policy for the assignment of 
collections is achieved. We now discuss optimal assignment 
policies for individual blocks. 
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Our developed costing expressions demonstrate that the optimal 
information block assignment is a function of d,b,w,a,c,s,p and, 
for a networked environment, C(T). The resulting dimensionality 
would probably make it difficult to develop optimal assignment 
policies as a function of all of these variables which were 
intuitively illuminating. However, for a given process executing 
on an arbitrary, but fixed system, note that b and w can be 
viewed as essentially fixed. Further, assuming that no one 
process drives system performance, a and c can also be regarded 
as fixed. Finally, S and p can be regarded as system constants. 
'l'hu.s, the assignment is primarily a function of d · conditioned 
upon b and w. However, the effects of b upon the assignment 
policy are minimal and as a result the assignment is effectively 
a function of d conditioned upon w. 

Viewed as a function of d, let: 

f(d;j) = AC(P) for P local to the process 

= AC'(P) otherwise 

and assume that the collecfion of memory levels within the 
network are labelled in terms of increasing value of f(0;j) with 
reference to a given host. Then one can show [KIMBS 77]: 

LEMMA. Given any two levels j and k in the memory hierarchy, 
either the graphs of f(d;j) and f(d;k) do not intersect or they 
intersect precisely once for d >= 0. 

This lemma provides a means for determining the 
of the total storage hierarchy consisting 
locations in which a block might actually 
derived hierarchy can be determined as follows. 

derived hierarchy 
of those memory 

be stored. This 

Clearly memory level 0 is in the derived hierarchy (i.e. primary 
memory at the site at whicn the process is executing) since for d 
= (() it is this level which minimizes f(li.l;j). Assume that level k 
is in the derived hierarchy. Then the next level is that with 
the next higher index which intersects f(d;k). This follows 
since, by the lemma, there can be at most one point of 
intersection. Moreover {f(d;j); j >= k} is a monotonically 
increasing sequence for d = 0 and, as a result, this next level, 
say k' satisfies f(0;k) <= f(li.l;j) <= f(li.l;k') for k <= j <= k'. 
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Thus, if the graph of f(d;j) does not intersect that of either 
f(d;k) or f(d;k') it follows that the cost is always between 
these two costs and, as a result, level k is always a lower cost 
option than level j. (Observe that it follows from the 
expression for f(d;j) that, as a function of d, -this is a 
monotone decreasing function and, therefore, if d' denotes that 
value of d at which f(d;k) = f(d;k') then ford> d', we will 
always have f(d;k') < f(d;k). 

Having identified the derived hierarchy, we can now describe the 
form of the optimal policy for the derived hierarchy. Thus, let 
{d{j); j >= 1} denote the points of intersection of {f(d;j)} for 
the derived hierarchy and d(0) = 0. The following theorem can 
now be obtained: 

THEOREM 2. Level j is the optimal storage location for a block 
with expected secondary storage residency time (SSRT) of d 
provided that: d(j-1) <= d < d(j). 

Theorem 2 directly yields an optimal assignment policy for either 
local or remote information blocks being accessed by a process 
located on an arbitrary, but fixed, system. Since the 
formulation of the policy clearly depends upon cost and the 
objective function is cost minimization, naming these 
policies Adaptive· Cost Minimization policies is partially 
justified. Utilization of the term adaptive is based on the 
fact that policy implementation only requires 'a table lookup 
once the basic intersection points {z(j)} as well as the derived 
hierarchy have been determined. This, in turn, renders 
these policies readily adaptable to changes in the number or 
access rate of processes to individual data blocks. We now 
cons1der the utilization of these results in obtaining optimal 
assignment policies within a networking environment~ 
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• 4. MULTI SITE OPTIMAL POLICIES 

we now develop an approximation based algorithm for the optimal 
assignment of data in a networked environment in which both the 
accessing processes and the data may be located on multiple 
hosts. Thus, we assume an environment consisting of M possible 
process locations. If NJ denotes the number of storage 
locations for system J, it follows that the number of possible 
data locations is Nl+ ••• +NM = NTOT. We first d~scribe an exact 
·but computationally unacceptable algorithm and then discuss the 
modifications required to obtain an acceptable algorithm. 

EXACT ALGORITHM 

1. Order the collection of storage locations within 
the network in some arbitrary but fixed way, say 
s ( 1 I 1) ,' ••• Is ( 1 IN 1) Is ( 2 I 1) I ••• Is ( M I NM) • 

2. For each process location J, as a function of the 
Secondary Storage Residency Time (SSRT) d, determine 
the interretrieval cycle cost of the block of 

.information for each of the NTOT possible storage 
locations. Let V(J) denote the vector of such costs 
whose components are ordered in accord with (1). 

3. Form the M rowed matrix whose Jth row is V(J). 

4. The optimal assignment is that location having the 
smallest column sum. 

Although it is evident that the assignment generated by this 
policy is optimal, its computational efficiency is unacceptable 
since it requires O(M*(NTOT)) computations of equations (*) or 
(**) per information block. This inefficiency reflects the need 
to compute the interretrieval cycle cost for each process 
location-data location combination each time the policy is 
applied and therefore renders a table lookup based approach 
infeasible. However, by focusing on ranges rather than exact 
values of the SSRT, a table lookup based approach can be 
developed. 
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APPROXIMATION BASED ALGORITHM 

1. Divide the real line into an arbitrary but fixed 
number of subintervals corresponding to ranges of the 
SSRT d. Form a matrix for each process location J 
whose columns correspond to possible storage locations, 
whose rows correspond to these subintervals, and whose 
entries correspond to the average interretrieval cycle 
cost over this subinterval. 

2 •. Given the collection of such matrices, form the 
matrix whose Jth row is that row of the cost matrix 
whose SSRT subinterval contains the process SSRT. 

3. The optimal assignment corresponds to that location 
having the minimal column sum. 

Note that the accuracy of this assignment process depends upon 
the fineness of the subdivision. It follows that thr~ugh proper 
selection of the subdivisions, the prec1s1on of this 
approximation based approach can be made arbitrarily close to 
that of the exact algorithm. Of course, the cost of increasing 
precision is increased storage space to store the cost matrices 
corresponding to each process location. 

5. CONCLUDING REMARKS 

In conclusion, we feel that the class of Adaptive Cost 
Minimization policies promise computationally effective data 
assignment. Further, their adaptability to changes in either the 
collection of processes accessing an individual data block or in 
the access rate by an individual process to a data block permits 
ready redetermination of the optimal location. 
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DESIGN STUDIES FOR AN ON-LINE U.C. LIBRARY CATALOG NETWORK 

HOW DISTRIBUTED? 

(PRELIMINARY REPORT) 

B. D. D'Ambrosio 
University o'f California 

Berkeley, California 

Abstract 

Preliminary results are presented from the network modeling done 
as part of the planning for an on-line public access catalog for the 
University of California Library system. 

INTRODUCTION 

The University of California, a large multicampus, geographically 
diverse university system, is currently considering the possibility of 
establishing a university-wide on-line inquiry system to enable 
students, faculty, and staff to locate needed library materials 
regardless of the physical storage location of the material. As cur
rently envisioned, such a system would involve 400-800 on-line 
terminals operating at 2400 baud performing inquires to an on-line 
data base of over 3*109 chars. This would be the first public access 
system qf its magnitude in the library world, and as such little 
empirical information is available to aid in designing the system. 
Therefore, as part of the planning, modeling was chosen as atechnique 
which could be of use in deciding system architecture. At least four 
factors have been identified as pertinent to system design and amenable 
to modeling, and these are as follows: 

1. Communications load 
2. Processing load 
3. System response time 
4. System availability 

Of these four factors, a model has been constructed for the first, 
communications load, and some results obtained. This paper presents 
the results obtained from the first model. 
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BACKGROUND 

Two separate factors are involved in esta,blishing the models; 
first, the alternate network architectures to be modelled and degree 
of distribution of the data base, and second, the modelling technique 
to be used. 

Network Architecture 

A variety of possible architectures can be imagined for building 
a network of this size. Anderson and Jensen [1) provide a complete 
taxonomy of computer interconnection possibilities, and Kimbleton and 
Schneider [2] provide several examples of various structures which may 
be useful. Also, Chu [3) describes various alternative strategies. 
From these, five were selected which seem promising for distributing 
information across a network for the particular geographic distribu
tion of UC (fig. 1). These five can be characterized by the two 
factors, the degree of distribution of the data base and the topology 
of interconnection of the various processing nodes. 

The possible distribution values are Central (all data held at 
one central processing location), Regional (data held at either a 

'• 

"northern" or a "southern" regional processing center, according to "' 
the location of the campus owning the material represented), and Local 
(data for the holdings of each campus stored on a processor located at 
that campus). 

In considering network architecture, we limited the examination 
to the interconnection between processors, ignoring for the moment 
details of the topology of the terminal network. This leaves only one 
pbssible network architecture for the ~entraiized data base, and also 
only one for the regional distribution of data (there is only one way 
to interconnect two nodes!). For the fully distributed data base, 
there are again two separate factors which can be considered: intra
region and inter-region connection. Three possible distributed archi
tectures are examined; and they can be characterized in terms of these two 

_ ___,,..____ Davis 
-----l.-- Berkeley 
----------~San Francisco 

--------------T--Santa Barbara 
----------1--Los Angeles 

Riverside 

Fig. 1 - Geographic Distribution of U.C. Campuses 
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factors as given below; 

INTER-REGION 
1) Trunk 
2) Trunk 
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~., 

~ B 

INTRA ... REGION 
Star 

3) Fully connected 
Fully connected 
Fully connected 

All five possible architectures are shown in fig. 2. 

Central 
(North) 

Central 
(South) 

Regional 

Figure 2 - Network Architectures 
0= Data Locations 

Modeling Technique 

Local - 1 Local - 2 Local - 3 

Several models have been developed and presented in the literature 
for analyzing network communications costs under different architec
tures and distributions of the data base. Levin and Morgan [4] pre
sent a model in terms of update traffic, query traffic, communications 
cost, and storage cost. Chu [3] presents a model for the distribution 
of file directories, which raises the interesting possibility of 
allowing portions of the data base to dynamically migrate in response 
to access patterns. The models used here are an adaption of both of 
these, with simplifications stemming largely from the fact that this is 
an inquiry only network, and therefore update traffic need not be 
considered. 

MODELS 

A separate model was developed for each of the possible system 
designs. The factors in each of the models are: 

A(I,J) - the average length in chars. of the response from 
campus J to a search request from campus I 
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D(I,J) - the distance in miles between network node I and 
network node J. (In addition to each of the campuses, 
the central site, the northern regional center, and 

OR 
0 
P(I,J) 

Q 
R(I) 

S(I) 
T(I,J) 

U(I) 

the southern regional center are network nodes,) 
- Inter-region trunk message overhead. 
- Inter-processor message overhead. 

Incidence matrix, P(I,J)=l if I and J are in the same 
region. 

- Average search request length in bytes. 
- Fraction of searches performed at campus I which are 

regional in scope. 
- Search rate at campus I, in searches/sec. 
- Connnunications traffic from node I to node J. 

(Total traffic between I and J = T(~J)+T(J,I)) 
- Fraction of searches performed at campus I which are 

union (university-wide) in scope. 

Central Model 

Using the above variables, the total communications traffic in 
the centralized data base system resulting from requests at campus I is: 

T(~,I) + T(I,0) 
where T(~,I) = S(I)*(Q+O) 
& T(I,0) = S(I)*(O+A(I.I)+SpM[A(I,J)*(R(I)P(I,J)+U(I)(l-P(I,J)]) 

jii 
Simply put, the traffic from the campus to the central site is 

the total search request volume, and the traffic from the central site 
to the campus is the sum of the responses from each of the campus data 
bases to the search requests initiated by the requesting campus. 

Regional Model 

There are three components to traffic flow in the regional system. 
These are: 

T(R,I) - traffic from the regional center to a campus 
T(I,R) - traffic to the regional center from a campus 
T(R,R) - inter-region traffic 

Models for each of these is given below: 

T(I,R) 
T(R, I) 

P(I,R)*S(I)*(Q+O) 
S(I)(P(I,R))(O+A(I,I)+SUM[A(I,J)(R(I)P(I,J) 
+U(I)(l-P(I,J))]) jii 

SYM (P(I,Ra)[S(I)U(I)(Q+O+OR)+ 

SUM S(J)U(J)(A(J,I)+O+OR)(l-P(I,J))J) 
J 
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Distributed Model 1 

This is the inter-region trunk, intra-region star model. Commun
ications elements are as above, and .the equations governing them are: 

T(I,R) = S(I)R(I)(Q+O) +SUM S(J)(A(J,I)+O)(R(J)P(I,J) 
+U(J) (1-P(I,J))) J . 

T(R,I) =SUM (S(J)(Q(J)+O)(R(J)P(I,J)+U(J)(l-P(I,J))) 
J 

+S(I)(A(I,J)+O)(R(I)P(I,J)+U(I)(l-P(I,J)))) 
T(R ,R_) = STJM P(I,R ) [S(I)U(I) (Q+O+OR)+ a · b 1 a 

SUM S(J)U(J)(A(J,I)+O+OR)(l-P(I,J))] 
J 

Distributed Model 2 

This is the inter-region trunk, intra-region full connectionmodel. 

T(I,J) = S(I)(Q+O)(R(I)P(I,J))+ 
SUM S(J)(A(J,I)+O)R(J)P(I,J) 

J 
T(I,R) P(I,R)[S(I)U(I)(Q+O)+ 

SUM S(J)U(J)(A(J,I)+O)(l-P(I,J))] 
J 

T(R,I) = P(I,R)[SUM (S(I)U(I)(A(I,J)+O)(l-P(I,J)) + 
J ' 

S(J)U(J)(Q+O)(l-P(I,J)))] 
T(Ra'~) S¥M P(I,Ra)[S(I)U(I)(Q+O+OR)+ 

Distributed Model 3 

SUM S(J)U(J)(A(J,I)+O+OR)(l-P(I,J))] 
J 

Inter~region and intra-region full connection. 

T(I,J) = S(I)(Q+O)(R(I)P(I,J)+U(I)(l-P(I,J)))+ 
S(J)(A(J,I)+O)(R(J)P(I,J)+U(J)(l-P(I,J))) 

Final Result 

For all of the above models, the final result was distilled dowrt 
to a single figure, representing the total network traffic.. This 
"figure of merit" is computed as: 

COMM LOAD = SUM T(I,J)*D(I,J) 
i j 

and represents the total normalized communications traffic in: the 
network computed in char. miles/sec. 
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RESULTS 

Initial values were placed in the distance, search, response, and 
incidence matrices based on actual geographic and student body/faculty 
size information, and the models were run for a variety of assumed 
regional and union search factors. An initial assumption was made 
that the regional and union search factors were identical for all 
campuses (R(1)=(2)= ..• and U(l)=U(2) •.• ), and that the average response 
A(I,J) is independent of the requesting campus J. Results for one 
particular set of runs in which U=R3/2, are shown graphically in 
figure 3. 
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A surprise result, (although obvious after some thought) was that, 
under the uniform search and response assumptions made in the initial 
data supplied the models, no significant differences showed up in the 
three different interconnection methods for locally distributed data. 

The results support an implementation plan which begins with a 
single central site (since the initial system would be small and 
restricted to only "union" search requests), with the addition of a 
second site as the system begins to grow. Finally, the modeling runs 
indicate that when the system reaches a size and use characteristic 
such that 70% of the searches done on each campus are restricted to 
materials located on the campus, it is then appropriate to begin in~ 
stalling individual processors on the campuses and locate campus files 
on those processors. This will probably not occur until the system 
reaches a size of 100-200 terminals .. 

As the system is actually put into operation, it will be possible 
to replace some of the estimated modeling data with actual measurements 
regarding search and response characteristics. When this is done, 
significant differences may show up in the different network architec
tures for local data base storage . 

CONCLUSION 

The communications load modelling has proved very useful in the 
planning for the U.C. Union Catalog, and has positively established 
the desirabilitt.y of local distribution of the cataloging data when 
the system is in full operation. Based on the successful application 
of modelling to this question, the other three factors mentioned in the 
beginning of this report will be·modelled to. gain further insight 
into the implications of the centralized vs distributed question. 
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