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Abstract

Low Mach Number Simulation of Core Convection in Massive Stars

by

Candace Elise Gilet

Doctor of Philosophy in Physics

University of California, Berkeley

Doctor J. B. Bell, Co-Chair

Professor C. F. McKee, Co-Chair

This work presents three-dimensional simulations of core convection in a 15M� star
halfway through its main sequence lifetime. We examine the effects of two common
modeling choices on the resulting convective flow: using a reduced domain size and
using a monatomic, or single species, approximation. We compare a multi-species
simulation on a full sphere (360◦) domain with a multi-species simulation on an
octant domain and also with a single species simulation on a full sphere domain.

To perform the long-time calculations, we use the new low Mach number code
MAESTRO. The first part of this work deals with numerical aspects of using MAESTRO

for the core convection system, a new application for MAESTRO. We extend MAESTRO to
include two new models, a single species model and a simplified two-dimensional pla-
nar model, to aid in the exploration of using MAESTRO for core convection in massive
stars. We discuss using MAESTRO with a novel spherical geometry domain configura-
tion, namely, with the outer boundary located in the interior of the star, and show how
this can create spurious velocities that must be numerically damped using a sponging
layer. We describe the preparation of the initial model for the simulation. We find
that assuring neutral stratification in the convective core and reasonable resolution
of the gravity waves in the stable layer are key factors in generating suitable initial
conditions for the simulation. Further, we examine a numerical aspect of the velocity
constraint that is part of the low Mach number formulation of the Euler equations. In
particular, we investigate the numerical procedure for computing β0, the density-like
variable that captures background stratification in the velocity constraint, and find
that the original method for computing β0 remains a good choice.

The three-dimensional simulation results show that using a single species model
actually increases the computational cost of the simulation because the single species
system takes longer to reach quasi-steady state convection. This is due to the fact
that a single species model cannot effectively model mixing at the convection zone
boundary, where fluid of a differing composition is pulled into the convective region.

Simulations in an octant yields flow with statistical properties that are within a
factor of two (or less) of the full sphere simulation values. Both the octant and full
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sphere simulations show similar mixing across the convection zone boundary that is
consistent with the turbulent entrainment model. However, the global character of
the flow is distinctly different in the octant simulation, showing more rapid changes
in the large scale structure of the flow, leading to a more isotropic flow on average.
Thus, for studies of more rapid dynamics that could depend sensitively on anisotropy
in the flow, such as simulations of the helium flash or oxygen shell burning, performing
simulations on a reduced domain is questionable.
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Chapter 1

Introduction

Core convection has a major impact on the structure and evolution of stars. How-
ever, the details of convective flow in deep stellar interiors are not yet well understood,
since the extreme conditions present in stars are not reproducible in laboratory exper-
iments and three-dimensional simulations have only recently become computationally
feasible. A major computational challenge with stars is that they involve a wide range
of spatial and temporal scales. The radius of a star can be more than a million kilo-
meters, whereas the scale of turbulent motions is likely many orders of magnitude
smaller. The lifetime of a star can be millions of years or more, but a convective
turnover time can be on the order of days. In addition, the steep compositional gra-
dients that arise in some stars are numerically difficult to treat. Several tactics are
employed to deal with this challenge, such as using specialized computational tools,
reducing the computational domain to focus on only a portion of the convective re-
gion, and modeling the star as a monatomic, or single species, fluid. However, the
effects of changing the domain size or fluid composition on the resulting convective
flow has not been fully quantified. This thesis examines the application of a new com-
putational tool, the low Mach number code MAESTRO, to core convection with steep
composition gradients in non-magnetic, non-rotating stars, and then uses MAESTRO to
examine changes in convective flow due to a reduced domain size or a single species
model. We choose to work with a 15 M� star halfway through main sequence through-
out this thesis, and note that understanding the interaction of MAESTRO’s algorithm
with the numerical challenges of this system is a precursor to applying MAESTRO to
more dynamic problems in the later stages of stellar evolution, such as the helium
flash or oxygen shell burning.

1.1 The importance of core convection

Core convection serves to homogenize the composition of the convective region,
thus altering the structure of the star and strongly influencing its subsequent evo-
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lution (see, e.g., [8]). On the main sequence, core convection occurs in stars more
massive than about 1.5M�. At this mass, the CNO cycle overtakes the proton-proton
chain as the dominate mechanism of energy production. The increased energy pro-
duction rate of the CNO cycle creates a steeper temperature gradient in the core,
leading to convective instability. Because of convective mixing, essentially the entire
mass of the convective core is synthesized to ash by nuclear reactions. The mass con-
tained in the convection zone then impacts the lifetime of burning and the amount
of newly synthesized nuclei. This ash becomes the fuel in the next phase of burning,
so convection affects how the next stage of burning begins.

Convection in the deep interior of stars is also relevant in the later stages of stellar
evolution, such as the helium flash and shell burning in massive stars. In the helium
flash, energy transported by convection can impact whether the flash is a violent
explosion or quiescent event (see, e.g., [82]). In shell burning, as in core hydrogen
burning, convection influences the structure of the star and the yield of new nuclei.
Since shell burning (of C, Ne, O, Si) is the phase preceding the core-collapse that
occurs in massive stars with M & 8M�, convection is thus important in determining
the structure of core-collapse supernova progenitors. Core collapse mechanisms for
explosion are sensitive to the structure of the progenitor star (see, e.g., [8, 9]). Thus,
understanding convection is ultimately linked to a complete understanding stellar
evolution, core-collapse supernovae, and the cosmic abundance of elements.

1.2 The importance of three-dimensional studies

Convection is an inherently three-dimensional process, and in stars, it is also
a highly turbulent process that encompasses motions of many different length and
time scales. However, the incredibly long lifetimes of stars make one-dimensional
models necessary for stellar evolution studies. These one-dimensional models typically
describe convection using some form of Mixing Length Theory (MLT) [18]. MLT is a
phenomenological model that treats convection as a process mediated by a group of
“average” convective parcels, which all have the same properties at a given distance
from the center of the star. These parcels travel a fixed distance, the mixing length,
and then dissolve, mixing with the ambient fluid and depositing excess heat. The
mixing length is a free parameter of the model, and is usually taken to be a multiple
of a pressure scale height. This multiplicative factor, called the mixing length ratio,
is traditionally calibrated to fit the Sun.

While MLT gives reasonable results for some purposes, it is not capable of de-
scribing the details of convective flow. It is obviously a dramatic oversimplification
of convection, and some of the underlying assumptions of the theory have been found
to be violated in three-dimensional numerical simulations. For example, the sim-
plified picture of MLT assumes that the speed of a convecting parcel is a function
of radius alone, and thus, that the speed of rising parcel is equal to the speed of
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falling parcels. This implies that the kinetic energy flux is zero in the convective
region; however, this is not the situation realized in three-dimensional simulations
[27, 28, 26, 29, 57, 90, 77, 22, 25, 83]. In addition, the universality of the mixing
length ratio across different types of stars and the constancy of the ratio across the
entirety convection zone is questionable [57, 90, 77].

A major shortcoming of MLT is its inability to treat the complex dynamics around
the convection zone boundary. Obviously, a rising convective parcel does not just
stop and dissolve the instant the environment becomes stably stratified. The parcel’s
momentum will cause it to interact with the stable region, providing additional mixing
of material from the stable region into the convection zone that MLT has no way to
account for. The additional mixing can introduce extra fuel that prolongs burning and
increases nucleosynthetic yields, and can have a significant impact on evolutionary
tracks of stars (e.g., [104]). Extra mixing can explain observations such as Lithium
depletion in the sun and older F stars [101, 91]. Detailed comparisons of theoretical
isochrones with observations of star clusters suggest the need to include such extra
mixing in stellar evolution calculations [72, 105, 66, 88, 37].

Multidimensional studies are needed to further our understanding of turbulent
convection in stars. Capturing the disparate range of time scales present in stellar
evolution in a multidimensional simulation is not currently computationally feasible,
nor will it be for quite some time. However, multidimensional simulations can examine
dynamics in detail on shorter time scales. In addition to furthering our fundamental
knowledge of stellar convection, the understanding gained by such simulations can
also help inform more physically-based one-dimensional convective algorithms.

From one-dimensional modeling, the obvious next step would be two dimensional
simulations. However, this is not a particularly good modeling choice for detailed
studies of turbulent three-dimensional flows because the turbulent cascade oper-
ates in the opposite direction in two dimensions compared to its direction in three-
dimensional turbulence. In three dimensions, large scale motions break down into
smaller scale motions, and thus, the cascade moves energy from the large scale to the
small scale. In two dimensions, smaller scale motions will coalesce into larger scale
motions, and energy from the smaller scales gets transferred to larger scales. Recent
work comparing core convection simulations in two and three dimensions confirm this
effect. For example, in studies of core hydrogen burning and oxygen shell burning,
Meakin & Arnett [77] find that two-dimensional simulations show large scale vorti-
cies that span the entire depth of the convective region, while in three dimensions,
the flow is dominated by smaller plumes and eddies a fraction of the size seen in the
two-dimensional case. Their simulations also show differences in velocity magnitudes,
with the velocities being about a factor of 2 larger in the two-dimensional simulation
for oxygen shell burning, and about a factor of 5 larger for hydrogen burning. In
studies of the core helium flash, Mocák, et al. [83] find similar results, with velocities
being about a factor of 2 larger in the two-dimensional simulation.

There have been a number of three-dimensional studies of convection in a variety
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of stellar environments. Simulations of core convection in non-magnetic, non- or
slowly rotating stars performed on a domain encompassing a full 360◦ consistently
show large-scale structure in the convective flow that couples widely separated regions
of the convection zone. Convective flow dominated by a single large plume has been
reported in studies of core convection during hydrogen burning in massive stars [63]
and the simmering phase preceding a type Ia supernova [62, 85]. Simulations of
core convection during hydrogen burning in an A-type star rotating at the solar rate
also show flow dominated by a low order mode, but here it is the m = 2 azimuthal
wavenumber component, rather than the l = 1 mode [23]. Similarly, simulations of
fully convective M-type stars rotating at the solar rate [22] show convective patterns
with the l = m = 3 mode dominating in the deep interior. Investigations of the helium
flash find flows dominated by a few large-scale convective cells, which typically occupy
a full octant of the domain [53, 102]. Such flow morphology suggests that simulating
the full domain is needed to accurately capture convective dynamics.

In fact, recent work examining the extended convective envelopes of red giant
branch stars compared simulations on a full 360◦ domain to simulations performed
with slab, or planar geometry [90]. In planar geometry, the simulation domain rep-
resents a small enough section of the star that the Cartesian z-coordinate can be
considered the radial coordinate. The full sphere simulation showed a large scale
dipolar-like flow that obviously was not captured in the planar geometry simula-
tion. The comparison found that differing geometries lead to qualitatively different
behavior for the implied MLT parameters. This suggests that using planar geom-
etry simulations to inform models for global convection is perhaps not wise. Here,
we examine the effects of performing simulations on wedge-shaped domains, where
the domain is not small enough to be treated as planar; specifically, we compare a
simulation on an octant domain to a full sphere domain simulation.

1.3 Specialized computational tools

Core convection is characterized by low Mach number flow, where the convec-
tive velocities are much slower than the speed of sound in the star, typically by 1–2
orders of magnitude [63, 77, 83, 53, 102]. The disparity of the time scales of convec-
tive motions and sound waves presents a computational challenge when convection is
the phenomenon of interest. Following sound waves explicitly, as in a compressible
approach, would introduce a much shorter time scale than that defined by the convec-
tive motions into the computation, making it difficult to simulate for time scales that
are long with respect to the convective time scale, as is desirable. Thus, a method
specifically designed for low Mach number flows that does not follow the propagation
of the comparatively fast sound waves greatly increases the computation feasibility
of long time simulations of full stars. MAESTRO is one such computational tool. A
more thorough discussion of the need for specialized tools such as MAESTRO and a full
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description of the code is given in Chapter 2.

1.4 Thesis outline

The remainder of this thesis is organized as follows. Chapter 2 focuses on the nu-
merical background for simulations of core convection in non-rotating, non-magnetic
stars and the MAESTRO code. After describing the equation set, we discuss, in detail,
the need for specialized computational tools, such as MAESTRO, that are specifically
developed to treat low Mach number flows. We then describe MAESTRO’s algorithm
and the numerical techniques used within the code.

In Chapter 3, we discuss the numerical details of using MAESTRO for core convection
on the main sequence. This includes a quick description of the microphysics used,
namely the equation of state and the reactions model. We discuss the key factors
for obtaining suitable initial conditions for the simulations. Then, we discuss placing
the simulation boundaries on the interior of the star in MAESTRO. We also describe
two extensions to MAESTRO that were developed for the purpose of aiding explorations
of new applications for MAESTRO: a simplified two-dimensional planar model and a
single species model. The chapter concludes with an investigation of the numerical
procedure used to compute β0, a density-like variable that captures the effects of
background stratification in the MAESTRO code.

Chapter 4 gives the results of several three-dimensional simulations of core convec-
tion in a 15 M� star on the main sequence. In this chapter we compare results from
a full sphere, 360◦ domain simulation with results from the same system simulated
on a reduced domain of only an octant of the star and also simulated on a full sphere
domain but with a single species model.

Finally, in Chapter 5, we summarize our results and discuss future research direc-
tions.
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Chapter 2

Numerics background

This chapter discusses some of the numerical background of core convection in
non-magnetic, non-rotating stars, and the MAESTRO code. First we discuss the Euler
equations, the mathematical foundation that describes flow in the interior of such
stars. Next we discuss the implications of using a traditional, time-explicit compress-
ible numerical treatment to solve these equations for problems characterized by low
Mach number flow. From there we move on to approaches specifically designed to deal
with the low Mach number limit. We finish with an overview of MAESTRO’s algorithm
and discussions of the primary numerical techniques used within the MAESTRO code.

2.1 Euler equations

In this thesis, we focus on flows that are well represented by the Euler equations.
We neglect thermal conduction, since this is expected to have negligible effects on
core convection. We also neglect radiation, but note that it could be incorporated.
Typically, energy transport by radiation is not important in the convective regions
in the cores of stars, since essentially all the energy is carried by the convective flux,
i.e. the convection is efficient. Radiation is necessary to transport energy through the
stable region. However, if the timescale of energy transport is long compared to the
duration of the simulation, and heat does not have time to build up at the convection
zone boundary, it is reasonable to neglect radiation in a core convection simulation.

The Euler equations represent the physical principles of conservation of mass,
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momentum and energy:

∂ρ

∂t
+∇ · (ρU) = 0 , (2.1a)

∂ρXk

∂t
+∇ · (ρUXk) = ρω̇k , (2.1b)

∂ρU

∂t
+∇ · (ρUU) +∇p = −ρg , (2.2)

∂ρE

∂t
+∇ · (ρUE + pU) = −ρg ·U−

∑
k

ρqkω̇k . (2.3)

Here ρ and U are the density and velocity, respectively, and Xk is the abundance
of the kth isotope, with associated production rate, ω̇k, and energy release, qk. The
species are constrained such that

∑
kXk = 1, giving ρ =

∑
k(ρXk); and thus, with

the constraint that
∑
ρω̇k = 0, the species equations (2.1b) imply continuity (2.1a).

We note that while
∑
ρω̇k = 0 (i.e. mass conservation) is not strictly true for nuclear

reactions, the mass loss is small and well beyond the precision we can currently achieve
in hydrodynamics simulations.

In addition, p and T are the pressure, temperature, respectively. In general, the
gravitational acceleration is given by g = −∇Φ(x, y, z, t), where Φ is the solution
to ∇2Φ = 4πGρ. However, in most phases of stellar evolution it is sufficient to use
the gravitational acceleration resulting from the monopole approximation, which is a
function of radius and time only. Thus, in the rest of this thesis we write g as ger,
where er is the unit vector in the radial direction and g < 0. Finally, E = e+U ·U/2
is the total energy with e representing the internal energy.

For the low Mach number formulation used in MAESTRO, the energy equation is
written in terms of enthalpy, h = e+ p/ρ. Substituting for E in equation (2.3) yields
the energy equation in terms of the internal energy, e:

∂ρe

∂t
+∇ · ρUe+ p∇ ·U = −

∑
k

ρqkω̇k . (2.4)

Then substituting in e = h− pρ gives

ρ
Dh

Dt
− Dp

Dt
= −

∑
k

ρqkω̇k = ρH , (2.5)

where H represents enthalpy source terms in the equation.
Mathematically, the system must be closed by an equation of state (EOS), which

relates the pressure to other state variables. For stellar environments, the pressure
typically contains contributions from ions, radiation, and electrons. Thus, we write

p = p(ρ, T,Xk) = pion + prad + pele , (2.6)
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where

pion =
ρkBT

Āmp

, prad =
aT 4

3
, pele =

8π

3h3
p

∫ ∞
0

P 3v(P )dP

eEkin/kT−ψd + 1
,

with the expression for pele assuming a neutral plasma where the electrons are weakly
or non-interacting (see, e.g., [111]). In these expressions mp is the mass of the proton,
a is related to the Stefan-Boltzmann constant σSB = ac/4, c is the speed of light,
Ā−1 =

∑
k(Xk/Ak), Ak is the atomic number of the kth isotope, and kB is Boltzmann’s

constant. Also, hp represents Plank’s constant, P and Ekin represent the relativistic
momentum and kinetic energy of the electrons, and v(P ) = ∂Ekin/∂P is the velocity of
the electrons. The degeneracy parameter is defined by ψd ≡ µ/kT , where the chemical
potential, µ ≡ ∂e/∂N |S,V , is the change in the internal energy due to an infinitesimal
addition of particles (here electrons) at constant entropy and volume. The limit
ψd → ∞ corresponds to complete degeneracy. Note that the ionic component has
the form associated with an ideal gas but the radiation and electron pressure, in
general, do not, although the electron pressure reduces to an ideal gas form in the
non-degenerate, non-relativistic limit. Degeneracy effects of the ions are negligible
until near neutron star densities.

2.2 Compressible methods

Compressible algorithms solve the Euler equations without making any additional
assumptions about the flow. These algorithms support the full array of fluid phenom-
ena present in the Euler equations, including shocks. The traditional compressible
approach involving an explicit time discretization scheme tends to be straightfor-
ward to implement. However, the traditional compressible approach has two main
drawbacks when used for low Mach number flows.

The traditional time-explicit compressible approach has a time step constraint
based on the sum of fluid speed and the acoustic speed. More precisely, the time step
is governed by the Courant-Friedrichs-Lewy (CFL) condition. The CFL condition is
a numerical stability requirement on the time step, which is stated mathematically
as

∆t <
α∆x

|U|+ cs
, (2.7)

where U is the fluid velocity, cs is the sound speed, and α is a method dependent
constant. Physically, the condition corresponds to the requirement that the compu-
tational domain of dependence of propagating waves contains the physical domain of
dependence.

For the low Mach number limit (U � cs), the sound speed effectively determines
the time step for the simulation. Thus, if the features of interest move at the fluid
velocity, a compressible method needs many time steps (approximately 1/Ma steps,
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where Ma2 = U2/c2
s is the Mach number) to propagate that information just one

grid cell. So for a Mach number of 0.01, a traditional compressible algorithm would
take about 100 time steps for a signal traveling at the fluid velocity to propagate
one grid cell. For many low Mach number astrophysical problems of interest, the
restrictive time step of traditional compressible methods leads to simulations that
require infeasible amounts of computational time.

Another consideration with traditional compressible codes is that they can have
difficulty maintaining a quiescent hydrostatic atmosphere (see, for example, [4, 116,
59]). In some simulations, such as those involving explosion and/or shock phenomena,
the flow generated by the physical phenomena is large compared to the spurious
velocities generated by the numerics, and so the unphysical velocities do not present
a problem. However, if the phenomenon of interest is generated by small perturbations
from hydrostatic equilibrium, the signal of interest could potentially be swamped by
spurious velocities. Consider the condition of hydrostatic equilibrium:

∇p = ρg . (2.8)

If this is not discretely satisfied, fluid motions will result. Slight numerical imbalances
between ∇p and ρg are likely if the computation of the two terms is not closely
coupled, which is the case in many astrophysical codes. Due to the non-linear nature
of the Euler equations, the resulting unphysical velocities could get amplified. There
are techniques to incorporate a closer coupling of the hydrodynamics and gravity
(e.g., [68, 116, 59]) that can mitigate these spurious velocities. However, modeling
low Mach number flow with a compressible approach requires additional care to assure
that numerical artifacts do not obscure the physical signal, and none of the techniques
avoid the time step constraint.

2.3 Methods for low Mach number flow

Methods designed for low Mach number flow can be rigorously derived from the
Euler equations using low Mach number asymptotics, following the technique used
in Majda and Sethian [73]. Several different equation sets can be obtained depend-
ing on what assumptions are made about the character of the flow. These models
all include a divergence constraint on the velocity field that effectively removes the
propagation of acoustic waves, as the derived systems of equations no longer support
that phenomenon. Instead, the equations instantaneously equilibrate acoustic signals
due to the global nature of the constraint, which can be cast as an elliptic equation
for pressure. Because these methods do not follow the propagation of sound waves,
they allow for the fluid velocity to be used in place of |U|+ cs in the CFL condition
(eq. 2.7). Since the characteristic time scale for low Mach number systems is given
by the fluid velocity and not by the sound speed, numerical methods based on a low



10

Mach number approach often gain an order of magnitude in computational efficiency
over a traditional compressible approach.

In this section, we discuss a range of models for low Mach number flow, starting
with the models with the most stringent assumptions and then progressing through
models with less restrictive requirements on the flow. We finish with a discussion
of the advantages of the MAESTRO approach compared to other low Mach number
methods.

2.3.1 Incompressible and anelastic models

The simplest methods for low Mach number flow are derived using an assumption
of constant density. These are the incompressible Euler equations and the Boussinesq
approximation [20], which incorporates heating-induced buoyancy. In both approxi-
mations, the continuity equation reduces to

∇·U = 0 . (2.9)

Since these methods assume constant density, neither of them are appropriate for
simulations in which the density can vary by orders of magnitude as in a stellar
environment.

Another class of methods for low Mach number flow more suitable for astro-
physical applications is based on the anelastic approximation, developed in both an
atmospheric [10, 86, 40, 48, 70, 71, 69, 112] and stellar [67, 44, 45] context. Anelastic
methods include the effects of large-scale stratification in the fluid density and pres-
sure but assume small thermodynamic perturbations from a one-dimensional mean or
reference background state that is in hydrostatic equilibrium. There are several ways
to formulate an anelastic equation set. In the rest of this section, we will first dis-
cuss the traditional anelastic method as it was originally formulated and then discuss
various alternative ways to formulate an anelastic system of equations.

The anelastic approximation was first used by Batchelor [10], who derived an
equation set by assuming that the system only made small deviations from an adia-
batically stratified atmosphere. In addition, he linearized the equations with respect
to the thermodynamic variables since he had already assumed all thermodynamic per-
turbations to be small. Orgura and Phillips [86] derived Batchelor’s equation set by a
formal scale analysis. Gough [48] extended the anelastic approximation to the case of
small perturbations from a reference state that is the mean state of the system and is
not necessarily adiabatic. However, Gough noted that when the reference state is de-
fined in this way, the anelastic approximation is not guaranteed to be self-consistent.
Consistency can only be verified after the equations are solved.

Under the traditional anelastic assumption, conservation of mass and momentum
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are written as

∇·ρ0U = 0 , (2.10)

∂ρ0U

∂t
+∇ · (ρ0UU) = ∇(p0 + p′)− (ρ0 + ρ′)ger , (2.11)

where ρ0(r) and p0(r) are the density and pressure of the background atmosphere,
and ρ′ and p′ are perturbations from the background state density and pressure,
respectively. The energy equation can be written in several ways depending on which
variables one wants to work with. Here we give the energy equation as formulated in
Gough [48]:

ρ0(cp)0
∂T ′

∂t
− δ0

∂p′

∂t
= U·

[
∇(p0 + p′)− ρ0∇(h0 + h′) + ρ′ger

]
+

(ρH)0 + (ρH)′ , (2.12)

where T0(r) and h0(r) are the temperature and enthalpy of the background atmo-
sphere, and T ′ and h′ are perturbations from the background state temperature and
enthalpy, respectively. Also, (cp)0 is the specific heat at constant pressure with respect

to the background state, and δ0 = −∂ ln ρ0

∂ lnT0

∣∣∣∣
p

.

The EOS is linearized and written as

ρ′ = p′
∂ρ0

∂p0

∣∣∣∣
T

+ T ′
∂ρ0

∂T0

∣∣∣∣
p

. (2.13)

This equation is used to determine ρ′ since continuity can no longer be used for this
purpose. In this thesis, this formulation (eq. 2.10–2.13) will be called the traditional
anelastic approximation.

There are extensions to the traditional anelastic approximation, shown above,
that allow for radial expansion or contraction of the mean state. Gough [48] derives a
set of equations using scale analysis and finds that they are valid as long as the mean
state varies “in a time which is not very much shorter than the convective timescale.”
Under the assumptions that the system never deviates far from the mean state and
that the mean flow is strictly vertical and independent of the horizontal variables, the
anelastic constraint becomes

∇·(ρ0U
′) = 0 , (2.14)

where U′ is the fluctuating part of the velocity field, i.e., the field that is left after
subtracting the mean flow from the full velocity field. Note that this introduces a
slightly different constraint on the velocity field, but still serves to filter sound waves.

Latour, et al. [67] uses Gough’s formulation of the anelastic equations with a time-
dependent mean state as the basis for their modal anelastic equations. In the modal
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anelastic equations, a system of equations in the vertical coordinate and time are
derived by expanding the fluctuating (primed) quantities in a set of modes that are
periodic in the horizontal coordinates and then truncating the expansion after a few
terms. The choice to truncate the expansion so early was dictated by the computing
power of the time (1976). However, with today’s computing power, many terms can
be kept in the expansion to give a more accurate representation of the horizontal
structure of the system.

A more common approach to incorporating a time varying base state in the anelas-
tic framework is to simply take the lateral average of the total state and then use this
average to redefine the reference state at arbitrarily chosen intervals throughout the
simulation (see, for example, [46, 79, 22, 95, 96]). The guiding principle in determin-
ing the update intervals is to maintain a reference state close to the mean state of
the system to ensure that perturbations remain small.

In at least one instance, non-uniform composition has been incorporated into the
traditional anelastic approximation in a form designed to treat a binary alloy [46].
Designed to model the geodynamo, Glatzmaier and Roberts’ formulation solves an
equation for the evolution of the light species and then determines the heavy con-
stituent by enforcing that the mass fractions sum to one. Compositional effects appear
in the linearized EOS, the momentum equation and the energy equation (which Glatz-
maier and Roberts recast in terms of entropy). However, the form of the constraint
on the velocity field (eq. 2.10) is unchanged.

The traditional anelastic approximation has also been extended to capture the
effects of local expansion due to heat release in the pseudo-incompressible method
developed by Durran [38] and rigorously derived using low Mach number asymptotics
by Botta, et al. [19]. The main difference between the pseudo-incompressible equation
set and that of the traditional anelastic approximation is the form of the constraint
on the velocity field:

∇·(p1/γ
0 U) =

RH

cpp
R/cp
0

, (2.15)

where cp is the specific heat, R is the ideal gas constant, γ = cp/cv is the adiabatic
index, and H is the enthalpy source terms. However, the derivation of this method
assumes an ideal gas equation of state, and the results are not generalizable to other
equations of state or non-trivial changes in composition.

2.3.2 MAESTRO’s model

MAESTRO’s model, which we call the low Mach number model, only assumes that
the speed of the flow is small in comparison to the speed of sound in the fluid. Similar
to the anelastic approach, the low Mach number approach posits a hydrostatically
balanced background state that represents the mean state of the system. The back-
ground state is defined by pressure p0 and density ρ0. The total pressure is composed
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of the base state pressure, p0, and a pressure perturbation, or dynamic pressure, which
we call π. The asymptotic analysis reveals that the species equation (2.1b) and the
momentum equation (2.2) can be retained without approximation. The analysis also
shows that under the condition of low Mach number flow, it must be the case that
|π|/p0 = O(Ma2), and that this scaling allows p0 to be used in place of p everywhere
except the momentum equation [4].

In this section we discuss the low Mach number equation set. The equations
for the case of an evolving base state are summarized, as well as those for a time-
independent base state. For core convection on the main sequence, as studied in this
thesis, the structural evolution of the star, i.e., the evolution of the base state, is
expected to be negligible over feasible simulation times. A recent three-dimensional
simulation finds that the Mach number remains less than 0.03 overall and that the
velocity of the base state is too small to measure, reporting only that it is more than
four orders of magnitude smaller than the convective velocity [77]. Thus we use the
time-independent base state formulation for the simulations in this thesis. However,
capturing the evolution of the base state becomes important in the later stages of
stellar evolution, when the timescale for the structural evolution of the star approaches
the convective timescale. For example, recent three-dimensional simulations of oxygen
shell burning find a peak Mach number less than 0.09 overall [76] and a small, but
non-negligible, base state velocity that is three orders of magnitude smaller than the
convective velocity [77]. We include base state evolution in our discussion of the low
Mach number equation set for completeness.

Equation set

The low Mach number equation set was developed in a series of papers by Almgren,
et al. [4, 5, 3], Zingale, et al. [115], and Nonaka, et al. [84]. In the low Mach number
model, the conservation of mass, momentum and energy are given by

∂(ρXk)

∂t
= −∇ · (ρXkU) + ρω̇k , (2.16)

∂U

∂t
= −U · ∇U− 1

ρ
∇π − ρ− ρ0

ρ
ger , (2.17)

∂(ρh)

∂t
= −∇ · (ρhU) +

Dp0

Dt
− ρH , (2.18)

where, as with the Euler equations, the species mass fractions are constrained by∑
k

Xk = 1 . (2.19)

Recall that ω̇k is the production rate of the kth species, H represents enthalpy source
terms, the “0” subscript denotes a base state quantity, and π = p−p0 is the dynamic
pressure. Also recall that the base state is assumed to satisfy hydrostatic equilibrium,
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i.e., ∇p0 = −ρ0ger. The hydrostatically balanced base state has been used to remove
p0 from the momentum equation. This is merely a change of variables, and does not
involve any approximations. As stated earlier, the only approximation thus far is the
use of p0 in place of the full pressure in the enthalpy equation, which remains accurate
to O(Ma2).

The evolution of this system is still constrained by the equation of state. By dif-
ferentiating along particle paths, the EOS can be expressed as a divergence constraint
on the velocity field. Starting with the EOS written in the form, p = p(ρ, T,Xk), we
can write

Dρ

Dt
=

1

pρ

(
Dp

Dt
− pT

DT

Dt
−
∑
k

pXk
ω̇k

)
, (2.20)

with pρ = ∂p/∂ρ|Xk,T
, pXk

= ∂p/∂Xk|T,ρ,(Xj ,j 6=k), and pT = ∂p/∂T |ρ,Xk
.

An expression for DT/Dt can be obtained from the enthalpy equation (2.18) by
noting enthalpy’s implicit dependence on the pressure, temperature and species mass
fractions (i.e. h = h(p, T,Xk)), and applying the chain rule. The resulting expression
for DT/Dt is

DT

Dt
=

1

ρcp

[
(1− ρhp)

Dp

Dt
−
∑
k

ρξkω̇k + ρH

]
, (2.21)

where cp = ∂h/∂T |p,Xk
is the specific heat at constant pressure, hp ≡ ∂h/∂p|T,Xk

,
and ξk ≡ ∂h/∂Xk|T,p,(Xj ,j 6=k). An expression for Dρ/Dt can be obtained by rewriting

the conservation of mass, equation (2.1a), as

Dρ

Dt
= −ρ∇·U (2.22)

Combining equations (2.20), (2.21), and (2.22), and replacing p by p0(r, t), gives
the divergence constraint on the velocity field,

∇ ·U + α

(
∂p0

∂t
+ U · ∇p0

)
= −σ

∑
k

ξkω̇k +
1

ρpρ

∑
k

pXk
ω̇k + σH ≡ S , (2.23)

where

α ≡ −
[

(1− ρhp)pT − ρcp
ρ2cppρ

]
. (2.24)

Next, the expression for α is simplified. To start, hp is eliminated from the α
equation. Differentiating the equation defining enthalpy with respect to density,

∂h

∂ρ

∣∣∣∣∣
T,Xk

=
1

ρ

∂p

∂ρ
− p

ρ2
+
∂e

∂ρ
,
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and combining with the chain rule,

∂h

∂ρ

∣∣∣∣∣
T,Xk

=
∂h

∂p

∂p

∂ρ
= hppρ ,

yields

hp = p−1
ρ

{
− p

ρ2
+
pρ
ρ

+ eρ

}
=

1

ρ

(
1− p

ρpρ

)
+
eρ
pρ

.

Substituting this into equation (2.24) gives

α = − 1

ρ2cppρ

[(
1−

(
1− p

ρpρ

)
− ρeρ

pρ

)
pT − ρcp

]
= − 1

ρpρcp

[(
p

ρ2pρ
− eρ
pρ

)
pT − cp

]
.

For a generalized equation of state, there are three principal adiabatic exponents
which relate the various thermodynamic differentials (dp, dT , and dρ). The expression
for α is recast in terms of the adiabatic exponent Γ1, given by

Γ1 ≡
(
d ln p

d ln ρ

)
ad

.

Γ1 can be related to the adiabatic index, γ, via

γ =
cp
cV

=
Γ1

χρ
, (2.25)

where

χρ ≡
(
∂ ln p

∂ ln ρ

)
T,Xi

=
ρ

p
pρ . (2.26)

This expression and the thermodynamic relations used in the remainder of this section
can be found in, e.g., Cox and Giuli [111]. Combining equations (2.25) and (2.26)
gives

1

ρpρ
=

γ

Γ1p
.

Putting this into the expression for α yields

α = − γ

Γ1pcp

[(
p

ρ2pρ
− eρ
pρ

)
pT − cp

]
. (2.27)

We note that for an ideal gas, χρ = 1 and Γ1 = γ, and so α = 1/(γp). Motivated
by this ideal gas result, one can show that the quantity in the square brackets in
equation (2.27) reduces to cV . The specific heats are related by

cp − cV = −E
T

(
∂ lnE

∂ ln ρ

)
T,Xi

χT
χρ

+
p

ρT

χT
χρ

, (2.28)
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where the temperature exponent is defined as

χT ≡
(
∂ ln p

∂ lnT

)
ρ,Xi

=
T

p
pT .

Substituting for χT in equation (2.28) gives

cp − cV = − ρ
T
eρ
χT
χρ

+
p

ρT

χT
χρ

= −eρ
pT
pρ

+
p

ρ2

pT
pρ

.

Putting this expression into equation (2.27) yields

α = − γ

Γ1pcp
[(cp − cV )− cp] = − γ

Γ1pcp
[−cV ] =

1

Γ1p
.

As noted earlier, the asymptotic analysis done in Almgren, et al. [4] shows that
p0 may be used in place of p in the α equation. We denote the lateral average, or
average over a layer of constant radius (see Section 3.5.1 for more details), of Γ1 with
an overbar. The use of Γ1 in place of Γ1 was explored in Almgren, et al. [3] and found
to introduce only negligible differences. Thus, the expression for α is

α =
1

Γ1p0

, (2.29)

and the divergence constraint becomes

∇ ·U +
1

Γ1p0

(
∂p0

∂t
+ U · ∇p0

)
= −σ

∑
k

ξkω̇k +
1

ρpρ

∑
k

pXk
ω̇k + σH . (2.30)

As was shown in Almgren, et al. [4], the divergence constraint can be cast in the
form of

∇ · (β0U) = β0

(
S − 1

Γ1p0

∂p0

∂t

)
, (2.31)

where β0 is a density-like variable that carries background stratification and is defined
by

β0(r, t) = ρ0(0, t) exp

(∫ r

0

−ρ0(r′, t)g(r′, t)

Γ1(r′, t)p0(r′, t)
dr′
)

. (2.32)

The reason for this manipulation is to write the constraint in a form that can be
treated numerically with projection methodology, which will be discussed in detail in
the next section.

Note that the low Mach constraint, equation (2.31), can be reduced to the pseudo-
incompressible constraint or the traditional anelastic constraint under the additional
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assumptions of those models. Both models assume negligible time variation of the
background state and negligible compositional effects. For the pseudo-incompressible
model [38], local heating effects are retained, so S becomes σH. An ideal gas law,
p = ρRT , is assumed, so Γ1 simplifies to the (constant) adiabatic index, γ = cp/cv,
and the divergence constraint becomes

∇ · (p1/γ
0 U) =

RH

cpp
R/cp
0

.

In the traditional anelastic approximation, local expansion due to heat release is also
ignored, and so the right-hand side of equation (2.31) is considered negligible. The
variation in Γ1 can be decomposed into contributions from the background stratifi-
cation and local perturbations to that base state. Thus, for the nearly isentropically
stratified base state and small perturbations to the base state assumed by the tradi-

tional anelastic approximation, Γ1 is close to constant, and hence β0 ∝ p
1/Γ10
0 (using

equation (3.11)) and p
1/Γ10
0 ∝ ρ0 (by the definition of Γ1), and the constraint reduces

to
∇ · (ρ0U) = 0 .

Returning to the low Mach number equation set, we now focus on the evolution
equations for the base state, which were derived in detail in [5, 3, 84]. In MAESTRO,
the full velocity field is decomposed into a base state velocity, w0, that governs the
base state dynamics, and a local velocity, Ũ, that governs the local dynamics, i.e.,

U = w0(r, t)er + Ũ(x, t) . (2.33)

with (Ũ · er) = 0 and w0 = (U · er). (Throughout this thesis x is used to represent
the Cartesian coordinate directions of the full state and r to represent the radial
coordinate direction for the base state.)

Laterally averaging equation (2.31) gives a divergence constraint for w0:

∇ · (β0w0er) = β0

(
S − 1

Γ1p0

∂p0

∂t

)
. (2.34)

The divergence constraint for Ũ is found by subtracting (2.34) from (2.31), resulting
in

∇ ·
(
β0Ũ

)
= β0

(
S − S

)
. (2.35)

The velocity evolution equations are given by

∂w0

∂t
= −w0

∂w0

∂r
− 1

ρ0

∂π0

∂r
, (2.36)

∂Ũ

∂t
= −U · ∇Ũ−

(
Ũ · er

) ∂w0

∂r
er −

1

ρ
∇π +

1

ρ0

∂π0

∂r
er −

ρ− ρ0

ρ
ger . (2.37)
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where ρ−1
0 ∂π0/∂r is a spherically symmetric forcing term, written in a form evocative

of pressure forcing. Mathematically, (2.36) is equivalent to the lateral average of
the momentum equation (2.17) dotted with er, where several terms appearing in the
averaged momentum equation have been combined into the expression ρ−1

0 ∂π0/∂r. In
practice, equation (2.36) is used to define ρ−1

0 ∂π0/∂r after w0 has been obtained from
integrating the constraint (2.34).

The base state evolution equations for density and enthalpy are designed so that
ρ0 and (ρh)0 will remain the average over a layer at constant radius of the full state ρ
and (ρh). They are obtained by laterally averaging the full state evolution equation
for density (eq. 2.16 summed over the k species) and enthalpy (eq. 2.18), and are
given by

∂ρ0

∂t
= −∇ · (ρ0w0er)−∇ · (ηρer) , (2.38)

∂(ρh)0

∂t
= −∇ · [(ρh)0w0er] + ψ + ρH , (2.39)

where ψ is the Lagrangian change in the base state pressure defined as ψ ≡ D0p0/Dt ≡
∂p0/∂t+ w0∂p0/∂r and is related to the total pressure by

Dp0

Dt
= ψ + Ũ · ∇p0 , (2.40)

and ηρ captures changes in the base state due to large scale convective turnover,
defined by

ηρ = (ρ′U · er) . (2.41)

Since the full state density evolution equation does not contain any approximations,
equation (2.38) captures the evolution of the base state density without loss of gen-
erality. The base state enthalpy equation is accurate to O(Ma2), i.e., the order of
accuracy of the full state enthalpy equation.

To summarize, we have a system of equations for the full state quantities ρ, Xk,
and ρh, the perturbational quantities π and Ũ, and the base state quantities w0,
ρ0, p0, and (ρh)0, governed by equations (2.16), (2.18), (2.36), (2.37), (2.38), and
(2.39), and constrained by (2.19), (2.34), and (2.35). While these are the equations
that mathematically govern the system, in practice, MAESTRO evolves the system in
a way that is analytically equivalent, but numerically different than solving each of
these equations in a discretized form. In place of using equation (2.38) to update the
base state density, MAESTRO simply sets ρ0 = ρ̄ after the advective update of ρ. In
addition, MAESTRO uses the condition of hydrostatic equilibrium to update the base
state pressure, p0, once ρ0 has been computed.

We also must mention another difference between the equation set and what is
done in practice. First, we point out that to evolve the system, the temperature is
needed because reactions networks, which are used to compute the reaction terms that
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appear in the species equations and the constraint on the velocity, use temperature
as an independent variable. With the MAESTRO equation set, there are two possible
ways to define a temperature: either from the enthalpy (gotten from eq. (2.18)), or
directly from the EOS using ρ, Xk, and p0 (recall that p0 can be used in place of p
here), with the base state temperature defined by setting T0 = T . Prior experience
using MAESTRO with spherical geometries has shown that the latter choice minimizes
discretization errors (see [115]). Since the system of equations defined by the EOS, the
velocity constraint, and the evolution equations (momentum, species, and enthalpy)
constitutes an over-constrained system, choosing to use the EOS means that it is not
necessary to solve the enthalpy equation. However, the enthalpy is still evolved as a
diagnostic.

In systems where the expansion of the background state is negligible, and a time-
independent background state is appropriate, the low Mach number equation set can
be summarized as equations (2.16)–(2.18) and (2.31) for the full state variables ρ, Xk,
ρh, U, and the dynamic pressure, π. Again, in practice, MAESTRO only evolves the
enthalpy as a diagnostic. In the slowly evolving core convection system studied in
this thesis, the changes to the base state are expected to be negligible over the time
scale simulated, and thus this is the equation set used in the simulations included in
this thesis.

2.3.3 Limitations and benefits of the low Mach approach

The low Mach number equation set is accurate to O(Ma2), provided that the
assumption of low Mach number flow remains valid. MAESTRO has been validated
against compressible simulations for Mach numbers up to 0.15-0.25, where the exact
limit is problem dependent [3]. There are no additional limitations on the time scale
of base state evolution aside from the requirement that the Mach number of the
flow remains small. It is important to note that the low Mach number equations do
not enforce that the Mach number remain small. If the Mach number of the fluid
in a simulation becomes O(1), or equivalently, if the pressure perturbation becomes
large, i.e., π/p0 > O(Ma2), the solution of these equations would continue to yield
seemingly valid results; however, they would no longer be physically meaningful.

There are several benefits to the low Mach number model compared to other
methods for low Mach number flow. First, MAESTRO’s model is the only low Mach
number method that captures the effects of large scale background stratification and
expansion due to local heat release and compositional changes, while allowing for
a general equation of state. While anelastic models can incorporate some of these
features, MAESTRO is currently the only low Mach number option that accounts for all
of these factors at the same time. Incorporating all of these effects is important for
accurate simulations of some astrophysical phenomena, particularly when modeling
the later stages of stellar life, e.g., the helium flash or oxygen shell burning.

The second advantage of the low Mach number approach is that it is not limited to
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small thermodynamic perturbations, it only requires that the total pressure remains
close to the base state pressure. Thus, the low Mach number approach is applicable
to a wider range of problems than the anelastic approach.

The low Mach number approach also has a more accurate treatment of the buoy-
ancy force. Recall that the anelastic approximation uses the restriction of small
thermodynamic perturbations to linearize the EOS, and that leads to an approxi-
mation to the density in the buoyancy term in the momentum equation (2.11). As
thermodynamic perturbations grow, and the anelastic assumption starts to breaks
down, the buoyancy force becomes increasingly inaccurate and can lead to errors
in the speed of convective motions. In contrast, MAESTRO retains the full buoyancy
force and will continue to portray convective motions accurately even as thermody-
namic perturbations become large, as long as the pressure perturbation remains small
(O(Ma2)).

It is also worth noting that the low Mach number approach can numerically con-
serve mass, whereas numerical implementations of the anelastic approximation will
likely not obey conservation to some degree. The reason is because the anelastic
method must use the EOS to obtain the density perturbation, ρ′, instead of evolving
the continuity equation as MAESTRO does.

2.4 Summary of numerical methodology

In this section we summarize MAESTRO’s algorithm and the numerical techniques
implemented in the MAESTRO code, namely Godunov methods, projection methods,
multigrid, and adaptive mesh refinement. Although the simulations in this thesis
do not involve base state evolution, we include those details of the algorithm for
completeness.

2.4.1 Overview of MAESTRO

We begin this section with the choice of coordinate systems: MAESTRO defines
full state quantities on a Cartesian grid and base state quantities with respect to
the radial coordinate. While the “natural” coordinate system for a star would be
spherical coordinates, the singularity at r = 0 poses a challenge for some simulations.
On a spherical grid, the cells become volumetrically smaller as the center of the star
is approached. Since the smallest mesh width must be used in the CFL condition,
these small cells at the center cause the time step to become tiny in time-explicit
numerical treatments. Thus the center of the star must be removed in such simu-
lations. However, previous simulations of core convection show flows dominated by
low-order modes, which would have swept through the very center of the star, had
these simulations been able to include that region [63, 22, 23]. Further, simulations
of the convective phase preceding a Type Ia supernova event, where the center of the
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Figure 2.1: (Left) For problems in spherical geometry, there is no direct alignment
between the radial array cell centers and the Cartesian grid cell centers. (Right) For
problems in planar geometry, there is direct alignment between the radial array and
the Cartesian grid. Illustrations from [84].

star was included in the computational domain, have shown that flow through the
center of the star is important to the dynamics of the system [85]. Thus, with a target
application of convection that extends all the way to the center of the star in mind,
MAESTRO is formulated in Cartesian coordinates. To simplify the numerics, MAESTRO
requires the Cartesian grid cells to be cubical in three-dimensional simulations, or
square for two dimensions.

MAESTRO can operate in one of two geometries: planar or spherical. The planar
approximation is relevant when the simulation domain encompasses a small enough
section of the star that the Cartesian z-coordinate can be considered the radial coordi-
nate. The spherical geometry is used to model large sections or entire stars, and, ob-
viously, in this case, the radial coordinate is distinct from the Cartesian z-coordinate.
For planar problem geometries, the numerical relationship between the base state and
full state is straightforward since the radial cells align with the Cartesian grid cells
(see Figure 2.1, right). For spherical problems, the relationship is complicated by the
fact that the base state grid does not align with the Cartesian grid (see Figure 2.1,
left). If not treated carefully, the mismatch between Cartesian and base state grids
can introduce unacceptably large numerical errors [84]. A more complete explanation
of some of some of the numerical difficulties introduced for spherical problems is given
later in Section 3.5.1.

MAESTRO incorporates adaptive mesh refinement (AMR, see Section 2.4.5) to lo-
cally refine the grid in regions of interest. This allows MAESTRO to focus the compu-
tational effort where it is needed and produce higher resolution studies than would
otherwise be possible.

MAESTRO is written using BoxLib, an open source code framework that provides
data containers for AMR data, AMR grid hierarchy management, support for paral-
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Figure 2.2: In this two-dimensional illustration, the grid is composed of 4 grid patches.
In parallelized builds of MAESTRO, each box is individually sent to a processor.

lelization, and solvers for the Navier-Stokes equations. BoxLib’s parallelization tech-
nique is based on partitioning the computational domain into several smaller grids,
which we call grid patches, each containing up to a user-specified maximum number
of cells (a typical value is 643 cells, see Figure 2.2 for an illustration). Each grid patch
can then be sent to a processor and operations performed locally. MAESTRO can be
built to run in parallel using MPI or an MPI+OpenMP hybrid, or to run serially.
The overall algorithm obtains good parallel efficiency to at least 100,000 processors
(see Almgren, et al. [7] for a scaling study).

The numerical implementation of MAESTRO is based on a projection framework,
where, instead of enforcing the divergence constraint directly, the equations are first
evolved without regard to the constraint and then the resulting velocity field is pro-
jected into the space of solutions satisfying the constraint. The algorithm incorporates
Strang splitting [106] to numerically separate the advective update from the reaction
update to the solution. A predictor-corrector formalism is used to reduce numerical
error and incorporate a closer coupling with reactions (see algorithm flowchart in
Figure 2.3). Overall, the algorithm is second-order in both space and time [84].

A time step begins with advancing the thermodynamic variables through half a
time step as though only the reaction terms were present in the evolution equations,
i.e. solving

∂Xk

∂t
= ω̇k ,

∂T

∂t
=

1

cp

(
−
∑
k

ξkω̇k +H

)
, (2.42)

where the enthalpy equation (2.18) has been cast in terms of temperature and ρ
drops out of the species equation (2.16) because constant volume conditions are im-
plied by splitting advection and reactions. To compute reaction terms, MAESTRO can
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Step 3. Construct advective 
velocity, UADV,

a. predict to cell edges using 
Godunov procedure

b. MAC project

Step 1. React for Δt/2

Step 4. Advect scalars for Δt

Step 5. React for Δt/2

Step 6. Recompute 
expansion and S at time 
n+1/2

Step 7. Construct advective 
velocity, UADV

a. predict to cell edges using 
Godunov procedure

b. MAC project

Step 8. Advect scalars for Δt

Step 9. React for Δt/2

Step 10. Compute expansion 
at time n+1

Step 11. Update velocity
a. advect using Godunov procedure
b. nodal project

Step 2. Compute expansion 
and S at time n+1/2

predictor

corrector

Figure 2.3: Flowchart illustrating the basic steps in MAESTRO’s algorithm (adapted
from [84]).
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either interface with a reactions network module and integrate (2.42) with the stiff
ordinary differential equation methods provided in VODE [21] or use an analytical
approximation to reactions.

Next, the scalars (updated with half a step of reactions) are advanced through a
whole time step with the reaction terms omitted. To compute the advective update,
we first use a Godunov procedure (see Section 2.4.2) to predict the advective velocity,
which we compute at cell-edges at time n+ 1/2. A MAC projection (see Section 2.4.3)
is applied to ensure that this velocity obeys the divergence constraint. This time-
centered velocity is then used to compute advective updates to the scalars and the
velocity field.

To complete the update to the thermodynamic variables, the solution (updated
with half a step of reactions and a full step of advection) is reacted through an
additional half time step. Once the scalars are updated, the velocity is advanced
for a full time step and a second (nodal) projection enforces the constraint on the
new-time, tn+1, velocity field.

We note that many numerical implementations using Strang-splitting define a time
step in a different way than what is done in MAESTRO. Frequently, what is called a
Strang-split step advances the solution through 2∆t of time, and is viewed as reacting
and advecting for ∆t, and then switching the order of the advection and reaction
operators for the second ∆t. Specifically, using operator notation where advecting
for ∆t is denoted as A and reacting for ∆t as R, a Strang-split step would be

Qn+2 = R A A R Qn ,

with the solution Qn receiving an update after each application of either A or R.
However, coupling this definition with a projection framework changes the symmetry
of that time step, i.e. using P to denote the projection operator, we would have

Qn+2 = R PA PA R Qn .

Thus, to retain a symmetric splitting, MAESTRO defines a time step as ∆t/2 of reac-
tions, ∆t of advection, and ∆t/2 of reactions.

Next, we discuss the predictor-corrector component of MAESTRO’s algorithm. In
the predictor step, we compute an estimate of the expansion of the star (w0) and the
source term for the divergence constraint (S), then go through our Strang-split step
of ∆t/2 of reactions, ∆t of advection, and ∆t/2 of reactions to compute a preliminary
estimate of the thermodynamic state at the new time level. In the corrector step,
we use this preliminary state to compute a new estimate of the expansion and S,
and then go through a second Strang-split step to compute the final thermodynamic
state at the new time level. Note that since the velocity equation does not explicitly
contain any reaction terms, we can perform the velocity update after the final reaction
half-step. This saves computational expense, as the velocity update does not need to
be computed in the predictor step, and has the added benefit that the source term in
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the divergence constraint (β0S) now includes an improved representation of reactions.
Then, to complete the time step, the velocity is updated and projected to ensure the
constraint is satisfied.

2.4.2 Godunov methods for low Mach number flow

The foundation for Godunov schemes is the first-order method developed by Go-
dunov [47], where the basic idea is to represent the solution as piecewise constant
on the computational grid with each cell containing a constant value. These values
are used to construct the state at cell edges, and so the problem becomes solving a
system of hyperbolic conservation laws with piecewise constant data having a single
jump discontinuity at the boundary between each cell. A Riemann solver can then be
employed to determine the solution at cell faces and define the advective flux. Finite
volume differencing is then used to update the solution.

Higher-order Godunov schemes incorporate the non-linearity of the hyperbolic
conservation law, but these methods require additional care. In his seminal paper,
Godunov [47] also proved that it is not possible to have a linear monotonicity pre-
serving scheme, i.e. a scheme that does not produce new extrema, that is higher
than first-order accurate. Thus, to avoid introducing new extrema and unphysical
oscillations, which would occur at discontinuities or gradients steep enough to be ef-
fective discontinuities on the computational grid, slope limiters are employed and are
a key element of higher-order methods. Van Leer [109] extended the original, first-
order method to second-order by using piecewise linear representations of the data in
each grid cell, and piecewise parabolic representations were introduced by Colella and
Woodward [34]. A slope limiter adjusts the slope used in the representation of the
data in each grid cell (i.e., the slope used to create a linear or parabolic reconstruction
of the state) so that the value of the constructed edge state stays between the values
in the cell centers on either side (see Figure 2.4), i.e., the slope limiter limits the slope
so that the edge state cannot be a new maximum of minimum.

To implement these schemes in multiple dimensions, the traditional approach is to
employ dimensional splitting. In dimensionally split schemes, the advective updates
are computed as one-dimensional sweeps, e.g. for two dimensions

Sn+2
i,j = X Y Y X Sni,j ,

where S is an advected variable, X is the operator that updates the state through ∆t
in time in the horizontal direction, Y updates the state by ∆t in the vertical direction.
One cycle updates the state through 2∆t, and the order of the directional operators
is switched midway through to retain second-order accuracy.

Using Godunov methods with low Mach number flow introduces different chal-
lenges than treating compressible flows. Low Mach number flows simplify solving
the Riemann problem. However, more complex multidimensional schemes are needed



26

Figure 2.4: In Godunov methods, the solution at cell-centers (black dots) are used to
create representations of the solution (dashed lines) in the cell (here, the gray lines
denote the location of cell edges). The representations of the solution on either side
of the cell face can yield two different values for the edge state (the x’s). The slope
limiter ensures that the edge state stays between the values of the solution at the cell
centers on either side (crosses) so no new extrema are introduced.

since research has found that the dimensionally split algorithms traditionally used
with compressible flows can have difficulty producing realistic velocity fields for low
Mach number flows (see, e.g. [4]). The splitting error introduced by unphysically
treating advection in the coordinate directions as sequential processes, instead of as
the simultaneous process it really is, can lead to unacceptably large numerical error
in cases of low Mach number flow, where the physical signal is a small perturbation
from hydrostatic equilibrium. To treat this, Colella [33] introduced a second-order
unsplit piecewise-linear method, and later with Miller, an unsplit piecewise-parabolic
method with full coupling of the corner cells in three dimensions [80, 98].

An additional complication with low Mach number flows is that the predicted
velocity at cell edges does not, in general, satisfy the constraint. To deal with this,
MAESTRO employs a MAC projection to enforce the constraint at cell edges. There is
a complex interplay between the Godunov procedure and the MAC projection that
will be discussed in more detail in Section 2.4.3.

MAESTRO’s advection procedure can be summarized as follows (with further details
given below): first, we use a second-order Godunov procedure, similar to the unsplit

piecewise parabolic method described in [80], to predict the velocity Ũ at cell edges at
time tn+1/2. Because sound waves have been filtered, a simple upwinding procedure
can be used to solve the Riemann problem, discussed in detail below. The resulting
velocity, which we term ŨADV,?, is then projected to obtain ŨADV, which satisfies the
constraint. The full velocity at cell edges at time n+1/2, which we use as the advective
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Figure 2.5: (Left) For data on the Cartesian grid (shown here in two dimensions),
we use a cell-centered convention with indices i, j, k (in three dimensions). Edges
are denoted with half-integer values. The nodal point associated with the (i, j) cell is
marked with an x in the image. (Right) The base state lives on a radial array and uses
a cell-centered convention with integer indices. Edges are denoted with half-integer
values.

velocity, is obtained by adding the base state expansion to ŨADV, i.e. UADV = ŨADV+
w0er, where w0 has been mapped from a one-dimensional array onto Cartesian cell
edges and satisfies the constraint to second order accuracy. The state is then traced
to cell edges using the Godunov procedure and advected using UADV.

To predict the advective velocity component ŨADV,?, we use a second order Taylor
series expansion in space and time, with the time derivative replaced using the evo-
lution equation (2.37), to extrapolate the normal component of the velocity from
cell-centers at time tn to cell-edges at time tn+1/2. Explicitly, using the notation
ŨADV,? = (ũ, ṽ, w̃), we obtain ũi+1/2,j,k, the x-component of the velocity at i + 1/2
(see Figure 2.5), by extrapolating from (i, j, k):
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∂ũ

∂x

)lim

i,j,k

− ∆t

2

[(
v
∂ũ
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or from (i+ 1, j, k) to get
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where gx is the x-component of the gravitational acceleration, the first derivatives
normal to the face ([∂ũ/∂x]lim in this case) are evaluated using a monotonicity-limited
fourth-order slope approximation [32], and w0, mapped onto the Cartesian grid, is

added to Ũ to get (u, v, w) = Ũ+w0er. The construction of the transverse derivative
terms ([v(∂ũ/∂y)]trans and [w(∂ũ/∂z)]trans in this case) is as described in Almgren,
et al. [1]. The radial derivative of the base state expansion, (∂w0/∂r), is computed
on the one-dimensional radial grid using finite differences and then mapped onto the
Cartesian grid to get the x-component needed in the above equations. The (∂π0/∂r)
term is also computed on the radial grid first and then mapped onto the Cartesian
grid. The pressure gradient terms use a discretization of the gradient operator, G =
(Gx, Gy, Gz), that defines a cell-centered gradient from a node-based pressure field.

Analogous formulae are used to predict values for ṽ
F/B,n+1/2
i,j+1/2,k

and w̃
D/U,n+1/2
ı,j,k+1/2

.

Upwinding is used to determine the intermediate advective velocity, ŨADV,? (termed
intermediate because it does not yet satisfy the constraint):

ũADV,?
i+1/2,j,k

=


0 if uL

i+1/2,j,k
+ uR

i+1/2,j,k
= 0 or

uL
i+1/2,j,k

< 0, uR
i+1/2,j,k

> 0, else

ũL
i+1/2,j,k

if uL
i+1/2,j,k

+ uR
i+1/2,j,k

> 0

ũR
i+1/2,j,k

if uL
i+1/2,j,k

+ uR
i+1/2,j,k

< 0

.

Here we solve the Riemann problem using the full advective velocity, i.e. uL/R =
ũL/R + (w0)x, where w0 has been mapped onto Cartesian cell edges. The other two

components, ṽADV,?
i,j+1/2,k

and w̃ADV,?
i,j,k+1/2

, are defined similarly. The advective velocity, ŨADV,

is then obtained from ŨADV,? by applying a projection.
Now that we have an advective velocity, we can compute the advective updates

to the thermodynamic variables. First, we extrapolate the scalars and the tangential
velocity components to cell edges in a manner analogous to what has been described
above. Here we will label the advected quantities (including the velocity components)
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generally as Q. The time-centered values Qn+1/2 at each face (including the normal
velocity components) are determined by upwinding as follows:

Q
n+1/2
i+1/2,j,k

=


QL if uADV

i+1/2,j,k
> 0

1/2(QL +QR) if uADV
i+1/2,j,k

= 0

QR if uADV
i+1/2,j,k

< 0

,

where we again solve the Riemann problem with the full advective velocity. The
advective update can then be computed from the edge states using finite volume
differencing. We formulate the advective update as:[

U·∇Q]
n+1/2
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or, in conservation form, as:

[∇ · (QU)]
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i,j,k = DE→C(UADVQn+1/2) (2.45)

=
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Q
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i,j−1/2

∆y
.(2.46)

These equations define DE→C , a centered approximation to a cell-based divergence
from edge-based velocities, and GE→C , a centered approximation to cell-centered
gradients from edge-based data.

2.4.3 Projection methods

There are several potential approaches to solving the coupled low Mach number
equation set. MAESTRO uses projection methodology. The projection method was
originally developed by Chorin [31] for the incompressible Navier-Stokes equations.
The idea is to first advance the solution without enforcing the divergence constraint,
and then project the resulting velocity field into the space of divergence-free fields.
Chorin’s method is based on the Helmholtz (or Hodge) decomposition, which states
that a vector field U can be uniquely decomposed into a divergence-free, or solenoidal,
part (Ud) and a curl-free, or irrotational, part. Since the curl of the gradient of any
scalar field, φ, is zero, we can write

U = Ud +∇φ .
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Taking the divergence of this equation yields a Poisson equation for φ:

∇ ·U = ∇2φ .

If the vector field U is known, then the above equation can be solved for φ and the
divergence-free field can be extracted via

Ud = U−∇φ .

Bell, Colella, and Glaz [12] extended Chorin’s method to second-order in space
and time; and Bell and Marcus [15] further extended the (second-order) projection
method to incompressible flows with finite density variations, i.e., flows that satisfy

∂ρ

∂t
+∇·ρU = 0 ,

∂ρU

∂t
+∇·ρUU +∇p = 0 ,

∇·U = 0 .

This is a mathematically consistent system that can be used to model incompressible
flow in systems where density variation is important, e.g., in studies of Rayleigh-
Taylor or shear layer instabilities. By analogy with the original method, the desired
vector decomposition in this case is of the form

U = Ud +
1

ρ
∇φ .

This vector field decomposition can be cast in the more conventional projection frame-
work by changing from a standard inner product to a density-weighted inner product.
More specifically, if the inner product of two vector fields, V1 and V2 is defined as∫

V1 · V2 ρ dxdydz ,

then, under this inner product, divergence-free vector fields with zero normal compo-
nents are orthogonal to vector fields of the form ρ−1∇φ. Consequently, the projection
for variable density flow is simply the standard projection with respect to a density-
weighted inner product.

Almgren, et al. developed an approximate projection formulation in a series of
papers [6, 2]. Unlike the previous exact formulations, approximate projections do
not enforce that the divergence of U discretely equals zero, and instead satisfies the
constraint to the order of accuracy of the method. The advantage of approximate
projections is that they simplify the linear algebra involved in solving the Poisson
equation and circumvent the local decoupling of mesh points produced by the sten-
cil for the Laplacian operator in exact projection methods. However, approximate
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projections introduce an additional design choice. For an exact discrete projection,
the vector field, V , one chooses to project can take many forms, the obvious choices
being the velocity field itself or the update to the velocity; and all the choices lead
to the exact same solution assuming the resulting Poisson equation is solved exactly.
For approximate projections, the choice of V has nontrivial effect on the solution
because the projection operator solves the system to second order accuracy, and so
the solutions from different choices of V , while all second-order accurate (for smooth
problems), are not identical.

Projection methods have been extended to constraints of the form

∇ ·U = χ ,

where χ is a scalar source term [87, 35, 14]. In studies of low Mach number combus-
tion, Lai [64, 65] finds that approximate projections are better suited to these types
of more generalized low Mach number flows, as exact projections lead to marked
oscillations in the solution due to the decoupling of the stencil.

MAESTRO includes the extension of approximate projection methods to constraints
of the form

∇ · β0U = β0χ ,

where β0 is a scalar [4, 5, 3]. MAESTRO involves two types of projections with a
constraint of this form and solves the elliptic equations defined by those projections
numerically using a multigrid method (see next section).

The two projections per time step technique was developed by Bell, et al. [13].

The first projection, the MAC projection adjusts ŨADV,∗, the part of the advection
velocity computed by our Godunov procedure, to ensure the time-centered constraint
is satisfied. The provisional field ŨADV,∗ represents a normal velocity on cell edges
analogous to a MAC-type staggered grid discretization of the Navier-Stokes equations
[51]. Figure 2.6 illustrates the MAC grid.

The MAC projection is an exact projection that ensures that the velocity satisfies
the divergence constraint discretely under the same numerical discretization of the
divergence operator (DE→C , eq. (2.46)) that is used to advect the scalars in the
Godunov procedure. Such precise matching is necessary to minimize discretization
errors. We apply a discrete projection by solving the elliptic equation

DE→C(
β0

ρ
GC→EφMAC) = DE→C(β0Ũ

ADV,∗)− β0(S − S̄) (2.47)

for φMAC. GC→E represents a centered approximation to edge-based gradients from
cell-centered data, and is defined as

(GC→E
x φ)i+1/2,j,k =

φi+1/2,j,k − φi−1/2,j

∆x
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with GC→E
y and GC→E

z defined analogously. DE→C represents a centered approxima-
tion to a cell-based divergence from edge-based velocities, and is as defined in the
previous section. S is computed by taking the lateral average of S (details of the
lateral average procedure are given in Section 3.5.1). The solution, φMAC, is then
used to define

ŨADV = ŨADV,∗ − 1

ρ
GC→EφMAC .

ŨADV is a second-order accurate, staggered-grid vector field at tn+1/2 that discretely
satisfies the constraint (2.35), and is used in computing time-explicit advective deriva-
tives.

The second projection, which we refer to as the nodal projection, ensures that the
final, cell-centered velocity obeys the constraint. For this projection we first obtain a
provisional cell-centered velocity at tn+1, Ũn+1,∗, using a finite difference approxima-
tion to the momentum equation with a time-lagged perturbational pressure gradient,
At this point, Ũn+1,∗ does not satisfy the constraint. We apply an approximate pro-
jection to simultaneously update the perturbational pressure and to project Ũn+1,∗

onto the constraint surface. In particular, we solve

Lρβφ = D

(
βn+1

0

(
Ũn+1,∗

∆t
+

1

ρn+1/2
Gπn−

1/2

))
− βn+1

0 (Sn+1 − S̄n+1)

∆t
(2.48)

for nodal values of φ, where Lρβ is the standard bilinear finite element approximation

to ∇ · (β0/ρ)∇ with β0 and ρ evaluated at tn+1/2 by averaging the time n and time
n + 1 values. In this step, D is a discrete second-order operator that approximates
the divergence at nodes from cell-centered data, and G = −DT approximates a cell-
centered gradient from nodal data. Finally, we determine the new-time cell-centered
velocity field from

Ũn+1 = Ũn+1,∗ − ∆t

ρn+1/2

(
Gφ−Gπn−1/2

)
,

and the new time-centered perturbational pressure from

πn+1/2 = φ .

Note that specification of the initial value problem includes initial values for the
velocity and density at time t = 0 and a description of the boundary conditions,
but the perturbational pressure is not initially prescribed. To begin the calculation,
the initial velocity field is first projected to ensure that it satisfies the divergence
constraint at t = 0. Then initial iterations (typically two are sufficient) are performed
to calculate an approximation to the perturbational pressure at t = ∆t/2.
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Figure 2.6: The staggered MAC grid, illustrated in two dimensions for simplicity.
The intersection of dotted lines indicate cell centers. The solid lines represent cell
edges. In MAESTRO, the velocity (u, v) is defined at cell centers, while the advective
velocity (uADV, vADV) is at cell edges (x’s). Image from [4]
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2.4.4 Multigrid

MAESTRO uses multigrid to solve the elliptic equations resulting from the MAC
and nodal projections. For the MAC projection, the elliptic operator corresponds
to the discrete Laplacian operator defined by DE→C(β0ρ

−1GC→E), as given in the
previous section. In the nodal projection, the operator corresponds to the standard
bilinear finite element approximation to∇·(β0ρ

−1)∇. Here we use the 21 point stencil
obtained from the simplification of the standard 27 point dense stencil that results
from having ∆x = ∆y = ∆z, as enforced in MAESTRO (i.e. the six face values are zero
in this case). Note that the nodal projection is different than the MAC projection, as
the MAC projection operates on edge-based velocities and nodal projection operates
on cell-centered velocities.

MAESTRO’s multigrid uses lexicographical ordering Gauss-Seidel relaxations for the
nodal projection, and Gauss-Seidel red-black relaxations for the MAC projection. At
the coarsest multigrid level, MAESTRO uses the diagonally preconditioned conjugate
gradient routine BiCGStab to reduce the residual by three orders of magnitude before
interpolation up the V-cycle begins. MAESTRO performs V-cycles until the residual is
reduced by at least 10 orders of magnitude. The multigrid solver typically converges
in less than 10 V-cycles. Details of how the multigrid solver is implemented in the
context of an AMR framework is given in Almgren, et al. [1].

2.4.5 Adaptive mesh refinement

Adaptive mesh refinement (AMR) is a technique to locally refine the grid in re-
gions of interest rather than refining the entire computational domain, thus allowing
for more efficient high resolution studies. MAESTRO’s approach to AMR uses a nested
hierarchy of logically rectangular grids (which we refer to as grid patches) with suc-
cessively finer grids at higher levels (see Figure 2.7). This is based on the strategy
introduced for gas dynamics by Berger and Colella [16], extended to the incompress-
ible Navier-Stokes equations by Almgren, et al. [1], and extended to low Mach number
reacting flows by Pember, et al. [87] and Day and Bell [35]. MAESTRO extends AMR
methods to include treatment of a one-dimensional base state whose evolution is cou-
pled to the evolution of the full three-dimensional state [84]. In this section, we first
summarize MAESTRO’s AMR approach without the base state, then briefly discuss how
the base state is incorporated in both the planar and spherical cases.

AMR strategy

At each time step the data is defined on the AMR grid hierarchy, ranging from
the base level (` = 1), which covers the entire computational domain, to the finest
level (` = `max). In the grid hierarchy example illustrated in Figure 2.7, the base
level (` = 1) is shown in gray, and the next level (` = 2), which also happens to be
the finest level, is shown in black. At each level there is a union of non-intersecting
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1 2

3

Figure 2.7: In this AMR grid hierarchy there are two levels. The first level encom-
passing the entire domain, in gray, is composed of 4 grid patches, and the second
level, in black, is composed of three grid patches. In parallelized builds of MAESTRO,
each grid patch is individually sent to a processor.

rectangular grids with the same spatial resolution. The grids in the interior of the
computational domain are required to be properly nested, i.e., the union of grids at
level ` + 1 is strictly contained in the union of grids at level `, except at physical
boundaries (since we enforce a buffer of a few computational cells at level ` around
level ` + 1 patches on the interior of the domain). For simplicity, MAESTRO requires
that the grid cells be square (i.e. ∆x = ∆y = ∆z), and that the refinement ratio
between levels be two.

The grid hierarchy is initialized following the procedure outlined in Bell, et al.
[11]. A user-specified routine is used to tag cells where more resolution is desired.
The tagged cells are grouped into rectangular patches following Berger & Rigoust-
sos [17], and subsequently refined to create new grids at the next level. Refinement
continues until a user-defined maximum level is reached. At a user defined interval
(usually every two to four time steps), the refinement criteria is re-checked and new
grids are formed as needed. Newly created grids are filled by using data from previous
grids at the same refinement level, if available, and otherwise by interpolating from
underlying coarser grids. After regridding, MAESTRO ensures the state is thermody-
namically consistent by computing T from the equation of state, and then recompute
Γ1 and β0.

At various points in the time advancement routine, the AMR algorithm enforces
that the data is consistent between levels. Since MAESTRO’s AMR algorithm does not
include subcycling in time, i.e. the solution at all levels is advanced with the same
time step, much of the complication associated with synchronization of data between
levels in a subcycling algorithm (see [1]) is eliminated. To ensure conservation, face-
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Figure 2.8: This figure shows a coarse-fine AMR boundary. For the nodal projection,
the value of φ at fine nodes marked with circles are defined by interpolating from
the adjacent nodal values (marked by circles). The value of φ at coarse nodes nodes
(circles) is defined to be equal to the value on overlying fine node.

based fluxes at level ` < `max that underlie faces at level ` + 1 are defined to be the
average of the fluxes on level ` + 1 at that face. The MAC projections enforce that
advective velocity on any coarse face underlying fine faces is the average of the values
on the fine faces. Similarly, the nodal projection enforces that at any coarse node
underlying a fine node, the value of φ on the coarse node is identical to the value on
the fine node above it. For fine nodes on the coarse-fine boundary that do not have
an underlying coarse node (see Figure 2.8), we define the value of φ by interpolating
from the adjacent nodes on the boundary. Finally, at the end of each time step,
cell-centered data at finer levels is conservatively averaged onto the underlying coarse
grid cells, starting at the finest level.

AMR with a base state

For spherical geometry, MAESTRO defines a base state with a fixed ∆r for all levels
(see Figure 2.9). This is a design choice made to simplify the algorithm since the added
computational expense of computing a one-dimensional radial array on additional
grid points is negligible compared to the expense of evolving the solution on the
three-dimensional Cartesian grid. Thus, the base state resolution is still defined as
∆r = ∆x/5, as in the single level case, only here ∆x corresponds to resolution of
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Figure 2.9: There is no direct alignment between the radial array cell centers and
the Cartesian grid cell centers, and the radial base state spacing across levels. Image
from [84].

the Cartesian grid at the finest level. A detailed discussion of how the base state
relates to the Cartesian state in spherical geometry and why this finer resolution of
∆r = ∆x/5 is needed is given in the next chapter (see Section 3.5.1).
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Chapter 3

Numerical details

This thesis focuses on simulating core convection in massive stars on the main se-
quence, a new type of application for MAESTRO. Previous simulations in the spherical
geometry have focused on convection in a white dwarf environment. On the main se-
quence, the density contrast in the convection zone is much smaller, and the reactions
and heat release are much less vigorous. Also, for core convection, the convective re-
gion encompasses only a fraction of the star, as opposed to essentially the entire star,
as with a white dwarf. Before large three-dimensional simulations could be carried
out for this new class of problems, some numerical details needed to be addressed.
This chapter focuses on those numerical details.

First, we give the microphysics used, namely the equation of state we use and the
model for reactions. Next we discuss the initial conditions for the simulations. We
examine the key factors necessary to obtain initial conditions for the thermodynamic
variables, and then we move on to the initial velocity field and the initial time step.
We finish the discussion of initial conditions with the initial perturbations applied to
help trigger convection in the simulations.

Next, we discuss changes to MAESTRO. First is placing the simulation boundary
on the interior of the star. Next, we describe a simplified two-dimensional model
that was developed to aid the investigation of the numerical details important to
the success of simulations with our new target application. We also introduce a
single species model, where a single “average” species is defined rather than retaining
multiple species. We first explain the model and then we use it to show that, together
with the other factors discussed in this chapter, we have determined reasonable initial
conditions and simulation parameters for our study of core convection. To finish, we
investigate numerical techniques for capturing the effects of background stratification
in the velocity constraint, i.e., we examine the way β0 is computed, and determine if
there are any potential effects on long time simulations.
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3.1 Microphysics

The simulations presented in this thesis use the public version of the general stellar
equation of state described in Timmes and Swesty [107, 43]. This includes contribu-
tions from ions, electrons, and radiation (as discussed in Section 2.1). Coulomb
corrections, which correct for the effect of the long-range Coulomb interactions of
ionized plasmas, are also included.

We model reactions with a widely used analytical approximation to the CNO
cycle (see, e.g., [58]). At sufficiently high temperatures, the nuclei involved reach an
equilibrium abundance, and it is sufficient to assume that the slowest step (14N +
1H → 15O + γ) determines the time to complete the entire cycle. Thus, the entire
concentration of C, N, and O can be thought of as existing as N waiting to undergo
this slowest reaction. The energy generation rate is then

HCNO = 8.67× 1027g14,1XCNOXH ρT
−2/3
6 e−152.28/T

−1/3
6 (3.1)

where

T6 = T/106K

g14,1 =
(
1 + 0.0027T

1/3
6 − 0.00778T

2/3
6 − 0.000149T6

)
XCNO = XC +XN +XO .

We do not model composition changes due to reactions. A simple, conservative
estimate suggests that changes would be less than 0.0001% over the time frames
simulated. For our purposes, we deem this small amount to be negligible.

3.2 The initial model

In this section we discuss key factors in obtaining initial conditions for the ther-
modynamic variables, which we call an initial model, for a MAESTRO simulation of
core convection during the main sequence evolution of massive stars. The sharp com-
position gradients that arise at the edge of the convection zone due to a shrinking
convective core require special care, and present a new challenge for MAESTRO. This
thesis introduces a novel procedure for obtaining initial models for successful low
Mach number simulations involving steep composition gradients.

We begin the discussion by describing the starting point for the initial model:
results from a one-dimensional stellar evolution code that has evolved the star from
formation to the desired point in the star’s life cycle. We then discuss obtaining
hydrostatic equilibrium on MAESTRO’s radial grid, as opposed to on the grid of the
stellar evolution code. Next, we discuss resolution requirements and the importance
of assuring that the initial model is convectively neutral on the simulation grid, fac-
tors that have added importance when steep gradients are present. We finish with
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the details of the procedure that was developed to generate initial models for the
simulations presented in this thesis.

3.2.1 One-dimensional hydrodynamics model

Due to the long time scale of a star’s evolution, it is not currently possible to
simulate a star’s entire life cycle in multiple dimensions. Thus, we use data produced
by a one dimensional stellar evolution code as the starting point for an initial model.
In this thesis, we use data from the KEPLER code [110, 52]. For our initial data, KEPLER
evolves the star from formation through ascension onto the main sequence and about
half of its main sequence life.

We choose a 15 M� Population I star as our “model” star, as a 15 M� star repre-
sents the “average” star that will become a core collapse supernova. The temperature
and density structure of the KEPLER model is shown in Figure 3.1, and the composition
is shown in Figure 3.2. The model is characterized by an inner convectively-unstable
region and an outer stable region, with the convective region encompassing the inner
4.3 M� of the star. The region directly outside the convection zone is characterized
by steep gradients in composition left behind by the retreating convective core.

As can be seen from Figure 3.2, the profiles of the species active in hydrogen
burning are not smooth in the region approximately given by R ∈ [8 × 1010, 10 ×
1010] cm. Discontinuities are also present in the density and entropy profiles as seen
in the close-ups given in the second column of Figure 3.1. Physically, semiconvection
could occur in a region adjacent to the traditional convection zone and introduce
new gradients there. However, since semiconvection is not yet well understood, good
models for this phenomenon do not currently exist. Therefore, there is reason to
think these discontinuities are numerical in nature and not physical. Given that
these discontinuities are likely unphysical and that they are numerically difficult to
treat with projection methods, we smooth the KEPLER model in this region using a
moving average (see Section 3.2.5 for details).

3.2.2 Hydrostatic equilibrium

Since the convective motions we wish to model in this thesis are caused by small
perturbations from hydrostatic equilibrium, it is important that the initial model
discretely satisfy hydrostatic equilibrium. Otherwise, the flow we are interested in
could be overwhelmed by motions induced by small errors in HSE. There are two main
reasons to assume the initial model will need to adjusted to assure HSE is satisfied,
and they apply even if the KEPLER model is not smoothed.

First, the model must be transferred to a new grid, MAESTRO’s radial grid. Recall
that MAESTRO uses an Eulerian radial grid with spacing defined by the Cartesian grid,
specifically ∆r = ∆x for planar geometries and ∆r = ∆x/5 for spherical geometries.
KEPLER uses a Lagrangian formulation, and so the grid points are not evenly spaced
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Figure 3.1: Plots showing the profiles of density, temperature, and entropy for the
KEPLER model. The first column shows the entire model and the second column shows
a close up of the region adjacent to the convection zone.
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in the radial coordinate. In any situation, it is unlikely that the one-dimensional
stellar evolution grid matches exactly with the grid for the desired multidimensional
calculation, and thus, interpolation is required. We use a second-order polynomial
interpolation to put the smoothed KEPLER data onto MAESTRO’s radial grid, following
the ideas in Zingale, et al. [116]. The error in the interpolation perturbs the system
from hydrostatic equilibrium.

The second source of HSE perturbations is the EOS. In general, it is probable that
the equation of state used in a stellar evolution code differs from the one that will be
used in the multidimensional calculation, and this is the case here. KEPLER includes
it’s own equation of state implementation, which is not publicly available, and thus,
we must use a different implementation with MAESTRO. Differing equations of state can
have a large effect on the structure of the star. Even if the basic physical components
are the same, their numerical treatment can differ (e.g., Coulomb corrections), leading
to differences in the pressure of the fluid between the two codes, even when the same
density, temperature, and composition are used. Thus, simply updating the system
on the new grid with the new EOS will likely push the system further out of HSE.

In MAESTRO, we require that the initial model satisfy hydrostatic equilibrium dis-
cretely on the radial, i.e. base state, grid with the specific equation of state chosen
for the multidimensional simulation. In particular, we enforce our discretization of
hydrostatic equilibrium,

p0,i+1 − p0,i =
1

2
∆r(ρ0,i + ρ0,i+1)gi+1/2 , (3.2)

numerically on the radial grid. Operationally, we use an iterative (Newton) solver to
adjust the initial model back to HSE while assuring that the EOS remains satisfied.
More details are given in Section 3.2.5.

3.2.3 Resolution

In this section we discuss the resolution requirements to model our chosen system.
We start by noting that the steep composition gradients seen in the KEPLER model
(Figure 3.1) effectively create a stiff boundary for the convection zone. The compo-
sition gradients lead to a very stably stratified region that is resistant to penetration
by rising convective parcels. However, perturbations to the stable layer due to colli-
sions with the rising parcels excite gravity waves [60, 61, 108, 49, 96, 94, 95]. Rogers
and Glatzmaier [95] shows numerically that the stiffer the boundary, as measured by
the magnitude of the entropy gradient, the higher the frequency and the larger the
magnitude of the excited waves. We also note that gravity waves do not just exist in
the stable layer; they are expected to penetrate into the convection zone but die off
exponentially with distance from the stable region.

Initial MAESTRO studies found that the gravity waves are higher frequency and
larger magnitude than the convective motions in this system. Thus, the resolution
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requirements are set by the gravity waves present in the simulation, rather than the
convective motions themselves. Numerical studies show that it is necessary to resolve
the gravity waves reasonably well. Even if the convective motions appear well resolved
on the Cartesian grid, attempting to run MAESTRO with under-resolved gravity waves
in the hyper-stable region abutting the convection zone leads to unphysical mixing.
Numerical errors from the projection trigger velocities in the convection zone on the
same scale as the expected convective motions due to heat release from reactions, the
physical impetus driving convection in our system. In movies of simulations without
any modeling of reactions, done with both the two-dimensional simplified model (see
Section 3.6) and in a three-dimensional octant domain, it can be clearly seen that
motions originate at the convection zone boundary, and eventually penetrate deeper
and deeper into the convection zone until the entire region is perturbed with high
velocities. Since the magnitude of these motions are the same scale as those we
want to study, this error will swamp any data that would be of interest. Perhaps not
surprisingly, simulations with our simplified two-dimensional model show that current
computational resources are not enough to resolve the high frequency gravity waves
that are produced by a boundary as stiff as the one present in the KEPLER model.

Thus we conclude that additional smoothing is necessary to decrease the stiffness
of the boundary. We smooth beyond the original boundary of the convection zone
as defined in the KEPLER model in order to maintain the magnitude of the overall
entropy increase, while spreading it out over more cells so that it is easier to treat
numerically. See Figure 3.4 for a comparison of the original KEPLER data and the
smoothed model. The smoothing procedure operates on the sub-region r = 7.4 ×
1010 cm to 10.7×1010 cm and causes the location of the convective boundary to move
from a radius of about 8.15 × 1010 cm to about 7.6 × 1010 cm. The mass inside the
convection zone also decreases by about 10% to 3.9 M�. We note that the spatial
extent of the convective zone is somewhat uncertain, as semiconvection, which is
poorly understood, could play an important role in the location of the boundary.
Thus, the KEPLER determination of the convection zone boundary is considered an
estimate. While, it is probable that the boundary would not be adjusted by as much
as we have altered it in our model, overall the alteration still represents a small
adjustment and the smoothed data provides a reasonable model.

3.2.4 Convective neutrality

The final important factor for obtaining initial conditions for our MAESTRO simula-
tions is assuring the convective neutrality of the model. There are reasons to believe
that the state supplied by the one-dimensional stellar evolution model does not rep-
resent a physically realizable three-dimensional state. In the one-dimensional code,
convection is treated with phenomenological mixing length theory, which has known
inconsistencies with three-dimensional convection, as discussed in the introduction to
this thesis. Also, as mentioned earlier regarding semiconvection, not all the of the
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phenomena involved in stellar evolution are well understood, and therefore these phe-
nomena are not likely to be well modeled in the one-dimensional simulations. Starting
the three-dimensional simulation with such a state could well result in large initial
transients as the system adjusts towards a quasi-equilibrium state. We choose to
enforce convective neutrality in the core to avoid large initial transients. This choice
also serves to assure that the system evolves in response to the heat release from
nuclear reactions and not in response to the supplied temperature gradient, which,
for the reasons stated above, is potentially not always a good characterization of the
three-dimensional system. Further discussion of both of these concerns is given below.

The reason for avoiding large initial transients is threefold. First is the obvious
concern that a large initial transient might disrupt the structure of the star, intro-
ducing unphysical mixing into the simulation. Previous studies of convection zone
boundary dynamics show that a stiffer boundary equates to less convective penetra-
tion and hence less mixing of material between the stable region and the convection
zone (see, for example, [114] for an analytical scaling argument, [75, 55, 56, 95, 96]
for two-dimensional numerical studies, and [97, 24] for three-dimensional numerical
studies). Given the very stiff boundary present in our model, even a reasonably large
transient might have negligible effect on the structure of the star, especially consid-
ering the adjustments already made to the initial model. Regardless, there are two
other concerns raised by a large initial transient.

As noted earlier, velocity perturbations are long lived in this system, so any large
initial perturbation would not have a chance to die out in a reasonable amount of
computational time. So, it is important to assure that there is not a transient large
enough to overwhelm the signal from heat release due to nuclear reactions.

The third concern regards gravity waves. Rogers and Glatzmaier [94] finds that
large initial perturbations to the convection zone, and thus large initial transients, can
excite higher frequency modes of gravity waves with greater amplitude than exist with
quasi-steady state convection. Thus, if the initial transient excites higher frequency
waves than exist for the system we wish to study, this introduces a higher resolution
requirement than would otherwise be necessary. Given that we are already operating
on the upper limits of computational feasibility, additional resolution requirements
would be very undesirable.

Experimentation in two-dimensional and three-dimensional simulations shows that
even slight perturbations to the stratification of the star can lead to large initial tran-
sients and trigger convection at a high enough magnitude that the effects of reactions
will not dominate the dynamics of the system. Rather, the system would be evolv-
ing in response to the supplied initial conditions, and as discussed earlier, the initial
model should not be assumed to be accurate enough to allow it to be the dominant
factor in the evolution of the multidimensional simulation. Thus, it seems preferable
to supply a neutral initial stratification and let the system evolve, in three dimensions
in response to the reactions modeled, to a state of quasi-equilibrium.

We note that the KEPLER model does not have a uniformly mixed convective core.
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The average mass per particle increases slightly towards the very center of the star
(where the majority of the He synthesis is taking place, see Figure 3.3). Even this
slight composition gradient has a large effect on the convective stability of the region.
In two-dimensional and three-dimensional studies, we found that not accounting for
these gradients in the convective neutrality procedure leads to large initial transients.
We devised a numerical procedure for assuring neutral stratification in the presence
of composition gradients, and describe it below. However, because it is believed that
the convection zone should be well-mixed, we decided to only consider the case where
the initial composition is exactly constant in the convection zone for the studies in
the remainder of this thesis. We also describe the procedure for obtaining a constant
composition core initial model below.

3.2.5 Computing the initial model

In this section, we provide the details of the procedure used to obtain a MAESTRO

initial model from a KEPLER model. The process is designed to make the transition
from the convective region to the stable region as smooth as possible, while main-
taining consistency between initial models of different resolutions. The procedure
is essentially a seven step process. We first give a quick summary and then supply
details in the following paragraphs. The procedure starts with mapping the KEPLER

data on to a uniformly spaced radial grid. Next, convective neutrality is enforced
in the core, followed by the smoothing procedure. Hydrostatic equilibrium is then
enforced on the entire domain. A quadratic polynomial interpolation is then used to
put the data onto the desired MAESTRO base state grid. Next, we assure that con-
vective neutrality is satisfied discretely on the MAESTRO grid, and finally, we enforce
hydrostatic equilibrium on the MAESTRO grid.

The details of the initial model procedure are as follows:

1. We start by mapping the KEPLER data, which is defined on a Lagrangian grid,
onto a uniformly-zoned, one-dimensional Eulerian grid with the same number of
grid points using a linear polynomial interpolation. We note that the interpola-
tion of the KEPLER model onto a uniform grid provides some initial smoothing of
the KEPLER data. We also note that having a uniform grid makes the implemen-
tation of the moving average used to smooth the model more straightforward.

2. Next, we create a neutrally stratified core. We determine the spatial extent of
the core by taking the radius of the first cell where the KEPLER model switches
away from using convection as the mode of energy transport. (The KEPLER

code outputs the mode of energy transport in a cell using the labels convective,
overshooting, semiconvective, and radiative.) By this definition, the convection
zone boundary lies at a radius of Rcore = 8.15× 1010 cm for our 15M� star.

We begin the procedure for enforcing neutral stratification just inside the con-
vection zone boundary, at the first cell whose radius is less than Rcore. We use
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Ā

radius (1010cm)
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the notation icore to denote the index of this cell. We then proceed inwards to
the center of the star enforcing neutral stratification in each cell. The details
of the procedure vary depending on whether uniform composition is enforced
or not, and both cases are described below. In both cases, the procedure for
ensuring convective neutrality alters the density of the cells, and so we iter-
atively apply the procedure (from convection zone boundary to center of the
star, enforcing convective neutrality in each cell), until the central density is
converged to 12 digits.

Constant composition core: We use the cell at index icore to determine the
composition of the entire core, Xk,core, and simply set the composition to
Xk,core in all cells that lie inside the convective core. Given constant com-
position, neutral stratification is equivalent to a constant entropy profile,
so we use the cell at icore to determine the entropy of the entire core, Score.

We enforce constant entropy and hydrostatic equilibrium at the same time
using the system of equations defined by

f(ρ, T ) = pEOS(ρ, T,Xk,core)−pHSE(ρ) , q(ρ, T ) = SEOS(ρ, T,Xk,core)−Score ,

where pEOS and SEOS are the pressure and entropy, respectively, determined
by the EOS using ρ, T , and Xk,core as inputs, and pHSE is the pressure
determined from ρ using our discretization of hydrostatic equilibrium (eq.
(3.2)). Starting in the (icore − 1) cell, we use Newton iterations to find
the root of the system. More specifically, from a two-dimensional Taylor
expansion in ρ and T , we get the updates

∆T =

[
q − f ∂q

∂ρ

(
∂f

∂ρ

)−1
][

∂q

∂ρ

(
∂f

∂ρ

)−1
∂f

∂T
− ∂q

∂T

]−1

∆ρ = −
[
f +

∂f

∂T
∆T

](
∂f

∂ρ

)−1

,

where
∂f

∂T
=
∂pEOS

∂T
,

∂q

∂T
=
∂SEOS

∂T
,

∂q

∂ρ
=
∂SEOS

∂ρ
,

are derivatives returned by the EOS and

∂f

∂ρ
= g

∆r

2
− ∂pEOS

∂ρ
,

where ∆r is the resolution of the initial model and
∂pEOS

∂ρ
is obtained from

the EOS. We converge the resulting density and temperature to 12 digits
before moving on to the next cell. We continue inward, cell by cell, until
we reach the center of the star.
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Varying composition core: Conceptually, the ultimate criterion for convec-
tive stability is whether a parcel of fluid displaced along the direction of
gravity towards the center of the star will be less dense than the sur-
rounding fluid and thus return to its original position due to the force of
gravity. Note that we formulate this in the opposite direction than what
is conventionally used, displacements against gravity.

Given an initial model, we can numerically check stability in the follow-
ing way, where we assume that the parcel achieves instantaneous pressure
equilibration and moves adiabatically, i.e. that its composition and entropy
do not change. We start with a parcel of fluid and move it inwards towards
the center of the star one cell, i.e. we consider the composition and entropy
at cell (i+1), Xk,i+1 and Si+1 respectively, at the pressure of cell i, pi. We
can then use the EOS with Xk,i+1, Si+1, and pi to determine the density,
ρEOS, of our displaced parcel. If ρEOS is less than the density of the model
at cell i, ρi, then the fluid is stably stratified. If the parcel’s density is
larger than ρi, then then the parcel will continue to sink, and the fluid
is unstable to convection. The desired neutral buoyancy corresponds to
ρEOS = ρi.

Using the above conceptual picture of stability, we developed a procedure
to ensure neutral buoyancy in a varying-composition core. Again, we start
near the top of the convection zone at cell (icore − 1). We use Newton
iterations, as described in the constant composition case, to find the root
of the system

f = pEOS(ρ, T,Xk,i+1)− pHSE(ρ) , q = SEOS(ρ, T,Xk,1+1)− Si+1 .

We converge the resulting density and temperature to 12 digits before
continuing. Now, we want to find the state that is thermodynamically
consistent given the composition at cell i, while maintaining the neutral
stratification we just computed. As described earlier, it is necessary to
make sure the initial model satisfies HSE discretely. Thus, we determine
the the thermodynamic values at cell i by taking the density computed
in the above Newton iterations as ρi, the pressure determined by HSE as
pi, and the temperature determined by Ti = TEOS(ρi, pi, Xk,i). We then
continue inward, cell by cell, until we reach the center of the star.

3. Next, the density and the mass fraction profiles of the species active in the
CNO cycle are smoothed using a moving average. The smoothing procedure is
done in the sub-region r = 7.4× 1010 cm to 10.7× 1010 cm, as discussed in the
previous section on resolution requirements. The moving average includes fewer
points at the edges of the smoothed region to avoid introducing new jumps in
the data. We also choose to use an equal number of cells above and below a
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given point to perform the average. The procedure starts at the bottom of the
sub-region, r = 7.4 × 1010 cm, and begins with averaging over 3 points. We
then progress upwards increasing the number of points used in the average by
4 with each cell until a maximum number of 29 points is reached. The average
continues using 29 points until the midpoint of the region has been reached.
Then this procedure is repeated, but starting at the top of the sub-region and
progressing down to the midpoint.

4. Noting that step 2 only assures that the core is hydrostatically balanced, we
now enforce HSE in the entire domain. This time we start at the center and
integrate out. Again we use Newton iterations, but this time we just want to
zero

f = pEOS(ρ, Ti, Xk,i)− pHSE(ρ) .

We iterate until the density has converged to within 10−12.

We note that steps 1-4 create a hydrostatically balanced, thermodynamically
consistent model with a neutrally stratified core that MAESTRO models of different
resolutions are based on.

5. Now, we use a quadratic polynomial interpolation to put the data onto the
desired MAESTRO base state grid. We also check to assure that the mass fractions
still sum to 1. If necessary, we renormalize them to assure this constraint is
satisfied to 10 digits.

6. This step repeats step 2 on the new grid, assuring convective neutrality is nu-
merically satisfied. The process proceeds as described in step 2, except the
radius of the core is moved to Rcore = 7.62 × 1010 cm. Here, we have deter-
mined the location of the convection zone boundary empirically, by examining
the entropy profile of the model produced at the end of step 4. There is a clear
change in behavior that we use to demarcate the core edge.

7. This step repeats step 4 on the MAESTRO grid, assuring that the final model is
hydrostatically balanced.

All simulation results presented in this thesis use an initial model created in the
manner described above. The profiles shown in Figure 3.4 are from a constant com-
position core model. Note that the overall adjustment to the KEPLER model is small.
Validation of the initial model is given in Section 3.8.

3.3 Initial velocity and time step

To complete the set of initial conditions needed for a simulation, an initial velocity
field is needed. However, a three-dimensional velocity field cannot be well defined
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from the one-dimensional stellar evolution model. Thus, we are faced with some
uncertainty in defining an initial velocity field. Letting the simulation begin with
zero flow is potentially dangerous, because, in a system with fast reactions, this could
allow an unphysical build up of heat in the core, leading to a large initial transient.
However, experimentation with our hydrogen burning system suggests that the speed
of reactions is slow enough that, even starting from zero, the flow field can adjust itself
to carry away the evolved heat without an ensuing large transient. Thus, anything
small enough not to overwhelm the convective velocities that will eventually develop
is a reasonable choice to initialize the velocity field.

Because the initial velocities in simulations will be much smaller than those ex-
pected due to quasi-steady state convection, we choose to start simulations with a
conservative time step based on the sound speed rather than the fluid velocity. We
use a CFL of 0.7, and only allow the time step to grow by a factor of 0.01 per sim-
ulation step. This way, the three-dimensional simulation can slowly adjust itself to
a state of quasi-equilibrium while avoiding initial transients that might disturb the
structure of the fluid.

3.4 Initial perturbation

In our simulations, we use two methods to help trigger convection, a temperature
perturbation or a velocity perturbation. In the two-dimensional model, some sort
of perturbation is necessary, since our hydrostatically balanced initial model assures
there are no net forces in the beginning of the simulation. Thus, if there is no
initial velocity field, there is nothing to start the fluid in motion without an initial
perturbation. In spherical geometry, the mapping error of 10−8 in the density is
enough to trigger convection. However, an additional, somewhat larger perturbation
is added to break up the symmetry of the Cartesian grid to ensure that grid effects
do not dominate the initial flow, and to help speed the simulation in reaching a state
of quasi-equilibrium. For both types of initial perturbations, we choose the initial
amplitudes to be several orders of magnitude smaller than those due to quasi-steady
state convection, so that we can expect the details of the initial perturbation to be
quickly “forgotten” by the system.

For the velocity perturbation, we use a linear combination of Fourier modes, as has
been used in previous MAESTRO studies [115, 117, 85]. The perturbation consists of 27
components with random phases and amplitudes. It is described by an amplitude, A,
a characteristic perturbation size, σ, the size of the region to apply the perturbation,
rpert, and a transition thickness, d, between the perturbed and unperturbed region.
We formulate the perturbation for the three-dimensional case, and set z = 0 for two
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dimensions. Thus, we define a set of Fourier modes,
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where σ is the characteristic scale of the perturbation and the φ
{x,y,z}
l,m,n are randomly

generated phases between [0,2π].
We then compute the total contribution to the velocity perturbation from these

modes as
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Nl,m,n

[
γl,m,nlC

(y)
l,m,nC

(z)
l,m,nS

(x)
l,m,n − αl,m,nnC

(x)
l,m,nC

(y)
l,m,nS

(z)
l,m,n

]
w′ =

3∑
l=1

3∑
m=1

3∑
n=1

1

Nl,m,n

[
−βl,m,nlC(y)

l,m,nC
(z)
l,m,nS

(x)
l,m,n + αl,m,nmC

(x)
l,m,nC

(z)
l,m,nS

(y)
l,m,n

]
where αl,m,n, βl,m,n, and γl,m,n are randomly generated amplitudes between [-1, 1],
and Nl,m,n =

√
l2 +m2 + n2 is the normalization. A perturbational velocity field is

then computed as

u′′ =
Au′

2

[
1 + tanh

(
rpert − r

d

)]
v′′ =

Av′

2

[
1 + tanh

(
rpert − r

d

)]
w′′ =

Aw′

2

[
1 + tanh

(
rpert − r

d

)]
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where the tanh profile gradually cuts off the perturbation at a radius rpert with a
transition thickness d. Finally, the initial velocity field is computed by applying the
projection to (u′′, v′′, w′′) to ensure that it satisfies the divergence constraint. We pick
the amplitude, A, to be small, as discussed in the previous section. In particular, we
use A = 1000 cm s−1, σ = 9× 1010 cm, rpert = 7.6× 1010 cm and d = 1× 1010 cm.

For the temperature perturbation, we use a similar form based on the same 27
Fourier modes defined above in equations (3.3) and (3.4). We compute the total
contribution to the temperature perturbation from the modes as

T ′ =
3∑
l=1

3∑
m=1

3∑
n=1

1

Nl,m,n

[
αl,m,n l C

(y)
l,m,nC

(z)
l,m,nS

(x)
l,m,n + βl,m,n n C

(x)
l,m,nC

(y)
l,m,nS

(z)
l,m,n

−γl,m,n m C
(x)
l,m,nC

(z)
l,m,nS

(y)
l,m,n

]
,

where αl,m,n, βl,m,n, and γl,m,n are randomly generated amplitudes between [-1, 1],
and Nl,m,n =

√
l2 +m2 + n2 is the normalization.

A perturbational temperature is then computed as

T ′′ =
AT ′

2

[
1 + tanh

(
rpert − r

d

)]
,

where the tanh profile gradually cuts off the perturbation at a radius rpert with a
transition thickness d. We pick the amplitude, A, to be small compared to the
temperature of the one-dimensional stellar evolution model. Here we use A = 10 K,
σ = 9× 108 cm, rpert = 7× 1010 cm and d = 5× 1010 cm.

3.5 Simulating only the deep interior of the star

Even with the efficiency gains provided by low Mach number methodology, three-
dimensional simulations of stars are still very computationally expensive. For exam-
ple, a three-dimensional simulation of a 15 M� star, even with the modest resolution
of about 8, 600 km, requires over a billion grid points (10243, to be exact) and inte-
grating over a minimum of 40, 000 time steps with MAESTRO. However, the region of
interest encompasses less than the inner half (by radius) of our star. Excluding the
outer layers of the star from the simulation domain allows us to focus the computa-
tional work in the region of interest.

Previous spherical geometry studies with MAESTRO have focused on white dwarfs.
In these simulations, the simulation boundaries are placed in the envelope of the star,
where the gradients of the thermodynamic variables are small. Placing simulation
boundaries on the interior of the star, where gradients are still significant is a novel
configuration for MAESTRO that was developed for this thesis. Ultimately, numerical
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errors related to the gradients present at the interior boundaries coupled with a base
state that does not align with the three-dimensional grid produce spurious velocities
at the edge of the domain To understand the difficulty, one must first understand
how MAESTRO numerically relates data on the Cartesian grid (where the full state
is defined) to data on the radial grid (where the base state is defined). Thus, in
this section, we first review the numerical details of the mapping procedures used in
MAESTRO [84], and then discuss how the spurious velocities arise. Finally, we discuss
the numerical techniques we use to deal with this challenge: a buoyancy cutoff, which
sets the buoyancy force to zero outside a certain radius, and a sponge, which serves
to damp velocities outside the region of interest.

3.5.1 The radial base state and the Cartesian grid

We refer to the procedure for mapping a Cartesian field to a radial array as a
“lateral average” and the procedure for mapping a radial array to a Cartesian grid as
a “fill.” MAESTRO’s mapping procedures are given in full in Nonaka, et al. [84]. Here
we give the pertinent details, starting with the lateral average for both the planar
and spherical geometries, and then the details of the fill procedures.

Lateral Average

For a Cartesian cell-centered field, φ, MAESTRO define φ =Avg(φ) as the lateral
average over a layer at constant radius r as

φ(r) =
1

A(ΩH)

∫
ΩH

φ(r,x)dΩ; A(ΩH) =

∫
ΩH

dΩ. (3.5)

For planar geometries, this is a straightforward arithmetic average of cells at the
same height since the radial cells are in alignment with the Cartesian grid cells (see
Figure 2.1).

For spherical problems, numerically computing the average is complicated by the
fact that the base state grid does not align with the Cartesian grid. Simple averaging
routines, where cells whose center lies within a radial distance interval are grouped
together and averaged, introduce unacceptably large numerical error [84]. Instead,
MAESTRO uses a mapping technique based on the observation that any Cartesian cell
center is a radius r̂m = ∆x

√
3/4 + 2m from the center of the star, where m ≥ 0 is

an integer and ∆x is the width of the cubic Cartesian grid cell. For example, the
Cartesian cell with coordinates (i, j, k) = (1, 1, 1) relative to the center of the star
lies at a distance of ∆x

√
3/4 + 6 from the center of the star, corresponding to m = 3.

Cells (i, j, k) = (2, 0, 0), (0, 2, 0), and (0, 0, 2) also lie at that same distance.
The lateral average is constructed via a three step procedure. For simplicity, we

give only the single level procedure. For the details of how the lateral average is
constructed in AMR simulations, see [84].
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1. Create an itemized list, φ̂m, where each element is associated with a radius
r̂m = ∆x

√
3/4 + 2m from the center of the star. Note that this itemized list

represents an irregularly spaced radial array.

2. For each φ̂m, compute the arithmetic average value of the Cartesian cells whose
centers lie at the associated radius. As an additional element in the itemized
list, include the center of the star (corresponding to a radius of r = 0). Com-
pute this additional value of φ̂ using quadratic interpolation with φ̂0, φ̂1, and a
homogeneous Neumann condition at r = 0 as the stencil points.

3. To compute the lateral average, use quadratic interpolation using the values in
the itemized list with the closest associated radius, φ̂k, and the nearest values
above and below, φ̂k+ and φ̂k− , using divided differences:

φ(r) = φ̂k− +
φ̂k − φ̂k−
r̂k − r̂k−

(r − r̂k−) +

φ̂k+−φ̂k
r̂k+−r̂k

− φ̂k−φ̂k−
r̂k−r̂k−

r̂k+ − r̂k−
(r − r̂k−)(r − r̂k),

where r̂k− , r̂k, and r̂k+ are the three radii associated with φ̂k− , φ̂k, and φ̂k+ .

Finally, constrain φ(r) to lie within the range of φ̂k− , φ̂k, and φ̂k+ so as to not
introduce any new maxima or minima.

Fill

There are four different mappings from a one-dimensional radial array to the
three-dimensional Cartesian grid. The procedure again differs for planar and spheri-
cal geometries. We describe them separately below.

Planar:

1. Cell-centered radial array onto Cartesian cell centers:
We use direct-injection since the radial cell centers are in alignment with the
Cartesian cell centers.

2. Edge-centered radial array onto Cartesian cell centers:
Average the two nearest radial edge-centered values.

3. Cell-centered radial array onto Cartesian edges:

• For edges whose normal is in the radial direction, we use 4th order spatial
interpolation. For example, in two dimensions,

φi,j+1/2 =
7

12
(φj + φj+1)− 1

12
(φj−1 + φj+2). (3.6)

We constrain φi,j+1/2 to lie between the interpolated values, and lower the
order of interpolation near domain boundaries.
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• For the Cartesian edges transverse to the base state direction, we use
direct-injection since the radial cell centers are in alignment with these
Cartesian edges.

4. Edge-centered radial array onto Cartesian edges:

• For edges normal to the radial direction, we use direct-injection since the
radial edges are in alignment with these Cartesian edges.

• For the remaining Cartesian edges, average the two nearest radial edge-
centered values.

Spherical:

1. Cell-centered radial array onto Cartesian cell centers:
We use quadratic interpolation from the nearest three radial cell centers (see
Figure 3.5a).

2. Edge-centered radial array onto Cartesian cell centers:
We use linear interpolation from the nearest two points (see Figure 3.5b).

3. Cell-centered radial array onto Cartesian edges:
First map the radial array onto Cartesian cell centers (see 1. above), then
average the two neighboring centers to obtain the Cartesian edge values (see
Figure 3.5c).

4. Edge-centered radial array onto Cartesian edges:
First map the radial array onto Cartesian cell centers (see 2. above), then
average the two neighboring centers to obtain the Cartesian edge values (see
Figure 3.5c).

3.5.2 The source of spurious velocities

In spherical geometries, because we use a radial array spacing that is a fraction of
the Cartesian grid spacing (∆r = ∆x/5, specifically), there are points in the radial
array that lie outside the farthest radius represented by Cartesian grid cell centers
(see Figure 3.6). This has several ramifications which we describe below. We note
here that the issues discussed below are not a problem in the planar geometry, since
∆r = ∆x in that case and the radial cell centers align with the Cartesian cell centers.

First, for those base state cells with radii greater than the largest radius repre-
sented by Cartesian cell centers, the interpolation described in step 3 of the lateral
average procedure becomes an extrapolation. For extrapolation, there is no reason
to assume that the computed value should not represent a local extrema, and so
the lateral averaging procedure needed to be amended to skip the limiting procedure
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Figure 3.5: Illustrations of the fill procedure for spherical geometry. (a) Fill type
1: we use quadratic interpolation from the nearest three points to fill the Cartesian
cell center (the square) from radial cell-centered data (circles), (b) Fill type 2: we
use linear interpolation from the nearest two points to fill Cartesian cell centers from
radial edge-centered data. (c) Fill type 3 & 4: we first fill the Cartesian cell centers,
then average the two neighboring cell centers to fill a Cartesian edge-based data from
the radial array. Image from Nonaka, et al. [84].

described at the end of step 3 for these last few base state cells. For domain bound-
aries in the envelope of the star, as was the case for all previous spherical geometry
MAESTRO simulations, continuing to limit those last base state cells is less of a con-
cern. In those simulations, the properties of the star are changing slowly near the
simulation boundary. However, for the simulations presented in this thesis, the outer
edge of the domain still represents the central region of the star; its properties are
still changing at a significant rate and attempting to limit the extrapolated values
introduces unacceptably large numerical error into the calculation.

Even with the lateral average corrected to not limit the last few base state cells,
the averaging procedure has lower precision for the data located at the largest radii in
the base state array. The lateral average is inherently less accurate for these last few
radial cells for two reasons. First, there are fewer Cartesian cells at the largest radii
so that the average is over a smaller number of points. Additionally, as mentioned
above, for the very last few cells in the base state array, extrapolation must be relied
upon. Extrapolation tends to be less accurate than interpolation given a fixed number
of points with fixed spacing. We have found that for the 15 M� star studied in this
thesis, the numerical error introduced into the density, and hence into buoyancy force
in the momentum equation, is large enough to cause spurious velocities to build up
in the outer corners of the domain.

This issue causing loss of precision in the last few base state cells is unavoidable and
occurs in simulations both with and without base state evolution. In simulations with
base state evolution, the lateral average of the full state density is used to update the
base state density rather than solving a discretized version of the evolution equation
(as discussed in Section 2.3.2), and thus we run into the issue discussed above, in the
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Figure 3.6: A two-dimensional illustration of the relationship between the base state
and the Cartesian grid. The x’s mark the cells that lie outside the maximum radius
represented by Cartesian cell centers.

previous paragraph.
In simulations that do not evolve the base state, the lateral average still comes

into play and the precision in the last few base state cells is reduced enough to create
spurious velocities at the edges of the domain. The lateral average is used during
the initialization procedure as follows. A simulation starts with the base state as
input, and the base state is used to fill the Cartesian grid. Then, to guarantee that
the base state density is the exact numerical average of the full state under our
lateral averaging procedure, the three-dimensional Cartesian grid is averaged back
down to form a new one-dimensional radial base state density. Previous experience
with MAESTRO has found that this exact numerical matching of the lateral average of
the full state with the base state is necessary to limit numerical errors that would
otherwise be detrimental to the solution. As a result of redefining the base state during
initialization, MAESTRO simulations always lose the details of how the base state varies
in the very last radial cells, even in simulations that do not evolve the base state. The
spurious velocities at the edge of the domain are unavoidable and, thus, we turn to
the numerical techniques of a buoyancy cutoff and sponge to prevent these unphysical
velocities from propagating into the interior of the simulation domain.

3.5.3 Buoyancy cutoff and sponge

As discussed in the previous section, spurious velocities are an issue at the outer
corner of the domain in spherical geometries. However, this region is a fair distance
from the region of interest in the simulation. Our domain is D = 4 × 1011 cm on
a side, so the distance from the center of the star along one of the coordinate axes
to the edge of the domain is 2 × 1011 cm. The distance from the center to a corner
of the domain is

√
3 larger, while the convectively unstable region stops at about
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8 × 1010 cm. Note that we locate the simulation boundary far from the convection
zone boundary because previous work [94, 41] has shown that boundaries abutting
the convection zone can alter the convective motions significantly, so it is necessary
to model some of the stably stratified region in the simulation.

In addition, we know the buoyancy force driving the velocities in this outer region
is inaccurate. Thus, we choose to implement a buoyancy cutoff, a technique that
has been used in previous MAESTRO studies in a white dwarf [3, 115, 117, 85], where
the large density contrast present over the domain made it necessary. The buoyancy
cutoff numerically zeros the buoyancy force beyond a certain radius, defined by the
location were the density drops below a user-defined value, by setting ρ− ρ0 = ρ′ = 0
in that region. For the results presented in this thesis, we use a buoyancy cutoff of
ρ = 0.05 g cm−3, which lies at at radius of about 23.75×1010 cm. Thus the buoyancy
cutoff only affects the outer corners of the three-dimensional domain.

While the buoyancy cutoff eliminates the problematic velocities at the outer corner
of the domain, the cutoff itself causes a disturbance in the velocity field at later
times. The disturbance is due to the fact that the buoyancy cutoff introduces a
discontinuity into the buoyancy force. Just inside the cutoff, the buoyancy force is a
small but finite value, while in the next cell farther out, the force jumps to exactly
zero. To combat the spurious velocities induced by the buoyancy cutoff, we use a
sponging term in the velocity evolution equation, a damping technique commonly
used in modeling atmospheric convection (see, for example, [39]). The sponge damps
the velocities outside of our region of interest. We note that a sponge was also used
in the aforementioned MAESTRO studies of white dwarfs [115, 117, 85, 74]. We use the
same functional form for the sponge as used in those studies, with the velocity forcing
given by

Unew = Uold −∆t κfdampU
new , (3.7)

where κ is a frequency. The sponge factor has the form:

fdamp =


0 if r < rsp

1

2

{
1− cos

[
π

(
r − rsp

rtp − rsp

)]}
if rsp ≤ r < rtp

1 if r ≥ rtp

. (3.8)

The quantity rsp represents the radius where the sponging term gradually begins to
turn on, and rtp marks the top of the sponge, where the sponge is in full effect. Thus,
the sponge damps the velocities at the edges of the domain by a factor of 1/(1+∆tκ)
per time step.

Rather then defining the radii rtp and rsp directly, the start and top of the sponge
are defined in terms of density, so that the sponge will follow the star if it expands.
This is done by first defining a density at which to center the sponge, ρmd. Then
a multiplicative factor to ρmd, termed fsp, is used to mark the start of the sponge.
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The corresponding radii are found by inverting the base state density profile; we use
r0(ρ) to denote this inverse function. In terms of radius, the sponge turns on at
rsp = r0(fspρmd), and the top of the sponge is then rtp = 2r0(ρmd)− rsp.

Finally, for spherical geometries, we also use an outer sponge to provide additional
damping for the outer edges of the domain. The outer sponge is as defined as above,
but starting at the radius where the inner sponge turns fully on. For the outer sponge,
rsp,outer = rtp and rtp,outer = rsp,outer + 4∆x, where ∆x is the grid spacing, and κ is
set to 10 times the value of the inner sponge. This additional sponge is included in
the momentum equation in the same fashion as the inner sponge. The outer sponge
is applied to the already damped velocity field, i.e. we use

Unew =
Uold

(1 + ∆t κfdamp,inner)(1 + ∆t 10κfdamp,outer)
.

The results presented in this thesis use κ = 1.5× 10−3 s−1, ρmd = 0.5 g cm−3, and
fsp = 1.5. Figure 3.7 shows the profiles of inner and outer sponge damping functions,
fdamp, along with the density profile for comparison. Note that the sponge starts well
outside of the convectively unstable region.

3.6 Simplified two-dimensional planar model

In this section, we describe a simplified two-dimensional model developed for this
thesis. The impetus for this model was supplied by difficulties obtaining suitable
initial conditions for the core convection system studied in this thesis, a 15 M� star
half way through main sequence. Naively mapping the profiles supplied by a one-
dimensional stellar evolution code onto MAESTRO’s Cartesian grid does not produce
desirable results for the reasons discussed earlier in Section 3.2. Velocities of the order
of magnitude of the convective motions expected are excited as the system adjusted
itself to find equilibrium on the three-dimensional grid. These initial transients thus
swamped the fluid motions due to the nuclear reactions we want to study. Unfortu-
nately, as seen in previous studies [36], these transients are also long lived. Continuing
the simulation, while not modeling reactions, and waiting for these velocities to die
down before starting the “production” simulation and collecting data is not a feasi-
ble option. Thus we developed a simplified two-dimensional model to investigate the
numerics and aid in quickly finding suitable initial conditions.

We note here that our two-dimensional model is not intended to accurately reflect
the dynamics of a real star; as discussed earlier in the introduction, it is not possible
to reproduce three-dimensional turbulence in only two dimensions. However, for the
purposes of studying the early-time response of the system, we expect qualitative
similarities between the two-dimensional and the three-dimensional systems that will
help us to determine if our choices (e.g. simulation parameters and initial conditions)
are suitable for the full three-dimensional simulation.
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Figure 3.7: The damping functions, fdamp, for the inner (solid line) and outer (dashed
line). The density profile of our target application, a 15 M� main sequence star, is
scaled by the central density and shown as the dot-dash line. The dotted vertical line
indicates the approximate convection zone boundary. Note that the sponging term is
zero until well outside the convective region.
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In addition to speeding up the simulation by moving to two dimensions, we sim-
plify the numerics by formulating the model so that the base state aligns with the
Cartesian grid, as in the planar geometry (see Figure 2.1). As evidenced in the pre-
vious section, using a Cartesian grid that does not align with the radial base state
adds additional complications and can have unanticipated effects. Thus, we created
a test geometry that removes those complications from the simulation.

We now describe our simplified two-dimensional model. We conceptually start
with a two-dimensional slice through the center of the star. With the origin located
at the center of the star, we trim the domain to a single quadrant, and then represent
it in planar geometry, i.e., we consider the y-axis to be aligned with the radial direction
(see Figure 3.8).

However, unlike MAESTRO’s pre-existing planar geometry where gravity is consid-
ered constant in space and time, in this new planar model we compute gravity as in
spherical geometry, i.e., using spherically symmetric self-gravity. The details of the
gravity computation for spherical geometries is given in detail in Nonaka, et al. [84],
and we explain it here in relation to the new two-dimensional planar model. Numer-
ically, we treat g as a base state quantity defined on the radial grid. We start the
computation by defining the enclosed mass at radial edges and cell centers:

mencl,j−1/2 =

j∑
k=1

4

3
π
(
r3
k−1/2
− r3

k−3/2

)
ρ0,k−1; mencl,j = mencl,j−1/2 +

4

3
π
(
r3
j − r3

j−1/2

)
ρ0,j.

(3.9)
Then, we define the gravity at both radial edges and cell centers as

gj−1/2 =
Gmencl,j−1/2

r2
j−1/2

; gj =
Gmencl,j

r2
j

, (3.10)

where G is the gravitational constant. The assumed spherical geometry in these
equations is inconsistent with the planar geometry of the simulation, but creates
a gravitational acceleration that is the same as the spherical geometry case at a
given radius, and, for our purpose of creating a simplified model of the spherical
system, accurately capturing the gravitational acceleration in the spherical system is
the important point.

We used this simplified model to determine the requirements for a successful initial
model, i.e. it was used to develop the initial model procedure detailed in Section 3.2.5.
This model was also used to investigate the numerical details involved in computing
β0, the variable that captures background stratification in the velocity constraint, and
the results of this work are given in Section 3.9.

3.7 Single Species Model

An additional model was developed for this thesis, a single species model, where
we define a single “average” particle rather than using multiple species. The single
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Figure 3.8: Illustration of how we map an octant to a two-dimensional plane.

species model was designed for two main purposes. First, it speeds up a computational
time step since only one species is advected, and so it is a desirable tool for numerical
experimentation. Secondly, we can use this model to examine the importance of
modeling the species independently (results are given in the next chapter).

We start by noting that the EOS we use only makes use of the mean atomic mass
number, Ā, and mean proton number, Z̄, not the individual mass fractions. Thus,
a single species model does not change the location of thermodynamic equilibrium
or the structure (i.e. location of HSE) of the initial model as long as Ā and Z̄ are
allowed to vary as a function of radius. Thus, the single species model is a reasonable
tool to examine the initial model.

To create a single species model, we define an “average” particle that has an atomic
mass number and proton number that are equal to the mean values in the multi-
species initial model. We retain the variation of Ā and Z̄ with the radial coordinate.
Thus we capture varying composition on average, in the spherically symmetric sense,
but we do not allow composition to evolve in time. We prepare single species initial
models as described in the multiple species case (see Section 3.2.5), except at the end
of step 7, we compute the mean atomic mass number and mean proton number and
use these profiles throughout the simulation. A quadratic polynomial interpolation
is used to map Ā and Z̄ onto the Cartesian grid when necessary.

With the single species model, reactions are modeled as described in equation
(3.1), only we use the assumptions of a constant composition core and negligible
composition changes to obtain values of XCNO and XH that we hold fixed in time.
We compute these values from the model that results at the end step 4 of the ini-
tial model procedure assuming a constant composition core. Specifically, we use
XCNO = 0.00952433417 and XH = 0.40137771765. We do not allow these values to
vary spatially. The process is sufficiently temperature sensitive that the temperature
variation effectively controls the spatial variation of the energy generation rate, as
can be seen in Figure 3.9, which compares HCNO from a single species simulation and



65

0

20000

40000

60000

80000

100000

120000

140000

0 2 4 6 8 10 12 14 16 18 20

H

radius (1010cm)

Figure 3.9: This plot compares the nuclear energy generation in the single species
model (gray dashed line) to that of a multi-species simulation (black solid line). The
single species model is indistinguishable from the multi-species profile, and thus only
one line can be seen in the plot.

a multi-species simulation.

3.8 Initial model test

In this section, we use a two-dimensional planar, single species simulation to show
that the system evolves in response to the appropriate impetus, heat generated by
nuclear reactions, by comparing a simulation with reactions modeled to a simulation
without reactions. Here, as in subsequent simulations, we use a constant composition
core. Thus, since we are interested in the short-term dynamics of the convective
(constant composition) region, use of the single species model is reasonable. The
simulation represents the area from the center of the star out to a distance of 2 ×
1011cm with a resolution of 7.8125 × 108cm. Convection is triggered by an initial
temperature perturbation as described in Section 3.4

Figure 3.10 shows results from both simulations at time 2.5 × 10 s. While large
amplitude gravity waves are excited in both simulations, only the simulation that
includes heat release from nuclear reactions shows significant velocities in the convec-
tion zone. We note that our initial temperature perturbation results in perturbations
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that are 2 orders of magnitude larger than the 10−8 accuracy of the spherical mapping
procedure. Thus, we are assured that mapping errors will not invalidate these results
for spherical geometries.

3.9 Capturing background stratification in the ve-

locity constraint

In this section we examine the details of computing β0. Recall that β0 is a key
component of the divergence constraint, ∇·(β0U) = S, responsible for capturing the
effects of background stratification. Having an accurate representation of β0 is crucial
to correctly capturing the expansion of fluid as it moves vertically. If the computation
of β0 is not sufficiently accurate, numerical error could influence the dynamics of the
flow. The core convection system is very sensitive to perturbations, as evidenced by
the care that must be taken when computing an initial model for MAESTRO. Thus, we
reason that small changes in β0 could have a non-negligible effect on the flow. With
this in mind, we explore the effects of alternate numerical procedures on the error in
β0.

We first recast the differential equation for β0 as an integral equation. We then
investigate the effects of the accuracy of the initial value for the integration, the
discrete representation of the kernel of the integral, and the order of the interpolation
used to get cell-centered values from the edge-centered values that result from the
integration. We use the fact that, for an adiabatically stratified background β0 should
equal ρ0, to assess the error in β0. Finally, simulations using the simplified two-
dimensional model are used to ascertain if the method of computing β0 has an effect
on the resulting flow field.

3.9.1 The integral equation for β0

Recall from Section 2.3.2 that the equation for β0 is

β0(r, t) = β0(0, t) exp

(∫ r

0

ρ0g

Γ1p0

dr′
)

.

We split the integral such that we integrate from the low edge of each cell to the
high edge, resulting in edge-centered values of β0. Letting i be the index in the radial
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Figure 3.10: This figure shows magnitude of the velocity at time 2.5 × 107 s. The
image on the bottom shows a simulation with reactions included and the top shows
a simulation without any reactions.
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Figure 3.11: The numbering convention for cell centers and edges in the radial arrays.

direction, we define β0 on the high edge of cell i using:

β0,i+1/2 = β0,1/2 exp

[
−

i∑
j=1

∫ rj+1/2

rj−1/2

ρ0(r′)|g(r′)|
Γ1(r′)p0(r′)

dr′

]

= β0,1/2

i∏
j=1

exp

[
−
∫ rj+1/2

rj−1/2

ρ0(r′)|g(r′)|
Γ1(r′)p0(r′)

dr′

]

= β0,1/2

i∏
j=1

exp [−Ij] . (3.11)

The integral is computed by beginning with β0,1/2 and integrating over the first cell
(i = 1) to define β0,3/2. (Refer to Figure 3.11 for an illustration of the cell num-
bering conventions.) The process continues integrating cell-by-cell to the end of the
domain. Finally, the cell-centered values of β0 needed for the projection are obtained
by interpolating the edge values.

3.9.2 The initial value

Given the sequential integration we use to obtain β0, any error in the initial value
will be propagated throughout the entire domain, so minimizing the error in the initial
value is potentially important. To get the initial value, β0,1/2, the original algorithm
uses a zero-th order extrapolation to get ρ0 at the bottom edge of the domain from
the cell-centered value contained in the ρ0 array, i.e. it uses ρ0,1/2 = ρ0,1 = β0,1/2.
Using a higher-order interpolation is one way to reduce the error in the edge-centered
initial value. However, because we are ultimately interested in cell-centered values,
we instead choose to enforce that the cell-centered value of β0 in the first cell, β0,1,
equal the cell-centered value of ρ0 there, ρ0,1.

Now, we need to generate a new equation for the initial value, β0,1/2, using our
requirement that β0,1 = ρ0,1. To do this, we first rearrange the interpolation equation
to give β0,1/2 in terms of β0,1 and edge-centered values of β0. More specifically, the
original algorithm uses simple averaging, i.e. β0,i = (β0,i−1/2 +β0,i+1/2)/2, so in this case
we get β0,1/2 = 2β0,1 − β0,i+3/2. The numerical equation for β0 (3.11) can provide the
value β0,3/2 in terms of β0,1/2, since Ij does not depend on β0,1/2. The original algorithm
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Figure 3.12: Size of the relative error,

(
ρ0 − β0

ρ0

)
, in β0 when using different options

in the computation. “Original” is the default way MAESTRO computes β0; constant is β0

computed using piecewise constant representations of the variables in the integrand;
“linear” is β0 computed with piecewise linear representations of all the variables in
the kernel of the integral; “4th-order interpolation” is β0 computed using a 4th-order
averaging from cell edges to cell centers and the default representations of the variables
in the integrand; and “β0,1 = ρ0,1” is β0 computed with the default procedure plus
the additional constraint that β0 at the center of the first cell is equal to ρ0 at the
center of that cell.

uses a constant representation of ρ0, g, p0, and Γ1 in the integration of the first cell.
Thus, the equation for β0,1/2 that numerically enforces β0,1 = ρ0,1 is

β0,1/2 =
2ρ0,1

1 + exp
(
−ρ0,1|g1|
Γ11p0,1

∆r
) .

The result of changing β0,1/2 is that the entire error profile shifts so that the error
at the center of the star is zero while the shape of the curve remains unchanged (see
Figure 3.12). Since the original error in β0,1/2 is of the same order as the cumulative
integration error, changing the way β0,1/2 is computed does not improve the overall
error in the resulting β0, as can be seen in Table 3.1, which shows the L2-norm of the
relative error.
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∥∥∥∥ρ0 − β0

ρ0

∥∥∥∥
2

× 10−4

original 2.4
β01 = ρ01 3.2
constant ρ0, g, p0, and Γ1 2.4
linear ρ0, g, p0, and Γ1 2.4
4th-order interpolation 0.93

Table 3.1: L2 norm of the relative error in β0.

3.9.3 Representation of the integrand

In this section we examine the reconstructions of ρ0, g, p0, and Γ1 used in the
kernel of the β0 integral. Prior MAESTRO studies with plane-parallel geometry, where
gravity can be considered constant, showed that a high-order reconstruction of the
state variables in the integrand improved the overall solution relative to a lower-order
reconstruction [3]. Previous spherical work in a white dwarf environment [115, 84]
continued to use piecewise linear reconstructions of the state variables but a piecewise
constant representation of gravity. Here we compare this original method to using
piecewise constant or piecewise linear values for all variables.

The reconstructions we use are

ρ0(r) = ρ0j + λj(r − rj) ,

g(r) = gj + τj(r − rj) ,

Γ1(r) = Γ1j + µj(r − rj) ,

p0(r) = p0j + νj(r − rj) .

The average value of each quantity is the zonal value and the slopes (λ, τ , µ, and ν)
are computed as slope-limited centered differences. We can now compute the integral

Ij ≡
∫ rj+∆r/2

rj−∆r/2

ρ0(r′)g(r′)

Γ1(r′)p0(r′)
dr′

=

∫ rj+∆r/2

rj−∆r/2

[
ρ0j + λj(r

′ − rj)
] [
g0j + τj(r

′ − rj)
][

Γ1j + µj(r′ − rj)
] [
p0j + νj(r′ − rj)

]dr′ .
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Using a table of integrals, this evaluates to:

Ij =

[
λjΓ1j − µjρ0j

] [
τjΓ1j + µjgj

]
µjµj

[
νjΓ1j − µjp0j

] ln

(
Γ1j + µj∆r/2

Γ1j − µj∆r/2

)

+

[
λjp0j − νjρ0j

] [
−τjp0j − νjgj

]
νjνj

[
νjΓ1j − µjp0j

] ln

(
p0j + νj∆r/2

p0j − νj∆r/2

)
− τjλj
µjνj

∆r (3.12)

Using a higher-order reconstruction does improve the solution in the sense that
it flattens out the error curve as can be seen in Figure 3.12. The change in slope
becomes more obvious as the integration proceeds and the error from each Ij ac-
cumulates, making the improvement more significant as the upper boundary is ap-
proached. Including a linear reconstruction of gravity appears to provide essentially
as much improvement over the original method as the original method provides over
a piecewise constant reconstruction. Although the linear reconstruction does improve
the error in the integration, Table 3.1 shows that the change in overall error in β0 is
small.

3.9.4 Interpolating to cell-centers

Here we examine the use of a fourth-order interpolation to obtain cell-centered
values for β0 from the computed edge-centered values, as opposed to the first-order
interpolation (or simple averaging) used originally. The fourth-order stencil we use is

β0,i =
7

12
(β0,i−1/2 + β0,i+1/2)−

1

12
(β0,i+3/2 + β0,i−3/2) .

Additionally, β0,i is constrained to lie within the range of β0,i−1/2, β0,i+1/2, β0,i+3/2, and
β0,i−3/2 so as to not introduce any new extrema. The first cell and the last cell need
different stencils, since we do not have all the values needed to use the one given
above. For the first cell, we use the first three edge values and the fact that the
derivative of β0 is 0 at r = 0 to get

β0,1 =
7

12
β0,i−1/2 +

6

12
β0,i+1/2 −

1

12
β0,i+3/2 .

And in the final cell we use simple averaging since the upper boundary is placed
outside of the region of interest.

Using a higher-order interpolation makes the largest improvement in the relative
error in β0 of all the various numerical choices examined (see Figure 3.12). This is
the only change that showed a decrease in the norm of the error, with an overall
improvement of about a factor of 2.5 (see Table 3.1).
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Figure 3.13: Average magnitude of the velocity in the convection zone (R ≤ 7.6 ×
1010cm) in the two-dimensional simulation. Data for a simulation using the original
method of computing β0 as well as one using fourth-order averaging to cell-centers
are shown. The points represent the only the spatial average over the convection zone
and the lines represent the spatial and time average over 2× 106s

3.9.5 Effects in a two-dimensional simulation

In this section the two-dimensional model discussed in Section 3.6 is used to
examine the effects of using different methods of computing β0 on the resulting flow
field. For this study, we retain the species rather than using the single species model.
We compare the original procedure to fourth-order averaging to cell-centers, as this
change shows the largest difference in the resulting β0. The simulation represents the
area from the center of the star out to a distance of 2 × 1011cm with a resolution
of 7.8125 × 108cm. The velocity field is initialized with small random velocities as
described in Section 3.4.

The results do not show any significant difference between using either method
for computing β0. The average magnitude of the velocity field does not appear sig-
nificantly different in either the spatial average or the spatial and time average, as
can be seen in Figure 3.13. An image of the established convective flow field (see
Figure 3.14) shows very similar flow morphology with both simulations featuring two
large eddies of the same length scale. As can be seen from the averages (Figure 3.13),
the simulations have not yet reached a quasi-equilibrium.
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Figure 3.14: Magnitude of the velocity at simulation time 2.25 × 107s for the two-
dimensional convection simulation. The first column shows a simulation with the
original method for computing β0. The second column is a simulation using fourth-
order averaging to cell-centers.
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Figure 3.15: Average magnitude of the velocity in the convection zone (R ≤ 7.6 ×
1010cm) in the hot bubble simulation. Data for a simulation using the original method
of computing β0 as well as one using fourth-order averaging to cell-centers are shown.
The points represent the spatial average and the lines represent the spatial and time
average over 2× 106s

Instead of continuing the simulation, we choose to switch to a system that will
come to a quasi-equilibrium quicker: a hot bubble seeded in the stellar environment
without the inclusion of any additional heating. This simulation still requires cap-
turing the expansion of a fluid parcel as it moves against the stratified background,
but the system reaches a quasi-equilibrium after about 1 × 107s of simulation time.
The bubble is initialized with a maximum temperature perturbation of 0.2K and a
radius of about 5 × 109cm located at a height of 3.5 × 1010cm and centered in the
horizontal direction. A smooth transition to the ambient temperature is achieved
using the hyperbolic tangent function:

T = T0 + 0.1
(

1 + tanh
(

1− rij
109

))
where rij is the distance from point (i, j) to the center of the bubble.

Again, there is not any significant difference between the two methods of com-
puting β0 in either the average magnitude of the velocity field (see Figure 3.15) or
the structure of the flow (see Figure 3.16). We note that while the perturbation
caused by the hot bubble leads to convective motions of a lower magnitude than the
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Figure 3.16: Magnitude of the velocity at simulation time 2.23 × 107s for the hot
bubble simulation. The first column shows a simulation with the original method for
computing β0. The second column is a simulation using fourth-order averaging to
cell-centers.
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convective motions triggered by heat release from nuclear reactions, large amplitude
gravity waves are still excited in the stable region leading to the high velocities seen
just outside the convection zone.

Since neither set of initial conditions shows meaningful differences between the
procedures for computing β0, we conclude that the original method is sufficient and
use this algorithm for the rest of the simulations featured in this thesis.
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Chapter 4

Three-dimensional simulations of a
15 M� star

This chapter discusses three-dimensional, long time integrations of core convection
in a massive star. We compare simulations on an octant domain, a full 360◦ domain,
and a full 360◦ domain using a single species model, and for shorthand notation, we
refer to them as the octant, full sphere, and single species simulations, respectively.
We present several measures of how accurately the reduced reduced models, i.e.,
the octant and single species simulations, reproduce the full sphere results to assess
limitations of using these reduced models in place of a full sphere simulation in studies
of core convection. Multidimensional simulations provide insight into flow dynamics,
and could also be used to inform more physically-based one-dimensional models of
convection. If the reduced models provide an accurate representation of the full sphere
flow, they would offer a more computationally efficient way to perform high resolution
simulations.

The chapter is organized as follows. First, we summarize the initial conditions and
parameters used for the simulations. Next, we give the results of the single species
simulation. We discuss the results of the full sphere and octant simulations, starting
with the convective stability profiles for the simulations. We then describe the mor-
phology of the flow, and analyze its statistical properties, including thermodynamic
fluctuations and turbulent statistics. We finish with an examination of mixing across
the convection zone boundary.

4.1 Initial conditions and simulation parameters

In this section we summarize the initial conditions and parameters used in the
simulations presented in this chapter. We start by reiterating that our model system is
a 15 M� star about halfway through main sequence. The heat release due to reactions
is modeled analytically and composition changes due to reactions are neglected (see
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Sections 3.1 and 3.7).
We use an initial model that is hydrostatically balanced and numerically en-

forces constant composition and neutral stratification in the convective core (see
Section 3.2.5). For the single species model we initialize the velocity field to zero
and use an initial temperature perturbation to speed the development of convec-
tion. For the multi-species simulations, we use an initial velocity perturbation. See
Section 3.4 for details on the initial perturbation.

We treat the base state as constant in time. During the main sequence, the
evolution of the star is slow enough that changes in the base state should be small over
the timescale of the simulations (O(107) seconds). Additionally, recall that MAESTRO’s
low Mach number formulation does not require that thermodynamic perturbations
remain small, only that the pressure perturbation remains O(Ma2). Thus, even if the
convection realized in the three-dimensional simulation adjusts the structure of the
star away from that determined by our initial model, not incorporating those changes
into the base state will not, by itself, violate the assumptions of the model.

The simulation domain includes the convective core and a portion of the stably
stratified region. The computational domain is cubical: the length of a side is 20 ×
1010 cm in the octant geometry and 40×1010 cm in full sphere geometry. Since we use
a buoyancy cutoff and a sponge (see Section 3.5.3), the effective simulation domain
ends at a radius of 13.4× 1010 cm, where the sponge begins to damp velocities. Only
points lying inside this radius are included in any statistics given in this chapter. The
simulations have a resolution of 7.8125×108 cm on the Cartesian grid and one-fifth of
that on the radial grid used to represent the base state. Given this spatial resolution,
the time step during the statistical steady state portion of the simulation is ∼ 750 s,
a gain of two orders of magnitude over the compressible time step of ∆t ∼ 8 s.

In the full sphere simulations, a simple outflow boundary condition (with any
inflowing velocities set to zero) is used for all boundaries. For the octant domain
simulation, an impermeable boundary condition is used at the three inner octant
faces (i.e. along the coordinate planes) and an outflow boundary condition is used at
the outer boundaries.

For these first simulations with this new Low Mach number methodology we have
not included radiation. This implies that there is a potential for accumulation of
energy at the boundary of the convection zone or possibly in the stable region, which
could affect the dynamics in that region. Additionally, the simulation is potentially
not in a thermally state. Given that the timescale for thermal adjustment of the star
is ∼ 106 years, unless the initial conditions provide a three-dimensional state that is
in thermal equilibrium, simulating a thermally relaxed star is not possible. In light
of these factors, the result given here only provide qualitative indicators of the flow.
Additional studies are required to make definitive statements about the dynamics of
the core convection system.
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4.2 Single species simulation

In this section we use the single species model to assess the importance of modeling
compositional changes in our core convection model by comparing the results of a full
sphere single species simulation with a simulation using 18 species. Recall that in the
single species model, we define an average particle that has an atomic mass number,
A, and proton number, Z, equal to the laterally-averaged mean value (Ā(r) and Z̄(r))
of the multi-species initial model. Thus, there is an imprint of composition gradients
in the single species simulation that is enforced through the EOS, but this implicit
composition profile cannot change in time. We note that our single species model
is somewhat analogous to previous three-dimensional anelastic simulations, which
also do not model individual species in the hydrodynamics; however, an important
difference is that these anelastic simulations also neglect composition in the EOS by
using a monatomic ideal gas law [25, 23, 22, 79].

Figure 4.1 shows the average velocity magnitude in the convective region (R <
7.47 × 1010 cm) for the single and multi-species simulations. The results show that
the single species model reaches higher convective velocities and takes longer to reach
a quasi-steady state than the multi-species case. It appears that the single species
model is approaching a quasi-steady state where the average velocity magnitude would
be about 8.5× 104cm s−1, about a factor of 1.5 larger than the multi-species value of
6× 104cm s−1. We note that the Mach number in the single species simulation is less
than 0.02 at all times.

We attribute the difference between the single species model and the full species
model to a mild stable stratification that develops in the multi-species model at the
edge of the convection zone (see Figure 4.2). The initial models have identical entropy
profiles. By simulation time 2.4×107 s, when the average magnitude of the velocity in
the two simulations is distinctly different, the entropy profiles have diverged. While
the differences in the entropy profile are small compared to the large entropy jump
present just outside the convection zone, the effect on the dynamics of the convection
zone is significant.

In the simulation, the stiff composition gradient at the edge of the convection zone
acts in some degree like a hard wall, deflecting most of the flow and not absorbing
much kinetic energy in the collision with rising plumes compared to the case with
a more gradual entropy gradient (see Section 4.4). The mildly stable region that
develops in the multi-species simulation serves to buffer the convective motions from
the very stiff gradient beyond by decelerating rising plumes, and thus making the im-
pact with the stiff stratification less energetic. The amplification of convective speeds
due to hard boundaries has been seen in previous work with respect to simulation
boundaries abutting the convection zone [94, 41, 54]. These studies also find that
hard simulation boundaries can alter the convective flow pattern, consistent with the
observation that the quasi-steady state flow of the single species model is different
than the multi-species case.
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Figure 4.1: The average velocity magnitude inside the convection zone (R < 7.47 ×
1010 cm) for the single species (gray) and multi-species (black) simulations.

We point out here that the single species model does not reduce the computa-
tional cost of the simulation. The computational time required to evolve the simula-
tion through the extended adjustment period required to reach a quasi-steady state
has already required over 200,000 CPU hours and without yielding usable data for
analysis. For comparison, the multi-species simulation reached a quasi-steady state
after about 130,000 CPU hours of simulating.

The omission of radiation in our simulations limits the total possible simulation
time because radiation provides a mechanism for slowly removing heat from the core.
Also taking into account the computational expense, the single species model was not
pursued any further.

4.3 Convective stability

In this section we examine the convective stability profile realized in our full sphere
simulations and determine how well the octant simulation matches this profile. We
follow the traditional “nabla” notation and define

∇ =
d lnT

d ln p
, ∇ad =

d lnT

d ln p

∣∣∣∣
ad

, ∇µ =
d lnµ

d ln p
, (4.1)
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Figure 4.2: The lateral average of the entropy in the single and multi-species simula-
tions at simulation time 2.4 × 107 s. In the top plot, the two profiles are so similar
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the convection zone.
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where ∇ is the gradient achieved in the star, ∇ad is the derivative taken along an
adiabat, and ∇µ is the mean molecular weight gradient achieved in the star (note that
in previous sections we have used Ā = µ, but we switch notation here for consistency
with the literature). For convenience, we also introduce shorthand notation for some
thermodynamic derivatives:

χρ =
∂ lnP

∂ ln ρ

∣∣∣∣
T,µ

, χT =
∂ lnP

∂ lnT

∣∣∣∣
ρ,µ

, χµ =
∂ lnP

∂ lnµ

∣∣∣∣
ρ,T

.

Two convective stability criteria are used in one-dimensional stellar evolution
codes to determine the extent of the convection zone. The Schwarzschild criterion for
stability,

∇ < ∇ad , (4.2)

is used in cases where composition gradients can be neglected. If composition gradi-
ents are present, their effect on convective stability must be taken into account, and
the Ledoux criterion,

∇ < ∇ad −
χµ
χT
∇µ = ∇L , (4.3)

applies. The case where one criterion is satisfied but the other is not is referred to as
semiconvection.

We compute ∇ and ∇µ using centered finite differences of the laterally averaged
thermodynamic variables. The adiabatic temperature gradient, ∇ad, depends solely
on the thermodynamics of the equation of state, and so we must compute it using
values returned by our EOS. With this in mind, we rewrite the expression for ∇ad,
starting by making use of the three adiabatic exponents, which relate the differentials
along an adiabat. The adiabatic exponents are defined as (see, e.g., [111])

Γ1 =
d ln p

d ln ρ

∣∣∣∣
ad

,
Γ2 − 1

Γ2

=
d lnT

d ln p

∣∣∣∣
ad

= ∇ad , Γ3 − 1 =
d lnT

d ln ρ

∣∣∣∣
ad

. (4.4)

Our EOS returns the thermodynamic derivatives of p (i.e., the χs) and Γ1, but not
the other two Γs, so we use the relations

Γ1

Γ3 − 1
=

Γ2

Γ2 − 1
=

χρ
Γ3 − 1

+ χT , (4.5)

to get

∇ad =
Γ1 − χρ
χTΓ1

. (4.6)

Again, we laterally average the thermodynamic variables first and then use the EOS
to obtain the above derivatives.

Figure 4.3 shows the convective stability of the simulation at time T = 2.1 ×107 s.
The Schwarzschild and the Ledoux criteria agree in the bulk of the convection zone.
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However, a semiconvective region has developed next to the boundary. The semicon-
vective region extends from a radius of about 6.8×1010 cm to the original convection
zone boundary in both simulations. Once a quasi-steady state has been achieved in
the simulations, the extent of the semiconvective region is not observed to migrate
any farther into the convection zone over the rest of the simulation, nor does the sta-
bility increase. There are also semiconvection zones in the steep gradient region. The
octant simulation reproduces the location of the boundaries and the stability in the
bulk of the convection region with high accuracy. However, the octant diverges from
the full sphere results at the center of the star, where the reflecting boundary condi-
tions are likely influencing the simulation. The octant simulation also shows greater
stability (according to the Ledoux criterion) in the semiconvective region abutting
the convection zone boundary.

Figure 4.4 shows the radial velocity in the x-y plane at simulation time T =
2.13 × 107 s for the full sphere simulation. The gray and black lines represent the
extent of the convection zone as determined by the Ledoux and Schwarzschild criteria,
respectively. As expected, the flow in the semiconvective region is strongly influenced
by the gravity waves (see, e.g., [78]). This feature of the flow in the semiconvective
region is observed throughout the full sphere simulation, and the octant simulation
reproduces this behavior.

4.4 Flow morphology

In this section we qualitatively examine the flow morphology observed in our
numerical simulations. We first present the results of our full sphere simulation and
then compare the octant simulation results to the flow observed in the full sphere
case.

4.4.1 Full sphere

We begin the discussion of our results with the full sphere simulation. We present
two-dimensional slices of the velocity field in Figures 4.6 and 4.7, and contour plots in
Figures 4.8-4.10. The data are shown at several simulation times separated by about
3 × 106 seconds. This time interval is on the order of a convective turnover time,
τc = 2.5× 106 seconds.

We discuss dynamics of the layer on top of the convection zone before discussing
the convection zone in detail. We begin with the caveat that because radiation is not
modeled, excess heat could be building up in this region. The inclusion of radiation
could significantly affect the motions in this region by altering the temperature, the
temperature gradient, and damping the gravity waves. Thus, this discussion is to
describe our observed simulation results and show that they are consistent with the
modeled physics.
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Figure 4.3: The convective stability in the full sphere (black) and octant (gray)
simulations at T = 2.1 ×107 s. We plot ∇ad − ∇ and ∇L − ∇, and so positive
values represent convective stability. The top plot shows the entire valid region of
the simulation, and the bottom plot shows a close up on the region representing the
original extent of the convection zone.
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Figure 4.4: The radial velocity in the x-y plane at T = 2.1×107 s. The gray
(black) line denotes the extent of the convection zone as determined by the Ledoux
(Schwarzschild) criterion. Note that the flow in the semiconvective region (between
the lines) shows significant correlation with the motions in the stable region.
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As can be seen in the two-dimensional figures (Figures 4.6 and 4.7), the largest
amplitude motions in the simulation are the gravity waves lying just outside the
convection zone. The gravity waves begin at a radius of about 7.5 × 1010 cm and
quickly decrease in amplitude outside the steep gradient region, which ends at a
radius of about 11 × 1010 cm. The effect of the sponge can be seen further out at a
radius of about 13 × 1010 cm, where the lower amplitude waves taper off. We note
that the gravity waves seen in our simulations are much stronger than those reported
in previous studies because the entropy gradient is much steeper in our model, and
the magnitude of the entropy gradient is directly proportional to the strength of the
gravity waves (see discussion at the beginning of Section 3.2.3).

The gravity waves in our system also exhibit a much shorter timescale than the
convective motions. Movies of the simulation show these high velocity flows occa-
sionally penetrating short distances into the convection zone, but the dynamics of
the convection zone seem largely unaffected by these intrusions.

The maximum frequency of gravity waves is a function of the fluid stratification
and is given by N , the buoyancy frequency, or Brunt-Väisälä frequency. It is defined
by

N2 = − gχT
χρHp

(
∇ad −∇−

χµ
χT
∇µ

)
, (4.7)

where Hp is the pressure scale height defined by H−1
p = −d ln p/dr. The buoyancy

frequency can be derived by assuming small adiabatic displacements of fluid parcels,
i.e. the linear asymptotic limit (see, e.g., [50]). Figure 4.5 shows the time averaged
buoyancy frequency (squared) computed from our simulation. The peak value of N2

is about 1.8×10−6 rad2/s2, correlating with a period of 4700 s. The gravity wave
spectrum in our non-linear simulation is not analytically computable, but should still
obey the frequency (or period) limit set by N . The estimated period of the gravity
waves obtained from observing animations of the radial velocity is 6000s, and is indeed
larger than the expected minimum.

The amplitude of the gravity waves depends on the energetics associated with
low frequency perturbations to the interface generated by the large jet that emerges
from the core and the stiffness of the interface. There is not a clear way to estimate
how much energy the jet imparts to the interface. However, considering the simple,
one-dimensional, linear case offers an order of magnitude estimate of reasonable ve-
locities. In the simple model, the velocity of a gravity wave is given by the frequency
of the wave multiplied by some initial displacement. In our simulation, this displace-
ment would be provided by the collision of convecting parcels with the boundary, or
convective overshoot. Given the estimated observed frequency of 1.05 × 10−3 s and
the peak RMS velocity magnitude in the gravity wave region of 2.23 × 105cm s−1, a
simple estimate for the necessary displacement is 2 × 108 cm. This displacement is
below the resolution of our simulation and would therefore not be observable. Ex-
actly how much convective overshoot should occur is a topic of debate. We note that
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Figure 4.5: The square of the buoyancy frequency at time T = ×107 s.

this displacement is well below the upper limit of 0.2Hp = 7×109 cm provided by
comparisons of stellar evolution models with observations of star clusters [104, 88].

The radial velocity in the convective region in Figures 4.6 and 4.7 shows a flow that
travels through the center of the star and rises in a large plume up to the convection
zone boundary, where it encounters the stiff resistance of steep composition gradients.
The flow is deflected by the stiff boundary and transitions to a circumferential flow
that travels along the convection zone boundary. The azimuthal velocity (4.6(b) and
4.7(b)) shows a large scale recirculation flowing along the convection zone boundary
moving away from the area where the plume seen in the radial velocity plot encounters
the convection zone boundary. The recirculation then meets at the opposite end of
the convection zone, about 180◦ from the orientation of the plume.

Figures 4.6(c) and 4.7(c) show the polar velocity in the plane defined by the
normal θ = 45◦, φ = 90◦, where θ is azimuthal coordinate, measured as the angular
distance from the positive x-axis, and φ is the polar coordinate, measured from the
positive z-axis. This plane was chosen because it roughly coincides with the center
of the plume in the azimuthal coordinate. The flow in the polar coordinate direction
shows a similar picture to the azimuthal velocity, although the flow is somewhat more
complex and the visual interpretation is complicated by the discontinuity along the z-
axis. The flip in the direction of the flow seen at about 90◦ counterclockwise from the
positive z-axis in both figures suggests that the plume is roughly centered in the x-y
plane. Recirculation along the boundary can be seen emanating from that location
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(a) Radial velocity

(b) Azimuthal velocity (c) Polar velocity

Figure 4.6: Two-dimensional slices showing components of the velocity field at
T=2.1 × 107 s. The radial and azimuthal components are shown in the x-y plane,
and the polar velocity is shown in the plane defined by the normal θ = 45◦, φ = 90◦,
where θ is the angular distance from the positive x-axis in the x-y plane and φ is the
angular distance from the positive z-axis. The black line represents the convection
zone boundary.
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(a) Radial velocity

(b) Azimuthal velocity (c) Polar velocity

Figure 4.7: Two-dimensional slices showing components of the velocity Figure 4.6, at
later time T=2.4× 107 s.
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(a) 0◦ (b) 72◦

(c) 144◦ (d) 216◦

Figure 4.8: Contours of the radial velocity at time 2.1×107 s. The sequence starts in
(a) with the y-axis pointing towards the viewer. Between each snapshot, the image is
rotated 72◦ counter-clockwise about the vertical. Contours of 1× 105, 8× 104,−8×
104,−1 × 105cm s−1 are shown as red, pink, light blue, and dark blue, respectively.
The pink and light blue contours are somewhat transparent so that underlying higher
velocity contours can be seen. Notice the complex structure of the isosurfaces and
the asymmetry in the flow out of verses into the center of the star.
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(a) 0◦ (b) 72◦

(c) 144◦ (d) 216◦

Figure 4.9: Contours of the radial velocity as in Figure 4.8 at later time 2.4× 107 s.
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in both figures. However, there is not a clear meeting point of the recirculating flow
as seen in the azimuthal velocity. This is likely due to the geometry of the plume.

Three-dimensional contour plots of the radial velocity are shown in Figures 4.8
and 4.9, at the same simulation times as the two-dimensional slices, 2.1 × 107 and
2.4 × 107 s. The red and pink contours represent radially outward flow, and the
light and dark blue contours represent inward flow. Only the data inside a radius of
6.5×1010 cm is included so that the inner convection zone can be clearly seen without
being obscured by the high amplitude dynamics at the convection zone boundary. The
contours are shown from four different angles to help portray the three-dimensional
structure.

The contour plots are consistent with the picture gleaned from the two-dimensional
plots. Both plots show a large plume with slower flow moving back in towards the
center of the star. The blue contours showing the large magnitude radially inward
flow occupy a significantly smaller volume fraction of the convection zone than the
radially outward plume (red contours) in all the Figures. Figure 4.9 shows a region
of more concentrated inward velocity at roughly 180◦ from the rising plume, creating
a more symmetric, dipolar-like flow.

Examining the flow after it has been separated into components could potentially
change the qualitative interpretation compared to the picture presented by the full
velocity field. However, examinations of contour plots of the magnitude of the velocity
and vector plots of the velocity field confirm the qualitative picture of the flow as
one that is largely characterized by a large scale plume with recirculation along the
boundary and slower flow back towards the center of the star. These plots are most
informative when rendered on a computer in three dimensions and the viewer can
freely rotate the image to see it from many different angles. Such analysis shows that
the majority of large magnitude flows in the convection zone are either coincident with
the radial flow or located in a layer close to the convection zone boundary, indicative
of the angular recirculating flow.

To finish the discussion of flow morphology in the full sphere simulation we com-
ment on the lifetime of the flow features. Comparing the two time slices imaged in the
plots (Figure 4.6 vs. 4.7, and Figure 4.8 vs. 4.9) shows that the large scale features of
the flow do not change greatly in 3× 106 s, i.e. on the order of a convective turnover
time. Figure 4.10 shows a time sequence of radial velocity contours. The plume pre-
cesses towards the positive y-axis and the smaller scale features of the plume evolve.
While there are changes in the flow, the main qualitative feature of a large plume
centered roughly in the x-y plane remains the same, and the volume of the plume
also appears roughly constant over time. The long lifetime of the plume creates a
marked anisotropy in the flow that can be seen in the statistics presented later in this
chapter.

The flow morphology observed here is in good agreement with previous three-
dimensional studies. As with previous non-rotating full sphere simulations of convec-
tion, the velocity field in the convection zone is characterized by a single large scale
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(a) T = 2.4× 107 s (b) T = 2.7× 107 s

(c) T = 3.0× 107 s (d) T = 3.3× 107 s

Figure 4.10: Contours of the radial velocity at four times. Contours of 1 × 105, 8 ×
104,−8 × 104,−1 × 105cm s−1 are shown as red, pink, light blue, and dark blue,
respectively. The pink and light blue contours are somewhat transparent so that
underlying higher velocity contours can be seen. In these plots, the y-axis is pointing
out towards the viewer.
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plume [63, 113, 85, 53]. The observed gravity waves throughout the region above the
convection zone in our simulation are also consistent with the behavior seen in other
simulations including stable regions [23, 77, 83, 81].

4.4.2 Octant

In this section we examine how well the flow morphology in an octant simulation
reproduces the full sphere results presented in the previous section. The octant do-
main reduces the computational expense of the simulation by a factor of 8. If the flow
can be accurately reproduced on this reduced domain, it offers the ability to allow for
higher resolution studies than would be possible with a full sphere simulation. For
visualization purposes, we reflect the octant around the origin to produce full sphere
images. The actual simulation domain is the first octant, i.e., only positive x, y and
z coordinates.

We begin by comparing two-dimensional slices of the velocity field (Figures 4.11
and 4.12) to the full sphere results. The flow in the stably stratified region agrees
well with the full sphere results, as would be expected given that the scale of the
characteristic features in that region is small compared to size of the octant domain.

The flow in the unstably stratified region is incapable of reproducing what was
seen in the full sphere with complete accuracy since the dominant features of the full
sphere convective flow cannot be represented in less than a 360◦ domain. However,
the octant is capable of reproducing some of the features of the full sphere flow. The
radial velocity is dominated by large scale features and shows high magnitude flow
moving out from the center of the star with smaller magnitude flow moving back
inwards. Also, a recirculation is visible in the angular flow.

While the full sphere flow shows a single plume, the octant results (see Figures
4.11(a) and 4.12(a)) show a radial flow field dominated by two large scale plumes,
where the second plume is dictated by the symmetry of the octant geometry. The
plume lies predominately along the y-z plane, where we have enforced reflective
boundary conditions. Previous simulations using reflective side walls have also found
that plumes favor these boundaries [28]. The observed increased likelihood of the
plume to lie along the reflecting boundaries is not a desirable feature of the octant
simulation, since this creates a preferred direction for the plumes that does not exist
in the full sphere case.

The polar velocity component of the flow is similar to that seen in the full sphere
azimuthal flow. Figures 4.11(c) and 4.12(c), in which the polar velocity lies in the
plane, shows a recirculation along the convection zone boundary. At both times, the
polar component of the flow close to the convection zone boundary moves along the
boundary, flowing away from the z-axis, i.e. the location where the plume impacts the
convection zone boundary, and towards the equator. However, unlike the full sphere
case where the recirculation can encounter itself (see Figures 4.6(b) and 4.7(b)), in
the octant simulation, this recirculation interacts with the reflecting boundary.
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(a) Radial velocity

(b) Azimuthal velocity (c) Polar velocity

Figure 4.11: Two-dimensional slices showing components of the velocity field at
T=2.1 × 107. s The slice plane is defined by the normal θ = 135◦, φ = 90◦, where θ
is the angular distance from the positive x-axis in the x-y plane and φ is the angular
distance from the positive z-axis. The vertical axis in these plots corresponds to the
z-axis. These images have been cropped to focus on the simulation region inside the
sponge. The black line represents the convection zone boundary.
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(a) Radial velocity

(b) Azimuthal velocity (c) Polar velocity

Figure 4.12: Two-dimensional slices showing components of the velocity field in Fig-
ure 4.11, at later time T=2.4× 107 s.
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(a) 0◦ (b) 72◦

(c) 144◦ (d) 216◦

Figure 4.13: Contours of the radial velocity at time 2.1×107 s. Between each snapshot,
the image is rotated 72◦ counter-clockwise about the vertical. Contours of 1×105, 8×
104,−8×104,−1×105cm s−1 are shown as red, pink, light blue, dark blue, respectively.
The pink and light blue contours are somewhat transparent so that underlying higher
velocity contours can be seen. In the first image (a), the z-axis is pointing out of the
page.
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(a) 0◦ (b) 72◦

(c) 144◦ (d) 216◦

Figure 4.14: Contours of the radial velocity as in Figure 4.13 at later time 2.4×107 s.
Here the plume lies predominately along the y-z plane with a portion along the x-z
plane.
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The azimuthal flow also shows a recirculation that is similar to the full sphere
results; however, the flow is again limited by the size of the octant domain and
cannot reproduce a flow of the same length scale as that seen in the full sphere
simulation. The azimuthal velocity plots, Figures 4.11(b) and 4.12(b), show flow
moving into/out of the page. Thinking in terms of only the simulated octant and
thus just the first quadrant of the two-dimensional plots, the plume (which largely
lies along the positive y-z plane, as can be seen in Figures 4.13 and 4.12(b)) is located
behind our slice. Thus, at both times the flow is traveling away from the plume at
the top of the domain and then back toward the plume close to the equator, showing
the expected recirculation given the domain size.

Contour plots of the radial velocity show that the spatial scale of a plume in the
octant simulation is similar to that of the full sphere case. However, the octant does
not completely reproduce the long time scale of the large scale features of the plume
that is seen in the full sphere case. A contour plot of the radial velocity at time
2.1 × 107 s (Figure 4.13), shows the plumes lie along the y-z plane. By 2.4 × 107 s
(see Figure 4.14) the plume has spread out into the x-y plane slightly and has grown
in spatial scale, but is still predominately aligned with the y-z plane. A further time
sequence of radial contour plots (Figure 4.15) shows that the plumes precess faster
and their spatial scale varies more than what is seen in the full sphere case. As in
the full sphere simulation, examining the magnitude of the velocity together with the
radial velocity shows that the largest magnitude velocities in the convective region are
predominately aligned with the plumes or located in a layer close to the convection
zone boundary.

We further investigate to propensity of the plume to lie coincident with the re-
flecting boundaries. This is a feature that inhibits the octant from reproducing the
full sphere flow by creating a preferred direction for the plume, and thus should be
considered when attempting to use a reduced domain with reflecting boundaries in
place of a full simulation. Examining movies of radial velocity contours shows that the
plumes continually favor the coordinate planes. In a coarse resolution movie, with
a frame about every 1.9×105 s of simulation time, covering the time from 2.1–3.3
(×107 s), the plume is always observed to lie along the coordinate planes. The plume
frequently has a strong component aligned with a coordinate axis, and sometimes
spans 45◦, connecting with two axes at the same time.

The flow field we observe in the octant simulation is consistent with what would
be expected from previous three-dimensional studies. Previous research in reduced
domains has found that the convective flow is dominated by low order (with respect
to the domain size) modes in both planar [28, 26, 100, 89, 90] and spherical geometries
[83, 81, 77]. Similarly, what we find in our octant simulation is that the lowest order
modes permitted by the octant domain dominate the convective flow field.
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(a) T = 2.4× 107 s (b) T = 2.7× 107 s

(c) T = 3.0× 107 s (d) T = 3.3× 107 s

Figure 4.15: Contours of the radial velocity at four simulation times. Contours of
1 × 105, 8 × 104,−8 × 104,−1 × 105cm s−1 are shown as red, pink, light blue, and
dark blue, respectively. The pink and light blue contours are somewhat transparent
so that underlying higher velocity contours can be seen. In these plots, the x and y
axes are pointing out towards the viewer.
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Figure 4.16: Spatially averaged velocity in the convective region (R < 7.47×1010 cm).

4.5 Statistical properties

This section discusses statistical properties of the flow for the full sphere and
octant simulations. We first report the convective velocities and the thermodynamic
fluctuations. We then examine the kinetic energy spectrum and give the integral
length scale and turbulent intensity computed for both simulations.

4.5.1 Convective velocity

In this section we discuss the convective velocity. To compute the average velocity
magnitude in the convective region, we use a radial cutoff of R = 7.47 × 1010 cm
for the spatial average in order remove influence from the convection zone boundary
dynamics and thus, get the value for the bulk of the convective region. Time averaging
over 1.5 × 107 s, starting at simulation time 1.75 × 107 s, yields an average velocity
magnitude of 59900 cm s−1 for the full sphere. The octant reproduces this fairly well,
showing an average velocity magnitude of 51600 cm s−1, a value about 14% smaller
than the full sphere case. Both simulations maintain a Mach number that is less than
0.02 at all times.

Figure 4.16 shows the spatially averaged velocity magnitude in the convective
region over the course of the simulations. The octant simulation shows qualitative
differences from the full sphere results: lower convective velocities along with greater
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Figure 4.17: Nuclear energy generation rate in the full sphere and octant simulations.

intermittency. The reason for this is not clear. Differences in the modeled nuclear
energy generation rate are not likely the cause, as the octant value is slightly higher
than the full sphere value during quasi-steady state convection (see Figure 4.17). We
attribute the small change in the nuclear energy generation rate of less than 0.05%
over the course of the simulation to the star slowly adjusting itself to a thermally
relaxed state in three dimensions. Achieving a thermally relaxed simulation is not
possible, since the thermal timescale of the star is on the order of 106 years. While, in
reality, the star would be in a thermally relaxed state, since both of our simulations
are in a similar state, they can still provide an indication of how the flow is affected
by a reduced domain.

Returning to possible causes for the decreased convective velocity in the octant
simulation, we consider the interior, reflective boundaries. However, previous research
suggests this is not the cause of our observed lower velocities. Fluid interaction with
the reflective boundaries has been shown to increase convective velocities when used
at the top and bottom boundaries [94, 41, 54]. Reflective side boundaries have been
successfully used in three-dimensional simulations of convection prior to the core
helium flash, and comparative two-dimensional simulations found that reflective side
boundaries increase convective velocities on a domain of 120◦ in angular extent, but
are fine for domains encompassing 180◦ [83].
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Figure 4.18: Time averaged convective enthalpy flux.

4.5.2 Convective enthalpy flux

The convective motions in the core serve to transport the energy generated by
nuclear reactions outward. The rate at which convective transports energy in the
radial direction is given by FC = ρcpT ′u′r, where the prime indicates the fluctuating
part. Figure 4.18 shows the convective enthalpy flux averaged over 1.2×107 s, taking
steps of about 3.75× 104 s. In the bulk of the convection zone, were radiation can be
reasonably neglected, we find that the octant simulation differs from the full sphere
result by less than 30%.

The enthalpy flux in the gravity wave region (7.6 × 1010 < R < 1.05 × 1010 cm)
is obscured by a large amount of statistical noise. This noise would be reduced
by performing a finer and/or longer time average. However, our simulation data,
which was gathered with the intent of examining convective motions, does not span
a long enough time at a fine enough temporal resolution to converge the average in
the gravity wave region. Nevertheless, the results do show that there is convective
energy transport above the Schwarzschild radius. Since our simulations have neglected
radiation, our results suggests that energy must be building up in this region. Thus,
the inclusion of radiation in the simulation could affect the results in this region in a
non-trivial manner.
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4.5.3 Thermodynamic fluctuations

The root mean square (RMS) fluctuations in the density, pressure, temperature,
and the mass fraction of hydrogen are shown in Figures 4.19–4.21. The data have
been coarsely time averaged over 1.5×107 s, taking steps of 3×106 s between data
points. All the thermodynamic fluctuations remain less that 1% overall, and less
than 0.1% in the convective region, for both the full sphere and octant simulations.
The largest fluctuations are seen in the region containing the strong gravity waves,
however the octant simulation results differ from the full sphere case by less than
factor of a half.

Inside the convection zone, the octant simulation shows larger density fluctuations
at the center of the star, perhaps due to the reflective boundary conditions (see Figure
4.19). At the very center, the octant density fluctuations are almost a factor of
two larger than that of the full sphere simulation. The pressure fluctuations in the
convective region are quite similar in the two simulations. The temperature and mass
fraction fluctuations are smaller in the octant simulation throughout the majority of
the convective region, with a maximum difference of about a factor of a half.

4.5.4 Energy spectrum

In this section, we give kinetic energy spectra, or simply energy spectra, computed
from our simulations. The energy spectrum is defined by

Ei(k) =
1

Ω

∫
S(k)

1

2
Û(k) · Û∗(k) dS (4.8)

where U is the velocity field and Û denotes its Fourier transform. Also, Ω is the
volume of the domain in physical space, the domain of the integral, S(k), is the
spherical surface defined by |k| = k, and ∗ denotes the complex conjugate. The
energy spectrum relates the kinetic energy contained in the flow to physical length
scales. For the plots in this section, we decompose the velocity field into Cartesian
components (Ux, Uy, and Uz), and also spherical components, given by

Ur =
xUx + yUy + zUz

r
, Uθ =

−yUx + xUy
R

, Uϕ =
xzUx + yzUy −R2Uz

rR
, (4.9)

where r2 = x2 + y2 + z2 and R2 = x2 + y2, and display the energy spectra in terms of
these components. To make comparison to the characteristic k−5/3 scaling of turbu-
lence clearer, we plot compensated energy spectra, k5/3E(k), so that well developed
turbulence will appear as a flat line.

Figure 4.23 shows Er, the kinetic energy contained in radial motions, computed
from three regions of the star in the full sphere simulation: the central convective
region (R < 6 × 1010 cm), the entire convective region (R < 7.6 × 1010 cm), and
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Figure 4.19: The RMS density fluctuations, normalized by the laterally averaged
density.
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Figure 4.20: The RMS pressure fluctuations, normalized by the laterally averaged
pressure.
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Figure 4.21: The RMS temperature fluctuations, normalized by the laterally averaged
temperature.



108

0

0.001

0.002

0.003

0.004

0.005

0.006

0.007

0.008

0 5 10 15 20

X
′ H

radius (1010 cm)

full
octant

0

0.0001

0.0002

0.0003

0.0004

0.0005

0.0006

0 1 2 3 4 5 6 7

X
′ H

radius (1010 cm)

full
octant

Figure 4.22: The RMS fluctuation in the mass fraction of hydrogen, normalized by
the laterally averaged value.



109

10

100

1000

10000

100000

1e+06

1e+07

1e+08

1e+09

1e+10

1 10 100 1000

C
om

p
en

sa
te

d
K

in
et

ic
E

n
er

gy
D

en
si

ty

Wavenumber

7.6× 1010 < R < 13× 1010

R < 7.6× 1010

R < 6× 1010

Figure 4.23: The radial velocity component of the compensated energy spectrum
(k5/3Er) for the full sphere simulation. We show the spectra computed from three
spatial regions in the simulation, the data in the stably stratified region (7.6× 1010 <
R < 13 × 1010 cm), data inside a radius of R < 7.6 × 1010 cm, and data inside
R < 6.0× 1010 cm. The turn-up of the spectrum at large wavenumbers is due to the
step-function cut-off employed to exclude data outside the desired region.

the stably stratified region (7.6 × 1010 < R < 13 × 1010 cm). The up-turning tail
at high wavenumbers is a numerical artifact due to the step-function cutoff used to
zero regions of the domain for the purposes of obtaining the spectrum from only
a specific region. The stable region spectrum is dominated by the signal from the
large amplitude gravity waves, and thus does not display the characteristic scaling
of turbulence. As Figure 4.23 shows, the large amount of kinetic energy contained
in the gravity wave motions in the stable layer would overwhelm the signal from the
convective motions in a full domain spectrum. Thus, this region must be removed
from the analysis domain in order for the features of the convective motion to be
visible, and we compute the spectrum for the convective region separately for all of
the spectra shown in this section.

The spectrum taken from only data in the convective region exhibits well-developed
turbulence; the profiles are basically flat in the wavenumber range from about 10 to
100 (see Figure 4.23). The Er profile from the subregion containing the entire convec-
tion zone shows two pronounced peaks, one around wavenumber 4-5, corresponding
to a length scale of 1011 – 8 × 1010 cm, and another around wave number 10, or a
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wavelength of 4 × 1010 cm. The spectrum of only the inner 6 × 1010 cm of the star
lacks the second peak, but retains the first one with little attenuation. We correlate
the first peak with the large scale plume seen in the plots in the previous section. The
dominance of the wavelengths longer than the radial extent of the convection zone
suggests that flow through the very center regions of the star is an important feature
of the flow.

Figures 4.24 and 4.25 show the compensated energy spectra for the full sphere
simulation at two simulation times, 2.1 × 107 and 3.3 × 107 s. Note the consistency
of the features in the energy spectrum between the two time slices shown, which
are separated by almost 5 convective turnover times. The radial velocity component
maintains the two peaks seen earlier. The energy contained in angular motions shows
an asymmetry between the azimuthal and polar components. The reason for the
asymmetry in Eθ and Eφ at low wavenumber is not clear, but is consistent with the
differences seen in the flow morphology. We identify the peaks in Eθ, the first at a
wavenumber of about 2-3 and the second at about 6, with large scale recirculation,
as seen in Figure 4.6 and 4.7.

The spectra displayed in Cartesian components shows that at low wavenumbers,
more energy is contained in motions along the x and y coordinates, indicative of the
large-scale plume roughly centered about the x-y plane seen earlier in Figures 4.6-
4.10. At time 2.1 × 107 s, the plume appears oriented about halfway between the
+y and −x axes, and the energy spectrum shows about equal amounts of energy is
contained in motions along these two coordinate axes (i.e. Ey and Ex are roughly
equivalent) at low wavenumbers. By time 3.3 × 107 s, the plume has shifted to be
oriented about the y axis (Figure 4.10), and the energy spectrum shows an increase
in Ey over Ex.

For the octant simulation, we compute the energy spectrum of the data that has
been reflected to produce a full sphere. The spectra are shown in Figures 4.26 and
4.27, and display well-developed turbulence. Viewed in spherical coordinates, the
octant spectra are missing some of the prominent features seen in the full sphere
case. Er does not show consistent peaks as in the full sphere case; at the earlier
time, Er peaks at wavelengths of about 4.4× 1010 cm and at the later time at about
8 × 1010 cm. The octant simulation does not show a pronounced peak in energy
contained in angular motions as seen in Eθ in the full sphere case.

At long wavelengths, the spectrum in Cartesian coordinates is also significantly
anisotropic. However, at time 2.1× 107 s, the spectrum does not show the partition
of energy in the coordinate directions that would be expected from the plumes. The
plumes lie in the y-z plane, roughly centered on the z axis. However, Ex and Ez are
about equivalent at long wavelengths, with Ey containing less energy. This is perhaps
due to large scale recirculation away from the plumes, which would create a significant
velocity component in the x-direction given that the plume is along the y-z plane. At
the later time, the energy spectrum is more consistent with the flow morphology seen
in the previous section. At this time, the plume is still largely along the y-z plane,



111

10000

100000

1e+06

1e+07

1e+08

1 10 100 1000

C
om

p
en

sa
te

d
K

in
et

ic
E

n
er

gy
D

en
si

ty

Wavenumber

k5/3Er
k5/3Eθ
k5/3Eφ

(a) T = 2.1× 107 s

1000

10000

100000

1e+06

1e+07

1e+08

1 10 100 1000

C
om

p
en

sa
te

d
K

in
et

ic
E

n
er

gy
D

en
si

ty

Wavenumber

k5/3Er
k5/3Eθ
k5/3Eφ

(b) T = 3.3× 107 s

Figure 4.24: Compensated turbulent energy spectrum for the full 360◦ simulation in
spherical coordinates. Only data inside the convection zone (R < 7.6 × 1010 cm)
are included. The turn-up of the spectrum at large wavenumbers is due to the step-
function cut-off employed to exclude the data outside the convection zone.
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Figure 4.25: Compensated turbulent energy spectrum for the full 360◦ simulation in
Cartesian coordinates. Only data inside the convection zone (R < 7.6 × 1010 cm)
are included. The turn-up of the spectrum at large wavenumbers is due to the step-
function cut-off employed to exclude the data outside the convection zone.
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Figure 4.26: Compensated turbulent energy spectrum for the octant simulation in
spherical coordinates. Only data inside the convection zone (R < 7.6 × 1010 cm)
are included. The turn-up of the spectrum at large wavenumbers is due to the step-
function cut-off employed to exclude the data outside the convection zone.
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Figure 4.27: Compensated turbulent energy spectrum for the octant simulation in
Cartesian coordinates. Only data inside the convection zone (R < 7.6 × 1010 cm)
are included. The turn-up of the spectrum at large wavenumbers is due to the step-
function cut-off employed to exclude the data outside the convection zone.
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time (107 s) lx (1010 cm) ly (1010 cm) lz (1010 cm)

full sphere

2.1 1.7 2.0 1.4
2.4 1.5 2.0 0.92
2.7 1.1 2.4 0.98
3.0 1.2 2.5 0.97
3.3 1.0 2.3 0.92

average 1.3 2.2 0.97

octant

2.1 0.85 0.67 1.1
2.4 0.93 0.70 1.4
2.7 1.0 0.78 1.4
3.0 0.86 1.3 0.97
3.3 0.59 1.1 0.87

average 0.85 0.91 1.1

Table 4.1: Integral length scale in the x, y, and z directions.

and Ey and Ez are roughly equivalent, with Ex containing less energy.

4.5.5 Integral length scale

The integral length scale gives the distance over which velocities are apprecia-
bly correlated. To determine the integral length scale in the convective core, the
longitudinal correlation functions were evaluated for the Cartesian components of
the velocity field, where the (second-order) velocity correlation function (two-point,
one-time) is defined as

Qij(r, t) =
1

Ω

∫
Ω

Ui(x, t)Uj(x + r, t) dx (4.10)

where r denotes the separation vector. The integral length scale in the x direction,
for example, is then defined as the integral of the longitudinal velocity correlation
function

lx =
1

ǔ2
x

∫
Qxx(rex) dr, (4.11)

where ǔ is the RMS velocity.
By integrating each correlation (with any negative parts that occur at large r set

to zero), integral length scales for each component were evaluated and are given in
Table 4.1. The integral length scale is not equal in each of the coordinate directions, as
would be expected given the highly asymmetric large scale flow pattern that persists
throughout the simulation time analyzed (see Figures 4.10 and 4.15). For a majority
of the full sphere simulation, the plume is roughly aligned with the y-axis, and indeed,
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the integral length scale in the y-direction is longer than that of the other coordinate
directions. While the octant simulation displays significant anisotropy at a given
time, this feature in large degree does not persist under averaging. The averaged
octant data shows a lesser degree of anisotropy than seen in the full sphere.

Averaging the three coordinate integral length scales gives 1.5×1010 cm for the
full sphere and 9.7×109 cm for the octant. Overall, the octant value is 35% smaller
than the full sphere case.

4.5.6 Turbulent intensity

We define the turbulent intensity as the mean over the coordinate directions of
the RMS velocity component fluctuations:

ǔ′ =

√
1

3

(
ǔ′2x + ǔ′2y + ǔ′2z

)
.

We compute the turbulent intensity at 5 simulation times, with the results given in
Table 4.2. In average, the full sphere has a turbulent intensity of 3.79 × 104 cm s−1

and the octant simulation is about 12% lower, at 3.33 × 104 cm s−1. The turbulent
intensity broken into the coordinate directions shows a significant anisotropy in the
full sphere data. The fluctuations in the y-component of the velocity are larger than
the fluctuations for either the x or z-components. Recalling that the large plume seen
in the full sphere model spends the majority of the simulation time roughly aligned
along the y-axis, we associate the increased ǔ′y with the plume. While the octant
simulation shows significant anisotropy in turbulent intensity at a given time, this
feature largely averages out over the 1.2 × 107 s, as was the case with the integral
length scale.

4.6 Mixing at the convection zone boundary

In this section we look at the extent of mixing across the convection zone boundary.
We first discuss the traditional model of how mixing across the boundary proceeds,
i.e., convective overshoot, and then discuss the turbulent entrainment model, which
has a long history in geophysics but has only recently been proposed as the mechanism
operating in stars [77]. We use the turbulent entrainment model to compute the
expected entrainment rate, and then compare this to the amount of mixing observed
in our simulations. We must preface this discussion with a reminder that radiation
has been excluded from our simulations, and that the inclusion of radiative energy
transport could significantly alter the results presented here.

Before discussing the turbulent entrainment model, we first discuss the tradi-
tional picture of mixing at the convection zone boundary, convective overshoot. The
conceptual picture is one of rising convective parcels moving into the stable region
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time (107 s) ǔ′x(cm s−1) ǔ′y(cm s−1) ǔ′z(cm s−1) ǔ′(cm s−1)

full sphere

2.1 37105 42227 31712 37263
2.4 36718 41638 32110 37027
2.7 35300 46665 35746 39587
3.0 33910 44525 32871 37474
3.3 35368 44490 34353 38343

average 35680 43909 33359 37939

octant

2.1 32389 27092 34092 31333
2.4 34255 28814 37049 33547
2.7 31818 28301 38080 32982
3.0 34265 43563 31215 36725
3.3 32390 37072 29820 31692

average 33023 32968 34051 33256

Table 4.2: Turbulent intensity.

due to their momentum. The parcels thus mix with the stable layer, with the mix-
ing rate depending on the strength of the convective motions and the filling factor,
i.e., the fractional area occupied by rising plumes at the convection zone boundary
[99, 114, 93, 92, 56, 24, 97].

Recent work by Meakin & Arnett [77] argues that convective overshoot is not
an adequate model for what occurs in stars, and a better conceptual model exists.
Rather, they identify the process of turbulent entrainment as the primary mecha-
nism of mixing at the convective boundary. In the turbulent entrainment model, the
physical picture is of a density stratified environment wherein a turbulent layer abuts
a stably stratified layer, and turbulent kinetic energy does work against gravity to
draw material across the stability interface and into the turbulent region. In this
framework, mixing proceeds via fluid instabilities at the interface, such as shear in-
stabilities. Over time, the consequence of this mixing is that the stability interface
recedes and the extent of the turbulent region grows. The rate at which the interface
recedes is the entrainment rate (ue).

Turbulent entrainment has long been a topic of interest in fluid mechanics and
geophysics. The entrainment rate has been the subject of numerous studies, and
has generally been found to obey a power-law dependence on the bulk Richardson
number, Ri (see, e.g. [42]). The Richardson number is measure of the stiffness of the
boundary in relation to the strength of turbulence, and is defined as

Ri =
∆bL

ζ2
, (4.12)

where ζ is the scale of the velocity in the turbulent layer, usually taken to be the
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turbulent intensity next to the boundary, L is the length scale of turbulent motions,
usually taken to be the horizontal integral length scale near the boundary, and ∆b is
the relative buoyancy jump across the boundary. The relative buoyancy is defined as

b(r) =

∫ r

ri

N2dr , (4.13)

where ri is the radial location of the interface and N is the buoyancy frequency
The Richardson number can be thought of as something akin to the traditional

convective stability criteria. The Ledoux criterion is equivalent to the condition

N2 > 0 . (4.14)

Ignoring ∇µ in N2 results in the Schwarzschild criterion. While the Schwarzschild
and Ledoux criteria for convection are local criteria, Ri is non-local in nature. By
integrating over the buoyancy frequency, Ri factors in the width and stiffness of the
interface, in addition to incorporating the strength of turbulent motions near the
boundary.

The dependence of the turbulent entrainment rate on Ri is usually written as

ue
ζ

=
A

Rin
, (4.15)

where n is generally found to lie within 1 . n . 1.75. The entrainment efficiency, A,
varies significantly between studies, with values ranging from 1.60× 102 to 5× 10−4

in a review of reported values (up to 1991) [42]. More recent values are in the range
0.1 < A < 0.5 (e.g., [103, 30]) for equilibrium entrainment, meaning the turbulent
layer is in a quasi-steady state. Meakin and Arnett find best-fit values of n = 1.0±0.2
and (logA) = 0.03±0.4 from their three-dimensional simulations of convection during
core hydrogen burning and oxygen shell burning. Using ue, the rate of change in the
amount of mass in the turbulent region can be determined by

Ṁ = 4πr2
i ρi

ζA

Rin
. (4.16)

To investigate whether our simulation data agrees with the turbulent entrainment
model, we first compute Ri. To this end, must compute the buoyancy jump across the
interface. Following Meakin and Arnett, we determine the location of the interface
ri by using the radius of the maximum radial gradient of the hydrogen composition.
Numerically, we first laterally average the hydrogen mass fraction and then compute
the radial derivative using finite differences. We then compute N2(r) using equa-
tion (4.7) and laterally averaged simulation data. We integrate equation (4.13) to
get the relative buoyancy profile, and from that we determine the buoyancy jump
across the interface. Figure 4.28 shows the relative buoyancy profile for the full
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Figure 4.28: The relative buoyancy computed for the full sphere and octant simula-
tions at time 2.1× 107 s.

sphere and octant simulations early in the quasi-steady state phase of the simulation
(T=2.1 × 107 s). The offset in the octant profile with respect to the full sphere is
due to slightly different values of ri. The full sphere value is ri = 9.01× 1010 cm and
the octant value is less than 1% lower at 8.94× 1010 cm. Despite the shifted profiles,
the octant accurately reproduces the buoyancy jump across the interface found in
the full sphere case of ∆b = 3.0 × 104 cm s−2. Due to the stiffness of the boundary,
the buoyancy jump does not change (by any numerically significant amount) over the
course of the simulation.

The computed values for Ri is 3.1×105 for the full sphere simulation. The octant
simulation result is about 20% larger, with Ri = 3.7 × 105. Using n = 1.0 and
A = 1.1 from Meakin and Arnett, we find an entrainment rate of 0.13 cm s−1 for the
full sphere simulation. The expected entrainment rate for the octant is about 26%
smaller at 0.096 cm s−1. In both cases, the distance the boundary would move over
the course of our 1.2 × 107 s simulation is smaller than our grid resolution. While
this is not observable, the amount of mass entrained into the convection zone might
be measurable.

Before using equation (4.16) to compute the expected change in mass in the con-
vection zone, we focus on how we determine the location of the interface, and thus,
what values to use for ri and ρi in (4.16). First, we note that the extended stability
interface and the strong gravity wave dynamics present in our system are not features
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present in more standard entrainment studies. Given the extended interface, a single
location for the interface is a somewhat ill-defined concept. Using the radius of the
maximum radial gradient of the hydrogen composition for the radius of the interface
yields an interface location of about 9× 1010 cm—a location that is a significant dis-
tance from the edge of the convection zone, and in an area that is clearly dominated
by a different kind of dynamics than is occurring in the convective region. Using the
location where the behavior of the system transitions away from being dominated by
turbulent motions seems preferable, and thus we use the location of the convection
zone boundary, as determined by the Schwarzschild criterion, for the location of the
stability interface. This shift in how we determine the location of the interface does
not change any of the figures computed thus far; these values only depend on the
difference in buoyancy across the interface, which depends on the location of the top
and bottom of the interface, not the location we choose to define as “the” location of
the interface.

We choose to examine the mass of hydrogen present in the core rather than the
total mass. Since we are not modeling composition changes, any changes in the mass
of hydrogen must be due to mixing. We use 7.6 × 1010 cm as the location of the
interface, and for both simulations the laterally averaged ρXH = 1.19 g cm−3 at that
radius. Using equation (4.16), we find an expected increase in the mass of hydrogen
in the convection zone of 1.4×1029 g for the full sphere simulation. The expected
increase for the octant is about 30% smaller at 1.0×1029 g. Comparing the mass of
hydrogen inside the convection zone at T = 2.1×107 s with the value at 3.3×107 s, we
observe an increase of about 3.9×1029 g in the full sphere simulation. The observed
increase is only 5% smaller in the octant simulation at 3.7×1029 g. Our observed
results are within about a factor of 4 of the results expected from Meakin & Arnett’s
[77] parameterized entrainment law.

Figure 4.29 shows the mass of hydrogen inside the convection zone as a function
of time. Fitting the data to a linear profile gives a slope of 3.29± 0.03× 1022 for the
full sphere. The slope is 9% smaller in the octant case, with a value of 3.0±0.2×1022.
Then, again using equation (4.16), we get an entrainment rate of 0.38 cm s−1 for the
full sphere simulations. The entrainment rate in the octant simulation is 8% slower
than the full sphere case, with a value of 0.35 cm s−1. These values are within a
factor of 3 of the results expected from an entrainment law using the constants n
and A determined by Meakin & Arnett. Given the the large error present in A, our
results offer reasonable agreement with their parameterization of the entrainment law,
although the large uncertainty makes it difficult to conclude anything definitive.

Finally, we examine with plots of the hydrogen mass fraction. Figure 4.30 shows
the hydrogen mass fraction in the x-y plane for the full sphere simulation. The range
of values represented by the color palette has been reduced to highlight the small mass
fraction contrasts in the convective region. The material pulled into the convective
region appears to be largely associated with the recirculating flow, rather than the
plumes. Recall that at the first time shown, the plume occupies the second quadrant
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Figure 4.29: The total mass of 1H inside the convection zone (R < 7.6× 1010 cm) as
a function of simulation time.

of the plot and at the later time, the plume is centered about the y-axis. However,
the mass fraction plots show the majority of the mixing is not coincident with the
region where the plume encounters the convection zone boundary.

Figure 4.31 shows the hydrogen mass fraction for the octant simulation. At the
earlier time, the plumes lie along the z-axis, which is the vertical axis in 4.31(a). At
the later time, the plumes lie along the y-axis, which is the vertical axis in 4.31(b).
The mixing along the convection zone boundary does not reproduce the very inho-
mogeneous mixing seen in the full sphere simulation. The octant results show mixing
that is significantly more spatially consistent. However, as in the full sphere case,
the octant mass fraction plots show the majority of the mixing is not coincident with
the region where the plume encounters the convection zone boundary. These obser-
vations suggest that mixing across the convection zone boundary is strongly related
to shear instabilities at the interface and further corroborates the conclusion that the
turbulent entrainment model gives a good description of the mixing seen here.
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(a) 2.1×107 s

(b) 3.3×107 s

Figure 4.30: Mass fraction of H1 in the x-y plane for the full sphere simulation.
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(a) 2.1×107 s

(b) 3.3×107 s

Figure 4.31: Mass fraction of H1 for the octant simulation. In the top plot, the two-
dimensional plane shown is defined by the normal θ = 135◦, φ = 90◦, and the vertical
axis is the z-axis. In the bottom plot, the two-dimensional plane shown is defined by
the normal θ = 0◦, φ = 135◦, and the vertical axis is the y-axis.
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Chapter 5

Conclusion

In summary, we have used the new low Mach number code MAESTRO to simulate
core convection in a massive star. This involved using MAESTRO with novel spherical
geometry domain configurations, namely, with an octant domain and with the outer
boundary located in the interior of the star. The coupling of the radial base state to
the Cartesian full state created a surprising sensitivity to the location of the outer
boundary that ultimately required the use of a buoyancy cutoff and a sponge. We
have also extended MAESTRO to include two new models, a simplified two-dimensional
planar model and a single species model, which aided the exploration of using MAESTRO

for core convection in massive stars and will facilitate using MAESTRO for other new
applications.

Further, with the simplified two-dimensional model, we explored the numerical
computation of β0, the density-like variable that captures background stratification
in the velocity constraint. We found that the accuracy of β0 could be improved by
using 4th order averaging to cell centers, but that ultimately, this did not provide
enough of a difference to affect the resulting flow in a numerically significant way. We
conclude that the original method for computing β0 remains a good choice.

We have determined the key factors necessary to assure successful low Mach num-
ber modeling of core convection with significant compositional gradients: that the
initial model satisfies hydrostatic equilibrium discretely on the MAESTRO grid and have
a neutral stratification in the convective region, and that excited gravity waves are
reasonably resolved on the multidimensional grid. We then used MAESTRO to perform
three-dimensional simulations of core convection that examined the effects of using a
single species model or reducing the computational domain.

Using a single species model was found to actually increase the computational cost
of the simulation rather than decrease the cost because the single species system took
much longer to reach quasi-steady state convection. This was found to be due to the
fact that a single species model cannot effectively model mixing at the convection zone
boundary, where fluid of a differing composition is pulled into the convective region.
The single species approximation caused a change in the convective stability close to
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the convection zone boundary when compared to the multi-species simulation, and
this lead to different behavior in the convective region. Thus, we conclude that the
single species model is not a particularly useful tool for large scale simulations of core
convection once composition gradients appear, even if those gradients are not in the
convective region.

The simulation on the reduced, octant domain showed that while the flow morphol-
ogy was somewhat different than what is seen in the full star simulation, statistical
measures were all within a factor of two or less. Both the octant and full sphere
simulations presented similar mixing across the convection zone boundary that was
consistent with the turbulent entrainment model. In both cases, the mixing across
the boundary appeared to be largely related to shear instabilities, suggesting that
an advective model of mixing would be more appropriate than the current diffusive
models. The close statistical properties of the flows in the full sphere and octant simu-
lations suggest that, for purposes of informing more physically-based one-dimensional
models of convection, simulations on moderately-sized reduced domains are likely a
good choice. However, the global character of the flow was distinctly different in the
octant simulation, showing more rapid changes in the large scale structure of the flow,
leading to a more isotropic flow on average. Thus, for studies of more rapid dynamics
that could depend sensitively on anisotropy in the flow, such as simulations of the
helium flash or oxygen shell burning, conducting simulations on a reduced domain is
questionable.

In this first effort at applying the low Mach number methodology to core convec-
tion, we have not modeled energy transport by radiation. The flow in the bulk of the
convection zone is insensitive to this approximation over short timescales. However,
the flow at the top of the convection zone and in the overlying layers could be signif-
icantly altered by this omission. This in turn could significantly affect the mixing at
the convection zone boundary.

In further studies of core convection in massive stars, an obvious improvement to
our simulations is to include radiation, and adding radiative diffusion to MAESTRO is
planned. In addition, the AMR capability of MAESTRO can be exploited increase the
resolution of the simulation. This would allow for an increased Reynolds number,
thus incorporating a wider range of scales. Together with the incorporation of radia-
tive energy transport, this would allow for a more detailed study of mixing at the
convection zone boundary. In addition, using MAESTRO’s capacity to simulate (slow)
rotation, the interaction of convection and rotation is another possible direction for
future studies.

Another exciting future direction is simulating oxygen shell burning. A simula-
tion of the full sphere domain, including the stably stratified region that contains
steep composition gradients, has not yet been done. Such a simulation would pro-
vide greater understanding of this late stage of stellar evolution, and can also provide
physically-based three-dimensional initial conditions for core collapse supernova sim-
ulations.
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