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ABSTRACT 

In this paper, we describe Berkeley Prosopography Services 

(BPS), a new set of tools for prosopography - the identification of 

individuals and study of their interactions - in support of 

humanities research. The BPS tools include 1) functionality to 

import TEI documents and convert to our data model, 2) a 

disambiguation engine to associate names to persons based upon 

configurable heuristic rules, 3) an assertion model that supports 

flexible researcher curation and tracks provenance, 4) social 

network analysis and 5) graph visualization tools to analyze and 

understand social relations, and 6) a workspace model supporting 

exploratory research and collaboration. We contrast the BPS 

model that uses configurable heuristic rules to other approaches 

for automated text analysis, and explain how our model facilitates 

interpretation by humanist researchers. We describe the 

significance of our curation model that improves upon traditional 

curation and annotation as a fact-based model by adding a more 

flexible model in which researchers assert conclusions or 

possibilities, allowing them to override automated inference, to 

explore ideas in what-if scenarios, and to formally publish and 

subscribe-to asserted annotations among colleagues, and/or with 

students. We detail the architecture and our implementation of the 

tools as a set of reusable web services and web application UI. We 

present an initial evaluation of researchers‘ experience using the 

tools to study corpora of cuneiform tablets, and describe plans to 

expand the application of the tools to a broader range of corpora.   

Categories and Subject Descriptors 

H.3.1 [Information Storage and Retrieval]: Content Analysis 

and Indexing - Linguistic processing, H.3.5 [Information 

Storage and Retrieval]: Online Information Services – Web-

based services, D.2.13 [Software Engineering]: Reusable 

software. 

Keywords 

Annotation, Assertions, Curation, Digital Humanities, 

Prosopography, Social Network Analysis, Web-services. 

1. INTRODUCTION 
Berkeley Prosopography Services (BPS) is an interactive tool-

kit for analyzing and visualizing prosopographical datasets, 

available to researchers working in diverse disciplines and 

operating on a range of data that derives from a variety of text 

sources and formats. BPS innovates by providing software tools 

to perform association and computation tasks for name 

disambiguation, long done by hand, by adding a new model for 

curation and collaboration, and by connecting Social Network 

Analysis (SNA) tools and visualizations that reveal patterns and 

key features in a social network. BPS developed as a collaboration 

between University of California Berkeley researchers in Near 

Eastern Studies who were eager for digital tools to facilitate 

prosopographical research, and a central Research IT team 

working to develop digital resources that served actual research 

needs. As a result, the BPS tools are informed by enterprise 

software best practices, and provide a reusable, scalable and more 

sustainable software base than is commonly implemented by 

digital humanities research tools. BPS provides novel productivity 

tools, visualization tools, and workspace support for exploration 

and collaboration. 

1.1 The tradition of prosopography 
Prosopography, the identification of individuals and study of 

their interactions across myriad contexts, is at the core of many 

humanities research agendas. It enables researchers to identify in 

text corpora the unique individuals who populated a documented 

social milieu—legal records of ancient Mesopotamia (modern 

Iraq), letters shared between inhabitants of medieval Russian 

cities, or pages of a Dickens novel. It brings to life their activities 

and the persons with whom they interacted in varying degrees. 

Once individuals have been disambiguated out of multiple 

instances of similar names, successful prosopography draws on 

two methodologies to articulate their connections: (1) SNA 

computes measures that express numbers, kinds, and nature of 

relationships between individuals, as well as characteristics of the 

community at large, and (2) graph visualization renders SNA 

computations into diagrams easily explored by humanities 

researchers, who are typically more interested in the stories 

behind the connections than in the underlying mathematical 

analysis. Together, prosopography, SNA, and graph visualizations 

transform data into narrative and provide foundations for 

additional discovery: lists of witnesses in ancient sale contracts 

facilitate tracking exchanges of goods and property among 

members of an urban elite in multi-cultural Hellenistic 

Mesopotamia; letters between members of different ethnicities 

provide a more nuanced context for exploring unique dialectal 

features of Old Russian as spoken in a northern city; 

interconnections between individuals in 19th century novels set in 

urban or rural landscapes silence the notion that urban life was 

more robust than in the contemporaneous countryside. 
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1.2 Traditional curation and annotation 
In his essay on collaborative curation digital corpora [11], 

Martin Mueller describes three essential activities that comprise 

curation: Complete, Correct, Connect. Texts must be completed to 

address missing letters, words or sections illegible or missing in 

transcription or digital capture. Corrections address errors in 

OCR, incorrect markup produced in transcription, etc. Finally, 

connecting curation makes texts machine actionable by marking 

and relating entities, features, structure, etc. within documents in a 

consistent way that allows for analysis and query within and 

across documents in a corpus.  

Many workflows for curation of digital corpora model the 

process as the generation of facts by a corpus owner or curator, 

which are committed to the digital resource as data and metadata 

that become ground truth for all researchers using the corpus. 

However, the tradition of humanities scholarship is one of 

discourse and debate at many levels, including not just 

interpretation, but regarding these issues of curation as well.  

Many annotation models include support for provenance 

(authorship) of annotations, but curation models rarely 

incorporate this aspect. In addition, where annotations can layer 

information over a text, past models rarely include support to 

commit or realize the annotations as changes to data or metadata 

in a way that supports the further machine-understandable 

processing of a resulting information model. 

While many researchers are calling for better provenance 

tracking of digital resources, e.g., [9], they continue to model the 

essential metadata as facts about the objects, rather than extending 

the same model to the metadata itself. In some cases, the 

provenance may be implicit as the publisher of a resource, but in 

many other cases, this is not the case. 

In addition, despite the emergence of digital curation models 

(e.g., [10]) that will support ―access, use and reuse of digital 

materials throughout their lifecycle,‖ the workflows to perform 

these curation activities are still largely human-based; people 

create the metadata, and commonly assume that it will be 

interpreted by other people. The resulting documents, curatorial 

metadata and even many annotations are often ill-suited for the 

algorithmic processing that underlies many digital humanities 

tools.  

Finally, where digital tools are being made available for analysis 

of texts, many of the underlying algorithms are based upon 

mathematics that is opaque to most humanists. In some cases 

(e.g., algorithms that support SNA visualization) this not an issue, 

as the researcher will interpret the results and draw her 

conclusions referencing the corpus directly. However, in many 

other cases (e.g., supporting name disambiguation), humanists 

have expressed reluctance to ―trust‖ an algorithm that they cannot 

(at least conceptually) understand. 

1.3 Introduction of BPS 
BPS streamlines prosopography and SNA by offering an 

integrated and customizable out-of-the-box digital analysis tool-

kit and work environment. The tool-kit includes: (1) a corpus 

input and management tool to parse TEI and build an internal 

model of name-citations, etc. in documents, (2) a probabilistic 

disambiguator that determines the likelihood that two or more 

name instances refer to the same person, (3) support for assertions 

that let a user confirm or override the results of the automated 

tools, (4) an SNA engine that computes features and aspects of the 

resulting social network, (5) a visualization module that renders 

interactive visual representations of the networks based on data 

drawn from the text sources, including: a person‘s name, 

profession, role in a transaction, geographic location, and (6) 

workspace support that allows users to manage various corpora 

and experiment with what-if scenarios for each corpus. These 

components facilitate the dynamic recovery and exploration of the 

connections between individuals and activities in all areas and 

ages of human endeavor. 

BPS provides productivity tools for the researcher performing 

the essential disambiguation steps, and does this in such a way 

that the researcher‘s individual conclusions or conjectures are 

modeled explicitly as assertions. These assertions can be 

published to collaborators, reviewed and accepted (or rejected) by 

these research peers, maintaining the original provenance.  

The disambiguation engine is generalized to support a wide 

range of corpora, with a pluggable model for rules that influence 

the disambiguation process (e.g., in a legal transaction, a named 

witness cannot be the same person as a named principal, even if 

the names are the same; a rule can enforce this). Some rules can 

be used across many corpora, and others may be corpus specific. 

In addition, the rules are specified in such a manner as to reflect 

the researchers‘ mental model of the process they traditionally (if 

laboriously) applied by hand. This ensures that algorithmic results 

can reasonably be understood and vetted by the humanist 

researchers. 

Unlike many projects in the digital humanities (and beyond), 

BPS was designed from the ground up to follow engineering best 

practices, and to be reusable across a range of domains. Early 

experience with researchers indicates that the tools provide real 

value, and that some of the BPS tools have potential utility in 

other applications. 

In the following sections we describe work related to aspects of 

BPS, we present details of the BPS models and implementation, 

and describe an initial informal evaluation of the utility of the 

tools for prosopographical research and ongoing work. 

2. RELATED WORK 

2.1 Related projects in prosopography 
BPS is unique among existing digital prosopography projects in 

its corpus-agnostic architecture that ensures reusability of 

technical components to solve comparable problems across 

corpora, in its modeling of probabilistic assertions for 

disambiguation, and in its workspace environments that support 

and encourage individual and collaborative exploration, authority 

tracking and reputation building. 

Most existing digital prosopography projects superimpose 

elegant interfaces over relational databases (e.g., PASE1,  CCEd2, 

and PBW3). These models all present a single editorial view 

produced by humans, and have no tools for disambiguation, no 

support for assertions or exploratory research, and limited or no 

support for SNA and visualization. 

In addition to support for online queries in both English and 

Chinese, the Chinese Biographical Database4 (CBDB) [8] is one 

of a very limited number of projects that make their databases 

accessible via download, in an effort to share digital resources. 

While the downloads support offline visualization of graphs, they 

do not provide an integrated online environment for research and 
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inquiry. The project has created a tool to help extract information 

from source documents (the ―RegEx Machine‖), but lacks a more 

general disambiguation engine, and has no support for assertions 

or exploratory workspaces. 

Mapping the Republic of Letters5 provides, under a single 

banner, analytic and visualization tools to a group of projects 

grounded in corpora that differ in content. In essence, however, 

each project remains a standalone presentation of the research 

results of a single research group, and there is no possibility of 

actively engaging with the data. There is no support for 

disambiguation, assertions, workspaces, etc. 

Mining Social Structures from Genealogical Data6 (MISS) 

includes support for disambiguation, leveraging probabilistic 

machine learning (ML). However, ML approaches are better 

suited to very large data sources with extensive common patterns 

upon which a model can be trained; common corpora in 

humanities domains often number in the hundreds of documents, 

and so are not well suited to ML approaches. In addition, when 

the model makes a recommended disambiguation choice, 

researchers have expressed a desire to see an explanation for the 

suggestion. An ML model trained to maximize a function over a 

vector expression of features will be hard for most humanists to 

understand, whereas the BPS heuristics represent the same mental 

model they have used in the past – the researchers describe the 

rules that they used by hand, and BPS implements these formally 

as algorithms. 

In [7], a method for deriving social networks from English 

novels is described, using natural language processing (NLP) to 

recognize named persons, and when persons are depicted in 

conversation. This approach has merit for those corpora for which 

good language models exist and for corpora in which 

conversations are depicted. For many of the ancient corpora in the 

BPS applications, no language model exists (nor can one easily be 

generated given the nature of the corpus), and so many NLP tools 

are not appropriate. In addition, in many corpora the documents 

are not narratives with conversation, so the approach (while 

interesting) cannot be applied. 

The Prosop project7 plans to develop a generalized database for 

prosopographical research. However there do not seem to be any 

tools for disambiguation, assertions, or workspaces. It is not clear 

whether the project will develop reusable services, and no such 

support is currently documented. 

Explorations in novel visualization for prosopography are 

described in [14]; however these are not yet integrated into a 

larger framework for research. 

Booth [2] points to the impact of varieties of unstable data, a 

term seemingly applied to attributes associated with an individual 

in the BPS model, on the creation of digital prosopographies.  The 

call to use XML markup (BESS) to identify ―basic facts‖ in the 

construction of biographies and prosopographies resonates with 

BPS‘s identification and integration of attributes (role, status, 

active life-span) into its assertion model.  

2.2 Related work in representation 
BPS accepts as input TEI marked up to indicate person names, 

roles, and activities. The schemas used follow recommendations 

defined in [18]. 
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It is worth noting that emerging models for annotation such as 

Open Annotation [16] include support for the provenance 

(authorship) of annotations, however this model is rarely applied 

to the more fundamental activities around curation. In addition, 

the model is for annotation rather than actually modifying 

metadata or document data.  

The BPS representation of assertions is still evolving, but will 

follow the model described by the Hypothes.is project for ―fuzzy 

anchoring‖. Runtime support will be extended to allow a user to 

repair anchors that are broken by a document change. 

3. The BPS model and tools 
A brief user story clarifies the role of the main functional 

components in BPS for prosopography research. The 

disambiguator performs a crucial activity in all prosopographical 

research, regardless of discipline or corpus content: it determines 

which of multiple name-instances can refer to a single person. 

Within a given cultural environment, names of individuals are 

generally drawn from a limited inventory, with families preferring 

particular names. In many disciplines, damaged source materials 

reduce internal textual clues that would normally aid in 

disambiguation, forcing researchers to make assessments of 

identities based on their knowledge and intuition of the corpus.  

Before any prosopographical analysis may be conducted in a 

corpus like, e.g., the birch bark letters project (11th-15th century 

Novgorod8, one needs to decide how many individuals are 

represented by the 25 attestations of the name ―Grigory‖. 

Typically, researchers use criteria of date, provenance, profession 

or title. Since the data that are relevant and available differ from 

one text corpus to the next, disambiguation rules are highly 

specific, not only to a discipline, but to a particular corpus. 

Although some cases may be very clear (in documents 150 years 

apart we are certainly not dealing with the same Grigory), in many 

cases there may remain at least some doubt or margin of error. In 

order to feed such data into a family tree or into an SNA 

computation a decision is needed, even if it must be made 

provisionally. With new data or a different evaluation of the 

criteria, the decision may need to be changed. As it turns out, of 

the 25 Grigorys, seven are most probably the same person, who 

was a central figure in numerous documents during the late 14th 

century. If SNA metrics were computed, he would be 

characterized with high centrality and connectedness, but the 

community at large would appear to be low in density because 

most of the connections run through one node (Grigory). SNA 

metrics may furthermore indicate changes over time, with 

increasing or decreasing density, which may then feed into a 

general discussion of the history of the period. For all such 

analyses, the initial disambiguation decisions are crucial; the 

implications of revisions in disambiguation further down the line 

in the research process are exceedingly hard to track—pretty 

much impossible for all but the most specialized expert in the 

corpus. BPS provides the researcher with the possibility of 

exploring what-if scenarios—easily redrawing the family tree or 

the social network diagram to explore the consequences of 

grouping less-certain references to Grigory along with better-

established ones. 

The SNA engine computes metrics like centrality (of an 

individual) and can identify cliques and bridges. Such metrics 

may help in filtering the data (―show only the persons with high 

centrality‖, ―show only the cliques‖), and in understanding the 
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structure of the social group reflected in the data. Although SNA 

is widely used in the social sciences (from public health to 

counter-insurgency), its penetration in the humanities and in 

historical studies is relatively low. The success of SNA analyses 

in disciplines as diverse as the history of early Islamic 

intellectuals [1] and the development of the anti-Persian 

movement among the Neo-Babylonian elite [19] illustrate the 

utility of SNA for understanding social dynamics. Through its 

integration with a disambiguator on the one hand and a 

visualization component on the other hand, BPS should reduce 

some of the complexity of using SNA for researchers who do not 

deal with math on a daily basis. 

The visualization component of BPS renders family trees and 

social network diagrams that indicate the strength and the kind of 

relationship between two nodes (individuals). It is possible to 

create links straight back into the original data set where this 

person appears, or to filter the diagram for activities of certain 

kinds (e.g., only land-sales) or for certain kinds of individuals 

(omit people with the highest centrality). The use and value (as 

well as limitations) of graphs in humanities research may be 

illustrated by two examples, both from Hellenistic Uruk. One 

published diagram (Figure 2, [13]), presents the teacher-pupil 

relationships (based on the colophons of learned texts) that 

crisscross all the elite families of the time, effectively destroying 

the long-held assumption that such knowledge was transmitted 

from father to son. Another (Figure 1) is a hand-drawn family 

tree, based on a group of contracts from the same period, 

produced for private research purposes in the 1980s.  Although 

the two diagrams present people from the same families at the 

same period and place, there is no way that they can be connected 

without essentially re-creating all the work. Additional 

information from newly identified texts cannot easily be worked 

into the graphs. Both diagrams reflect disambiguation decisions, 

but they are invisible to the user. In other words, if you are not an 

expert in this particular data set, you simply have to accept the 

conclusions presented. 

In general, the high level of expertise in a particular data set 

needed to perform a prosopographical analysis and the static way 

in which such research is made available today discourages 

cooperation and makes it impossible for students or other relative 

outsiders to make incremental contributions. The BPS model will 

allow students and researchers to share assumptions, to try out 

different ideas and see the preliminary results in a graph that may 

be filtered in a variety of ways. This will allow a student to assert 

that, in fact, all Grigorys in the birch bark letters are the same 

person and see the effects of that assertion in a family tree or a 

social network graph. 

3.1 BPS Architecture 
The architecture is divided into three major areas that 

correspond to the processing steps9:  

1. Text Preprocessing 

2. Disambiguation and Social Network Analysis 

3. Presentation, Visualization, and Reporting. 

In Text Preprocessing, a corpus is converted from some native 

format to TEI (possibly transliterating from, e.g., cuneiform, to a 

Unicode representation of Akkadian). The TEI markup includes 

elements denoting the individual documents, activities within 
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each document, and persons that have roles in those activities. 

This markup may be generated by hand or by some semi-

automated processes to recognize names, filiation, roles and 

activities (in any case, most of this happens external to the BPS 

system). Because each domain has different language models, 

many of the components in the text processing section have 

corpus- (or domain-) specific aspects to them. Planned work in 

the next phase of the project will include adding services to 

support a broader range of corpora formats as input (e.g., direct 

from an existing database), and to support simple NLP plug-ins to 

enrich TEI (e.g., with role markup, based upon patterns). 

In Disambiguation and Social Network Analysis, TEI is 

ingested and parsed by corpus services, and a native data model is 

built internally. The workspace services share this model, and 

leverage authentication and authorization components to support 

login and access controls on corpus and workspace resources. The 

disambiguation engine incorporates rules that may be generic or 

may be corpus-specific, and associates the name citations in each 

document with actual persons depicted in the texts. It includes 

support for assertions that researchers make to confirm or reject 

the possibilities suggested by the engine. Finally, GraphML (a 

standard XML format) is passed to the SNA services to compute 

significant features of the social networks. 

The Presentation, Visualization, and Reporting area presents 

results from various core model and analysis components, 

including the declared data model in each corpus (names, 

activities, etc.), assertions that the researcher has made or 

imported from others, family tree visualizations, as well as 

interactive network graphs for exploration and understanding.  

The following sections describe the major areas of functionality 

in BPS. The assertions model underlies several areas, but is 

described in the primary context of making assertions about 

disambiguation.  

3.2 Corpus input and management 
A set of web services provides basic corpus services, including 

TEI parsing of a corpus file and conversion to the internal model 

of documents, activities, and name citations with an associated 

role. The main TEI elements of interest (beyond the obvious 

boilerplate corpus, and document elements) include <person> 

and <persName> elements for the citations and filiation 

declarations  (and an optional role attribute if the role in the 

activity is known), and <listNym> structures to model 

orthographic variants of names used in the corpus.  

REST APIs provide access to the basic document metadata, 

activities, roles, and names present in the corpus. In addition, 

some query and filter options are available to list names that occur 

in a given role, and/or with specified features (e.g., a given value 

for gender). The associated web-application functionality 

provides a UI for these corpus services, as well as for uploading 

new corpus files, etc. All property values used in the UI, e.g., the 

list of activities and the list of roles, are derived dynamically from 

the corpus; the BPS UI need not be rewritten or customized to 

support different corpora or domains. 

3.3 Disambiguation support 
A primary task in prosopography is to determine which real-world 

person corresponds to a given name instance. All name instances 

in a corpus, both within a single document (intra-document) and 

in documents across the corpus (inter-document), provide 

evidence for disambiguation. The algorithmic model is based 

upon the heuristics that researchers have long used, and so is

https://wikihub.berkeley.edu/x/BoPCB


 

Figure 1: Hand-written Family Tree 

 

 
Figure 2: Printed diagram excerpt of network relations [13] 

 

 

Figure 3: SNA visualization and details of an individual



familiar to the users. To begin, a unique person is posited for each 

name instance in each document. Then, the model attempts to 

collapse persons into one another, so that the persons posited for 

name instances that refer to a given real-world person are 

collapsed into a single person in the model as well. It does this 

according to user-configured rules that operate on various features 

(properties) of each original person. 

Filiation (declaration of parents and ancestors) is a primary 

feature used by the model. Additional features include the activity 

in which each associated name instance is cited, the roles that the 

citation had in the activity, the date of the respective activities, 

etc. In response to interviews with researchers, the disambiguation 

engine is being expanded to support a more generic model 

allowing an extensible set of features (e.g., life-role or offices 

held, titles, etc.). 

The rules operate on these features and then can have one of 

three functions: 

1. Shift rules shift weight from one person to another  

2. Boost rules magnify the effect of applied shift rules 

3. Discount rules reduce the effect of applied shift rules 

A rule that produces a conclusive match between two 

person/name instances may shift 100% of the weight from one to 

the other. A rule that is only likely but not certain, may shift less 

weight. Name-matching rules are generally modeled as shift rules. 

Rules that provide additional evidence for a match are modeled as 

a boost, and tend to leverage features like location or activity. 

Rules that provide evidence of counter-indication are modeled as 

a discount; examples include date rules that consider the typical 

life-span and span of activity, along with the dates of respective 

activities (if two activities are 30 years apart, there is less 

likelihood that two person/name instances refer to the same real-

world person, and so even if a name matches, a discount reduces 

the effect of the collapse).  

Rules may apply only to person/names within a document 

(intra-document rules), or to persons across the corpus (inter-

document rules). Many rules can operate in either model, but 

function slightly differently in the two contexts. 

The end result of applying the rules is a set of probabilities (i.e., 

a probability distribution) for each name-instance, for the set of 

real-word persons to which that name instance may correspond 

(low weight probabilities can be filtered out to simply the results). 

All rules are implemented as plug-ins to a standard API, and are 

configured for each domain of corpora. The API supports not only 

the internal collapser model, but also allows the system to query 

each rule for strings and parameters that support a control UI for 

users. The string describes the effect of the rule, and the 

parameters can then be set by the researcher to reflect their 

confidence in each rule (i.e., an additional weight in the interval 0 

to 1 is applied to the results of the rule; the UI often presents a set 

of values like ―Never: 0%‖, ―Conservative: 30%‖, ―Aggressive: 

70%‖, and ―Always: 100%‖). Each researcher can configure their 

confidence in each rule that is configured for their corpus, and 

thereby individually control how the heuristic proceeds. Changing 

these values can also allow researchers to explore what-if 

scenarios. 

3.3.1 Assertion support 
Once the disambiguation model has run and produced weighted 

probabilities for each name-instance in a document, a researcher 

can review these in the UI, and then decide to confirm or discard 

the results of the model. These assertions are modeled as an action 

that the model can take to override the computed results, and so 

operate something like a boost or discount (in fact, the user can 

optionally set a confidence on each assertion, so it may be more of 

a hint than a conclusion on their part). 

Within the BPS model broadly, assertions have (one or more) 

anchors in corpus document(s) that specify the resources (in the 

most general sense) upon which the assertion operates, an action 

that must be realizable in the model, and provenance (the 

researcher ID and date when it was created). The model is based 

upon ideas described in [17]. The common assertions described 

above allow researchers to specify that one name-instance (a 

reference to a given name in a given document) is (or is not) the 

same as another referenced name-instance. However other types 

of assertions are also possible. Users may assert the date of a 

document for which metadata was missing, or where damage 

precludes conclusive dating in the original corpus. Users 

implicitly assert their confidence in each rule when they use the 

rules configuration interface.  

Since the assertions are abstract (although tied to a corpus or 

application model), they can be serialized and published from 

their workspace (see below). Other researchers (using the same 

corpus) can accept these assertions from a peer and apply them in 

their own workspace, or reject (or ignore) them. By tracking the 

adoption of assertions that carry provenance information, we can 

analyze influence among a community (although this is only of 

interest in those corpora upon which many researchers are actively 

engaged).  

We are currently refining the serialization and internal support 

for assertions to be more robust in the face of changes to the 

corpus documents. We plan to extend the Hypothes.is fuzzy 

reference model described in [6] to achieve this, adding additional 

support for the user to resolve references that cannot be resolved 

when a corpus is updated.  

3.4 SNA support 
BPS includes a set of RESTful web services that provide 

common algorithms from graph theory and social network 

analysis, including clustering, statistical analysis, and calculation 

of network distances, flows, and ranking measures (centrality, 

PageRank, HITS, etc.). The services are implemented as a thin 

abstraction layer over the Java Universal Network/Graph (JUNG) 

Framework [12], which implements the actual methods. The SNA 

functionality is ―typical‖ in that common support is provided by 

another library. The utility comes in the combination of tools that 

let users filter the persons of interest (by clan, gender, or other 

features of individuals), and types of connections (by activity, 

role, place, etc.), then recomputing the graph features, and 

visualizing the resulting network features. 

The BPS services abstract the graph model, and handle 

translation to and from GraphML [4] for service payloads. We 

define a graph-context that maps user-level queries and filters on 

the underlying corpus, persons, features, etc., to database queries 

to select the nodes (persons) of interest, and then produces 

GraphML for the SNA algorithm services. The edges of the 

activity graphs associate persons; edge-weights are computed as 

the sum of the probabilities of their connection through 

documents in the corpus. Filtering the document set (by activity, 

gender, dates, etc.) produces associated sub-graphs. Family trees 

compute edge weights in the same manner, constrained to filiation 

features. 

The abstractions (e.g., GraphML as a payload format) were 

chosen to make the BPS SNA services reusable across a range of 



applications. The services can be more tightly integrated with 

other applications by providing a graph context implementation 

that is specific to a given application data model.  

3.5 Visualization support 
The BPS web application includes simple tables and reports that 

let users explore the corpus and the prosopographical analysis as 

lists and tables, with query filters to focus on particular facets or 

areas. In addition, BPS includes graph visualization support that 

lets users view family trees, social networks, clusters, and key 

features of a network more immediately. Figure 3 illustrates a 

network diagram focused on a particular individual in a corpus of 

texts from Hellenistic Babylonia that formed the basis of research 

on scribal activity [15].  

The visualization support is particularly important to most 

humanist researchers, who prefer narrative to computation or 

numerical representations. ―Hiding the math‖ was an important 

requirement for humanist researchers, and so exposing the results 

of the SNA services visually has been welcomed by BPS users. 

The challenge has been to provide a seamless model for querying 

and filtering the corpus and/or persons in both simple report 

views and in the visualization; we continue to explore 

improvements in this area. 

The web application makes use of custom script libraries to 

manage the data from the services (especially the SNA services). 

Much of the visualization support is provided through the D3 

script library [3]. 

3.6 Workspaces in BPS 
The research environment exposes the functionality of the 

probabilistic model and assertions in workspaces, which support 

user-specific or collaboration-specific curation, as well as what-if 

scenarios. Each user can have one or more workspaces for their 

projects. Each workspace can import one or more corpora for 

analysis, and each workspace has an independent set of model 

parameters and curatorial assertions. After setting parameters for 

disambiguation rules, and making specific assertions, a researcher 

can see the effects on the resulting SNA visualizations. Users can 

adjust parameters and/or assertions, and see how these changes 

impact the model and the visualizations. The current 

implementation supports this workspace model, and has been 

evaluated with current users. Among the expansions requested are 

more access control (control over who can see a user‘s 

workspaces), support for publishing an experimental result as a 

workspace, and shared workspaces that enable collaboration 

among colleagues. We have also designed support for freezing a 

workspace and bookmarking specific visualizations, so that results 

and views of a model can be shared and cited in publication. As 

another means of publishing results from a workspace, we are 

currently planning support for TEI export with person data based 

upon the disambiguation results. Finally, we are exploring models 

of support for linked open data (LOD) (although it is not clear 

how best to represent uncertainty and disagreement with the 

existing LOD practices).  

Workspaces also enable an important pedagogical use-case, 

when used together with the publish/subscribe support for 

assertions. Students can follow along as a faculty member works 

through the process of prosopographical research in a corpus, 

learn the process, and follow the judgments of the experienced 

user. 

3.7 User administration tools 
In addition to the main functional areas described above, BPS 

provides some basic administrative support around authentication 

and authorization. Administrative users can create and manage 

new users and workspaces, can create and manage corpora 

(uploading TEI files and rebuilding the associated data models), 

and manage other aspects of the system. 

4. EVALUATION WITH USERS 
Two BPS-user workshops have provided opportunities for 

informal evaluation. In the first, users confirmed that the assertion 

model reflects actual workflows, and affirmed the value of 

assigning attribution provenance and the creation of workspace 

environments for individual and collaborative research. In the 

second, users engaged in hands-on exploration of the tools. Using 

the demonstrator corpus, participants tried out the corpora 

features of the service, sorted names, roles and viewed name 

citations. As  users explored the implications of BPS‘ flexible data 

model, which allowed them to filter on features of persons and 

activities in ways that had not been practical before, they 

discovered that BPS allowed them to ask new questions about 

their corpora. Together with the workshop participants, we 

compiled and prioritized a list of desired features and tools for, 

e.g., performing date conversions between different calendars, 

adding new import models, and supporting multiple workspaces. 

Several researchers expressed a wish for additional TEI pre-

processing, and tools to enrich the metadata markup, e.g., to 

automatically recognize types of activities and roles, so they 

would not have to add this TEI markup by hand.  

We conducted a follow-up a webinar, which included a real-

time demonstration of the implementation of the SNA graph 

visualization. Response was good, and users endorsed the 

approach presented in the proof of concept demonstration.  

In future development cycles, we will implement more formal 

evaluation protocols, across several communities of users. These 

evaluations will focus on the UI/UX, but will also consider 

whether and how BPS is changing scholarly workflows. We will 

also explore issues that arise when using BPS for domains and 

corpora that are very different from those supported to date. 

5. CONCLUSIONS AND FUTURE WORK 
Taken together, all of the components of BPS streamline 

preliminary prosopography tasks, and allow a researcher to focus 

on the discovery and interpretation of hard data. BPS also 

facilitates communication and collaboration in the research 

process. In the humanities, debate in response to differing 

interpretations is traditionally expressed on static pages of learned 

journals. Yet, print both inhibits immediate, wide-reaching 

conversation, and precludes non-professionals from joining the 

discourse. BPS‘s workspace environment affords researchers the 

opportunity to engage immediately and intimately in digital 

―conversations‖. In their own BPS workspaces, researchers, be 

they students or seasoned experts, can explore and manipulate 

data, and publish the results in an easily accessible form.  

In the next phase of work we will be expanding upon the 

assertions model, generalizing some of the model for features 

used in disambiguation, and adding additional workspace support. 

We plan to do a series of formal evaluations to explore issues that 

arise when applying the tools to a range of corpora across various 

domains and time periods, and to qualify the impact that the tools 

have on humanities scholarship. 
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