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EPIGRAPH

“... all men live not by care for themselves but by love (of others) ...”
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The behaviors of complex systems with interacting decision-making agents are

governed not only by each agent’s selfish response to others’ decisions, but also by unforeseen

environmental uncertainties. As such, analytical characterization of equilibrium behaviors

of such systems must be robust to unknown disturbances. This dissertation explores

stochastic one-shot games, where the agents’ utilities depend not only on the collective

strategy profiles but also on some well-behaved randomness; and a distributionally robust

version of such games. The main focus is on providing conditions under which these

games admit a Nash equilibrium (NE), relating the NE of the games, and coming up
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with distributed algorithms that converge near an NE, when it exists. Another focus of

this dissertation is on applying these algorithms to solve task allocation problems among

self-interested agents in a distributed way.

We first study the game where each decision-maker is agnostic to the random

variable’s underlying distribution, but have access to finitely many i.i.d. samples generated

from it. To hedge against the unknown uncertainty, each agent plays a distributionally

robust game and aims to maximize the worst-case expected utility over a Wasserstein ball

around the sample average distribution. In this setting, we provide conditions under which

the game has a non-empty set of distributionally robust Nash equilibria (DRoNE) and

then characterize the closeness of the DRoNE set to the NE of the associated stochastic

game. We then propose an Inertial, Supported, Better Response, Ascending superGradient

dynamics (ISBRAG) that seeks the DRoNE set. This forms the basis of a distributed

version (d-ISBRAG) where agents estimate others’ strategies by means of a dynamic

consensus subroutine over a directed communication network.

Next, leveraging this algorithm, we propose a novel solution to a task allocation

problem, by which a group of agents assigns a discrete set of tasks in a distributed manner.

In this setting, heterogeneous agents have individual rewards for doing each task; however,

these rewards are only known asymptotically. The assignment problem is formulated by

means of a combinatorial partition game, with no constraints on the number of tasks

per agent. We relax this into a weight game, which together with the former, are shown

to contain the optimal task allocation in the corresponding NE set. We then propose a

distributed, Projected, Best-Response, Ascending Gradient dynamics (d-PBRAG) as a

simplification of d-ISBRAG. This distributed online algorithm can deal with a converging

reward sequence by means of an agreement sub-routine.

Finally, we deploy our algorithms to study a problem of multi-agent exploration

with behaviorally heterogeneous robots. Each robot maps its surroundings using SLAM

and identifies a set of areas of interest (AoIs) or frontiers that are the most informative to
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explore next. The robots assess the utility of going to a frontier using Behavioral Entropy

(BE) and then determine which frontier to visit via the d-PBRAG algorithm. We test our

algorithm in simulation, where we explore the effect of sensing radii, sensing accuracy, and

heterogeneity among robotic teams with respect to the time taken to complete exploration

and path traveled.

All together, these contributions address some of the significant challenges in

designing and deployment of distributed algorithms for NE seeking in robust games. In

addition, at the end, we provide robust control properties of a class of stochastic ensemble

systems that consists of families of random variables. We relate the reachability properties

of the stochastic ensemble system with that of the limiting, discrete, linear, time-invariant

(DLTI) system, and provide a method to combine the control inputs from the stochastic

ensemble systems to compute a control input for the DLTI system. We finally characterize

variance of state and control when the data is updated sequentially in a streaming fashion.
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Chapter 1

Introduction

1.1 Motivation

Complex interacting systems with reward oriented agents are staples of today’s

increasingly interconnected world. As collective strategies deployed by decision-making

agents have far-reaching implications in various fields, e.g. robotics, artificial intelligence,

or operations management; the analytical characterization of their behavior is of the

utmost importance. This can be studied succinctly through the lens of game theory, the

science of strategic decision making. However, an individual’s strategy is shaped not

only by the selfish response to others’ decisions, but also by unforeseen environmental

uncertainties. This motivates us to explore stochastic one-shot games where the agents’

utilities depend not only on the collective strategy profiles but also on some well-behaved

randomness. In particular, we assume that the agents are agnostic to the random variable’s

underlying distribution and instead have access to finitely many i.i.d. samples from this

random variable. The main focus is on proposing and analyzing a distributionally robust

game where the agents are interested in maximizing their worst-case expected utility over

some uncertainty set built using the samples. We are particularly interested in how the

equilibria of such a robust game relate to the equilibria of the underlying stochastic game.

Moreover, once we provide guarantees of existence, we are also interested to producing

algorithms that seek out these equilibria in a distributed way. Such methods are useful in
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various problems related to controlling a group of decision making agents towards a class

of desired equilibria.

As an application of such a framework we turn towards the field of task allocation

among self-interested agents. For example, a prototypical coordination problem aims to

find an efficient assignment of a group of agents to a collection of tasks. The tasks can range

from abstract objectives to specific physical jobs, the nature of which may not be known.

The agents may have heterogeneous capabilities, and react to different sets of incentives

that are learned progressively. In the field of robotics, exploring uncertain, hazardous

environments is often handled by such coordination of multiple autonomous robots, with

the goal of improving efficiency, adaptiveness, and robustness to individual failures. To

deal with this, we convert the task assignment problem into a robust non-cooperative game

whose equilibria coincide with the optimal task allocation solution. Further, such teams of

robots might not have individual capabilities for enhanced computation or storage. This

motivates us to propose distributed algorithms that are able to compute the equilibria of

the aforementioned robust game in finite time. As a side consequence, we observe that

having a team of agents with heterogeneous behaviors is beneficial.

1.2 Organization and Contributions

This dissertation studies the application of distributionally robust games towards

solving multi-agent task allocation problems with uncertain rewards. We specifically

deal with situations where the underlying distribution of the uncertainty is unknown,

but we have access to finitely many samples from this well-behaved random variable. In

Part I, we deal solely with Distributionally Robust Games (DRG). We relate their Nash

equilibria (NE) to the NE of the underlying stochastic game, and provide distributed

algorithms to seek these NE when they exist. Part II deals with the applications of the

framework proposed in Part I, prominently towards task allocation among self interested
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agents. Chapter 4 proposes a distributed task allocation scheme using a game theoretic

method, and Chapter 5 uses this method to solve multi-robot exploration problems

with heterogeneous robot teams. Finally, in Chapter 6, we provide an application to

ensemble control of DLTI systems, which can be used to steer multi-agent groups randomly

interacting with each other.

We now provide a more detailed overview of each chapter.

Chapter 2 lists our major notations and some preliminary concepts and results

that are used frequently in the later chapters. We begin by introducing concepts from

measure theory, including important definitions and major concentration results. Next,

we provide definitions and results from the literature of input-to-state-stability with

generalized versions that utilize size functions. Then, we briefly mention some non-smooth

analysis techniques for convex functions. We conclude the chapter with basic definitions

from graph theory, which is used to model the communication network for our distributed

algorithms.

Chapter 3 deals with Distributionally Robust Games. Specifically, we study

stochastic one-shot games where agents’ utilities depend on the collective strategy profiles

of other agents as well as on some well-behaved randomness. While each decision-maker

is agnostic to the random variable’s underlying distribution, they have access to finitely

many i.i.d. samples generated from it. We consider two cases: one where samples are

shared; and another, more special one, where samples are individually accessible. To

hedge against the unknown uncertainty, each agent plays a distributionally robust game

and aims to maximize the worst-case expected utility over a Wasserstein ball around

the sample average distribution. In this setting, we provide conditions under which the

game has a non-empty set of distributionally robust Nash equilibria (DRoNE) and then

characterize the closeness of the DRoNE set to the Nash equilibria (NE) of the associated

stochastic game. We then propose an inertial, supported, better response, ascending

supergradient dynamics (ISBRAG) that seeks the DRoNE’s when the distributionally
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robust game possesses what we term as amicable supergradients. This forms the basis of a

distributed version (d-ISBRAG) where agents estimate others’ strategies by means of a

dynamic consensus subroutine over a directed communication network. While initially the

distributed algorithm works in the case where agents have individual samples, we later

extend this to the case of shared observations under certain simplifying assumptions. This

involves analyzing a tractable reformulation of the distributionally robust optimization

problem and solving it in a distributed manner to compute the required supergradients.

Chapter 4 specializes the game to find a solution to a task allocation problem,

by which a group of agents assigns a discrete set of tasks in a distributed manner. In

this setting, heterogeneous agents have individual preferences and associated rewards for

doing each task; however, these rewards are only known asymptotically. The assignment

problem is formulated by means of a combinatorial partition game for known rewards,

with no constraints on the number of tasks per agent. We relax this into a weight game,

which together with the former, are shown to contain the optimal task allocation in the

corresponding set of Nash equilibria (NE). We then propose a projected, best-response,

ascending gradient dynamics (PBRAG) that converges to an NE in finite time. This forms

the basis of a distributed on line version that can deal with a converging sequence of

rewards by means of an agreement subroutine.

Chapter 5 uses the previous algorithms to study a problem of multi-agent ex-

ploration with behaviorally heterogeneous robots. Each robot maps its surroundings

using SLAM and identifies a set of areas of interest (AoIs) or frontiers that are the most

informative to explore next. The robots assess the utility of going to a frontier using

Behavioral Entropy (BE) and then determine which frontier to visit via a distributed task

assignment scheme. We convert the task assignment problem into a non-cooperative game

and use the distributed algorithm d-PBRAG to converge to the Nash equilibrium, which

we have shown to be the optimal task allocation solution. For unknown utility cases, we

provide robust bounds using approximate rewards. We test our algorithm (which has less
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communication cost and fast convergence) in simulation, where we explore the effect of

sensing radii, sensing accuracy, and heterogeneity among robotic teams with respect to

the time taken to complete exploration and path traveled. We observe that having a team

of agents with heterogeneous behaviors is beneficial.

In Chapter 6 we study the control properties of a class of stochastic ensemble

systems that consists of families of random variables. These random variables provide

an increasingly good approximation of an unknown discrete, linear-time invariant (DLTI)

system, and can be obtained by a standard, data-driven procedure. Our first result relates

the reachability properties of the stochastic ensemble system with that of the limiting

DLTI system. We then provide a method to combine the control inputs obtained from

the stochastic ensemble systems to compute a control input for the DLTI system. Later,

we deal with a particular kind of stochastic ensemble system generated from realizing

Bernoulli random variables. For this, we characterize the variance of the computed state

and control. We also do the same for a situation where the data is updated sequentially in

a streaming fashion.

Finally, Chapter 7 summarizes the main contributions of this dissertation. It also

provides a vision for future research that might build on our results.
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Chapter 2

Preliminaries

This chapter introduces background material necessary for the development of later

chapters. We begin with standard notations that are used throughout the dissertation.

Specialized notation will be introduced in each chapter if needed. Then we collect concepts

from measure theory that help us deal with providing uncertainty quantifications for

the randomness. Following that, we present definitions and results from the field of

input-to-state stability. This helps us in providing ultimate bounds for the behavior of the

algorithms. Finally, we present basic ideas from non-smooth convex analysis and graph

theory.

2.1 Notation

We begin this chapter with a table of the general notation used throughout the

rest of this work. More specific notation will be defined in individual chapters.

Table 2.1. Notation.

Symbol Description

Spaces and Sets

R Real numbers.

R≥0(R>0) Non-negative (positive) real numbers.

Z≥0(Z>0) Non-negative (positive) integers.
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Table 2.1. Notation (continued).

Symbol Description

Rn n-dimensional Euclidean space.

Rn×m Set of n×m real matrices.

Set operations

|S| Cardinality of set S.

Sn n Cartesian product of set S with itself.

S1 + S2 := {s1 + s2 | s1 ∈ S1, s2 ∈ S2} Minkowski sum of sets S1 and S2.

S1 \ S2 Set difference.

Vectors and matrices

1 Vector with all entries one.

0 Vector with all entries zero.

I Identity matrix.

O Zero Matrix.

M† Moore-Penrose pseudoinverse of M.

Distances and norms

∥x∥p p-norm of x ∈ Rn, with p ≥ 1.

∥x∥ :=
√
x⊤x 2-norm of x ∈ Rn, unless otherwise mentioned.

d(x,S) := infy∈S ∥x− y∥ Distance of vector x to the set S.

Bε(x) := {y ∈ X |d(x, y) ≤ ε} ε-radius closed ball around x ∈ X .

∥f∥ L2-norm of measurable function f : Rn → [0,∞).

Misc.

Pr{·} Probability of an event over a measurable space.

f ◦ g Function composition.

∅ Empty set.
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2.2 Measure theory and concentration results

Suppose F is a σ-algebra on Rm; and let µ and ν be measures on the measure

space (Rm,F ). Then, ν is said to be absolutely continuous w.r.t. µ (denoted as ν ≪ µ)

if µ(S) = 0 implies that ν(S) = 0. Suppose that f : Rm → Rm is a measurable function.

Then, the f -pushforward measure of µ is a new measure denoted by f♯µ; and defined as

f♯µ(S) = µ(f−1(S)), ∀S ∈ F . Finally, we denote the Dirac delta function at x using δx;

and the multivariate Gaussian distribution with mean x and covariance Σ as NΣ
x .

Assume that ξ ∈ Rm is a random variable with an unknown probability distribution,

P⋆. When P⋆ is supported on Ξ ⊆ Rm and ∃ a > 1 such that Eξ∼P⋆ [exp(∥ξ∥a)] <∞; we

say that P⋆ is light-tailed. Let M(Ξ) be the set of all probability distributions Q on Ξ

with bounded first-order and second-order moments. Then, the 1-Wasserstein distance (we

drop the 1 in the sequel for brevity) between two distributions Q1,Q2 ∈M(Ξ) is defined

as [1]

dW(Q1,Q2) := inf
π∈Π(Q1,Q2)

∫
Ξ2

∥ξ1 − ξ2∥1 π(dξ1, dξ2) , (2.1)

where, Π(Q1,Q2) is the set of joint probability distributions of ξ1 and ξ2 with marginals

Q1 and Q2 respectively. Further,

Bε(P) := {Q ∈M(Ξ) | dW(Q,P) ≤ ε},

is the closed Wasserstein ball of radius ε around P ∈M(Ξ). Under some conditions, the

aforementioned Wasserstein distance can be written in different equivalent ways, which

become useful later. When Q1 is absolutely continuous w.r.t. the Lebesgue measure, the
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Monge formulation of optimal transport gives,

dW(Q1,Q2) = inf
{∫

Ξ

∥ξ − T (ξ)∥1Q1(dξ)
∣∣∣T♯Q1 = Q2

}
, (2.2)

where T : Rm → Rm is a measurable function, or deterministic transport map. Finally,

the Kantorovich-Rubinstein description of the Wasserstein distance is,

dW(Q1,Q2) = sup
f∈L

{∫
Ξ

f(ξ)Q1(dξ)−
∫
Ξ

f(ξ)Q2(dξ)
}
, (2.3)

where L :=
{
f
∣∣ |f(ξ1) − f(ξ2)| ≤ ∥ξ1 − ξ2∥, ∀ξ1, ξ2 ∈ Ξ

}
is the set of all Lipschitz

continuous functions on Ξ with Lipschitz constant 1.

Let {ξ̂(k)}Nk=1 ⊆ Rm be i.i.d. samples generated by a distribution P⋆. The

following result characterizes the closeness of P⋆ to the sample average distribution

P̂N := 1
N

∑N
k=1 δξ̂(k). The result is useful to provide guarantees from distributionally robust

optimization [2].

Theorem 2.2.1. [3] Suppose θ ∈ (0, 1), and

ε =


(

log(c1θ−1)
c2N

)1/max{m,2}
, if N ≥ log(c1θ−1)

c2
;(

log(c1θ−1)
c2N

)1/a
, if N < log(c1θ−1)

c2
;

(2.4)

where c1 , c2 are positive constants that only depend on a and m. Then, Pr
{
P⋆ ∈

Bε(P̂N)
}
≥ 1− θ. •

2.3 Size functions and input-to-state stability

We recall that a continuous function σ : R≥0 → R≥0 is class-K (i.e. σ ∈ K) if it

is strictly increasing and σ(0) = 0. Further, σ is class-K∞ (i.e. σ ∈ K∞) if σ ∈ K and

σ(x) → ∞ as x → ∞. Finally, a continuous function β : R≥0 × R≥0 → R≥0 is class-KL

9



(i.e. β ∈ KL) if ∀y ∈ R≥0, β(·, y) ∈ K and ∀x ∈ R≥0, β(x, ·) is decreasing with β(x, y)→ 0

as y →∞. The following notion will be used in the stability analysis in the sequel.

Definition 2.3.1. (Size function [4]). A function ω : Rn → R is said to be a size function

for the compact subset S ⊂ Rn if ω is i) continuous; ii) positive definite with respect to S,

i.e. ω(x) = 0, if x ∈ S and ω(x) > 0, if x /∈ S; and iii) proper, i.e. ∀r ∈ R≥0, the sublevel

set {x |ω(x) ≤ r} is a compact subset of Rn. •

Size functions have also been referred to as proper indicators in [5, 6]. For example,

the previously defined distance function d(·,S) is a size function for S. With this, the

following result provides a useful comparison between size functions and class-K∞ functions.

Lemma 2.3.2. [4] Suppose ω1, ω2 are size functions for S ⊂ Rn. Then there exists

functions σ1, σ2 ∈ K∞ such that

σ1(ω2(x)) ≤ ω1(x) ≤ σ2(ω2(x)), ∀x ∈ Rn. •

The previously discussed concepts are used to recall the notion of input-to-state

stability for a non-linear autonomous system

x(t+ 1) = f(x(t),u(t)), ∀t ∈ Z≥0; (2.5)

with continuous f : Rn × Rm → Rn.

Definition 2.3.3. (Input-to-state stability [7]). Suppose ω is a size function for S ⊂ Rn.

Then, (2.5) is said to be input-to-state stable (ISS) if there exists β ∈ KL and γ ∈ K, such

that ∀x0 ∈ Rn and ∀{u(t)}t∈Z≥0
(bounded), the solution {x(t)}t∈Z≥0

satisfies, ∀t ∈ Z≥0,

ω(x(t)) ≤ max

{
β
(
ω(x0), t

)
, γ

(
sup
τ∈[0,t]

∥u(τ)∥
)}

. •
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Finally, (2.5) is ISS [6] [4] if and only if there exists a continuous (Lyapunov)

function V : Rn → R; σ1, σ2, σ3 ∈ K∞; and γ ∈ K such that, ∀x ∈ Rn, ∀u ∈ Rm,

σ1(ω(x)) ≤ V (x) ≤ σ2(ω(x)), (2.6a)

V (f(x,u))− V (x) ≤ −σ3(V (x)) + γ(∥u∥). (2.6b)

2.4 Convex analysis

A set D ∈ Rn is said to be convex if for any x,y ∈ D, λx+[1−λ]y ∈ D, ∀λ ∈ [0, 1].

For a convex set D and a point x ∈ D, NCD(x) := {v ∈ Rn |v⊤(y − x) ≤ 0,∀y ∈ D} is

the normal cone at x to the set D.

A function f : D → R with a convex domain D ⊆ Rn is convex if f(λx+[1−λ]y) ≤

λf(x) + [1− λ]f(y), ∀x,y ∈ D, ∀λ ∈ [0, 1]. Further, f is concave iff −f is convex. The

concavity of functions can be characterized via supergradients, as defined next.

Definition 2.4.1. (Supergradient of a concave function). Consider the concave function

f defined earlier. Then ζ ∈ Rn is said to be a supergradient of f at x if

f(y) ≤ f(x) + ζ⊤[y − x],∀y ∈ D . (2.7)

The set of all supergradients of f at x is ∂f(x). •

For such a concave function, ∂f(x) is always a closed convex set. Consider a

function f : D1 ×D2 → R (with D1 ⊆ Rn convex) for which f(·,y) is concave, ∀y ∈ D2.

Then, we use ∂x[f(x,y)]|x to denote the set of supergradients of f(·,y) at x ∈ D1. The

equivalent notion for a convex function is referred to as a subgradient.
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2.5 Graph theory

A directed graph [8], G := (A, E), is a tuple that has the following elements,

a) a set of nodes (here agents A); and

b) a set of arcs E ⊆ A×A between the nodes.

The set Ni := {j ∈ A | (j, i) ∈ E} denotes the (in) neighbors of node i ∈ A and N i :=

Ni ∪ {i}. A path is an ordered set of non-repeating nodes such that each tuple of adjacent

nodes belongs to E . The graph G is said to be strongly connected if there exists a path

from every node to every other node. The diameter of the graph diam(G) is the length of

the largest possible path between any two nodes.
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Part I

Distributionally Robust Games
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Chapter 3

Distributionally Robust Games And
An Algorithm To Seek Their Nash
Equilibria

3.1 Introduction

The design of complex interacting systems via reward-oriented agents is transforming

real-world applications in autonomous systems, critical infrastructure, and mixed human-

robot teams. Strategic settings, where emerging multi-agent behaviors depend on the selfish

actions of its members, can greatly be degraded by unknown environmental uncertainty,

potentially furthering their inherent inefficiencies. With broad and distributed accessibility

to data, it is now possible to construct more powerful agents that exploit new techniques

such as distributionally robust optimization (DRO). Although this can result in more robust

equilibria, the question remains as to how to effectively leverage this framework to design

provably-correct distributed learning algorithms for multi-agent networks. Motivated by

this, we study here the integration of DRO with the game-theoretic framework, and propose

novel learning algorithms that can practically converge to an associated equilibrium.
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3.2 Literature Review

Non-cooperative Game Theory [9, 10], provides a powerful framework for the

analysis and design of engineered multi-agent systems. Recent applications include multi-

vehicle networks [11, 12], telecommunication [13] and cyber-physical systems [14]. In

particular, the consideration of self-interested agents allows for the modeling of human

behavior [15, 16], and the evaluation of their impact in socio-technical systems [17], which

opens the door to incentive design [18, 19].

In this framework, the concept of Nash equilibria (NE) characterizes those lucrative

equilibrium strategies that rational agents adopt in response to others’ decisions. Thus, a

variety of Nash-seeking algorithms; e.g., [20, 21, 22, 23], have been developed to learn such

equilibria. Often, these algorithms require strong assumptions on utility functions and

their derivatives. In practice, only imperfect information about other agents’ strategies

is available [23]. While the early work [20] addresses this lack of information by means

of fictitious play [20], this requires a complete communication graph among the agents.

Subsequently, this lack of information has been mostly addressed via consensus [24, 22],

and gossip-based algorithms [25], which borrow ideas from the literature on distributed

optimization [26] and dynamic consensus [27]. When utilities are differentiable, these Nash-

seeking algorithms can be interpreted as passivity-based designs [28] [29], where the gradient

play of agents are corrected using an estimation term. In general, equilibria associated

with games with “convex” utilities over continuous strategy sets can be characterized via

variational inequalities [30, 31], which has been exploited in the development of Nash-

seeking algorithms [30, 32]. In particular, [30] uses proximal operators as regularization

terms similarly to how [33] use proximal terms for bi-level gradient descent. We refer the

reader to [23] for an extensive list of distributed Nash-seeking algorithms.

Optimization under uncertainty is studied extensively in the field of stochastic

programming [34] and its robust counterpart [35]. However, these setups often require
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knowledge of the underlying probability distribution, or over-approximating bounds on the

support of this distribution. When many samples are available, deterministic optimization

algorithms using sample average approximations [36] provide appropriate results. For

limited samples, distributionally robust optimization (DRO) formulations, where one tries

to maximize the worst-case expected reward over an ambiguity set related to the unknown

data-generating distribution, can provide decisions with a high confidence performance.

These problems have been studied since [37] and, more recently in [38, 2], and [39].

When dealing with continuous random variables, DRO problems translate in an infinite-

dimensional optimization. As such, [2] leverages concentration of measure inequalities to

provide tractable finite-dimensional reformulations under certain conditions, and out-of-

sample guarantees. This form of Wasserstein DRO is extended to the case of streaming

samples in [40] and to the case where samples are obtained from a dynamical system under

partial observations [41]. In this chapter, we apply results from DRO over a continuous

sample space with fixed number of samples.

Distributional robust game theory [42, 43, 44] is receiving increasing attention,

with current research differing in their treatment of uncertainty. The work [42] focuses on

discrete random variables, while [43, 44, 45] handle continuous ones. In these studies every

agent is affected by their own uncertainty, and neither account for the effect of limited

observations from shared samples among players in the equilibrium formation. More

recently, [45] produces a tractable reformulation of a distributional robust game for finite

strategy spaces and mixed strategy equilibria. Further, [45] shows that, as the number

of data samples increases to infinity, the distributionally robust equilibria asymptotically

approach those of the stochastic game. However, no out-of-sample guarantees under a

finite number of data points is provided. A similar result is provided in [46] for generalized

Nash games. However, here the uncertainty is used to define chance constraints on the

the feasible set of strategies, which does not directly affect the utilities of the agents.

None of these works aim to solve the robust equilibrium seeking problem in a distributed
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manner. The work [47] proposes a distributionally robust Nash equilibrium seeking

algorithm. However, it assumes differentiability of the associated utilities to produce a

monotone variational inequality reformulation that facilitates a pseudo-gradient update

towards the Nash equilibria. On a different take, the work in [48] rather assumes that it

is the opponents’ strategies that are generated by an unknown distribution, and study

an associated strategically robust game. Distributionally robust Stackleberg games are

considered in [49], where the authors assume strong Lipschitz assumptions on the utility

functions in order to provide gradient based updates for the leader-follower dynamic game.

In previous work [50], we studied a distributionally robust task allocation game among

self-interested agents. However these results apply for specific utility functions that model

task allocation and that are linear in the random variables.

3.3 Contributions

This chapter considers a distributionally robust game (DRG) among a group of

strategic agents. In this setting, the distributionally robust utilities are in general non-

smooth. Unlike previous works in the literature, agents construct their ambiguity sets

from partially observed samples obtained as the image of an observation function.

Assuming that these measurements can be stacked to define an invertible mapping,

we propose a modification of the ambiguity ball that contains the original distribution

with high confidence. Roughly speaking, this approximation requires that the observation

mapping does not deviate too much from an optimal transport of the unknown distribution

to the empirical one. We then identify conditions that guarantee the existence of NE

for the DRG and the associated stochastic game. These conditions, which are standard

requirements for NE of continuous games, generalize well to DRGs. In particular, the

aforementioned uncertainty bounds allow us to obtain a finite-sample error bound between

the distributionally robust NE (DRoNE) and the NE of the stochastic game. As robust
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utilities may be non-smooth, our DRoNE seeking strategy leverages supergradients and

inertial terms to produce an algorithm (ISBRAG) that replicates monotonicity-like be-

havior for the game. The algorithm is equally useful for seeking NE for any non-smooth

utility game when the game possesses what we term “amicable” supergradients. After

this, we provide ultimate boundedness guarantees to an arbitrarily small region around

the DRoNE set. Moreover, we report a heuristic to tune the algorithm parameters to

attain aforementioned arbitrarily small region to which the algorithm converges to. We

then exploit input-to-state stability properties of dynamic average consensus algorithms

and make ISBRAG distributed by allowing agents to estimate others’ strategies over a

communication network. Finally, to tackle shared observations, we adapt the tractable

reformulation of the distributionally robust optimization into a distributed optimization

problem. This allows agents to compute their supergradients in a fully distributed manner.

As such, d-ISBRAG for shared observations does not require full information from all

agents and can handle the effect of partial observations shared among the group of agents.

We present simulations that support our results.

The rest of the chapter is organized as follows. In Section 3.4, we formalize the

distributionally robust game and state the problems we are interested in addressing. Then

in Section 3.5, we relate the Nash equilibria of the distributionally robust game with

the underlying stochastic game and provide conditions under which the aforementioned

equilibria exist. In Section 3.6, we provide an algorithm that seeks out the Nash equlibria

of the distributionally robust game. This algorithm requires central information from all

agents, so in the next two sections we provide ways to make the algorithm distributed.

Specifically, in Section 3.7 we provide a distributed algorithm under the simplifying

assumption that the agents are able to compute their own strategy updates provided

they have an estimate of other agents’ strategies. In Section 3.8 we provide a distributed

algorithm under the full generality where agents have to estimate their own strategy updates

and other agents’ strategies over a communication network. Finally, we provide simulations
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demonstrating our results in Section 3.9 and conclude the chapter in Section 3.10.

3.4 Problem Formulation

We recall that a strategic form game [10] is a tuple

G := ⟨A, {Si}i∈A, {Ui}i∈A⟩ ,

consisting of a set of players (or agents) A := {1, · · · , n}; a set of strategies si ∈ Si ⊆ Rni

(with components si,l) available to each i ∈ A; and a set of utility functions Ui : ×j∈ASj →

R over the strategy profiles of all the agents. We assume that each agent is selfish and

interested in maximizing its own utility. In what follows, s−i denotes the strategy profile

of all players other than i ∈ A. For the sake of brevity, we denote S := ×i∈ASi the set

of combined strategies, and ∀i ∈ A, S−i := ×j∈A\{i}Sj the set of strategy profiles of all

players other than i ∈ A. Moreover, s := [s⊤1 , · · · , s⊤n ]⊤ denotes the stacked vector of all

strategies. A well-known concept that captures the equilibrium behavior of such a group

of agents trying to selfishly maximize their own utility is the Nash equilibrium (NE). Next,

we formally state the definition of an η-NE of a strategic form game.

Definition 3.4.1. (η-Nash equilibrium). A strategy (s⋆i , s
⋆
−i) is said to be an η-Nash

equilibrium (with η ≥ 0) of G iff

Ui(s
⋆
i , s

⋆
−i) + η ≥ Ui(si, s

⋆
−i), ∀si ∈ Si, ∀i ∈ A .

The set of η-Nash equilibria (η-NE) of G is given by NEη(G). If η = 0, this set becomes

the set of Nash equilibria (NE), NE(G), of the game. •

In this chapter, we focus on a case where every agent’s utility is affected by

some random variable, which can be caused by noisy measurements or the environment.

Specifically, suppose agent i ∈ A obtains a utility of Ui(si, s−i; ξ), where ξ ∈ Ξ ⊆ Rm is
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a random variable. If the distribution of ξ were known (say ξ ∼ P⋆), each agent could

maximize their expected utility given as

US
i (si, s−i) := Eξ∼P⋆ [Ui(si, s−i; ξ)] . (3.1)

Here, we assume that P⋆ ∈M(Ξ) with Ξ ⊂ Rm a compact subset. Moreover we assume

that P⋆ is absolutely continuous w.r.t the Lebesgue measure and P⋆ is light-tailed. This

results into the stochastic game

GS :=
〈
A, {Si}i∈A, {US

i }i∈A
〉
. (3.2)

We make the following assumptions throughout the chapter regarding the utilities and the

strategies of agents.

Standing Assumption 3.4.2. The components of GS in (3.2) satisfy the following

properties for each i ∈ A;

1. Si ⊆ Rni is non-empty, convex, and compact with diameter Di ∈ R≥0;

2. Ui is continuous and Ui(si, s−i; ξ) is concave in si, ∀ s−i, ξ; and

3. Ui(si, s−i; ξ) is Li-Lipschitz in ξ, ∀ si, s−i. •

In particular, we will assume that the original distribution P⋆ is unknown to the

agents, yet they will be able to sample from it. However, such samples may correspond to

partial measurements, as we state next.

Assumption 3.4.3. (Shared i.i.d. samples). Each i ∈ A has access to {hi(ξ̂
(1)), · · · ,hi(ξ̂

(N))},

a set of observations from {ξ̂(1), · · · , ξ̂(N)} i.i.d. samples of P⋆. •

The previous assumption applies to agents endowed with heterogeneous sensors
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and/or computation capabilities. For the sake of brevity, we define

h := [h⊤
1 , · · · ,h⊤

n ]
⊤ ,

as the stacked vector of functions that take in the samples as an input and return the stacked

observations of all the agents as an output; i.e. h(ξ̂(k)) := [h1(ξ̂
(k))⊤, · · · ,hn(ξ̂

(k))⊤]⊤,

∀k ∈ {1, · · · , N}.

Further, we assume the following on the function h.

Assumption 3.4.4. (Observability). The observation function h : Rm → Rm is invertible

and measurable. •

The previous assumption requires that there exists a sufficiently large number of

agents so that h is invertible. This requirement could be mitigated by means of an observer

when agents are able to obtain a continuous stream of samples by themselves [40] or from

a dynamical system [41]. We leave these considerations for future work.

To deal with the unknown distribution, an ambiguity set centered at the average

sample distribution

P̂N
h :=

1

N

N∑
k=1

δh(ξ̂(k)) ,

is constructed. Recall that δx represents the Dirac delta function at x. The h in the

subscript of P̂N
h is used to distinguish that this sample average distribution relies on

observations of the samples. Then, a distributionally robust utility for agent i ∈ A is

defined as

U
DR

i (si, s−i) := inf
Q∈Bεi (P̂

N
h )

Eξ∼Q
[
Ui(si, s−i; ξ)

]
, (3.3)

where, recall, Bεi(P̂N
h ) is the Wasserstein ball of radius εi centered at P̂N

h . Even though
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P̂N
h relies on global information and is common among the agents, εi ∈ R≥0 is a parameter

that agent i ∈ A can independently choose. The above utility description allows us to

formulate the distributionally robust game,

G DR :=
〈
A, {Si}i∈A, {UDR

i }i∈A
〉
. (3.4)

We refer to the set of NE of GDR, i.e. NE(GDR), as distributionally robust Nash equilibria

or DRoNE.

When uncertainty is individual:

A special case of the previous scenario occurs when the random variable ξ ∼ P⋆

affects each agent’s utility in an independent manner. We state this precisely next.

Assumption 3.4.5. (Individual uncertainty). The random variable ξ ∼ P⋆ satisfies, for

each agent i ∈ A;

1. ξ ∈ Ξ = Ξ1 × · · · × Ξn ⊆ Rm can be separated as ξ = [ξ⊤i , · · · , ξ⊤n ]⊤, with ξi ∈ Ξi ⊆

Rmi;

2. P⋆ = P⋆
1 ⊗ · · · ⊗ P⋆

n, with ξi ∼ P⋆
i ;

3. hi is such that ∀ξ ∈ Ξ, hi(ξ) = ξi ∈ Ξi ⊆ Rmi; and

4. ∀ s ∈ S, Ui(s; ξ) = Ui(s; ξi), ∀ ξ ∈ Ξ. •

This makes it so that each agent’s uncertainty does not affect another agent in any

way. When this is the case, with a slight abuse of notation, we assume the following.

Assumption 3.4.6. (Individual i.i.d. samples). For each i ∈ A, {ξ̂(1)i , · · · , ξ̂(Ni)
i } are i.i.d.

samples from P⋆
i . •

Thus, each agent is capable of individually measuring the uncertainty it is subject

to. Moreover, we allow different Ni ∈ Z≥0 for each agent i ∈ A, which means that agents

can now hold different numbers of samples from the original distribution.
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In this special case, each agent can create an ambiguity set by considering the

sample average distribution

P̂Ni
i :=

1

Ni

Ni∑
k=1

δ
ξ̂
(k)
i
.

Then, the distributionally-robust utility for agent i ∈ A can be modified as

UDR
i (si, s−i) := inf

Q∈Bεi (P̂
Ni
i )

Eξ∼Q
[
Ui(si, s−i; ξ)

]
, (3.5)

where, Bεi(P̂Ni
i ) is the Wasserstein ball of radius εi around P̂Ni

i . The above utility description

allows us to reformulate the distributionally robust game as

GDR :=
〈
A, {Si}i∈A, {UDR

i }i∈A
〉
. (3.6)

Communication protocol:

In order to update its own strategy, an agent will need information about the

strategies and possibly other data of other agents. In this chapter, we assume that the

agents obtain information by communicating with others over a static communication

network G := (A, E) with vertex set A. The arc set E defines the connections between

agents, with (i, j) ∈ E if and only if i ∈ A can send information to j ∈ A. We make the

following assumption regarding the network.

Assumption 3.4.7. (Connectivity). The communication graph G = (A, E) is strongly

connected. •

This allows information from each agent to reach every other agent in the group.

Note that we fix the communication graph to be static to make the notation simpler;

however, the results in the sequel can be extended to time-varying graphs with periodic

strong connectivity.
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Now, we are ready to state the goals of this work.

Problem 3.4.8. Given the aforementioned setup, under the Standing Assumption 3.4.2,

and Assumption 3.4.3, on shared i.i.d. samples, Assumption 3.4.4, on proper observations,

and 3.4.7, on connectivity; provide

1. conditions under which a DRoNE exists;

2. relations between DRoNE and NE of the stochastic game; i.e. GS and G DR; and

3. a distributed algorithm that converges to a DRoNE.

Further, discuss these solutions under the special case given by Assumption 3.4.5, on

individual uncertainty, and Assumption 3.4.6, on individual i.i.d. samples. •

We would like to point out that providing a solution for Problem 3.4.8: (3), under

Assumption 3.4.3 is difficult. Due to this, we provide a solution for Problem 3.4.8: (1)

and (2) in the next section, then address Problem 3.4.8: (3) for the special case given by

Assumptions 3.4.5 and 3.4.6, which we adapt later to the more general case in Section 3.8.

3.5 On the Nash Equilibria of the Games

In this section, we deal with Problem 3.4.8: (1), (2), and provide qualitative

properties of the Nash equilibria of the two games; GS and G DR. In particular, we provide

conditions under which the sets of Nash equilibria are non-empty, and then we relate the

Nash equilibria sets.

First, we show that the distributionally robust utility enjoys helpful properties

under certain assumptions.

Lemma 3.5.1. (Concavity and continuity of distributionally robust utility). Suppose

the Standing Assumptions 3.4.2: (1) and 3.4.2: (2) hold. Then, UDR

i (·, s−i) is concave

∀s−i ∈ S−i, for each i ∈ A. Moreover, for each i ∈ A, UDR

i is continuous.
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Proof. First, we show concavity. Fix an i ∈ A and s−i ∈ S−i. From the hypothesis,

the function gQ : Rni → R,

gQ(x) := Eξ∼Q
[
Ui(x, s−i, ξ)

]
is concave. From the concavity of gQ and the defining property of infimum,

U
DR

i

(
λx+ [1− λ]y, s−i

)
:= inf

Q∈Bεi (P̂
N
h )
gQ
(
λx+ [1− λ]y

)
≥ λ inf

Q∈Bεi (P̂
N
h )
gQ(x) + [1− λ] inf

Q∈Bεi (P̂
N
h )
gQ(y)

=: λU
DR

i

(
x, s−i

)
+ [1− λ]UDR

i

(
y, s−i

)
,

for any x,y ∈ Rm, and λ ∈ [0, 1]. Hence, the first claim.

Next, we prove continuity. To begin, notice that S, Ξ are compact sets and Ui is

continuous on S × Ξ. Hence, Ui is bounded on S × Ξ. Then, applying the dominated

convergence theorem [51], for any Q ∈ M(Ξ), Eξ∼Q [Ui(s; ξ)] is continuous in s. Now,

M(Ξ) is a subset of a reflexive normed vector space. Moreover, Bεi(P̂N
h ) ⊆M(Ξ) is non-

empty, bounded, closed, and convex (by construction). Then, by Tonelli’s theorem [52],

infQ∈Bεi (P̂
N
h ) Eξ∼Q

[
Ui(si, s−i; ξ)

]
attains its minimum; i.e. ∀s ∈ S, ∃Qs ∈M(Ξ), such that

U
DR

i (s) = Eξ∼Qs

[
Ui(s; ξ)

]
. We have used the subscript to show that this Qs can depend

on s.

With this setup, we prove continuity using contradiction. Suppose UDR

i is not

continuous at ŝ ∈ S. Then, ∃ a1 > 0, such that ∀ a2 > 0, ∃ s ∈ S with ∥ŝ − s∥ < a2

and |UDR

i (ŝ) − UDR

i (s)| > a1. Assume w.l.o.g. that UDR

i (ŝ) > U
DR

i (s) + a1. Then, it is

easy to see from the definition in (3.5) and the prior discussion, that this would imply

that ∃Qs,Qŝ ∈ Bεi(P̂N
h ), such that Eξ∼Qŝ

[Ui(ŝ; ξ)] > Eξ∼Qs [Ui(s; ξ)] − a1. Now as Qŝ ∈

argminQ∈Bεi (P̂
N
h ) Eξ∼Q

[
Ui(ŝ; ξ)

]
, Eξ∼Qs [Ui(ŝ; ξ)] ≥ Eξ∼Qŝ

[Ui(ŝ; ξ)] > Eξ∼Qs [Ui(s; ξ)] − a1.
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This then contradicts the continuity of Eξ∼Qs [Ui(·; ξ)]. ■

Using this result, we can immediately show that the distributionally robust game

possesses a Nash equilibrium.

Proposition 3.5.2. (Existence of a DRoNE). Suppose that the Standing Assumption 3.4.2

holds. Then, NE(G DR) ̸= ∅. Further, NE(GS) ̸= ∅.

Proof. We provide the proof for NE(G DR) ̸= ∅, as the proof of NE(GS) ̸= ∅

is analogous. Consider an arbitrary but fixed i ∈ A. From Lemma 3.5.1, UDR

i (·, s−i) is

concave ∀s−i ∈ S−i and UDR

i is continuous. Moreover, Si is a compact set, ∀i ∈ A, which

makes S = ×i∈ASi also compact. Thus, UDR

i is continuous, defined on a compact set, and

concave in its first argument ∀i ∈ A. The existence claim follows from the application of

Kakutani’s fixed point theorem [10]. ■

Note that the Standing Assumptions 3.4.2: (1) and (2) are standard in showing

the existence of Nash equilibria in games [10]. As such, Proposition 3.5.2 extends this to

distributionally robust games in a seamless way.

Now that we have shown that the set of DRoNE’s is non-empty, we are interested

in relating the DRoNE set with the Nash equilibria of the stochastic game. In order to do

this, we first need to extend the result in Theorem 2.2.1 to account for samples based on

observations. For the sake of brevity, we define

P̂N
h,Σ :=

1

N

N∑
k=1

NΣ
h(ξ̂(k))

, (3.7)

as the density that smoothens out sample point masses using a Gaussian of covariance Σ.

Similarly, denote P̂N
Σ := 1

N

∑N
k=1N

Σ
ξ̂(k)

. We restrict our observation functions h to be in

the following class.

Definition 3.5.3. (Inferable observations). Consider any matrix sequence {Σl}l∈Z>0 that

satisfies Σl → O, as l→∞. For each l ∈ Z>0 define the set of mappings Tl := {T |T♯P̂N
Σl

=

26



P⋆}. Suppose h is such that ∀T ∈ Tl,

∫
Rm

∥ξ − h(ξ)∥1P̂N
Σl
(dξ) ≤ Cl

∫
Rm

∥ξ − T (ξ)∥1P̂N
Σl
(dξ) .

We call h inferable with inflation C, if lim
l→∞

Cl = C. •

The property of Definition 3.5.3 allows us to inflate the Wasserstein ball in The-

orem 2.2.1, and account for the indirect observation of the samples. This leads to the

following result.

Theorem 3.5.4. (Distributionally robust bound for observations). Suppose Assump-

tions 3.4.3, and 3.4.4 hold; and let h be inferable with inflation C. Fix θ ∈ (0, 1). Then,

Pr
{
P⋆ ∈ B[C+1]ε(P̂N

h )
}
≥ 1− θ, where ε is as in (2.4).

Proof. We use the Monge form of the optimal transport problem in (2.2) to prove

this claim. Recall that P̂N = 1
N

∑N
k=1 δξ̂(k) and P̂N

Σ = 1
N

∑N
k=1N

Σ
ξ̂(k)

. Suppose F is the

Borel σ-algebra on Rm. Then, notice that for the smoothened density,

h♯P̂N
Σ = h♯

[
1

N

N∑
k=1

NΣ
ξ̂(k)

]
=

1

N

N∑
k=1

h♯N
Σ
ξ̂(k)

= P̂N
h,Σ.

Take any sequence {Σl}l∈Z>0 as in Definition 3.5.3. Then, for any l ∈ Z>0, and any set

F ∈ F we have that

h♯P̂N
Σl
(F)= 1

N

N∑
k=1

h♯N
Σl

ξ̂(k)
(F)= 1

N

N∑
k=1

Pr
{
h(Xk) ∈ F

}
,

with Xk ∼ NΣl

ξ̂(k)
, ∀ k ∈ {1, · · · , N}. Thus, h♯P̂N

Σl
= P̂N

h,Σl
.

Now, consider a particular l ∈ Z>0. Recall that Tl := {T |T♯P̂N
Σl

= P⋆} and define

the set of mappings T̃l := {T̃ | T̃♯P̂N
h,Σl

= P⋆}. Since h is invertible, for every T such

that T♯P̂N
Σl

= P⋆ (i.e. T ∈ Tl) it holds that T̃♯P̂N
Σl

= T♯(h
−1)♯P̂N

h,Σl
= T♯P̂N

Σl
= P⋆, for

T̃ = T ◦ (h−1) (i.e. T̃ ∈ T̃l). Similarly, ∀T̃ ∈ T̃l, we have T ∈ Tl.
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Next, define the following operators F : Tl → T̃l, with F (T ) = T ◦ (h−1) and

G : T̃l → Tl, with G(T̃ ) = T̃ ◦ h. It is easy to see that F and G are inverse operators.

With this,

dW(P̂N
h,Σl

,P⋆) = inf
T̃∈T̃l

∫
Rm

∥ξ − T̃ (ξ)∥1 P̂N
h,Σl

(dξ)

= inf
T∈Tl

∫
Rm

∥ξ −
(
T ◦ (h−1)

)
(ξ)∥1 P̂N

h,Σl
(dξ).

Since h♯P̂N
Σl
(dξ) = P̂N

h,Σl
(dξ), using the change of variables for pushforward measures, we

have,

∫
Rm

∥ξ −
(
T ◦ (h−1)

)
(ξ)∥1 P̂N

h,Σl
(dξ)

=

∫
Rm

∥h(ξ)−
(
T ◦ (h−1)

)
(h(ξ))∥1P̂N

Σl
(dξ)

=

∫
Rm

∥h(ξ)− T (ξ)∥1P̂N
Σl
(dξ)

≤
∫
Rm

∥h(ξ)− ξ∥1P̂N
Σl
(dξ) +

∫
Rm

∥ξ − T (ξ)∥1P̂N
Σl
(dξ) .

The last inequality comes from triangle inequality and linearity of integrals. Then, because

of Definition 3.5.3,

dW(P̂N
h,Σl

,P⋆) = inf
T∈T

∫
Rm

∥ξ −
(
T ◦ (h−1)

)
(ξ)∥1 P̂N

h,Σl
(dξ)

≤ inf
T∈T

[∫
Rm

∥h(ξ)− ξ∥1P̂N
Σl
(dξ) +

∫
Rm

∥ξ − T (ξ)∥1P̂N
Σl
(dξ)

]
≤ [Cl + 1] inf

T∈T

∫
Rm

∥ξ − T (ξ)∥1P̂N
Σl
(dξ)

= [Cl + 1] dW(P̂N
Σl
,P⋆) .

Now, as l→∞, dW(P̂N
h,Σl

,P⋆)→ dW(P̂N
h ,P⋆) and dW(P̂N

Σl
,P⋆)→ dW(P̂N ,P⋆). Thus, since
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Cl → C as l→∞, taking the limit as l→∞ of the previous inequality, we get

dW(P̂N
h ,P⋆) ≤ [C + 1] dW(P̂N ,P⋆) .

Then, by applying Theorem 2.2.1, the proof is complete. ■

Remark 3.5.5. (On sufficient conditions for Theorem 3.5.4). The uncertainty bound

in Theorem 3.5.4 relies on the “inflation” of the original Wasserstein ball in order to

guarantee that the sample average using the observations lies in this larger ball with

similar probability. The existence of this inflation, C + 1, depends on the observation

function h through Assumption 3.4.4 and Definition 3.5.3. Notice, in fact, that h can

itself be viewed as a transport map. Thus, the assumption roughly captures that, when

h is inferable with inflation C, the effect of the transport defined by h is on average

proportional to the effect of transport under the optimal transport map.

Moreover, notice that when there is no observation function involved, i.e. when

h(ξ) = ξ, then this result is equivalent to the original concentration of measure result in

Theorem 2.2.1. This is because, under this condition,

∫
Rm

∥ξ − h(ξ)∥1P̂N
Σl
(dξ) =

∫
Rm

∥ξ − ξ∥1P̂N
Σl
(dξ) = 0,

and hence, the inflation parameter is in fact C = 0. •

Thus, using the uncertainty quantification provided by observations we provide the

following relation between the sets of Nash equilibria.

Theorem 3.5.6. (Every DRoNE is an η-NE of GS with certain probability). Suppose

Assumption 3.4.3 holds and that h is inferable with inflation C. Suppose that, for all

i ∈ A, θi ∈ (0, 1) and εi(N, θi) are chosen according to (2.4). Assume that the strategy

(s⋆i , s
⋆
−i) ∈ NE(G DR), where the inf in (3.3) is taken over closed Wasserstein balls of
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radii εi = [C + 1]εi, i.e. Q ∈ Bεi(P̂N
h ), ∀i ∈ A. Then, with probability at least (1 − θ)n,

(s⋆i , s
⋆
−i) ∈ NEη(GS), where η = 2 [C + 1]maxi∈A εiLi, and θ = maxi∈A θi.

Proof. Consider an arbitrary but fixed i ∈ A. Since εi is chosen according to (2.4),

then by Theorem 3.5.4, P⋆ ∈ Bεi(P̂N
h ) with probability at least 1− θi. Thus,

U
DR

i (s⋆i , s
⋆
−i) ≤ US

i (s
⋆
i , s

⋆
−i) , (3.8)

with probability at least 1−θi. Now, from the hypothesis we have that (s⋆i , s⋆−i) ∈ NE(G DR).

This gives us,

U
DR

i (s⋆i , s
⋆
−i) ≥ U

DR

i (si, s
⋆
−i),∀si ∈ Si . (3.9)

Next, consider an arbitrary but fixed si ∈ Si and let Q ∈ Bεi(P̂Ni
i ). Thus, again from

Theorem 3.5.4, dW(P⋆
i ,Q) ≤ 2 εi = 2C εi, with probability at least 1− θi. Thus, using the

Kantorovich–Rubinstein description of the Wasserstein distance in (2.3), we have,

[1/Li]
[
US
i (si, s

⋆
−i)− Eξ∼Q

[
Ui(si, s

⋆
−i; ξ)

] ]
=

1

Li

[ ∫
Ξ

Ui(si, s
⋆
−i; ξ)P⋆

i (dξ)−
∫
Ξ

Ui(si, s
⋆
−i; ξ)Q(dξ)

]
≤ 2 [C + 1] εi . (3.10)

with probability at least 1− θi. Here, the first equality comes from the definitions of the

utilities and the last inequality comes from (2.3), Standing Assumption 3.4.2: (3) and the
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prior discussion. Thus, using (3.10),

US
i (si, s

⋆
−i)− U

DR

i (si, s
⋆
−i)

= US
i (si, s

⋆
−i)− inf

Q∈Bεi
(P̂Ni

i )

Eξ∼Q
[
Ui(si, s

⋆
−i; ξ)

]
= sup

Q∈Bεi
(P̂Ni

i )

[
US
i (si, s

⋆
−i)− Eξ∼Q

[
Ui(si, s

⋆
−i; ξ)

] ]
≤ 2 [C + 1] εi Li . (3.11)

Moreover, notice that the upper bound in independent of the chosen si. Hence, by

combining (3.8), (3.9), and (3.11),

∀si ∈ Si, US
i (s

⋆
i , s

⋆
−i) ≥ U

DR

i (s⋆i , s
⋆
−i) ≥ U

DR

i (si, s
⋆
−i)

≥ US
i (si, s

⋆
−i)− 2[C + 1]εiLi ≥ US

i (si, s
⋆
−i)− η,

with probability at least 1− θi ≥ 1− θ. Here, η and θ are as defined in the hypothesis.

Rearranging the last equation and further applying it to all agents completes the proof.■

Remark 3.5.7. (On relaxing the Lipschitz dependence of utility on uncertainty). In

Assumption 3.4.2: (3), we require Ui(s; ξ) to be Li-Lipschitz in ξ, ∀ s ∈ S. It is possible

to relax this condition to require a Lipschitz constant li(s) that depends on the strategy

profile s ∈ S; and obtain the exact same result as in Theorem 3.5.6 with bound η =

2[C + 1]maxi∈A,s∈S εili(s). The extra requirement would impose that maxs∈S li(s) exists

∀ i ∈ A; which, in turn, is equivalent to Assumption 3.4.2: (3) to begin with. •

The bounds provided in the previous result take into account the heterogeneity

among the agents in terms of the dependence (through Li) of their utility on the random

variable and the size of their ambiguity sets (due to εi). Informally, for each agent i ∈ A,

εi and θi can be be made smaller as the number of samples Ni grows (see [2]). Hence, the

DRoNE becomes a NE of the stochastic game with hight probability as the agents gather
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more samples from the unknown distribution. In this chapter, we skip formal details

regarding this matter, since we keep Ni fixed ∀ i ∈ A.

The previous result can be understood as follows. Suppose that every agent i ∈ A

chooses εi independently, then Theorem 3.5.6 quantifies the uncertainty that the DRoNE

belongs to NE(GS) using θi accordingly. We conclude this section by adapting the previous

result for the special case with Assumptions 3.4.5, and 3.4.6. Here, we can use the ε, θ

relation in Theorem 2.2.1 directly for the η bound, since there is no effect of observations.

We skip the proof since it follows the exact same arguments as Theorem 3.5.6.

Corollary 3.5.8. (Under individual uncertainty, every DRoNE is an η-NE of GS with

certain probability). Suppose Assumptions 3.4.5, and 3.4.6 hold. Suppose ∀i ∈ A,

θi ∈ (0, 1) and εi(Ni, θi) is chosen according to (2.4). Assume that the strategy (s⋆i , s
⋆
−i) ∈

NE(GDR) with Wasserstein ball radii εi. Then with probability at least (1− θ)n, (s⋆i , s⋆−i) ∈

NEη(GS), with η = 2maxi∈A εiLi and θ = maxi∈A θi. ■

3.6 A Centralized Better Response Supergradient
Ascent Dynamics

In the previous section, we established the existence of a DRoNE and showed

its relation to the NE of the stochastic game. In this section, we provide a centralized

algorithm that allows the agents to learn said DRoNE. We build up to a distributed

solution that addresses Problem 3.4.8: (3) in the next section.

First, recall that Lemma 3.5.1 shows that for each agent i ∈ A, UDR

i is concave in its

own strategy if the opponents’ strategies are fixed. This means that (due to Definition 2.4.1)

there is a non-empty set of supergradients of i’s utility with respect to its own strategy

(for fixed opponents’ strategies). We assume an additional feature of the distributionally

robust utilities as follows.

Assumption 3.6.1. (Uniformly bounded supergradient). For each i ∈ A, ∃Bi ∈ R≥0

such that ∀s ∈ S, ∥ζi∥ ≤ Bi, ∀ζi ∈ ∂x[U
DR

i (x, s−i)]|si. •
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From the definitions of the NE in Definition 3.4.1 and the supergradient in Defi-

nition 2.4.1, it is well known that an alternative characterization of the Nash equilibria

comes in the form of the following variational inequality [31],

s⋆ ∈ NE(G DR)⇐⇒∀ s ∈ S,∃ ζ ∈×
i∈A

∂x

[
U

DR

i (x, s−i)
]∣∣∣

si

such that (s− s⋆)⊤ζ ≤ 0 .

Hence, inspired by [32], we define the following Lyapunov function candidate, used for

analysis later.

V (s,ϕ) := max
x∈S

x⊤ϕ− s⊤ϕ (3.12a)

=
∑
i∈A

[
max
xi∈Si

x⊤
i ϕi − s⊤i ϕi

]
. (3.12b)

Here, ϕi (like si) are the components of a variable ϕ (to be defined later) corresponding to

agent i ∈ A. The equality in (3.12b) comes from the fact that max
x∈S

x⊤ϕ = max
x∈S

∑
i∈A

x⊤
i ϕi

=
∑
i∈A

max
xi∈Si

x⊤
i ϕi. This is because S = ×i∈ASi and the decision variables do not affect each

other through other constraints. Note that V is Lipschitz continuous in its arguments

as maxx∈S x⊤ϕ is convex in ϕ, S is compact (hence maxx∈S x⊤ϕ has uniformly bounded

subgradients), and s⊤ϕ is bilinear. Moreover, by construction, V (s,ϕ) ≥ 0, ∀ s,ϕ. The

next result bounds the change in maxx∈S x⊤ϕ w.r.t. ϕ.

Lemma 3.6.2. (On the change of max of linear functions). For an agent i ∈ A, define

fi(ϕi) := max
xi∈Si

x⊤
i ϕi, where Si is a compact set with diameter Di ∈ R>0, and let

X ∗
i (ϕi) := argmax

xi∈Si

x⊤
i ϕi . (3.13)
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Then, ∀ϕ1
i ,ϕ

2
i ∈ BMi

(0), and ∀x∗
i ∈ X ∗

i (ϕ
1
i ),

fi(ϕ
2
i ) ≤ fi(ϕ

1
i ) + x∗

i
⊤[ϕ2

i − ϕ1
i ] +Di∥ϕ2

i − ϕ1
i ∥,

for any Di ≥ Di.

Proof. Consider an arbitrary but fixed ϕ1
i , with ∥ϕ1

i ∥ ≤Mi and an arbitrary but

fixed x∗
i ∈ X ∗

i (ϕ
1
i ). Then fi(ϕ1

i ) = x∗
i
⊤ϕ1

i . Further, since ∥ · ∥ is non-negative,

x∗
i
⊤ϕi ≤ x∗

i
⊤ϕ1

i + x∗
i
⊤[ϕi − ϕ1

i ] + C∥ϕi − ϕ1
i ∥,

∀ϕi ∈ BMi
(0), for any C ∈ R≥0. Now take an arbitrary but fixed ϕ2

i ∈ BMi
(0) and let

y∗
i ∈ X ∗

i (ϕ
2
i ). Thus, fi(ϕ2

i ) = y∗
i
⊤ϕ2

i . Then, using the previous inequality,

y∗
i
⊤ϕ2

i ≤ x∗
i
⊤ϕ1

i + x∗
i
⊤[ϕ2

i − ϕ1
i ] + C∥ϕ2

i − ϕ1
i ∥

+ [y∗
i − x∗

i ]
⊤[ϕ2

i − ϕ1
i ] + [y∗

i − x∗
i ]

⊤ϕ1
i

≤ x∗
i
⊤ϕ1

i + x∗
i
⊤[ϕ2

i − ϕ1
i ] + [C+Di]∥ϕ2

i − ϕ1
i ∥ .

For the last inequality, we rely on the Cauchy-Schwarz inequality, |[y∗
i − x∗

i ]
⊤[ϕ2

i − ϕ1
i ]| ≤

∥y∗
i −x∗

i ∥∥ϕ2
i −ϕ1

i ∥, and further used that Di is the diameter of Si. Moreover, by definition

[y∗
i − x∗

i ]
⊤ϕ1

i = y∗
i
⊤ϕ1

i −x∗
i
⊤ϕ1

i ≤ 0, since y∗
i ∈ Si. Now, since C+Di ≥ Di is independent

of ϕ1
i , ϕ

2
i , and x∗

i , the proof is complete. ■

We are now ready to propose the first part of our algorithm. We allow agents to

update their strategies at every time instant in a better response fashion. To that effect,

with the set defined in (3.13), suppose

π∗
i (ϕi) ∈ X ∗

i (ϕi) . (3.14)
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Notice here that π∗
i is related to the so-called support function of the convex set Si, which

motivates the name of our algorithm.Now, given {ϕ(t)}, and using (3.14), agents update

their strategies via

si(t+ 1) = [1− αi] si(t) + αi π
∗
i (ϕi(t)), (3.15)

= si(t) + αi

[
π∗

i (ϕi(t))− si(t)
]
, ∀i ∈ A ,

from some initial {si(0) ∈ Si}i∈A. In other words, the update of si(t) is a convex

combination of si(t) and π∗
i (ϕi(t)) using the parameter αi ∈ (0, 1), for each i ∈ A. Thus,

π∗
i (ϕi(t)) renders Si invariant under (3.15), ∀i ∈ A. Before specifying ϕi(t), we bound

the change of the Lyapunov function for any choice of bounded ϕ(t).

Lemma 3.6.3. (Bound on Lyapunov function difference). Consider the dynamics (3.15)

from an initial condition {si(0) ∈ Si}i∈A. Suppose {ϕ(t)}t∈Z≥0
satisfies ∥ϕi(t)∥ ≤Mi (for

some Mi ∈ R>0), ∀i ∈ A, ∀t ∈ Z≥0. Take any Di ≥ Di, ∀i ∈ A. Then, ∀t ∈ Z≥0, with

α = mini∈A αi ∈ (0, 1), it holds that

V
(
s(t+ 1),ϕ(t+ 1)

)
− V

(
s(t),ϕ(t)

)
≤∑

i∈A

[1− αi

αi

[si(t+ 1)− si(t)]
⊤[ϕi(t+ 1)− ϕi(t)]

+Di∥ϕi(t+ 1)− ϕi(t)∥
]
− αV (s(t),ϕ(t)) . (3.16)

Proof. With a slight abuse of notation, we denote s = s(t), s+ = s(t+1), ϕ = ϕ(t),

and ϕ+ = ϕ(t + 1). From the definition of V in (3.12) and the dynamics in (3.15), we
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have that

V (s+,ϕ+)− V (s,ϕ)

=
∑
i∈A

[
max
xi∈Si

x⊤
i ϕ

+
i −max

xi∈Si

x⊤
i ϕi − s+i

⊤
ϕ+

i + s⊤i ϕi

]
=
∑
i∈A

[
max
xi∈Si

x⊤
i ϕ

+
i −max

xi∈Si

x⊤
i ϕi

− s⊤i
[
ϕ+

i − ϕi

]
−
[
s+i − si

]⊤[
ϕ+

i − ϕi

]
−
[
s+i − si

]⊤
ϕi

]
.

Then, we can upper bound the time difference in V as

V (s+,ϕ+)− V (s,ϕ)

≤
∑
i∈A

[
π∗

i (ϕi)
⊤[ϕ+

i − ϕi] +Di∥ϕ+
i − ϕi∥

− s⊤i
[
ϕ+

i − ϕi

]
− αi

[
π∗

i (ϕi)− si
]⊤[

ϕ+
i − ϕi

]
− αi

[
π∗

i (ϕi)− si
]⊤

ϕi

]
.

The first two terms on the right-hand side of the previous inequality come from applying

Lemma 3.6.2; and the last two terms similarly come from replacing (3.15) and rearranging

terms. Then, combining like terms gives,

V (s+,ϕ+)− V (s,ϕ)

≤
∑
i∈A

[
[π∗

i (ϕi)− si]
⊤[ϕ+

i − ϕi] +Di∥ϕ+
i − ϕi∥

− αi

[
π∗

i (ϕi)− si
]⊤[

ϕ+
i − ϕi

]
− αi

[
π∗

i (ϕi)− si
]⊤

ϕi

≤
∑
i∈A

[
[1− αi][π

∗
i (ϕi)− si]

⊤[ϕ+
i − ϕi]

+Di∥ϕ+
i − ϕi∥

]
− αV (s,ϕ) .

36



For the last inequality, we have used the fact that
∑

i∈A
[
π∗

i (ϕi)−si
]⊤

ϕi =
∑

i∈A
[
maxxi∈Si

x⊤
i ϕi−

s⊤i ϕi

]
= V (s,ϕ), and combined terms from the previous step. Finally, applying (3.15) in

the last inequality completes the proof. ■

Recall that supergradients are possibly non-unique. Thus, an alternate definition

of the NE [31] is given by

s⋆ ∈ NE(G DR)⇐⇒0 ∈ NCSi
(s⋆i )− ∂x

[
U

DR

i (x, s⋆−i)
]∣∣∣

s⋆i

.

This motivates us to introduce the following min norm supergradient. First, let Πx(x,y)

be the projection of (x,y) onto x, the first components. Then, define ∀i ∈ A,

vi(s) :=Πζi

(
argmin

ζi,z
∥ − ζi + z∥2 (3.17)

s.t. ζi ∈ ∂x
[
U

DR

i (x, s−i)
]∣∣∣

si
, z ∈ NCSi

(si)
)
.

Note that the previous formulation in (3.17) is well defined since ∥ · ∥2 is strongly convex

and lower bounded by 0; the set of supergradients is convex and compact; and the normal

cone is a closed convex cone. Hence, (3.17) produces a unique optimizer. Further, we

introduce a proximal term ∀i ∈ A, with λi ∈ R>0,

wi(si, t) := −
1

λi
[si − si(t− 1)] , (3.18)

which is the derivative of the (1/λi)-strongly concave function −(1/λi)∥si − si(t− 1)∥2.

This penalizes the deviation of the strategy at time t ∈ Z≥0 from the previous strategy,

and this penalty depends on the multiplier λ−1
i . Now, using the definitions in (3.17),

and (3.18), we propose the following choice of ϕi(t) for (3.15), with µi > 0,

ϕi(t) = µivi(s(t)) +wi(si(t), t) . (3.19)
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From here, and under Assumption 3.6.1, it is easy to see that ∀i ∈ A, ∥ϕi(t)∥ ≤ µiBi +

Di/λi, ∀t ∈ Z≥0. We formally define our algorithm dynamics next and discuss the

particular choice of ϕ(t) in the remark that follows.

Definition 3.6.4. (ISBRAG). The dynamics obtained from the strategy update in (3.15),

using the modified sypergradient vector in (3.19) is referred to as Inertial Supported Better

Response Ascending superGradient dynamics or ISBRAG. •

Remark 3.6.5. (On the choice of ϕi(t)). From the definitions in (3.17), and (3.18), it is

easy to realize that ∀i ∈ A,

ϕi(t) = ∂x

[
µiU

DR

i (x, s−i(t))
]∣∣∣

si(t)
− 1

λi
[si(t)− si(t− 1)]

∈ ∂x
[
µiU

DR

i (x, s−i(t))−
1

2λi
∥x− si(t− 1)∥2

]∣∣∣∣
si(t)

.

This produces the effect of allowing the agents to update their strategies at every time

instant using the knowledge of the supergradient direction (scaled by µi) of their utility,

along with an inertial direction so that they do not deviate from their previous strategies

too much. •

Notice from (3.19) that ISBRAG uses a one time-step delayed state information

to perform the current state update in (3.15). In such a case, it is useful to define an

auxiliary state pi(t) = si(t− 1), ∀i ∈ A, ∀t ∈ Z≥0. Then, the equilibrium set for ISBRAG

is given by

Seq :=
{
(s,p)∈S×S

∣∣ si=pi∈X ∗
i

(
vi(si)

)
,∀i∈A

}
. (3.20)

Next, we establish V as a size function (see Definition 2.3.1) for a superset of the DRoNE

set. This will be useful in proving convergence results in the sequel.

Lemma 3.6.6. (V is a size function). Suppose Assumption 3.6.1 holds. Define B :=
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×i∈ABBi
(0) and let

ϕ̃i(si,pi, ζi) = µiζi −
1

λi
[si − pi], ∀i ∈ A ; (3.21)

where, ∀i ∈ A, si,pi ∈ Si, and ζi ∈ BBi
(0). Define,

Z :=
{
(s,p, ζ) ∈ S × S × B

∣∣∣ (3.22)

∀i ∈ A, si ∈ X ∗
i

(
ϕ̃i(si,pi, ζi)

)}
.

Then, V
(
s, ϕ̃(s,p, ζ)

)
as a function of (s,p, ζ) is a size function for Z. Moreover,

{
(s⋆, s⋆, ζ⋆)

∣∣∣ s⋆ ∈ NE(G DR), ζ
⋆
i = vi(s

⋆),∀i ∈ A
}
⊆ Z .

Proof. First recall from (3.12) and the discussion following it that V is Lipschitz

and; hence, continuous. Moreover, recall that by definition, V (s,ϕ) ≥ 0, ∀ s ∈ S, and ϕ.

From (3.18) and (3.19), suppose p ∈ S (with components pi ∈ Si, i ∈ A) describes the

state at the previous time step; then

ϕi(s,p) = µivi(s)−
1

λi
[si − pi], ∀i ∈ A .

Since ∀i ∈ A, vi(s) ∈ ∂x
[
U

DR

i (x, s−i)
]∣∣

si
, we can consider the evolution of ISBRAG

(Definition 3.6.4) with ϕ̃ in (3.21) in the set S × S × B. Because of the assumption on

the compactness of Si, and Assumption 3.6.1, ∀i ∈ A, ϕ̃i ∈ BµiBi+Di/λi
(0), ζi ∈ BBi

(0),

si ∈ Si and pi ∈ Si. Then, using these definitions and with a slight abuse of notation

V (s,p, ζ) := V (s, ϕ̃), we have that V (s,p, ζ) is continuous in all its arguments; since ϕ̃

in (3.21) is continuous in its arguments. For the sake of brevity, define Y := S × S × B,

which is a compact set. Then, V (s,p, ζ) attains its maximum and minimum on Y , and it

is easy to deduce that there is a continuous extension of V (say Ṽ ) that is proper. For
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example,

Ṽ (s,p, ζ) =


V (s,p, ζ), if (s,p, ζ) ∈ Y ;

d
(
(s,p, ζ),Y

)
+ V (s∗,p∗, ζ∗) otherwise;

where (s∗,p∗, ζ∗) ∈ argmin(ŝ,p̂,ζ̂)∈Y ∥(ŝ, p̂, ζ̂)− (s,p, ζ)∥.

Now, Ṽ (s,p, ζ) ≥ 0, ∀(s,p, ζ) ∈ Y. Moreover, Ṽ (s,p, ζ) = 0 iff ∀i ∈ A,

maxxi∈Si
x⊤
i ϕ̃i(si,pi, ζi) = s⊤i ϕ̃i(si,pi, ζi), i.e. si ∈ X ∗

i

(
ϕ̃i(si,pi, ζi)

)
. Further, since

Ṽ is continuous, ∀l ∈ R≥0, the l-sublevel set {(s,p, ζ) | Ṽ (s,p, ζ) ≤ l} is a closed subset of

Rn. Now, by construction, these l-sublevel sets are compact, since V attains its maximum

in Y . Thus, by Definition 2.3.1, Ṽ is a size function for Z. Notice from (3.15) and (3.19)

that the set Y is further invariant under ISBRAG. Thus equivalently, V is a size function

for Z.

The last claim on subset relationship can be easily verified from (3.17) and the

definition of a NE in Definition 3.4.1. This completes the proof. ■

Before providing convergence guarantees for our algorithm, we define a class of

games for which the supergradients play well with the proximal terms.

Definition 3.6.7. (Amicable supergradients). The game G DR (satisfying Standing Assump-

tion 3.4.2) is said to have amicable supergradients if the following holds. Consider an arbi-

trary but fixed i ∈ A. Let (si, s−i) ∈ S. Then, ∃ di ∈ R>0 such that ∀(si, s−i) ∈ Bdi(si, s−i),

∃ ζ1
i ∈ ∂x

[
U

DR

i (x, s−i)
]∣∣

si
, ∃ ζ2

i ∈ ∂x
[
U

DR

i (x, s−i)
]∣∣

si
, and ∃ ζ3

i ∈ ∂x
[
U

DR

i (x, s−i)
]∣∣

si
, such

that,

[
ζ2
i − ζ1

i

]⊤[
si − si

]
−
[
ζ3
i − ζ1

i

]⊤[
si − si

]
≤ ci∥si − si∥2,

for some ci ∈ R. This {ci}i∈A is referred to as the factors of amicability of the supergradi-
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ents.

•

The name amicable is chosen to represent the fact that the supergradients behave

in a “friendly” manner with respect to the proximal term in (3.18). The significance of

the previous definition will come into focus in the proof of the next theorem, where we

will use the factors of concavity {λ−1
i }i∈A to offset the factors of amicability {ci}i∈A and

produce monotonicity-like [32] behavior. In this regard, “amicability” can be seen to extend

monotonicity. Next, we state and prove conditions under which ISBRAG converges.

Theorem 3.6.8. (Convergence of ISBRAG). Suppose Assumption 3.6.1 holds. Moreover,

suppose G DR has amicable supergradients with factor of amicability {ci}i∈A. With dmin :=

mini∈A di, choose µi ∈ (0,∞), ∀i ∈ A and

αi ∈
(
0, min

{
dmin

Di

,
1

2

}]
, ∀i ∈ A . (3.23)

Next, ∀i ∈ A, choose Ni ∈ (1,∞) and suppose

λi ∈



(
1

Niµici
,

1

µici

)
, if ci > 0;

(
1

Niµi

,∞
)
, otherwise .

(3.24)

Define the size function ω(·) := d(·,NE(G DR)) as the distance from the NE set of G DR.

Denote α := maxi∈A αi, µ := maxi∈A µi. Finally, let s(t) be a trajectory of the ISBRAG

dynamics in Definition 3.6.4 from the initial condition {si(0) = si(−1) ∈ Si}i∈A. Then,

there exist functions β1 ∈ KL, γ1 ∈ K, and a continuous function ρ1 : [0, 0.5]×R≥0 → R≥0
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such that

ω
(
s(t)
)
≤ max

{
β1

(
ω
(
s(0)

)
, t
)
, γ1

(
Kρ1

(
α, µ

))}
, (3.25)

where, the constant K depends only on {Di, Bi, ci,Ni}i∈A. Moreover, ρ1 is strictly increas-

ing w.r.t. both its arguments and ρ1(x, y)→ 0 as (x, y)→ 0.

Proof. First, notice that because of Lemmas 2.3.2 and 3.6.6, there exists functions

σ1, σ2 ∈ K∞ such that

σ1(ω(s)) ≤ V (s) ≤ σ2(ω(s)), ∀s ∈ S. (3.26)

This can be seen from the statement of Lemma 3.6.6 and realizing that the set {(s, ζ) | ∀i ∈

A, si ∈ Si, ζi ∈ ∂xi
[U

DR

i (xi, s−i)]|si} is invariant under ISBRAG.

Now, to bound the change in V , we first provide an upper bound on [si(t +

1) − si(t)]
⊤[ϕi(t + 1) − ϕi(t)], ∀i ∈ A. With a slight abuse of notation, set si = si(t),

s+i = si(t+ 1), s−i = si(t− 1), s−i = s−i(t), s+−i = s−i(t+ 1), ϕ−
i = ϕi(t− 1) ϕi = ϕi(t),

and ϕ+
i = ϕi(t+ 1).

Consider an arbitrary but fixed agent i ∈ A. By the property of supergradients, at

time t, we have, ∀x ∈ Si,

µiU
DR

i (x, s−i)−
1

2λi
∥x− s−i ∥2 ≤ µiU

DR

i (si, s−i) (3.27)

− 1

2λi
∥si − s−i ∥2 + ϕi

⊤[x− si]−
1

2λi
∥x− si∥2;

and at time t+ 1, we have, ∀x ∈ Si,

µiU
DR

i (x, s+−i)−
1

2λi
∥x− si∥2 ≤ µiU

DR

i (s+i , s
+
−i) (3.28)

− 1

2λi
∥s+i − si∥2 + ϕ+

i
⊤
[x− s+i ]−

1

2λi
∥x− s+i ∥2 .
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Note that the last quadratic terms in both of the previous two equations come from the

strong concavity of the proximal term ∥ · ∥2 [53]. Substituting x = s+i in (3.27), x = si

in (3.28); and combining the inequalities, we get

[ϕ+
i − ϕi]

⊤
[s+i − si]

≤ 1

2λi
∥s+i − s−i ∥2 −

1

2λi
∥si − s−i ∥2 −

1

2λi
∥s+i − si∥2

−
[

1

2λi
+

1

2λi

]
∥s+i − si∥2 + µi

[
U

DR

i (si, s−i)

− UDR

i (s+i , s−i) + U
DR

i (s+i , s
+
−i)− U

DR

i (si, s
+
−i)

]
.

Noting that ∥s+i − s−i ∥2 = ∥s+i − si∥2 + 2[s+i − si]
⊤
[si − s−i ] + ∥si − s−i ∥2, and applying

appropriate algebraic simplifications, leads to

[ϕ+
i − ϕi]

⊤
[s+i − si]

≤ 1

λi
[s+i − si]

⊤
[si − s−i ]−

1

λi
∥s+i − si∥2

+ µi

[
U

DR

i (si, s−i)− UDR

i (s+i , s−i) + U
DR

i (s+i , s
+
−i)− U

DR

i (si, s
+
−i)
]
.

Now, suppose ζi

(
s+i , s−i

)
∈ ∂x

[
U

DR

i (x, s−i)
]∣∣∣

s+i

, ζi

(
si, s

+
−i

)
∈ ∂x

[
U

DR

i (x, s+−i)
]∣∣∣

si
. Then

using the appropriate definition of the supergradients (see Definition 2.4.1), we modify the
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previous bound on [ϕ+
i − ϕi]

⊤
[s+i − si] as

[ϕ+
i − ϕi]

⊤
[s+i − si]

≤ 1

λi
[s+i − si]

⊤
[si − s−i ]−

1

λi
∥s+i − si∥2

+ µi

[
ζi

(
si, s

+
−i

)
− ζi

(
s+i , s−i

)]⊤[
s+i − si

]
=

1

λi
[s+i − si]

⊤
[si − s−i ]−

1

λi
∥s+i − si∥2

+ µi

[
ζi

(
si, s

+
−i

)
− ζi

(
si, s−i

)]⊤[
s+i − si

]
− µi

[
ζi

(
s+i , s−i

)
− ζi

(
si, s−i

)]⊤[
s+i − si

]
.

Here, for the last equality, we have used the linearity property of inner products. Then,

from Definition 3.6.7,

[ϕ+
i − ϕi]

⊤
[s+i − si] ≤

1

λi
[s+i − si]

⊤
[si − s−i ]−

1

λi
∥s+i − si∥2 + µici∥s+i − si∥2 .

Indeed, we can use the inequality in Definition 3.6.7, since we have chosen αi < dmin/Di to

ensure that the opponents’ strategies remain within the di-ball around the current strategy

profile. Now, because of (3.24), (− 1
λi

+ µici)∥s+i − si∥2 ≤ 0. Then, substituting in the

dynamics (3.15) in the previous inequality gives us

[ϕ+
i − ϕi]

⊤
[s+i − si] ≤

1

λi
[s+i − si]

⊤
[si − s−i ]

=
α2
i

λi
[π∗

i (ϕi)− si]
⊤[π∗

i (ϕ
−
i )− s−i ] .

Recall that π∗
i (ϕi),π

∗
i (ϕ

−
i ) ∈ Si. Relying on the Cauchy-Schwarz inequality on the
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previous step and utilizing the fact that Di is the diameter of Si, we conclude that

[ϕ+
i − ϕi]

⊤
[s+i − si] ≤

α2
i

λi
∥π∗

i (ϕi)− si∥∥π∗
i (ϕ

−
i )− s−i ∥ ≤ α2

i

D2
i

λi
. (3.29)

Finally, we provide an upper bound for ∥ϕ+
i − ϕi∥. Quickly, define ∀i ∈ A,

c̃i =


ci, if ci > 0;

1, otherwise ;

and notice that 1
λi
< Niµic̃i, ∀i ∈ A. Then, using the properties of ∥ · ∥ and the triangle

inequality,

∥ϕ+
i − ϕi∥ ≤ µi∥v+

i − vi∥+
1

λi

∥∥s+i − s−i
∥∥ (3.30)

≤ 2µiBi +
Di

λi
≤ (2Bi +DiNic̃i)µi =: Aiµi .

Recall that Di ≥ Di, ∀i ∈ A. Now, combining (3.16) from Lemma 3.6.3, (3.29), and (3.30),

gives us,

V
(
s(t+ 1),ϕ(t+ 1)

)
− V

(
s(t),ϕ(t)

)
(3.31)

≤
∑
i∈A

[
[1− αi]αi

D2
i

λi
+ µiAiDi

]
− αV (s(t),ϕ(t))

≤ −αV (s(t),ϕ(t)) +Kρ
(
α, µ

)
where, ∀i ∈ A,

Ki := max
{D2

i

λi
, (2Bi +DiNic̃i)Di

}
, (3.32)
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the constant K := maxi∈A nKi, and the function ρ1 : [0, 0.5]× R≥0 → R≥0 is defined as

ρ1(x, y) = x− x2 + y . (3.33)

Observe that the last inequality in (3.31) holds since x− x2 + 1 is strictly increasing in

[0, 0.5] and as such αi − α2
i + 1 ≤ αi − α2

i + 1, ∀i ∈ A. Moreover, from Lemma 3.6.3,

α > 0. Thus, comparing (3.26) and (3.31) with (2.6a) and (2.6b), we conclude that the

system is ISS with input Kρ1
(
α, µ

)
. Then, (3.25) follows immediately from Definition 2.3.3.

Moreover, the properties of ρ1 are immediate from its definition in (3.33). ■

From the previous result, we see that, given the right choice of parameters, ISBRAG

converges to a region around the DRoNE set. We conclude this section by discussing the

convergence bound in the following remark.

Remark 3.6.9. (On the effect of parameters for ISBRAG). From Theorem 3.6.8, it is

clear that the agents’ choices of {αi, µi, λi}i∈A affect not only the rate of convergence of

ISBRAG (through β1), but also the region to which it converges (through γ1). This region

can be made arbitrarily small due to the properties of γ1 and ρ1 in (3.25). From (3.31), it

is easy to see that since α = mini∈A αi, the rate of convergence depends on the agent that

has the smallest step size. If this decreases, the rate of convergence decreases.

Moreover, α affects the region to which ISBRAG converges as follows. From [54],

we can characterize γ1 ∈ K from Theorem 3.6.8 as

γ1

(
Kρ
(
α, µ

))
= σ−1

1

(
K

Mα
ρ1
(
α, µ

))
, (3.34)

where M is any number in (0, 1) and σ1 comes from (3.26). Thus, using the relation

in (3.33), agent i ∈ A can choose αi and µi arbitrarily small and subsequently make

γ1
(
Kρ1(α, µ)

)
arbitrarily small.

In light of this, it might be tempting to think that by making µi arbitrarily small,
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agent i ∈ A diminishes the effect of its supergradient and is dominated by the inertial

term (see Remark 3.6.5). However, due to the constraint in (3.24), reducing µi requires

increasing λi which in turn requires decreasing 1/λi too. Hence the parameters µi and

1/λi work in tandem to counteract the effect of ci and preserve supergradient information.

•

3.7 Distributed DRoNE Seeking

To implement the ISBRAG dynamics, each agent i ∈ A requires knowledge of

s−i(t), the current strategies of all other agents. In this section, we begin to adapt ISBRAG

to a distributed communication network G = (A, E) and solve Problem 3.4.8: (3) under

Assumptions 3.4.5 and 3.4.6 on individual uncertainty. We tackle the problem in its full

generality in Section 3.8.

In order to compensate for the lack of knowledge of others’ strategies, we will allow

the agents to estimate the same through a consensus-like protocol. This will induce an

error (say ∆i(t)) in the computation of ϕi(t) (specifically in the computation of vi(t)

using (3.17)) for agent i ∈ A, ∀t ∈ Z≥0. Let ϕ̂(t), with ϕ̂i(t) components corresponding

to i ∈ A, denote the perturbed version of ϕ(t) at time t ∈ Z≥0. Then, we update the

dynamics in (3.15) appropriately as, ∀i ∈ A,

ϕ̂i(t) = µi

[
vi(s(t)) +∆i(t)

]
+wi(si(t), t) (3.35a)

= ϕi(t) + µi∆i(t) ,

π̂i(t) = π∗
i

(
ϕ̂i(t)

)
= π∗

i

(
ϕi(t)

)
+∆′

i(t), (3.35b)

si(t+ 1) = si(t) + αi

[
π̂i(t)− si(t)

]
(3.35c)

= si(t) + αi

[
π∗

i

(
ϕi(t)

)
− si(t)

]
+ αi∆

′
i(t) .

Here, ∆′
i(t) is the error in the strategy updates while ∆i(t) is the error in the calculation

of supergradients. Note that, if the agents estimate others’ strategies and compute
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ϕ̂i(t) according to the estimated strategies, then, because of (3.17), vi(s(t)) +∆i(t) ∈

∂x[U
DR

i (x, s−i)]|si and hence ∥∆i(t)∥ ≤ 2Bi, ∀t ∈ Z≥0. Moreover, because of (3.13),

and (3.14), π̂i(t) = π∗
i

(
ϕi(t)

)
+∆′

i(t) ∈ Si. Hence, since π∗
i

(
ϕi(t)

)
∈ Si, ∥∆′

i(t)∥ ≤ Di.

Thus, by properly choosing the {αi, µi}i∈A parameters, the effect of the disturbance can

be mitigated accordingly. To show this formally, we first adapt Lemma 3.6.3 to account

for the error induced by estimations.

Lemma 3.7.1. (Bound on Lyapunov function differences in the presence of disturbances).

Consider the dynamics (3.35c) with input sequence {∆(t),∆′(t)}t∈Z≥0
from an initial

condition {si(0) ∈ Si}i∈A. Suppose {ϕ(t)}t∈Z≥0
satisfies ∥ϕi(t)∥ ≤ Mi (for some Mi ∈

R>0), ∀i ∈ A, ∀t ∈ Z≥0. Take any Di > Di, ∀i ∈ A. Denote α := maxi∈A αi, µ :=

maxi∈A µi. Then, ∀t ∈ Z≥0, with α = mini∈A αi,

V
(
s(t+ 1),ϕ(t+ 1)

)
− V

(
s(t),ϕ(t)

)
≤ (3.36)∑

i∈A

[1− αi

αi

[si(t+ 1)− si(t)]
⊤[ϕi(t+ 1)− ϕi(t)]

+Di∥ϕi(t+ 1)− ϕi(t)∥
]
− αV (s,ϕ) + ρ2(α, µ)∥∆′(t)∥.

Here, the term ρ2(α, µ) is characterized as

ρ2(α, µ) = max
i∈A

[Ai −Bi]αµ+max
i∈A

Ai µ . (3.37)

Further, Ai is as in (3.30) and Bi is as in Assumption 3.6.1.

Proof. As before, with a slight abuse of notation, we set s = s(t), s+ = s(t+1),ϕ =

ϕ(t), ϕ+ = ϕ(t+ 1), ϕ̂ = ϕ̂(t), ϕ̂
+
= ϕ̂(t+ 1), ∆ = ∆(t), and ∆′ = ∆′(t). Then, from
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the definition of V in (3.12) and the dynamics in (3.35c), we have that

V (s+,ϕ+)− V (s,ϕ)

=
∑
i∈A

[
max
xi∈Si

x⊤
i ϕ

+
i −max

xi∈Si

x⊤
i ϕi

− s⊤i
[
ϕ+

i − ϕi

]
−
[
s+i − si

]⊤[
ϕ+

i − ϕi

]
−
[
s+i − si

]⊤
ϕi

]
≤
∑
i∈A

[
π∗

i (ϕi)
⊤[ϕ+

i − ϕi] +Di∥ϕ+
i − ϕi∥

− si
⊤[ϕ+

i − ϕi

]
− αi

[
π∗

i (ϕ̂i)− si
]⊤[

ϕ+
i − ϕi

]
− αi

[
π∗

i (ϕ̂i)− si
]⊤

ϕi

]
.

This chain of inequalities follow the same arguments as in the proof of Lemma 3.6.3 with

the help of Lemma 3.6.2 and the dynamics (3.35) (specifically (3.35b) and (3.35c)). Now,

by appropriately substituting in (3.35b) in the previous inequality, we get

V (s+,ϕ+)− V (s,ϕ)

≤
∑
i∈A

[[
π∗

i (ϕ̂i)−∆′
i

]⊤
[ϕ+

i − ϕi] +Di∥ϕ+
i − ϕi∥

− si
⊤[ϕ+

i − ϕi

]
− αi

[
π∗

i (ϕ̂i)− si
]⊤[

ϕ+
i − ϕi

]
− αi

[
π∗

i (ϕi) +∆′
i − si

]⊤
ϕi

]
.

Now to upper bound this term, we use similar techniques as in the proof of Lemma 3.6.3.

Specifically, notice that that
∑

i∈A
[
π∗

i (ϕi) − si
]⊤

ϕi = V (s,ϕ). Then by combining

appropriate terms from the previous step, separating out the terms involving ∆′
i’s and

further, using Cauchy-Schwarz inequalities we get [−∆′
i]
⊤
[ϕ+

i − ϕi] ≤ ∥∆′
i∥∥ϕ+

i −ϕi∥ and
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[−∆′
i]
⊤
ϕi ≤ ∥∆′

i∥∥ϕi∥. Putting all of this together gives us

V (s+,ϕ+)− V (s,ϕ)

≤
∑
i∈A

[
[1− αi][π

∗
i (ϕ̂i)− si]

⊤
[ϕ+

i − ϕi] +Di∥ϕ+
i − ϕi∥

]
+
∑
i∈A

[
∥∆′

i∥∥ϕ+
i − ϕi∥+ αi∥∆′

i∥∥ϕi∥
]
− αV (s,ϕ) .

Finally, rearranging (3.35c) in the previous inequality gives us all the terms in (3.36)

except the last term involving ∥∆′(t)∥. To obtain the latter, we use the upper bounds

from (3.30) and the discussion after (3.19); then, use similar arguments as in the proof of

Theorem 3.6.8. This completes the proof. ■

Note that from (3.37), the gain ρ2 in (3.36) can be made arbitrarily small by

choosing arbitrarily small parameters {αi, µi}i∈A. Thus, ρ2(α, µ)∥∆′(t)∥ in (3.36) is a

class-K function of ∥∆′(t)∥. Hence, (3.36) is almost similar to the ISS requirement in (2.6).

We can handle the extra terms like we did in the proof of Theorem 3.6.8 and show practical

convergence when agents need to estimate others’ strategies through some algorithm. We

do this next.

Before proposing the distributed algorithm in full, we provide details about the

dynamic consensus protocol that will be used to this end. In this manuscript, we adopt

the protocol where the agents are allowed to communicate with each other during T ∈ Z>0

intermediate rounds to infer other agents’ strategies. As discussed in [27], we employ a

dynamic average consensus algorithm that produces a better tracking response that a
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static consensus counterpart. The specific algorithm we use from [27] is detailed next,

vci

(
t+

τ + 1

T

)
= b1b2b3

∑
j∈Ni

aij

[
xci

(
t+

τ

T

)
− xcj

(
t+

τ

T

)]
+ vci

(
t+

τ

T

)
, (3.38a)

zci

(
t+

τ + 1

T

)
= [1− b1b2]zci

(
t+

τ

T

)
− b1vci

(
t+

τ

T

)
(3.38b)

− b1b3
∑
j∈Ni

aij

[
xci

(
t+

τ

T

)
− xcj

(
t+

τ

T

)]
,

xci

(
t+

τ

T

)
= zci

(
t+

τ

T

)
+ ui

(
t+

τ

T

)
. (3.38c)

Here, {xci , vci , zci }i∈A are internal variables of the dynamics and b1, b2, b3 ∈ R>0 are

constants that can be chosen appropriately to ensure that (3.38) asymptotically tracks

[1/n]
∑

i∈A ui(t) with a small error. This error depends on the aforementioned constants

b1, b2, b3, the eigenvalues of the graph Laplacian associated with G, and (most importantly)

an upper bound on |ui(t+ [τ + 1]/T )− ui(t+ τ/T )|. We refer the reader to [27, Theorem

S2] for details on how to tune the parameters of (3.38) and minimize the error.

Now, in order to make the notations cleaner, we encapsulate the states in (3.38)

into χi := [xci , v
c
i , z

c
i ]

⊤ for each agent i ∈ A. This allows us to rewrite (3.38) as

χi

(
t+

τ + 1

T

)
= fi

({
χj

(
t+

τ

T

)}
j∈N i

, ui

(
t+

τ

T

))
. (3.39)

Observe that (3.39) is a fully distributed algorithm that requires agents to only pass

information between neighbors. Moreover, for the sake of brevity, let Πx(χi) denote the xci

component of χi. Now, for agent i ∈ A to approximate s−i, it has to run multiple copies

of (3.39) across the components of s−i. To that end, let ŝij ∈ Rnj (with components ŝij,l)

be agent i’s estimate of sj. We collect this into a stacked vector called ŝ−i for each i ∈ A.

Similarly, let χl
ij denote the dynamic consensus vector associated with ŝij,l. Combining all

of this, we present the distributed algorithm that partially solves Problem 3.4.8: (3) next

and discuss it in the remark that follows.
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Definition 3.7.2. (d-ISBRAG). We refer to the following algorithm as Distributed Inertial

Supported Better Response Ascending superGradient dynamics or d-ISBRAG.

si(t+ 1) = si(t) + αi

[
π∗

i

(
ϕ̂i

(
t+

T − 1

T

))
− si(t)

]
, (3.40a)

ϕ̂i

(
t+

τ

T

)
= µivi

(
si(t), ŝ−i

(
t+

τ

T

))
+wi(si(t), t), (3.40b)

χl
ij

(
t+

τ + 1

T

)
= fi

({
χl

kj

(
t+

τ

T

)}
k∈N i

, 0

)
, (3.40c)

χl
ii

(
t+

τ + 1

T

)
= fi

({
χl

ki

(
t+

τ

T

)}
k∈N i

, n si,l(t)

)
, (3.40d)

ŝij,l

(
t+

τ

T

)
= Πx

(
χl

ij

(
t+

τ

T

))
. (3.40e)

The previous equation holds ∀i, j ∈ A, ∀ t, τ ∈ Z≥0. The index l appropriately belongs to

{1, · · · , ni}. The vi in (3.40b) is computed similarly as in (3.17) but with UDR
i instead of

U
DR

i . •

Remark 3.7.3. (On d-ISBRAG). From (3.40), it is easy to notice the two time-scale

approach in which d-ISBRAG proceeds. Each agent updates its strategy using (3.40a) at

every t ∈ Z>0; while every agent runs the dynamic consensus protocol using (3.40c)-(3.40e)

for T sub (steps) {t, t + 1/T, · · · , t + [T − 1]/T}. Moreover, agent i ∈ A performs the

update in (3.40a) at t + 1 by computing ϕ̂i using the most recent estimate of ŝ−i at

t+ [T − 1]/T (compare (3.40a) and (3.40b)).

Recall that si,l is the lth component of si. Hence, regarding the consensus update, notice

from (3.40c) and (3.40d) that agent i ∈ A contributes n si,l to χl
ii and 0 to all other χl

ij,

j ∈ A \ {i}. This in fact ensures that χl
ji(t) asymptotically tracks si,l(t), ∀i, j ∈ A. •

We conclude this section by providing convergence guarantees for d-ISBRAG.

Theorem 3.7.4. (Convergence of d-ISBRAG). Suppose Assumptions 3.4.5, 3.4.6, 3.4.7,

and 3.6.1 hold. Moreover, suppose GDR has amicable supergradients with factor of ami-

cability {ci}i∈A. With dmin := mini∈A di, choose µi ∈ (0,∞), ∀i ∈ A and suppose ∀i ∈ A,
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αi satisfies (3.23) and λi satisfies (3.24). Define the size function ω(·) := d(·,NE(GDR))

as the distance from the NE set of GDR. Denote α := maxi∈A αi, µ := maxi∈A µi. Sup-

pose for (3.38), vci (0) = 0, zci (0) ∈ R, ∀i ∈ A. Further, let Ki be as in (3.32) with

K = maxi∈A nKi; ρ1 be as in (3.33), and ρ2 be as in (3.37). Finally, let s(t) be the solu-

tion to the dynamics in Definition 3.7.2 from initial condition {si(0) = si(−1) ∈ Si}i∈A,

with appropriately chosen parameters b1, b2, b3, and T .

Then, there exists functions β2 ∈ KL, γ2 ∈ K such that

ω
(
s(t)
)
≤ max

{
β2

(
ω
(
s(0)

)
, t
)
, (3.41)

γ2

(
Kρ1

(
α, µ

)
+ Jρ2

(
α, µ

))}
,

where, J is such that maxx∈S ∥x∥ ≤ J .

Proof. The proof follows the exact same arguments as in the proof of Theo-

rem 3.6.8 with help from Lemma 3.7.1 instead of Lemma 3.6.3. For the final bound, notice

from (3.35b) that ∥∆′∥ ≤ J . This completes the proof. ■

3.8 When Samples are Shared

In this section, we solve Problem 3.4.8: (3) in its full generality, i.e. under As-

sumption 3.4.3 of shared samples. Now, the agents need to share information over the

communication network G in order to estimate its supergradient directions. This is in

contrast to the setup in Section 3.7, where every agent was capable of computing its

own supergradients as long as it had access to other’s strategies. The next result, which

is a generalization of Danskin’s theorem [55], gives a particular way of computing the

supergradients for a class of concave functions.

Lemma 3.8.1. (Supergradient of the min of concave functions). Let {fi : D → R}i∈I,

(where D ⊆ Rd is a convex set) be a set of concave functions. Define the concave function
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g : D → R as

g(x) := min
i∈I

fi(x) .

Suppose for x ∈ D, i⋆ ∈ argmini∈I fi(x). Then,

∂fi⋆(x) ⊆ ∂g(x) . (3.42)

Further, let fi be differentiable ∀i ∈ I, consider an x ∈ D, and let ∇fi(x) be the corre-

sponding derivative. Then, ∃J ⊆ argmini∈I fi(x), with |J | = d+1, such that ∀ζ ∈ ∂g(x),

ζ =
∑

i∈J λi∇fi(x), where λi ≥ 0, ∀i ∈ J and
∑

i∈J λi = 1.

Proof. We first prove the first claim. Let x ∈ D, i⋆ ∈ I be as in the hypothesis

and let ζ ∈ ∂fi⋆(x). Then, ∀y ∈ S,

g(y) ≤ fi⋆(y) ≤ fi⋆(x) + ζ⊤[y − x] = g(x) + ζ⊤[y − x] .

Here, the first inequality and the equality comes from the definition of g and the assumption

on i⋆. The second inequality comes from Definition 2.4.1. This proves (3.42).

Now, for the second part, by property of the supergradients and the hypothesis,

∂g(x) = co({∇fi(x)}i∈I), where co(·) represents the convex hull. Then, the second part

follows directly from Carathéodory’s theorem from convex geometry. The proof is now

complete. ■

Thus, based on Lemma 3.8.1, we argue that, in order to compute this supergradient,

it is necessary to solve the inner optimization problem of the utility definition in (3.3).

This is challenging since the optimization problem in (3.3) is infinite dimensional. In order

to reformulate it into a tractable program, we use the method proposed in [2]. First, we

make the following assumption regarding the effect of the random variable on an agent’s
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utility.

Assumption 3.8.2. (Utility is differentiable in own strategy and convex in the random

variable). For each i ∈ A,

1. Ui(·, s−i; ξ) is differentiable ∀s−i, ξ, and

2. Ui(s; ·) is convex and differentiable ∀s.

Moreover, Ξ is convex and closed. •

Now, it is possible to use the very same arguments as in [2] to show that the utility

defined in (3.3) can be rewritten as the solution of the following finite dimensional convex

program,

U
DR

i (s) = min
{xk

i ∈Rr}Nk=1

1

N

N∑
k=1

Ui

(
s;h(ξ̂(k))− xk

i

)
(3.43a)

s.t.
N∑
k=1

∥xk
i ∥1 ≤ Nεi; (3.43b)

ξ̂ (k) − xk
i ∈ h(Ξ), ∀k ∈ {1, · · · , N} . (3.43c)

Note that even though this optimization problem (utility structure and decision vari-

ables) is local to each agent; as per Assumption 3.4.3, agent i ∈ A is only aware of

{hi(ξ̂
(1)), · · · ,hi(ξ̂

(N))}.

To address this, we make a few simplifying assumptions. First, we simplify the

notations by letting ĥk := h(ξ̂(k)), ∀k ∈ {1, · · · , N}. Next, we limit Ξ by imposing box

constraints on the decision variables as in the following.

Assumption 3.8.3. (Known bounds). The uncertainty set Ξ is such that h(Ξ) = {ξ ∈

Rm |b ≤ ξ ≤ b}.The inequalities here are taken term-wise. Moreover, every agent knows

b and b. •
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Note that this assumption on global bounds on the uncertainty could be relaxed

to agent’s knowledge of component-wise bounds. If this was not the case, agents can

gather this knowledge via some max consensus algorithm routine. Then, notice that

since (3.43) is local to each agent i ∈ A, the optimization problem remains unchanged by

summing (3.43a) (and combining all the constraints in (3.43b) and (3.43c)) across all the

agents. In what follows, we order the information available to agent i ∈ A as [ĥkpi , · · · , ĥkqi ],

b, and b. Here, we choose appropriate pi ≤ qi ∈ Z>0 to represent the starting and end

indices for i ∈ A, which results into

ĥk = [· · · , ĥkpi , · · · , ĥkqi , · · · ]⊤, ∀k ∈ {1, · · · ,m} .

Then, incorporating all of these, we use the following optimization problem to compute

the supergradients,

minimize{
{yk

ji,zji}i,j∈A

}N

k=1

1

N

∑
i∈A

N∑
k=1

Ui(si, s−i;y
k
ii), s.t. (3.44a)

N∑
k=1

qi∑
l=pi

|ĥkl − ykii,l|+
∑
r∈Ni

[zii − zir] ≤ Nεi, ∀i ∈ A; (3.44b)

N∑
k=1

qi∑
l=pi

|ĥkl − ykji,l|+
∑
r∈Ni

[zji − zjr] ≤ 0, ∀i, j ∈ A; (3.44c)

yk
ji −

∑
r∈Ni

[yk
jr − yk

ji] = 0, ∀i, j ∈ A,∀k ∈ {1, · · · , N}; (3.44d)

b ≤ yk
ji ≤ b, ∀k ∈ {1, · · · , N}, ∀i, j ∈ A . (3.44e)

Here, ĥkl (resp. ykij,l) are the components of ĥk (resp. yk
ij). The variable yk

ij (resp. zij)

can be thought of as agent j’s copy of yk
i (similarly slack variable for i’s constraint).

Then notice that (3.44) can be solved completely using local information because of

Assumption 3.8.3. We state and prove our previous claim regarding the supergradients in
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the next result.

Lemma 3.8.4. (Distributed optimization problem produces the required supergradients).

Suppose Assumptions 3.4.7, 3.8.2, and 3.8.3 hold; and let
{
{yk⋆

ji , z
⋆
ji}i,j∈A

}N
k=1

be a solution

to (3.44). Then, with y⋆
i =

1
N

∑N
k=1 y

k⋆
ii , ∀i ∈ A; ∇x[Ui(x, s−i;y

⋆
i )]|si ∈ ∂x[U

DR

i (x, s−i)]|si,

∀i ∈ A.

Proof. First note that the description of UDR

i in (3.43) and hence the equality

between the right hand sides of (3.3) and (3.43) follows from Assumption 3.8.2 and [2].

Next it is easy to see that the optimization problem in (3.43) (combined across all agents)

is equivalent to the following problem,

minimize
{{yk

i }i∈A}Nk=1

1

N

∑
i∈A

N∑
k=1

Ui(si, s−i;y
k
i ) (3.45a)

s.t.
N∑
k=1

m∑
l=1

|ĥkl − yki,l| ≤ Nεi, ∀i ∈ A (3.45b)

b ≤ yk
i ≤ b, ∀k ∈ {1, · · · , N}, ∀i ∈ A . (3.45c)

This is because, we have used the auxiliary variables yk
i to satisfy the equality constraint

yk
i = ĥk − xk

i , ∀ i, k. Then, (3.45b) is the same as (3.43b) due to the definition of ∥ · ∥1.

Moreover, (3.45c) is the same as (3.43c) due to Assumption 3.8.3. Thus, optimization

problems (3.43) and (3.45) are equivalent.

Next we introduce auxiliery variables to show that (3.45) and (3.44) are equivalent.

To do this, we first label the feasible sets of (3.45) and (3.44) F and F respectively; i.e.

{{yk
i }i∈A}Nk=1 ∈ F and {{yk

ji, zji}i,j∈A}Nk=1 ∈ F . Now, since the cost functions in (3.45a)

and (3.44a) are the same, it is enough to show the following two claims to show equivalence.

Claim i: ∀{{yk
ji, zji}i,j∈A}Nk=1 ∈ F , {{yk

ii}i∈A}Nk=1 ∈ F .

To show this, consider a {{yk
ji, zji}i,j∈A}Nk=1 ∈ F . Since {{yk

ii}i∈A}Nk=1 satisfies (3.44e),

it also satisfies (3.45c). Moreover, because of (3.44d), and Assumption 3.4.7 on graph
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connectivity, yk
ii = yk

ij, ∀i, j ∈ A. We use Assumption 3.4.7 in the next argument

also. Summing (3.44b) for i ∈ A and (3.44c) ∀j ∈ A \ {i} shows that {{yk
ii}i∈A}Nk=1

satisfies (3.45b) because of the previous equality. This concludes the proof of this claim.

Claim ii: ∀{{yk
i }i∈A}Nk=1 ∈ F , ∃ {zji}i,j∈A such that {{yk

ji, zji}i,j∈A}Nk=1 ∈ F with

yk
i = yk

ij, ∀i, j ∈ A.

To show this, consider a {{yk
i }i∈A}Nk=1 ∈ F and take vectors {{yk

ji}i,j∈A}Nk=1 such that

yk
i = yk

ij, ∀i, j ∈ A. Then, because of (3.45c) and Assumption 3.4.7, by construction,

{{yk
ji}i,j∈A}Nk=1 satisfies (3.44d) and (3.44e). Then the claim is easy to show because of

the connectivity assumption. This concludes the proof of this other claim.

Combining these concludes that (3.45) and (3.44) are equivalent. Then the proof

of the claim in this lemma follows from Lemma 3.8.1. The proof is now complete. ■

We would like to point out that even though the technique we used in the previous

proof is similar to [56]; our setup is very different, since the agents do not have access

to the cost function and constraints simultaneously. We would like to remind the reader

that (3.44) is a convex program that can be solved entirely using local information. As

such, agent i ∈ A handles the variables {{yk
ji, zji}j∈A}Nk=1. There is a whole body of

literature that provides iterative solutions to (3.44). In this work, we use the primal-

dual subgradient method [53] using the augmented Lagrangian approach to compute the

required supergradients for the d-ISBRAG updates. While it is possible to provide ISS

properties for the distributed updates and perform the updates of such an algorithm in a

synchronous manner with (3.40) we reserve that analysis for future work. To that extent,

we condense the d-ISBRAG algorithm for shared samples into Algorithm 1. We formally

state the convergence properties of this algorithm in the next result and conclude by

remarking on the communication protocol later. Since this a direct consequence of all the

previous results, we skip a formal proof.

Theorem 3.8.5. (Convergence of d-ISBRAG with shared samples). Suppose the hypothesis
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Algorithm 1. d-ISBRAG for shared samples
Require: Consensus time steps Tcon, optimization time steps Topt
1: Initialize si ← si(0) ∈ Si, ∀i ∈ A
2: Initialize ŝij ← random(Sj), ∀i ∈ A, ∀j ∈ A \ {i}

▷ randomly initialize estimates
3: for t ∈ Z≥0 do
4: for τ ∈ 1, · · · , Tcon do
5: Update {ŝij}j∈A\{i} using steps (3.40c), (3.40d) of dynamic consensus
6: end for
7: for t′ ∈ 1, · · · , Topt do
8: Compute {{yk⋆

ji , z
⋆
ji}i,j∈A}Nk=1 that is a solution to (3.44) in a distributed way

9: end for
10: for i ∈ A do
11: y⋆

i ← 1
N

∑N
k=1 y

k⋆
ii

12: ϕ̂i ← µi∇x[Ui(x, s−i;y
⋆
i )]|si +wi(si, t)

13: si ← si + αi

[
π∗

i (ϕ̂i)− si

]
14: end for
15: end for

of Theorem 3.7.4 holds and suppose s(t) is the sequence obtained from Algorithm 1 from

initial condition {si(0) = si(−1) ∈ Si}i∈A. Then, the bound in (3.41) holds with ω(·) :=

d(·,NE(G DR)). ■

3.9 Simulations

In this section, we illustrate the trajectory evolution of the algorithms that we

proposed. For all our simulations we take 6 agents, i.e. A = {1, · · · , 6}. All values are

rounded off to 3 decimal places.

3.9.1 Effect of step-size αi:

First we study the effect of {αi}i∈A on the convergence of ISBRAG in Definition 3.7.2.

We specifically want to show that our algorithm is able to converge near a NE even when

the utilities are non-smooth. To that affect, we choose Si = [0, 2], ∀i ∈ A. Then, we set

59



i = 1

i = 2

i = 3

i = 4

i = 5

i = 6

0 25 50 75 100 125 150

time (t)

0.0

0.5

1.0

1.5

2.0

s i
(t

)

0 25 50 75 100 125 150

time (t)

0.0

0.5

1.0

1.5

2.0

s i
(t

)

Figure 3.1. Effect of step-size parameters {αi}i∈A on convergence of ISBRAG. The plots
share a common legend. (Top) αi = 0.1, ∀i ∈ A. (Bottom) αi = 0.01, ∀i ∈ A.

the utilities of the agents as

UDR
i (si, s−i) = −|si − 0.25× i| ×

∏
j∈A\{i}

sj, ∀i ∈ A.

Note that we have denoted the strategies as si ∈ R. Then clearly the strategy profile

s⋆1 = 0.25, s⋆2 = 0.5, s⋆3 = 0.75, s⋆4 = 1, s⋆5 = 1.25, and s⋆6 = 1.5 is the unique NE. We

simulate ISBRAG from an initial condition s1(0) = 0.097, s2(0) = 0.578, s3(0) = 1.442,

s4(0) = 0.043, s5(0) = 0.412, and s6(0) = 0.101. Moreover, to isolate the effect of the

step-size parameter, we fix µi = 0.5, and λi = 1, ∀i ∈ A. The solution trajectories for

two cases: i) αi = 0.1, ∀i ∈ A, and ii) αi = 0.01, ∀i ∈ A are shown in Figure 3.1. In

accordance to the bound provided in Theorem 3.6.8, notice that with the higher the αi

value, the solutions converge faster, but they converge to a larger set around the NE. On

the other hand, with a smaller αi value, the solutions converge closer to the NE, but take

more time-steps to get there.
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Figure 3.2. Convergence properties of d-ISBRAG. The plots share a common legend
Different plots correspond to different values of communication time steps Tcon and step-size
parameters {αi}i∈A. The figures from the top are arranged as follows. (First) Tcon = 10,
αi = 0.01, ∀i ∈ A. (Second) Tcon = 50, αi = 0.01, ∀i ∈ A. (Third) Tcon = 100, αi = 0.01,
∀i ∈ A. (Fourth) Tcon = 100, αi = 0.1, ∀i ∈ A.
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3.9.2 Performance of d-ISBRAG:

For this scenario, we test our algorithm on a non-monotone game and report (em-

pirically) on how the parameters of the game affect the steady-state. Further, we allow the

agents to communicate over a cyclic graph only, i.e. E = {(1, 2), (2, 3), (3, 4), (4, 5), (5, 6), (6, 1)}.

We choose Si = [−2, 2], ∀i ∈ A and set the utilities of the agents as

U
DR

i (si, s−i) =
∏
j∈A

sj, ∀i ∈ A.

It is easy to see that the Nash equilibrium is not unique. Specifically, any NE (other than

s⋆ = 0) must have s⋆i ∈ {−2, 2}, and there must be even number of agents with strategy

−2. The evolutions of d-ISBRAG, from an initial strategy profile of s1(0) = −1.805,

s2(0) = −0.844, s3(0) = 0.884, s4(0) = −1.913, s5(0) = −1.176, and s6(0) = −1.797, with

different choices of Tcon and {αi}i∈A are shown in Figure 3.2. Note that, the strategy

we converge to is dependent on several of the algorithm parameters. Firstly, the first

three figures from the top have same step-size parameters and differ in the number of

consensus steps (Tcon). As expected, the time steps needed to converge decreases as Tcon

increases. The last two graphs in Figure 3.2 share the same value of Tcon and differ in the

step-size parameters. The larger the αi, the faster the convergence, but at the cost of high

chattering-like behavior in the transients; while the smaller the αi the longer it takes to

converge with a reduced chattering in the transients. In any case, these trajectories do not

sustain limiting oscillatory behavior (as opposed to the trajectories in Figure 3.1) since

the utilities are smooth and the game admits proper pseudogradients.

3.10 Summary

In this work, we provide centralized and distributed algorithms that seek the Nash

equilibria of a distributionally robust game (DRoNE’s). First, we present conditions under
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which these DRoNE’s exist, and relate them to the NE of the associated stochastic game.

This relation (which depends on the number of sample points available to the agents)

predicts that as the number of data points increase, with high probability DRoNE’s

become better approximations of the NE’s of the stochastic game. Second, we define and

provide conditions on the parameters of the ISBRAG dynamics that ensure convergence

to arbitrarily small regions around the DRoNE’s. This comes at a cost of slower rate of

convergence. To handle the distributed case, we provide methods in which the agents

can approximate the supergradients of their (possibly) non-smooth utility by exchanging

information between their neighbors. When the game has amicable supergradients, we

introduce an itertial term that produces monotonicity-like behaviors. When the game has

non-unique NE, the region around which DRoNE the algorithm converges to is highly

dependent on the choice of algorithm parameters. In the future, we would like to extend

the class of games compatible with this framework by introducing more general inertial

terms. We will also handle simultaneous communication and estimate update among

agents.

This chapter is a reprint of material that has been submitted for publication

as “Distributionally Robust Nash Equilibrium Seeking with Partial Observations and

Distributed Communication,” N. Mandal, and S. Martínez. The dissertation author was

the primary investigator and author of this paper.
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Part II

Application of Proposed Framework
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Chapter 4

Task Allocation Among Self-Interested
Agents

4.1 Introduction

A prototypical coordination problem aims to find an efficient assignment of group

of agents to a collection of tasks. The tasks can range from abstract objectives to specific

physical jobs, the nature of which may not be known. The agents may have heterogeneous

capabilities, and react to different sets of incentives that are learned progressively. This

necessitates of novel task-assignment algorithms that can adapt and react online as new

information arises. Motivated by this, we study a discrete task allocation problem modeled

as a game of self-interested agents with partial knowledge of their rewards. This requires

addressing the problem’s combinatorial nature, and designing provable-correct distributed

dynamics that adapt to dynamic rewards revealed online. To the best of our knowledge,

algorithms that combine all these features are not available in literature.

4.2 Literature review

The problem of task allocation in Cooperative Control with known rewards has

been widely considered; see e.g. [57, 58, 59]. A centralized solution to this problem, where

the number m of tasks and agents are equal and a task-agent matching is sought, is the
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optimization-based Hungarian algorithm [60], and its distributed version [61]. The latter,

which reproduces the Hungarian algorithm locally, requires tracking of the agents’ identities

associated with each task, has a time complexity of O(m3) and communication cost of

O(m logm) (per communication round). Thus, the algorithm can be computationally and

memory-intensive for large problems, and hard to adapt as new tasks are generated or

their valuations change online. The work in [62] provides a tractable, sub-optimal solution

to the same NP-hard problem, while the research in [63] showed that the sub-optimality

can be resolved by restricting heterogeneous agents to be of certain types. In the same

vein, the works in [64, 65, 66] consider submodular functions which allow rewards to take

any non-negative value. However, submodular optimization can be applied in specific

domains where the property naturally arises, such as in certain economics and distributed

sensing problems. Alternatively, a well known approach to (unconstrained) task assignment

problems is given by k-means clustering and the Lloyd’s algorithm [67]. By interpreting

that tasks are generated by a probability distribution, the approach can handle tasks

generated dynamically [68, 69, 70, 71]. However, Lloyd’s algorithm is sensitive to the

initial task assignment for a small number of agents, and in general converges to local

critical points.

We note that the related body of work in Operations Research [72, 73] and Eco-

nomics [74] deal mostly with the hardness of the task allocation problems and are often

uninterested in distributed implementations. Moreover, these methods fall short in address-

ing agent heterogeneity or the mismatch between the number of agents and the number of

tasks. Probabilistic one-sided matching problems [75, 76], consider preferences among the

resources and match each player with at most one resource. The proposed algorithms are

centralized and do not consider in general the specific values of rewards for each resource.

Instead, the Cooperative Control literature does not consider the hardest of task allocation

problems and aims to develop distributed algorithms under various degrees of problem

knowledge.

66



Game-theoretic models have also been proposed to find solutions to task allocation

problems. For sensor networks, each agent is equipped with an appropriate utility func-

tion [11, 12, 77] and the optimal task allocation is related to the Nash equilibrium of this

game. Any Nash-seeking [21] algorithm returns a solution; but often, these algorithms

require strong assumptions on the utility functions and their derivatives. In particular,

earlier works of task allocation in Cooperative Control [11, 12] assume complete and perfect

information on agents’ utilities, while in practice only imperfect information about tasks

and other agents’ capabilities is available. Subsequently, this has been mostly addressed via

consensus algorithms [24, 22], and gossip-based algorithms [25], where each agent applies

these methods to estimate all other agents’ strategies and compute the gradient of its own

utility. We note that none of these works considers a scenario where the agent’s utility

itself changes due to external factors; thus, the available algorithms are not adaptive with

respect to changing environments. Potential games can be used in this regard; however,

they do not work when the reward parameters are unknown (i.e. they require again

perfect information). This encompasses [77], which characterizes the transient behavior

for set covering games, and [78], which studies a general potential game approach for task

allocation. However, in the latter case, the agents are yet homogeneous and tasks have

the same rewards for all agents; which facilitates the analysis and facilitates handling

imperfect information.

4.3 Contributions

In this chapter, we consider a task-assignment problem where a number of agents is

to be matched to an unrestricted set of tasks. In the considered formulation, the number

of tasks per agent is not constrained, yet the optimal assignment problem remains combi-

natorial as the number of tasks is discrete. To deal with arbitrary heterogeneous agents,

we derive a game-theoretic partition problem formulation that favors task distribution.
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We then relax the game into a weight game, one per task. We obtain characterizations

of the NE of each game, their relationship, and identify conditions under which the NE

leads to an optimal solution of the original assignment problem. Leveraging the relaxed

formulation, and under a full-information assumption, we derive a projected best-response

dynamics that is shown to converge to the NE (and an optimal task allocation) in finite

time. The algorithm and its analysis provide a stepping stone for another, d-PBRAG,

which is distributed, does not require the perfect information about other agents’ utilities

or their individual strategies, and converges to the optimal task allocation, also in finite

time, as rewards are revealed online.

4.4 Preliminaries

Here, we recall the notations and the well-known concepts from Chapter 2 that are

used to solve the problem of interest.

Notations

The sets of real numbers, non-negative real numbers, and non-negative integers

are denoted as R, R≥0, and Z>0, respectively. For a set S, |S| denotes its cardinality, 2S

represents the class of all its subsets, Sn denotes the n Cartesian product of S with itself,

and Sn×m collects all n×m matrices whose (i, j)th entry lies in S. Given M ∈ Sn×m, mj
i is

its (i, j)th entry, and m⊤
i ∈ Sm (resp. mj ∈ Sn) its ith row (resp. its jth column). For x ∈ R,

[x]10 := max{0,min{x, 1}}. For a set S, define max(2) S := max{s ∈ S | s ≠ max S}. For

x ∈ Rn and S ⊆ Rn, d(x,S) := infy∈S ∥x− y∥1 is the distance of the vector from the set.

Game theory

A strategic form game [10] is a tuple G := ⟨A, {Si}i∈A, {ψi}i∈A⟩ consisting of the

following components:

1. a set of players (or agents) A;
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2. a set of strategies si ∈ Si available to each i ∈ A;

3. a set of utility functions ψi : ×i∈ASi → R over the strategy profiles of all the agents.

In what follows, s−i denotes the strategy profile of all players other than i ∈ A. Next, we

formally state the definition of the NE of a strategic form game.

Definition 4.4.1 (Nash equilibrium). The strategy profile (ŝi, ŝ−i) is a Nash equilibrium

(NE) of G if and only if

ψi(ŝi, ŝ−i) ≥ ψi(si, ŝ−i), ∀si ∈ Si, ∀i ∈ A .

NE(G) denotes the set of all Nash equilibria of G. •

Graph theory

A directed graph [8] G := (A, E), is a tuple consisting of (a) a set of nodes (here

agentsA); (b) a set of arcs E ⊆ A×A between the nodes. The setNi := {j ∈ A | (j, i) ∈ E}

denotes the (in) neighbors of node i ∈ A and N i := Ni ∪ {i}. A path is an ordered set of

non-repeating nodes such that each tuple of adjacent nodes belongs to E . The graph G is

said to be strongly connected if there exists a path from every node to every other node.

The diameter of the graph diam(G) is the length of the largest possible path between any

two nodes.

4.5 Problem Formulation

A group of agents A := {1, · · · , n} is to complete a set of tasks Q := {1, · · · ,m},

where n ̸= m possibly, in a distributed manner. For this purpose, each agent i ∈ A encodes

via ϕi : Q → R≥0 the importance of each task (the higher ϕi(q) the larger the agent’s

capability/fondness on q ∈ Q) and ri : Q → R≥0 the reward for completing each task. For

the sake of brevity, define fi(q) := ri(q)ϕi(q) ≥ 0, ∀q ∈ Q, ∀i ∈ A. Note that any function
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of the form fi(q) = gi(ri(q), ϕi(q)) ≥ 0 can be used to define the effective reward that the

agent receives. We choose this particular structure because it scales the reward that agent

i ∈ A receives for task q ∈ Q by its capability (or fondness) ϕi(q) making it so that the

effective reward fi(q) is zero if either ri(q) or ϕi(q) is zero. Further, the resulting cost

function in (4.1a) can be interpreted as a discrete counterpart of the expected utility of

coverage control problems [70, 79] and a type of clustering metric for heterogeneous agents.

An optimal task assignment is the solution to

max
P=(V1,··· ,Vn)⊆Qn

J(P) :=
∑
i∈A

∑
q∈Vi

fi(q), (4.1a)

s.t.
⋃
i∈A
Vi = Q; Vi ∩ Vj = ∅, if i ̸= j. (4.1b)

Here, Vi ⊆ Q is the set of tasks assigned to agent i ∈ A and P = (V1, · · · ,Vn) is the

ordered collection of sets that defines a partition of Q (as in (4.1b)). For the sake of

completeness, if Vi = ∅ for some i ∈ A, then we let
∑

q∈Vi
fi(q) = 0.

The group of agents is to compute an optimal partition of the task set Q on their

own. Naturally, each agent i ∈ A aims to get the tasks q ∈ Q for which fi(q) is the largest.

This motivates the following definition.

Definition 4.5.1 (Task specific dominating agent). An agent i ∈ A is said to be a

dominating agent for task q ∈ Q (or i dominates q), if fi(q) ≥ fj(q), ∀j ∈ A. If a task

q ∈ Q has exactly one dominating agent, we say that there exists a unique dominating

agent for task q. •

The collection of possible strategies for each agent is a combinatorial class, which

grows exponentially with m. To address this problem, we first assume that each i ∈ A

measures the utility of a subset of tasks Vi ⊆ Q via
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Hi(Vi,V−i) :=
∑
q∈Vi

[
fi(q)− max

{j∈A | j ̸=i, q∈Vj}
fj(q)

]
. (4.2)

Here, again, if Vi = ∅ for some i ∈ A, then we let
∑

q∈Vi
[·] = 0 and maxq∈Vi

fi(q) = 0.

This leads to the partition game

GP :=
〈
A, {2Q}i∈A, {Hi}i∈A

〉
,

where the strategy of each agent is to choose a subset Vi of Q to maximize Hi. In this way,

agent strategies are no-longer required to form a valid partition, but the utility in (4.2)

penalizes each agent for taking tasks that others have chosen.

Second, we further relax this game by reducing the decision of each agent i ∈ A

regarding task q ∈ Q to the computation of a weight wq
i ∈ [0, 1]. Briefly, this defines

W ∈ [0, 1]n×m as the matrix whose (i, q)th entry is wq
i . Thus, w⊤

i ∈ [0, 1]m (resp. wq ∈

[0, 1]n) represents the weights that agent i ∈ A (resp. for task q ∈ Q) gives to each task

(resp. given by each agent). Agent i ∈ A is equipped with the utility function:

Ui(wi,w−i) =
∑
q∈Q

[
fi(q)w

q
i − max

j∈A\{i}
fj(q)w

q
jw

q
i

]
, (4.3)

which collectively define the weight game

GW := ⟨A,W, {Ui}i∈A⟩,

In this way, a product of weights in the second part of the sum in (4.3) relaxes the check

on overlapping task in (4.2). In this chapter, we ignore the trivial case where all agents

get the same payoff for a task, as stated in the following.

Assumption 4.5.2 (Non-trivial task assignment). Not all agents are dominating for each
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task q ∈ Q. •

Note that Assumption 4.5.2 is equivalent to stating that the diversity of preferences

and agents is such that there will be a dominating agent per task according to the designed

game This is because the best effective reward fi(q) depends on each agent’s preferences,

ϕi(q), on each task q. As preferences can differ, this changes the effective reward that the

agent receives.

The above framework allows us to deal with a case where the fi(q) are unknown to

the agent, but where these values can be learned progressively by an external mechanism

until convergence. More precisely, we assume the following.

Assumption 4.5.3 (Converging reward sequence). For each i ∈ A, q ∈ Q, there exists a

sequence {zqi (t)}t∈Z>0 such that zqi (t)→ fi(q) as t→∞. •

Remark 4.5.4 (On the choice of utilities). We are interested in solving the optimization

problem (4.1) in a distributed manner while the fi(q)’s are unknown. We do this by

designing a multi-agent system game; i.e., by equipping agents with a suitable utility that

is both easy to compute and results into useful properties. In this case, the NE of the game

are related to the optimizers of the task allocation problem, which allows us to reduce the

original combinatorial problem into an NE-seeking problem. •

In what follows, we first study the games when the reward parameters are known.

Then we adapt the results for the case when only a converging reward sequence is available.

Now we formally state the goals of this work.

Problem 4.5.5. Given the aforementioned setup and the non-trivial task assignment

assumption, find

1. a relationship between the NE of GP and GW,

2. a relationship between the NE and optimal partitions according to (4.1),
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3. a distributed algorithm that converges to the NE of the limiting weight game GW

under the converging reward sequence assumption. •

4.6 On Nash Equilibria and Optimal Partitions

We start by addressing the first two problems above. Thus, we first characterize

the NE of the partition game GP.

Lemma 4.6.1 (Nash equilibria of GP). The strategy (V̂i, V̂−i) ∈ NE(GP) if and only if:

1. for each q ∈ Q, ∃ i ∈ A dominating for q and q ∈ V̂i;

2. if j is not a dominating agent for task q, then q ̸∈ V̂j.

Proof. First, we show the necessity of Properties 1 and 2. Suppose (V̂i, V̂−i) ∈

NE(GP). We prove Property 1 by contradiction. assum ∃ q ∈ Q such that ∀i ∈ A

dominating for task q, q /∈ V̂i. Pick such an agent i and take Vi = V̂i ∪ {q}. Then,

Hi(Vi, V̂−i)−Hi(V̂i, V̂−i) = fi(q)− max
k ̸=i, q∈V̂k

fk(q) > 0.

The inequality is strict since i is dominating and the max is over all agents that are not

dominating for q (by assumption). This is a contradiction with (V̂i, V̂−i) ∈ NE(GP).

The necessity of Property 2 also follows from contradiction. Suppose ∃ q ∈ Q and

a j ∈ A not dominating for q with q ∈ V̂j . From Property 1, there is an i ∈ A dominating

for q with q ∈ V̂i. Thus, with strategy (V̂j, V̂−j),

fj(q)− max
k ̸=j, q∈V̂k

fk(q) = fj(q)−max
k∈A

fk(q) < 0.

Now, consider Vj = V̂j \ {q}. It follows that Hj(Vj, V̂−j)−Hj(V̂j, V̂−j) > 0, contradicting

(V̂j, V̂−j) ∈ NE(GP).
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Now, we show sufficiency. Let (V̂i, V̂−i) satisfy Properties 1 and 2 and let i ∈ A be

an arbitrary but fixed agent. Suppose that Vi ̸= V̂i is any other strategy. Then, the proof

follows from three cases:

Case (i): ∃ q ∈ Vi such that q /∈ V̂i and i is dominating for q. Then, since ∃ j ∈ A

dominating for q with q ∈ V̂j,

fi(q)− max
k ̸=i, q∈V̂k

fk(q) = fi(q)− fj(q) = 0.

Case (ii): ∃ q ∈ Vi such that q /∈ V̂i and i does not dominate q. Then, as ∃ j ∈ A

dominating for q and q ∈ V̂j, we have

fi(q)− max
k ̸=i, q∈V̂k

fk(q) = fi(q)− fj(q) < 0.

Case (iii): ∃ q ∈ V̂i such that q /∈ Vi. This can only happen if i dominates q (else,

by Property 2, q /∈ V̂j). Then,

fi(q)− max
k ̸=i, q∈V̂k

fk(q) ≥ 0.

From the above, it is easy to see that any deviation from (V̂i, V̂−i) will not result in

an increase in utility for i since Hi(Vi, V̂−i)−Hi(V̂i, V̂−i) = fi(q)− max
k ̸=i, q∈V̂k

fk(q). ■

From the previous result, at least one of the dominating agents will be assigned

to a task by means of a NE strategy of GP. However, this does not preclude that two

dominating agents are assigned the same task. Next, we show that the NE of the relaxed

game GW are equivalent to the NE of GP.

Lemma 4.6.2 (Nash equilibria of GW). The strategy (ŵi, ŵ−i) ∈ NE(GW) if and only if:

1. for each q ∈ Q, ∃ i ∈ A dominating for q and ŵq
i = 1;

2. if j is not a dominating agent for task q, then ŵq
j = 0.
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Proof. First, we show the necessity of all properties. Suppose (ŵi, ŵ−i) ∈ NE(GW).

We show Property 1 is necessary by contradiction. Consider an arbitrary q ∈ Q and

suppose that for all dominating agents i∗q ∈ A for task q, it holds that ŵq
i∗q
< 1. In

particular, for any such i∗q, we have maxj ̸={i∗q} fj(q)ŵ
q
j < fi∗q (q). Now consider the strategy

wi∗q , where wq
i∗q
= 1 and wi∗q

p = ŵ
i∗q
p , ∀p ̸= q ∈ Q. Then,

Ui∗q (wi∗q , ŵ−i∗q )− Ui∗q (ŵi∗q , ŵ−i∗q ) =[
fi∗q (q)−max

j ̸=i∗q
fj(q)ŵ

q
j

][
1− ŵq

i∗q

]
> 0.

This leads to a contradiction with (ŵi, ŵ−i) ∈ NE(GW).

We similarly show Property 2 is necessary by contradiction. Let q ∈ Q be an

arbitrary task, and suppose that ∃ j ∈ A which is not dominating for q but for which

ŵq
j > 0. Due to Property 1, let i∗q be the dominating agent for q such that ŵq

i∗q
= 1. Now

define wj, with wq
j = 0 and wj

p = ŵj
p, ∀p ̸= q ∈ Q. Then,

Uj(wj, ŵ−j)− Uj(ŵj, ŵ−j) =
[
fj(q)− fi∗q (q)

]
[−ŵq

j ] > 0,

where the inequality is because both terms are negative. This contradicts (ŵi, ŵ−i) ∈

NE(GW).

Next, we show sufficiency. Let (ŵi, ŵ−i) ∈ [0, 1]n×m be a candidate strategy

satisfying Properties 1- 2 and let i ∈ A. Take any other wi ̸= ŵi and a task q ∈ Q. The

proof follows from the following cases.

Case (i): i dominates q and ŵq
i = 1. Then, by Definition 4.5.1,

[
fi(q)−max

j ̸=i
fj(q)ŵ

q
j

]
wq

i ≤
[
fi(q)−max

j ̸=i
fj(q)ŵ

q
j

]
ŵq

i .

Case (ii): i is a dominating agent for task q and ŵq
i < 1. Then, since ∃ j ∈ A
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dominating for q and ŵq
j = 1,

[
fi(q)−max

k ̸=i
fk(q)ŵ

q
k

]
wq

i =
[
fi(q)− fj(q)

]
wq

i

=
[
fi(q)− fj(q)

]
ŵq

i =
[
fi(q)−max

k ̸=i
fk(q)ŵ

q
k

]
ŵq

i = 0,

since fi(q)− fj(q) = 0.

Case (iii): i is not a dominating agent for task q (and hence ŵq
i = 0). Again,

∃ j ∈ A dominating for q and ŵq
j = 1. Then,

[
fi(q)−max

k ̸=i
fk(q)ŵ

q
k

]
wq

i =
[
fi(q)− fj(q)

]
wq

i

<
[
fi(q)− fj(q)

]
ŵq

i =
[
fi(q)−max

k ̸=i
fk(q)ŵ

q
k

]
ŵq

i ,

since fi(q) < fj(q). Now, using these three cases, it is easy to see that any deviation from

(ŵi, ŵ−i) will not result in an increase the utility of i. ■

As a direct implication of Lemma 4.6.2, for any W ∈ [0, 1]n×m we can define

C : [0, 1]n×m → (2Q)n as

C(W) := (tsupp (w1), · · · , tsupp (wn)), (4.4)

where tsupp (wi) := {q ∈ Q |wq
i = 1}, ∀i ∈ A. Then,

NE(GP) = C(NE(GW)). (4.5)

Next, we relate the optimal partition and the NE of the two games through the following

theorem.

Theorem 4.6.3 (Optimal partitions and NE). Given the problem in (4.1) , O ⊆
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C(NE(GW)), where

O := {P∗ | P∗ is a solution to (4.1)}. (4.6)

Proof. By (4.5), we can equivalently show that O ⊆ NE(GP). Let P∗ ∈ O. It is

easy to see that q ∈ V∗
i only if i ∈ A is a dominating agent for task q. Moreover, if j ∈ A

is not dominating for q, then q /∈ V∗
j . Then from Lemma 4.6.1, P∗ ∈ NE(GP). The rest

follows from (4.5). ■

The above result states that if an agent i ∈ A is assigned tasks using the translated

support of the NE of GW, this set is a superset of the optimizers of (4.1). The extra

solutions arise when there are non-unique dominating agents for a task. When there are

unique dominating agents, the next result shows there is a unique NE for GW. This follows

from Lemma 4.6.2 immediately, so we skip a formal proof.

Corollary 4.6.4 (Uniqueness of NE). Suppose that for each q ∈ Q, i∗q is the unique

dominating agent for task q. Then NE(GW) = {Ŵ} where, for each q ∈ Q, Ŵ satisfies 1)

ŵq
i∗q
= 1, and 2) ŵq

j = 0, ∀ j ̸= i∗q. Further, P∗ = C(Ŵ) is the unique solution to (4.1).■

In general, NE(GW) is a superset of the set of optimal partitions. The next example

makes this clear.

Example 4.6.5 (Optimal partitions and NE). Let A = {1, 2} and Q = {a, b}. As-

sume the values f1(a) = f2(a) = 0.5, f1(b) = 0.7 and f2(b) = 0.3. Then, O =

{({a, b},∅), ({b}, {a})}; NE(GP) = {({a, b},∅), ({a, b}, {a}), ({b}, {a})}; and

NE(GW) =


1 1

λ 0

 ,
1 1

1 0

 ,
µ 1

1 0


 ,

where λ, µ can independently take any value in [0, 1). Thus, in this case O ⊊ NE(GP) =

C(NE(GW)). Interestingly, note that there is an optimal partition in which agent 2 gets
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no task. •

We conclude this section by including remarks on how our framework compares

with standard potential games and congestion games. This interesting discussion is a result

of the review process of the original paper and was not included due to space limitations

of the journal.

Remark 4.6.6. (Comparison with potential games). We would also like to point out the

following regarding the existence of a potential function. We are ultimately interested in

solving the optimization problem in (4.1). Thus, given the game structure (and since the

NE of a potential game are the maximizers of the potential function), the ideal candidate

for a potential function should be,

H1(w) =
∑
i∈A

∑
q∈Vi

fi(q)w
q
i ,

since this is the relaxed cost function related to the optimization problem in (4.1). This

is ideal in the sense that we would like a NE of our game to correspond to a local

maxima of this function. Now consider a situation where A = {1, 2}, Q = {a} and

f1(a) > f2(a). Moreover, let wa
1 = wa

2 = 1. Then, for agent 2, any other strategy wa
2 < 1

results in U2(w
a
1, w

a
2) > U2(w

a
1, w

a
2) while H1(wa

1, w
a
2) < H1(wa

1, w
a
2). Thus, H1 cannot be a

generalized potential function let alone an exact potential function for this game.

Another natural choice for a potential function is the sum of the agents’ utilities

(which corresponds to the utilitarian social utility in game theory):

H2(w) =
∑
i∈A

Ui(w) .

We can use similar arguments as before to show that this cannot be a potential function

either. Again, consider a situation where A = {1, 2}, Q = {a} and f1(a) > f2(a). Further,

let wa
2 = 1. Then, U1(w

a
1, 1) = [f1(a) − f2(a)]wa

1 and H2(wa
1, 1) = f2(a)[1 − wa

1]. Then,
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with wa
1 > wa

1, U1(w
a
1, 1) > U1(w

a
1, 1), but H2(wa

1, 1) < H2(wa
1, 1). Thus, H2 cannot be a

generalized potential function. Admittedly, there could be some other potential function

(H ̸= H1, H2) for this game. But then, the Nash equilibria would correspond to the local

maximizers of H, which may not necessarily be the solution to (4.1). •

Remark 4.6.7. (Comparison with congestion games). We recall that potential functions

are closely related to congestion games, where a group of agents competes with each other

to allocate resources among themselves. The agents get a reward based on the resource

they are allocated to and are also penalized based on the number of agents that are

allocated to that same resource. The type of utilities Ui for our game can be given a similar

interpretation. In [80], the author showed that every congestion game is an exact potential

game and later in [81] the authors showed that any game that has an exact potential

function is equivalent to some congestion game. In congestion games, each agent’s utility

generally depends on the resource allocated to them, and it decreases with the number of

other agents that make use of the same resource. Thus, as the number of agents allocated

to a given resource increases, the payoff of the assigned agents decreases. The latter is

consistent with our setting; however, in congestion games different agents allocated to

the same resource get the same reward, which is not consistent with our heterogeneity

assumption. Moreover, the potential function for congestion games is generally given as a

sum of agents’ utilities, which, as we have argued above, cannot be a potential function

for a heterogenous game like ours. Hence, the framework of congestion games is related

but we believe does not fully capture our scenario completely. •

This is a main reason why we have individually documented the relations between

the optimizers of the task allocation problem, the Nash equilibria of the weight game.

Next, we design a dynamical system using which the agents can figure out the optimal

partition on their own.
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4.7 Best Response Projected Gradient Ascent

From the previous section, we know that if the agents play the weight game GW,

then the NE form a superset of the optimal task partition (with slight abuse of notation).

Thus, here we let the agents update their weights (from any initial feasible weight) using

the gradient of their utility while assuming the others do not change their weights. For

such a dynamical system, we aim to relate its equilibria to the NE of GW and hence also

relate it to the set O of optimal solutions to (4.1). Now, from (4.3),

∂

∂wq
i

Ui = fi(q)− max
j∈A\{i}

fj(q)w
q
j =: uqi (w

q) . (4.7)

Thus, the weights are updated using the following dynamics:

wq
i (t+ 1) =

[
wq

i (t) + γqi u
q
i (w

q(t))
]1
0
, (4.8)

with γqi ∈ R>0, ∀i ∈ A, ∀q ∈ Q. We call this the projected best response ascending

gradient dynamics (PBRAG). From (4.7) and (4.8), note that in order to compute the

weight updates, each agent i ∈ A needs to know fj(q)w
q
j , for all j ̸= i. This requires that

each agent must talk to every other agent to compute its own gradient. The equilibrium

points of this dynamics is

Seq :=
{
W ∈ [0, 1]n×m

[
wq

i + γqi u
q
i (w

q)
]1
0
= wq

i ,

∀i ∈ A,∀q ∈ Q
}
. (4.9)

For this, the following result can be stated immediately.

Lemma 4.7.1. W ∈ Seq if and only if W ∈ NE(GW).

Proof. We prove this by showing that W ∈ Seq if and only if W follows Properties 1
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and 2 of Lemma 4.6.2. Suppose that W ∈ Seq and consider an arbitrary but fixed q ∈ Q.

We prove Property 1 by contradiction and assume that ∀i ∈ A dominating for q, wq
i < 1.

Now, for any dominating agent i∗q ∈ A, maxj∈A\{i∗q} fj(q)w
q
j < fi∗q (q). Thus, uqi∗q (w

q) > 0.

Since wq
i∗q
< 1 and γqi∗q > 0, this contradicts W ∈ Seq.

Next we prove Property 2 also by contradiction. Suppose that ∃ j ∈ A not

dominating for task q but wq
j > 0. Due to Property 1, let i∗q ∈ A be the dominating agent

for task q such that wq
i∗q
= 1. Then,

uqj(w
q) = fj(q)− max

k∈A\{j}
fk(q)w

q
k = fj(q)− fi∗q (q) < 0 .

Again, as wq
j > 0 and γqj > 0, this contradicts W ∈ Seq.

To show sufficiency, let W satisfy Properties 1 and 2. Then it is easy to see that

for each task q ∈ Q, uqi (w
q) ≥ 0 if i ∈ A dominates q with wq

i = 1, uqi (w
q) = 0 if i ∈ A

dominates q with wq
i < 1, and uqj(w

q) < 0 if j ∈ A is not dominating for q (hence wq
j = 0).

Then, W ∈ Seq follows since γqj > 0. ■

From Lemma 4.7.1, we can also infer that if there is a unique dominating agent, then

the equilibrium set becomes a singleton and follows the same structure as in Corollary 4.6.4.

In what follows, we show that starting from any initial weights, the dynamics (4.8)

converges to an equilibrium.

Theorem 4.7.2 (PBRAG converges to an equilibrium weight). Suppose Assumption 4.5.2

holds. Consider the dynamics (4.8) with an initial condition W(0) ∈ [0, 1]n×m and let

W(t) be the solution trajectory. Then limt→∞W(t) = W ∈ Seq.

Proof. Notice that for the dynamics (4.8), the weight associated with each task

evolves independently from the weights associated with other tasks. Thus, consider an

arbitrary but fixed q ∈ Q. Next, consider any i ∈ A that dominates q. From (4.7),

uqi (w
q) ≥ 0, ∀wq ∈ [0, 1]n. Thus, since γqi > 0, ∀i ∈ A, wq

i (t) is non-decreasing. Hence,
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wq
i (t) → ŵq

i ∈ [0, 1] as t → ∞, since [0, 1] is compact. Now consider Iq := {j ∈

A | j dominates q}, the set X := {v ∈ [0, 1]|I
q | | vj = 1 for some j ∈ Iq} and define the

continuous function V (wq) := d({wq
i }i∈Iq ,X). It is clear that V (wq(t + 1)) ≤ V (wq(t))

∀t ∈ Z>0. Applying the LaSalle invariance principle, there is convergence to the largest

invariant set in V (w(t)) = V (w(t + 1)) for all t. We argue this set is necessarily X.

Otherwise, invariance implies that uqi (wq) = 0 for any dominating agent i ∈ A. However,

this occurs if and only if ∃ i′ ∈ A, i ̸= i′, another dominating agent for task q such that

wq
i′ = 1; otherwise, uqi (wq) > 0. Thus, {wq

i (t)}i∈Iq → X as t → ∞ . This along with

previous discussion proves that ŵq
i follows Property 1 of Lemma 4.6.2.

Next consider any j ∈ A that is not dominating for q. From the previous part

of the proof, we know that there is a i ∈ A dominating for q for which wq
i (t) → 1

and thus fi(q)w
q
i (t) → fi(q) as t → ∞. This implies that ∃ τ ∈ Z>0 such that

maxk∈A\{j} fk(q)w
q
k(t) ≥ fj(q)+ν, for some ν > 0 and ∀t ≥ τ . Then, as uqj(wq(t)) ≤ −ν <

0, wq
j (t) is a strictly decreasing sequence (after τ time steps). Thus, from the dynamics

in (4.8), wq
j (t)→ ŵq

j = 0 as t→∞. Hence, ŵq
j follows Property 2 of Lemma 4.6.2. ■

When there is a unique dominating agent for each task, we can guarantee finite-time

convergence to an optimal partition.

Theorem 4.7.3 (PBRAG converges in finite time). Suppose Assumption 4.5.2 holds

and suppose that for each q ∈ Q, there exists a unique dominating agent, i∗q ∈ A. Define

γ := min
i∈A,q∈Q

γqi > 0, and let δ := min
q∈Q

[
fi∗q (q)−max

j ̸=i∗q
fj(q)

]
> 0. Consider the dynamics (4.8)

starting from W(0) ∈ [0, 1]n×m, with the solution trajectory W(t)→W ∈ Seq, as t→∞.

Then wq
i (t) = wq

i , ∀i ∈ A, ∀q ∈ Q, ∀t ≥ 2 ⌈(γδ)−1⌉.

Proof. From Lemma 4.7.1 and Corollary 4.6.4, it is clear that Seq is a singleton

set. Let W ∈ Seq be the unique equilibrium point. From Theorem 4.7.2, we know that

W(t) →W as t → ∞. From (4.7), uqi∗q (w
q(t)) ≥ δ > 0,∀t ∈ Z>0 and hence from (4.8),

∀t ∈ Z>0, wq
i∗q
(t + 1) ≥ [wq

i∗q
(t) + γqi∗q δ]

1
0 ≥ [wq

i∗q
(0) + (t + 1) γqi∗q δ]

1
0. The inequality holds
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since [·]10 is a nondecreasing function. Thus, wq
i∗q
(t) = 1, for all t ≥ ⌈(γδ)−1⌉ ≥ (γδ)−1 ≥

[1−wq
i∗q
(0)][γqi∗qδ]

−1. Now define τ := ⌈(γδ)−1⌉ and consider any j ̸= i∗q and notice from (4.7)

that uqj(wq(t)) ≤ −δ < 0,∀t ≥ τ . Thus, wq
j (t) ≤ [wq

j (τ)− t γqj δ]10,∀t ≥ τ. The inequality

again holds since [·]10 is non decreasing. So, wq
j (t) = 0, for all t ≥ τ + ⌈(γδ)−1⌉ ≥

τ + [γqj δ]
−1 ≥ τ + wq

j (τ)[γ
q
j δ]

−1. ■

Remark 4.7.4 (On the effect of step-size on convergence). By Theorem 4.7.2, (4.8)

converges to an equilibrium weight when γqi > 0, ∀i ∈ A, ∀q ∈ Q. Thus agents can choose

any constant positive step size and guarantee convergence to a NE of the weight game.

Further inspection of Theorem 4.7.3 leads to this interesting observation. Since δ−1 > 0,

the individual γqi ’s can be chosen in such a way that 0 < (γδ)−1 < 1. Then 2 ⌈(γδ)−1⌉ = 2.

That is, by choosing a sufficiently large step size and communicating with every other

agent, the agents can reach the NE in at most two time steps. •

In order to avoid all-to-all communication, it is possible to adapt (4.8) introducing

a consensus subroutine. In the next section, we utilize this idea to handle decentralization

together with unknown rewards.

4.8 Distributed Task Allocation

Finally, we provide a solution to Problem 4.5.5 (3). Recall that in Section 4.7, each

agent i ∈ A computes maxj ̸=i fj(q)w
q
j using information from all other agents. Here, we

introduce a communication graph G := (A, E) with vertex set A. The arc set E defines

the connections between agents, with (i, j) ∈ E if and only if i ∈ A can send information

to j ∈ A. For the sake of brevity, let d := diam(G).

Note that (from the proof of Theorem 4.7.2), if each agent i ∈ A uses a convex com-

bination of the max and second unique max (i.e. λmaxj∈A fj(q) + (1− λ)max(2)j∈A fj(q),

for some λ ∈ (0, 1)) instead of maxj ̸=i fj(q)w
q
j , the outcome of the dynamics (4.8) re-

mains similar. This is because the aforementioned convex combination penalizes any
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non-dominating agent to reduce the weight to zero and encourages a dominating agent to

increase its weight to one in a similar fashion to the utility in (4.3). Moreover, this convex

combination is the same quantity for every agent and does not depend on the individual

agent as the penalizing term in the utility in (4.3) does. This, in turn, is useful in providing

a distributed PBRAG(d-PBRAG). Using a communication graph, the following result

gives a distributed way to find the max and second unique max values.

Lemma 4.8.1 (Agreement on the two largest variables in a network). Let G be a strongly

connected graph and consider

M q
i (t+ 1) = max

j∈N i

M q
j (t), (4.10a)

Sq
i (t+ 1) = max(2)

{
{Sq

j (t)}j∈N i
,M q

i (t), v
q
i

}
, (4.10b)

with initial condition M q
i (0) = Sq

i (0) = vqi ∈ R≥0, ∀i ∈ A, ∀q ∈ Q. Then ∀ q ∈ Q and

∀ i ∈ A;

1. M q
i (t) = max{vqj}j∈A, ∀ t ≥ d,

2. Sq
i (t) = max(2){vqj}j∈A, ∀ t ≥ 2 d.

Proof. We show this for an arbitrary but fixed q ∈ Q. Let i∗q ∈ argmax{vqj}j∈A.

Then, from (4.10a), M q
i∗q
(t) = vqi∗q , ∀t ∈ Z>0. Thus, ∀ i∗q ∈ argmax{vqj}j∈A, M q

j (t) = vqi∗q ,

∀j ∈ Ni∗q , ∀t ≥ 1. Continuing this argument inductively proves Property 1 since G is

strongly connected.

To show Property 2, we use Property 1. Now let i∗q ∈ argmax(2){vqj}j∈A. Then,

from (4.10b), Sq
i∗q
(t) = vqi∗q , ∀t ≥ d. Thus, similarly, ∀ i∗q ∈ argmax(2){vqj}j∈A, Sq

j (t) = vqi∗q ,

∀j ∈ Ni∗q , ∀t ≥ d + 1. Again, continuing this argument proves Property 2 since G is

strongly connected. ■

To compute the gradient and update the weights wq
i simultaneously, we propose
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the following dynamics and discuss an intuition behind it in the remark that follows.

wq
i (t+ 1)=

[
wq

i (t) + γqi (t)
(
zqi (t)−

1

2

(
M q

i (t) + Sq
i (t)
))]1

0
, (4.11a)

M q
i (t+ 1)=σsw

(
max
j∈N i

M q
j (t), e

q
i (t+ 1), t+ 1, T

)
, (4.11b)

Sq
i (t+ 1) = σsw

(
max(2)

{
{Sq

j (t)}j∈N i
,M q

i (t), e
q
i (t)
}
,

eqi (t+ 1), t+ 1, T
)
, (4.11c)

eqi (t+ 1) = σsw

(
eqi (t), z

q
i (t+ 1), t+ 1, T

)
, (4.11d)

for some T ∈ R≥0 and where σsw is the switching function

σsw

(
m, z, t, T

)
:=


z, if t mod T = 0,

m, otherwise .

(4.12)

Remark 4.8.2 (d-PBRAG with agreement and periodic input injection). Note that

∀ i ∈ A, ∀ q ∈ Q, the weight update in (4.11a) uses the sequence {zqi (t)}t∈Z>0 and a

time-varying step-size γqi (t) instead of fi(q) and a constant step-size γqi ; respectively, as

in (4.8). The periodic switching function σsw ensures that eqi (t) holds the value zqi (t) for

every T time-steps. This in turn allows (4.11b) and (4.11c) to run an agreement subroutine

as (4.10) every T time-steps with vqi = zqi (kT ), for k ∈ Z>0. Thus, at every time-step

which is a multiple of T , each agent believes that its own value is the maximum and

corrects this belief over the next T − 1 time-steps. Then, as per the discussion preceding

Lemma 4.8.1, each agent i ∈ A uses the convex combination 0.5(M q
i (t) + Sq

i (t)) in (4.11a)

of its estimated max and second unique max value in lieu of maxj ̸=i fj(q)w
q
j . This gives us

a distributed way of assigning the task to the correct agent while reducing the information

being shared. •

Theorem 4.8.3 (Asymptotic behavior of d-PBRAG). Suppose Assumptions 4.5.2 and 4.5.3

85



hold. Define

∆q :=
(
max
i∈A

fi(q)−min
i∈A

fi(q)
)
> 0, ∀q ∈ Q . (4.13)

Consider any ε ∈ (0, 1). Suppose ∀t ∈ Z>0, γqi (t) = αq
i , with 0 < αq

i ≤ ε (2 d∆q)−1, ∀i ∈ A,

∀q ∈ Q. Next, define α := mini∈A,q∈Q α
q
i , µq := 0.5 (max{fi(q)}i∈A −max(2){fi(q)}i∈A),

and

µ := (1− ν)min
q∈Q

µq > 0, (4.14)

with ν ∈ (0, 1). Further, suppose T > 2 d+(αµ)−1+1. Let W(t) be the solution trajectory

to (4.11) starting from W(0) ∈ [0, 1]n×m. Then ∃ τ(W(0)) ∈ Z>0 such that ∀ t ≥ τ ,

1. wq
i (t) = 1 if i ∈ A dominates q ∈ Q;

2. wq
j (t) ≤ ε if j ∈ A is not dominating for q ∈ Q.

Thus C(W(t)) converges in finite number of time steps.

Proof. First note that the bounds on αq
i ’s and T are valid because of Assump-

tion 4.5.2. Then, we show the claims for an arbitrary but fixed q ∈ Q.

Recall that because of Assumption 4.5.3, ∃ τ0 ∈ Z>0 such that ∀t, t′ ≥ τ0, zqi (t)−

0.5 (zqi (t)+z
q
j (t

′)) < ∆q, ∀ i, j ∈ A. Moreover τ0 can be chosen such that zqi∗q (t)−0.5 (z
q
i∗q
(t)+

zqj (t
′)) ≥ (1− ν)µq > 0, for any ν ∈ (0, 1), if i∗q ∈ argmaxi∈A fi(q) and ∀j ∈ A such that

j /∈ argmaxi∈A fi(q).

Now consider any i∗q ∈ argmaxi∈A fi(q) and any ν ∈ (0, 1). Then from Remark 4.8.2,

and the previous discussion, ∀t ≥ τ0,

αq
i∗q

(
zqi∗q (t)− 0.5

(
M q

i∗q
(t) + Sq

i∗q
(t)
))
≥ αq

i (1− ν)µq ≥ αq
iµ .

This proves Property 1 of this theorem as αq
iµ > 0.
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Next consider any j /∈ argmaxi∈A fi(q). Note from Remark 4.8.2 that ∀t ≥ τ0 such

that t ∈ {kT + 2d, · · · , 2kT − 1} for some k ∈ Z>0, wq
j (t) strictly decreases, since,

zqj (t)− 0.5(M q
j (t) + Sq

j (t)) ≤ −(1− ν)µq < 0 .

Consider any t ≥ τ0 such that t ∈ {kT + 2d, · · · , 2kT − 1} with k ∈ Z>0. Then, since

wq
j (kT + 2d− 1) ≤ 1,

wq
j (t) ≤ 1− ((t mod T )− 2d)αµ,

and hence because of the bound on T , wq
j (2kT − 1) = 0. Finally, consider any t ≥ τ0 such

that t ∈ {kT, · · · , kT + 2d− 1} with k ∈ Z>0. Then, since wq
j (kT − 1) = 0 (from previous

arguments), we have wq
j (t) ≤ (t mod T )αq

i ∆
q. Thus combining all these arguments

proves Property 2.

The final claim follows from the previous ones and (4.4). ■

Note that the previous result does not guarantee that the weights converge. This

stems from the fact that at periodic times, each agent believes that it gets the maximum

reward for each task. Moreover, the previous result needs information about the limits

of the converging sequences to provide bounds for the step sizes and the period of input

injection. This can be avoided by allowing time-varying step sizes as stated next.

Theorem 4.8.4 (d-PBRAG converges to NE). Suppose Assumptions 4.5.2 and 4.5.3 hold.

Let W(t) be the solution trajectory of (4.11) from W(0) ∈ [0, 1]n×m, with T > 2 d+ 1 and,

γqi (t) =


αq
i (k) > 0, if t ∈ {kT, · · · , kT + 2d− 1},

βq
i (k) > 0, if t ∈ {kT + 2d, · · · , 2kT − 1},

∀i ∈ A, ∀q ∈ Q, with k ∈ Z>0. Further, ∀i ∈ A, ∀q ∈ Q; take sequences αq
i (k) → 0 as
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Table 4.1. Approximate fi(q) values for Simulations

i ∈ A
q ∈ Q 1 2 3 4

1 0.4536 0.4407 0.2881 0.0055
2 0.7504 0.2228 0.0411 0.2801
3 0.7656 0.0987 0.1381 0.2491
4 0.3023 0.2211 0.3334 0.2462

i ∈ A
q ∈ Q 5 6 7 8

1 0.0049 0.2394 0.3152 0.2217
2 0.2374 0.0768 0.0852 0.1760
3 0.2969 0.1003 0.1471 0.6902
4 0.3033 0.4991 0.1231 0.5931

k →∞ and βq
i (k)→∞ as k →∞. Then W(t)→W ∈ NE(GW) as t→∞.

Proof. From hypothesis, ∀ε > 0, ∃K ∈ Z>0, such that ∀t ∈ {kT, · · · , kT +2d−1},

with k ≥ K, αq
i (t) ≤ ε (2 d∆q)−1, with ∆q as in (4.13). Moreover, K can be chosen such

that ∀t ∈ {kT+2d, · · · , 2kT−1}, with k ≥ K, T > 2d+((1−ν)µmini∈A,q∈Q α
q
iβ

q
i (t))

−1+1

for any ν ∈ (0, 1) and with µ as in (4.14). Then this result is a consequence of applying

similar arguments as in the proof of Theorem 4.8.3 and using (4.5). ■

We conclude this section by discussing some interesting observations about the

parameters in (4.11) and some advantages.

Remark 4.8.5 (On the implementation of d-PBRAG). Note that even though diam(G) is

an internal property of the communication graph G and requires some structural knowledge

of the same, the claims in Theorems 4.8.3 and 4.8.4 remain true if d is replaced with n.

This is because diam(G) ≤ n. Moreover, these results can be extended to time-varying

communication graphs with periodic connectivity because the agreement subroutine still

works. Further, note that the conditions in Theorem 4.8.4 are only sufficient for convergence.

In fact, βq
i (k) need not grow unbounded, but then knowledge of converging reward values

are required for proper functioning of the algorithm. For example, if µ is large, small
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values of βq
i (k) are sufficient to guarantee convergence; but if µ is small then βq

i (k) values

have to be sufficiently large in order to guarantee that non-dominating agents are not

assigned the task. Finally, notice that in order for the algorithm to work, each agent i ∈ A

has to pass two values (M q
i (t), S

q
i (t)) for each task q ∈ Q to its neighbors at each time

step. This makes the local communication cost of this algorithm of the order of O(m) per

iteration time. •

Remark 4.8.6 (Advantages of d-PBRAG). Compared with Nash-seeking algorithms,

where agents keep an estimate of all other players’ strategies per task, d-PBRAG only

requires agents to exchange two quantities with neighbors per iteration and task. This

is advantageous from (i) a privacy-preservation, (ii) communication-efficiency, and (iii)

convergence-rates perspectives (as it is well known, consensus algorithms rates’ depend on

the eigenvalues of the graph Laplacian, while max-consensus iterations are bounded by

the diameter of the graph). •

4.9 Simulations

In this section, we verify our major claims and illustrate some interesting features

of our algorithms.

4.9.1 Fast convergence of PBRAG with large step-size

Here, we simulate n = 4 agents to optimally allocate m = 8 tasks with ri(q), ϕi(q) ∼

Unif[0, 1], ∀i ∈ A, q ∈ Q. In particular, Table 4.1 gives the approximate values of fi(q),

∀i ∈ A, q ∈ Q. For each q ∈ Q, the teal cell represents max
i∈A

fi(q).

We first verify the claim in Remark 4.7.4. Figure 4.1 shows the solution evolution

using (4.8) from an initial W(0) = 0. The optimal partition as in Figure 4.1 is given as

V1 = {2, 7}, V2 = {4}, V3 = {1, 8}, V4 = {3, 5, 6}. Here, since the values of fi ∈ [0, 1],
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Figure 4.1. PBRAG using (4.8) and large step size γ. Plots share a common legend and
time axis.

90



0 250 500 750 1000 1250 1500 1750 2000

Time steps (t)

0.0

0.2

0.4

0.6

0.8

1.0

W
ei

gh
t

w
1 i
(t

)

i = 1

i = 2

i = 3

i = 4

i = 5

i = 6

i = 7

i = 8

0 250 500 750 1000 1250 1500 1750 2000

Time steps (t)

0.0

0.2

0.4

0.6

0.8

1.0

W
ei

gh
t

w
1 i
(t

)

Figure 4.2. d-PBRAG for unknown rewards with constant step-size using (4.11) on cyclic
communication graph. Step-size γqi (t) and time-period T were chosen as in Theorem 4.8.3
with different ε and ν = 0.1. The plots share a common legend. (Top) ε = 0.9. (Bottom)
ε = 0.3.
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γqi ∈ O(106) was required to make the solutions converge in two time steps. For larger

deviations in the values of fi, much smaller values of γqi ’s can achieve similar effects.

4.9.2 Effect of constant step-size on d-PBRAG

Here, we deal with the claims in Theorem 4.8.3 for n = 8 agents optimally allocating

m = 1 task. We take f1(1) = B, f2(1) = 0.9B, and fi(1) = 0.3B/i, ∀ i ∈ {3, · · · , 8},

with B = 1000. Thus agent 1 is the dominating agent. Further, we consider an unknown

reward structure with zqi (t) = fi(q) + aqi cos(bqi t)exp(−cqi t), ∀i ∈ A, ∀q ∈ Q, where

aqi ∼ Unif[0, fi(q)], bqi ∼ Unif[0, 10], and cqi ∼ Unif[0, 1]. We set the communication graph

G = (A, E) with E = {(1, 2), (2, 3), (3, 4), (4, 1)}.

Figure 4.2 shows the solution evolution using (4.11) with constant step-size from

an initial W(0) = 0. It is interesting to note from Figure 4.2 that if ε is large, then w1
1(t)

reaches 1 faster, but the weights of the non-dominating agents rise higher. On the other

hand if ε is small, then the rise in the weights of the non-dominating agents is less but

w1
1(t) reaches 1 slower. This is because ε affects the choice of T as well.

4.9.3 d-PBRAG with time-varying step-sizes

Here, we simulate n = 4 agents optimally allocating m = 4 tasks. We take the

unknown reward structure as in Section 4.9.2 with fi(q) as in Table 4.1 (we only consider

the tasks for q ∈ {1, 2, 3, 4}). Further, we use the distributed approach using (4.11) with

time-varying step-sizes as described in Theorem 4.8.4. We also set G as in Section 4.9.2.

Figure 4.3 shows the solution evolution using (4.11) from an initial W(0) = 0. The

optimal partition as in Figure 4.3 is given as V1 = {2}, V2 = {4}, V3 = {1}, V4 = {3}. This

is similar to the observation in Section 4.9.1 (restricted to q ∈ {1, 2, 3, 4}). Further, notice

from Figure 4.3 that the weights of agents 3 and 4 take longer time to settle than agents 1

and 2. In general, the convergence rate of the algorithm depends on difficult-to-characterize

properties of the unknown reward sequences.
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Figure 4.3. d-PBRAG for unknown rewards with time-varying step-size using (4.11) on
cyclic communication graph. Plots share a common legend and time axis.
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Figure 4.4. Distributed Hungarian implementation for the same scenario as in Figure 4.3.
Plot is shown for one agent only.
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We compare our algorithm with the distributed Hungarian algorithm in [61]. In

order to incorporate the converging reward sequence, we restart the algorithm every n3

time step (since it was shown in [61] that the algorithm converges in O(n3) time steps).

In Figure 4.4 we show the evolution of agent 2 only (for the sake of space). As can be

seen, distributed Hungarian keeps oscillating while d-PBRAG converges. The oscillations

could be an artifact of restarting the algorithm; but, to the best of our knowledge, that is

a reasonable approach to incorporate new information regarding the converging reward

sequence.

Figure 4.5. d-PBRAG for a large number of agents on a cyclic communication graph.
Weight evolution of agents 1-10.

4.9.4 Comparison with Hungarian algorithm with large number
of agents

This comparison was a result of the review process of the original paper that we

omitted due to space limitations. The simulation is done for 50 agents and 50 tasks where
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Figure 4.6. d-PBRAG for a large number of agents on a cyclic communication graph.
Weight evolution of agents 11-20.

the actual reward values are unknown. Each agent i ∈ A gets an update regarding its

reward for task q ∈ Q from the sequence zqi (t) = fi(q) + aqi cos(bqi t)exp(−cqi t), where

aqi ∼ Unif[0, fi(q)], bqi ∼ Unif[0, 10], and cqi ∼ Unif[0, 1]. Here, fi(q) ∈ [0,∞). The

communication graph is chosen a as cycle graph, i.e. G = (A, E) with A = {1, 2, · · · , 50},

E = {(1, 2), (2, 3), (3, 4), · · · , (49, 50), (50, 1)} (so the diameter of the graph is 50).

The weight evolution of the agents using our algorithm are reported in Figures 4.6-

4.9. Please note that we have broken up the plots into 5 different figures for the ease

of presentation. We again observe that the simulations behave similarly to the ones for

smaller networks. The main notable difference here is that, since the diameter of the

communication graph is larger, the algorithm takes longer to converge. The algorithm

practically reaches the optimal assignment at ≈ 600 time steps. Fluctuations observed

after this point are due to changes in the estimates of the unknown rewards. In other

words, for a fixed reward case, the algorithm would converged by 600 steps.
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Figure 4.7. d-PBRAG for a large number of agents on a cyclic communication graph.
Weight evolution of agents 21-30.

Figure 4.8. d-PBRAG for a large number of agents on a cyclic communication graph.
Weight evolution of agents 31-40.
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Figure 4.9. d-PBRAG for a large number of agents on a cyclic communication graph.
Weight evolution of agents 41-50.

We performed a similar experiment with the distributed Hungarian algorithm which

takes O(|A|3) steps to converge, for a fixed reward scheme. This means that with our

chosen number of agents, the algorithm would take ≈ 12500 steps to converge. Since this

is a large order-of-magnitude estimate, we have evaluated in simulation the particular

number of steps it takes in this example. Observe the time evolution of the assignments,

up till ≈ 1250 time steps, in Figure 4.10. Here, 1 means that the task is assigned to the

agent and 0 means that it is not. The simulations are solving the assignment with respect

to the static reward that the agents perceived at t = 0. That is, this corresponds to a first

assignment with initial task evaluations, which takes about 600 steps in our algorithm.

Therefore, this algorithm will take much longer to converge in the time-varying rewards

scenario that we have simulated above with our algorithm.
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Figure 4.10. Assignment evolution of all agents using distributed Hungarian method.
The agents are arranged in order from left to right and top to bottom.
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4.10 Summary

In this chapter, we presented a game theoretic formulation of an optimal task

allocation problem for a group of agents. By allowing agents to assign weights between

zero and one for each task, we relaxed the combinatorial nature of the problem. This

led to a partition and weight game, whose NE formed a superset of the optimal task

partition. Then, we provided a distributed best-response projected gradient ascent by

which convergence to the NE of the weight game was guaranteed.

Future work will consider constraints on number of tasks for each agent, and

generalizing the setup to continuous space of tasks and classes of tasks. Further, analysis

will be done on whether this setup enforces truth-telling among agents.

This chapter is a reprint of material as it appears in “Distributed task allocation

for self-interested agents with partially unknown rewards,” N. Mandal, M. Khajenejad,

and S. Martínez, IEEE Transactions on Automatic Control, 70(9):6284–6291, 2025. The

dissertation author was the primary investigator and author of all of this paper.
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Chapter 5

Behaviorally Heterogeneous Multi-
Agent Exploration

5.1 Introduction

Exploring uncertain, hazardous environments is often handled by the coordination

of multiple autonomous robots, with the goal of improving efficiency, adaptiveness, and

robustness to individual failures. As shown in Figure 5.1, exploration frameworks are

usually broken down into a) perception (robots gather position and environment knowledge

using SLAM [82, 83]), b) reasoning (robots evaluate AoIs—areas of interest—using available

knowledge), c) communication and assignment (robots discuss and assign tasks or AoIs

among themselves), and d) navigation (robots plan and travel to selected AoIs). Robotic

perception [84, 85], and navigation [86, 87] have been widely studied across multiple

communities. With regards to decision making, it is evident that human teams with

differing views [88] can fare better in heterogeneous complex scenarios. However, the

adoption of human-like behaviors in robot coordination remains a nascent area of research.

Our framework (outlined in Figure 5.1) aims to evaluate this question in the context

of task allocation for unknown map exploration. We consider Behavioral Entropy [89],

a human-inspired information metric having the potential of creating more powerful

synergies.
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Figure 5.1. Proposed exploration framework with 3 robots in close proximity. Proximity
determines the communication architecture. Each robot shares the same internal logic
framework as in the teal box. The SLAM system provides a local mapMl, a global map
M (using an external map merger scheme) and robot localization x. Then, frontiers F
(clustered using some scheme) and perceived occupancy are extracted fromM and further
Behavioral Entropy Hα is calculated for each cluster. This, along with the distance to
the cluster, gives the sample Behavioral Utility E [R]. Then, utilities are communicated
with other robots to allocate the appropriate frontiers. The navigation planner takes these
allocations and finds a traveling salesman tour among them. The path finder then finds
a path to the frontier using RRT, which, in turn, sends global and local plans u to the
controller.
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5.2 Literature Review

There is a rich literature that applies SLAM techniques for unknown environment

exploration using visual odometry [84] and LiDAR [85]; as well to handle navigation

pipelines [86, 87] to safely reach an AoI. Here, we rely on the popular frontier-based

exploration algorithm [90], which has been deployed successfully in challenging environ-

ments [91].

AoIs are typically evaluated in terms of their potential information gain. Often,

Shannon entropy [92] is chosen as the metric of uncertainty. In [89], Behavioral Entropy

(BE), a generalized entropy, was proposed to subjectively measure uncertainty using

models of uncertainty perception [93] from the Behavioral Economics literature. It was

shown [89, 94] that BE provides a more effective, yet flexible way to evaluate uncertainty

in exploration tasks, leading to faster and better coverage compared to standard entropy.

Additionally, being human-inspired makes it flexible and adaptable to various priorities

and mapping schemes.

In order to efficiently assign AoIs among robots, we look towards the literature

on task allocation [59]. Both centralized solutions [60] and distributed solutions [61] are

known to be computationally and memory-intensive for large problems. Moreover, they

are mostly addressed in static scenarios. Often authors [64] restrict the type of functions

in order to develop a tractable solution to the NP-hard problem. Game-theoretic models

have also been proposed to find solutions to task allocation problems, where each agent

is equipped with an appropriate utility function [77], and the optimal task allocation is

related to the Nash equilibrium of this game. Any Nash-seeking [21] algorithm returns a

solution; but often, these algorithms require strong assumptions on the utility functions

and their derivatives. Often, complete and perfect information on agents’ utilities is

required to run the algorithm updates, while in practice only imperfect information about

tasks and other agents’ capabilities is available. Further, to address the lack of information,
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each agent applies consensus [22], or gossip-based algorithms [25] to estimate all other

agents’ strategies and compute the gradient of its own utility. There is still a need for

scalable and distributed solutions that dynamically adapt to rewards revealed online with

performance guarantees. This is studied in [95], but for deterministic reward sequences.

Here, we deal with more realistic stochastic approximation sequences.

5.3 Contributions

We provide a novel distributed task allocation algorithm based on a game-theoretic

interpretation of the classical task allocation problem. The utility of the robots is given

by the expected value of a random variable with an unknown distribution. Compared

to other works, we give probabilistic convergence guarantees for band estimations of this

utility. We also give out-of-sample guarantees when the utility is approximated using i.i.d.

samples of the random variable. Further, we extend the idea of BE to a team of agents.

This allows us study a large variety of heterogeneous and homogeneous teams and give

provable justification of the benefits of heterogeneity for exploration. We simulate various

teams of robots mapping a complex environment and gather performance results based on

time taken and path-length traveled. This allows us to provide heuristic guidelines for

choosing the team composition in terms of behaviors for a multi-agent exploration team.

We also show that our exploration scheme is superior against standard baselines and show

scalability with different robot team sizes.

5.4 Preliminaries

Here, we recall the concepts from Chapter 2 that are used throughout this chapter.

Notations

The sets of real numbers, non-negative real numbers, and non-negative integers are

denoted as R, R≥0, and Z>0, respectively. For a set S, we denote by |S| its cardinality,
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2S its power set, by Sn its n Cartesian product, and by Sn×m is the collection of n×m

matrices whose (i, j)th entry lies in S. For x ∈ R, [x]10 := max{0,min{x, 1}}. Given

S, we define max(2) S := max{s ∈ S | s ̸= max S}. The probability of an event (over a

measurable space, which should be clear from the context) is Pr{·}.

Game theoretic notions

A strategic form game [10] is a tuple G := ⟨A, {Si}i∈A, {ψi}i∈A⟩ consisting of a set

of players (or agents or robots) A; a set of strategies si ∈ Si available to each i ∈ A; and a

set of utility functions ψi : ×i∈ASi → R over the strategy profiles of all the agents. Denote

s−i as the strategy profile of all players other than i ∈ A. This helps to define the Nash

equilibria next.

Definition 5.4.1 (Nash equilibrium). The strategy profile (ŝi, ŝ−i) is a Nash equilibrium

(NE) of G if and only if

ψi(ŝi, ŝ−i) ≥ ψi(si, ŝ−i), ∀si ∈ Si, ∀i ∈ A .

NE(G) denotes the set of all Nash equilibria of G. •

Graph theoretic notions

A directed graph G := (A, E), is a tuple consisting of a set of nodes (here robots, A),

and a set of arcs E ⊆ A×A between the nodes; see [8]. The set Ni := {j ∈ A | (j, i) ∈ E}

denotes the set of (in) neighbors of agent i ∈ A and N i := Ni ∪ {i}. A path in G is an

ordered set of non-repeated nodes such that each pair of adjacent nodes defines an edge.

The graph G is said to be strongly connected if there exists a path from every node to

every other node. The diameter of the graph diam(G) is the length of the largest possible

path between any two nodes.
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Concentration of measure

Suppose that ξ ∈ Rm is a random variable with an unknown probability distribution,

P∗. Assume that {ξ̂(k) ∈ Rm}Nk=1 are i.i.d samples generated by this unknown distribution,

P∗. In addition, suppose that P∗ is supported on Ξ ⊆ Rm and ∃ a > 1 such that

Eξ∼P∗ [exp(∥ξ∥a)] < ∞ (i.e. P∗ is light-tailed). Let L(Ξ) be the set of all probability

distributions Q on Ξ with bounded first moment. Then, the 1-Wasserstein distance

between two distributions Q1,Q2 ∈ L(Ξ) is defined as

dW(Q1,Q2) := inf
π∈Π(Q1,Q2)

∫
Ξ2

∥ξ1 − ξ2∥1 π(dξ1, dξ2) ,

where, Π(Q1,Q2) is the set of joint probability distributions of ξ1 and ξ2 with marginals

Q1 and Q2 respectively. Further,

Bε(P) := {Q ∈ L(Ξ) | dW(Q,P) < ε},

is the Wasserstein ball of radius ε around P ∈ L(Ξ).

Recall that 2.2.1 characterizes the closeness of P∗ to the sample average distribution

P̂N := 1
N

∑N
k=1 δξ̂(k); is useful in distributional robust optimization [2].

5.5 Problem Formulation

Here, we first describe the constituents of our framework and then define the

problem statement.

5.5.1 Exploration environment

A team of n robots A := {1, · · · , n} is to explore an unknown environment X ⊂ R2

in an efficient and distributed fashion. The environment X is discretized into grid elements

D that define an occupancy mapM. More precisely,M is defined in terms of a probability
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function focc : D → [0, 1], which assigns a probability of occupancy to each cell in D (i.e.

M = focc(D)). In what follows, we assume there is a subroutine that takes care of map

merging (either centralized or distributed) and thatM is available to all robots. Instead,

we focus on the distributed exploration part of the approach. As the robots explore,

they aim to reduce the volume of the unknown set {x ∈ D | focc(x) ∈ (0, 0.5) ∪ (0.5, 1)}

while increasing the volume of the known set {x ∈ D | focc(x) ∈ {0, 1}}. Ideally, the team

completes the exploration when D becomes known. In practice, limited observability due

to the sensing noise and presence of obstacles hinders uncertainty reduction.

5.5.2 Robot Team

Each robot i ∈ A uses a Bayesian algorithm to update the occupancy map in its

immediate environment as well as its position, xi ∈ D; see [96, 85]. To update the map,

each robot i ∈ A identifies a set of frontiers Qi from the current M. We note that the

size of Qi ≡ Qi(t), i ∈ A, may vary with time as robots discover frontiers to visit at time

t (we omit the time argument when clear from the context). To aid in exploration, robot

i ∈ A associates a reward of ρi(q) := E [Rq
i ] for q ∈ Qi. Here Rq

i is a random variable

with an unknown distribution, the expectation of which is to be estimated. We give

further details of this procedure in Section 5.6. Randomness may appear either due to

noisy sensor measurements or environmental uncertainty. Note that as these rewards are

robot-dependent, they introduce heterogeneity, which will influence exploration.

5.5.3 Frontier assignment problem

Given t ∈ Z≥0, assume that {Qi(t)}i∈A is the set of discovered frontiers at time t,

and define Q(t) := ⋃i∈AQi(t). The optimal frontier assignment at time t is the solution
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to

max
P=(V1,··· ,Vn)⊆×n

i=1Qi(t)
J(P) :=

∑
i∈A

∑
q∈Vi

ρi(q) (5.1a)

s.t.
⋃
i∈A
Vi = Q(t); Vi ∩ Vj = ∅, if i ̸= j. (5.1b)

Here, Vi ⊆ Qi(t) is the set of all frontiers assigned to robot i ∈ A and P = (V1, · · · ,Vn)

is the ordered collection of sets that defines a partition of Q(t) (as in (5.1b)). The set

O(A,Q, {ρi(q)}q∈Q,i∈A) collects the optimizers of (5.1). To ensure scalability to large

environments, robots can only choose reachable frontiers within region Qi ⊆ Qi, around

each robot’s location. However, this might result into a robot i ∈ A running out of frontiers

(i.e. Qi = ∅). When this happens, we allow the robot to expand its footprint radius until

some frontiers become available (i.e. Qi ̸= ∅) to explore. Thus, this adaptive technique

trades off manageable computations with potential ineffectiveness.

After assignment, each robot keeps a list Ti of frontiers (a task buffer) that it is

scheduled to visit. We assume that the task-assignment problem is re-solved after a robot

completes the tasks in its buffer (i.e. Ti = ∅). Thus, triggered by one robot at time te,

all other robots will share with neighbors in a communication graph the frontiers that

they have not been visited yet, as well as the new ones they have discovered, entering a

frontier re-assignment phase. To do this, we will assume that the robot-communication

graph becomes connected over time; see Assumption 5.5.1, so there is a time t > te when

the assignment problem (5.1) is resolved. The robot with an empty buffer then updates

Ti using O(A,Q(te), {ρi(q)}q∈Q,i∈A). We will assume that the discovery of new frontiers

happens at a sufficiently slow pace for the fast re-computation of the solution to (5.1). We

focus on understanding the benefits of exploration with heterogeneous rewards, leaving the

question of efficient dynamic task assignment under partial information for future work.
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5.5.4 Communication network

The robots communicate with each other over a time-varying graph G(t) := (A, E(t)).

The arc set E(t) defines the connections between robots at time t ∈ Z≥0: in this way,

(i, j) ∈ E(t) if and only if robot i ∈ A can send information to robot j ∈ A at time t,

which can only occur when they are within a distance of each other. Further we assume

the following.

Assumption 5.5.1. (Periodic fast communication). For the communication network

sequence {G(t) = (A, E(t))}t∈Z≥0
, there exists a (known) τ ∈ Z≥0 such that the graph

G := (A, E(k)), with E(k) := ⋃τ
t=1 E(kτ + t), is strongly connected ∀k ∈ Z≥0. Further,

robot communication happens at a faster time scale than robot movement. •

5.5.5 Problem Statement

Given the aforementioned setup,

1. Provide a robust and distributed frontier allocation algorithm that converges to an

stochastic optimal frontier assignment under time-varying communications.

2. Study the benefits of BE heterogeneity on exploration.

3. Verify the performance of the algorithms in complex, high-fidelity simulation envi-

ronments and provide heuristic guidelines on choosing heterogeneous parameters in

a mixed group autonomous agents, possibly including humans.

5.6 Distributed Frontier Assignment

Here, we first tackle the problem of efficient frontier allocation. This works for any

evaluation scheme of frontiers. We provide the specific frontier utility metric in Section 5.7.

In order to assign frontiers in a distributed fashion, we generalize the distributed

projected best-response ascending gradient (d-PBRAG) dynamics proposed in [95]. The

108



following definition from [95] helps us in characterizing the optimizers of (5.1), O(t) at a

particular t ∈ Z≥0.

Definition 5.6.1. (Frontier specific dominating agent). A robot i ∈ A is said to dominate

frontier q ∈ Q(t), if q ∈ Qi(t) and ρi(q) ≥ ρj(q), ∀j ∈ A such that q ∈ Qj(t). If a frontier

q ∈ Q has exactly one dominating robot, we say that there exists a unique dominating

agent for q. •

In [95] it was shown that if there is a unique dominating agent per q ∈ Q(t) =⋃
i∈AQi(t), then O(t) is in fact a singleton set. Moreover, it is also the unique Nash

equilibrium of the game

G := ⟨A, {wi}i∈A, {Ui}i∈A⟩, (5.2)

where robot i ∈ A is equipped with the utility function,

Ui(wi,w−i) =
∑

q∈Qi(t)

[
ρi(q)w

q
i −max

j∈A\{i}
q∈Qj

ρj(q)w
q
jw

q
i

]
, (5.3)

and the strategies available to robot i ∈ A are (wq
i ∈ [0, 1])q∈Qi(t), with wi = (wq

i )q∈Qi(t).

A weight wq
i = 1 (resp. wq

i = 0), loosely means that agent i ∈ A is assigned (resp. not

assigned) the frontier q ∈ Qi(t). Note that sufficiently small and constant perturbations to

individual rewards can break down ties in allocation and create unique dominating agents

per task, aiding in the frontier allocation problem. We quickly state and prove this in the

next result.

Lemma 5.6.2. (Perturbation for unique dominating agent). Let O1 := O(A,Q, {ρi(q)}q∈Q,i∈A)

be the set of solutions the optimization problem in (5.1). Let ε > 0 and let O2 :=
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O(A,Q, {ρi(q)}q∈Q,i∈A) be the set of solutions the optimization problem in (5.1) with

ρi(q) = ρi(q) + δqi , δqi ∼ Unif[−ε, ε] . (5.4)

Then, ∃ ε > 0, such that ∀ε ≤ ε, with probability one, ∀ q ∈ Q, there is a unique

dominating agent for frontier q (hence |O2| = 1) and O2 ⊆ O1.

Proof. Consider an arbitrary but fixed q ∈ Q. We prove the statement using the

following cases.

Case (i): ρi(q) = ρ, ∀ i ∈ A. Then, since the δqi ’s are drawn independently from

Unif[−ε, ε], Pr
{
δqi = δqj

}
= 0 for any choice of j ̸= i ∈ A. Then uniqueness of dominating

agent holds from the definition of a dominating agent. Moreover, let (Vi, · · · ,Vn) be such

that q ∈ Vi iff i = argmaxj∈A ρj(q). Then it is easy to see that O2 = (Vi, · · · ,Vn) ⊆ O1.

Case (ii): ρi(q) ̸= ρj(q) for some i, j ∈ A. Then choose ε < 0.5
∣∣maxi∈A ρi(q) −

max(2)i∈A ρi(q)
∣∣. By similar arguments as before, Pr

{
δqi = δqj

}
= 0 for any choice of

j ̸= i ∈ A. Then, again, uniqueness of dominating agent holds from the definition of a

dominating agent. Moreover, the choice of ε makes it so that maxi∈A ρi(q) ⊆ maxi∈A ρi(q).

Thus with (Vi, · · · ,Vn) such that q ∈ Vi iff i = argmaxj∈A ρj(q); it is easy to see that

O2 = (Vi, · · · ,Vn) ⊆ O1. ■

In this work, however, we show in Section 5.7 how agent heterogeneity can naturally

encode this feature.

Recall that ρi(q) = E [Rq
i ] is the reward that robot i ∈ A gets for q ∈ Qi. We

assume that the random variables {Rq
i}i∈A,q∈Q are independent of each other for all i, q. In

most real world scenarios, robots do not have access to the actual distribution of rewards,

and just receive samples of them. Using these, we assume that the robot can approximate

its reward with some sequence {zqi (t)}t∈Z≥0
(e.g. a sampled average value). With this in

mind, we define the following.

Definition 5.6.3. (Probabilistic band convergence). We say that a sequence of random
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variables {zqi (t)}t∈Z≥0
converges in probability to a µ-band around ρi(q) ∈ R, with µ ≥ 0,

if ∀ε > 0, Pr {|zqi (t)− ρi(q)| − µ > ε} → 0 as t→∞. •

Note that if the reward ρi(q) is some other function (and not the expected value) of

the random variable Rq
i , then the previous definition is in line with the standard notion of

concentration estimation of ρi(q). Since we are interested in characterizing the convergence

w.r.t. the sample size, we choose the expected value as the reward.

Recall that the robots communicate over a time-varying graph G(t) = (A, E(t)).

This allows us to allocate the frontiers in a distributed manner while providing an al-

gorithm that seeks the NE of G in (5.2), and accounting for increasingly more accurate

approximations {zqi (t)}t∈Z≥0
of ρi(q), for i ∈ A. Thus, to compute their utility gradients

and update strategies wq
i simultaneously, the robots make use of the following dynamics

given in [95]:

wq
i (t+ 1)=

[
wq

i (t) + γqi (t)
(
zqi (t)−

1

2

(
M q

i (t) + Sq
i (t)
))]1

0
, (5.5a)

M q
i (t+ 1)=σsw

(
max
j∈N i

M q
j (t), e

q
i (t+ 1), t+ 1, T

)
, (5.5b)

Sq
i (t+ 1) = σsw

(
max(2)

{
{Sq

j (t)}j∈N i
,M q

i (t), e
q
i (t)
}
,

eqi (t+ 1), t+ 1, T
)
, (5.5c)

eqi (t+ 1) = σsw

(
eqi (t), z

q
i (t+ 1), t+ 1, T

)
, (5.5d)

for some T ∈ R≥0, and where σsw is the switching function

σsw

(
m, z, t, T

)
:=


z, if t mod T = 0,

m, otherwise .

(5.6)

The previous dynamics combines a max consensus sub-routine with a periodic knowledge

injection to steer the strategies of each agent towards the NE of G.
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Work in [95] considered deterministic rewards and a deterministic sequence con-

verging to the true value of the rewards. It was shown that that by choosing the step

size γqi (t) in a certain way, it is possible to send the weight wq
i∗q
(t) of the dominating agent

(i∗q for q ∈ Qi) to one while simultaneously reducing wq
j (t) (for j ̸= i∗q) to zero. This

stems from the fact that the max consensus subroutine in (5.5b), (5.5c) stabilizes within a

number of time steps dependent on the diameter of the communication graph and then

the average 0.5
(
M q

i (t) + Sq
i (t)
)

increases (or decreases) the weights wq
i (t) appropriately.

Going beyond the analysis provided in [95], we show next that this algorithm converges

in probability to a solution of the task assignment problem (5.1) for a certain class of

stochastic approximation sequences. To keep the notations clean, we present the arguments

with Qi(t) = Q, ∀ i ∈ A (i.e. every robot has access to every frontier). The algorithm can

be easily adapted to the partial frontier setup that this chapter deals with.

Theorem 5.6.4. (d-PBRAG convergence in probability). Suppose the communication

graph G(t) satisfies Assumption 5.5.1 with connectivity period τ . Suppose that each q ∈ Q

has a unique dominating agent and let

µq < 0.5 (max{ρqi}i∈A −max(2){ρqi}i∈A), ∀q ∈ Q . (5.7)

Further for each i ∈ A, q ∈ Q, assume that zqi (t) converges in probability to a µq band

around ρi(q). Consider an initial condition (wi(0) ∈ [0, 1]|Qi|)i∈A, let (wi(t))i∈A be the

solution to (5.5) with T > 2 τ + 1, and

γqi (t) =


αq
i (k) ≥ 0, if t ∈ {kT, · · · , kT + 2τ − 1},

βq
i (k) > 0, if t ∈ {kT + 2τ, · · · , kT + T − 1},

∀i ∈ A, ∀q ∈ Q, with k ∈ Z>0. Further, for all i ∈ A, ∀q ∈ Q; take sequences αq
i (k)→ 0
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as k →∞ and βq
i (k)→∞ as k →∞. Then, for each i ∈ A, and ε > 0,

Pr {∥wi(t)−wi∥ > ε} → 0, as t→∞, (5.8)

where ({q ∈ Qi |wq
i = 1})i∈A ⊆ O(A,Q, {ρi(q)}q∈Q,i∈A) is a solution to (5.1), and wi :=

(wq
i )q∈Qi

.

Proof. Consider an arbitrary but fixed q ∈ Q and the dynamics (5). First,

notice that the arguments in [95, Lemma 6.1] can be extended to periodically strongly

connected graphs to conclude that ∀k ∈ Z>0, ∀i ∈ A, M q
i (t) = maxi∈A z

q
i (kT ), S

q
i (t) =

max(2)i∈A z
q
i (kT ), ∀t ∈ {kT + 2τ, · · · , (k + 1)T − 1} =: I(k, τ). Denote I(T, τ) :=

{kT, · · · , kT + 2τ − 1}. Now, Consider an ε > 0. Then, by the hypothesis, for any

λ > 0, Pr {|zqi (t)− ρqi | − µq > ε} < λ, ∀t ≥ t0 for some t0. Then, with probability at

least 1 − λ, ∀k ∈ Z>0 such that kT > t0, {wq
i (t)}t∈I(k,τ) is increasing (resp. decreasing)

if i ∈ argmaxj∈A ρ
q
i =: i∗q (resp. i /∈ argmaxj∈A ρ

q
i ). This is because of (7). More-

over, since βq
i (k) → ∞, ∀k ∈ Z>0 such that kT > t0, wq

i (kT + T − 1) = 1 (resp.

= 0) if i = i∗q (resp. i ̸= i∗q). Finally, since αq
i (k) → 0, min{wq

i∗q
(t)}t∈I(k,τ) → 1

and max{wq
j (t)}t∈I(k,τ) → 0, ∀j ̸= i∗q. Thus, Pr {∥wi(t)−wi∥ > ε} < λ with ({q ∈

Qi |wq
i = 1})i∈A ⊆ O(A,Q, {ρi(q)}q∈Q,i∈A), since q ∈ Q has a unique dominating

agent, completing the proof. Then, from [95, Theorem 6.4], it follows that starting

from (wi(t))i∈A, there is t1 ≥ t0 such that Pr {∥wi(t)−wi∥ > ε} < λ, ∀t ≥ t1. More-

over, ({q ∈ Qi |wq
i = 1})i∈A ⊆ O(A,Q, {ρi(q)}q∈Q,i∈A), since each q ∈ Q has a unique

dominating agent, completing the proof. ■

Next, we provide further robustness guarantees for a particular estimator of the

expected rewards. Let us denote the samples of the random variable Rq
i as {R̂q

i (k)}k∈{1,··· ,Ni}.

For each robot i ∈ A and each frontier q ∈ Qi, let the sample average distribution be

P̂i,q
Ni

:= 1
Ni

∑Ni

k=1 δR̂q
i (k)

where δR̂q
i (k)

is the Dirac delta at R̂q
i (k). In what follows, we assume
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that the robots estimate the actual reward mean via the sequence of random variables

zqi (t) =
1

2

(
sup

Q∈Bε(P̂i,q

Nt
i

)

Eξ∼Q[ξ] + inf
Q∈Bε(P̂i,q

Nt
i

)
Eξ∼Q[ξ]

)
. (5.9)

where the ε are chosen properly. Here, N t
i represents the number of samples available to

i ∈ A at time t ∈ Z≥0 and recall that Bε(P̂i,q
Nt

i
) is the appropriate Wasserstein ball. Thus,

the robot estimates its reward for a task as the average of the worst case expectations (in

either direction) generated by the probability distributions that are at most ε distance

from its sample average. Further, if N t
i increases, the robot can get better estimates using

a larger sample size. In the next result, we give distributionally robust guarantees on the

convergence of the d-PBRAG algorithm.

Theorem 5.6.5. (Finite sample guarantees with distributionally robust d-PBRAG).

Suppose ∀i ∈ A, N t
i → Ki ∈ Z≥0. Moreover, suppose θ ∈ (0, 1) is chosen such that with ε

in (2.4), we have that, for each q ∈ Q, ∃ i∗q ∈ A such that

sup
Q∈Bε(P̂j,q

Nt
j

)

Eξ∼Q[ξ] < inf
Q∈Bε(P̂

i∗q ,q
Nt
i∗q

)

Eξ∼Q[ξ], ∀j ̸= i∗q . (5.10)

Finally, consider an initial condition (wi(0) ∈ [0, 1]|Qi|)i∈A and let (wi(t))i∈A be the solution

to (5.5) with T and γqi (t) as in Theorem 5.6.4, and zqi (t) as in (5.9). Then, with probability

at least (1 − θ), (wi(t))i∈A converge in probability to a 0 band around (wi)i∈A; where,

({q ∈ Qi |wq
i = 1})i∈A ⊆ O(A,Q, {E [ξqi ]}q∈Q,i∈A) is a solution to (5.1).

Proof. Suppose the hypothesis is true. From Theorem 2.2,

Pr
{

inf
Q∈Bε(P̂i,q

Nt
i

)
Eξ∼Q[ξ] ≤ E[Rq

i ] ≤ sup
Q∈Bε(P̂i,q

Nt
i

)

Eξ∼Q[ξ]
}
≥ 1− θ ,

where E[Rq
i ] = Eξ∼P∗ [Rq

i ]. Moreover, using (10) the samples zqi (t), generated using (9),
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converges in probability to a µq band around E[Rq
i ], with µq satisfying (7). The claim now

follows from Theorem 4.3. ■

The previous result states that when the robots only have access to finite samples

from the original distribution, then it is possible to give a confidence interval, using θ,

with which the converging strategies of the game G is an optimal frontier partition. We

end this section by saying that if N t
i →∞ in Theorem 5.6.5, then θ can be made arbitrary

close to zero.

5.7 Heterogeneous Behavioral Exploration

Here, we first introduce the notion of generalized BE [89] to determine a system of

weighted rewards per robot, ρi, i ∈ A. Later we show the benefits of such heterogeneous

behavior for exploration.

Given a discretization D of the environment, let pk ∈ [0, 1] (resp. (1− pk) ∈ [0, 1])

be the probability that the cell k ∈ D is a free space (resp. an obstacle).

Each robot perceives this uncertainty differently, and we use probability weighting

functions to further encode this heterogeneity. To do this, we employ the popular Prelec’s

weighing function [93], ω : [0, 1]→ [0, 1],

ω(p) = e−β(− log p)α , α > 0, β > 0, ω(0) = 0 , (5.11)

which transforms a probability vector [p, 1 − p]⊤ into a perceived probability vector

[ω(p), ω(1− p)]⊤.

In order to evaluate the utility of visiting a frontier q ∈ D, each robot will use the

notion of BE Hα [89]. This expands the notion of Shannon’s entropy by using Prelec’s

weights ω from (5.11) as

Hα(p) := −ω(p) log(ω(p))− ω(1− p) log(ω(1− p)) . (5.12)
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Moreover, from [89], setting β = exp((1−α) log(log(2))) guarantees satisfaction of entropy

axioms [92, 97]. In [89], it was evaluated how low α model an “uncertainty averse” behavior

in exploration, where the robot has a lower threshold for uncertainty. With high α values

we get “uncertainty insensitive” behavior, implying that the robot considers more certain

outcomes. The robot computes this entropy per cell in its sensing region around the

frontier q ∈ D to get the utility of q. We give more details next.

Information gain and utility function

A sensor footprint Q ⊂ D is obtained around each frontier q ∈ Fi(t). This is

a collection of occupancy cells according to the sensor model. The robots can use any

standard LiDAR model [96] to update the costmap in their sensing area. Suppose a robot

i ∈ A has a behavioral parameter αi ∈ R>0. Moreover, let xi(t) ∈ D be the position of the

robot at time t ∈ Z≥0 and let η(x, y) denote the path length between two points x, y ∈ D.

Then for a frontier q ∈ Qi(t), the robot associates

ri(q;M) :=
∑
k∈Q

Hαi
(pk), ϕi(q;M) :=

1

η(xi(t), q)
(5.13)

and Rq
i = ri(q;M)ϕi(q;M) Note that the ri is the behavioral information gain which

is calculated as the reduction in entropy from observing the area Q around the frontier

q ∈ Qi(t). Further, ϕi(q;M) makes it so that the robots find closer frontiers more lucrative

than the farther ones.

Recall the robot relies on its sensors and particle filter like models approximate

the actual of occupancy (pk) of a cell k ∈ D based on generating samples p̂k of this

occupancy value. Thus, the robot associates ρi(q) = E [Rq
i ] = E [ri(q;M)ϕi(q;M)] as the

reward for visiting the frontier. Moreover, the robot can only calculate a sample average

approximation of ri. As such, this ties in with the uncertain reward scenario described

in Section 5.6. In what follows, to simplify the presentation, we assume that the robots
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Figure 5.2. Scaled entropy vs. probability, i.e. c.Hα(p) vs. p. Upper (resp. lower) dotted
lines have c = dM (resp. c = dm). Bold line has c = 1.

have computed a good enough approximation of the frontier reward, ρi(q), and focus our

attention on the effect of heterogeneity induced by the behavioral parameters.

Mapping dynamics

Suppose that D = {1, · · · , n} is the set of finite cells that a robot can occupy.

As each robot is only able to map an area around a frontier, then a team of |A| robots

would only be able to map areas around |A| frontiers. Thus, assume that n = |A|, in the

subsequent discussion. Further, assume that that the sensor footprint around cell q ∈ D

obeys Q = {q}, i.e. the robot can only map the cell it visits. We omit the discussion

of more general footprints to reduce complexity yet highlight the effect of heterogeneity.

Then, the mapping of the unknown environment obeys an algorithm of the form, from

xi(0) ∈ D

xi(t+ 1) = assign
k∈D

Hαi
(pk(t))

η(xi(t), k)
, ∀i ∈ A; (5.14a)

pk(t+ 1) =


bel(pk(t)), if k ∈ {xi(t+ 1)}i∈A;

pk(t), otherwise .
(5.14b)
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Here, assignk∈D V (k) assigns the cell k with the highest value V (where, V (k) is a vector

of values associated with each cell grid) that is not the current position. For example, one

way is to use the allocation problem (5.1) and ensure unique dominating agents.

In this framework, the belief update in (5.14b) corresponds to the act of mapping

the cell k ∈ D. This could be Bayesian update or some other form of update that

incorporates noisy sensor measurements. Let p∗k ∈ {0, 1} be the ground truth occupancy

of the cell k and assume that the mapping scheme is “good” in the sense of

|bel(pk)− p∗k| ≤ cM |pk − p∗k| , (5.15)

for some cM ∈ [0, 1). Let the total entropy of the map be H(t) :=∑k∈DH1(pk(t)), where

H1 is the BE with α = 1 (i.e. Shannon’s entropy). This allows us to track the entropy

reduction (from a good initial guess) under the exploration algorithm in the next result.

The proof (which we skip) involves combining concave and differentiable properties to

bound the change.

Lemma 5.7.1. (Convergence of the exploration algorithm). Suppose |pk(0)− p∗k| < 0.5.

Then, under (5.14) and (5.15),

H(t+ 1)−H(t) ≤
∑
i∈A

(
log(1− pk∗i (t))−

log(pk∗i (t))
)(1

2
ctM −

(
pk∗i (t)− p

∗
k∗i

))
, (5.16)

where k∗i ∈ argmaxk∈DHαi
(pk(t))/η(xi(t), k). The right hand side of (5.16) is a negative

quantity.

Proof. Since entropy is a concave function,

H1(q)−H1(p) ≤ H ′
1(p).(q − p), ∀p, q ∈ (0, 1) .
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Further, since it is also differentiable,

H ′
1(p) = log(1− p)− log(p) .

Thus, with q = pk∗i (t+ 1) and p = pk∗i (t), we get

H1(pk∗i (t+ 1))−H1(pk∗i (t)) ≤
(
log(1− pk∗i (t))− log(pk∗i (t))

)(
pk∗i (t+ 1)− pk∗i (t)

)

Moreover, from (13b) and (14) we have that

|pk∗i (t+ 1)− p∗k∗i | = |bel(pk∗i (t))− p
∗
k∗i
| ≤ cM |pk∗i (t)− p

∗
k∗i
| ≤ · · · ≤ ctM|pk∗i (0)− p

∗
k∗i
| ≤ 1

2
ctM .

The last inequality is because |pk(0)− p∗k| < 0.5. Thus |pk∗i (t)− p∗k| < 0.5, ∀t ∈ Z≥0. Thus,

− 1

2
ctM ≤ pk∗i (t+ 1)− p∗k∗i ≤

1

2
ctM,

=⇒ − 1

2
ctM − (pk∗i (t)− p

∗
k∗i
) ≤ pk∗i (t+ 1)− pk∗i (t) ≤

1

2
ctM − (pk∗i (t)− p

∗
k∗i
)

Now, there can be two cases.

Case (i): pk∗i (t) > 0.5. Then, pk∗i (t+1) > pk∗i (t) and
(
log(1−pk∗i (t))−log(pk∗i (t))

)
<

0. Then,

(
log(1− pk∗i (t))− log(pk∗i (t))

)(
pk∗i (t+ 1)− pk∗i (t)

)
≤
(
log(1− pk∗i (t))− log(pk∗i (t))

)(
− 1

2
ctM − (pk∗i (t)− p

∗
k∗i
)
)

Case (ii): pk∗i (t) < 0.5. Then, pk∗i (t+ 1) < pk∗i (t) and
(
log(1− pk∗i (t))− log(pk∗i (t))

)
> 0.
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Then,

(
log(1− pk∗i (t))− log(pk∗i (t))

)(
pk∗i (t+ 1)− pk∗i (t)

)
≤
(
log(1− pk∗i (t))− log(pk∗i (t))

)(1
2
ctM − (pk∗i (t)− p

∗
k∗i
)
)

Combining these gives the result. ■

We finish the section by analyzing how a multi-robot system with different αi is

beneficial for mapping of an unknown area. Essentially, under (5.14) and (5.15), each

robot is guaranteed to visit a distinct location of D and continue the mapping process.

This is elaborated in the remark later.

Proposition 5.7.2 (On the effect of heterogeneity). Suppose that {αi}i∈A is a set of

distinct elements and define dM := maxi,j,k,l∈D
η(i,j)
η(k,l)

, dm := mini,j,k,l∈D
η(i,j)
η(k,l)

. Further,

for any two i ≠ j ∈ A, let pi,j := min
(
{p ∈ (0, 1) | dMHαi

(p) = dmHαj
(p)} ∪ {p ∈

(0, 1) | dmHαi
(p) = dMHαj

(p)}
)
, and define p := mini,j∈A;i ̸=j pi,j. Suppose that for each

k ∈ D, pk(0) ∈ [0, 1] \ [p, 1− p]. Let (xi(t))i∈A be the solution to (5.14) and (5.15) from

any xi(0) ∈ D, for i ∈ A. Then, for all t ≥ 0, xi(t) ̸= xj(t) if i ̸= j ∈ A.

Proof. Consider Figure 5.2, where we illustrate the allocation is distinct for two

robots. First, note from Figure 5.2 that when dm = dM = 1, the entropy values for

different αi’s are the bold lines. Observe that, no matter what the p values are, because

of the separation in the bold line entropy values, there is a distinct allocation of cells

among the robots. Now, in general when dm ≤ 1 ≤ dM , the separation appears after p,

as shown in Figure 5.2. Thus the same argument holds. Finally note that (14) makes(
[0, 1] \ [p, 1 − p]

)|D| invariant under (13). Thus the argument can be made recursively.

This completes the proof. ■

Remark 5.7.3 (Interpretation of the effect of heterogeneity). The range of occupancy

values where a unique assignment is made depends on the choice of αi’s and the distances
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(a) DARPA subT section (b) Indoor Office environment with 32 rooms

Figure 5.3. Indoor maps used for simulations. The plots use the same colorbar. The
robot positions xi(0) is represented by dots and the circle around each robot shows its
initial region of frontier consideration.

between the grid cells (see Figure 5.2 and Proposition 5.7.2). If dm is much smaller than

dM , then a much larger value of αi is required to make [p, 1− p] small. Mathematically,

this is possible to do, but it introduces numerical issues as the entropy values become very

small near the boundaries. As a result of Proposition 5.7.2, a proper choice of αi’s leads

to a unique cell allocation for robots and hence improve the efficiency of exploration. •

5.8 Simulations and Results

In this section, we implement the heterogeneous mapping algorithm on Python

environments. First, we detail the simulation environments and the algorithm.

5.8.1 Environment Setup

We consider a 2D rectangular environments discretized by 0.1×0.1 unit square grid

cells. We consider two types of environments, namely indoor environments (see Figure 5.3

for a map layouts) and outdoor environment (see Figure 5.4 for a map layout) to test our

algorithm. The ground truth map M∗ consists solely of free-space (0 occupancy value)

and obstacles (100 occupancy value). The map in Figure 5.3(a) was used in the DARPA
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Figure 5.4. Outdoor camp map used for simulations. The robot positions xi(0) is
represented by dots and the circle around each robot shows its initial region of frontier
consideration.

Subterreanean challenge [98]. In Figures 5.3 and 5.4, the blue/dark areas (0) represent free

space, the yellow areas (100) represent known obstacles and other values indicate uncertain

areas. We construct the initial occupancy mapM by adding noise to each cell value of the

ground truthM∗ (depending on which map we are using). The environment is divided into

four quadrants which contain different levels of noise, sampled from a uniform distribution

with different intervals from [0, 50] (top-left quadrant), to [0, 80] (top-right quadrant), and

others with [0, 30] (bottom-right) and [0, 20] (bottom-left) (see Figures 5.3 and 5.4 for

reference). This is to simulate the fact that different sections of the ground truth maps

M∗ can have different initial uncertainties. We do not add noise to the extreme areas of

the map so that the robot remains within map boundaries. The initial robot positions are

sampled uniformly from the free space inM∗. One such sample initial condition is shown

in Figures 5.3 and 5.4, where the robot positions xi(0) is represented by dots beside the

robot ID (i). In order to simulate heterogeneity among robots we assign their α values

122



Algorithm 2. Behavioral explorer
1: Input : M, xi, K ; Output : focc(D)
2: taskBufferi ← ∅

▷ frontiers to visit
3: Qi ← getFrontier(M, K)

▷ initial frontiers
4: while Qi ̸= ∅ do
5: if taskBufferi = ∅ then
6: {wq

i }q∈Q ← communicate(Qi,Ni)
7: tour← pick({q |wq

i = 1}, N)
8: tour← travelingSalesman(tour)
9: taskBufferi ← tour

10: end if
11: path← RRT(xi, taskBufferi[0])
12: Move to taskBufferi[0] following path and map along the way
13: xi ← taskBufferi[0]
14: Remove taskBufferi[0]
15: Qi ← getFrontier(M, K)
16: end while

from the following density function

PWC[a, b] :=


1

b−a
1[a,b], if 1 /∈ (a, b) ;

1
2(1−a)

1[a,1] +
1

2(b−1)
1[1,b], if 1 ∈ (a, b) ;

where 1S is the indicator function for the set S. We use different ranges of (a, b) as

simulation parameters to check mapping performance. For instance, if 1 < a < b (resp.

a < b < 1), the all robots are uncertainty insensitive (resp. averse); and if a < 1 < b, we

have mixed behavior. Moreover, if a = b = 1, then αi = 1, ∀i ∈ A. This corresponds

to all the agents using the regular Shannon’s entropy for exploration. To that extent, in

Figures 5.3 and 5.4, we color robot i ∈ A red if αi > 1 and blue if αi < 1. We use 10

robots randomly selected from PWC[a, b] to perform simulations.
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Algorithm 3. communicate

1: Input : Qi, Ni ; Output : {wq
i }q∈Q

2: wq
i ← 1, ∀q ∈ Q

▷ initialize all weights to 1
3: zqi ← r(q)ϕ(q), ∀q ∈ Q

▷ utility using (5.13)
4: Run (5.5) sufficiently long using Qi, Ni

▷ d-PBRAG

5.8.2 Exploration pipeline

The formal description of the exploration pipeline is given in Algorithm 2. Each

robot i ∈ A runs Algorithm 2 separately and addresses the communication call among its

neighbors Ni whenever needed. The neighbors of a robot at any time is the set of robots

that have common frontiers. Each robot initializes an empty task buffer to keep track of

the frontiers they visit.

First, robot i ∈ A updates a circular area Q = Bxi
r in D, with a radius r and

centered around its current position xi. We use three different mapping radii r ∈ {2, 3, 4}

to capture different sensor ranges. Three levels of mapping noise σm ∈ {0, 1, 2} are

employed with the following meaning:

a) In perfect mapping (σm = 0) each cell in Q is updated to the ground truth.

b) In imperfect mapping (σm = 1) the occupancy values in Q are reduced (resp.

increased) randomly with a random number generated from Unif[0, 35] for each cell

in Q that is a free-space (resp. obstacle).

c) In highly imperfect mapping (σm = 2), occupancy values are updated with random

numbers generated from Unif[0, 15].

Second, frontiers Qi are obtained as those cells in robot i’s mapMi with occupancy

values < 2 and a non-negative gradient w.r.t. to the cells around them; see [89]. Each robot

only considers frontiers in a certain radius around it. We set this frontier radius initially
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(a) Exploration time (b) Total Path Length (in km)

Figure 5.5. Simulation metric for r = 2, σm = 2. X-axis shows different αi ranges (a, b).

to 10 times the sensing radius; see Figure 5.4. The robot can increase the frontier radius if

it is not able to see any frontier within this radius. This helps in reducing compute time

and also communication cost.

Robots with empty task buffers, communicates with its neighbors to fill up their

task buffer. For each q ∈ Fi, we calculate the information gain using Q = Bq
r. That is,

for each cell in Q, the information gain per cell is given by the BE in these cells and the

total information gain νi is the sum of these values. Then, for each q ∈ Qi, (5.13) gives

its utility. Using this utility, the robots run rounds of the d-PBRAG algorithm, with

step-size parameters of the form αq
i (k) = k−1 and βq

i (k) = k, sufficiently long, to allocate

the available frontiers on their map among themselves. At the end of the communication

rounds, robot i considers the frontiers q ∈ Qi that have weights wq
i = 1 and chooses at

most N (we set N = 14) frontiers. The robot then finds a traveling salesman tour (TST)

among these N frontiers.

Finally, the robot moves from xi to the first frontier q0 in the TST using a path

computed using the RRT planner. The robot also maps (according to first step) all possible

circular regions within its sensor range along the path. The robot then removes q0 from

the TST and continues the algorithm.
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(a) r =2, σm = 2 (b) r =3, σm = 2 (c) r =4, σm = 2

(d) r =2, σm = 1 (e) r =3, σm = 1 (f) r =4, σm = 1

(g) r =2, σm = 0 (h) r =3, σm = 0 (i) r =4, σm = 0

Figure 5.6. Cost for DARPA subT map. The rows from top to bottom have σm = 2, 1, 0
resp. The columns from left to right have r = 2, 3, 4 resp.
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(a) r =2.0, σm = 2 (b) r =3.0, σm = 2 (c) r =4.0, σm = 2

(d) r =2.0, σm = 1 (e) r =3.0, σm = 1 (f) r =4.0, σm = 1

(g) r =2.0, σm = 0 (h) r =3.0, σm = 0 (i) r =4.0, σm = 0

Figure 5.7. Cost for indoor office map. The rows from top to bottom have σm = 2, 1, 0
resp. The columns from left to right have r = 2, 3, 4 resp.
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5.8.3 Results and Discussion

General trend in efficiency

We simulate 11 different α ranges to capture a wide range of behaviors. For this

batch of simulations, we fix the number of robots to n = 10. For each α range, each sensing

radius and noise levels we perform 10 simulations. We perform these experiments for both

the indoor maps in Figure 5.3. This brings the total number of simulations to 1980. The

results in Figure 5.5 show the distribution of the number of iterations taken to explore

99% of the DARPA SubT map and the distance travelled by the robots. The Y-axis in

Figure 5.5(a) indicates the distribution of number of iterations used with a particular

group to reduce at least 99% of initial entropy H(0). Similarly, the Y-axis in Figure 5.5(b)

indicates the distribution of the total path length traveled by the robots. Wider (resp.

narrower) violin denotes that more (resp. fewer) trials gave similar number of iterations.

First, we report the trade-off between time taken for entropy reduction and the

total path length traveled by the robots for different α values in Figure 5.5. We choose

the case r = 2 and σm = 2 to highlight this point. As seen in Figure 5.5(a), it is evident

that increasing α values reduces the number of iterations required to reduce entropy. But,

on the other hand Figure 5.5(b) shows that increasing the value of α also significantly

increases the total path traveled by the robots (see (8,8) range plots for comparison).

Figures 5.6 and 5.7 show violin plots for cost defined as the normalized sum of number of

iterations required for entropy reduction and total path length on the DARPA SubT map

and the indoor office map respectively.

From Figures 5.6 and 5.7, the general trend is that heterogeneous robots with some

having α > 1 tend to do better than other combinations. But these cases also give rise to

higher variance in the results. It also important to note that this heterogeneity works best

in smaller sensing radius and larger sensing noise case. When sensing radius is high and

sensing noise is low, the different cases have comparable performance (compare (a) and (i)
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Table 5.1. Mean cost compared with standard algorithms on DARPA subT map. The
(a, b) range denotes the range of BE parameters, i.e. αi ∼ PWC[a, b], ∀i ∈ A. Least cost
for each row is given in bold and italics.

Radius Noise Nearest Hungarian (0.2,5) (1,1) (2,6)
2 2 1.83 1.77 1.70 1.88 1.65
2 1 1.80 1.73 1.69 1.90 1.64
2 0 1.69 1.67 1.63 1.91 1.71
3 2 1.75 1.73 1.65 1.89 1.81
3 1 1.83 1.75 1.89 1.85 1.75
3 0 1.79 1.68 1.55 1.86 1.81
4 2 1.71 1.69 1.69 1.89 1.79
4 1 1.64 1.61 1.80 1.85 1.80
4 0 1.64 1.59 1.57 1.78 1.71

plots of Figures 5.6 and 5.7). Thus in general, it is beneficial to have robots encoded with

α > 1 with robots possessing α < 1 to balance exploration time and distance traveled.

Comparison with existing algorithms

We compared our algorithm with: i) a nearest-frontier allocation, and ii) a cen-

tralized Hungarian method for frontier allocation with Shannon’s entropy for frontier

evaluation. For this case, we again fixed the number of agents to n = 10 and performed the

experiments on all the maps shown in Figures 5.3 and 5.4. We chose (0.2, 5), (1, 1), and

(2, 6) as the ranges for α for these simulations. For each case, we performed 10 experiments

with random initial conditions. The comparisons of our algorithm with standard baselines

are reported in Tables 5.1, 5.2 and 5.3. The reported mean costs in these tables are the

weighted sum of path traveled and the time taken to map the area. Notice that having a

wide range of α performs better than using Shannon’s entropy.

Scaling with number of robots

Moreover, in order to evaluate the efficacy of our algorithm as the team size changes,

we simulated our algorithm on the DARPA SubT map with different number of robots,

specifically, n ∈ [5, 10, 20, 40, 80]. The mean cost values across 10 runs for each radius

and noise parameters is shown in Table 5.4. As the number of agents increase in a

129



Table 5.2. Mean cost compared with standard algorithms on urban office environment.
The (a, b) range denotes the range of BE parameters, i.e. αi ∼ PWC[a, b], ∀i ∈ A. Least
cost for each row is given in bold and italics.

Radius Noise Nearest Hungarian (0.2,5) (1,1) (2,6)
2 2 1.88 1.81 1.71 1.89 1.63
2 1 1.77 1.72 1.71 1.92 1.65
2 0 1.66 1.61 1.61 1.95 1.70
3 2 1.77 1.72 1.65 1.87 1.85
3 1 1.86 1.75 1.90 1.85 1.75
3 0 1.76 1.65 1.55 1.91 1.81
4 2 1.75 1.73 1.70 1.90 1.80
4 1 1.81 1.80 1.80 1.85 1.80
4 0 1.64 1.59 1.59 1.80 1.75

Table 5.3. Mean cost compared with standard algorithms on outdoor camp map. The
(a, b) range denotes the range of BE parameters, i.e. αi ∼ PWC[a, b], ∀i ∈ A. Least cost
for each row is given in bold and italics.

Radius Noise Nearest Hungarian (0.2,5) (1,1) (2,6)
2 2 1.86 1.78 1.75 1.88 1.60
2 1 1.78 1.73 1.67 1.94 1.62
2 0 1.67 1.61 1.60 1.94 1.71
3 2 1.78 1.75 1.70 1.88 1.77
3 1 1.82 1.79 1.90 1.81 1.70
3 0 1.77 1.70 1.51 1.84 1.83
4 2 1.68 1.69 1.66 1.86 1.81
4 1 1.73 1.73 1.80 1.84 1.73
4 0 1.62 1.64 1.59 1.74 1.71

130



Table 5.4. Mean cost values for selected α ranges for DARPA SubT map with varying
robot team size n. The (a, b) range denotes the range of BE parameters, i.e. αi ∼ PWC[a, b],
∀i ∈ A. Least cost for each case is given in bold and italics.

Radius Noise n = 5 n = 10
(0.2,5) (1,1) (2,6) (0.2,5) (1,1) (2,6)

2 2 1.75 1.92 1.70 1.70 1.88 1.65
3 1 1.93 1.87 1.81 1.89 1.85 1.75
4 0 1.62 1.81 1.79 1.57 1.78 1.71

Radius Noise n = 20 n = 40
(0.2,5) (1,1) (2,6) (0.2,5) (1,1) (2,6)

2 2 1.60 1.85 1.59 1.07 1.31 1.09
3 1 1.80 1.81 1.73 1.27 1.28 1.20
4 0 1.49 1.68 1.35 0.97 1.16 1.30

Radius Noise n = 80
(0.2,5) (1,1) (2,6)

2 2 0.84 0.79 0.76
3 1 0.95 0.97 0.88
4 0 0.51 0.65 0.79

fixed environment, both the path length traveled by the robots and the time taken to

complete the mapping reduces, reducing the total cost. Moreover, with αi ∼ PWC[0.2, 5],

the exploration incurs a lower cost with lower mapping noise. Thus in presence of

noisy mapping, a heterogeneous team with higher behavioral entropy parameters (here

αi ∼ PWC[2, 6]) is beneficial. This behavior is prominent with larger teams of robots

where aggressive mapping schemes perform better.

Discussion on computation requirements

Our algorithm was simulated on a computer with 13th Gen Intel i7 chip and 32

GB of RAM. We compute the frontiers using the costmap’s numerical gradient. As such,

noisy mapping retains more number of frontiers during exploration than more accurate

(lower noise) mapping. Recall that a frontier’s utility is computed by calculating the

BE for each grid cell inside a ball around the frontier. This poses a major bottleneck

and contributes to the computation time. This issue remains true while comparing our
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algorithm with a centralized Hungarian approach, as it involves computing Shannon’s

entropy, similarly, for each grid cell in the ball around the frontier. However, when

using the nearest frontier method, this computation time is omitted as this method only

requires the distance to the nearest frontier. In terms of assigning frontiers among robots, d-

PBRAG has a O(m) communication cost, with m number of frontiers. Whereas centralized

and distributed Hungarian methods have O(m3) and O(m logm) communication costs,

respectively. Moreover, [95] showed that partially known rewards can produce oscillatory

behavior in the distributed Hungarian algorithm. We recorded an average inter-iteration

clock time (normalized by number of agents) of 93.26 ms for σm = 0, r = 4, and 274.39 ms

for σm = 2, r = 2 cases (other σm, r combinations had times in between these extremes).

In general, computation time increases when mapping noise or mapping radius increases.

5.9 Summary

We proposed a novel algorithm for multi-robot exploration based on a distributed

frontier assignment scheme. We used heterogeneous BE to evaluate frontiers and used a

distributed game-theoretic framework to assign these. We found that a team of robots

with heterogeneous behaviors outperforms a team of homogeneous robots with respect

to time and distance costs. This allowed us to heuristically prescribe BE parameters for

robot teams to efficiently explore maps.

In the future, we would like to address constrained frontier assignment, efficiently

allocate frontiers over longer time horizons, provide bounds on optimal BE parameter

ranges for an environment, and perform experiments in challenging real-world settings.

This chapter is a reprint of material as it appears in “Behaviorally heterogeneous

multi-agent exploration using distributed task allocation,” N. Mandal, A. Suresh, C. Nieto,

and S. Martínez, IEEE Robotics and Automation Letters, pages 2983 – 2990, 2026. The

dissertation author was the primary investigator and author of this paper.
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Chapter 6

Robust Control Of Discrete-Time LTI
Systems Using Stochastic Ensemble
Systems

6.1 Introduction

Ensemble control, i.e., investigating the ability of steering and manipulating an

entire ensemble of (partially) unknown systems in a desired and optimal manner, has

emerged from several science and engineering applications in recent years, e.g, coordination

of the movement of flocks in biology [99], manipulation of spin ensembles in nuclear

magnetic resonance [100, 101], or desynchronization of pathological neurons in the brain

in neuroscience [102].

6.2 Literature Review

Motivated by this, a huge body of seminal work has been done on the analysis of

(deterministic) ensemble controllability [103, 104, 105] and synthesis of optimal ensemble

controls [106, 107, 108] by developing new analytical and numerical methods, which

have received increasing attention due to their application to robotics [105], energy

systems [109, 110] and quantum control [111, 112]. However, the traditional ensemble

control problem consists of driving a collection of initial states of a continuum of systems
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to a set of final states with the same control input [113], which could be potentially

conservative. The problem of reachability for finite-dimensional linear time-varying systems

has been studied in [114, 115], but here the system varies in a continuum and not in

a countable set. On the other hand, the reachability properties of bilinear ensemble

systems are studied in [116]. In [106], the authors explore the problem of optimal control

for stochastic linear systems. The stochastic nature comes from additive noise to the

dynamics. In [117, 118] the authors study robustness of matrix properties to unknown

system parameters. Reference [109] solves an ensemble control problem for devices with

cyclic energy consumption patterns by utilizing techniques from the Markov Decision

Process framework. Finally, the work [110] looks into a similar problem but with uncertain

dynamics and uses techniques from stochastic and distributionally robust optimization in

the process. However, in all the aforementioned work, either the control signal needs to be

unique, or a continuum of ensemble (and partially unknown) systems is required to exist.

This work aims to bridge this gap.

6.3 Contributions

Unlike ensemble control, we let the system parameters take values in a countable

set. Moreover, we do not restrict the control to be unique but allow every sample run of

the system to employ a different control function. This being said, we consider a so-called

class of stochastic ensemble systems, which arise from the approximation of systems whose

exact parameters are unknown. A known approach to obtain good parametric models

consists of learning the distribution of for the model whose realizations correspond to a

system approximation. As more data becomes available, the distributions become more

accurate, resulting in a stochastic ensemble approximation. This enables us to i) study

the reachability properties of a new class of stochastic ensemble systems, ii) provide a

procedure for combining controls from such systems, iii) compute a control for the limiting
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DLTI system, iv) characterize the variance of the state and control of a stochastic ensemble

system produced by means of a Bernoulli distribution, and v) derive an improved result by

means of least squares error minimization. As conclusions of these main contributions, we

also can vi) compute the variance of the state and control of a stochastic ensemble system

that is obtained in an streaming fashion. We illustrate our results in numerical examples.

Notations

We denote the set of real numbers, the set of non-negative real numbers, the set

of integers, and the set of non-negative integers using R, R≥0, Z, and Z≥0, respectively.

We let Rn (similarly Zn
≥0) be the Cartesian product of R (similarly Z≥0) with itself. Rn×m

denotes the set of real matrices of order n ×m. The ith component of a vector v ∈ Rn

is denoted by vi and the ijth entry of a matrix M ∈ Rn×m is denoted by Mij. For a

set of square matrices {M(s)}i∈Z, the product operator is used to denote multiplication

from right to left, i.e.
∏n

i=1M
(s) := M(n) · · ·M(1). For a vector v ∈ Rn, v ≥ 0 denotes a

component-wise inequality. We let abs : Rn → Rn be a function that produces a vector

with component-wise absolute values from the input vector, i.e. abs(v)i = |vi| ∈ R,

∀ i ∈ {1, · · · , n}. We denote the empty set using ∅.

6.4 Problem Formulation

Consider a discrete-time, unknown, linear time-invariant (LTI) system of the form

x(k + 1) = Ax(k) +Bu(k), (6.1)

where x ∈ Rn is the state, x(0) = x0 and xf are the initial and desired final states,

respectively, u ∈ Rm is the control input, A ∈ Rn×n and B ∈ Rn×m. The system matrices

A and B, as well as the initial state x0 are unknown, but it is possible to construct

increasingly good approximations of these system parameters using some known approach,

e.g., any data-driven or Machine Learning-based method. This approximation is assumed
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to be done through the following newly defined class of stochastic ensemble systems, for

which we aim to characterize reachability properties.

Definition 6.4.1. (Stochastic ensemble system). Consider sequences of independent

random variables X0 := {x(s)
0 ∈ Rn}s∈Z≥0

, A := {A(s) ∈ Rn×n}s∈Z≥0
and B := {B(s) ∈

Rn×m}s∈Z≥0
such that A,B, and X0 are all independent of each other. For every σ ∈ Z≥0,

a stochastic ensemble system is a linear, time varying (LTV) system of the form:

x̂(σ, k+1)=Â(sA(σ, k)) x̂(σ, k)+B̂(sB(σ, k)) û(σ, k) (6.2a)

x̂(σ, 0)= x
(s0(σ))
0 ∈ X0 , (6.2b)

where, the indicator functions sA : Z≥0 × Z≥0 → Z≥0, sB : Z≥0 × Z≥0 → Z≥0 and

s0 : Z≥0 → Z≥0 are used to index different realizations of the random variables in X0, A,

and B, respectively. Thus, Â(sA(σ, k)) (similarly B̂(sB(σ, k))) represents a realization of

A(sA(σ,k)) ∈ A (respectively B(sB(σ,k)) ∈ B) for each σ and k. •

We use the terms random variable and realization interchangeably. The σ parameter

is used to distinguish between different runs of the system. Also note that since the initial

state and the system matrices in (6.2) are realizations of different random variables, each

state x̂(σ, k) is also a realization of some random variable. Moreover, we need to formally

define the notion of stochastic ensemble approximation.

Definition 6.4.2. (Stochastic ensemble approximation). Let M ∈ Rn×m. Consider a

sequence of independent random variablesM := {M(s)}s∈Z≥0
such that ∃B ∈ R such that

∥M(s)∥ ≤ B, ∀s ∈ Z≥0. Then,M is a stochastic ensemble approximation of M if and only

if
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∀ε > 0, Pr(∥M−
d∑

s=1

wsM
(s)∥p > ε)→ 0 as d→∞,

with respect to some p−norm ∥ · ∥p and for some ws’s of the form [w1, · · · , wd]
⊤ ∈ Sd :=

{y ∈ Rd |1⊤y = 1,y ≥ 0} for each d ∈ Z≥0. •

Furthermore, we assume the following.

Assumption 6.4.3. There exists a stochastic ensemble system of the form (6.2) that

consists of stochastic ensemble approximations of the original system given in (6.1). •

Being concerned with meeting certain reachability requirements for (6.2), next we

provide a formal definition for the notion of approximate reachability.

Definition 6.4.4. (Approximate reachability of final state from an initial state). Let X0,

A, and B be stochastic ensemble approximations of x0, A, and B respectively. Consider

the stochastic ensemble system in (6.2) and let xf ∈ Rn. Suppose there exists a fixed

time K ∈ Z≥0 and for any realization of the random variables x̂(σ, 0), Â(sA(σ, k)), and

B̂(sB(σ, k)) there exist controls û(σ, 0), · · · , û(σ,K − 1) that drive the realization x̂(σ, 0)

through the trajectory x̂(σ, k), ∀k ∈ {1, · · · , K} under the dynamics (6.2), i.e.

x̂(σ,K) =
∏K

k=0Â(sA(σ, k)) x̂(σ, 0)

+
K−1∑
k=0

[
∏K

i=k+1Â(sA(σ, i))]B̂(sB(σ, k))û(σ, k) . (6.3)

Then xf is said to be approximately reachable from x0 if and only if {x̂(σ,K)}σ∈Z≥0
is a

stochastic ensemble approximation of xf . •

Further, we need to formally introduce the notion of sample reachability as follows.
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Definition 6.4.5. (Sample reachability of final state from an initial state in unit time).

Let X0, Xf , and A be stochastic ensemble approximations of x0, xf and A respectively,

and sf : Z≥0 → Z≥0 be an indicator function that denotes the realizations of the random

variables in the set Xf := {x(s)
f ∈ Rn}s∈Z≥0

. Consider the stochastic ensemble system

in (6.2) with B̂(k) = B. Suppose there exists a control {û(σ, 0)}σ∈Z≥0
for each σ ∈ Z≥0

that drives x̂(σ, 0) = x
(s0(σ))
0 to x̂(σ,K) = x

(sf (σ))

f under the dynamics (6.2), in one (K = 1)

time step, i.e.

x
(sf (σ))

f = Â(sA(σ, 1)) x
(s0(σ))
0 +Bû(σ, 0) . (6.4)

Then xf is sample reachable from x0 in unit time. •

Note that the control û(σ, 0) is chosen in order to drive x
(s0(σ))
0 to x

(sf (σ))

f in the

previous definition.

Our problem of interest can be cast as follows.

Problem 6.4.6. Given the setup and Assumption 6.4.3, characterize the relation between

approximate reachability under the stochastic ensemble system (6.2) and the standard

reachability under the DLTI system (6.1). Moreover, find controls that drive x0 to xf

under (6.1) using the stochastic ensemble system (6.2). •

We conclude this section by highlighting the difference between our notion of

stochastic ensemble system with that of (deterministic) ensemble control.

Remark 6.4.7. (Comparison with ensemble control). The stochastic ensemble system

in (6.2) has a similar structure to ensemble systems [103]. However, the σ that parameterizes

the system takes discrete values. Moreover, Â and B̂ do not vary continuously with respect

to σ. We also allow the controls for each σ to be different, i.e., we do not seek one single

control that steers the ensemble system between points of interest. Finally, if a system

138



is ensemble controllable, then similar results to the ones in this chapter can be given,

generalizing ensemble control systems and their objective. •

6.5 Control using Stochastic Ensemble Systems

In this section, we first show that reachability under the DLTI system (6.1) is

sufficient for approximate reachabilityunder the stochastic ensemble systems.

Recall that we use σ ∈ Z≥0 to index the runs of the system. Moreover, s0(σ)

(respectively sA(σ, k), sB(σ, k)) indexes the realization of the initial state (respectively of

matrices A and B at the kth time step) used in (6.2). In the sequel, we omit the σ for the

sake of brevity wherever there is no confusion. Now we are ready to state the result.

Lemma 6.5.1. (Sufficient condition for approximate reachability using state reachability).

Let X0, A, and B be stochastic ensemble approximations of x0, A, and B respectively.

Suppose that xf is reachable from x0 in K ∈ Z≥0 time steps under the dynamics (6.1).

Then, xf is approximately reachable from x0 under the stochastic ensemble system in (6.2).

Proof. Since X0,A, and B are stochastic ensemble approximations of x0, A, and

B respectively ∃BX0 , BA, and BB such that ∥x(s)
0 ∥ ≤ BX0 , ∥A(s)∥ ≤ BA, and ∥B(s)∥ ≤ BB,

∀s ∈ Z≥0. Now, by the hypothesis, there exists controls u(0), · · · ,u(K − 1) that drive

x0 to xf under the dynamics (6.1). Moreover since K is finite, all the controls can be

bounded by a constant Bu. We show that û(σ, k) = u(k), ∀k ∈ {1, · · · , K − 1} proves the

claim. Let ε > 0. If we use the controls u(0), · · · ,u(K − 1) in (6.3), we obtain

y(1)−∑N
s0=1ws0,1x̂(s(1))=Â(sA(1))(x0−

∑N
s0=1ws0,1x

(s0)
0 )

+B̂(sB(1))(u(0)−
∑N

s0=1ws0,1u(0)),

at k = 1 starting at x
(s0)
0 and for [ws0,1] = [w1,1, · · · , wN,1] ∈ SN which makes X0 a

stochastic ensemble approximation of x0 and y(1) = Â(sA(σ, 1))x0 + B̂(sB(σ))u(0). Note

that here we are using the weights that make X0 a stochastic ensemble approximation
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throughout and we use the independence properties of the random variables to separate

the product and the sum. Now, since
∑N

s0=1ws0,1u(0) = u(0), then

∥y(1)−
N∑

s0=1

ws0,1x̂(s(1))∥ ≤ BA∥x0 −
N∑

s0=1

ws0,1x
(s0)
0 ∥. (6.5)

Next, by defining z(1) = Â(sA(1))x0 + Bu(0) and considering a [wsB(1),2] =

[w1,2, · · · , wN,2] ∈ SN , B becomes a stochastic ensemble approximation of B. Then, by

similar arguments as before

∥z(1)−∑N
sB(1)=1wsB(1),2 y(1)∥≤

Bu∥B−
∑N

sB(1)=1wsB(1),2B(sB(1))∥.
(6.6)

Finally, for x(1) = Ax0 +Bu(0), we have

∥x(1)−∑N
sA(1)=1wsA(1),3z(1)∥

≤ ∥A−∑N
sA(1)=1wsA(1),3Â(sA(1))∥∥x(0)∥,

(6.7)

using [wsA(1),2] = [w1,2, · · · , wN,2] ∈ SN which makes A a stochastic ensemble

approximation of A. Then, using the triangle inequality of the norms and (6.5)–(6.7), we

obtain

∥x(1)−∑N
s0=1ws0,1x̂(σ, 1)∥ ≤

α[∥x0−
∑N

s0=1ws0,1x
(s0)
0 ∥+∥B−

∑N
sB(1)=1wsB(1),2B(sB(1))∥

+∥A−∑N
sA(1)=1wsA(1),3Â(sA(1))∥],
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where α = max{BA, Bu, ∥x(0)∥}. Hence,

Pr(∥x(1)−
N∑

s0=1

ws0,1x̂(σ, 1)∥ < ε) ≥

Pr(∥A−
N∑

sA(1)=1

wsA(1),3Â(sA(1))∥ <
ε

3α
)+

Pr(∥B−
N∑

sB(1)=1

wsB(1),2B(sB(1))∥ <
ε

3α
)+

Pr(∥x0 −
N∑

s0=1

ws0,1x
(s0)
0 ∥ <

ε

3α
)→ 1 as N →∞.

Thus, {x̂(s(1))}s(1)∈Z≥0
forms a stochastic ensemble approximation of x(1). Thus, using the

fact that {x(s0)
0 }s0∈Z≥0

, {Â(sA(1))}sA(1)∈Z≥0
, and {B̂(sB(1))}sB(1)∈Z≥0

are stochastic ensem-

ble approximations of x0, A, and B respectively, we have shown that {x̂(s(1))}s(1)∈Z≥0
forms

a stochastic ensemble approximation of x(1). Next using the fact that {x̂(s(1))}s(1)∈Z≥0
,

{Â(sA(2))}sA(2)∈Z≥0
, and {B̂(sB(2))}sB(2)∈Z≥0

are stochastic ensemble approximations of

x(1), A, and B respectively we can show that {x̂(s(2))}s(2)∈Z≥0
forms a stochastic ensemble

approximation of x(2). By induction on x(1), · · · ,x(K), the proof can be completed. ■

Note that the previous lemma states that the desired state xf is reachable from

x0 only if xf is approximately reachable from x0. Also, note that we deal with a much

weaker version of reachability here. All we require is that xf be in the reachable subspace

from x0. We do not require the whole Rn to be reachable.

Next, by using the notion of sample reachability (Definition 6.4.5), we synthesize a

control input sequence that drives the system in (6.1) from x0 to xf .

Lemma 6.5.2. (Approximation of control of LTI systems using stochastic ensemble

systems). Consider the system in (6.1) with initial state x0 and desired final state xf . Let

X0, Xf and A be stochastic ensemble approximations of x0, xf and A respectively. Next

consider the stochastic ensemble system in (6.2) with B̂(k) = B, ∀k ∈ {1, · · · , K − 1}.
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Suppose that xf is sample reachable from x0 in unit time. Let {û(σ, 0)}σ∈Z≥0
be as in

Definition 6.4.5. Then for each ε > 0,

lim
N→∞

Pr(∥Bv −B
N∑

σ=1

wσû(σ, 0)∥ > ε)→ 0 (6.8)

with wσ’s of the form [w1, · · · , wN ]
⊤ ∈ SN for each N ∈ Z≥0 and with Bv satisfying

xf = Ax0 +Bv . (6.9)

Proof. We do this in a very similar way to the proof of Lemma 6.5.1. So we skip

most of the details due to lack of space. Consider an ε > 0. Then, consider the state

evolution equations

x
(sf )

f = Â(sA(1))x0 +Bu′(0) , (6.10a)

xf = Â(sA(1))x0 +Bu′′(0) . (6.10b)

Note that (6.10a) has been formulated by choosing controls such that they drive the initial

condition x0 (and not the realizations) to the final state x
(sf )

f . Similarly (6.10b) has been

formulated by choosing controls such that they drive the initial condition x0 to the final

state xf (and not the realizations). Then, using very similar arguments as in the proof of

Lemma 6.5.1 it is possible to show that the controls u′, and u′′ exist and can be attained

by taking the weighted sum of the controls in (6.4).

Moreover, using the triangle inequality of the norms and probability theory, it can

be shown that
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Pr(∥Bv −B
N∑

s0=1

ws0,1û(s0)∥ < ε) ≥

Pr(∥A−
N∑

sA(1)=1

wsA(1),3Â(sA(1))∥ <
ε

3β
)+

Pr(∥xf −
N∑

sf=1

wsf ,2x
(sf )

f ∥ <
ε

3β
)+

Pr(∥x0 −
N∑

s0=1

ws0,1x
(s0)
0 ∥ <

ε

3β
)→ 1 as N →∞ ,

where β = max{BA, 1, ∥x0∥}. ■

The previous result states that if xf is sample reachable from x0 in unit time, xf

is also reachable under (6.1). It is worthwhile to note that we are not approximating B

using a stochastic ensemble approximation. If we did, then essentially we would introduce

convolution-like sums which makes the problem more complicated. Further, if xf is

reachable from x0 only in multiple time steps, then the matter of non-unique control

sequences poses another problem.

Note that the claim in Lemma 6.5.2 works for any sequence of random variables

that form stochastic ensemble approximations as defined in Definition 6.4.2. In the next

section we study stochastic ensemble systems that are generated from sampling the DLTI

system parameters in (6.1).

6.6 On Stochastic Ensemble Systems Generated
through Sampling

Here, we deal with a particular kind of stochastic ensemble system whose realizations

are produced from samples of (6.1). This corresponds to the following scenario. Consider

the individual components of the states to be nodes and the A matrix describing the
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interconnection between them. Suppose each node is aware of which neighbors are

antagonistic and which neighbors are cooperative, but is unaware of the absolute magnitude

of influence of its neighbors. The realizations of Â are hence obtained based on the relative

order of influence of other nodes on a particular node.

In such a scenario, we assume that the stochastic ensemble system is produced in

the following way. Suppose the vectors and matrices are transformed into probability mass

functions over an underlying sample space. This mass function produces samples from the

sample space which correspond to the realizations of the stochastic ensemble system. In

particular, we first define a function γ : Rn → R, as γ(w) := 1⊤abs(w), and with a slight

abuse of notation, we consider γ : Rn×m → R as γ(M) := maxj∈{1,··· ,m} 1⊤abs(M∗j). This

helps us in describing a vector sampling scheme procedure through the following lemma,

whose proof omitted since it is trivial.

Lemma 6.6.1. (Vector sampling scheme). Consider a vector w ∈ Rn \ {0}. Then, let

w := (1/γ(w))abs(w). Consider w as a mass function on the sample space Ω = {1, · · · , n}

and let {s1, · · · , sN} be N samples of Ω. To each sample si, associate a vector s(i) as

[s(i)]j :=


γ(w), if j = si and [w]j > 0;

−γ(w), if j = si and [w]j < 0;

0, otherwise .

Then, the mean of the random variable corresponding to the ith component of
∑N

i=1 s
(i) is

wi. Finnally, limN→∞ Pr(∥w − 1
N

∑N
i=1 s

(i)∥ > ε)→ 0, for each ε > 0.

■

Note that for matrices, the same procedure can be performed via a similar trans-

formation by considering each row (or column) separately as vectors.

The stochastic ensemble system generated in this process has nice properties related
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to the system (6.1). First, it retains the sparsity structure of the DLTI system (6.1).

Moreover, since each component is a Bernoulli random variable, using known properties

we can provide convergence rates for each realization. Next, we analyze the variance of

the average control computed considering stochastic ensemble approximations produced

as in Lemma 6.6.1. The next result follows from Hoeffding’s inequality.

Lemma 6.6.2. (Variance of average control). Let X0, Xf and A be stochastic ensemble

approximations of x0, xf and A respectively generated using Lemma 6.6.1. Suppose

{û(σ, 0)}σ∈Z≥0
satisfy the hypothesis of Lemma 6.5.2 and let v be as in (6.9). Then for

each ε > 0,

Pr(∥B(v − 1
N

∑N
σ=1 u

(s))∥ > ε) ≤ 2C[exp(− 2Nε2

9β2γ(xf )2
)

+exp(− 2Nε2

9β2γ(x0)2
) + exp(− 2Nε2

9β2γ(A)2
)],

where C is a constant dependent only on n.

Proof. First we characterize the convergence rates of the realizations of X0,Xf ,

and A using the procedure in Lemma 6.6.1. Note that

∥x0− 1
N

∑N
s0=1 x

(s0)
0 ∥≤η(n)maxi |[x0]i− 1

N

∑N
s0=1[x

(s0)
0 ]i|,

∥xf− 1
N

∑N
sf=1 x

(sf )

f ∥≤η(n)maxi |[xf ]i− 1
N

∑N
sf=1[x

(sf )

f ]i|,
(6.11)

where η(n) is a constant dependent on n such that ∥w∥ ≤ η(n)∥w∥∞, ∀w ∈ Rn. Moreover,

∥A− 1
N

∑N
sA(1)=1 Â(sA(1))∥ ≤

µ(n) max
j∈{1,··· ,n}

∑
i∈{1,··· ,n} |[A]ij− 1

N

∑N
sA(1)=1[Â(sA(1))]ij|,

(6.12)

where µ(n) is a constant dependent on n such that ∥M∥ ≤ µ(n)∥M∥∞, ∀M ∈ Rn×n.

Next, by using Hoeffding’s inequality [119] and exploiting the Bernoulli nature of

the random variables, the right hand side of the inequalities in (6.11) and (6.12) can be
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bounded in probability for all i ∈ {1, · · · , n} and for each ε > 0 as,

Pr(|[x0]i− 1
N

∑N
s0=1[x

(s0)
0 ]i|>ε) ≤ 2exp(− 2Nε2

γ(x0)2
) ,

Pr(|[xf ]i− 1
N

∑N
sf=1[x

(sf )

f ]i|>ε)≤2exp(− 2Nε2

γ(xf )2
) ,

Pr(|Aij− 1
N

∑N
sA(1)=1[Â(sA(1))]ij|>ε) ≤2exp(− 2Nε2

γ(A)2
)

Applying triangle inequality returns the results. ■

We can use the proof technique here to also characterize the rate of convergence in

Lemma 6.5.1 considering stochastic ensemble approximations produced as in Lemma 6.6.1.

Lemma 6.6.3. (Variance of state trajectory). Let X0, A and A be stochastic ensemble

approximations of x0, A and B respectively, generated using Lemma 6.6.1. Then x(K) in

Lemma 6.5.1 satisfies, for each ε > 0,

Pr(∥x(K)− 1

N

N∑
σ=1

x̂(σ,K)∥ > ε) ≤ 2C(ec1 + ec2 + ec3),

where c1 = − 2Nε2

9∥u∥2γ(B)2
, c2 = − 2Nε2

9∥A∥2γ(x0)2
, c3 = − 2Nε2

9∥x0∥2γ(A)2
and C only depends on n.

Proof. The proof follows the same arguments as in the proofs of Lemmas 6.5.1

and 6.6.2. ■

6.6.1 Sample Averaging using Least Squares Error Minimiza-
tion

In the previous section, we assigned uniform weights to each realization in order to

produce the stochastic ensemble approximation. For each sample run of the process, we

can make this averaging method better by introducing a least square error minimization

with the samples produced from the vector sampling scheme in Lemma 6.6.1. Since the

weights associated with the optimization problem are restricted to be in the simplex Sn
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(as per Definition 6.4.2), we approach this problem in two different ways. We describe

each of them next and compare their performances later.

Accumulated Least Squares Error (ALSE) Minimization

In this approach, we take into account all the realizations of the stochastic ensemble

approximations X0,Xf , and A all at once. Then we compute the associated averaging

weights from least squares error minimization and finally use these weights for the computed

control. Next, we provide a closed form solution to the least squares error minimization

problem by exploiting the entries of the vectors in Lemma 6.6.1.

The samples produced in Lemma 6.6.1 have a very particular structure to them.

In fact, they have a non-zero entry in one component and have zeros everywhere else (i.e.

their support is a singleton set). Hence, the whole problem boils down to adjusting the

weights individually for the components in order to minimize the norm distance of the

weighted sum of the samples and the vector. We provide this in the next result.

Lemma 6.6.4. (Least square error problem solution for singleton support samples).

Consider a vector w ∈ Rn \ {0}. Let w := (1/γ(w))abs(w) and suppose {s(1), · · · , s(N)}

is a set of N sample vectors produced using the sampling scheme in Lemma 6.6.1. Let S

be the matrix whose ith column is s(i). Then a solution to

min
y∈SN

∥Sy −w∥22 , (6.13)

is given by y∗ with [y∗]j = αj/nj, where αj = |[w]k| with k such that [s(j)]k ̸= 0 and

nj = |{i ∈ {1, · · · , N} | [s(i)]k ̸= 0}|.

Proof. Note that the problem is convex in y and that the set {1, · · · , n} can be split

into two disjoint sets D1 := {p ∈ {1, · · · , n} | ∃ q s.t. [s(q)]p ̸= 0} and D2 := {1, · · · , n} \ D1.

Now, since the support of s(i) is a singleton, the problem can be rewritten as
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min
y∈SN

∑
i∈D1

(
∑
j∈s(s)

[s(j)]iyj −wi)
2 +

∑
i∈D2

w2
i =: J(y) ,

where s(i) := {p ∈ {1, · · · , N} | [s(p)]i ̸= 0}. It is easy to see that for the solution y∗ in the

claim, the value of the cost function is J(y∗) =
∑

i∈D2
w2

i . As this is the minimum value

of J(·), the proof is complete. ■

It is worth noting that if the set D2 in the proof of Lemma 6.6.4 becomes empty,

then J(y∗) = 0. This means that if the samples are rich enough so that all the non-zero

entries of the original vector appear at least once in the set {s(1), · · ·, s(N)}, then the weights

assigned using the least squares problem recreates the original vector perfectly. This does

not translate to the case for matrices as then the associated weights to the matrix samples

are coupled using multiple non-zero entries across the matrix, as illustrated in Section 6.7.

Streaming Least Squares Error (SLSE) Minimization

In this case, the controls are attained from sequentially changing the realizations of

the vectors and matrices. For the uniform weights case, the solution can be made better by

adding more samples. For the ALSE minimization case, the weights have to be determined

beforehand and then the controls computed, since we do not assign the same weights to

each sample. Moreover, as the number of samples increases, the weights assigned to the

previous samples need to be recomputed in order to satisfy (6.13).

However for the SLSE minimization case, the weights to the controls can be updated

sequentially in order to construct a sub-optimal solution to (6.13). Essentially, suppose E1

and E2 are estimates of E∗, with E1,E2 and E∗ being comparable entities from {X0,Xf ,A},

i.e. they are arbitrary elements in the same sequence. Then we solve for
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min
(w1,w2)∈S2

∥w1E1 + w2E2 − E∗∥22 . (6.14)

The computed controls are updated using the same weights. We explain this in Algorithm

4.

Algorithm 4. Sequential control computation with least square error estimation
Require: X0, Xf , A, x0, xf , A,B, errorBound
Ensure: control v(k)
1: error ←∞; x̂0 ← x̂(σ, 0) ∈ X0;
2: x̂f ← xf (sf (σ)) ∈ Xf ; Â← Â(sA(σ, 1)) ∈ A;
3: v← v̂ such that x̂f = Âx̂0 +Bv̂
4: while error > errorBound do
5: Randomly choose i ∈ {1, 2, 3}
6: if i = 1 then
7: update x̂0

8: (w∗
1, w

∗
2)← solution of (6.14) with E1 = old x̂0, E2 = new x̂0 and E∗ = x0.

9: else if i = 2 then
10: update x̂f

11: (w∗
1, w

∗
2)← solution of (6.14) with E1 = old x̂f , E2 = new x̂f and E∗ = xf .

12: else if i = 3 then
13: update Â
14: (w∗

1, w
∗
2)← solution of (6.14) with E1 = old Â, E2 = new Â and E∗ = A.

15: end if
16: v′ ← v̂ such that x̂f = Âx̂0 +Bv̂
17: error ← ∥(w∗

1 − 1)v + w∗
2v

′∥
18: v← w∗

1v + w∗
2v

′

19: end while

We conclude this section by comparing the averaging methods provided earlier.

6.6.2 Comparison between the Averaging Methods

Since the weights obtained in the least squares error minimization are obtained

from an optimization problem, we can compare their convergence rate with the uniform

averaging scheme.
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Lemma 6.6.5. (Comparison between averaging methods). Suppose {Ei}Ni=1 are estimates

of E∗, with {Ei}Ni=1 and E∗ being comparable entities from {X0,Xf ,A}. Let Funiform :=

(1/N)
∑N

i=1Ei. Let FALSE :=
∑N

i=1w
∗
iEi with [w∗

1, · · · , w∗
N ] being a solution of

min
[w1,··· ,wN ]∈SN

∥E∗ −
N∑
i=1

wiEi∥22 . (6.15)

Finally, let FSLSE := F(N) where F(N) is a solution to the difference equation F(n) =

v∗1F(n− 1) + v∗2F(n− 2) starting from F(1) = E1,F(2) = E2 and where v∗i comes from

Algorithm 4. Then,

∥E∗−FALSE∥≤∥E∗−FSLSE∥≤∥E∗−Funiform∥ . (6.16)

Proof. Note that [v∗1, · · · , v∗N ] is a feasible solution to (6.15). This results in the

first inequality. The second inequality holds since (1/N)1 is a feasible solution to the

optimization problem in Algorithm 4. ■

6.7 Simulations and Analysis

In this section, we provide simulation examples to validate our results in two

scenarios. In the first case, we verify Lemma 6.6.5 in a power systems example. In the

second case, we study the error in the computed state for a system with large dimensions.

We use CVX MATLAB toolbox to solve the optimization problems.

6.7.1 Error in Computed Control

Here, we take an example system in the form of (6.1) from [120] using MATLAB’s

power toolbox. The system dimensions are n = 10 and m = 5 (with A ∈ Rn×n, B ∈ Rn×m)
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(a) (b)

Figure 6.1. Relative error in estimation versus number of samples for example in Section
6.7.1. (a) Relative error in estimated initial condition x0. (b) Relative error in estimated
system matrix A.

and we choose the initial condition randomly.

First, we verify the ordering in estimation errors for the different averaging methods

in Figure 6.1. This is in accordance with (6.16). Moreover, note that in Figure 6.1(a), it

is possible to obtain zero relative error for the initial condition estimation using ALSE

Minimization and SLSE Minimization as per the discussion following Lemma 6.6.4. Next,

we deal with the errors in the computed control and the computed state. The goal is

to drive the state close to the origin in one time step. The actual control that does

this was computed by taking uactual = B†(−Ax0), where B† denotes the Moore-Penrose

pseudoinverse. Then the three different controls ucomputed were computed using the methods

listed in this chapter (i.e. uniform average, ALSE minimization and SLSE minimization).

The comparison of the relative error in computed control with respect to the number of

samples is shown in Figure 6.2(a). Note that the ucomputed for the ALSE minimization

case was computed after considering all the samples. We also computed the relative error

in the computed state with respect to the number of samples and present the results in

in Figure 6.2(b). It is worth mentioning that the error in the computed control and the
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(a) (b)

Figure 6.2. Relative error versus number of samples for example in Section 6.7.1. (a)
Relative error in control ∥ucomputed−uactual∥

∥uactual∥ . (b) Relative error in state.

computed states do not always follow the same ordering as the estimation errors of the

initial condition and the system matrix.

6.7.2 Error in Computed State

Here, we simulate our algorithms in a trajectory tracking problem for a system

with large dimensions. Notice that the sample averaging method works for one time

step controls only. Thus, it can be used to track a predefined trajectory of states. For

this example, we take the system dimensions as n = 100, and m = 80 and generate

A ∈ Rn×m,B ∈ Rn×m,x(0) ∈ Rn,x(1) ∈ Rn, and x(2) ∈ Rn randomly. The matrices A,

and B are used as the system matrices and x(0) is used as the initial condition. The states

x(1), and x(2) are used as the reference trajectory.

Similar to the previous case, for each t ∈ {0, 1}, the control for each realization

A(s),x(s)(t), and x(s)(t+ 1) is computed as ucomputed = B†(x(s)(t+ 1)−A(s)x(s)(t)). The

relative error in the computed states with respect to the number of samples is given in

Figure 6.3. Notice that (similar to what we observed in Section 6.7.1) the ordering given in

Lemma 6.6.5 that holds for the estimation errors for the initial condition and the system
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matrix, may not hold for the computed states as shown in Figure 6.3. Also, the errors in

Figure 6.3 are much larger than the errors in Figure 6.2. This is because, the dimensions

in this case are much larger than the previous case. Using the idea of convergence of

the computed control in Lemma 6.5.2, we can give similar results for the convergence of

computed states, omitted due to the lack of space.

(a) (b)

Figure 6.3. Relative error in state ∥xcomputed−xactual∥
∥xactual∥ versus number of samples for example

in Section 6.7.2. (a) Relative error in x(1). (b) Relative error in x(2).

6.8 Summary

In this chapter, we studied the reachability of a new class of stochastic ensemble

systems, where are not required to have a continuum of ensembles. We provided a necessary

condition for reachability under multiple time steps for the limiting DLTI system using

approximate reachability for the stochastic ensemble system. We also provided a sufficient

condition that averages the control obtained from the sample reachability condition for

the ensemble system to find a control for the DLTI system. We provided convergence rates

when the stochastic ensemble systems are produced using sampling. In the future, we will

extend the sufficient condition to multi-time and continuous-time cases, and will study

stochastic ensemble approximations of nonlinear systems.
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This chapter a reprint of material as it appears in “Control of discrete-time LTI

systems using stochastic ensemble systems,” N. Mandal, M. Khajenejad, and S. Martínez,

in SIAM Conf. on Control and Its Applications (CT), Philadelphia, PA, USA, July 2023.

The dissertation author was the primary investigator and author of this paper.
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Chapter 7

Conclusion and Future Work

This dissertation studied distributionally robust games (DRG’s) and established

the applications of seeking their Nash equilibria (DRoNE’s). Primary area of applications

chosen was the problem of task allocation among self-interested agents.

Chapter 3 provided analysis related to the DRG’s and then produced centralized

and distributed algorithms that seek their DRoNE’s. We presented conditions under

which these DRoNE’s exist, and related them to the NE of the associated stochastic game.

Finally, we provided conditions on the parameters of the ISBRAG dynamics (and its

distributed version d-ISBRAG) that ensure convergence to arbitrarily small regions around

the DRoNE’s. In the distributed case, each agent approximates the supergradients of their

(possibly) non-smooth utility by exchanging information between their neighbors using a

dynamic consensus protocol.

There are several worthwhile directions for future research, which includes extending

the class of games compatible with this framework by introducing more general inertial

terms. Another natural direction to explore is to characterize similar results for standard

classes of games like potential games, aggregate games, and games with decision dependent

strategies. This leaves room for the exploration of distributionally robust generalized

Nash equilibria. Moreover, right now, the randomness does not depend on the strategies

chosen by the agents. This motivated us to explore multi-stage Stackelberg games with
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decision dependent uncertainty. This is related to an ongoing research project where we

are interested in analyzing AI-assisted task allocation schemes with human agents in the

loop. This gives us the opportunity to deploy robust algorithms that promotes truth

telling in the face of humans trying to “game the system”. Finally, another natural research

direction is to handle simultaneous communication and estimation updates among agents.

The framework of passivity has gained significant attention in this regard, and combining

passivity with non-smooth analysis could lead to useful algorithms for a broader class of

applications.

Chapter 4 presented a game theoretic formulation of an optimal task allocation

problem for a group of agents. By allowing agents to assign weights between zero and one

for each task, we relaxed the combinatorial nature of the problem. This led to a partition

and weight game, whose NE formed a superset of the optimal task partition. Then, we

provided a distributed best-response projected gradient ascent by which convergence to

the NE of the weight game was guaranteed. This is special case of the framework studied

in Chapter 3.

Again, there are several directions of future research in this regard. One natural

extension is to introduce constraints on number of tasks for each agent. This poses a

significant challenge in the fact that it reintroduces the combinatorial nature of the problem.

One way to address this is to produce a game formulation that encodes near optimal

solutions to the aforementioned combinatorial problem. To that effect, it is worthwhile

to look at the literature of submodular optimization, which has several results on sub-

optimality guarantees through greedy methods. Another interesting direction of research

is to address the situation where tasks are continually generated and the agents have

to address them on line. This motivated us to introduce a precedence order (through a

directed graph) on the tasks as part of an ongoing research project. The precedence graph

can also be used to encode partial knowledge as tasks become visible (resp. executable)

only when at least one (resp. all) of its neighbors are completed. We hope to use a
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combination of on line optimization, game theory and submodular optimization to address

this problem. Finally, another worthwhile direction of research is to generalize the setup

to continuous space of tasks to account for coverage problems.

In Chapter 5, we proposed a novel algorithm for multi-robot exploration based

on a distributed frontier assignment scheme. We used heterogeneous BE to evaluate

frontiers and used a distributed game-theoretic framework to assign these. We found that

a team of robots with heterogeneous behaviors outperforms a team of homogeneous robots

with respect to time and distance costs. This allowed us to heuristically prescribe BE

parameters for robot teams to efficiently explore maps.

A future direction of research is to provide an analytical frame to assess the efficacy

of heterogeneous behaviors in teams of agents. This could be done by comparing prices of

anarchy for different values of the behavioral parameter and establishing when it is useful.

In Chapter 6, we studied the reachability of a class of stochastic ensemble systems.

We provided a necessary condition for reachability under multiple time steps for the

limiting DLTI system using approximate reachability for the stochastic ensemble system.

We also provided a sufficient condition that averages the control obtained from the sample

reachability condition for the ensemble system to find a control for the DLTI system.

An immediate future direction of research is to extend the sufficient condition to

multi-time and continuous-time cases, and further to study stochastic ensemble approxi-

mations of nonlinear systems. This can be achieved by using piece-wise affine bounds on

the non-linearity and using the proposed method. Further, the analysis can be extended

to broader classes of interactions between agents and not just Bernoulli ones.
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