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Abstract

Tax Preference on the Income Roller Coaster: How Income Volatility Changes the
Relationship Between Income Inequality and Preference for Redistribution

by

Adrienne Laura Hosek

Doctor of Philosophy in Political Science

University of California, Berkeley

Professor Eric Schickler, Chair

This dissertation considers how income inequality affects attitudes towards tax policies and
income redistribution. In the first paper, I adopt traditional models of the relationship
between income inequality and policy preferences to incorporate income volatility. I find
that greater income volatility can lead voters to prefer less progressive taxes depending on
the distribution of the income shocks. Because income volatility and inequality are positively
correlated, with each potentially having an opposite effect on public opinion, my model
predicts that support for increasing taxes on upper incomes may not rise in the face of growing
income inequality. In the second paper, I estimate the casual effect of short term, temporary
changes in household income on individuals’ tax progressivity preferences through a series
survey experiments. I find evidence that volatility does in fact diminish preferences for
tax progressivity. Respondents preferred significantly less progressive taxes when described
households that had more volatile incomes regardless of the pattern of volatility over time.
For the third and final paper, I develop a new, more powerful permutation procedure for
analyzing two-way factorial experiments. The method is a non-parametric alternative to
traditional analysis of variance (ANOVA). In Monte Carlo simulations, the procedure was
better able to disentangle main factor and interaction effects than regression-based ANOVA
tests, particularly when the design was imbalanced. I developed the procedure for use in the
analysis of the income volatility experiments.
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Chapter 1

Introduction

This dissertation considers how income inequality affects attitudes towards tax policies
and income redistribution. In the first paper, I adopt traditional models of the relationship
between income inequality and policy preferences to incorporate income volatility. In the
second paper, I estimate the casual effect of short term, temporary changes in household
income on individuals’ tax progressivity preferences through a series survey experiments.
For the third and final paper, I develop a new non-parametric procedure for analyzing two-
way factorial experiments. This procedure is also used in the analysis of the income volatility
experiment.

The big puzzle in Political Science is why has the rise in income inequality in the U.S.
not given rise to an increasing demand for redistribution and high taxes on the rich. Models
in Economics based on the classic Meltzer-Richard model predict that as income inequality
increases, public support to tax the rich and redistribute will rise (Meltzer and Richard
1981a). The incentive for the median voter to increase taxes on the rich increases as his
income–the median income–falls below the mean income in the population. Instead, tax
rates for top earners have gone down over the past 40 years, while the share of income going
to the top one percent of income earners has doubled over the past forty years (Alvaredo
et al. 2013). If the models are correct, why have not large numbers of middle class voters
rebelled against current tax policies and pushed for substantial steps to redress the growing
disparity between average working Americans and the top income earners? Most Americans
are aware of the significant rise in income inequality and express concern that income has
become increasingly concentrated. Yet a systematic examination of the data has not revealed
a shift in public attitudes on taxation in response to increasing income inequality.

Standard explanations focus on elite preferences, specifically, the rising influence of busi-
ness in politics, which has lobbied both parties effectively to reduce taxes on upper incomes.
Hacker and Pierson and McCarty, Poole and Rosenthal, as well as Bartels provide evidence
of elite capture and its contribution to income inequality (Hacker and Pierson 2005; Bartels
2008; McCarty, Poole and Rosenthal 2006). This does not explain, however, why preferences
among individuals on issues of tax progressivity do not seem to be changing in response
to growing income inequality. McCarty, Poole and Rosenthal point out that the influx of
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immigrants, particularly illegal immigrants from Mexico, shifted the income distribution so
that the median voter now earns more than the median income earner. As a result, the
median voter no longer has the incentive to increase redistribution.

I argue that another important missing part of the story is the role of income volatility.
Income volatility, or year-to-year changes in household income, has contributed significantly
to the rise in inequality. The dissertation provides both theoretical and experimental evidence
that income volatility tends to reduce public support for progressive taxation.

Models of income inequality and tax preferences overlook income volatility. In the first
paper of my dissertation, I extend the standard Meltzer-Richard model to consider how
temporary changes in income affect the decision to support a progressive tax policy. I find
that greater income volatility can lead voters to prefer less progressive taxes depending on
the distribution of the income shocks under conditions similar to those in the United States.
Additionally, I find that risk aversion under the assumption of a quadratic utility function
has an ambiguous effect on support for the progressive tax policy, indicating that increased
income volatility may not lead voters to support a redistributive tax and transfer system.
Because income volatility and inequality are positively correlated, with each potentially
having an opposite effect on public opinion, my model predicts that support for increasing
taxes on upper incomes may not rise in the face of growing income inequality.

For some intuition behind the result consider two possible extremes: one where there
is high income inequality but no income volatility and the other where income inequality
accounts for all income inequality. In the first extreme, the only way the middle class can
gain ground relative to the upper class is to redistribute income through taxation. Now the
other extreme: a world where there is high income volatility but all households have the same
expected income. In this scenario, pressure to tax the rich would derive from individuals’
risk aversion and preferences for consumption smoothing. The remarkable aspect of existing
models of income inequality and tax preferences is that they assume the first of these two
extremes.

My experimental research explores possible hypotheses about the relationship between
individuals’ income and their attitudes and behavior, including how changes in household
income over time may affect tax preferences. I find evidence that volatility does in fact
diminish preferences for tax progressivity. In the experiment, the respondents see a series
of screens showing households experiencing greater versus less income volatility over a three
year period; the degree of income volatility constitutes the treatment. Respondents preferred
significantly less progressive taxes when described households that had more volatile incomes.
The relationship persisted across a series of experiments conducted over two years. The
decline in support for tax progressivity among the high volatility group occurred regardless
of the pattern of volatility over time. Respondents’ tax attitudes did not depend on whether
the hypothetical household performed better or worse in recent years, but according to the
degree to which its income changed over the entire period. These findings suggest that to
the extent that income volatility contributes to conditions of growing income inequality, it
is possible that support for tax progressivity among the middle class will not rise as income
inequality rises.
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The demands of the experimental design led me to develop a new non-parametric method
for the analysis of factorial experiments. For the third paper of my dissertation, I introduce a
permutation procedure for analyzing experiments with multiple, interacting treatments. The
method is a non-parametric alternative to traditional analysis of variance (ANOVA). The
main advantage of permutation methods is that they do not have the normality assumptions
of their parametric counterparts, and thus perform well even in experiments with few obser-
vations where the responses do not have well-behaved distributions. Another advantage of
my method is that it accommodates experiments with unequal numbers of observations per
treatment group and produces consistent estimates of the effects of the main factors even
when there are significant interaction effects. The procedure is similar to one proposed by
Basso et al. (2009), but with changes to increase the power of the test, i.e., the ability to cor-
rectly reject the null hypothesis. In addition, I consider the performance of the procedure for
unbalanced factorial designs with the inclusion of proofs for uncorrelatedness, unbiasedness
and consistency of the tests under conditions of unbalance.

Monte Carlo simulations comparing the non-parametric method I develop to the standard
regression (ANOVA) method demonstrate substantial gains even under conditions when the
assumptions of regression are met, namely when errors are independently and identically
distributed normal. This is a result of the uncorrelatedness of the non-parametric tests for
the main factor and interaction effects. The gains are also a direct result of improvements in
the permutation procedure which enhance its ability to detect significant and small effects
compared to alternate non-parametric procedures. Under conditions where we would expect
parametric methods to perform poorly, namely when the errors do not have well-behaved
distributions and when the design is unbalanced and has factors with multiple (> 2) levels,
the gains from using the permutation method over the traditional parametric approach
increase further.

Altogether, my research suggests that income volatility among ordinary citizens provokes
a desire for lower taxes (on oneself and the affluent) rather than for government to protect
citizens against increased risk (with new revenues from greater taxes on high earners). The
theoretical model predicts an ambiguous relationship between income inequality and support
for a progressive tax policy in the presence of income volatility. Under reasonable conditions
similar to those observed in the United States, income volatility may mitigate public demands
for redistribution in the face of growing income inequality. Through a series of experiments
that test the relationship between transitory changes in household income and individuals
preferences for tax progressivity, I find that experience with higher income volatility consis-
tently led respondents to prefer significantly less progressive taxes. A subsequent experiment
confirmed the initial finding and ruled out the possibility that the pattern of volatility, not
the level, determined preferences for tax progressivity. To analyze the results, I develop a
non-parametric permutation procedure as an alternative to traditional analysis of variance
(ANOVA).
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Chapter 2

Income Inequality, Income Volatility, and
Redistribution

How do the dynamics that give rise to economic inequality alter the relationship between
majority voting and income distribution? The factors that generate economic inequality in
the United States today are not the same as those acting thirty years ago. Increasingly,
individuals experience greater income shocks from one year to the next. This volatility in
earnings, which explains a significant fraction of the increase in income inequality, has dif-
ferent welfare consequences from derived in traditional models of inequality, which assume
individuals face no economic uncertainty. The long term consequences of economic risk de-
pend on the nature of these shocks, whether they are temporary or permanent, and the
extent to which public and private insurance markets can enable households to weather un-
foreseen events. I develop a model of income inequality and redistribution that incorporates
uncertainty in future earnings and find that expectations about future earnings may mod-
erate demands for redistribution when economic shocks are transitory in nature. I consider
how factors such as government investment in redistribution and risk aversion affect model
predictions and then evaluate the model based on recent evidence on the countercyclical
behavior of shocks from the Economics literature.

2.1 Background
Income inequality has risen steadily in the United States over the past thirty years.

The dynamics of income inequality, however, have not remained constant over this period.
Heathcote, Giovanni and Violante (2009) summarize the trends across multiple measures
of income. They find that the particular factors generating greater dispersion in household
earnings have changed from decade to decade. In the 1970s, the United States experienced
a rapid decline in traditional blue-collar jobs. Growing unemployment and a reduction in
relative hours worked among low income workers contributed to rising inequality up to the
mid 1980s, particularly at the bottom of the income distribution. At the same time, labor
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demand shifts in favor of workers with white-collar skills drove up the college educated
premium and contributed to growth in income inequality in the 1980’s and 1990’s. Since
the 1990’s, however, individuals have experienced greater transitory shocks to income from
year to year. Heathcote, Giovanni and Violante (2009) estimate that “a significant fraction
of the overall increase in wage inequality was transitory" and argue that transitory shocks
in income likely explain the divergence between income and consumption inequality over the
past thirty years.

Several studies using data from the Consumer Expenditure survey (CEX) have found an
increasing divergence in the trends for income and consumption inequality (Slesnick 2001;
Primiceri and vanRens 2009; Heathcote, Giovanni and Violante 2009). Krueger and Perri
(2003) estimate that approximately sixty percent of Americans experienced a welfare loss
of 0.5% from 1972-2000. However, the welfare losses from increased inequality when based
on earnings data alone grew much more rapidly, with a welfare loss of 10% for 80%-100%
of households. Fisher and Johnson (2006) trace individuals over several periods by merging
CEX data with panel data from the Panel Study of Income Dynamics (PSID) to investigate
the contribution of income mobility in mitigating welfare disparities. They conclude that
significant movement within the income distribution by individuals as they age has mitigated
the social welfare loss due to increased inequality. Heathcote, Giovanni and Violante (2009)
confirm this result and show that income dispersion within cohorts spikes in middle age,
while dispersion in consumption rises steadily over the working years. Consumption appears
unaffected by greater volatility in earnings, an indication that households have some ability
to smooth these fluctuations through a mixture of borrowing and saving. To the extent
that changes in income are temporary and consumption smoothing is possible, an increase
in the frequency and severity of such shocks can increase income inequality without greatly
affecting consumption inequality.

Households face an increased likelihood of experiencing an increase or decrease in earn-
ings from one year to the next (Gottschalk and Moffitt 1994; Katz and Autor 1999; Dynan,
Elmendorf and Sichel 2008). As a result, previous year income has become a less consis-
tent predictor of current income. The causes of increased earnings volatility are less clear.
The risk of involuntary job loss has actually declined since the 1970s (Cunha and Heckman
2006; Dynan, Elmendorf and Sichel 2008; Gorbachev 2007), until the 2008 recession. Rather,
changes in income appear to be related to increased wage instability and greater fluidity in
the labor market (Davis and Kahn 2008; Krueger and Perri 2003; Heathcote, Giovanni and
Violante 2009). Blundell, Pistaferri, Preston (2008) find that increases in the transitory,
non-persistent components of income explain much of the recent growth in the variance of
log income. The stability of consumption inequality relative to income inequality is consis-
tent with evidence suggesting that shocks to earnings are temporary in nature (Heathcote,
Storesletten and Violante 2008; Primiceri and vanRens 2009).

Economic inequality can arise through a number of different factors, as noted. Most
models of redistribution assume the distribution of income and individuals’ relative positions
within that distribution are known. However, this approach may have less explanatory power
in a country like the United States, where unpredictable, transitory shocks to income play
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an important role in the dynamics of inequality. The focus of this paper is to understand
how shocks in income affect tax policy preferences and demand for redistribution. In the
next section I will discuss some earlier models of inequality and majority voting and then
propose an extension of these models that incorporates income uncertainty.

My work draws from an extensive literature on income distribution and majority voting
on tax policies. In his foundational paper, Romer (1975) models the choice between tax
rates and productivity, where individuals trade off consumption and leisure in reaction to
the generosity of government programs. Meltzer and Richard (1981a) extend this work
to make the size of government endogenous. These studies conclude that the demand for
redistribution depends on the relationship between per capita income and the income of the
median voter. As the ratio of mean income to median income rises, both models predict that
tax policy will become more progressive. In addition, as public subsidies rise, more citizens
decide to drop out of the labor force and subsist on government payments. Empirical tests
of these models, however, have not confirmed the relationship between the tax rate and
productivity. Rather, there are many examples of countries with higher tax rates that also
have higher labor force participation rates.

The Scandinavian exception has led several scholars to develop models of endogenous
growth that examine how taxation decisions affect capital investment and economic devel-
opment and vice versa. These models attempt to explain the phenomenon known as the
Kuznets curve, which posits that income inequality initially increases then decreases with
economic development. They suggest how income distributions can change over generations
depending on distributive politics and the initial level of economic inequality. Perotti (1993)
shows how distributional considerations affect society’s choice of investment in human cap-
ital, specifically in education. Alesina and Rodrik (1994) consider the relationship between
capital investment and distribution. In a society with ex-ante equitable distribution of capi-
tal, demand for taxes will be low as individuals benefit from greater capital investment in the
economy. They find that more unequal societies have higher redistribution, but experience
a lower growth rate as capital is extracted and redistributed through government subsidies.
Persson and Tabellini (1994) reach a similar conclusion in their study of distribution ef-
fects on income dynamics. Disparities in income give rise to political support for large-scale
market interventions that stymie growth. These models of endogenous growth share a com-
mon focus on explaining why some countries never escape from inequality despite relatively
progressive tax regimes, while at the same time other countries adopt similar policies with
apparent success.

Few studies explore how economic conditions affect individual perceptions about future
economic well-being and the benefits of distributive programs. Alesina and Angeletos (2005)
discuss how social perceptions of public subsidies and the individuals who rely on them
determine support for progressive tax policies. They note that Americans attribute success
to an individual’s work ethic, while Europeans are far less likely to associate poverty with
poor life decisions. As a result, Europeans perceive aggressive redistribution as necessary to
counter inequalities that arise from social inequity.

In this paper, I focus on individual perceptions of future income as economic uncertainty
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rises. To the extent that individuals believe that income shocks are temporary and do not
have lasting consequences for economic well-being, shifts in the distribution of income may
not impact preferences for tax policy. Unlike previous models, the relationship between the
median and mean income is not necessarily the most salient factor in determining the level
of provision of public subsidies.

2.2 Model of Inequality, Income Uncertainty and Redis-
tribution

The model is based primarily on those developed by Meltzer and Richard (1981a) and
Perotti (1993) with the addition of uncertainty. Each individual has an annual income, yi,t,
which includes both a deterministic component, x, and an idiosyncratic stochastic compo-
nent, ε.

yi,t = xi + εi,t (2.1)

An individual receives xi, a time-invariant stream of income that is determined by fixed
characteristics about the individual associated with productivity. In addition to this pre-
dictable component of income, the individual receives a random shock, εi,t, that is distributed
according to some continuous distribution h(·) with expectation ε̄ and median ε̃. The density
is independent and identically distributed for all individuals and uncorrelated across time.

Across individuals, the density of x is denoted by g(x). If there is no uncertainty, then
we can simplify (1) to yi,t = xi and the density of income across individuals is f(y) = g(x).
Otherwise, the density of income is denoted by the convolution of g(x) and h(ε):

f(y) =

∫ ∞
−∞

g(x)h(y − x)dx

The expectation of individual income is yi,t is E(y|x) = x + ε̄, while the expectation of
income across individuals, or per capita income is:

ȳt = ȳ = E(y) =

∫ ∞
−∞

yf(y) dy = E(E(yi)) =

∫ ∞
−∞

(x+ ε̄)g(x) dx = x̄+ ε̄

This result follows from the fact that x and ε are independent and ε is independently
and identically distributed.

Income is taxed according to a flat tax rate, τ ∈ [0, 1]. The tax revenue is collected by the
government and redistributed in a lump sum payment to individuals, k. Assume a balanced
budget requirement and k = τ ȳ. As long as τt > 0, the tax system is progressive, since the
relative size of the subsidy decreases in income, that is, the fixed subsidy is a higher percent
of income for low-income individuals than it is for high-income individuals. Additionally,
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assume that individuals’ consumption equals their disposable incomes and there is no saving
or borrowing.1 Thus, consumption is:

ci,t = (1− τt)yi,t + τtȳ, c ≥ 0 (2.2)

where yi,t = xi + εi,t

The game consists of two periods. The public votes on a tax policy in period one, which
will apply to the income they earn over the upcoming year. The tax policy consists of a tax
rate and lump sum subsidy, k, that is applied uniformly to all citizens. Individuals know x,
which is the fixed component of their income, but not ε, the variable shock. They only know
the distribution of shocks, h(ε).

An individual’s most preferred tax policy is one that maximizes his expected utility,
which is strictly increasing in consumption.

max
τ∈[0,1]

EU(c) = max
τ∈[0,1]

EU [(1− τ)y + τ ȳ]

The most basic model assumes no risk aversion and utility is equal to consumption. An
individual will support a tax policy, τ , if:

EU [(1− τ)y + τ ȳ] ≥ EU(y)
x+ ε̄ ≤ ȳ

An individual’s voting decision depends upon their expected income, which is a function
of the time-invariant portion of their income x and the expectation of the shock, ε̄. They will
favor a tax if their expected income is less than per capita income. If x+ ε̄ > ȳ the optimal
tax rate is clearly zero. Individuals at the top of the income distribution do not benefit from
a progressive tax policy. Only those who expect to earn less than per capita income desire
taxes. Since ε̄ is the same for all individuals, the level of taxes preferred is monotonically
decreasing in x and does not depend on the realized income shock, ε. The same relationship
holds in the basic model with no uncertainty. When there is no uncertainty, ε = 0 and
individuals favor the imposition of a tax if x ≤ ȳ.

As in previous models of majority voting, I apply the median voter theorem to determine
the equilibrium tax policy. This well known theorem states that governments will propose
policies that appeal to the median voter to win elections when the voting rule is simple
majority. The median voter is the individual whose vote preference is the median of the
distribution of all voter preferences. In both the model with and without uncertainty, support
for taxation weakly increases with income and the median voter is the voter whose time-
invariant income x is the median (For a proof of this result, see Roberts (1977)). Denote the
median of x across all individuals as x̃.

1It is also easy to assume that the tax imposes a dead weight loss such that k = (τ − τ2)ȳ. Since the
dead weight loss increases with tau, it’s inclusion diminishes support for taxation in the public and limits
the level of taxation preferred by supporters.
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Exactly who that individual is depends on the initial distribution of incomes and the
distribution of shocks for the period. In the basic model the median income ỹ in society is
equal to x̃. The addition of an idiosyncratic stochastic component to income complicates
the picture. It is no longer true that ỹ = x̃ in a world with uncertainty. An individual whose
predictable income is low, but receives a significant positive shock in the current period,
may be the decisive voter. Conversely a wealthy individual experiencing a temporary loss in
income may end up influencing policy.

To understand how income volatility changes the relationship between income inequality
and preference for redistribution, it is helpful to consider the following thought exercise. In
a simple model, an individual’s income is entirely determined by a fixed, non-varying factor
x such that y = x and f(y) = g(x). From this assumption, it follows that per capita income
ȳ = x̄ and median income ỹ = x̃.

Suppose income inequality is rising. Specifically, the mean income is increasing while
median income remains fixed. Mathematically, this conditions can be written:

ȳ2 > ȳ1 and ỹ2 = ỹ1 (2.3)

where y1 and y2 denote income in time one and time two. Denote f̂(y) as the new
distribution of income across society, changed from f(y)1 = g(x)1.

In the simple model with no income uncertainty, all of the growth in income inequality
is generated by changes in the persistent component of income, x, such that y2 = x2. This
condition implies that f̂(y2) = ĝ(x2) and ȳ2 = x̄2 > x̄1 = ȳ1. Also the assumption that mean
income increases but median income is unchanged implies that ỹ2 = x̃2 = x̃1. Support for
taxation increases as a result of rising income inequality, so long as mean income increases
relative to median income from time one to time two and, in both periods, preference for
the tax policy depends on whether x ≤ ȳ. In particular, the median voter is more likely to
prefer the tax policy in period two because x̃2 = x̃1 but ȳ2 > ȳ1.

Now consider the model with income uncertainty and the case where all of the rise
in income inequality is generated by changes in idiosyncratic variation in ε. In this case,
x̄1 = x̄2, x̃1 = x̃2, ε̄1 < ε̄2, and ε̃1 = ε̃2. The median voter favors taxation if x̃2 + ε̄2 ≤ ȳ2, or
if x̃2 ≤ x̄2. But x̃2 = x̃1 and x̄2 = x̄1 so the median voter condition is equivalent to x̃1 ≤ x̄1.
Let d equal the difference between the mean and median such that d2 = x̄2 − x̃2. Similarly,
let d1 = x̄1 − x̃1. It follows that d2 = d1 so there is no change in demand for the tax policy
within the polity between time one and time two.

While not a necessary condition, an increase in income inequality such that the mean
income rises with respect to the median income due to a change in the density of the dis-
tribution of shocks can arise if ε̃2 < ε̄2. I leave it for a future proof that this condition is
necessary in order to reliably produce a change in the income distribution that conforms to
(3) over multiple draws of the vector, ε2.

This thought experiment suggests that if the increase in income inequality is in part
due to an increase in income volatility (without a reduction in the inequality of persistent
income), then demand for taxation will be weaker than in the case where there is no increase
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in income volatility and all the income inequality is generated by changes in persistent
income. Under these conditions, a change in the overall distribution of income that increases
the mean income relative to the median income as in (3) can be caused by a change in the
distribution of income shocks, which is also right-skewed.

2.3 Government allocation for redistribution
The early model assumes that the government divides equally the entire tax revenue

among all citizens in the population. Suppose the government only allocates a portion of
the tax revenue towards redistribution in the form of a lump sum subsidy. Let α ∈ [0, 1]
indicate the proportion of revenue that is dedicated to redistribution, such that k = ατȳ.
Thus, an individual’s consumption will be:

c = (1− τ)y + ατȳ

An individual will support taxation if:

x+ ε̄ ≤ αȳ = α(x̄+ ε̄)

Demand for taxation is strictly increasing in α. The less the government allocates towards
redistribution, the less the public stands to benefit from taxation, and support for a tax policy
will diminish. It is clear that support will decrease further if a portion of the increased
income inequality is due to income volatility under conditions described in the previous
section. Specifically, if for a fixed distribution in persistent income, g(x), income inequality
rises in the form of (3) due to a rise in income volatility, we should see weaker support for
taxation than if all of the rise in income inequality was due to changes in persistent income.

Government allocation for redistribution is connected to ideas of social trust in the polit-
ical science literature. Rothstein and Uslaner (2005) examine the relationship between social
trust and income inequality. They find that in societies with lower social trust, individuals
have less faith in government to redistribute income fairly, i.e. in ways which benefit their
own group. This arises in countries with high levels of income inequality, because individuals
in these societies attribute disparities in income to a overall system, including the govern-
ment, which favors the rich over the poor. As a result, inequality causes an erosion in social
trust which in turn diminishes the desire to contribute to redistributive programs that would
alleviate income inequality.

We can re-conceptualize α in terms of social trust to represent a general belief among all
individuals in society that the government will fairly allocate tax revenue for redistribution.
As levels in government trust decline for all individuals in society, α shifts closer to zero.
Moreover, we can make α a function of income inequality so that as income inequality grows,
social trust weakens. Under this framework where α varies inversely with growing income
inequality, a rise in income inequality may not generate increased demand for the tax policy.
Support for the final tax depends both on the change in the difference between mean and
median income versus and the change in social trust:
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x̃+ ε̄−∆α(∆x̄+ ε̄) = (x̃−∆α∆x̄) + ε̄(1−∆α)

The decrease in α can neutralize the increase in x̄ relative to x̃ arising from worsening
income inequality. Figure 2.1 plots the relationship between trust in government and the
share of income going to the top 1 percent of income earners, a common indicator of income
inequality. While we see a general trend towards increased income inequality between 1980
and 2008, we see changes in the trend that correspond to changes in government trust,
particularly in the late eighties and mid-2000’s . As income inequality rises, levels of trust
in government drop. However, we do not see the same trend hold for the late nineties, when
both income inequality and levels of trust in government increase. A regression of social
trust on income inequality reveals a negative but not significant relationship, providing some
evidence that the two may be inversely related in the United Sates.

Figure 2.1: The figure shows the relationship between trust in government and the share of income
held by the top 1 percent of income earners, a common measure of income inequality. The sources
include the American National Election Studies’ trust in government index and IRS individual tax
return tables prepared by Piketty and Saez (2003, updated 2012).
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2.4 Implications of Risk Aversion
It is interesting to consider how the addition of risk aversion under conditions of income

volatility from transitory shocks affects support for taxation. Risk-averse individuals prefer
less uncertainty in their income and are willing to accept a lower level of expected income
for lower income volatility. In the model with income uncertainty presented above, taxation
and redistribution act to dampen the impact of annual income shocks. To see this, recall
that in this model an individual has consumption

c = (1− τ)y + ατȳ = (1− τ)(x+ ε̄+ ατȳ)

Consider two possible income shocks the individual may experience, εa < εb. If shocks
are independent of permanent income, a higher realized shock has no effect on mean income,
ȳ. Evaluating the equation for consumption at εa and εb, we see that the difference in
the individualÕs consumption between the higher and lower realized income shocks with
taxation and redistribution is smaller than the difference in the individualÕs consumption
without taxation and redistribution:

(1τ)(ε2ε1) < (ε2ε1)

This is true for individuals at all levels of time-invariant income (x) and for all redis-
tribution policies (α). Therefore, if risk aversion is present the tax-and-redistribute policy
increases the probability that voters will support a tax and redistribution policy.

How would adding risk aversion to the model alter its predictions for the effect of increas-
ing income inequality on voter support for redistribution funded through an income tax? As
before, consider the two extreme cases, where growing inequality results entirely from in-
creasing inequality in permanent income or entirely from higher income volatility. In the
first case, higher income inequality is not associated with an increase in income uncertainty
and the earlier finding that support for taxation rises with income inequality is unchanged.

However, turning to the second case, where increasing income volatility is the cause of
increasing inequality, it is unclear a priori how risk aversion affects support for taxation.
Intuitively, this is because the individual’s expected income and expected redistribution
payment are both subject to greater uncertainty.

I will use an example to illustrate how risk overs ion can affect the fraction of voters
willing to support a redistribution policy. For tractability, the example assumes a quadratic
utility function and as before there is no saving or borrowing and all income after possible
tax and transfer is consumed.

u(c) = ci + bc2i c ∈ [0,
1

2b
], b > 0

The function is limited to the range where utility is increasing with consumption. Absent
tax and transfer, consumption equals income, ci = yi = xi + εi, and under tax and transfer
ci = (1− τ)yi + τ ȳ = (1− τ)(xi + εi) + τ ȳ.
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I assume that the income stocks have a linear density over a finite support, i.e. ε ∼
h(ε) = θ0 +θ1ε, with εi falling within a finite range and normalized so that εi ∈ [0, 1].2 Here,
θ0 and θ1 are positive, which implies that the density is upward sloping. At εi = 0, the value
of the density is θ0, and at εi = 1, it is θ0 + θ1. The fact that the integral under the density
must integrate to one imposes a relationship between θ1 and θ0:

1 =

∫ 1

0

(θ0 + θ1ε)dε = θ0 +
1

2
θ1, so θ1 = 2(1− θ0)

The median of h(ε) occurs at ε = 1
2
and the density at the median is θ0+2(1−θ0)(12) = 1,

i.e., the density at the median is independent of the parameter θ0 and θ1. However, a decrease
in θ0 requires an increase in θ1 to keep the density proper.

Now we compare expected utility with and without the tax policy to assess the net gain
of the tax policy. Expected utility in the absence of the policy is:

EU(ci) = E[xi + εi − b(xi + εi)
2] = xiε̄− bE[x2i + 2xiεi + ε2i ]

= xi + ε̄− b(x2i + 2xiε̄+ Eε2i ) ≡ xi + ε̄−B0

Expected utility in the presence of the tax policy is:

EU(ci|τ) = E[(1−τ)(xi+εi)+τ ȳ−b((1−τ)2(x2i +2xiεi+ε
2
i )+2(1−τ)τ(xi+εi)ȳ+τ 2ȳ2)]

= (1− τ)(xi + ε̄) + τ ȳ − b((1− τ)2(x2i + 2xiε̄+ Eε2i ) + 2(1− τ)τ(xi + ε̄)ȳ + τ 2ȳ2)

≡ (1− τ)(xi + ε̄) + τ ȳ −B1

EU(ci|τ) can be expressed as EU(ci) plus a term related to the change in the risk aver-
sion term in the presence of the policy:

EU(ci|τ) = EU(ci) + τ(ȳ − (xi + ε̄))− b((−2τ + τ 2) + 2(1− τ)τ(xi + ε̄)ȳ + τ 2ȳ2)

Per capita income is the sum of the mean deterministic component of income and the
mean shock:

ȳ = x̄+ ε̄

We can express the net gain from the policy as:

2Suppose the raw range of εi is from a to b, such that b > a. Then starting with yi = xi + εi, we
transform εi so that it’s range falls between 0 and 1. Set ηi = ε−a

b−a and then substitute η for ε in yi = xi + εi

to get yi−a
b−a = xi−a

b−a + ηi. Now we can define yi and xi according to this transformation without affecting the
assessment of the net benefit of the tax policy.
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EU(ci|τ)− EU(ci) = τ(−xi + x̄)− b(−2τ + τ 2 + 2(1− τ)τ(xi + ε̄)(ε̄+ x̄) + τ 2(ε̄+ x̄)2)

Express xi as a deviation x̄ such that xi = x̄+ ∆ to obtain:

EU(ci|τ)− EU(ci) = −τ∆− b(−2τ + τ 2 + τ 2(ε̄+ x̄)2 + 2(1− τ)τ(ε̄+ x̄)(∆ + ε̄+ x̄))

Isolate the terms involving the deviation (∆):

EU(ci|τ) − EU(ci) = −τ∆ − b(2(1 − τ)τ(ε̄ − x̄)∆) − b(−2τ + τ 2 + τ 2(ε̄ + x̄)2 + 2(1 −
τ)τ(ε̄+ x̄)(ε̄+ x̄))

This expression can be simplified to:

EU(ci|τ)−EU(ci) = −τ∆− b(2(1− τ)τ(ε̄− x̄)∆)− b((2− τ)τ(−1 + ε̄+ x̄)(1 + ε̄+ x̄))

For ∆ > 0, the first, second and third terms of the expression are negative. This implies
that for a person with permanent income (xi) above the mean permanent income (x̄), the
presence of risk aversion unambiguously decreases support for the policy relative to the world
in the absence of the policy. But for a person with xi < x̄ where ∆ < 0, the first two terms
are positive and the third term is negative. Depending on the values of the parameters, the
overall expression could be positive. Further, the lower xi is relative to the mean permanent
income (x̄), the more likely that the net gain of the tax policy (EU(ci|τ)− EU(ci)) will be
positive, that is, the more likely the person will support the policy.

We can also evaluate how the net gain changes with risk aversion by taking the derivative
of the net gain with respect to the risk aversion parameter b.3

∂(EU(ci|τ)− EU(ci))

∂b
= 2(−1 + τ)τ∆(ε̄+ x̄) + (−2 + τ)τ(−1 + ε̄+ x̄)(1 + ε̄+ x̄)

The sign of this expression depends on whether ∆ is positive or negative, i.e., whether the
person’s permanent income is above or below the mean permanent income. For ∆ > 0, the
derivative is negative and an increase in the risk aversion parameter decreases the willingness
to support the policy. However, we know that this person would have not supported the
policy in any case. For ∆ < 0, the first term is positive and the second term is negative,
so the effect is ambiguous. As xi becomes smaller, however, the first term increases in size
relative to the second term and the potential support for the policy increases.

2.5 Countercyclical skewness
Recent research suggests that the skewness of transitory income shocks depends on

whether the economy is expanding or receding, in part explaining why income inequality
3In the utility model, risk aversion increases with b.
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increases during economic expansions and contracts during recessions. Guvenen, Ozkan and
Song (2012) show that the distribution of transitory income shocks are heterogeneous across
the population and respond to changes in the economy. The authors use a panel dataset on
adult male earnings from a ten percent random sample of the Master Earnings File of Social
Security records. The benefit of this data is that it contains observations of individuals over
several years and the data on earnings is not top-coded.

They find that transitory shocks as a percentage of income are largest for lower income
households and the very wealthy (above the 90th percentile). During economic recessions,
the transitory shocks become more left skewed, particularly for lower income households.
In contrast, during economic expansions, the skewness shifts right and the median income
shock becomes relatively closer to the mean. In particular, during economic expansions
upper income households have a much higher chance of seeing a large positive change in
income. This improved outlook for upper income households leads to an increase in income
inequality. Thus, we see a relationship between the skewness of income shocks and increases
in income inequality, which results from changes in macroeconomic performance. As income
inequality worsens, the distribution of shocks becomes less left skewed, thus mitigating the
increased demand for raising taxes that we might expect from increased income inequality.

We can relax the assumption of homogeneity and independence of income shocks and
adapt the model to incorporate the insights of Guvenen, Ozkan and Song (2012).

As before each individual has an annual income, yi,t, which now includes a deterministic
component, x, an aggregate shock, λt and an idiosyncratic stochastic component, ε.

yi,t = xi + λt + εi,t (2.4)

The aggregate shock represents annual changes in economic performance that affect all
individuals in the society. Unlike the earlier model, the distribution of shocks varies depend-
ing on the fixed characteristics of the individual that determine income as well as the overall
performance of the economy. Hence, εi,t ∼ H(ε|xi, λt) which is conditionally independent
and identically distributed for all individuals and uncorrelated across time. The conditional
expectation, E[ε|xi, λt] = ε̄t and the conditional median is denoted Med[ε|xi, λt]. Thus, the
mean of εi,t is the same for all individuals in a given year, while the second order and higher
moments of the distribution depend on xi and λt. This simplifying assumption improves the
ease of calculations without affecting the substantive implications of the model. In addition,
it conforms to the model of income volatility in Guvenen, Ozkan and Song (2012).

The skewness of the distribution of shocks can be represented by the difference between
the mean and median:

E[ε|xi, λt]−Med[ε|xi, λt]
A positive shift indicates that the distribution is relatively more right skewed and visa

versa. We can impose restrictions on this relationship that conform to the findings of Gu-
venen, Ozkan and Song (2012). Specifically, they find that as the economy improves, the
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distribution of shocks becomes less left skewed for all groups of individuals in the population.
Mathematically, this restriction can be written:

∂
{
E[ε|xi]−Med[ε|xi]

}
∂λt

> 0, ∀xi (2.5)

As before, the density of x is denoted by g(x) and the density of income, f(y) is the
convolution of g(x) and hε|x(ε):

f(y) =

∫ ∞
−∞

g(x)hε|x,λ(y − x)dx

The expectation of individual income, yi,t, is E(yi,t|x, λt) = E[x+ λt + εi,t|x, λ] = E[x+
λt + εi,t] = x + λt + ε̄t, while the expectation of income across individuals, or per capita
income is:

ȳt = E(y) =

∫ ∞
−∞

yf(y) dy = E(E(yi)) =

∫ ∞
−∞

(x+ λt + ε̄t)g(x) dx = x̄+ λt + ε̄t

Following the same logic in the simple model above, an individual will support a tax
policy τ , if:

EU [(1− τ)yi,t + τ ȳt] ≥ EU(yi,t)
x+ λt + ε̄t ≤ ȳt = x̄+ λt + ε̄t

Since ε̄t and λt are the same for all individuals in a given year, the level of taxes preferred is
again solely a function of the deterministic component of income such that τ is monotonically
decreasing with x. Thus, the median voter is the individual with the median time-invariant
portion of income x̄. This is the same result as the simple model due to the assumption
that the expectation of shocks is the same for all individuals in a given year, though the
conditional distribution of the shock varies.

Although the identity of the pivotal voter does not depend on λt, economic performance
factors into the relationship between economic inequality and the tax policy approved by
the voting majority. Returning to Guvenen, Ozkan and Song (2012), they find that as the
economy improves, the distribution of shocks becomes less left-skewed. Conditional on the
distribution of xi, an improvement in the economy, which changes the distribution of shocks
according to (5), should induce growth in income inequality. Thus restriction (5) implies:

∂
{
E[y|xi]−Med[y|xi]

}
∂λt

> 0, ∀xi (2.6)

The connection between economic expansion and growing income inequality stems from
sensitivity of top income shares, which depend more heavily on capital gains, to changes
in the performance of markets (Piketty and Saez 2013). The important point of Guvenen,
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Ozkan and Song (2012) is that changes in inequality over the business cycle derive in part
from changes in the distribution of shocks. During economic expansions the probability of
a large increase in income becomes more likely. Note that under this model, the final tax
policy τ ∗ still depends on the size of the difference between mean income in the population
x̄ and median income x̃ (assuming ȳt ≥ x̃ + λt + ε̄t) and does not vary with ε. Thus, to
the extent that changes in income inequality arise from changes in the distribution due to
a right shift in the skewness of the shocks, we may not see an increased demand for higher
taxes as a result of income inequality.

Note that the reverse is also true. During times of recession, Guvenen, Ozkan and Song
(2012) find that income inequality lessens and the distribution of shocks becomes more left
skewed. Incorporating the countercyclical nature of income volatility into our model of
income inequality and redistribution suggests that volatility may act as a counterweight to
changes in income inequality over the business cycle. Income volatility under these conditions
stabilizes tax policy preferences against cyclical fluctuations of income inequality.

2.6 Implications for consumption smoothing
Individuals may be able to self-insure against temporary income shocks through consump-

tion smoothing, i.e., by saving a portion of income in years when they experience positive
income shocks and dissaving in years when they experience negative income shocks. Krueger
and Perri (1999) explore the trade-off between private and public insurance schemes in an
economy where agents are debt-constrained. As the generosity of public subsidies increases,
individuals are less likely to take steps on their own to guard against unforeseen economic
losses. As fewer individuals seek insurance in private credit markets, these markets have less
capacity to provide insurance. Thus, Krueger and Perri argue that a more generous public
redistribution program may on net reduce overall social welfare. In the Krueger and Perri
model, tax policy is exogenous so the generosity of public subsidies is not counterbalanced
by changes in the tax rate. If the cost to the individual of higher subsidies is considered,
individual preferences for public subsidies over self-insurance at different income levels is less
obvious. As income volatility increases and individuals face larger income shocks, individuals
may look to public redistribution to complement their own consumption smoothing.

In the future, a more comprehensive model of inequality and redistribution could consider
the allocation of tax dollars to public subsidies, the tax cost associated with higher subsidies,
the net cost of self-insuring, and risk aversion. Such a model is likely to be inconclusive
without empirical research to establish key relationships. In a related paper, I conduct
a series of Internet experiments that employ vignettes to determine how individual tax-
rate preferences are affected by different levels of income volatility. The results support
the basic insight from the model and discussion in this paper, namely, that to the extent
that the growth in income inequality increasingly comes from transitory income volatility,
voter support for policies aimed at taxation and redistribution will receive less support than
they would have had if the growth in income inequality had been driven by divergence in
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permanent income. That is, the growing prominence of transitory shocks in income inequality
acts to restrain the political impetus for more progressive tax-and-redistribute policies.

2.7 Conclusion
The United States has experienced increased income volatility over the last thirty years.

This increase in volatility explains some of the divergence in income and consumption in-
equality (Fisher and Johnson 2006). We also know that households have shown an ability
to insure against negative shocks to income as long as they are temporary. Those at the
bottom of the distribution are especially sensitive to business cycle fluctuations, but there is
evidence that even they are able to weather economic downturns in part through a mixture
of borrowing and saving (Heathcote, Giovanni and Violante 2009). As a result, the data
show that lower incomes during periods of economic downturn do not fully translate into
lower consumption.

This paper begins to examine theoretically how the emerging role of income volatility in
increasing income inequality during the past two decades in the United States might alter
voter preferences for redistribution. Because of temporary income shocks, an individual can
expect to move up and down the income distribution over the course of their lifetime. As a
result of this shift in income dynamics, the ratio of mean income to median income may no
longer be as good a predictor of society’s demand for larger government.

A theoretical model incorporating income volatility reveals important differences in how
individuals adjust their preferences to short-term versus long-term changes in relative in-
comes, and thus income inequality generated by increasing the variance of the volatility
of income may have very different effects on preferences for taxation than the traditional
model of rising income inequality without increasing volatility. In addition, I find that in-
corporating risk aversion into the model with income volatility does not necessarily increase
support for the tax policy, because individuals face both uncertainty in their income and
in the lump sum redistribution subsidy. Finally, adopting the model to incorporate insights
from research about the nature of income shocks suggests that under existing conditions,
income volatility may diminish increasing support for progressive tax policies that we might
expect from rising income inequality. Future models of economic inequality and taxation
should distinguish between persistent and temporary components of income when making
predictions about voter preferences for redistribution in response to changes in the income
distribution.

In a related paper, I present evidence from a series of Internet experiments that income
volatility may decrease voter support for income tax progressivity, another mechanism for
redistribution. Together, the two papers provide one explanation why increasing income
equality in the United States has not led to a demand for government redistribution.
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Chapter 3

Tax Preference on the Income Roller
Coaster

Income inequality has increased in the United States over the past thirty years. Between
1973 and 2004, the proportion of earnings held by the top 1% of households doubled from
6.5% to 13% of total earnings (Kopczuk, Saez and Song, 2010). Models in political science
predict that as income inequality rises so should support for progressive tax reforms (Meltzer
and Richard, 1981; Perotti, 1993). Yet, public opinion on tax progressivity has remained
relatively stable over this period in spite of worsening income inequality. In fact, the per-
centage of Americans who believe the upper class do not pay their fair share in taxes has
declined, while the percentage that believe they pay the right amount has increased even as
the tax rate on upper incomes has fallen for the most part (Gallup polls from 1990-2012.
See Figure 3.1).

Neither a lack of awareness nor salience of the issue can explain the model’s failure to
reflect reality. The majority of Americans are aware of growing income inequality and be-
lieve it is a serious problem. However, public opinion is divided on whether the government
should redistribute income more equitably through taxation. The American National Elec-
tion Survey recently conducted a series of online surveys assessing American’s evaluation of
government and society, which included questions related to income inequality and govern-
ment redistribution. While 76% of respondents correctly believed that the difference between
incomes for the top and bottom 20% had increased over the past 30 years, only 41% of those
aware of the problem believed the government should take steps to redress income inequality.
Support for government intervention among those that did not believe income inequality had
worsened stood at only 22% (ANES, EGSS 2).

These findings are consistent with other nationally-representative surveys. In a series of
polls dating back to the late nineties, Gallup has asked Americans whether they believed
wealth should be more equitably distributed in society and whether it was appropriate for
the government to facilitate a more equitable distribution through taxation. In 1998, 63%
of Americans agreed with the statement that wealth should be more equitably distributed,
but only 45% believed that the government should redistribute wealth through taxation



20

compared to 51% who were opposed to such interventions (Gallup). These beliefs have not
changed in the past decade despite growing income inequality. In 2011, 61% of Americans
agreed in a more equatable distribution of wealth, but only 47% supported government
redistribution through taxation as compared to 49% opposed.

Americans are clearly divided over whether taxes should be used as a tool to reduce
income inequality. This division plays out in elections, where tax policy consistently emerges
as a central issue of the debate. While both parties support tax cuts for the middle class–
a reassuring validation of the median voter theorem–they disagree over how much to tax
the rich with Democrats generally in favor of raising taxes on upper incomes. The party
whose message consonates with majority opinion changes from election to election. In some
years, voters appear more concerned about cutting taxes and less concerned about whether
the privileged are contributing their fair share. More recently, surveys find widespread
support for policies that raise taxes for incomes at the very top. The same ANES survey
on government and society found that 63% of Americans favor raising taxes on households
earning greater than $250,000 in order to reduce the deficit, a key policy goal of Obama’s
tax reform. However, the same percentage of Americans (63%) disapprove of Obama’s
handling of tax issues. Furthermore, 50% of Americans would prefer to the reduce the
deficit through spending cuts alone, while only 37% would like to achieve reductions though
a mixture of spending cuts and tax increases. Taken altogether, these surveys reveal at most
an ambivalence among Americans towards policies to redistribute income more equitably
through taxation.

It makes common sense that support for tax progressivity should rise with growing income
equality. Yet, as income inequality worsens, public opinion towards taxes remains stable.
Over the past thirty years, large numbers of middle class voters have not rebelled against
current tax policies. Voters have not overwhelmingly pushed government to take significant
steps to redress the growing disparity between average working Americans and the top income
earners. Thus, we are left with the puzzle: why are the models as well as our intuition wrong.

In this paper I explore one possible explanation for why we fail to see a response in tax
attitudes to increasing income inequality. Models based on the Meltzer-Richard model of
income inequality and tax preferences overlook one important source of income inequality:
income volatility, or year-to-year changes in household income. While income volatility and
inequality are positively correlated, they potentially have opposite effects on demand for tax
progressivity. Theoretically, income volatility could weaken support for progressive taxes
and thus public opinion may not change on net if some portion of growing income inequality
is due to growing income volatility.

Models assume either a constant level of income volatility over time or that voter prefer-
ences are independent of expected income. Neither assumption appears to be reasonable in
the recent American context. Income volatility has risen in the past 30 years, with house-
holds now experience far more frequent and larger changes in income from one year to the
next, and the rise in volatility has contributed to the rise in income inequality (Heathcote and
Violante 2009). But to what degree does income volatility alter the relationship betweeen
growing income inequality and demand for tax progressivity? Under what circumstances



21

Figure 3.1: In a series of polls dating back to the 1990s, Gallup asked whether respondents believed that
the upper class pays a fair amount or too little in taxes. The percentage of respondents that stated the upper
class pays too little in taxes declined from 77% in 1992 to 62% in 2012, while the percentage that stated the
upper class pays a fair amount increased from 16% to 25%. The percentage that indicated the upper class
pay too much increased from 4% to 10% over the same period (not shown). At the same time, the share of
income accrued to households at the top decile of the income distribution increased by 10 percentage points
between 1991 and its pre-recession high in 2007 as indicated in the lower bar graph.
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are voters sensitive to changes in income that are not permanent, but nonetheless, have
substantial consequences for current prosperity and future stability?

In a series of survey experiments conducted online, I find evidence that supports theoret-
ical predictions regarding the relationship between income volatility and tax preferences in
the context of growing income inequality. On average, survey respondents prefer significantly
less progressive taxes after being shown vignettes that describe household income changing
more over time. The greater the income volatility, the lower respondents set tax rates for
upper incomes. Furthermore, the pattern of income volatility did not affect their preference
for progressivity. When described households facing greater changes in income from year
to year, respondents preferred less progressive taxes regardless of whether the households
experienced a decline or rise in income during the final year.



3.1. CONTEXT: TRENDS IN INCOME VOLATILITY AND INCOME
INEQUALITY IN THE UNITED STATES 22

The effect is strongest for Independents and married respondents. This finding is consis-
tent with a large body of research in political science that suggests preferences of partisans
are more fixed compared to those of Independents. The results for married respondents may
reflect differences between how volatility is perceived between one and two income house-
holds. Married respondents have a greater capacity to weather changes in income, and may
have a more positive perception of income volatility. Indeed, I find that respondent attitudes
towards risk impacts the size of the effect. While both risk seeking and risk averse groups
prefer significantly less progressive taxes after exposure to high volatility households, the
decline is much larger for risk seeking individuals.

Altogether, these findings suggest that greater income volatility may lead voters to sup-
port tax reforms that reduce taxes for high income households, even if they themselves
are unlikely to personally benefit from such reforms. To the extent that income volatility
contributes to conditions of growing income inequality, it is possible that support for tax
progressivity among the middle class will not rise as income inequality rises. The presence
of income volatility my counteract an increase in support for tax progressivity that arises
from growing income inequality.

3.1 Context: Trends in Income Volatility and Income In-
equality in the United States

Household incomes are more volatile today than they were thirty years ago and this
year to year variance contributes to the overall variance between households in income in
any given year. To understand how income volatility relates to income inequality, consider
two scenarios. In the first, imagine ten households at the same level of income. Suppose
there is no income volatility so all ten households continue to earn the same income in the
following years. Because earnings are stable, income inequality, or the variance in income
between households is zero in every year. Now imagine for the second scenario the same
ten households, but suppose their incomes are volatile. There is some probability that each
household will earn more or less than their average income in the following years. While all
households have the same expected income, their earnings will differ from each other in each
year, because individual incomes are unstable. Thus, the introduction of income volatility
gives rise to income inequality, and the degree of inequality depends on the extent to which
incomes fluctuate. If households experience large shocks in income from year to year, there
will be large variance in incomes between households in any given year.

Inserting income volatility into the relationship between income inequality and individ-
ual preferences for tax progressivity can induce changes in public opinion, which deviate
from those predicted by standard models. Specifically, the presence of income volatility can
dampen any increased support for progressive tax reform that arises from rising income in-
equality. Consider two possible extremes. In one extreme, there is no income volatility and
high income inequality. Households have no possibility of moving up or down the income
distribution without government intervention to redistribute income more equitably between
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households. As upper income households become better off relative to the rest of society, the
majority of voters will increasingly support progressive tax reforms. Thus, growing income
inequality in the absence of income volatility should lead to greater demand for more tax
progressivity.

In the other extreme, all of the income inequality is due to income volatility. Every
household has the same expected income over the long run, but in some years households
earn more or less than the average. As income volatility rises, it is unclear how its rise will
alter individuals’ tax preferences. In expectation, all households earn the same income and
support for government policies to redistribute income will depend on factors such as risk
aversion and preferences for consumption smoothing. As a result, growing income inequality
due to income volatility is likely to be weaker than when there is growing income inequality
without income volatility.

Traditional models of income inequality and demand for public redistribution assume the
first of the two extremes. They predict that as the difference between the incomes of the
top earner and the median voter grows, the voting majority will become more supportive
of progressive tax reforms (Meltzer and Richard 1981b; Perotti 1993). This prediction rests
upon the strong assumption that the relative economic standing of households in society is
fixed. As wealth concentrates within a smaller segment of the population, and the middle
class becomes comparatively worse off, the model predicts that we should expect broader
public support for tax reforms which increase the tax burden on the top income earners.
But these predictions do not consider conditions where income inequality rises with income
volatility. Rather, they assume that disparities between wealthy and middle class households
are permanent in the sense that the same set of households consistently gain in earnings
relative to the rest of society. These persistent disparities in society are often linked to
experiences or characteristics, such as gender, race and education, that define different groups
within society.

Persistent, group-based income disparities have contributed to growing income inequality
in the United States (Heathcote and Violante 2009). One of the largest drivers has been the
education gap. The difference in expected earnings between high-school and college educated
individuals has diverged considerably since the 1970s, a result of multiple factors including
the decline of labor unions, technological innovation, and the expansion of the service sector
economy. Alternatively, some group-based disparities have improved. In particular, there
has been a substantial narrowing of the gender gap. Women have made significant gains in
earnings compared to men since the 1980s, contributing to a reduction in income inequality.
However, the mass entry of women into the labor force increased the number of married
households with two income earners, helping to worsen income disparities between married
and single households.

Income volatility, or greater instability in earnings for individual households, has also
factored into the rise in income inequality. Earnings instability increased particularly for
men in the early 1980s, leveled off during the last part of the 1980s and 1990s and rose again
in this past decade (Dynan, Elmendorf and Sichel 2008; Hacker et al. 2011). This trend
has been verified by multiple sources, although the degree of income volatility measured
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depends considerably on the methodology and source of the data. Using data from the March
Current Population Survey, Ziliak and Hardy estimate that income volatility rose by 38
percent between 1973 and 2008, affecting all American workers regardless of race, education
level, and family structure (Ziliak and Hardy 2010). A common source of data on income
volatility is the Panel Study of Income Dynamics, the most comprehensive panel data set on
income and consumption patterns in the United States. Using this data, Hacker and Jacobs
estimate that the frequency and size of shocks to both individual and household incomes
have increased over the past three decades (Jacobs and Hacker 2008). The proportion of
workers who experience a drop in income of 50 percent or more in any given year is between
10 and 15 percent of workers, up from only 4 percent in 1970 (Jacobs and Hacker 2008; CBO
2007).

Hacker and Jacobs’s research focuses on trends in the average volatility across all house-
holds over the past thirty years. In a series of papers, Jensen and Shore disaggregate these
trends in volatility by groups within the population and find evidence that the distribution
of volatility shocks is heterogenous. Specifically, the rise in the average volatility is driven
by a minority of individuals in the population, the self-employed (Jensen and Shore 2011,
2009). Using data from the PSID, they estimate that half of all income changes are rela-
tively modest, between 11 and 14 percent, while 10 percent of shocks result in change of
approximately 70 percent. Married and more educated men are less likely to have volatile
incomes, while the data show a higher degree of volatility among older men in their fifties
(their sample consisted of men between the ages of 22 to 60). Interestingly, while increased
volatility spans the income distribution, the variance in persistent shocks has increased inor-
dinately for households with above-median income, while the variance in transitory shocks
has increased more for households with below-median income. The rise in volatility among
the most volatile households is not driven solely by either low or high income households,
but is evident across income groups. 1

Incorporating income volatility into the standard models of income inequality and de-
mand for redistribution can either amplify or temper support for tax progressivity depending
on the nature of the volatility. Transitory shocks to income that have little impact on longer
term earnings may not greatly affect public opinion, especially since American households
have enhanced capacities to smooth consumption over time with the expansion of credit
markets (Krueger and Perri 2006). On the other hand, the possibility of large changes in
income, whether negative or positive, may change how voters perceive the fairness of existing
tax policies even if the shocks are temporary in nature. For instance, the prospect of a sig-
nificant windfall may cause voters to prefer to keep rates applied to the top income brackets
low, allowing households to pocket a greater portion of temporary gains. Alternatively, the
potential of a significant loss in income may drive voters to seek greater contributions from
the wealthy to finance enhancements to programs and policies, which help families weather
temporary declines in fortune.

The latter theory has been explored more thoroughly in the political science literature
1Households whose incomes are above the median consistently for four years are less likely to have

volatility. But by definition less volatility means household income is less likely to fall below the median.
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related to income volatility, notably by Jacob Hacker. Both reactions–a demand for more
or less progressive tax policies– are possible and this research is a first attempt to measure
empirically how public opinion on taxes responds to income volatility. How individuals
perceive changes in income is key to understanding how these changes will in turn shape
preferences for tax progressivity. It is likely that our perceptions of income volatility and
the implications it has for how we assess our economic wellbeing depends on the nature
of the volatility, including whether shocks appear temporary or permanent. In addition, it
may depend on the degree to which individuals are short or farsighted when evaluating their
own earnings and the earnings of others. In a series of survey experiments, I assess how the
introduction of income volatility alters the connection between income and preferences on
taxes. I find that respondents who are described households facing greater income volatility
prefer less progressive taxes than those described households facing lower income volatility
regardless of the pattern of income change over time. Particularly, respondents’ attitudes
were not affected by whether the hypothetical household had relatively higher or lower
incomes in more recent years compared to earlier years.

3.2 Survey Design
The purpose of the survey experiments is to probe whether income volatility, or changes

in income from year to year for a single household, affects individual preferences for the
degree of progressivity in federal income taxes. In the first half of the survey, respondents are
described a vignette, where they are asked to imagine themselves as members of a household.
They are shown the earnings of a single imaginary household over a three year period and
asked what percentage in income should go towards federal taxes in each year. While the
average level of income accrued over the three years is the same in every scenario, the degree
of income volatility the household experiences during the period will vary at random.

At the beginning of the survey respondents receive basic information about taxes in the
context of income volatility. The introduction reads:

For many years, US family incomes were very stable. More recently, family
incomes move around more from year to year. The amount of money you pay in
taxes is based solely on the earnings you made over the past year regardless of
how much was earned in previous years. In other words, the tax rate this year
does not depend on whether you earned more or less income two years ago, or
expect to earn more or less income in the upcoming years. The next questions
ask what you think the percentage in federal income tax rate should be when
income is higher or lower in different years.

Respondents are then selected at random for one of two possible vignettes, which describe
a household’s earnings over a three year period. In one vignette, households experience a
high level of income volatility. I will refer to respondents assigned to this vignette as the
high volatility group. The household’s income shifts $30,000 during the period. In the other,
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households experience smaller changes in income, in total shifting only $10,000. The high
volatility household reports earning incomes of $45,000, $60,000, $75,000 over the course of
three years. In the other vignette, households experience a relatively low level of income
volatility. I will refer to respondents assigned to this vignette as the low volatility group.
The low volatility household earns incomes of $55,000, $60,000, $65,000 over the three year
period. In both cases, the average income for the household is $60,000 and deviations from
the average are symmetric: income deviates by $15,000 for the high volatility household and
$5,000 for the low volatility household.

Figure 3.2: Survey respondents were assigned to one of two possible types of households. One type of
household has highly variable income, ranging from $45,000 to $75,000 over a three year period. The other
experiences less variability, ranging only from $55,000 to $65,000. Respondents were then asked to state how
much they thought the federal income tax rate should be in each year given the household’s annual income.
The income trajectories of the high volatility and low volatility households are indicated in red and blue
respectively.

year 1 year 2 year 3

low volatility

high volatility

periods

   $60,000

$45,000

$75,000   

$55,000

$65,000   

The vignette begins by asking respondents to imagine that their household’s income was
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a certain amount over the past year. They are asked what they believe the fair tax rate
should be given this income. Respondents can select a percentage from 0 to 100. Then the
vignette proceeds to the second period. In period two, respondents are told the household’s
annual income for year two and asked if the household should pay the same or a higher
or lower rate in taxes compared to year one. The survey reminds the respondent of the
household’s income in year one, the tax rate he selected for that income, as well as the dollar
amount associated with this tax rate. If respondents answer “the same", respondents skip
to period three and the rate for period two is recorded as the same rate as period one. Only
if the respondent answers “higher" or “lower", does the survey prompt him to indicate what
percentage in taxes the household should pay in year two. This way, the respondent is first
provided the chance to consider whether the rate should change and in what direction as
income changes from year one to year two before being asked to select a new rate.

As a final check, the survey then confirms whether this percentage is in fact higher/lower
than the rate provided in period one. If the answer is consistent, the respondent skips to
period three. If the respondent indicated that the household should pay a higher (lower)
rate, but in fact writes in a percentage that is lower (higher) than the rate selected in period
one, then the answer is flagged as inconsistent. In cases of inconsistency, the survey asks the
respondent whether he would like a chance to change his previous answers. If the respondent
indicates “yes", then the respondent is allowed to select new tax rates for period one and
two. They are reminded of the household’s annual income for both years when making the
selection. If the respondent decides to change the rates they had previously entered for year
1 and 2, the new rates are recorded and the respondent proceeds to year three.

The same process for period two is repeated again in period three. Respondents are told
the household’s income in the third year. They are asked if the tax rate should be higher,
lower or the same as it was in year two. If the respondent indicates that the household
should pay a higher or lower amount, then the survey prompts the respondents to indicate
the exact percentage. Finally, their answers in period two are checked for consistency. The
vignette ends after three periods.

Once exposed to a greater or lesser degree of volatility, the respondents are then asked
what they think the federal tax rate should be for DIFFERENT households with DIFFER-
ENT incomes in the same year. The conclusion of the vignette in the first stage and subse-
quent transition to this second stage of the survey is made clear to respondents in the text of
the survey. This question is used for the analysis of the treatment effect–not the responses
to questions asked during the vignette. The dependent variable is the the average difference
in the preferred tax rates between respondents described high volatility households versus
those described low volatility households. In addition to analyzing the preferred tax rates
separately for each income level, the set of preferred tax rates that respondents select for
this question are aggregated to estimate the degree of progressivity desired by respondents
in the federal tax schedule.

Lastly, respondents are asked standard socioeconomic and political questions for back-
ground. In addition, respondents answer questions regarding their level of risk aversion.
These questions were initially developed for use in the Panel Study of Income Dynamics.
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Americans overwhelming favor flat or progressive tax schedules, although they may have
difficulty selecting tax rates for various levels of income that are consistent with this prefer-
ence. The survey is designed to make the selection easier by breaking down the choice of tax
rate in periods two and three into two parts, and by allowing respondents to change their
previous answers when these answers appear inconsistent. In practice, asking respondents
first if they would like the rate to be the same, higher or lower than the previous year was
sufficient to prevent the vast majority of wild answers. The consistency check flagged very
few cases: only five of the 677 respondents were caught having written a tax rate that was not
consistent with their earlier expressed preference for a higher or lower rate. However, four of
these five changed their responses to a more plausible answer (shifting from a regressive to a
progressive preference), and the remaining individual confirmed that his initial selection–an
already progressive choice–was correct.2

The number of questions the respondent encounters in this first stage of the survey
ranges from as few as three to as many as eight. This design helps ensure that respondents
have an opportunity to consider the relationship between tax rates and income and become
practiced in expressing their preferences on this issue while not being overburdened with
too many questions. At each stage, a summary table reminds respondents of their previous
answers, which allows them to more easily make comparisons from year to year to determine
the appropriate rate of taxation. In addition, these tables emphasize the degree of income
volatility experienced by the household. They also provide the equivalent dollar amount in
taxes the household would pay based on the tax rates selected by the respondent.

The vignettes provide respondents with an opportunity to consider their tax preferences
and how rates should change as income changes. Individuals are not necessarily accustomed
to thinking about the specific structure of tax schedules, but may have vague notions of the
general principles that they believe should inform their construction (Campbell 2010). Most
Americans pay little attention to policy in general, including reforms related to redistributive
policy, and base voting decisions more on political ideology and partisanship than policy
preferences (Lenz 2009). They express great ambivalence when asked about the role of
government in redressing income inequality through tax reform. Polls show broad support
for increasing taxes on the rich, but at the same time the public believes there should be
limits to the level of taxation, even for the wealthy, and on the larger question of whether
the tax system should be used to redistribute wealth within society, Americans are divided.
According to a 2011 Gallup poll, conducted April 7-11, 47 percent of respondents believe the
government should facilitate redistribution by “heavy taxes on the rich", while 49 precent
disagree with this statement. Sizable majorities, however, favor the idea that wealth should
be more evenly distributed and only 1 in 3 Americans would agree with the argument that
the current distribution is fair (Gallup 2011).

The contradictions in existing polls demonstrate the difficulty of measuring people’s true
preferences on taxes using simple binary response questions. Survey results, which ask for
a yes/no response to the question of raising taxes on the wealthy, provide at best crude

2The inconsistency rate could be much higher on large-scale nationally-representative surveys, where
participant fatigue is common.
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estimates of the desired degree of progressivity. A respondent’s answer refers implicitly to
his own belief about the current tax rate for the top income bracket, which is unknown
to the researcher. It is unclear how closely this rate mirrors the actual rate, and therefore
how likely the response would change if the respondent was informed of the actual rate (by
either the researcher or by a politician). In addition, an individual expressing support for
tax increases for the wealthy may not prefer a more progressive tax policy in general, since
progressivity depends on the steepness of the tax schedule across all income levels. One must
collect information about what the tax rate should be for various incomes along the income
distribution to ascertain whether the respondent would support a more or less progressive
tax policy.

At the same time, surveys that solicit the preferences of voters regarding different tax
rates are prone to respondent error, especially when the issue is not immediately salient to the
individual. It is likely that most people, even the highly educated, do not have well-formed
preferences about what should be the ideal federal tax rate for themselves and others. Surveys
suggest that from a fourth to a third of respondents are unsure about their own preferences
on whether in general they support a progressive or a flat tax (Brady and Frisby 2011).
For example, there is a tendency among individuals who embrace progressive tax policies
in the abstract to prefer either flat or regressive rates when provided with concrete choices
(Roberts, Hite and Bradley 1994). Asking respondents for actual preferred tax rates along an
income distribution requires considerably more consideration from respondents. A common
technique for reducing error that arises when the complexity of the information sought from
respondents is high, has been to repeat questions on the same topic. But it is not clear how
best to aggregate multiple responses, particularly when they yield contradictory information,
and repeated questioning might aggravate the respondent and affect the answers given or
willingness to continue with the survey.

The approach in this survey addresses these limitations by directing follow-up ques-
tions only to respondents who exhibit inconsistent preferences, allowing these individuals
the chance to clarify their intent and provide more considered responses. This should in-
crease the reliability of the response, and it eliminates the need for the researcher to select a
method of aggregating multiple, perhaps conflicting responses. An adaptive approach thus
strikes a better balance between the need for parsimony and accuracy in survey design.
Follow-up questions appear only when there is information to be gained, and every attempt
is made to solicit respondent preferences reliably with the fewest number of questions.

The fact that respondents learn over the course of the vignette does not pose an issue
for the experiment. I do not use their answers from this first stage in my analysis since
these questions as a group constitute the “treatment" of the survey experiment. Recall
that the purpose of this stage is to expose respondents to scenarios of high or low income
volatility. Providing opportunity for respondents to consider their preferences on how much
the hypothetical household should pay in taxes as the household’s income changes from year
to year helps them to internalize the concept of income volatility. They have a chance to
think about the relationship between income and taxes, as well as how this relationship
relates to income volatility. Merely describing the income trajectories of the two households
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without asking respondents for their preferred tax rates or simply informing respondents that
incomes have become more volatile over time would be too weak of an intervention to induce
any treatment effect. The process of asking respondents to select tax rates for the household,
checking these rates for consistency, and then showing the respondents their selections in
summary tables is key to ensuring that the respondents internalize the treatment.

3.3 Findings
The survey experiment was designed and implemented through Survey Gizmo. Respon-

dents were recruited through Amazon’s Mechanical Turk (MTurk), a web-based platform
where workers sign up to perform tasks, including but not limited to online surveys. The
first survey was conducted on November 21, 2011 with 200 respondents. The second was
conducted February 7-8, 2012 with 200 respondents and the last was conducted on February
13-15, 2012 with 300 respondents. To be eligible for the survey, workers had to originate
from the United States and have a demonstrated record of performing tasks on MTurk suc-
cessfully. Upon completion of the survey, respondents received $.60. On average, the surveys
took approximately 4 minutes to complete. Twenty-three of the total 700 respondents were
dropped from the sample, because they were not residents of the United States.

As anticipated, the randomization produced treatment and control groups with similar
socio-economic and political characteristics in the three experiments (Figure 3.1). Respon-
dents were asked to indicate their household income as reported on their 2011 Federal Income
Tax form (if applicable). The bulk of respondents in all three samples earned incomes be-
tween $20,000 and $59,000 and were slightly more likely to be female, childless and have
completed at least four years of college. About fifty percent of respondents identified as
Democrat or leaning Democrat. The remaining respondents were split equally between Re-
publican (including leaning Republican) and independent. In addition to their household
income, I asked respondents to indicate their filing status on their 2011 Federal Income Tax
form as a proxy for marriage status (as well as an indication of the number of heads of house-
holds). Respondents were equally divided between having filed a single return or a married
joint/separate return. Interestingly, very few respondents (less than 5% of the combined
sample) reported that they did not know their own filing status.

Respondents exposed to vignettes describing households experiencing high volatility dif-
fered in their preferences for tax rates affecting the upper income brackets compared to those
exposed to vignettes describing households experiencing low volatility. Specifically, respon-
dents in the “high volatility" group wanted significantly lower taxes for households earning
$100,000 and $200,000. Figures 3.3 and 3.4 plot the average preferred tax rate for each of the
five income levels for the treatment and control groups individually, as well as the difference
between these responses. The difference for the top income group $200,000 amounts to a
sizable three percentage point drop in the preferred tax rate: from rate of 23% to 20%. The
samples from all three experiments are pooled together for this analysis.

Expressed preferences for tax rates for each of the five income levels provides only a rough
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Table of Means T0 T1 p-value
Socioeconomic Status

Income $37,000 $34,800 0.29
Age 36.78 35.94 0.40

Female 0.50 0.56 0.14
White 0.75 0.83 0.02

Years of schooling 14.57 14.82 0.04
Number of children 0.55 0.53 0.85

Political Identification
Republican 0.27 0.29 0.48
Democrat 0.52 0.51 0.77

Independent 0.20 0.18 0.61

2011 Federal Income Tax
Filing status

Single 0.47 0.55 0.04
Married Filing

Joint/Separate Return 0.40 0.36 0.25
Other 0.05 0.04 0.61

Not Applicable 0.05 0.05 0.62
Don’t know 0.02 0.01 0.14

N 330 347

Table 3.1: The table reports mean characteristics of the treatment (T1) and control (T0) groups
three combined experiments. The p-values report the results of two-sided t-tests of the difference
in means. Reported income means are approximate.
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Figure 3.3: The figure reports the tax rates selected by higher and lower volatility groups for respondents
from the three experiments combined.
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measure in the change in desired tax progressivity. Ideally, the survey aims to measure
the relationship between income volatility and tax progressivity, rather than its effect on
preferences for tax rates for any specific level of income. To estimate this relationship, we
need a way to aggregate the responses for all five income levels that captures the desired
level of progressivity.

A common measure of tax progressivity, the Tax Burden Inequality Index, was developed
by economists to measure the degree to which the structure of tax systems reduces income
inequality (Suits 1977). The index compares the cumulative distribution of income in society
to the cumulative distribution of the tax burden. This index is similar to the one used
to calculate the Gini index, a common measure of income inequality. A progressive tax
schedule is one where an income decile’s cumulative share of the the tax burden is less
than its cumulative share of income. In other words, the distribution of income net taxes
is less unequal than the distribution pre taxes in a progressive tax system. The degree to
which taxes reduce the degree of inequality determines the level of progressivity in the tax
structure. A flat tax has a progressivity measure of zero since it leaves the distribution of
income unchanged. The extent that tax revenues are then redistributed within society is not
factored into the degree of tax progressivity in the tax schedule, even though ultimately both
the distribution of the tax burden and the distribution of government expenditures within
the population determines the overall level public redistribution of income in society.

This index is one method for measuring the level of progressivity in an existing tax system
and is calculated through analysis of data on income and tax payments. The measure cannot
be used for the purposes of this survey, since the data in the survey is of a different nature,
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Figure 3.4: The figure on the right reports the difference in tax rates between the treatment and control
groups, or the average treatment effect (ATE) and their 95% confidence intervals. The higher volatility
group prefers significantly lower tax rates for households earning $100,000 and $200,000, indicating that on
average exposure to descriptions of greater income volatility lead respondents to prefer lower taxes for high
income households.

income (thousands of dollars)

di
ffe

re
nc

e 
in

 m
ea

n 
ta

x 
ra

te
s

20 40 60 100 200

-0
.1
0

-0
.0
5

0.
00

0.
05

0.
10

but its underlying principle can help to construct a meaningful measure of the desired level
of progressivity in the sample.

There are two critical factors that determine the level of progressivity in a tax system: 1)
the range and 2) convexity of the schedule. First, the range of the tax schedule is a measure
of the difference between the bottom and top income brackets. The greater this difference,
the more progressive the tax system. Second, the convexity of the tax schedule considers
the marginal rate of change in the tax rate across income levels. As the marginal rate of
change in the tax rate increases, the level of progressivity increases. A convex tax schedule
is relatively more progressive than a linear one, which in turn is more progressive than a
concave one given that the schedules are monotonically increasing. It is worth noting that
measures of tax progressivity, such as the Tax Burden Inequality Index, do not consider the
overall level of taxation. Progressivity does not depend on the amount of revenue raised, and
thus a fixed tax rate of 9% may be equally as progressive as one at 18%, even though the two
policies have different implications for the funding of government redistributive programs.

To measure the preferences of the survey respondents for tax progressivity, I develop a
simple index which captures the critical factors of existing measures used to evaluate the
progressivity of existing tax policies. The index calculates the sum of the differences between
the preferred tax rate for the top income level and the rates at all other income levels. The
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Figure 3.5: The graph demonstrates how the progressivity would be measured for potential responses by
respondents in the survey. The index is highest for the respondent, who exhibits a convex relationship in
their preferred tax rates and zero for the respondent, who expresses a preference for a flat tax.
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Figure 3.6: A sample of actual tax rate schedules preferred by individuals in the survey.
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Where τi is the preferred tax rate for the household at the ith income level. This is
one method for measuring tax progressivity that respects the general principles underlying
standard definitions of progressivity, but it is not the only one possible. The advantage of this
measure is that it is simple and intuitive. A key assumption of the index, that preferences
are weakly monotonically increasing, holds for all respondents in the survey samples.

By this measure, respondents exposed to vignettes describing households experiencing
greater income volatility preferred significantly less progressive taxes than those that were
exposed to vignettes describing households facing less income volatility. Figure 3.7 depicts
a scatterplot of progressivity scores for treatment and control groups. Note that a handful
of individuals in the control group (those exposed to less volatility) had comparatively high
progressivity scores. To avoid drawing inferences based on a small group of outliers, I use
a Wilcoxon rank sum test to calculate the p-values for the average treatment effect. The
advantage of this test is that it considers only the relative scores of respondents, rather than
their absolute differences. This quality is important given that the progressivity index used
to calculate scores is useful only as a measure of relative progressivity and does not provide
a meaningful measure of the absolute degree of progressivity.

Figure 3.7: The figure is a scatterplot of the progressivity index for treated and control respondents. The
red and blue dots in the upper left corner indicate those that preferred a flat tax schedule.
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Figure 3.8 plots the standardized differences in the effect for high and low volatility
respondents as well as the corresponding p-values from two sets of Wilcoxon rank sum tests.
The results are reported for the full sample as well as for important subgroups. In every
instance, exposure to high volatility vignettes leads to a decline the the level of preferred
tax progressivity. The average treatment effect for the full sample is both statistically and
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Figure 3.8: The chart on the left plots the average progressivity score for the treatment and
control groups in the full sample and for key subgroups. Scores are standardized. The horizontal
axis indicates the mean score and one standard deviation to either side of the mean. The arrows
clearly show that for all groups, exposure to vignettes describing households facing greater volatility
led respondents to prefer less progressive taxes on average. The chart to the right plots the p-values
from a Wilcoxon rank-sum test of the difference in ranked scores between treatment and control in
the full combined sample and for the sample stratified by survey. The effects for risk aversion reflect
the results from two of the three surveys and are therefore not comparable to the overall results and
those for the other subgroups.

substantially significant: a difference of close to one standard deviation with a p-value of
.004.

While the randomization does not permit causal inference for the treatment effects as-
sociated with subgroups within the survey sample, they suggest that three groups are par-
ticularly responsive to exposure to greater volatility: Independents, married respondents,
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and respondents who report low levels of risk aversion. I observe a relatively greater decline
in preference for progressivity among high income earners (defined as those with reported
incomes of greater than $60,000 in 2011) as compared to low income earners. In addition,
females are more likely to see a decline in preference for progressivity compared to males,
however this may reflect the fact that females are more likely to be married in the sample.
In fact, when I run a regression of progressivity scores on an indicator for treatment with
interaction terms for both marriage status and gender, only the estimate for the treatment
effect associated with marriage status is substantively meaningful and statistically significant
(see Table ?? in the Appendix). Thus, the larger decline in preference for tax progressivity
among females as compared to males seems to be mostly explained by differences in marital
status between the two groups.

The results show comparable rates of decline for individuals with higher levels of school-
ing (defined as greater than two years of college) than those with lower levels of schooling.
Interestingly, Republicans and especially Democrats see relatively small declines in prefer-
ences for progressivity between treatment and control groups (variables for party ID include
those who report leaning Democrat or Republican). This may reflect an ideological stickiness
on the part of party ID, where individuals with stronger partisan biases are less likely to
change their preferences for tax progressivity in responsive to descriptions of income volatil-
ity. Independents, on the other hand, appear highly influenced by exposure to descriptions
of higher income volatility, which would be consistent with the hypothesis that groups with
weaker partisan biases have policy preferences that are more adaptable to changing economic
circumstances.

Measures for risk aversion were included in only two of the three surveys and therefore
their results cannot be directly compared with those exhibited by the other subgroups in
Figure 3.8. Respondents were given a series of questions to assess their level of risk aversion.
Among those respondents, who exhibited It does appear that there was a larger decline in
the preference for progressivity for respondents, who reported higher levels of risk accep-
tance compared to more risk averse respondents. The high risk respondents in the control
group prefer a more progressive tax schedule than the low risk respondents in the control
group. This evidence is intriguing, since individuals who report having higher levels of risk
acceptance are more likely to experience frequent and sizable changes in income (Jensen and
Shore 2009).

3.4 Survey Extension
So far we have seen that respondents prefer significantly less progressive taxes when

they are described households facing greater degrees of income volatility. This relationship,
however, may change depending on the pattern of volatility described in the vignettes. In
a extension of the survey, I randomly assign respondents to one of six possible patterns
of income over time (Figure 3.9). Like the original experiment, respondents are described
household incomes over three years. These incomes range from $55,000 to $65,000 for the
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low volatility group and $45,000 to $75,000 for the high volatility group. In addition to the
degree of income volatility, the pattern of income volatility over the three year period also
differs at random across respondents. One condition corresponds to the original experiment
design, the others permute the years in which income is high and low to create all six possible
combinations.

Three possible characteristics of these patterns (apart from the degree of volatility itself)
may be important in shaping respondents’ perception of income volatility and how it in turn
shapes their preferences for tax progressivity. In forming their perception of income volatility,
respondents may weigh the household’s income in the final year above the proceeding two,
specifically whether income in year 3 was higher or lower than or the same as average income
for the three year period. Alternatively, the change in income between the second and third
year may be important in determining respondents perceptions of volatility: whether the
difference was negative or positive, or large or small. Finally, the respondent’s perception
of volatility may take into consideration the trend over the entire three year period. The
trend in income may be either constant (increasing or decreasing) or variable across the three
years. The latter trend is suggestive of temporary changes in income, while the former is
suggestive of a persistent longterm change in income (Table 3.2).

LMH MLH HLM HML MHL LHM
Key Attributes

yr3 high high middle low low middle

yr2 to yr3 (>) (>>) (>) (>) (>>) (>)
+ + + - - -

3yr trend ↑ ↘↗ ↘↗ ↓ ↘↗ ↘↗

Table 3.2: The table depicts the change in preferences for progressivity between respondents who saw high
volatility vignettes and those who saw low volatility vignettes. The treatment effect may vary according
to the pattern of income described in the vignettes. Specifically, respondents may reflect upon different
characteristics of the household’s income. They may attach greater importance to the household’s income
in the final year, the change between year 2 and 3 or the overall three year trend. Which characteristic
respondents find more important (on average) can be analyzed from the pattern of results.

There is evidence to suggest that individuals are myopic in their perceptions of past
events. This behavior would lead respondents in the survey to focus on the income earned
in the final third year of the vignette above the preceding two years. Andrew Healy and
Gabriel Lenz’s work on economic voting finds that survey respondents place greater emphasis
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Figure 3.9: Survey respondents were asked to imagine themselves to be part of one of two possible types
of households. One type of household has highly variable income, ranging from $45,000 to $75,000 over a
three year period. The other experiences less variability, ranging only from $55,000 to $65,000. Respondents
are then asked to state how much they think the federal income tax rate should be in each year given the
household’s annual income. Respondents are assigned to high or low volatility scenarios at random. The
high and low volatility income trends for both types of households are drawn in red and blue respectively
for each of the six possible patterns of income over the three year period.
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on the performance of the economy during the finals years of a presidential term when
assessing the President’s efficacy (Healy and Lenz 2012). While myopic behavior can be
related to a failure to remember past events clearly, memory is not necessarily the sole
cause of short-sided reasoning. Consistent with Kahneman and Tversky’s influential work
on prospect theory, Healy and Lenz find evidence that myopic behavior results from a desire
to simplify complicated evaluations (Kahneman and Tversky 1979). In addition, individuals
may emphasize more recent events due to a belief that the near past contains information of
greater relevance for decision-making in the present (Mackuen, Erikson and Stimson 1992).

Both heuristic and information motivated behaviors with respect to myopia could be
potential factors in the context of this survey experiment. Respondents may place greater
emphasis on the final year if they struggle with the concept of income volatility and its
significance for longterm household economic health. Alternatively, respondents may view
the third year as more informative of future potential earnings, and thus ultimately demand
a level of progressivity in tax policy consistent with their most recent income. Memory-
based factors are less likely given that the survey repeatedly reminds respondents of the
hypothetical household’s income for all preceding years throughout the vignette, as well as
the tax rates they selected in each of those years.

Alternatively, respondents might care about the difference between the household’s sec-
ond and third year earnings, specifically whether the change was positive or negative and
the size of this shift. The tendency to evaluate changing circumstances with respect to a
reference point, typically the individual’s current circumstances, brings to mind the concept
of loss aversion: the idea that greater value is attached to the loss of a good than to its
gain (Kahneman and Tversky 1979). Experiments have shown, however, that loss aversion
applies to losses of goods and not money, and it is difficult to see how it might apply to
our perceptions of income volatility (Kahneman and Novemsky 2005). It seems plausible,
however, that individuals may evaluate their current earnings relative to previous earnings.
In the survey experiment, consider two possible vignettes. One where the household earns
$45,000, $75,000 and $60,000 respectively over three years and the other where the household
earns $75,000, $45,000 and $60,000. Both households earn the same amount–$60,000–in the
third year, but in the first scenario this income represents a $15,000 loss from the previous
year, while in the second, it amounts to a $15,000 gain. Respondents’ feelings about the
overall level of progressivity in the federal tax schedule may respond differently to negative
versus positive shocks in income, even though the final outcome is the same.

Finally, volatility can affect respondents’ longterm perceptions of their economic well-
being. If shocks are persistently negative or positive, they might lead individuals to change
their beliefs about their own longterm earnings expectations. Three periods of income de-
cline or growth may not necessarily be indicative of a longer term trend, but nonetheless,
respondents may view these periods of consistent decline or growth as trends that are likely
to continue into the future. This type of behavior may cause individuals to be overly opti-
mistic or pessimistic if the trend is eventually reversed and the changes in income are only
temporary. In addition, increasing volatility may negatively affect respondents’ perceptions
of their economic wellbeing if the shocks cannot be anticipated. Greater uncertainty leads to
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lower utility among risk averse individuals. To the extent that households can weather losses
in income through increased borrowing or drawing upon savings, the uncertainty associated
with greater volatility is somewhat mitigated. On the other hand, individuals that are risk
accepting, may view greater volatility positively and see it as an opportunity to possibly earn
a higher income. This idea is supported by evidence that the individuals who experience
the greatest degree of income volatility are typically self-employed and self-identify as risk
tolerant (Jensen and Shore 2011). This is a potential source of bias in the survey experiment,
since it is possible that workers on MTurk are possibly more likely to be self-employed.

The survey experiment is designed to potentially be able to distinguish between which of
these perceptions of income volatility respondents find most salient when assessing their tax
preferences. Table 2 shows the results of the first series of preliminary survey experiments,
which will be described in the next section. The results of subsequent experiments will
complete the table. The pattern that emerges across columns can help to determine which
characteristics of the households’ income over the past three years is most predictive of the
relationship between income volatility and preferences for tax progressivity. It is reasonable
that preferences for taxes may not just depend on the size of the income volatility described
in the vignettes, but the pattern of income change over the three years.

3.5 Results of survey extension
The experiment employed a two-way layout factorial design, with involves two treatment

factors with fixed levels. One factor corresponds to the degree of income volatility. It has
two levels: 1) high income volatility ranging from $45,000 to $75,000 over three years and 2)
low income volatility ranging from $55,000 to $65,000. The second factor corresponds to the
pattern of income volatility. There are six possible patterns. The experiment was carried
out through Amazon’s Mechanical Turk between September 9-12, 2012. The total number
of respondents was 1842, of which 1698 observations were included in the sample. Ineligible
respondents included 62 individuals, who prematurely exited the survey, 72 individuals, who
were located outside the United States, and 10 individuals, who exhibited highly irregular
tax preferences.3

The linear model for the two-way layout is:

3Nine of the 10 flagged cases had non-monotonic tax preferences–the respondents’ preferred rates did not
rise (or remained flat) with income. Instead, their chosen schedules contained a dip where the rates dropped
after initially rising. The progressivity index I develop assumes monotonic preferences. Naively including
these responses with the sample does not change the results of the experiment, but it remains a question
about how to properly assess progressivity in such irregular cases. The final respondent preferred a tax rate
of 100% for all incomes. I am currently adopting rank-based ANOVA testing procedures, which can produce
estimates that are robust to outliers in the data.
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Yijk = µ+ αi + βj + αβij + εijk


i = 1, 2

j = 1, 2, 3, 4, 5, 6

k = 1, . . . , nij

given the usual zero-sum constraints for the main effects and interaction:∑
i αi =

∑
j βj =

∑
i αβij =

∑
j αβij = 0

where yijk is the progressivity score of kth respondent of the ith level of factor A and of
the jth level of factor B. Factor A is associated with the degree of income volatility and has
I = 2 levels, representing low and high income volatility. αi is the ith main effect for factor
A. Factor B is associated with the pattern of income volatility and has J = 6 levels. βj is the
jth main effect for factor B. αβij represents the twelve possible interaction effects between
the two factors.

The main hypotheses of interest are:

• H0A : αi = 0, H0B : βj = 0, H0AB : αβi,j = 0, ∀i, j

Factorial experiments such as this one are typically analyzed within a parametric frame-
work, but if the errors are not normally distributed, the standard approach to analysis of
variance (ANOVA) may not be preferable. Consistent with the original experiment, the
response variable is the progressivity index described earlier. Plots of the residuals for 12
treatment combinations reveal that the data in not normally distributed, though it does
have constant variance across treatments. As a result, I use both the standard ANOVA
approach, as well as a non-parametric permutation procedure that I developed and describe
in another paper (Hosek 2013). The method uses a restricted permutation procedure similar
that proposed by Basso et al. (2009), but with changes that make it easier to accommodate
large numbers of observations (multiple replications), as well as to compute weights to adjust
for imbalance.

Unlike traditional parametric ANOVA methods that stand on normality assumptions,
permutation methods assume only that errors are exchangeable and come from the same
unknown distribution. Less restrictive than independence, the exchangeability assumption
is justified by randomization in the experimental design. The method I propose, which
works for any regular factorial experiment with two factors can accommodate imbalance in
the design without making any additional assumptions on the model. In comparison, the two
most common adjustments to parametric ANOVA, known as ANOVA “Type-II" and “Type-
III ", require further assumptions and perform poorly in the presence of possible interaction
effects (Langsrud 2003).

The permutation method uses a synchronized permutation structure to test the three
main hypotheses associated with the two main factors and their interaction. The synchro-
nization is necessary since responses for different combinations of levels for the factor of
interest might have different expected values across levels of the other factor. We want a
permutation structure that tests the null hypothesis for each main effect (and interaction)
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irrespective of whether the null hypothesis for the other factor is true. For example, the null
hypothesis H0A, states that the degree of volatility, high or low, described in the vignette
does not affect respondents’ preferences for tax progressivity. This assumption implies that
observations are exchangeable with respect to factor A, but does not make any assump-
tion about exchangeability with regards to factor B, the pattern of income volatility. In
constructing a test for H0A, the permutation procedure must respect that respondents may
differ in their responses according to the pattern of income volatility.

Both the parametric ANOVA and permutation methods reach the same conclusion. High
volatility respondents preferred less progressivity taxes than low volatility respondents. The
pattern of the volatility over time, however, did not significantly affect respondents prefer-
ences for tax progressivity. Table 3.3 shows the mean progressivity score for each of the 12
different treatment combinations. The second and third largest differences in progressivity
scores occurred for respondents who either saw steadily increasing or steadily decreasing
income throughout the period.

Table 3.3: Mean responses for each of the 12 treatment combinations.

mid-low-high mid-high-low low-mid-high high-mid-low low-high-mid high-low-mid

low volatility 0.39 0.36 0.36 0.39 0.41 0.39
high volatility 0.38 0.34 0.29 0.32 0.33 0.36

Table 3.4: The table presents the results from traditional and non-parametric ANOVA tests of the exper-
iment. The degree of income volatility was significant, while the pattern of volatility and the interaction
between degree and pattern of volatility was not.

Regression Permutation
p-value: (ANOVA) Procedure

degree of volatility .005 .005
pattern of volatility .282 .286

interaction .604 .621

The results of the ANOVA, however, indicate that there were no significant differences
in preferences between the six patterns of income change. Neither is the interaction between
the degree and pattern of income volatility significant. A regression analysis confirms that
respondents attitudes on tax progressivity remaining unaffected by that pattern of volatility
across time with one exception (Figure 3.5). Among respondents in the high volatility group,
those who were described households whose incomes rose steadily throughout the three year
period desired the least progressive taxes compared to all other groups. This finding suggests
that if individuals believe that household income is rising, they might prefer to keep taxes
for upper incomes low. This preference may be motivated by self interest. If respondents
identify with the household described in the vignette and believe their own incomes could
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rise substantially, they may want to keep tax rates at upper incomes low in order to pocket
a greater share of the gains when income rises.

Huber-White
Estimate Std. Error Pr(>|t|)

(Intercept) 0.4533 0.0300 0.0000
high degree of volatility -0.0461 0.0159 0.0038***

pattern of volatility
mid-high-low -0.0385 0.0280 0.1702
low-mid-high -0.0598 0.0262 0.0227**
high-mid-low -0.0289 0.0269 0.2831
low-high-mid -0.0166 0.0291 0.5686
high-low-mid -0.0097 0.0266 0.7159

Table 3.5: The table presents the results of a regression of the respondents’ progressivity scores on the
degree and pattern of income volatility described in vignette. Interaction terms were omitted after the
ANOVA results indicate that they are not significant. Respondents in the high volatility group preferred
significantly less progressive taxes than those in the low volatility group. None of the different patterns of
income over the three year period are significant with the exception of the constantly increasing pattern
(low-mid-high).

Discussion
The results from the survey experiment suggest that increasing income volatility may

lead individuals to prefer less progressive taxes. Specifically, greater income volatility may
be associated with a rise in support for tax cuts for top income earners. In general, higher
income volatility induces individuals to prefer a less progressive tax schedule. This decline
in preference for tax progressivity occurs regardless of the pattern of volatility over time.
Respondents tax preferences were not affected by whether the household described to them
in the vignette earned relatively more or less in the final year. Additionally, respondents’
tax preferences did not change depending on whether household income rose or fell between
the second and third year. What appears to matter is how income changes over the entire
three year period. Large shifts up or down, regardless of whether these shifts occurred in
year 1, 2, or 3, caused respondents to choose lower tax rates for upper incomes. This effect
is particularly strong for individuals who are married, as well as to those who identify as
Independents.

Altogether, the series of surveys suggests that there is a negative relationship between in-
come volatility and support for progressive taxes. The question remains why do respondents
prefer relatively lower taxes for upper incomes after being described households that face
higher income volatility. The survey results are consistent with two possible explanations.
One possibility is that respondents in the high volatility group were more likely to believe
that their own incomes could increase at some point in the future. Under this belief, they
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would prefer to keep taxes at upper incomes low in order to collect a greater share of these
gains. In addition, respondents may not see the connection between tax revenue and public
assistance programs. While the potential for large gains may lead individuals to support tax
cuts for the rich, the potential for large losses should have the opposite effect of engendering
support for raising top tax rates in order to fund programs that help low income households.
The connection between tax revenue and government expenditures is not as straightforward
as the link between tax rates and net household earnings. Respondents may not link higher
taxes for the rich with the idea of expanding social safety net. Alternatively, they may not
believe that the government will spend the revenue collected from high income households
on public assistance programs. In comparison, households know that lower taxes means that
they will be able to pocket a greater share of their earnings at the end of the year.

It is also possible that respondents’ tax preferences are not entirely shaped by self-interest.
Those in the high volatility group may believe that all families are more likely to experience
sizable changes in income. Thus, households earning top incomes today may not have earned
as much in the past or may see their incomes drop in the future. As a result, respondents
who were described households facing greater income volatility may want to keep tax rates
at upper incomes lower out of a sense of fairness to top income households. They believe that
all households, including those at the top, should be able to keep more of their income when
times are good in order to protect against future losses in earnings. There is some evidence to
support this idea. Respondents described households facing greater income volatility wanted
significantly lower tax rates for incomes greater than $100,000 compared to those in the low
volatility group. This income is much higher than the majority of respondents in the survey,
whose median income was around $35,000. In addition, it is much higher than the incomes
earned by the households described in the vignette. Thus, regardless of whether respondents
are using the hypothetical household’s or their own income as a reference point, changes in
rates for incomes above $100,000 are unlikely to apply to most respondents. Believing that
all households face greater income volatility, respondents in the high volatility group may
prefer lower taxes for upper incomes on average out of a sense of fairness. They may reason
that these upper income households may not always be at the top, and the tax rate should
reflect the fact that households at the top may have lower expected incomes 4

Measuring these subtle relationships, especially concerning complex policy issues, requires
a strong survey design, which facilitates the expression of more considered preferences from
respondents. This survey experiment required a great deal from respondents. They were
asked to select their preferred tax rates for multiple income levels. Given the complexity of
the task, their responses appear reasonable. In fact, when you compare the average rates for
the five income levels in the survey to actual federal tax rates they align to a great extent.
Table 3.6 compares the sample average to the average federal tax rate (including pay roll

4This reasoning also extends to lower incomes. While not significant, respondents in the high volatility
group also wanted higher tax rates at incomes below $60,000 compared to the low volatility group. This
choice is consistent with the idea that under conditions of high income volatility lower income households
may not always have low incomes and they should pay a rate in taxes that reflects this potential for future
gains.
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taxes) and the average income tax rate. The average rates in the survey sample align fairly
closely to average federal tax rates (including pay roll tax), but even more surprisingly, the
tax rates increase for all three at similar rates from one income level to the next. This
provides some evidence that the level of progressivity desired by voters may be close to the
level found in the current federal tax system.

Income Survey Average Income Total Average Average Individual
Preferred Tax Rate Federal Tax Rate Income Tax Rate

20,000 6.0 18,400 4 -6.8
40,000 9.6 42,500 10.6 -.4
60,000 12.6 64,500 14.3 3.3
100,000 16.7 94,100 17.4 6.2
200,000 21.4 264,700 25.1 14.4

Table 3.6: Average Federal Tax Rates for All Households, by Comprehensive Household Income Quintile,
2007. The total average federal tax rate includes payroll taxes, while the average individual income tax rate
only reflects income tax rates (including credits). Source: IRS data

Altogether, these findings suggest that greater income volatility may lead voters to sup-
port tax reforms that reduce taxes for the rich, even if they themselves are unlikely to person-
ally benefit from such reforms. To the extent that income volatility contributes to conditions
of growing income inequality, it is possible that support for tax progressivity among the mid-
dle class will not rise as income inequality rises as predicted by standard models. In future
work, I plan to conduct similar survey experiments to determine whether income volatility
increases support for expanding government assistance to low income households. It is pos-
sible that Americans do not make the connection between tax progressivity and funding for
programs to help low income families. In a world with greater income volatility, voters may
demand both low tax rates for upper incomes as well as increased government expenditures
on programs that help families weather losses in income.
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Chapter 4

Permutation Inference for Two-way
Factorial Designed Experiments

Different concerns arise in experiments conducted for the social sciences than those found
in science and industry and thus the methods developed for the latter are not necessarily
well adapted for use in social science research. The standard textbooks on experiments focus
their discussion on applications in the laboratory, an environment that affords researchers
significant control over the design, measurement precision, sample selection, and consistency
of the experiment. In addition, responses typically have well-behaved distributions with
low variance producing large effects with tight confidence intervals. Under these conditions,
relatively few observations are needed to justify the normality assumptions of the parametric
methods used in the analysis.

This level of control is rare in the social sciences, and more generally in experiments in-
volving human subjects. Units are heterogeneous and assumptions of normality with regard
to human behavior are questionable, especially when sample sizes are small. Experiments
conducted outside of the laboratory suffer from additional problems. Survey and field ex-
periments often have unequal numbers of units per treatment group, since researchers do
not have the ability to apply sophisticated randomization procedures. In addition, random-
ness in the willingness of subjects to participate introduces imbalance in the design. Thus,
traditional parametric methods that work for science and industrial experiments are not
necessarily well suited for those in the social sciences.

In this paper, I introduce a non-parametric method for analyzing regular factorial experi-
ments that can handle unbalanced designs, i.e. the types of experiments often encountered in
political science. A factorial experiment is one where the units (participants in the study) are
assigned to two or more treatments. Each treatment may have multiple levels (conditions).
The design is unbalanced if there are unequal numbers of units assigned to each combination
of treatments. For example, consider a ‘get out the vote’ experiment where the researcher
is interested in both the effects of telephone and in-person contact. The design has four
conditions. Individuals are randomly assigned to receive a phone call, an in-person visit,
both or neither. The last condition is often referred to as ‘the control’ condition since these
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Table 4.1: Examples of two-way unbalanced regular factorial designs from hypothetical ‘get-out-the-vote’
experiments. The first design is a basic two factor design with each factor having two levels. In the second
design, another treatment condition is added to factor B, expanding the original 2× 2 experiment to a 2× 3
design.

2× 2 regular unbalanced factorial design, N = 200

No phone call Phone call

No in-person visit N11 = 53 N12 = 50

In-person visit N21 = 45 N22 = 52

2× 3 regular unbalanced factorial design, N = 300

Phone call with
No phone call Phone call partisan message

No in-person visit N11 = 56 N12 = 43 N13 = 54

In-person visit N21 = 45 N22 = 52 N23 = 50

individuals were not contacted during the study, though this classification is not quite right.
If we characterize the experiment in terms of a factorial design, there is a treatment and
control condition associated with both the phone and in-person interventions (See Table 4.1).

This experiment has a simple 2 × 2 design (two factors each with two levels), but it is
easy to imagine a similar experiment having a 2 × 3 design. Suppose in the previous ‘get-
out-the-vote’ experiment, there are two different types of phone messages. One is a simple
reminder to vote and the other has a partisan message. As before, there are two factors:
phone and in-person contact, but now phone contact has three levels (or conditions). More
complex factorial experiments can encompass more than two treatments each with multiple,
varying numbers of levels. In this paper, I propose a non-parametric method for analyzing
any two-way (regular) factorial experiment where each factor has two or more levels. In the
future, I plan to extend the procedure to handle any regular factorial design.

Factorial experiments abound in the social sciences, though these experiments are not
always identified or analyzed as such. Their main purpose is to test for interaction effects
between the treatments. The failure to identify the experiment as a factorial experiment,
however, can lead researchers to apply inappropriate analysis methods that assume no inter-
action effects. Consider the simple 2× 2 designed ‘get out the vote’ experiment (Table 4.1).
To assess the effect of phone contact, one could perform a t-test comparing the voting rate
between participants who were assigned to receive a phone call and those who were not,
regardless of whether they were assigned to receive a house visit. This is a valid estimate
of the effect of calling only if there is no interaction effect between in-person contact and
telephone contact. Another strategy might be to test the difference in the effect of calling for
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only those individuals who were not assigned to an in-person visit. While a valid estimate
of the treatment effect, this method would unnecessarily throw out half of the data.

Regression analysis also has drawbacks. In a factorial design, there is a natural hierarchy
of hypotheses tests, which begins with a more general test for main factor and interaction
effects and then proceeds to estimates of pairwise differences between treatments. The stan-
dard parametric method for analyzing a factorial experiment begins with analysis of variance
(ANOVA), which can be derived from the standard OLS beta estimates in a regression that
includes interaction effects (See appendix). ANOVA simultaneously tests the separate null
hypotheses of zero effect associated with the main effects and their interactions. The method
provides information on which factors and interactions are relevant, guiding subsequent es-
timation of effect sizes and confidence intervals, as well as heterogeneous treatment effects.

In this paper, I propose a non-parametric alternative to ANOVA that is tailored to ac-
commodate features common to experiments in political science and the social sciences in
general: unknown distribution of the errors and f in the experimental design. The main
advantage of permutation methods is that they do not have the normality assumptions of
their parametric counterparts, and thus perform well even in experiments with few observa-
tions where the responses do not have well-behaved distributions (Keele, McConnaughy and
White 2012; Pesarin and Salmaso 2010). In the context of factorial experiments, permuta-
tion methods have further advantages over parametric methods. Whereas, parametric tests
for main factors and interactions are positively correlated under the normality assumptions
for the errors (Pesarin and Salmaso 2010), the permutation method produces three separate
and uncorrelated tests of the main hypotheses by synchronizing exchanges of observations
across treatments. In addition, the standard adjustments to parametric ANOVA for unbal-
anced designs make new assumptions on the data, which are highly sensitive to interactions
between the main factors (Langsrud 2003).

The permutation procedure I propose accommodates experiments with unequal numbers
of observations per treatment group and produces consistent estimates of the effects of the
main factors even when there are significant interaction effects. The procedure is similar to
one proposed by Basso et al. (2009), but with changes to increase the power of the test or
the ability to correctly reject the null hypothesis. This method applies to two-way designs,
however, it could potentially be extended to all regular factorial experiments. In addition, I
consider the performance of the procedure for unbalanced factorial designs with the inclusion
of proofs for uncorrelatedness, unbiasedness and consistency of the tests under conditions of
unbalance.

This method requires the assumption of homoskedasticity since the tests for the main
factor and interaction effects depend on mean differences. There are non-parametric methods
for rank based tests of unbalanced factorial experiments, which relax this assumption, but
are less comparable to traditional ANOVA analysis (Akritas, Arnold and Brunner 1997).
Anderson and Ter Braak (2003) discuss a full range of non-parametric methods for a variety
of factorial designs, including procedures for two-way design methods that permute residuals
from linear regressions of the full model. However there is no exact permutation test for
an interaction effect under this permutation strategy. In addition, they do not provide
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an analysis of different methods for cases of unbalanced designs and predates Basso et al.
(2009)’s introduction of exact tests using restricted permutation methods.

Monte Carlo simulations comparing the non-parametric method I develop to the standard
regression (ANOVA) method demonstrate substantial gains even under conditions when the
assumptions of regression are met, namely when errors are independently and identically
distributed normal. This is a result of the uncorrelatedness of the non-parametric tests for
the main factor and interaction effects. The gains are also a direct result of improvements in
the permutation procedure which enhance its ability to detect significant and small effects
compared to alternate non-parametric procedures. Under conditions where we would expect
parametric methods to perform poorly, namely when the errors do not have well-behaved
distributions and when the design is unbalanced and has factors with multiple (> 2) levels,
the gains from using the permutation method over the traditional parametric approach
increase further.

4.1 Two-way Factorial Designed Experiments
The permutation method I propose applies to any factorial experiment with two factors

of multiple levels. This type of design is also known as a two-way layout. I have already
discussed two examples of factorial designs for a hypothetical ‘get-out-the-vote-experiment’
(See Table 4.1). I will refer to the 2 × 3 design throughout the paper in order to illustrate
the permutation method. Mathematically, the standard linear model for the two-way layout
is written:

yijk = µ+ αi + βj + αβij + εijk


i = 1, 2, . . .

j = 1, 2, . . .

k = 1, . . . , nij

where yijk is the response variable of the kth respondent for the ith level of factor A
and of the jth level of factor B. Factors A and B correspond to the two treatments. Each
factor has two or more levels. The simplest design is one where each factor has two levels
corresponding to the ‘treated’ and ‘control’ conditions, as in the 2 × 2 ‘get out of the vote’
experiment. The term, αi, represents the marginal effect of level i of factor A and βj
represents the marginal effect of level j of factor B. The αβij’s capture the possible interaction
effects between the two main factors. The errors, εijk, have mean zero and come from the
same unknown distribution. Unlike traditional parametric ANOVA methods that stand
on normality assumptions, the non-parametric permutation procedure assumes only that
errors are exchangeable and identically distributed. Less restrictive than independence, the
exchangeability assumption is justified by randomization in the experimental design.

The model is over-parameterized and therefore we assume the standard zero-sum con-
straints for the main effects and their interactions:
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∑
i αi =

∑
j βj =

∑
i αβij =

∑
j αβij = 0

A common question of interest is whether the responses of units differ across treatment
levels within a single factor and whether there are interaction effects. Testing for pairwise
differences between treatment groups using a t-test or non-parametric alternative would
raise multiple comparison issues. In addition, this approach is biased if there are interaction
effects. Analysis of variance is the traditional method for analyzing factorial designed exper-
iments, providing a valid test of differences between multiple treatment groups with possible
interaction effects. In a two-way layout, the main hypotheses of interest in the standard
analysis of variance approach are the following:

• H0A : αi = 0, ∀i,

• H0B : βj = 0, ∀j,

• H0AB : αβi,j = 0, ∀i, j

The first hypothesis states that none of the treatments that comprise the levels of factor
A has an effect on the responses. For example, in the 2 × 3 ‘get out the vote experiment’,
H0A posits that assignment to receive an in-person visit had no effect on an individual’s
decision to vote. Similarly, H0B is the hypothesis that assignment to receive a phone call,
with or without a partisan message, had no effect on turnout. Finally, H0AB states that
there are no interaction effects. We want a permutation procedure that allows us to test
each hypothesis separately against its corresponding alternative hypothesis, independent of
whether the other two hypotheses are true. The alternative hypotheses are H0A : αi 6= 0,
H0B : βj 6= 0, H0AB : αβi,j 6= 0, for some i, j. Other alternative hypotheses are possible,
including one-sided alternatives.

4.2 Permutation Inference for Two Factor ANOVA
All permutation procedures proceed by exchanging observations between treatments in

order to estimate the distribution of the test statistic under the assumption that the null
hypothesis is true. A common test statistic is the difference in the responses between treat-
ments, which provides a valid test of the standard sharp null hypothesis. The sharp null
hypothesis assumes zero treatment effect for every individual. Differences in the responses
across treatment groups arise by chance, because the null hypothesis assumes that the ob-
served data come from the same unknown population distribution. Thus, responses are
exchangeable with respect to treatment groups. This exchangeability condition justifies
the permutation procedure used to estimate the treatment effect. In practice, permutation
procedures are carried out by shuffling responses between treatments repeatedly and, with
each iteration, recalculating the test statistic from the permuted data. The collection of
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test statistics produces an estimate of the distribution of the test statistic under the null
hypothesis of no effect.

The test statistic calculated from the observed data is compared with those generated
from the permutations to estimate a p-value under the assumption of the null hypothesis.
The p-value estimate is just the percent of test statistics at least as extreme as the one
calculated from the observed data. This estimate is exact if all possible values of the test
statistic are calculated from the permuted data given the permutation procedure.1 Keele,
McConnaughy and White (2012) provide a good introduction to permutation inference and
procedures.

In a factorial designed experiment, only certain exchanges between treatments are pos-
sible and the permutation procedure across pairs of treatments must be synchronized. The
synchronization is necessary since responses for different levels of the factor of interest might
have different expected values across levels of the other factor. The permutation procedure
must be able to distinguish between effects linked to factor A and effects linked to factor B
(as well as their interaction) even though all units receive treatment with respect to both
factors. We want a permutation structure that enables us to test each hypothesis indepen-
dently, such that the likelihood of rejecting or accepting one hypothesis does not depend on
whether or not the other two null hypotheses are true. In the ‘get-out-the-vote’ example,
the null hypothesis H0A, states that being assigned to an in-person visit has no effect on
turnout. This assumption implies that observations are exchangeable with respect to fac-
tor A, but does not make any assumption about exchangeability with regards to factor B,
assignment to phone call. This requirement imposes restrictions on how data is exchanged
between treatments.

First I will describe the calculation of the test statistic, followed by a detailed discussion of
the permutation procedure. The constrained permutation procedure is similar to procedures
proposed by Basso et al. (2009), but with changes that increase the power of the test to
correctly reject the null hypothesis when there are significant effects. This method applies
to two-factor experimental designs; however, it could potentially be extended to all regular
factorial experiments.

4.3 Calculation of the Test Statistic
Under the permutation framework, first we calculate partial test statistics for the main

factors. The test statistics are weighted differences in sums between two levels of the factor
of interest at a fixed level for the other factor. The weights adjust for the imbalance in the
design. All pairwise combinations of levels for each factor are compared.

αTis|j =
1

nij

nij∑
k=1

yijk −
1

nsj

nsj∑
k=1

ysjk
βTjh|i =

1

nij

nij∑
k=1

yijk −
1

nih

nih∑
k=1

yihk

1Note that exactness does not necessarily require all possible permutations of the data to be performed.
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Consider the 2×3 ‘get-out-the vote’ experiment. Suppose Sij =
∑nij

k yijk, the sum of the
responses for the ith level of factor A and of the jth level of factor B. Factor A is assignment
to in-person visit and factor B is assignment to phone call (Table 4.2).

Table 4.2: 2× 3 regular unbalanced factorial design

Phone call with
No phone call Phone call partisan message

No in-person visit S11 =
∑n11

k y11k S12 =
∑n12

k y12k S13 =
∑n13

k y13k

In-person visit S21 =
∑n21

k y21k S22 =
∑n22

k y22k S23 =
∑n23

k y23k

As an example, consider the computation of the test statistic for factor B, assignment to
phone call. For each of the

(
3
2

)
= 3 different pairwise combinations of levels for factor B, we

calculate a difference in sums separately for individuals assigned to an in-person visit and
those who were not. This step produces six partial test statistics (See Table 4.3).

The test statistics for factors A and B are then calculated from their partial statistics as
follows:

αTA =
∑
i<s

[∑
j

αTis|j

]2
βTB =

∑
j<h

[∑
i

βTjh|i

]2
Returning to the previous example, to calculate the test statistic for factor B, we sum

the rows of Table 4.3, and then square and sum down the column. I will not demonstrate
the calculation of the test statistics for factor A; the computation is straightforward since
the factor only has two levels. The partial test statistics for factor A are simply the weighted
differences between individuals who were assigned to receive an in-person visit and those who
were not, calculated separately for each level of factor B. The three partial test statistics are
squared and then added together to produce the final test statistic.

Table 4.3: The partial test statistics for factor B, assignment to phone call, are the differences in the
average responses over all pairs of levels for factor B, calculated separately for each level of factor A.

No in-person visit In-person visit

αT12|1 = 1
n21
S21 − 1

n11
S11

αT12|2 = 1
n22
S22 − 1

n12
S12

αT13|1 = 1
n31
S31 − 1

n11
S11

αT13|2 = 1
n32
S32 − 1

n12
S12

αT23|1 = 1
n31
S31 − 1

n21
S21

αT23|2 = 1
n32
S32 − 1

n22
S22
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We also use the partial statistics of the two factors to derive the test static for the
interaction effect as follows:

αTAB =
∑
i<s

∑
j<h

[
αTis|j − αTis|h

]2
βTAB =

∑
j<h

∑
i<s

[
βTjh|i − βTjh|s

]2
TAB = αTAB + βTAB

αTAB and βTAB are equivalent terms, even though the former was obtained by exchanging
units between levels of factor A and the latter was obtained through permutations of units
within factor B. Considered Individually or added together they provide an exact test for
the interaction effects. In practice, it is helpful to compute both to confirm that there are
no errors in your code.

I will now discuss the permutation procedure to estimate the distributions of the test
statistics under the null hypotheses.

4.4 Method of Permutation
Data is permuted across all pairs of treatment levels for the factor of interest within

each level of the other factor. When conducting the permutation, we must choose both the
number of exchanges and the units to be exchanged between treatment pairs. The units
are the experimental subjects. Data is permuted across treatments to estimate an empirical
distribution of the test statistic for a given factor assuming the relevant null hypothesis is
true. The permutation occurs only between levels for the factor of interest, and does not
occur across levels of the other factor. Returning to the 2× 3 ‘get-out-the-vote’ experiment,
to calculate the test statistic for factor A, assignment to in-person visit, data is permuted
between levels of factor A, but never between levels for factor B, assignment to phone call.
We use an asterisk to distinguish permuted data from the observed data. Following this
notation, the partial test statistics computed from the permuted data are:

αT ∗is|j =
1

nij

nij∑
k

y∗ijk −
1

nsj

nsj∑
k

y∗sjk
βT ∗jh|i =

1

nij

nij∑
k

y∗ijk −
1

nih

nih∑
k

y∗ihk

I propose a method of synchronized permutations that ensures that the test statistics for
the two main factors and the interaction effect are uncorrelated and consistent even when
the number of observations per cell differs at random, producing an unbalanced design. The
proofs are provided in the following section. My method for the synchronized permutation
procedure is similar to one proposed by Basso et al. (2009), but with changes to increase
the power of the three tests and reduce the computational complexity for relatively large
experiments.

The critical steps to the procedure are in selecting the number of exchanges made in each
permutation of the data and in choosing which units to exchange between treatment pairs.
Let νis|j denote the number of units to be exchanged between level i and s of factor A within
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level j of factor B. Similarly, let ηjh|i denote the number of units to be exchanged between
level j and h of factor B within level i of factor A.

The process is illustrated with a 2 × 3 factorial design similar to the ‘get-out-the-vote’
example, but where there are four observations per treatment group.
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1. Randomly permute observations between all pairwise combinations of levels of factor A
at each level of factor B. In practice, the vector of treatment assignments for each pair
is sampled without replacement giving each possible permutation equal probability.

B1 B2 B3

ν12|1 = 2 ν12|2 = 1 ν12|3 = 2

A1


y112

y112

y113

y114




y121

y122

y123

y124



y131

y132

y133

y134


→

A2


y211

y212

y213

y214



y221

y222

y223

y224



y231

y232

y233

y234



B1 B2 B3

A1


y211

y112

y212

y114




y121

y224

y123

y124



y131

y132

y231

y234



A2


y112

y113

y213

y214



y221

y222

y223

y122



y133

y232

y233

y134


2. Calculate the test statistics αT ∗A and αT ∗AB from the permuted dataset, based on the

following three differences in means (the asterisk indicates that the data has been
permuted):

αT ∗12|1 =
1

n11

n11∑
k=1

y∗11k −
1

n21

n21∑
k=1

y∗21k

αT ∗12|2 =
1

n12

n12∑
k=1

y∗12k −
1

n22

n22∑
k=1

y∗22k

αT ∗12|3 =
1

n13

n13∑
k=1

y∗13k −
1

n23

n23∑
k=1

y∗23k

αT ∗A = (αT ∗12|1 + αT ∗12|2 + αT ∗12|3)
2

αT ∗AB = (αT ∗12|1 − αT ∗12|2)
2 + (αT ∗12|1 − αT ∗12|3)

2 + (αT ∗12|2 − αT ∗12|3)
2
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3. Randomly permute observations between all pairwise combinations of levels of factor B
at each level of factor A. In practice, the vector of treatment assignments for each pair
is sampled without replacement giving each possible permutation equal probability.

A1 A2

η12|1 = 2 η12|2 = 3

B1


y111

y112

y113

y114



y211

y212

y213

y214


→

B2


y121

y122

y123

y124



y221

y222

y223

y224



A1 A2

B1


y111

y122

y121

y114



y222

y221

y223

y214



B2


y113

y112

y123

y124



y212

y211

y213

y224


η13|1 = 2 η13|2 = 2

B1


y111

y112

y113

y114



y211

y212

y213

y214


→

B3


y131

y132

y133

y134



y231

y232

y233

y234



B1


y111

y134

y132

y114



y211

y231

y213

y234



B3


y131

y113

y133

y112



y212

y232

y233

y214


η23|1 = 3 η23|2 = 1

B2


y121

y122

y123

y124



y221

y222

y223

y224


→

B3


y131

y132

y133

y134



y231

y232

y233

y234



B2


y131

y132

y134

y124



y221

y222

y231

y224



B3


y121

y122

y133

y123



y223

y232

y233

y234
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4. Calculate the test statistics βTA and βTAB from the permuted dataset.

βT ∗12|1 =
1

n11

n11∑
k=1

y∗11k −
1

n12

n12∑
k=1

y∗12k
βT ∗12|2 =

1

n21

n21∑
k=1

y∗21k −
1

n22

n22∑
k=1

y∗22k

βT ∗13|1 =
1

n11

n11∑
k=1

y∗11k −
1

n31

n31∑
k=1

y∗31k
βT ∗13|2 =

1

n12

n12∑
k=1

y∗12k −
1

n32

n32∑
k=1

y∗32k

βT ∗23|1 =
1

n21

n21∑
k=1

y∗21k −
1

n31

n31∑
k=1

y∗31k
βT ∗23|2 =

1

n22

n22∑
k=1

y∗22k −
1

n32

n32∑
k=1

y∗32k

βT ∗B = (βT ∗12|1 + βT ∗12|2)
2 + (βT ∗13|1 + βT ∗13|2)

2 + (βT ∗23|1 + βT ∗23|2)
2

βT ∗AB = (βT ∗12|1 − βT ∗12|2)
2 + (βT ∗13|1 − βT ∗13|2)

2 + (βT ∗23|1 − βT ∗23|2)
2

5. Repeat these steps over many iterations (> 1000)

6. Collect and sort the test statistics calculated from the permuted data sets to estimate
distributions of αTA, βTB and TAB under the set of null hypotheses.

7. Estimate the p-value from the fraction of test statistics greater than the test statistic
calculated from original data:

Pr{T ∗ ≥ T 0|X/X) =
#T ∗ ≥ T 0

#T ∗

The procedure respects the exchangeability restrictions imposed by the dependencies of
the data under the set of null hypotheses and provides consistent estimates of the interme-
diate test statistics.2 The data is first permuted within each cell, generating a permuted
data set y∗, and then two sets of exchanges are made: one to calculate the test statistic for
factor A and the other to calculate the test statistic for factor B. The test statistic for the
interaction effect is derived from partial test statistics for the main factors.

The imbalance in the design restricts the number of possible exchanges to the smallest
of the two paired cells, such that νis|j ∈ {0, · · · , nis|j} where nis|j ≡ min{nij, nsj} and
ηjh|i ∈ {0, · · · , njh|i} where njh|i ≡ min{nij, nih}. In a I × J design, the total number of
νis|j’s are

(
I
2

)
× J and the total number of ηjh|i’s are

(
J
2

)
× I . Allowing the number of

exchanges to vary across all paired cells increases the power of the test and represents the
main difference between this permutation method and the one proposed by Basso et al.
(2009). Their method holds the number of exchanges constant for each iteration of the
permutation procedure, guaranteeing that the test statistics for factor A and B only depend

2For 2× 2 factorial experiments, estimates are unbiased. In the more general case, I demonstrate uncor-
relatedness among the test statistics and consistency.
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on αi and βj respectively (i.e. ν = νis|j = ηjh|i = η ∀i, s, j, h). However, restricting the
number of exchanges significantly reduces power of the test, particularly in cases when the
design is unbalanced. Both permutation procedures generate test statistics for the main
factor and interaction effects that are consistent and mutually uncorrelated.

The number of exchanges between each paired cell, νis|j, has a hypergeometric distribution
with parameters that depend on nij and nsj conditional on the number of observations per
cell.3 This distribution of νis|j guarantees that all possible values of the test statistic for
factor A are equally likely, providing a uniform distribution of the test statistic under the null
hypotheses. If νis|j were chosen uniformly at random, values of the test statistic associated
with very small and large values of ν would occur more frequently than those for mid ranges
of ν, producing a biased permutation distribution. Instead, we want to choose ν such that
the probability of any value of the test statistic calculated from the permuted data is equally
likely.

Consider the exchange of observations between A1 and A2 within B1.4 There are n11

and n21 observations in each cell and thus there are n11 + n21 choose min{n11, n21} number
of possible permutations of data across the two cells. The distribution of ν12|1 is chosen so
that each one of these possible permutations is equally likely. In order to determine the
appropriate distribution, one can think of the distribution of ν12|1 in terms of a matching
problem. Suppose we have n11 white balls in a white box and n21 black balls in a black box.
We throw all the balls into a single bin and mix them together. Then we draw n11 balls
from the bin and place them in the black box. The remaining n21 balls are placed in the
white box. ν12|1 is the number of mismatches or “failures" in each box (i.e. the number of
white balls in the black box and visa versa). Thus, νis|j and ηjh|i are both independently
distributed hypergeometric for all i, s, j, h conditional on the number of observations across
cells.

Given that each pair of cells has
(nij + nsj

nis|j

)
possible permutations, the total number of

possible values of αT ∗A is:∏
j

∏
i<s

(
nij + nsj
nis|j

)
which simplifies under a balanced design to

(
2n

n

)J×I(I−1) 1
2

. The total number of possi-

ble exchanges determines the minimum significance levels: greater cardinality increases the
power of the test. In contrast, the cardinality of the most powerful permutation procedure

proposed by Basso et al. (2009) is
n∑
ν=0

(
n

v

)J×I(I−1)
. To put this difference into perspective, if

the number of observations per cell is 5 and the design is 2× 2, the total number of possible
3 ηjh|i also has a conditional hypergeometric distribution with parameters that depend on nij and nih.
4Both αT ∗A, and

βT ∗B are sums of the differences between cells. For example, in a 2 × 3 design, the test
statistic for factor A is the sum of three differences in means: the difference in levels 1 and 2 of factor A for
levels 1, 2 and 3 of factor B (see item two describing the permutation procedure).
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permutations under my method is 63504 compared to 21252 for their method. The difference
grows significantly as n increases.

In addition, the computation of the distribution of the number of exchanges under their
procedure is not straightforward, since its distribution does not follow a standard distribution
such as the hypergeometric. As n, I and J increase, the cardinality rapidly grows making it
difficult to calculate the distribution of the directly. Furthermore, the range of the number
of exchanges is limited to the smallest cell size in the experiment, whereas the range of
exchanges under my procedure is only limited to the smallest of each paired cell. This
flexibility allows my procedure to better accommodate imbalance in the design.

The next three sections prove the uncorrelatedness, unbiasedness and consistency of the
test statistics associated with the non-parametic permutation method. The proofs assume
imbalance in the design, i.e. differing numbers of observations per cell. Specifically, they
assume that the imbalance in the design is random. Random differences in the number
of observations per cell often arise in political science experiments. Two common reasons
are random attrition (departure is independent of treatment assignment) and the use of
a randomization procedure, which assigns treatments with equal probability but without
restrictions to ensure balance, such as a simple “roll of the dice" procedure. The proofs
do not apply to conditions where imbalance is non-random, which often arises because of
non-random attrition (departure is correlated with treatment assignment) and in hierarchical
designs. In the latter case, hierarchical designs deviate from the standard factorial design and
therefore cannot be analyzed as such (Gelman et al. 2005). Non-random attrition introduces
selection bias, which invalidates the assumption of independence of treatment assignment
and thus raises more serious issues than simple imbalance.

4.5 Uncorrelatedness
One of the benefits of the proposed method is that the test statistics for the main factors

and interaction effects are uncorrelated, unlike the regression/ANOVA parametric alterna-
tives. This result is a consequence of the constrained permutation method, where observa-
tions are exchanged between treatment levels of the factor of interest, but within the same
level of the other factor. I will prove that αT ∗A and αT ∗AB are uncorrelated for the simple
2 × 2 design and then provide evidence that uncorrelatedness extends to more complicated
designs through simulation exercises.

The covariance of αT ∗A and αT ∗AB is:

Cov(αT ∗A,
αT ∗AB) = E(αT ∗A

αT ∗AB)− E(αT ∗A)E(αT ∗AB)

where αT ∗A = (αT ∗12|1 + αT ∗12|2)
2 and αT ∗AB = (αT ∗12|1 − αT ∗12|2)

2. The squares do not affect
the calculation of the covariance in the 2 × 2 case and can be dropped. Substituting these
values into the covariance formula, we have:
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Cov(αT ∗A,
αT ∗AB) = E[(αT ∗12|1+αT ∗12|2)(

αT ∗12|1−αT ∗12|2)]−E(αT ∗12|1+αT ∗12|2)E(αT ∗12|1−αT ∗12|2)

= E[(αT ∗12|1)
2]− E[(αT ∗12|2)

2]− [E(αT ∗12|1)]
2 − [E(αT ∗12|2)]

2 = V (αT ∗12|1)− V (αT ∗12|2)

The vector n = (n11, n21, n12, n22) represents the number of observations in each cell.
It is a random variable with a multinomial distribution with parameters N =

∑
i

∑
j nij,

p = pij = 1
I×J ∀i, j and E(nij) = Np ∀i, j. Its distribution follows from the assumption

that the imbalance in the design is generated through random chance, with each observation
having an equal probability of being assigned to any of the I × J treatment combinations.
Starting with the first term, we can assess the overall variance through a decomposition of
the variance that conditions on n as follows:

V (αT ∗12|1) = Vn[E(αT ∗12|1|n)] + En[V (αT ∗12|1|n)]

The partial test statistics are differences in sums of the independent random variables
y∗ijk, which have mean (αi + βj + αβij) and variance σ2. By assumption, the y∗ijk’s are a
function of the fixed components αi, βj and αβij and a random component εijk, which has
mean zero and variance σ2. Thus, we have:

Vn[E(αT ∗12|1|n)] = Vn

[
E

((
1− ν1

(
1
n11

+ 1
n21

))
(α1 − α2 + αβ11 − αβ21)|n

)]
Note that νis|j is a random variable that depends on n and has a conditional distribution

that is hypergeometric with E[νis|j|n] =
nijnsj

nij+nsj
and V [νis|j|n] =

(
nijnsj

nij+nsj

)2
1

nij+nsj−1 . Sim-

plifying further, we have:

Vn[E(αT ∗12|1|n)] = Vn

[
E

(
α1 − α2 + αβ11 − αβ21|n

)]
= 0

Solving for the second term of the decomposition we find:

En[V (αT ∗12|1|n)] = En[V (
1

n11

2∑
j=1

y∗11 −
1

n21

2∑
j=1

y∗21|n)]

En[V (αT ∗12|1|n)] = En

[( 1

n11

)2
n11σ

2 +
( 1

n21

)2
n21σ

2

]
= En

[( 1

n11

+
1

n21

)
σ2

]
=

2

Np
σ2

Similarly Vn[E(αT ∗12|2|n)] = 0 and En[V (αT ∗12|2|n)] =
2

Np
σ2 and thus Cov(αT ∗A,

αT ∗AB) =

V (αT ∗12|1)− V (αT ∗12|2) = 0. We conclude that αT ∗A and αT ∗AB are uncorrelated, which implies
αT ∗A,

βT ∗B, and T ∗AB are uncorrelated.
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4.6 Unbiasedness
I will prove unbiasedness in the 2× 2 case. Recall the partial test statistic:

αT ∗is|j =
1

nij

nij∑
k

y∗ijk −
1

nsj

nsj∑
k

y∗sjk

Consider the test statistic:

αT ∗A =
2∑
j=1

αT ∗is|j

Suppose we want to test the hypothesis H0A : α1 − α2 = 0 against the one-sided al-
ternative that H1A : α1 − α2 > 0. I refer to these hypotheses as y(0) and y(α) respec-
tively. The test statistic is unbiased if the probability that the test statistic under the
alternate hypothesis lies in the rejection region is greater than or equal to α, the prob-
ability that the test statistic under the null hypothesis lies within the rejection region.
PrH1 [T ∈ Rα(Y )] ≥ α = PH0 [T ∈ Rα(Y )].

If the alternative hypothesis, H1A, is true, the test statistic calculated from the permuted
data set can be written:

αT ∗A =

(
1− ν12|1

(
1

n11

+
1

n21

))(
α1−α2 +αβ11−αβ21

)
+

(
1− ν12|2

(
1

n12

+
1

n22

))(
α1−

α2 + αβ12 − αβ22
)

+
1

n11

n11∑
k=1

ε∗11k −
1

n21

n21∑
k=1

ε∗21k +
1

n12

n12∑
k=1

ε∗12k −
1

n22

n22∑
k=1

ε∗22k

Since there are only two levels of factor A (I = 2), we can simplify the notation for ν12|1
and ν12|2 to ν1 and ν2 respectively. Both β1 and β2 drop from the equation as a result of
the constrained permutation procedure and the remaining test statistic depends only on the
effects for factor A and the interaction terms, as well as ε∗11, ε∗12, ε∗21 and ε∗22, the random
sampling errors of the permuted data set.

Define ε̄∗is|j =
1

nij

nij∑
k=1

ε∗ijk −
1

nsj

nsj∑
k=1

ε∗sjk and the equation further simplifies to:

αT ∗A =
(
2− ν1(

1

n11

+
1

n21

)− ν2(
1

n12

+
1

n22

)
)(
α1 − α2

)
−
(
ν1(

1

n11

+
1

n21

))
(
αβ11 − αβ21

)
−

(
ν2(

1

n12

+
1

n22

)
)(
αβ12 − αβ22

)
+

2∑
j=1

ε̄∗12|j

αT ∗A = 2
(
α1−α2

)
−

2∑
j=1

νj(
1

n1j

+
1

n2j

)
(
α1−α2

)
−

2∑
j=2

νj(
1

n1j

+
1

n2j

)
(
αβ1j−αβ2j)+

2∑
j=1

ε̄∗12|j
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because the zero sum constraints restrict
∑2

j=1(αβ1j −αβ2j) = 0. It follows that the test
statistic calculated from the non-permuted data where νj = 0 is:

αTA = 2
(
α1 − α2

)
+

2∑
j=1

ε̄12|j

The observed test statistic is compared to the distribution of test statistics generated
from multiple permutations of the data in order to produce a p-value. Assuming the alter-
nate hypothesis is true, then the p-value for factor A is written as:

Pr[αT ∗A ≥ αTA|y(α)] = Pr

[ 2∑
j=1

ε̄∗12|j ≥
2∑
j=1

νj(
1

n1j

+
1

n2j

)
(
α1 − α2

)
+

2∑
j=2

νj(
1

n1j

+

1

n2j

)
(
αβ1j − αβ2j) +

2∑
j=1

ε̄12|j

]
If H0A is true and α1 − α2 = 0, the p-value simplifies to:

Pr[αT ∗A ≥ αTA|y(0)] = Pr

[ 2∑
j=1

ε̄∗12|j ≥
2∑
j=2

νj(
1

n1j

+
1

n2j

)
(
αβ1j − αβ2j) +

2∑
j=1

ε̄12|j

]
Given that Pr(νj = 0) < 1 and α1−α2 > 0 under the alternate hypothesis, we conclude:

Pr[αT ∗A ≥ αTA|y(α)] ≤ Pr[αT ∗A ≥ αTA|y(0)]

Therefore, the p-values under H1A are no greater than the p-values under H0A, and the
test statistic will correctly reject the null hypothesis at the confidence level set by α. A
similar proof can be constructed to prove unbiasedness of βT ∗B and the proof for T ∗AB follows,
because it depends on the partial test statistics for factors A and B.

4.7 Consistency
It is now straightforward to prove consistency for αT ∗A. I show consistency for the 2× J

case, and the same logic can be extended to show consistency for all I × J designs. A test
statistic T is consistent if lim

N→∞
Pr[T (y) ∈ Rα(T )] = 1. From the proof of unbiasedness,

Pr[αT ∗is|j ≥ αTis|j|y(α)] is:

Pr

[ 2∑
j=1

ε̄∗12|j ≥
2∑
j=1

νj(
1

n1j

+
1

n2j

)
(
α1 − α2

)
+

2∑
j=2

νj(
1

n1j

+
1

n2j

)
(
αβ1j − αβ2j) +

2∑
j=1

ε̄12|j

]
Again, simplify the notation for νis|j to νj since I = 2. By assumption, E(εij) = 0 and
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V (εij) = σ2 <∞. The expectation of the permuted error terms is:

E

[
1

N

2∑
j=1

ε̄∗12|j

]
= En

[
E

[
1

N

2∑
j=1

ε̄∗12|j|n
]]

= 0

Note that V (ε̄12|j) = V (ε̄∗ij−ε̄∗ij) = V (ε̄∗ij+ε̄
∗
ij) and thus V (

2∑
j=1

ε̄∗12|j) = V (
1

N

2∑
i

2∑
j

nij∑
k=1

ε∗ijk)

or more simply stated V (ε̄12|j) = V (
1

N

N∑
k=1

εk). As N approaches infinity, this variance be-

comes zero:

lim
N→∞

V

[
1

N

N∑
k=1

εk

]
= 0

Now I show:

lim
N→∞

Pr[
2∑
j=1

νj(
1

n1j

+
1

n2j

)
(
α1 − α2

)
+

2∑
j=2

νj(
1

n1j

+
1

n2j

)
(
αβ1j − αβ2j) > 0] = 1

The law of iterative expectations can be used to show that the expectation of sum is
positive by first taking the expectation conditional on n as follows:

En

[
E

[ 2∑
j=1

νj(
1

n1j

+
1

n2j

)
(
α1 − α2

)
+

2∑
j=2

νj(
1

n1j

+
1

n2j

)
(
αβ1j − αβ2j

)
|n
]]

Now the expectation over all values of n is:

= E

[ 2∑
j=1

n1jn2j

n1j + n2j

n1j + n2j

n1jn2j

(
α1−α2

)
+

2∑
j=2

n1jn2j

n1j + n2j

n1j + n2j

n1jn2j

(
αβ1j−αβ2j

)]
= En[2(α1−

α2)]

= 2(α1 − α2)

Thus, the expectation is positive given α1 − α2 > 0 under the alternate hypothesis. As
N → ∞, the variance approaches zero. This is shown through the decomposition of the
variance as follows:

V

[ 2∑
j=1

νj(
1

n1j

+
1

n2j

)
(
α1 − α2

)
+

2∑
j=2

νj(
1

n1j

+
1

n2j

)
(
αβ1j − αβ2j)

]

= Vn

[
E

[ 2∑
j=1

νj(
1

n1j

+
1

n2j

)
(
α1−α2

)
+

2∑
j=2

νj(
1

n1j

+
1

n2j

)
(
αβ1j−αβ2j)|n

]]
+En

[
V

[ 2∑
j=1

νj(
1

n1j

+
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1

n2j

)
(
α1 − α2

)
+

2∑
j=2

νj(
1

n1j

+
1

n2j

)
(
αβ1j − αβ2j)|n

]]

= Vn

[
2(α1 − α2)

]
+ En

[ 2∑
j=1

(
n1jn2j

n1j + n2j

)2
1

nij + nsj − 1

(
n1j + n2j

n1jn2j

)2(
α1 − α2

)2
+

2∑
j=2

(
n1jn2j

n1j + n2j

)2
1

n1j + n2j − 1

(
n1j + n2j

n1jn2j

)2(
αβ1j − αβ2j

)2]

=
2(α1 − α2)

2

2Np− 1
+

1

2Np− 1

2∑
j=1

(αβ1j − αβ2j)2

and in the limit:

lim
N→∞

{
2(α1 − α2)

2

2Np− 1
+

1

2Np− 1

2∑
j=1

(αβ1j − αβ2j)2
}

= 0

Thus, I have proven that lim
N→∞

Pr[
2∑
j=1

νj(
1

n1j

+
1

n2j

)
(
α1−α2

)
+

2∑
j=2

νj(
1

n1j

+
1

n2j

)
(
αβ1j −

αβ2j) > 0] = 1 since the expectation of the sum is constant and positive and its variance
goes to zero in the limit. As a result, lim

N→∞
Pr[αT ∗A ≥ αTA|y(α)] = 0. This follows from the

fact that the yijk are independent and identically distributed random variables that are not
correlated with either νj or n. Thus, as the number of observations increases, the p-value
tends to zero when the alternate hypothesis is true. Thus, lim

N→∞
Pr[T (y) ∈ Rα(T )] = 1 and

the test statistic is consistent. The sum of consistent tests is also consistent and thus αT ∗A
is consistent. The proof of the consistency of βT ∗B uses similar logic, and the consistency of
T ∗AB follows from the proofs of the two main factors.

4.8 Simulations
I conducted a series of simulations to compare the performance of the non-parametric

permutation method against parametric ANOVA methods derived from regression estimates
(see appendix for discussion of the link between ANOVA and regression). Each simulation
consisted of 1000 runs, with 1000 permutations of the data conducted for each run. The
examples include both 2 × 2 and 2 × 3 designs across a range of sample and effect sizes.
Errors were sampled independently from four distributions: normal, exponential, and a
normal mixture model. The distributions were standardized to have mean zero and variance
σ2 = 1.

Simulations were run for both balanced and unbalanced designs. Imbalance in the design
was generated through the use of a simple randomization procedure. The total number of
observations was fixed at N = I × J × n where n is the average number of replications per
treatment group. For example, for a 2 × 2 design with I = J = 2 and n = 5 the total
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number of observations is N = 20. At the start of each run, units are assigned to treatment
groups sequentially whereby each unit is assigned at random independently of the other
units. Even though units have an equal probability of being assigned to any given treatment
group, some treatment groups end up with greater or fewer numbers of observations by
chance.5 On average, the experiments in the simulations have unbalanced designs, although
there are a few instances where the designs have equal numbers of observations per cell
by chance. Similar randomization procedures are a common source of imbalance in social
science experiments, where researchers have less control over experimental design and are
forced to rely on more rudimentary randomization procedures to make assignments.

For all the simulations the effect sizes are proportional to the standard deviation of the
error (i.e., kσ = k) and are set to satisfy the zero-sum constraints:∑

i αi =
∑

j βj =
∑

i αβij =
∑

j αβij = 0

There are four basic models tested:6

1. The design is 2× 3 under a model where H0A, and H0B and H0AB are false. The effects
are α = (k,−k), β = (−k, 0, k), and αβ = (k, 0,−k,−k, 0, k)

2. The design is 2× 3 under a model where H0A is true, and H0B and H0AB are false.
The effects are α = (0, 0), β = (−k, 0, k), and αβ = (k, 0,−k,−k, 0, k)

3. The design is 2× 2 under a model where H0A, and H0B and H0AB are false. The effects
are α = (k,−k), β = (−k, k), and αβ = (k,−k,−k, k)

4. The design is 2× 2 under a model where H0A is true, and H0B and H0AB are false.
The effects are α = (0, 0), β = (−k, k), and αβ = (k,−k,−k, k)

Simulations were run for k ∈ {.2, .4, .6, .8}, i.e., for k equal to .2 times the standard
deviation of the error, .4 times the standard deviation of the error, etc. Increasing the scalar
k increases the effect size.

This configuration of models was designed to assess the behavior of the testing procedures
under a full range of cases, some more extreme than others. It may be counterintuitive to
imagine a model with interaction effects but where the effects of a main factor are zero as
is the case in models (2) and (5). Recall that H0A is an assumption about the marginal
effect of factor A and not the overall effect. Factor A does have an effect on the responses,
but this effect is entirely mediated through factor B. To make this clear, consider the 2× 2

5Designs were restricted to at least one observation per treatment group
6I also performed simulations for two other models: 1) The design is 2× 3 under a model where H0A

and H0B are false, and H0AB is true. The effects are α = (k,−k), β = (−k, 0, k), and αβ = (0, 0, 0, 0, 0, 0).
2)The design is 2× 2 under a model where H0A and H0B are false, and H0AB is true. The effects are
α = (k,−k), β = (−k, k), and αβ = (0, 0, 0, 0). There were no significant differences in performance
between the non-parametric and parametric methods. In the interest of space, I do not include them in the
paper.
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‘get out the vote’ experiment. Suppose, in the true model, η = 0, α = (0, 0), β = (−.5, .5),
α1β = (.5,−.5) and α2β = (−.5, .5). The errors are independently and identically distributed
according to some unknown distribution with expectation zero (See Table 4.4).

Table 4.4: The true model for a hypothetical 2× 2 ‘get-out-the-vote’ experiment

No phone call Phone call

No in-person visit y11k = 0− .5 + .5 + ε11k y12k = 0 + .5− .5 + ε12k

In-person visit y21k = 0− .5− .5 + ε21k y22k = 0 + .5 + .5 + ε22k

What circumstances in the real world could give rise to such a model? Suppose individuals
become engaged in the election after speaking with a volunteer in person. They have a
candidate whom they support, but are unsure if he will win the election. If these individuals
then receive a phone call from the candidate’s campaign, they are reassured that their
candidate is strong and has financial resources and support from the community. Believing
that the candidate has a real chance of winning, they are more likely to turn out for the
election. If on the other hand, these individuals do not receive a call from the campaign,
they may take this omission as a sign that their candidate is weak. These individuals believe
their cause is lost and are less likely to turn out to vote than they would have been had
they not received the initial home visit. Results from experiments on voter turnout show
that this model does not describe how registered voters generally behave in elections, but
the example provides some intuition about behavior that could in principle occur and helps
to motivate the models used in the simulation exercises.

I discuss only a selection of results from the simulation study here and include a fuller
range of the results in the Appendix. In particular, I focus on examples where the distribu-
tion of the errors is normal, since this condition represents the best case scenario for linear
regression based ANOVA estimates. In general, non-parametric methods are preferred to
parametric methods because they do not assume a particular, parametric distribution such
as a normal distribution. The data need only to be identically and independently distributed
according to some unknown distribution. It is well known that linear regression estimates
are optimal among all linear unbiased estimators when the normality and independence as-
sumptions are met. However, problems arise when using regression estimates in ANOVA to
construct F-tests. The parametric tests for main factor and interaction effects are positively
correlated and thus are sensitive to interaction effects (Pesarin and Salmaso 2010). In ad-
dition, the standard adjustments to parametric ANOVA for unbalanced designs make new
assumptions on the data, which worsen their ability to differentiate between main factor and
interaction effects (Langsrud 2003).

Figures D.1- D.4 display the results of the simulations comparing the permutation pro-
cedure to regression for balanced designs with normal distribution of the errors. The graphs
compare the power of the two methods to correctly reject (or accept) the null hypothesis
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when it is false (or true) over a range of effect sizes from .2σ to .8σ. The number of obser-
vations per cell ranges from 5 to 10. The y-axis plots the percentage of p-values that fall
below the .05 significance level and thus measures the percentage of simulations in which one
would reject the null hypothesis at the standard 95% confidence level. In general, there is
no significant difference in power between the non-parametric and parametric methods even
though the errors are normally distributed. In fact, the non-parametric method outperforms
regression for designs with greater than three levels when there are interaction effects. Re-
gression tests are less effective at correctly rejecting the null hypothesis for interaction effects
when effect sizes are small relative to error variance. Remarkably, this remains true as the
number of observations increases.

Figures D.5- D.8 display similar simulations, but in this case the design is unbalanced
(i.e. the number of observations per cell varies). This is a similar pattern of results as com-
pared to the balanced designs, however the ability of regression to differentiate between main
factor and interaction effects worsens. The non-parametric method performs equally well to
regression and in some circumstances outperforms regression. Again, when the design has
more than three levels for one treatment factor, regression does a poorer job at detecting
relatively small interaction effects. In addition, regression incorrectly rejects the null hy-
pothesis when it is true when there are interaction effects. Again, both problems remain as
the number of observations grows. Under models (2) and (4) when the marginal effect of a
treatment is zero, but the interaction effect is positive, regression appears less able to parse
out interaction effects from the marginal effect of the main factor. This model represents an
extreme example of heterogeneous treatment effects, where the effect of one factor depends
only on the other main factor.

The identification of interaction effects is a critical goal of ANOVA. The results of ANOVA
are used to guide subsequent estimation of treatment effects and confidence intervals. If the
analyst assumes there are no interaction effects when they exist will bias estimates of the
main effects. The simulations suggest that traditional parametric ANOVA methods may
be deficient in identifying interaction effects, as well as differentiating them from estimates
of marginal main effects. This problem worsens in experiments with unbalanced designs
where the number of levels for a main factor is greater than two. The permutation tests
were better at distinguishing the marginal effect of factor B from effects associated with its
interaction with factor A. In other cases, the non-parametric method performed similarly to
the parametric method in terms of power.

These simulations compare the non-parametric permutation method to regression-based
ANOVA tests when the errors are normally distributed. In the Appendix, I include the
results from models where the errors are generated from exponential and normal mixture
models. The results are comparable. Theoretically, regression should preform worse when
the errors do not have normal distributions and the size of the experiment is small (fewer
than 10 observations per cell). That regression performs no worse than under the normal
model may reflect the fact that the errors in the simulations are generated from standard
well-behaved distributions, but this requires additional research. In a few cases, regression
outperforms the non-parametric method when the number of observations is 5, but these
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may be random outcomes. It is well known that p-values derived from theoretical probability
distributions may not hold, especially in small samples (Bowers and Panagopoulos 2009).

By comparison, with permutation tests the minimum achievable p-value is solely a func-
tion of the number of observations and the permutation procedure. Permutation methods
can often produce exact p-values in small samples because it is possible to carry out all
permutations of the data. This difference between the two tests is reflected in their dis-
tributions of p-values near zero. The parametric tests report extremely low p-values at a
frequency unobtainable by the permutation tests, whose p-values are limited by the size of
the data. The advantage of parametric procedures is that they overcome issues related to
data sparsity and can generate estimates even when some treatment groups have relatively
few observations. But their ability to make inferences depends on normality assumptions
that may not be justified in small samples. By design, the power of permutation tests is
limited by the size of the sample and cannot test hypotheses in the absence of data. In
addition, permutation tests depend on the design of the permutation procedure.

The fact that inferences can be made in most cases, even with small sample sizes, is
an advantage of my permutation procedure over previous methods. Basso et al. (2009) fix
the number of exchanges across all cells for each iteration of the permutation procedure,
whereas under my method allows the number of exchanges to vary between each paired
exchange between cells. Basso et al.’s approach allows them to construct test statistics for
the main factors and interaction effects that rely soley on the parameter of interest (i.e., αT ∗A
is a function of only αi and not βj nor αβij). However, fixing the number of exchanges to
be common across cells comes at a great cost, particularly when the design is unbalanced.
In simulations where the average cell size was ten, the minimum cell size was invariably less
than ten and no greater than 5 in 30 percent of the cases for a 2×3 design. For instance, if the
smallest cell contains 5 observations, the number of exchanges could only vary between 0 and
5 in their method, whereas in my method the maximum number of exchanges is only limited
to five in exchanges that involve the smallest cell. This change, enabling greater use of the
data, enhances the power of the permutation method while maintaining the uncorrelatedness
and consistency of the tests.
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Figure 4.1: The simulations employ a balanced 2× 3 design under the model where H0A, and H0B and H0AB are false and the errors are
distributed standard normal. Effect sizes are scaled to between .2σ and .8σ, while the number of observations per cell ranges from 5 to
30. The red dotted line displays the results from the non-parametric method, while the blue dotted line displays the ANOVA estimates from
regression
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Figure 4.2: The simulations employ a balanced 2× 3 design under the model where H0A is true, and H0B and H0AB are false and the
errors are distributed standard normal. Effect sizes are scaled to between .2σ and .8σ, while the number of observations per cell ranges
from 5 to 30. The red dotted line displays the results from the non-parametric method, while the blue dotted line displays the ANOVA
estimates from regression
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Figure 4.3: The simulations employ a balanced 2× 2 design under the model where H0A, and H0B and H0AB are false and the errors are
distributed standard normal. Effect sizes are scaled to between .2σ and .8σ, while the number of observations per cell ranges from 5 to
30. The red dotted line displays the results from the non-parametric method, while the blue dotted line displays the ANOVA estimates from
regression
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Figure 4.4: The simulations employ a balanced 2× 3 design under the model where H0A is true, and H0B and H0AB are false and the
errors are distributed standard normal. Effect sizes are scaled to between .2σ and .8σ, while the number of observations per cell ranges
from 5 to 30. The red dotted line displays the results from the non-parametric method, while the blue dotted line displays the ANOVA
estimates from regression
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Figure 4.5: The simulations employ an unbalanced 2× 3 design under the model where H0A, and H0B and H0AB are false and the errors
are distributed standard normal. Effect sizes are scaled to between .2σ and .8σ, while the number of total observations varies from 60, 120,
and 180 with approximately 10, 20 and 30 observations per cell. The red dotted line displays the results from the non-parametric method,
while the blue dotted line displays the ANOVA estimates from regression
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Figure 4.6: The simulations employ an unbalanced 2× 3 design under the model where H0A is true, and H0B and H0AB are false and the
errors are distributed standard normal. Effect sizes are scaled to between .2σ and .8σ, while the number of total observations varies from
60, 120, and 180 with approximately 10, 20 and 30 observations per cell. The red dotted line displays the results from the non-parametric
method, while the blue dotted line displays the ANOVA estimates from regression
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Figure 4.7: The simulations employ an unbalanced 2× 2 design under the model where H0A, and H0B and H0AB are false and the errors
are distributed standard normal. Effect sizes are scaled to between .2σ and .8σ, while the number of total observations varies from 40, 80,
and 130 with approximately 10, 20 and 30 observations per cell. The red dotted line displays the results from the non-parametric method,
while the blue dotted line displays the ANOVA estimates from regression
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Figure 4.8: The simulations employ an unbalanced 2× 2 design under the model where H0A is true, and H0B and H0AB are false and the
errors are distributed standard normal. Effect sizes are scaled to between .2σ and .8σ, while the number of total observations varies from
40, 80, and 130 with approximately 10, 20 and 30 observations per cell. The red dotted line displays the results from the non-parametric
method, while the blue dotted line displays the ANOVA estimates from regression
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4.9 Conclusion
The permutation procedure described here provides a useful tool for analyzing two-way

regular factorial experiments. The method is non-parametric and therefore does not rely
on the normality assumptions required for parametric ANOVA methods. It contributes
to existing permutation methods for factorial experiments by taking greater advantage of
the data through a more flexible permutation procedure. It is well suited to experiments
of unbalanced design (where the imbalance is random). In addition, it can accommodate
relatively large experiments comprised of factors with more than two levels and consisting
of many observations with relative ease.

Monte Carlo simulations comparing the permutation procedure to traditional ANOVA
tests demonstrate that the permutation method is superior to regression-based ANOVA
methods at identifying interaction effects when factors have more than two levels. The
improvements were even better when the design is unbalanced. Further power simulations
are required to assess the behavior of the permutation procedure versus parametric ANOVA
methods when errors have less well-behaved distributions than the ones used here.

The permutation procedure could be extended to cover all regular factorial designs, with
the caveat that estimation of every interaction effect is feasible only if the number of obser-
vations by paired cells is sufficiently large. Similar methods could be developed for hierarchal
designs and extended to the realm of Bayesian analysis. Extension to hierarchical designs
would require assumptions that higher order interactions in the hierarchy are negligible, but
the same assumptions are required for parametric ANOVA methods because this problem is
one of sparse data. The permutation procedure could be tested against Bayesian analysis
approaches and, more broadly, could be used in conjunction with Bayesian methods to esti-
mate confidence intervals or conduct subgroup analyses as part of a comprehensive analysis
plan (Gelman et al. 2005; Imai and Ratkovic 2013).
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Appendix A

Map of vignette portion of the survey
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Figure A.1: The following decision tree maps the adaptive question portion of the survey, where respondents are asked to imagine themselves
to be part of a household. In period one, respondents select a tax rate they believe is fair given the household’s income that year. In period
two, they are told the household’s income for year two and asked if the household should pay the same or a higher or lower amount in taxes
in year two as in year one. If they answer “the same", respondents skip to period three. If they answer “higher" or “lower", they select the
new rate. The survey then confirms whether this percentage is in fact higher/lower than the rate provided in period one. If the answer is
consistent, the respondent skips to period three. If the answer is inconsistent, then the respondent is asked whether he would like a chance
to change his previous answers. If the respondent indicates “yes", then the respondent is allowed to select new tax rates for period one and
two. The same process is repeated again in period three.
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Appendix B

Survey questions

——Page 1——

Introduction
For many years, US family incomes were very stable. More recently, family incomes move
around more from year to year. The amount of money you pay in taxes is based solely on
the earnings you made over the past year regardless of how much was earned in previous
years. In other words, the tax rate this year does not depend on whether you earned more
or less income two years ago, or expect to earn more or less income in the upcoming years.
The next questions ask what you think the percentage in federal income tax rate should be
when income is higher or lower in different years.
Question 1
Suppose that your income is $60,000 this past year. What do you think is a fair amount to
pay in federal taxes? Please enter a percentage between 0 and 100 in the box below.

%

——Page 2——

Year Income Tax Rate Tax Paid
Year 1 $60000 X% ${60000X}

Question 2A
The next year you earn ${45,000 or 55,000}. Do you think it is fair to pay the same
percentage, a higher percentage, or a lower percentage in taxes as you did the previous year
when you earned $60,000?g same Ô Go to page 4g higherg lower
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Ô If answered higher or lower, the following question appears on this page:
Question 2B
What percentage in taxes do you think is a fair rate assuming you earned ${45,000 or
55,000} over the past year? Please enter a number between 0 and 100 in the box below.

%
Ô If percentage is consistent with answer to question 2A, go to page 4.
Ô If percentage is NOT consistent with answer to question 2A, go to page 3.

——Page 3——

You indicated that it is fair to pay a higher/lower percentage, but you entered a
lower/higher percentage. Specifically, you indicated that the tax rate should be X% in the
first year and Y% in the second year.
Year Income Tax Rate Tax Paid
Year 1 $60000 X% ${60000X}
Year 2 ${45000 or 55000} Y% ${45000Y or 55000Y}

Question 3A
Is this correct?g Yes Ô Go to page 4g No

Ô If no, the following questions appear on this page:
Question 3B
In year one, you earn $60,000. What is a fair percentage in taxes to pay for this income?
Please enter a new percentage in the box if you would like to change your initial response.

X %
Question 3C
In year two, you earn ${45,000 or 55,000}. What is a fair percentage in taxes to pay for
this income? Please enter a new percentage in the box if you would like to change your
initial response.

Y %

——Page 4——

Year Income Tax Rate Tax Paid
Year 1 $60000 X% ${60000X}
Year 2 ${45000 or 55000} Y% ${45000Y or 55000Y}
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Question 4A
The next year you earn ${75,000 or 65,000}. Do you think it is fair to pay the same
percentage, a higher percentage, or a lower percentage in taxes as you did the previous year
when you earned ${45,000 or 55,000}?g same Ô Go to page 6g higherg lower

Ô If answered higher or lower, the following question appears on this page:
Question 4B
What percentage in taxes do you think is a fair rate assuming you earned ${75,000 or
65,000} over the past year? Please enter a number between 0 and 100 in the box below.

%
Ô If percentage is consistent with answer to question 4A, go to page 6.
Ô If percentage is NOT consistent with answer to question 4A, go to page 5.

——Page 5——

You indicated that it is fair to pay a higher/lower percentage, but you entered a
lower/higher percentage. Specifically, you indicated that the tax rate should be Y% in the
second year and Z% in the third year.
Year Income Tax Rate Tax Paid
Year 1 $60000 X% ${60000X}
Year 2 ${45000 or 55000} Y% ${45000Y or 55000Y}
Year 2 ${75000 or 65000} Z% ${75000Z or 65000Z}

Question 5A
Is this correct?g Yes Ô Go to page 6g No

Ô If no, the following questions appear on this page:
Question 5B
In year one, you earn $60,000. What is a fair percentage in taxes to pay for this income?
Please enter a new percentage in the box if you would like to change your initial response.

X %
Question 5C
In year two, you earn ${45,000 or 55,000}. What is a fair percentage in taxes to pay for
this income? Please enter a new percentage in the box if you would like to change your
initial response.

Y %
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Question 5D
In year three, you earn ${75,000 or 65,000}. What is a fair percentage in taxes to pay for
this income? Please enter a new percentage in the box if you would like to change your
initial response.

Z %

——Page 6——

Year Income Tax Rate Tax Paid
Year 1 $60000 X% ${60000X}
Year 2 ${45000 or 55000} Y% ${45000Y or 55000Y}
Year 3 ${75000 or 65000} Z% ${75000Z or 65000Z}

The chart above shows the tax rates and total amount of taxes paid based on the rates
that you selected in the previous questions. These questions have asked what you think the
federal tax rate for the SAME household should be if its income changes from year to year.
The next question asks what you think the federal tax rate should be for DIFFERENT
households who have different incomes in the same year.

——Page 7——

Question 7
For a household at each of the following income levels, what percentage of their income
should go towards federal income taxes:

Tax Rate (0-100%)

$20,000

$40,000

$60,000

$100,000

$200,000
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Appendix C

Construction of ANOVA tests from OLS
regression estimates

The purpose of this appendix is to demonstrate how to construct standard ANOVA tables
from linear regression estimates.

C.1 One-way ANOVA
Consider the following experiment where you have J treatments. The experiment is a
replicated design, meaning that there are multiple observations per treatment. The number
of observations per treatment is denoted nj such that N =

∑J
j=1 nj, i.e., the sum of

observations across treatments equals the total number of observations in the experiment.
The experiment considers the effect of six different types of feed on the weight of chicks.
Thus, J = 6. The dataset contains two variables, the type of feed and the weight of the
chick, which respectively represent the independent and dependent variables. The design is
unbalanced because the number of observations differs across treatments.
To construct an ANOVA table one needs the degrees of freedom associated with the
treatment and residual, as well as two quantities:

1. The explained sum of squares (ESS)

2. The residual sum of squares (RSS)

All other values in the ANOVA table depend on these four quantities as shown in
Table C.1.
An ANOVA table can be generated from linear regression regression estimates. First,
consider the explained sum of squares (ESS). An alternative characterization based on
coefficient estimates from linear regression is:

ESS =

(J−1)∑
j=1

{
nj(β̂0 + β̂j − ȳ)2

}
+ nJ(β̂0 − ȳ)2 =

N∑
i=1

(ŷi − ȳ)2
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Table C.1: One-way ANOVA table

Df Sum Sq Mean Sq Pr(> F )

Treatment J − 1 ESS =
∑N

i=1(ŷi − ȳ)2 ESS
(J−1)

ESS/(J−1)
RSS/(N−J)

Residual N − J RSS =
∑N

i=1(yi − ŷi)2 RSS
(N−J)

The reference variable in the linear regression is set to treatment J . This is the variable
dropped when running the regression and represented by the intercept term. To
understand why these two equations are equivalent, consider ŷi. Suppose individual i
receives treatment j = 1, then ŷi = β̂0 + β̂1 ∗ x1 + β̂2 ∗ x2 + . . . = β̂0 + β̂1. All the other
terms drop out of the equation since x1 = 1 and the other x’s are zero. For individuals
assigned to treatment J , ŷi is simply equal to β̂0. The value of ŷi is the same for all
individuals receiving the same treatment, and thus:

N∑
i=1

(ŷi − ȳ)2 =

nj∑
i=1

(ŷij − ȳ)2 = nj(ŷj − ȳ)2 = n1(β̂0 + β̂1 − ȳ)2 + . . .+ nJ(β̂0 − ȳ)2

Now consider the residual sum of squares (RSS). It is the square of the residual standard
error (denoted s) multiplied by the degrees of freedom for the residual (N − J). The
formula for the residual standard error is:

s =

(
1

N − J
N∑
i=1

(yi − ŷi)2
) 1

2

Thus:

RSS = (N − J)s2

C.2 Two-way ANOVA
The conversion from linear regression to ANOVA becomes more complicated for a two-way
design. In a two-way layout there are two treatments and an interaction term. Each
treatment has multiple levels. Suppose treatment A has I levels and treatment B has J
levels. The interaction term is denoted A×B.
To demonstrate the equivalence between linear regression and ANOVA with a 2× 2 design,
with I = 2 and J = 2, assume that the design is balanced, i.e., there are equal numbers of
observations per treatment group such that N = nIJ . To construct an ANOVA table one
needs the degrees of freedom associated with the treatments, interaction term, and residual
and four quantities:
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1. The sum of squares associated with treatment A

2. The sum of squares associated with treatment B

3. The sum of squares associated with the interaction term A×B

4. The residual sum of squares (RSS)

All other values in the ANOVA table depend on these four quantities as shown in
Table C.2.
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Table C.2: Two-way ANOVA table

Df Sum Sq Mean Sq Pr(> F )

A I − 1 SSA = nJ
I∑
i=1

(ȳi·· − ȳ···)2 MSA = SSA

(I−1)
MSA

RMS

B J − 1 SSB = nI
J∑
j=1

(ȳ·j· − ȳ···)2 MSB = SSB

(J−1)
MSB

RMS

A × B (I − 1)(J − 1) SSA×B = n
I∑
i=1

J∑
j=1

(ȳij· − ȳi·· − ȳ·j· + ȳ···)
2 MSA×B = SSA×B

(J−1)
MSA×B

RMS

Residual IJ(N − 1) RSS =
∑N

i=1(yi − ŷi)2 RMS = RSS
IJ(N−1)
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The design matrix for a linear regression will typically use baseline constraints. The
following is an example of the design matrix for a 2× 2 factorial experiment with N = 8
observations and n = 2 replicates per treatment combination:

X8,4 =



1 1 1 1
1 1 1 1
1 1 0 0
1 1 0 0
1 0 1 0
1 0 1 0
1 0 0 0
1 0 0 0


y8,1 =



y1,1,1
y1,1,2
y1,2,1
y1,2,2
y2,1,1
y2,1,2
y2,2,1
y2,2,2


The design matrix generates the estimates for the regression coefficients via the well-known
equation β̂IJ,1 = (X ′X)−1X ′y. Applying the equation, the parameter estimates are:


β0
β1
β2
β3

 =



1

n

n∑
i=1

y2,2,i

1

n

n∑
i=1

y1,2,i −
1

n

n∑
i=1

y2,2,i

1

n

n∑
i=1

y2,1,i −
1

n

n∑
i=1

y2,2,i

1

n

n∑
i=1

y1,1,i +
1

n

n∑
i=1

y2,2,i −
1

n

n∑
i=1

y1,2,i −
1

n

n∑
i=1

y2,1,i


From these calculations it follows:

• ∑n
i=1 y2,2,i = ȳ22· = β̂0

• ∑n
i=1 y1,2,i = ȳ12· = β̂0 + β̂1

• ∑n
i=1 y2,1,i = ȳ21· = β̂0 + β̂2

• ∑n
i=1 y1,1,i = ȳ11· = β̂0 + β̂1 + β̂2 + β̂3

Now the regression coefficients can be substituted into the equations for the sum of squares
used in the ANOVA table. To make the process clearer, rewrite the sum of squares
equation for treatment A as:

SSA = nJ
I∑
i=1

(ȳi·· − ȳ···)2 =
n

4

(
1

n

2n∑
i=1

y2·i −
1

n

2n∑
i=1

y1·i

)2

=
n

4

(
1

n

n∑
i=1

y21i +
1

n

n∑
i=1

y22i −

1

n

n∑
i=1

y11i −
1

n

n∑
i=1

y12i

)2

=
n

4
(β̂0 + β̂2 + β̂0 − β̂0 + β̂1 + β̂2 + β̂3 − β̂0 + β̂1)

2 =
n

4
(2β̂1 + β̂3)

2
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Similarly:
SSB =

n

4
(2β̂2 + β̂3)

2

and
SSA×B =

n

4
β̂2
3

As in the one-way ANOVA example, the RSS is the square of the residual standard error
(s) multiplied by the degrees of freedom for the residual (N − J). Thus:
RSS = (N − J)s2

Calculations for larger factorial designs with multiple levels and multiple treatments
becomes complicated quickly and is not pursued here. The equations above work for a
balanced 2× 2 factorial design. If there are varying numbers of observations per treatment
combination, i.e., n11 6= n12 6= n21 6= n22, adjustments need to be made to the conversion
equations.
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Appendix D

Additional simulation results
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Figure D.1: The simulations employ a balanced 2× 3 design under the model where H0A, and H0B and H0AB are false and the errors have
a standardized exponential distribution. Effect sizes are scaled to between .2σ and .8σ, while the number of observations per cell ranges
from 5 to 30. The red dotted line displays the results from the non-parametric method, while the blue dotted line displays the ANOVA
estimates from regression
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Figure D.2: The simulations employ a balanced 2× 3 design under the model where H0A is true, and H0B and H0AB are false and the
errors have a standardized exponential distribution. Effect sizes are scaled to between .2σ and .8σ, while the number of observations per
cell ranges from 5 to 30. The red dotted line displays the results from the non-parametric method, while the blue dotted line displays the
ANOVA estimates from regression
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Figure D.3: The simulations employ a balanced 2× 2 design under the model where H0A, and H0B and H0AB are false and the errors have
a standardized exponential distribution. Effect sizes are scaled to between .2σ and .8σ, while the number of observations per cell ranges
from 5 to 30. The red dotted line displays the results from the non-parametric method, while the blue dotted line displays the ANOVA
estimates from regression
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Figure D.4: The simulations employ a balanced 2× 3 design under the model where H0A is true, and H0B and H0AB are false and the
errors have a standardized exponential distribution. Effect sizes are scaled to between .2σ and .8σ, while the number of observations per
cell ranges from 5 to 30. The red dotted line displays the results from the non-parametric method, while the blue dotted line displays the
ANOVA estimates from regression
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Figure D.5: The simulations employ an unbalanced 2× 3 design under the model where H0A, and H0B and H0AB are false and the
errors have a standardized exponential distribution. Effect sizes are scaled to between .2σ and .8σ, while the number of total observations
varies from 60, 120, and 180 with approximately 10, 20 and 30 observations per cell. The red dotted line displays the results from the
non-parametric method, while the blue dotted line displays the ANOVA estimates from regression
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Figure D.6: The simulations employ an unbalanced 2× 3 design under the model where H0A is true, and H0B and H0AB are false
and the errors have a standardized exponential distribution. Effect sizes are scaled to between .2σ and .8σ, while the number of total
observations varies from 60, 120, and 180 with approximately 10, 20 and 30 observations per cell. The red dotted line displays the results
from the non-parametric method, while the blue dotted line displays the ANOVA estimates from regression
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Figure D.7: The simulations employ an unbalanced 2× 2 design under the model where H0A, and H0B and H0AB are false and the errors
have a standardized exponential distribution. Effect sizes are scaled to between .2σ and .8σ,while the number of total observations varies
from 40, 80, and 130 with approximately 10, 20 and 30 observations per cell. The red dotted line displays the results from the non-parametric
method, while the blue dotted line displays the ANOVA estimates from regression
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Figure D.8: The simulations employ an unbalanced 2× 2 design under the model where H0A is true, and H0B and H0AB are false
and the errors have a standardizedexponential distribution. Effect sizes are scaled to between .2σ and .8σ, while the number of total
observations varies from 40, 80, and 130 with approximately 10, 20 and 30 observations per cell. The red dotted line displays the results
from the non-parametric method, while the blue dotted line displays the ANOVA estimates from regression
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