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ABSTRACT OF THE DISSERTATION 

 

Hierarchical Bayesian Causal Inference and Natural Statistics  

Explain Heaviness Perception 

 

by 

 

Megan Amelia Knapp Peters 

Doctor of Philosophy in Psychology 

University of California, Los Angeles, 2014 

Professor Ladan Shams, Chair 

 

GOAL:  The goal of this dissertation is to explore the factors contributing to humans’ 

expectations about our interactions with objects, and perceptual experiences of these interactions, 

from a sensory integration and computational perspective.  More specifically, this project focuses 

on the regular patterns that exist in the environment for properties of objects typically 

manipulated by human observers, and how our sensitivity to and representation of these 

properties contributes to the subjective, perceptual experience of an object’s heaviness.  These 

ideas are developed through the following aims: 

 

AIM 1:  Sensitivity to complex environmental regularities.  This aim first investigates regularities 

in the joint distribution of the properties of size and weight (i.e., the distribution of the hidden 

property of density) for liftable objects in the environment.  Previous studies have identified 
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univariate environmental regularities in the visual domain, and have demonstrated that sensitivity 

to such statistics can strongly influence perceptual experiences.  This study series identifies a 

previously-unreported complex environmental statistic linking size with weight, and suggests 

that human observers represent and can use quantitative knowledge of this statistic to predict the 

weight of novel, nondescript objects.  These findings imply that humans perform inference on 

the hidden variable of density when judging a novel object’s potential weight given its size.    

 

AIM 2: How inference about hidden properties contributes to visuohaptic perception.  The next 

series of studies examines the consequences of AIM 1’s conclusions for the visuohaptic percept 

of an object’s heaviness.  It is well known that an object’s perceived heaviness is inversely 

proportional to its volume: With weight held constant, a smaller object feels heavier than a larger 

object.  Until now, this Size-Weight Illusion (SWI) has defied modern computational theories of 

perception, which rest on the notion of a Bayesian ideal observer.  Through combining 

expectations with sensory evidence, Bayesian inference can describe much of perceptual 

experience across a wide variety of domains – but not the SWI.  Through multiple behavioral 

studies and development of a computational model, this study series demonstrates that assuming 

human observers perform inference about both observable (size, weight) and hidden (density) 

variables allows this perceptual illusion to be explained by Bayesian inference. 
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VI. 

GENERAL INTRODUCTION 

 

Our perception of the environment around us consists not only of sensory measurements of 

environmental properties, but also of inference – the transformation of these sensory signals into 

a representation and interpretation of what is actually out there in the world.  These 

representations are often used to plan and guide our interactions with the environment, and so 

understanding which information is relevant and the way in which the perception and inference 

processes take place is of critical importance to understanding adaptive, goal-directed behavior.  

Two essential properties of interest are an object’s size and its weight, which fundamentally 

impact our preparation for and execution of grasping, lifting, and manipulating behavior with 

objects in our environment.  Identifying the source and nature of humans’ sensitivity to such 

properties – and how such sensitivity is reflected in perceptual experience – is thus critical not 

only to a comprehensive understanding of sensory cue combination and statistical learning, but 

also to the development of stand-alone artificial and prosthetic systems to help ameliorate 

sensorimotor disease or injury. 

 

A. Our Multisensory Brains 

Although great strides have been made in our understanding of sensory processing within 

individual modalities – including how the brain interprets noisy information and processes it to 

arrive at a coherent, unbiased and rather precise percept – relatively less is known about how we 

combine cross-modal sensory information.  Ultimately, humans learn about, process, and interact 

with our environments through multiple sensory modalities simultaneously rather than in 
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isolation, and through using multiple sources of information, the brain can arrive at better – that 

is, more adaptive, accurate, or precise – estimates of environmental variables.  The 

computational advantage of multiple sources of information in estimating an environmental 

property is reflected in neural architecture, from multisensory neurons in the superior colliculus 

(SC) to cortical regions in the parietal lobe and even revealed in interconnections between 

primary sensory cortices.  In recent years, increasing effort has been directed toward 

understanding the dynamics of multisensory processing, from description of behavioral 

advantages to computational descriptions of both behavioral and neural evidence. 

 

From the observation of behavioral advantages of multisensory interactions emerge questions of 

why – that is, due to what mechanism – sensory combination and interaction leads to improved 

accuracy, precision, and, ultimately, performance.  Such questions can be addressed from a 

computational standpoint, and descriptions and models of cue combination, both within- and 

between- (or even among-) modalities, have emerged as potential sources of answers. In 

particular, rational models resting on the notion of ideal observers and optimal percepts have 

found great success in describing and potentially explaining our evolved ability to combine and 

integrate multiple sensory cues.  Although some details remain elusive, the overall picture that 

emerges is that the field is homing in on what can be thought of as a truly unified theory of 

sensory cue combination – including multisensory integration – that has its basis in rational 

approaches.  
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B. Visuohaptic Interactions 

Although many studies have focused on multisensory integration in the visual and auditory 

domains (e.g., Beierholm, Körding, Shams, & Ma, 2007; Kim, Seitz, & Shams, 2008; Körding et 

al., 2007; Shams & Beierholm, 2010; Shams & Beierholm, 2011; Shams, Ma, & Beierholm, 

2005; Wozny, Beierholm, & Shams, 2008, 2010), for the sake of brevity we will focus this 

discussion on visuohaptic interactions.  For example, it has been shown that the brain integrates 

visual and haptic information in a way that minimizes variance in the resulting estimate by 

assigning cue weights based on their reliability in perception of surface slant (Ernst & Banks, 

2002; Ernst, Banks, & Bülthoff, 2000) and distance (Gepshtein & Banks, 2003; Landy, Banks, & 

Knill, 2011). This behavior can be captured by a Maximum Likelihood Estimation (MLE) cue 

weighting model, showing that cue combination leads to more precise estimates.  Yet 

visuohaptic integration is also important in the percept of heaviness: Evidence suggests that 

visual and haptic information is also combined with prior expectations when lifting novel objects 

(e.g., Baugh, Kao, Johannson, & Flanagan, 2012; Flanagan, King, Wolpert, & Johannson, 2001; 

Gordon, Forssberg, Johannson, & Westling, 1991; Gordon, Forssberg, Johansson, & Westling, 

1991), but the computational characterization of such combination is significantly more complex 

than in simple haptic perceptions of distance or slant.  When lifting an object, the motor system 

continually adjusts its output to produce appropriate motor forces for the true mass of the objects 

(Buckingham, Cant, & Goodale, 2009; Buckingham & Goodale, 2010a, 2010b; Buckingham, 

Ranger, & Goodale, 2011a, 2011b, 2012; Bursztyn & Flanagan, 2008; Cole, 2008; Flanagan & 

Bandomir, 2000; Flanagan & Beltzner, 2000; Flanagan, Bittner, & Johannson, 2008; Flanagan, et 

al., 2001), meaning that the online haptic sensory information is continually changing as well.  

Moreover, illusory percepts that appear to violate the principles of optimal cue combination 
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identified in other visuohaptic areas of study also occur.  One such illusion is the Size-Weight 

Illusion, in which the smaller of two equally-weighted and similar-looking objects feels heavier 

than the larger (Charpentier, 1891), despite no asymmetry in motor force production (Flanagan 

& Beltzner, 2000; Grandy & Westwood, 2006).  To complicate the matter further, to an ideal 

observer the nature of the interaction between visual size perception and haptic weight 

perception (e.g., Flanagan & Beltzner, 2000; Flanagan, et al., 2008; Hirsiger, Pickett, & 

Konczak, 2012) ought to reflect not only the incoming information about an object’s size and its 

weight, but also the statistical relationship between size and weight in the environment.  

However, little to nothing is known about this statistical relationship or how it may impact 

expectations about a novel object’s weight. 

 

The presence of this illusion indicates that the combination of incoming sensory signals about an 

object’s size and its weight with prior expectations is quite complex, and may involve an 

inference that relies on a number of variables not immediately or directly observable in the 

stimulus.  Understanding the source of illusions and errors in the perceptual system’s ability to 

provide veridical information about the environment is therefore critical to a comprehensive 

understanding of this information integration process.  Given this review, an outstanding 

question in the literature concerns how prior information about these relevant object properties is 

acquired, represented, and used in visuohaptic heaviness perception.  Answering this question is 

the goal of this dissertation. 
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C. Dissertation Overview 

This dissertation is divided into six core chapters following this general introduction.  The first 

core chapter (VII. Smaller Liftable Objects are Denser, and the Human Nervous System Knows 

It) addresses the nature and source of prior expectations about an object’s heaviness.  It begins 

with examination of the relevant statistics in our everyday environments, which have never 

before been documented.  It then proceeds to explore whether and how these statistics are 

represented by human observers, and how these representations are accessed and used to 

generate expectations about novel objects’ weights.  The results of this study series suggest that 

humans are sensitive to quantitative aspects of joint statistics between object properties 

accessible through different sensory mechanisms (size: visual and dynamic haptic; weight: 

dynamic haptic and proprioceptive).  The chapter concludes with discussion of the implications 

of these findings for our understanding of multisensory processing, statistical learning, and 

sensorimotor integration. 

 

The next five content chapters (VIII. The Size-Weight Illusion is not Anti-Bayesian After All: A 

Hierarchical Causal Inference Model, IX. Size-Weight Illusion Behavioral Experiments, X. Size-

Weight Illusion Model Fitting, XI. Examining Predictions of the Size-Weight Illusion Model, 

and XII. General Discussion of the Size-Weight Illusion Study Series) represent an in-depth 

exploration of the visuohaptic phenomenon known as the Size-Weight Illusion (SWI), in which 

the smaller of two equally-weighted and similar-looking objects feels heavier than the larger.  

The five-chapter section begins with discussion of the background of this illusion and attempts to 

solve it from a computational perspective.  It also presents a computational framework that has 

enjoyed much success in describing and explaining other counterintuitive and complex 
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multisensory phenomena, and proposes an extension to this class of models that holds promise 

for capturing the elusive SWI.  Next, through two behavioral experiments, several parameters in 

the model are measured and set, and the remaining parameters are fit to maximize the likelihood 

of the model given the data collected.  The result is that the model can explain the SWI across 

eighteen size-weight combinations.  We also discuss several variants on the model.  In the final 

of the five-chapter series, we make several testable predictions.  These predictions are explored, 

tested, and confirmed through survey of the literature and completion of an additional behavioral 

experiment.  Finally, the dissertation concludes with a discussion of the relevance and 

significance of the findings presented here as a whole, and suggests future directions. 
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VII. 

SMALLER LIFTABLE OBJECTS ARE DENSER, AND THE HUMAN NERVOUS SYSTEM KNOWS IT 

 

A. Abstract 

If one object’s volume is twice that of another, is it necessarily twice as heavy?  One might 

assume that in the absence of further information, humans would utilize such a heuristic strategy 

in preparing to lift a novel object.  However, we report that, for man-made objects typically 

found in everyday environments, “twice as large” doesn’t, in fact, mean “twice as heavy” on 

average.  In fact, for the range of man-made objects with which we regularly interact, smaller 

objects are denser than larger objects, and follow a power function relationship with reference to 

object volume: smaller objects become denser the smaller they become.  This “smaller is denser” 

relationship does not hold for natural or unliftable objects, however, suggesting some optimal or 

ideal target density range for objects designed to be manipulated by humans.  Crucially, we show 

that people can represent and use the quantitative environmental relationship between weight and 

size to accurately predict novel, artificial-looking objects’ weight relationships, even in the 

absence of other informative cues.  These findings indicate that humans acquire an internal 

representation of the statistics of everyday objects, which is used for predicting the weight and 

density of novel objects based on visual size estimates.  Finally, our results carry important 

implications for implementation of forward models of motor control in artificial systems.  

 

B. Significance  

Every day, humans grasp and lift countless objects; most of the time, we accurately and precisely 

predict an object’s weight, and so can lift it with more dexterity than demonstrated by many 
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advanced artificial systems.  However, on what are weight predictions based?  The present study 

demonstrates that (a) liftable man-made objects grow denser as they become smaller, and (b) 

aside from visual evaluations of size and material, and memory of similar objects, the perceptual 

system additionally uses knowledge of the typical relationship between size and weight (i.e., 

density) to predict novel objects’ weights.  Perception of this “hidden” property of density has 

been largely neglected by previous studies, despite being fundamental to our ability to plan 

interaction with objects.  
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C. Introduction 

Even advanced artificial systems cannot grasp and lift objects with the same ease and dexterity 

as humans can.  Recent theories of sensorimotor processing recognize that our facility with this 

task rests not just on the speed or precision of our sensory responses to errors, but also on our 

ability to predict the sensory consequences of motor commands (Kawato, 1999; Miall & 

Wolpert, 1996; Scott, 2004). Yet what is the basis for predictions about an object’s weight?  One 

may rightly assume that we use visual information about size, shape, and material (density), as 

well as memory of previous lifts (Buckingham, et al., 2009; Buckingham & Goodale, 2013; 

Buckingham, et al., 2011a; Flanagan, et al., 2001; Gordon, Forssberg, Johannson, et al., 1991; 

Gordon, Forssberg, Johansson, et al., 1991).  Yet if an object’s material is uninformative and it 

has never been lifted before, is a visual estimate of size and shape enough to predict weight 

correctly?  

 

While it is known that human observers expect larger objects to be heavier than smaller ones 

(Gordon, Forssberg, Johannson, et al., 1991; Gordon, Forssberg, Johansson, et al., 1991; Mon-

Williams & Murray, 2000), the precise quantitative basis for this estimation is unclear.  Do we 

use a simple heuristic—e.g., that an object with twice the volume should be twice as heavy—or 

is a more complex calculation involved?  We aimed to explore whether knowledge of 

environmental statistics may play a role in weight prediction.   

 

C.1. Environmental Statistical Regularities   

A wealth of data demonstrates that humans are sensitive to the statistical properties of our 

environment.  For example, it has been shown not only that humans are sensitive to the fact that 
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light generally comes from above, but also that this belief can be altered via visuohaptic training 

(Adams, Graf, & Ernst, 2004).  Likewise, motion in the world is typically slow and smooth 

rather than fast and jerky, and human perceptual systems use this information in producing 

perceptual estimates of the speed of visual stimuli under visual uncertainty (Hedges, Stocker, & 

Simoncelli, 2011; Stocker & Simoncelli, 2006; Weiss, Simoncelli, & Adelson, 2002).  Statistical 

distributions of contour orientation in the world cluster around cardinal directions, biasing 

perception (Girshick, Landy, & Simoncelli, 2011), and human observers also have biases to 

perceive that objects are convex and background colors are homogenous (Goldreich & Peterson, 

2013), “good continuation” (i.e., smoothness) in space and time (Geisler & Perry, 2009; 

Schwartz, Hsu, & Dayan, 2007), and symmetry (Knill, 2007), all due to regular patterns in these 

properties of the environment. Thus, it is clear that humans can be sensitive to (and can make use 

of) visual environmental regularities.   

 

C.2. Statistical Learning   

How is a useful representation of such environmental regularities obtained?  Many studies have 

demonstrated that pure exposure to statistical regularities in a controlled, experimental 

environment (e.g., regular pairing of visual, auditory, and/or verbal stimuli) can lead to learning 

of such regularities (Aslin & Newport, 2012; Barakat, Seitz, & Shams, 2013; Fiser, 2009; Fiser 

& Aslin, 2002a, 2002b; Hunt & Aslin, 2001; Orban, Fiser, Aslin, & Lengyel, 2008; Roser, Fiser, 

Aslin, & Gazzaniga, 2011).  Additionally, recent studies have also begun to explore how humans 

can learn simultaneous, independent statistics of multimodal inputs (Mitchel & Weiss, 2011) as 

well as cross-modal associations between audio-visual cues (Seitz, Kim, van Wassenhove, & 

Shams, 2007) through exposure to regularities in their pairings.  It has also been shown that 
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participants can learn joint statistical properties of two simultaneous distributions within the 

single modality of vision, but only under specific conditions (Gekas, Chalk, Seitz, & Series, 

2013). This type of learning occurs naturally in everyday environments so the brain can build a 

representation of environmental statistics, as discussed above. However, we are only beginning 

to understand how the brain may represent a distribution of the co-occurrence of crossmodal 

environmental properties (Series & Seitz, 2013). Given the aforementioned findings on implicit 

learning of crossmodal statistical regularities, it is conceivable that an internal representation of 

the natural statistics of object size and weight is acquired through the experience of lifting and 

manipulating everyday objects.  To date, no study has examined either the statistical distribution 

of weight as a function of size or human observers’ density expectations, despite the importance 

of such predictions in the planning and generation of appropriate motor commands.  

 

In this study, we examined the nature of the statistical relationship between objects’ sizes and 

their weights in everyday environments.  We found that there is a surprising inverse relationship 

between objects’ volume and their density in man-made objects – a correlation which does not 

hold for natural or unliftable objects.  We then explored how this statistical regularity relates to 

humans’ predictions of novel objects’ weight relationships, to see whether knowledge and 

representation of this newly-discovered environmental statistic may play a role in human density 

perception and weight prediction in general.  The findings show that there is not only a 

qualitative but also a quantitative match between the environmental distribution of object density 

and humans’ predictions of density for novel, liftable objects.  
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D. Materials and Methods 

D.1. Environmental Data Collection 

To identify the true relationship between volume and weight in everyday environments, three 

datasets of artificial, liftable objects were collected.  For Dataset 1, using a ruler and basic 

geometry, we estimated the volume of a set of 43 objects selected randomly from everyday home 

and office environments.  Examples of objects used include computer mice, smartphones, shoes, 

coffee mugs, staplers, cooking utensils, packaged food items, and personal care items such as 

soap and shampoo.  In the interest of efficiency, we next turned to a coarser measure, seeking out 

basic product dimensions (length, width, height, and weight) available on online shopping sites 

such as Amazon.com and other online retailers.  Such coarse information was collected for 124 

household objects and made up Dataset 2.   

 

To gain a more precise estimate of volume than what is provided by tape measurements or online 

surveys, we developed a custom software package.  Video and point-depth estimates captured by 

a Carmine Primesense 1.09 depth sensor were fed into a depth-estimation algorithm and used to 

produce a mesh grid virtual representation of 28 man-made household objects (Balzer, Peters, & 

Soatto, 2013). These objects’ volumes were calculated from the mesh grid virtual representations 

through our custom software written in Qt Creator and Matlab, and used to generate Dataset 3 

(Balzer, et al., 2013).  We applied the same method to generate Dataset 4, which consisted of 28 

natural objects, such as fruits, vegetables, and objects found in the outdoors (e.g., pinecones). 

 

The method developed enables precise measurements of the volume of everyday objects in a 

user-friendly, inexpensive manner. Note that such objects often exhibit complex geometry, 
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topology, and photometry, thus precluding the use of off-the-shelf laser scanners (due to specular 

reflections); volume displacement techniques, e.g., submerging objects in water, cannot be easily 

employed as many objects either float (e.g., apples), absorb water (e.g., cardboard packaging for 

foodstuffs, stuffed animals), or are permanently damaged by water (e.g., hand-held consumer 

electronics).  Further, we wished to measure volume in a manner analogous to the way in which 

humans do so without access to haptic information, i.e., on the basis of visual information alone 

(Soatto, 2010, 2011).  Thus, we applied these state-of-the-art Computer Vision algorithms to 

produce 3-D models of everyday man-made (Dataset 3) and naturally-occurring (Dataset 4) 

objects (Balzer, et al., 2013) and calculated their volumes and densities.    

 

For all objects in Datasets 1, 3, and 4, objects’ weight was measured to 0.1g precision using an 

electronic scale (American Weigh).  A final dataset was constructed via online survey as before 

for 28 artificial but unliftable objects, such as large furniture, large household appliances, and 

vehicles (Dataset 5).   

 

D.2. Behavioral Experiment 

D.2.a. Human Subjects   

Twenty individuals (mean age: 19.9 years, range: 18-25 years, 3 men, 16 right-handed) gave 

written informed consent to participate in the behavioral portion of this study.  All participants 

had normal or corrected-to-normal vision and normal hearing.  This experiment was conducted 

in accordance with the Declaration of Helsinki and approved by the UCLA Institutional Review 

Board. 
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D.2.b. Materials 

Experimental stimuli consisted of twelve objects: three sets of four objects possessing identical 

volume ratios.  From small to large, these objects will be referred to as objects A, B (3.375 times 

A’s volume), C (8 times A’s volume), and D (27 times A’s volume).  The Blob set consisted of 

four identically-shaped blobs spray-painted blue, with volumes of 111.63, 376.75, 893.03, and 

3013.98 cm3, respectively.  The Greeble set consisted of four identically-shaped greebles spray-

painted green, with volumes of 65.72, 221.80, 525.75, and 1774.41 cm3, respectively.  The Blob 

and Greeble sets were constructed via 3-D printing out of a plaster-like substance.  The Cube set 

consisted of four cubic objects constructed out of tagboard and covered in balsa wood, with 

volumes of 131.10, 442.45, 1048.77, and 3539.61 cm3, respectively.  Objects not in use on a 

given trial remained hidden behind a black curtain; the experimenter also remained hidden from 

view. 

 

D.2.c. Behavioral Task Procedure 

Subjects were randomly assigned to one of two groups: The Expected Weight (EW) group was 

given instructions to report their expectation about weight, while the Perceived Volume (PV) 

group was given instructions to report their perception of volume.  On each trial, objects were 

presented two at a time, placed side by side in front of the participant.  The object to the 

participant’s left was given a reference value of 10 units (units of weight for the EW group, and 

units of volume for the PV group), and the subject was instructed to verbally report his 

expectation regarding the object on the right, in the form of a ratio referencing the left object’s 

value of 10 units.   For example, if a small object was presented on the left, and a larger one on 

the right, a subject in the EW group might say “20” if he believed the larger object should weigh 
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twice as much as the smaller; a subject in the PV group might say “30” if he believed the larger 

object possessed three times the volume of the smaller; and so on.  Likewise, if the right object 

was smaller than the left, a subject might say “5” to indicate his belief that the right object 

possessed half the volume or weight as the left one.  Subjects were instructed to provide this 

report without touching or moving the objects in any way.   

 

Objects were presented in a full factorial design, including all six possible combinations of the 

four sizes for each object.  Thus, the possible pairings within each object were: A:B, A:C, A:D, 

B:C, B:D, C:D, (small/left - large/right, S-L); and B:A, C:A, D:A, C:B, D:B, D:C (large/left - 

small/right, L-S).  Subjects completed 10 practice trials, followed by 144 test trials (10 trials of 

each S-L pairing, 10 trials of each L-S pairing) in pseudorandomized order.  No feedback was 

given.  While the experimenter was placing or removing the objects, subjects in both groups 

were required to close their eyes so as to avoid any cuing effects regarding the possible weight of 

the objects. 

 

For analysis, we collapsed across S-L and L-S orderings within an object type; for example, data 

from the A:C and C:A conditions were pooled for each subject to create a single dataset 

representing this pair of objects, regardless of presentation placement.   

 

D.3. Statistical Analyses 

All analyses for both environmental and behavioral data were carried out through the use of the 

Matlab software (Version 7.10.0) with the Statistics Toolbox and the SPSS Statistics software 

(Version 20.0.0).  Means and standard deviations were calculated after taking the natural log 
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transform of each data point to restore linearity in responses, as responses were made as ratios, 

which are distributed nonlinearly.  For some plots and tables, data are transformed back into ratio 

form for ease of interpretation.  
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E. Results  

E.1. Environmental Object Data 

We first collected true volume and weight data for 195 liftable, man-made, everyday objects, 

using three volume measurement protocols to ensure reliability and validity, and calculated their 

density: !! ! !!!! where d is density, w is weight, and V is volume1. We used the property of 

density because it is defined as the very relationship we were interested in (that between volume 

and weight) and density estimation is often mentioned as a crucial factor in preparation for lifting 

objects (Buckingham & Goodale, 2013). A power function relationship between volume and 

density was observed for the man-made object datasets (Datasets 1-3) (Figure 1b), so a log 

transform was computed to reveal the nature of the inverse correlation between volume and 

density for each of the three man-made object datasets (R1 = -.4673, p = .002; R2 = -.6290, p << 

.001; R3 = -.7917, p << .001), as well as the pooled man-made object data (R = -.5721, p << 

.001; !" ! ! !!!!""# ! !" ! ! !!!") (Figure 1c).  To compare directly between artificial and 

natural objects, the same calculation was also performed for a dataset of natural, liftable objects 

(Dataset 4) (R4 = -.0048, p = .981), but revealed no significant relationship between volume and 

density (Figure 2a and 2b).  A final comparison between a randomly-selected subset of objects in 

Dataset 2 (liftable artificial object statistics garnered from online retailers) and a set of unliftable 

artificial objects with dimensions and weight data collected in the same manner (Dataset 5) also 

revealed the persistence of the inverse correlation for the subset of liftable artificial objects 

(R2,subset = -.8390, p << .001) but not the unliftable ones (R5 = .0396, p = .8416) (Figure 2c and 

2d).  Thus, these data revealed that, for liftable man-made objects, density is distributed not 
!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
"!Technically, !! ! !!!!, where m is mass; however, because !! ! !! ! !, where a is acceleration (in 
this case, acceleration is due to gravity, which is constant), and because weight and mass are used 
interchangeably in everyday discourse (e.g., conversion between pounds and kilograms is common), 
weight is used as a functional equivalent to mass in this experiment.  !
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uniformly, but instead as a power function of volume: smaller liftable artificial objects are denser 

than larger ones, and by more so the smaller they are.  This relationship does not hold for natural 

objects or unliftable man-made objects. 

 

 

Figure 1. Environmental data of objects’ volume versus density. (a) ‘Uniform distribution’ 
predictions differ markedly from the (b) observed power function relationship between volume and 
density.  For ease of viewing, (c) displays the natural log-transformed scatterplot of the power 
function relationship between volume and density for man-made objects.  Dataset 1: geometrical 
measurements (n = 43); Dataset 2: online object database (n = 124); Dataset 3: 3-D scanning (n 
= 28). Linear fit to pooled, log-transformed data shows a significant inverse correlation between 
log volume and log density (c) (Pearson’s R = -.5721, p << .001).  
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Figure 2. Comparison of density distribution for natural, artificial, liftable, and unliftable objects. 
(a) 3-D scanned liftable artificial objects (Dataset 3, n = 28) show a significant inverse correlation 
between log volume and density, while (b) 3-D scanned natural objects (Dataset 4, n = 28) show 
no such relationship. Likewise, (c) a subset of randomly-selected objects from the liftable artificial 
objects collected via online survey (random subset of Dataset 2, n = 28) also demonstrate this 
significant inverse correlation, but (d) artificial but unliftable objects collected via online survey 
(Dataset 5, n = 28) show no correlation. 

 

E.2. Behavioral Experiment 

Twenty subjects were randomly divided into two groups and asked to judge the relationship 

between pairs of novel, similar-looking objects, drawn from a set of four sizes.  Three object 

types were used: Blobs, Greebles, and Cubes.  The Expected Weight (EW) group (n = 10) 

guessed the objects’ weight ratio (small/large) without touching them (i.e., on the basis of visual 

information only), while the Perceived Volume (PV) control group (n = 10) guessed the volume 

ratio.  

 

Due to the nature of the dependent measure as a ratio (and in keeping with studies on relative 

mass in intuitive physics (Sanborn, Mansinghka, & Griffiths, 2013)), the log transform of each 

data-point was computed, as was the mean log ratio for each subject for each cube pair. 

Normality of each of these resultant datasets was then assessed through the Lilliefors test 

(Lilliefors, 1967)—an adaptation of the Kolmogorov-Smirnov one-sample test that allows for 
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testing the null hypothesis that data come from a normally distributed population without the 

need to specify the expected value and variance of the null hypothesis test distribution.  No 

distributions failed these normality tests. 

 

Consistent with previous studies (Frayman & Dawson, 1981), PV ratios did not approach true 

volume ratios, indicating consistent underestimation of volume (two-tailed t-tests against 0: tBlobs 

= 4.766, p << .001; tGreebles = 5.4994, p << .001; tCubes = 5.1265, p << .001).  We next conducted a 

2 (condition: EW vs. PV) x 3 (object type: Blobs, Greebles, Cubes) x 6 (pair: A:B, A:C, A:D, 

B:C, B:D, C:D) mixed design ANOVA.  This analysis revealed a main effect of condition 

(F(1,18) = 7.542, p = .013) and pair (F(5,90) = 334.179, p < .001), and an interaction between 

condition and pair (F(5,90) = 3.334, p = .008), but no other significant effects (p > 0.05).  The 

main effect of condition indicates that participants in the EW group consistently reported larger 

ratios than did participants in the PV group; the direction of this effect indicates that observers 

believed the smaller objects to be denser than the larger objects—over and above the typical 

underestimations of volume—which qualitatively matches the statistics of the environment.   The 

main effect of pair indicates that participants reported different EW and PV ratios for different 

pairs of objects, and the interaction indicates that the degree to which EW ratios were larger than 

PV ratios varies by pair, but nevertheless exists for all pairs (Figure 3).  To further explore the 

interaction between pair and condition, given prior data (see Section H. Appendix: Pilot Study), 

we conducted 18 one-tailed t-tests of simple effects to test whether EW ratios were significantly 

larger than PV ratios for each pair within each object.  All but three of these tests reached 

significance, and those three that did not are borderline significant, all within the Greebles object 
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set (Table 1). Measures of effect size (Cohen’s d) also revealed the Greebles object set effect size 

(d = .4059) to be smaller than the other two object sets (Blobs: d = .5210, Cubes: d = .5819). 

 

 

 

Figure 3. Human observers’ data comparing Expected Weight to Perceived Volume. (a) EW and 
PV responses for each object type by pair show the “smaller is denser” belief.  Consistent with 
previous studies, PV consistently underestimates true volume, leading to PV ratio responses 
larger than the true volume ratio between the objects (gray line). EW ratios are consistently larger 
than PV ratios, indicating that subjects believe smaller objects are denser than larger objects, 
over and above any mis-estimation of volume.  (b) Error in estimates (PV – true volume and EW 
– true volume) collapsed across all pairs demonstrates the effect of condition: EW ratios are 
larger than PW ratios, and thus display more error in comparison to true volume ratios.  The x-
axis represents error in estimation of volume/weight.  

 

Table 1.  Results of one-tailed t-tests of simple effects, testing the hypothesis that EW ratios are 
larger than PV ratios for each pair of each object. * p < .05, † p < .10 (threshold) 

 

  

Pair 
Blobs Greebles Cubes 

t p t p t p 
A:B 2.6337 0.008* 1.4600 0.081† 2.8074 0.006* 
A:C 2.0876 0.026* 1.3900 0.091† 2.9797 0.004* 
A:D 2.7947 0.006* 2.4377 0.013* 2.6341 0.008* 
B:C 2.1396 0.023* 2.1933 0.021* 2.0547 0.027* 
B:D 1.9698 0.032* 1.5763 0.066† 3.0327 0.004* 
C:D 2.8844 0.005* 2.2151 0.020* 2.8094 0.006* 
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E.3. Comparison of Environmental and Behavioral Data 

Finally, we sought to assess the degree of quantitative agreement between the environmental and 

behavioral (EW) data.  Data were pooled from all artificial object environmental datasets 

(Datasets 1-3), and a full factorial combination set of all volumes of all artificial objects was 

created. We then selected the half of the full factorial combination set for which !!"#$%&! !

!!"#$%&!, e.g. cases where object 1: "9V battery", object 2: "orange" and not object 1: "orange", 

object 2: "9V battery". 

 

Next we computed the true small/large ratio for density (dS/dL) and weight (wS/wL) for each of 

these small-large object pairs, and, due to the identified power function relationships, computed 

their natural log transforms. Linear trends to the log environmental object weight and density 

ratio data were fitted (Figure 4), and subsequently used to calculate the average log weight and 

density ratios for each of the volume ratios used in the behavioral experiment (Tables 2 & 3).  

 

Table 2.  Predicted weight ratios derived from line of best fit to environmental object data for the 
six volume ratios presented experimentally.  Each reported EW ratio from the behavioral 
experiment demonstrates close match to the true weight relationship between two objects of 
similar volume relationship in the environment. 

Pair Predicted environmental 
wS/wL 

EW ratios 
(Cubes) 

EW ratios 
(Blobs) 

EW ratios 
(Greebles) 

A:B 0.5314 0.5325 0.4980 0.4654 
A:C 0.3129 0.2867 0.2621 0.2520 
A:D 0.1484 0.1282 0.1337 0.1302 
B:C 0.6600 0.6027 0.5962 0.5769 
B:D 0.3129 0.2895 0.2564 0.2402 
C:D 0.5314 0.4816 0.4478 0.4992 
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Table 3.  Predicted density ratios derived as above.  Just as EW ratios did, each derived density 
ratio from the behavioral experiment demonstrates close match to the true density relationship 
between two objects of similar volume relationship in the environment. 

Pair Predicted environmental 
dS/dL  dS/dL (Cubes) dS/dL (Blobs) dS/dL (Greebles) 

A:B 1.7933 1.7972 1.6809 1.5706 
A:C 2.5036 2.2938 2.0967 2.0157 
A:D 4.0068 3.4620 3.6092 3.5146 
B:C 1.5643 1.4286 1.4133 1.3675 
B:D 2.5036 2.3163 2.0514 1.9218 
C:D 1.7933 1.6254 1.5113 1.6849 

 

Finally, to compare these ratio with behavioral data, we calculated the expected density ratio for 

each EW data-point by again using the relationship !! ! !!!!: 

!!
!!

! !
! !!
! !!

! !!
!!

! !!!!!
! !!
!!

 

As the volume measurements for the environmental objects database are true volumes, true 

volume (as opposed to perceived volume) was used for these calculations as well.  To compare 

to the environmental data, we computed the natural log transform of the resulting weight and 

density ratios.  Results of this set of analyses are shown in Tables 2 & 3, transformed back into 

ratio space for ease of interpretation.  Surprisingly, predicted weight ratios closely mirror true 

weight ratios in the environment (Figure 4a), indicating that the amount by which observers 

expected a smaller man-made object to be denser than a larger one closely mirrored the average 

true density asymmetry for a similarly-sized pair of man-made objects in the environment 

(Figure 4b).  This finding suggests that the human nervous system is endowed with knowledge of 

and is able to use the power function relationship between size and density to optimally generate 

accurate estimates of novel, man-made objects’ weight relationships on the basis of visual size 

alone, even when other visual cues—such as differential material—and memory are unavailable.  
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Figure 4. Comparison between environmental object data and observers’ data. Overlay of natural 
log-transformed environmental and observers’ expected (a) weight (EW) ratios and (b) density 
ratios as a function of volume ratios for the three object types shows agreement between 
environmental data and participants’ predictions of objects’ weight (and thus density) 
relationships.  We calculated a full factorial set of objects in the pooled environmental dataset, 
i.e., each object paired with every other.  After selecting only the pairs for which !!"#$%&!! !
!!"#$%&!!, their natural log volume, weight, and density ratios, and the lines of best fit between (a) 
log volume ratios (VR) and log weight ratios (WR) (!" ! !!"#!" ! !!!"), and (b) log volume 
ratios (VR) and log density ratios (DR) (!" ! !!!"#!" ! !!!") were computed.  Finally, log 
expected weight and density ratios for each EW small/large behavioral data point for all three 
object types were computed using these lines of best fit.  The result is a close match between (a) 
the mean EW ratios and true weight ratios in the environment, and (b) density ratios derived from 
EW reports and the mean environmental densities. Error bars denote standard deviation across 
participants’ responses. 
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F. Discussion 

In this study, we report a new environmental regularity: that the distribution of artificial object 

density follows a power function of volume, i.e., that smaller man-made objects are denser than 

larger ones, and by more so the smaller they become.  This result shows that weight does not 

grow linearly with volume for objects that are designed to be liftable and manipulable.  It is also 

noteworthy that the aforementioned statistical regularity does not appear to exist for natural 

objects that are liftable either.  The survey of liftable natural objects revealed no systematic 

relationship between volume and density, suggesting that human’s lifting constraints have not 

(yet) influenced the natural selection of fruits and vegetables.  A survey of larger artificial 

objects such as furniture and vehicles that are not designed to be liftable did not show this 

relationship either. 

 

Strikingly, this environmental regularity appears to be encoded in the human sensorimotor 

system and used by the nervous system to predict novel objects’ weight relationships.  When 

shown pairs of novel objects and provided no other informative cues to their weight relationship 

other than their visual appearance, participants consistently and systematically provided weight 

estimates that indicated they believed smaller objects to be denser than larger objects, over and 

above any mis-estimation of object volume.  This effect was strong for the Blob and Cube object 

sets, but slightly less strong for the Greeble object set.  It is likely this effect occurred because 

either: (a) the Greebles set was smaller in volume than the other two sets; or (b) the Greebles set 

possessed unique geometry (e.g., more cylindrical, protruding elements, etc.) in comparison to 

the other two.  It is also possible that the Greebles set may have in part induced use of a prior of 

natural objects – which possess no regular size-density relationship – given that Greebles are 
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designed to look somewhat animate.  Indeed, several participants reported that the Greebles were 

“cute.”  However, despite these possibilities, it still remains that three of the six Greeble pairs 

induced a significant density bias, and the effect in the remaining three was borderline 

significant. 

 

Finally, participants’ estimates of a given two experimental objects’ weight relationships match 

the average weight relationship for two objects of similar volume relationship sampled from 

everyday environments.  These findings suggest that individuals acquire knowledge of the 

statistical relationship between size and weight from experience lifting and manipulating objects 

in the environment.  Just as exposure to regular pairings of visual or multimodal stimuli can lead 

individuals to learn those patterns (Aslin & Newport, 2012; Barakat, et al., 2013; Fiser, 2009; 

Fiser & Aslin, 2002a, 2002b; Gekas, et al., 2013; Hunt & Aslin, 2001; Mitchel & Weiss, 2011; 

Orban, et al., 2008; Roser, et al., 2011; Seitz, Kim, & Shams, 2006; Seitz, et al., 2007; Series & 

Seitz, 2013), it appears that humans’ exposure to man-made objects within their lifetimes has led 

to internalization of their typical properties.  However, it is also possible that such knowledge is 

innate or hard-wired, having been acquired through generations of experience with man-made 

objects.  If it is indeed acquired through experience within a single individual’s lifetime, it would 

appear that our past actions can influence our perceptions.  

 

These results demonstrate that humans’ sensitivity to and use of environmental statistics can be 

extended to include joint distributions of properties – in this case, size and weight.  Further, 

unlike many of the previously-reported environmental statistic sensitivities, the sensorimotor 

system’s knowledge of the joint distribution between size and weight (i.e., the distribution of 
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density as a function of size) is represented quantitatively as well as qualitatively.  Thus, rather 

than simply relying on a heuristic-like rule that “smaller objects are denser,” the nervous system 

appears to encode that objects become denser more quickly the smaller they become, following a 

power function of volume.  To our knowledge, this is the first demonstration of quantitative 

encoding and usage of joint environmental statistics: Instead of simply relying on a rule such as 

“slower and smoother is more likely” (Hedges, et al., 2011; Stocker & Simoncelli, 2006; Weiss, 

et al., 2002) or “more connected in space and time is more likely” (Geisler & Perry, 2009; 

Schwartz, et al., 2007), the human perceptual system appears to have access to the precise shape 

of the nonlinear function relating an object’s size and its typical weight in the absence of other 

informative cues.  The current findings thus inform the field of visuohaptic and visuomotor 

integration as a whole: The predictive step in forward models of motor control is crucial to their 

ability to demonstrate adaptive and precise motor behavior (Kawato, 1999; Miall & Wolpert, 

1996; Scott, 2004). 

 

These findings also have interesting implications for studies of heaviness perception and in 

particular the size-weight illusion (SWI), in which the smaller of two equally-weighted and 

similar-looking objects feels heavier than the larger (Charpentier, 1891), despite no asymmetry 

in motor force production (Flanagan & Beltzner, 2000; Grandy & Westwood, 2006). It is well 

known that when lifting an object, the motor system continually adjusts its output to produce 

appropriate motor forces for the true mass of the objects (Buckingham, et al., 2009; Buckingham 

& Goodale, 2010a, 2010b; Buckingham, et al., 2011a, 2011b, 2012; Bursztyn & Flanagan, 2008; 

Cole, 2008; Flanagan & Bandomir, 2000; Flanagan & Beltzner, 2000; Flanagan, et al., 2008; 

Flanagan, et al., 2001), meaning that the online haptic sensory information is continually 
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changing its contribution to the sense of heaviness.   However, evidence also suggests that visual 

and haptic information are combined with prior expectations when lifting novel objects (e.g., 

Baugh, et al., 2012; Flanagan, et al., 2001; Gordon, Forssberg, Johannson, et al., 1991; Gordon, 

Forssberg, Johansson, et al., 1991).  To date, studies of the SWI assume, either implicitly or 

explicitly, that observers expect that objects appearing to be made out of the same material 

(despite differing in size) will possess the same density (Buckingham & Goodale, 2013; 

Flanagan & Beltzner, 2000; Flanagan, et al., 2008; Flanagan, et al., 2001).  Our findings 

demonstrate that this assumption is flawed, since density is generally not independent of volume 

for man-made objects regularly interacted with in the environment and observers are sensitive to 

and can use this statistical regularity.  It should be noted, however, that even if observers believe 

smaller objects are denser, they still expect a larger one to be heavier, albeit not by enough to 

match the size discrepancy; thus, the source of the SWI remains elusive, but it is evident that 

more investigation is required.  Interestingly, despite the presence of such “equal density” 

assumptions in typical studies of the SWI, a recent study employing differential material as a 

semantic cue to density concluded that a single expectation of density as a function of size – 

rather than different density assumptions as a function of visual material – underlies the presence 

of the SWI (Buckingham & Goodale, 2013). 

 

Of course, the contribution of density variation itself to heaviness perception has been studied 

quite extensively.  Beginning in the earlier part of the last century, researchers have consistently 

noted that denser objects are perceived as heavier, and that the perception of an object’s 

heaviness is a function of its size, shape, and density (e.g., Anderson, 1970; Cross & Rotkin, 

1975; Huang, 1945; Jones, 1986; Lederman & Klatzky, 2009; Masin & Crestoni, 1988; Ross & 
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DiLollo, 1970; Sjöberg, 1969; Stevens & Rubin, 1970).  Given the importance of density in the 

formation of the ultimate sense of the heaviness of an object, it is therefore surprising that 

prediction of weight based on predicted object density (rather than simply the contribution of 

physical density) has been largely neglected in studies of the sense of heaviness.   

 

Finally, it should be noted that verbal report of expectation rather than arguably more implicit 

measures, such as the traditional grip force, load force, and their respective first derivatives, was 

selected for this study because recent evidence suggests that such forces may reflect not only 

expectation of heaviness but also uncertainty (i.e., lack of confidence) about one’s expectation 

(Hadjiosif & Smith, 2011).  Additionally, while it has been shown that such forces scale directly 

with anticipated weight (Buckingham, et al., 2009; Crajé, Santello, & Gordon, 2013), the precise 

quantitative relationship between applied force and weight expectation (e.g., how many Newtons 

or Newtons/second reflect an expectation of how many grams) remains unclear.  Verbal report 

thus appears to be a purer measure of quantitative expectations of weight relationships.   
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G. Conclusions 

The results show for the first time that (a) for man-made, liftable objects, density and volume are 

not independent in the everyday environment; and (b) human observers can represent this 

complex relationship and use it to generate accurate quantitative expectations about novel 

objects’ weight relationships.  The incorporation of similar prior knowledge may improve 

estimates of object weight for artificial systems as well, providing an environmentally-based 

foundation for the predictive step in forward internal models of motor control (Kawato, 1999; 

Miall & Wolpert, 1996; Scott, 2004).  Finally, knowledge of these statistics is available to the 

perceptual system, yet was likely acquired through experience lifting and manipulating objects 

(Gachoud, Mounoud, Hauert, & Viviani, 1983).  Thus, not only can perception influence action 

(Goodale, 2011), but past actions may influence perception as well.  
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H. Appendix: Pilot Study 

An earlier study first identified the “smaller is denser” density bias reported here with cubic 

objects only.  The finding reported in the main article text is an extension and replication of this 

earlier study, designed to test the generalizability of the finding.  For completeness, we report the 

methods and results of the earlier study here. 

 

H.1. Materials and Methods 

H.1.a. Human Subjects   

Sixty-seven individuals (mean age: 20.25 years, range: 18-28 years, 24 men, 43 right-handed) 

gave written informed consent to participate in the behavioral portion of this study.  Seven 

subjects (4 men) were excluded due to technical difficulties (stimuli breaking) or noncompliance 

with experimental procedures or instructions.  As a result, 30 participants remained in each 

group.  All participants had normal or corrected-to-normal vision and normal hearing.  This 

experiment was conducted in accordance with the Declaration of Helsinki and approved by the 

UCLA Institutional Review Board. 

 

Subjects were split into two groups and asked to judge the relationship between six pairs of 

novel, similar-looking cubic objects, drawn from a set of four sizes. The Expected Weight (EW) 

group (n = 30) guessed the objects’ weight ratio (small/large) without touching them (i.e., on the 

basis of visual information only), while the Perceived Volume (PV) control group (n = 30) 

guessed the volume ratio.  
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H.1.b. Materials  

Experimental stimuli consisted of two sets of the Cube objects used in the main experiment.   

 

H.1.c. Procedure   

Cubes were presented in a full factorial design, including all six possible combinations of the 

four sizes as well as trials in which the two cubes were identically-sized as a control to ensure 

that observers understood the task.  Thus, the possible pairings were: A:B, A:C, A:D, B:C, B:D, 

C:D, (small/left - large/right, S-L); B:A, C:A, D:A, C:B, D:B, D:C (large/left - small/right, L-S); 

and A:A, B:B, C:C, D:D (identically-sized, I-S).  Subjects completed 10 practice trials, followed 

by 128 test trials in pseudorandom order (8 trials of each S-L pairing, 8 trials of each L-S pairing, 

and 8 trials of each I-S control condition).  No feedback was given.  While the experimenter was 

placing or removing the cubes, subjects in both groups were required to close their eyes so as to 

avoid any cuing effects regarding the possible weight of the cubes. 

 

For analysis, we collapsed across S-L and L-S orderings, and excluded the I-S control pairings; 

for example, data from the A:C and C:A conditions were pooled for each subject to create a 

single dataset representing this pair of cubes, regardless of presentation placement.   

 

H.2. Results 

Due to the nature of the dependent measure as a ratio (and in keeping with studies on relative 

mass in intuitive physics (Sanborn, et al., 2013)), the log transform of each data-point was 

computed, as was the mean log ratio for each subject for each cube pair.  Normality of each of 

the resultant datasets was assessed through the Lilliefors test (Lilliefors, 1967)—an adaptation of 
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the Kolmogorov-Smirnov one-sample test that allows for testing the null hypothesis that data 

come from a normally distributed population without the need to specify the expected value and 

variance of the null hypothesis test distribution.  Because multiple distributions failed these 

normality tests (Table S1), data from the EW and PV groups were then compared through six 

Wilcoxon rank-sum (Mann-Whitney U) nonparametric tests (Table S2).  Note that no omnibus 

non-parametric analysis of variance (ANOVA) proxy exists which can accommodate both 

between- and within-subjects factors.  Correction for multiple comparisons was accomplished 

through the Holm-Bonferroni method (Holm, 1979); all significant differences between EW and 

PV ratios passed this test.   

 

Table 4.  Lilliefors normality tests for behavioral data. 
 Expected Weight (EW) Perceived Volume (PV) 

Pair D p D p 

A:B 0.2054 0.002* 0.1317 0.1958 
A:C 0.1730 0.022* 0.1179 0.3431 
A:D 0.1339 0.178 0.1914 0.0064* 
B:C 0.2659 0.001* 0.0730 > 0.5 
B:D 0.1707 0.025* 0.0538 > 0.5 
C:D 0.1968 0.004* 0.0626 > 0.5 

 

 

Table 5.  Tests for differences between EW and PV responses, with Holm-Bonferroni correction 
for multiple comparisons. 

Pair Mean log  
EW-PV U p p-value 

Rank 
Number of 

comparisons 
Corrected 

p threshold 
A:B 0.1005 776 0.041* 5 2 0.042 
A:C 0.2547 669 0.0003* 3 4 0.025 
A:D 0.4043 654.5 0.0001* 1 6 0.008 
B:C 0.0457 780 0.047* 6 1 0.050 
B:D 0.2510 665.5 0.0002* 2 5 0.017 
C:D 0.0997 759 0.022* 4 3 0.033 
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Consistent with previous studies (Frayman & Dawson, 1981), the PV ratios did not approach true 

volume ratios, indicating consistent underestimation of volume.  Crucially, however, the data 

also revealed that EW ratios were significantly larger than PV ratios across all six object pairs 

(Table S2; Figure S1).  This finding suggests that observers believed the smaller novel, man-

made objects to be denser than the larger objects—over and above the typical underestimations 

of volume—which qualitatively matches the statistics of the environment.  

 

Quantitative agreement between behavioral reports and environmental object data was assessed 

as in the main study.  As in that study, data show a close match between weight and density 

ratios in the environment and those derived from behavioral reports (Figure S2, Table S3). 
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Figure 5.  Distributions of behavioral results for pilot study: natural log-transformed responses for 
the Expected Weight (EW) vs. Perceived Volume (PV) small/large ratios for the six experimental 
object pairs.  Consistent with previous studies, PV consistently underestimates true volume, 
leading to PV ratio responses larger than the true volume ratio between the objects (green lines).  
Wilcoxon Rank Sum (Mann-Whitney U) tests reveal that EW ratios are consistently and 
significantly larger than PV ratios (* p < .05, ** p < .001) (Table S2), indicating that subjects 
believe smaller objects are denser than larger objects.  The magnitude of this density bias 
increases as the volume difference between objects increases: It is largest for objects A versus 
D, which are most different in volume, and is smallest for objects B versus C, which are closest in 
volume. 
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Figure 6.  Comparison of environmental and experimental data for pilot study. Overlay of 
environmental data (a) weight and (b) density ratios as a function of object volume ratio.  As in 
the main experiment, data display a close match between subjects’ EW ratios (and derived 
density ratios) and the predicted weight and density ratios for a similar pair of objects in the 
environment.  Error bars denote standard deviation across participants’ responses 

 

Table 6. Predicted weight and density ratios derived from line of best fit (for man-made object 
data) versus weight and inferred density ratios from EW behavioral reports. 

Pair 
Predicted 

environmental 
wS/wL 

EW ratios 
Predicted 

environmental 
dS/dL  

dS/dL derived 
from EW ratios 

A:B 0.5314 0.5939 1.7933 2.0005 
A:C 0.3129 0.3743 2.5036 2.9947 
A:D 0.1484 0.1819 4.0068 4.9125 
B:C 0.6600 0.6929 1.5643 1.6346 
B:D 0.3129 0.3623 2.5036 2.8910 
C:D 0.5314 0.5758 1.7933 1.9320 
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VIII. 

THE SIZE-WEIGHT ILLUSION IS NOT ANTI-BAYESIAN AFTER ALL: A HIERARCHICAL CAUSAL 

INFERENCE MODEL 

 

A. Summary of Size-Weight Illusion Study Series 

When we lift two objects of the same weight but different sizes, we expect the larger to be 

heavier, but the smaller feels heavier.  This Size-Weight Illusion (SWI) cannot be explained by 

differential motor forces, and has been labeled “anti-Bayesian” because it opposes simple 

Bayesian predictions utilizing a “larger is heaver” prior.  However, we report that previously-

considered Bayesian formulations of the SWI neglect crucial information available to observers.  

Until now, studies of the SWI have assumed observers believe two similar-looking (same visual 

material) objects have equal density, but recent work presented earlier in this dissertation 

demonstrates this assumption is flawed: Smaller man-made objects in the environment are denser 

than larger objects, and humans’ perceptual systems appear cognizant of this relationship.  

Therefore, we present a competitive prior model, in which two objects’ expected weight 

relationship is based not only on their size difference, but also on their inferred density 

relationship – despite visually similar material.  We measured observers’ expectations and 

illusion magnitude, and fitted our model to these data.  The model reproduces the basic illusion, 

and additionally explains several findings reported in the literature.  Moreover, the model makes 

novel predictions, which were tested and validated in a subsequent behavioral experiment.  

These findings demonstrate that the SWI is not anti-Bayesian as previously claimed, both 

unifying the SWI with the sensorimotor literature and supporting growing confidence that 

competitive-prior hierarchical Bayesian inference can both describe and explain human 
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perception across a wide variety of domains – even when that perception fails to report veridical 

information about our environments. 

 

B. Introduction 

A curious percept occurs when we lift two objects that vary in size but possess the same physical 

weight: Despite expectations that the larger item should be heavier, the smaller feels heavier.  

First described in the 1890s (Charpentier, 1891), this Size-Weight Illusion (SWI) has stymied 

psychologists for generations.  Why should the smaller of two equally-weighted objects feel any 

different from the larger, and – even more puzzlingly – why should it feel heavier? 

 

B.1. The Role of the Motor System 

The most attractive and simplest potential explanation for the SWI rests on the motor system’s 

role.  First described under the name Expectation Theory (Flournoy, 1894), the primary 

argument is that it is reasonable that observers should expect larger objects to be heavier than 

smaller objects, and so will generate greater force in preparing to and actually lifting a larger 

object than for a smaller object.  The result is an over- or under-production of motor forces for 

the actual weight of the items – colloquially termed “overlifting” and “underlifting” – leading the 

larger object to feel lighter than the smaller (Gordon, Forssberg, Johansson, & Westling, 1991c; 

Granit, 1972; Woodworth, 1921).  However, more recent studies have confirmed that the 

presence of the SWI is decidedly not due to simple motor asymmetries: By measuring the forces 

produced in grasping and lifting objects (e.g., grip force, load force, and their respective first 

derivatives), it has been demonstrated that motor forces scale appropriately to the true weight of 

items repeatedly lifted, yet the percept that the smaller of the two items is heavier persists 
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(Buckingham & Goodale, 2010a; Flanagan & Beltzner, 2000), and even persists if the smaller 

item is physically lighter than the larger one (Grandy & Westwood, 2006).  These motor force 

scalings can be retained for at least 24 hours (Flanagan, King, Wolpert, & Johannson, 2001); 

additionally, motor forces scale quickly to the object being currently lifted, even if visually 

similar to a recently-seen object, ruling out carry-over effects from previous lifts as playing a 

causal role in this illusion (Cole, 2008).  However, it is also possible that other physical aspects 

of the stimuli, such as their specific proportions or rotational inertia, contribute causally to the 

SWI (e.g., Amazeen & Jarrett, 2003; Amazeen, Tseng, Valdez, & Vera, 2011; Amazeen & 

Turvey, 1996; Streit, 2007; Streit, Shockley, Morris, & Riley, 2007; Valdez & Amazeen, 2008).  

Yet the SWI persists when such factors as grip size, felt rotational inertia, and lifting style are 

controlled for through holding these factors constant (e.g., through use of rings and pulleys, Ellis 

& Lederman, 1993; Kawai, Henigman, MacKenzie, Kuang, & Faust, 2007) or by removing them 

altogether (e.g., through use of virtual reality, Heineken & Schulte, 2007; Kawai, et al., 2007).  

Taken together, these findings indicate that the presence of the illusion cannot depend entirely on 

such motor-system explanations, and indeed represents a perceptual phenomenon. 

 

B.2. A Computational Perspective 

So, if sensory evidence of an object’s weight (i.e., proprioceptive feedback from fingers, hands, 

or arm muscles) can be made equivalent between two equally-weighted but differently-sized 

objects, what is the source of the persistent, perceptual SWI?  In search of an answer this 

question, the illusion initially enjoyed much attention in the early computational literature.  By 

positing that the illusion exists simply due to exaggeration of unexpected sensory evidence, 

many early descriptive models found traction, suggesting that perceived heaviness is inversely 
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proportional to size but directly proportional to physical weight (Sjöberg, 1969); that perceived 

heaviness is a logarithmic function of volume and that density may play a role (Stevens & Rubin, 

1970); or that the ratio of the perceived heaviness of two objects is a logarithmic function of their 

volume ratio and their shared weight in relation to a ‘maximum liftable weight’ (Cross & Rotkin, 

1975).  These models did well in describing and predicting the SWI, but do not answer the 

question of why it occurs.  In a study more closely resembling modern work on Maximum 

Likelihood Estimation (MLE), a simple linear weighting rule was proposed, combining expected 

weight based on size and sensory measurements of the objects’ weights, with mathematical 

coefficients that sum to 1 (Anderson, 1970).  However, the coefficient assigned to the 

expectations was arbitrarily set as negative, again leading to a failure to describe the reasons 

underlying the illusion’s occurrence.  In fact, a more recent paper finds that such a linear 

weighting model cannot account for the SWI under more rigorous methodology (Vicovaro & 

Burigana, 2014). Thus, the common thread throughout these descriptive models has been some 

assumption that the illusion depends simply on somehow inversely weighting expectations about 

an object’s weight based on its size, with attention instead turned to the particular mathematics of 

how this inverted weighting takes place.  As such, these models do little to explain the presence 

of the illusion, and instead merely describe it. 

 

B.3. Seeking an Explanation 

To arrive at a truly explanatory account of the SWI, it may be helpful to reexamine the role of 

expectations, but utilizing a more modern approach: Bayesian decision theory.  The expectation 

that a smaller object is lighter than a larger object has thus been formalized as the prior, while 

the sensory evidence that the two objects actually weigh the same plays the role of the likelihood.  



 47 

Thus, the felt heaviness of the two objects (in relation to one another) is represented by the 

posterior, which is arrived at via Bayes’ rule (Equation 1): 

 p(w | s) = p(s |w)p(w)
p(s)

 (1) 

Thus, the probability of the objects’ relative weights ! given their sizes !, !!!!!!, is a function 

of the sensory evidence !!!!!! and the prior probability of weight !!!!, with !!!! being a 

normalization constant.  The ultimate percept of the objects’ felt heaviness ! is selected with 

reference to the posterior distribution, !!!!!!.  Two typical strategies include defining ! as the 

maximum a posteriori (MAP) estimate:  

 ŵ = argmax
w

p(w | s)  (2) 

or, alternatively, as the mean of the posterior distribution: 

 ŵ = wp(w | s)dw!  (3) 

This type of framework has been quite successful in describing and explaining many other 

perceptual phenomena, and across sensory modalities.  For example, the inclusion of a “slow and 

smooth” prior in a Bayesian model produces visual motion “percepts” akin to those reported by 

human observers under conditions of visual uncertainty (Stocker & Simoncelli, 2006; Weiss, 

Simoncelli, & Adelson, 2002).  Behavioral responses in audiovisual localization tasks 

(Beierholm, 2009; Beierholm, Körding, Shams, & Ma, 2007; Wozny, Beierholm, & Shams, 

2010) and in visual percepts of convexity versus concavity (Adams, Graf, & Ernst, 2004) can be 

explained by Bayesian integration.  Following adaptation to visuohaptic discrepancy, observers’ 

reported percepts adhere to Bayesian inference (Atkins, Jacobs, & Knill, 2003), and visuohaptic 

priors regarding the regular relationship between a novel object’s brightness and its stiffness can 

be created, when of course none of this nature exist in the natural environment (Ernst, 2007).  
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Even behavioral responses to manipulations of prior probability of reward are neatly captured by 

the simple Bayes’ rule (Hanks, Mazurek, Kiani, Hopp, & Shadlen, 2011).  With these and many 

other successes, it is therefore reasonable to hope that this Bayesian framework may provide a 

truly explanatory answer for the SWI, as it has for so many other perceptual and multisensory 

phenomena. 

 

B.4. An Outlier in a Coherent, Comprehensive Theory 

Unfortunately for the Bayesian framework – and for the field’s assertion that Bayesian decision 

theory provides a comprehensive explanatory account of the brain’s method of processing and 

combining incoming sensory information – this approach fails badly in capturing the SWI.  In 

fact, it predicts precisely the opposite of the reported percept. 

 

To see why and how it fails, let us turn to an example.  

Suppose you are presented with two objects, A and B, 

that look like they are made of the same material, with A 

being the smaller of the two (Figure 7).  You expect, on the basis of visual inspection, that A will 

weigh less than B (because it is smaller), and so they should have an expected weight ratio 

!!!!"#$%&$'
!!!!"#$%&$'

! !.  However, unbeknownst to you, a clever experimenter has manipulated them 

such that they possess identical weight, and so !!!!"#$!!!!"#$
! !.  Assume, for the moment, that the 

prior and likelihood distributions can be modeled with Gaussian probability density functions to 

represent the uncertainty in both your expectations and your sensory evidence (i.e., you are not 

exactly sure what the objects’ exact weight relationship will be before you lift them, and your 

weight discrimination ability is also not perfect).   Then, by combining the prior and likelihood 

Figure 7. Two similar-looking objects. 

   A 
  B
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through Bayes’ rule, the felt heaviness of the two objects (i.e., their perceived weight ratio 

!!!!"#$"%&"'
!!!!"#$"%&"'

) should be found easily (Equation 1). 

 

Figure 8 presents a graphical representation of this scenario.   As one can see, the peak and mean 

of the posterior distribution lie in the region between 0 and 1, meaning that according to Bayes’ 

rule, A should feel lighter than B.  Yet it doesn’t – instead, the perceived heaviness ratio of the 

two objects lies in the region above 1, because A feels heavier than B – and so fails Bayes in 

even describing the SWI, much less predicting it.  

 

 

Figure 8.  Graphical depiction of the SWI as attempted to be captured by Bayesian inference.  
With the expectation that the smaller object A will weigh substantially less than the larger object B 
(prior), or !!!!"#$%&'#$!!!!"#$%&'#$

!! !, and the sensory evidence that they weigh the same (likelihood), or 

!!!!!"#$%&'!!!!"#$%&'
! !, Bayes’ rule predicts that A should feel slightly less heavy than B (posterior), i.e. 

that !!!!"#$"%&"'!!!!"#$"%&"'
! !.  However, in reality, A will feel heavier than B (SWI), i.e. !!!!"#$"%&"'!!!!"#$"%&"'

! !. 

 

Thus – and as identified in earlier computational work – even with the power of Bayesian 

decision theory at our fingertips, the expected weight relationship between the two objects (the 

prior) is in the “wrong direction” to produce the reported percept of heaviness for the two 

objects.  It is tempting to retreat to purely descriptive tactics, denouncing the illusion as “anti-

Bayesian” (e.g., Brayanov & Smith, 2010) and asserting as before that it occurs due to 

exaggeration of unexpected sensory evidence.  However, such an explanation does not seem 
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entirely satisfactory, especially given that motor responses scale appropriately in accordance 

with Bayes’ rule in a variety of motor performance tasks (e.g., Berniker & Körding, 2011; 

Körding, Ku, & Wolpert, 2004; Körding & Wolpert, 2004) – including those involving the SWI, 

and even on trials in which the illusion itself occurs (Brayanov & Smith, 2010).   

 

In line with this idea, several other attempts have been made to fit the SWI into the Bayesian 

framework and thus unite it with the rest of the sensorimotor and cue combination literature.  

The most promising of these posits the inclusion of an additional prior that the smaller item feels 

heavier than the larger, which is created due to a previous lift of the two objects in question 

(Buckingham & Goodale, 2010a).  The argument is that on subsequent lifts of the same pair, this 

additional prior – which exists in the opposite direction of the long-held prior that the larger item 

should be heavier – is included in the Bayesian calculation on subsequent trials.  This model thus 

would predict that strengthening this new “smaller is heavier” prior should maintain the illusion, 

and perhaps even make it stronger.  However, when this prior is strengthened to an extreme 

through multiple days of training, the effect is quite the opposite: The SWI attenuates and – with 

enough training – ultimately reverses (Flanagan, Bittner, & Johannson, 2008).  The argument 

that each lift contributes a new perceptual prior that is used on subsequent lifts to maintain the 

illusion cannot account for these findings.  Further, this theory neglects the relevance of a factor 

whose role has been long-described as critical to the sense of heaviness: density.  
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B.5. A Role for Hidden Factors 

Density is not immediately visible, but is defined only as the co-occurrence of two other 

properties: volume and mass.  It is thus hidden from immediate access, and hard to measure for 

human observers, but has been repeatedly shown to be crucially important in heaviness 

estimation (e.g., Buckingham & Goodale, 2013; Cross & Rotkin, 1975; Huang, 1945; Kawai, 

2002; Ross & DiLollo, 1970).  However, until now the property of density has not been able to 

truly explain the presence of the SWI, aside from anecdotal claims that when asked to judge 

heaviness, observers are actually judging density, or at the very least that density biases 

heaviness judgments (e.g., Huang, 1945).  One recent study does claim to have developed an 

MLE model that captures the SWI, with linear weights on haptic weight and visuohaptically-

derived “density” inversely proportional to their reliability in traditional MLE fashion (Drewing 

& Tiest, 2013); however, the authors define density as a combination of a visual size estimate 

and a haptic weight estimate, the latter of which is the very percept sought by the model.  This 

circular reasoning, unfortunately, cannot carry any explanatory power, and additionally entirely 

neglects the possibility of a role for prior experience or expectations. 

 

However, the argument for including density in modern models of the SWI does retain merit.  It 

has been speculated that different brain areas may underlie the perceptual versus motor aspects 

of the SWI: Parietal and temporal cortex may compute size information and M1 weight 

information, but ventral premotor area (PMv) may underlie density judgments and, consequently, 

subjective heaviness percepts (Chouinard, Large, Chang, & Goodale, 2009).  And in addition to 

the well-known fact that visual estimates of material affect predictions of an object’s weight 

(Buckingham, Ranger, & Goodale, 2011a; Ellis & Lederman, 1999; Ross, 1969), it has also been 
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recently demonstrated that visual size estimation alone can play a role in density estimation prior 

to lifting an object, such that smaller objects are judged to be denser than larger objects, even 

without any haptic information (i.e., they are not lifted) and even when visual material is held 

constant (see Section VII).  Other recent investigations have reported that well-learned material-

density priors interact with sensorimotor memory of previous lifts in producing heaviness 

percepts (Baugh, Kao, Johannson, & Flanagan, 2012), and that a single representation of object 

density – potentially based on visual size estimates alone – may underlie the SWI (Buckingham 

& Goodale, 2013).  

 

B.6. A Brief History of Competing Hypotheses Models 

A causal role for density estimation in the SWI is clear, but the nature of this role is not.  Yet 

there remains a large subsection of Bayesian model variants that has yet to be explored in 

relation to the SWI – models that have enjoyed great success in capturing and explaining 

multisensory phenomena even when other Bayesian model variants and MLE fail.   

 

These processes – called causal inference models, mixture models, nested models, or competing 

priors, among other terms – can be thought of as possessing two-stages: The perceptual system 

must first evaluate the relative probabilities of several competing causal scenarios in light of the 

incoming sensory evidence, and then evaluate that sensory evidence in light of these determined 

probabilities (Yuille & Bülthoff, 1996; Yuille & Clark, 1993).  Importantly, these competing 

scenarios consist of what has been termed secondary or hidden variables: the cause of the 

sensory experiences, which exert influence on the variables an observer is estimating but which 

he does not necessarily estimate explicitly.  The question then becomes, which prior constraint(s) 
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(or causal, structural environmental scenario(s)) should be used to interpret a sensory cue, and 

how should their role be characterized?  For example, in order to correctly interpret an 

observable (primary) variable of interest, such as the shape of an object, secondary variables 

must also be evaluated:  Is the surface material of the object Lambertian (matte) or specular 

(shiny)?  Only once a determination about the material of the object has been made can the rest 

of the visual cues to object geometry be interpretable.  

 

Yuille and Bülthoff (1996) present a competitive hypothesis framework in which to solve this 

first problem, carving the continuous space of surface reflectance into two categories, ! – 

Lambertian (! ! !) and specular (! ! !) – each with its own a priori probability !!!!.  

Additionally, a prior distribution is defined over possible object shapes in the world, !, and is 

subsequently defined as two conditional probability distributions, !!!!!!.  Now, the joint 

posterior probabilities of shape and surface estimates given the image data ! available can be 

found via Bayes’ rule, or simply ! !!! ! ! ! ! !!! ! ! ! !!!!
!!!!  (Yuille & Bülthoff, 1996).  Note 

the role of the prior probabilities of shape given surface, !!!!!!; the existence of this term 

indicates the important role of the causal inference process, determining the type of surface as 

well as the actual shape of the object.  In this model, the surface type that demonstrates the best 

fit to the data (the highest probability of shape given that surface type) is selected, and then the 

shape is determined as a result. 

 

A mathematically equivalent framework can be used to understand interpretation of cues in the 

perception of slant.  To perform this task, the brain must combine pictorial (monocular) cues – 

e.g., foreshortening – with binocular cues in order to correctly estimate the angle of a slanted 
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plane.  Importantly, whether the brain interprets an elliptoid object as a “slanted circle” (as the 

retinal shape of an isotropic circle on a slanted surface is elliptoid) or an ellipse – that is, the 

inference about a secondary or hidden variable – affects the ultimate percept of the slant of the 

surface (the primary variable) (Knill, 2003, 2007a, 2007b).  In a series of studies, Knill 

demonstrated that this foreshortening cue is interpreted by the brain using a prior that is a 

mixture of multiple shape possibilities in the environment: some very regular (having aspect 

ratios of 1) and some irregular (having regular shape but aspect ratios deviating from 1, or being 

entirely irregular in shape).  When binocular cues suggest a slant similar to that suggested by a 

circle interpretation of the monocular cue, the two cue types will be integrated in a weighted sum 

according to their relative reliabilities.  However, when the binocular and monocular cues are in 

higher conflict, the stereoscopic information is relied upon more heavily, because the monocular 

cue is not consistent with the isotropic model of the world (Knill, 2007b).  In this way, the 

system’s interpretation of an elliptoid retinal object as an isotropic circle or an anisotropic ellipse 

with aspect ratio not equal to 1 – which, it should be noted are mutually exclusive, competing 

hypotheses – plays an important role in the ultimate percept of slant and depth.  This is consistent 

with earlier work demonstrating that the congruency between an image compressed in the 

vertical dimension and the “slanted, isotropic figure” interpretation of that image (a secondary 

variable) translates directly into how much weight the “isotropic” interpretation is given in the 

ultimate determination of the primary variable of interest to the observer: the slant of the surface 

(Knill, 2003). 

 

This role of hidden or secondary variables is also evident in the process of multisensory 

integration.  A truly comprehensive computational model of the system must explain not only the 
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way in which cues from different modalities are integrated, but also whether or not those cues 

should be integrated in the first place (Körding et al., 2007; Shams & Beierholm, 2010; Shams & 

Beierholm, 2011).  This question can be reduced to asking whether the source, or cause, of the 

sensory information present in multiple modalities is a single source or multiple sources.  Once 

this causal structure has been determined, the system’s decision about it will bear importance for 

the way in which the sensory signals are combined (or not combined).   

 

A series of studies has demonstrated the utility of this approach.  Using several multisensory 

illusions, it has been repeatedly demonstrated that signals that are relatively congruent are 

integrated, while those that are too incongruent are segregated (Beierholm, et al., 2007; 

Beierholm, Quartz, & Shams, 2005; Körding, et al., 2007; Shams & Beierholm, 2010; Shams & 

Beierholm, 2011; Shams, Ma, & Beierholm, 2005; Wozny, Beierholm, & Shams, 2008; Wozny, 

et al., 2010).  In one set of studies, temporally simultaneous auditory and visual stimuli are 

presented at varying spatial discrepancies in the ventriloquist illusion, and participants are asked 

to indicate the most likely position of each stimulus; participant responses indicate that stimuli 

near each other in space are bound together, indicating belief in a single cause, whereas stimuli 

more discrepant are segregated (Beierholm, et al., 2005; Wozny, et al., 2008, 2010).  In a similar 

vein, studies of the sound-induced flash illusion (Shams, 2002; Shams, Kamitani, & Shimojo, 

2000) pair varying numbers of spatially congruent flashes and beeps with each other, and ask 

participants to indicate the number of each; when one flash is paired with two beeps, participants 

often report seeing two flashes (integration/common cause), whereas when one flash is paired 

with four beeps, participants most often report seeing a single flash (due to segregation of the 

auditory from the visual stream) (Shams, et al., 2005).  Thus, the determination of a single cause 



 56 

versus two (or more) causes for the available sensory information is critical in the perceptual 

process.  Follow-up studies demonstrated that these decisions to integrate versus segregate can 

be well captured by a process mathematically equivalent to the specular vs. Lambertian and 

isotropic vs. anisotropic processes described above (Körding, et al., 2007; Shams & Beierholm, 

2010; Shams & Beierholm, 2011; Wozny, et al., 2008, 2010). 

 

Whether the cause of sensory signals is one or two sources is not restricted to multisensory 

domains, however.  In viewing two transparent sinusoidal gratings which drift in variously 

opposing angles, an observer will experience one of two percepts – two transparent gratings 

drifting in divergent directions, or a single plaid surface drifting in the direction specified by the 

vector average of the two individual gratings’ motion vectors – depending on a number of factors 

(Adelson & Movshon, 1982).  Utilizing the same competitive prior framework, a follow up to 

this and several other earlier studies study was able to quantify the degree to which speed, 

divergent angle between gratings, contrast, and a number of other factors play a role in the 

perceptual experience of one coherent plaid or two transparent striped gratings (Hedges, Stocker, 

& Simoncelli, 2011).  Finally, even within the motor system, online error monitoring, correction, 

and adaptation have been demonstrated to rely on these hierarchical or causal inference 

processes: In order to effectively correct an error in produced motor forces, the system must 

determine whether that error was produced by internal (e.g., muscle fatigue) or external (e.g., 

stimulus-related or perturbation) factors (Wei & Körding, 2008, 2011).  This process of error 

source determination can be captured by the same competing hypothesis mathematical 

framework as the above examples. 
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We therefore capitalize on the powerful and successful history of these models in explaining 

complex perceptual phenomena.  In our model, the competing hypotheses take the form of 

expected weight relationships of the two objects introduced in our earlier example, A and B, 

which depend entirely on the predicted density relationships (secondary or hidden variables) 

between them.  Our model thus extends the causal inference framework to include even 

surprising perceptual and sensorimotor phenomena, and unites the until-now counterintuitive 

SWI with the rest of the sensorimotor literature while demonstrating that Bayesian causal 

inference underlies perception across a wide variety of domains. 
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C. Computational Model 

The model finds its foundations in hierarchical causal inference, mixture, and competitive prior 

models (Knill, 2003, 2007b; Körding, et al., 2007; Yuille & Bülthoff, 1996; Yuille & Clark, 

1993). 

 

C.1. Model Overview 

The heart of the model lies in evaluating the relative probabilities of three “density relationships” 

(!) given incoming haptic information of two objects’ weights, and then evaluating that 

incoming sensory information in light of the inferred probabilities.  This density relationship 

between two objects A and B with volume relationship !! ! !!  (Figure 7, above) can be 

described as belonging to one of three categories: !! !!! ! !!; !! !!! ! !!; !! !!! ! !! 

with ! being the density of each object. Note that these are qualitative relationships only (Knill, 

2003, 2007b; Yuille & Bülthoff, 1996), and do not specify at the outset by how much the 

densities will differ, only a probability distribution over their potential relative densities.  The a 

priori probability of each of these relationships !!!! can reasonably be assumed to vary by 

observers’ visual assessment of the objects’ relative sizes and materials (although see X. Model 

Fitting for simplification of this assumption).  Note that while it may seem surprising to assign 

any probability density at all to !! given the vanishingly small probability that two randomly-

selected objects would have precisely the same density, we assume a nonzero probability for this 

density relationship due to the fact that the two objects in question appear to be made out of the 

same material.  Indeed, all research on the SWI to date has either implicitly or explicitly assumed 

a near-100% probability that A and B possess exactly the same density, despite its improbability 

in a nonexperimental environment (see e.g., Buckingham, Cant, & Goodale, 2009; Buckingham 



 59 

& Goodale, 2013; Buckingham, et al., 2011a; Buckingham, Ranger, & Goodale, 2012; Flanagan 

& Beltzner, 2000; Flanagan, et al., 2008; Grandy & Westwood, 2006). 

 

C.1.a. Generative Model 

The SWI generative model begins with a joint probability over volume and density, as they have 

been demonstrated not to be independent in Section VII.  This joint probability will vary by 

density relationship !, as defined above.  When paired with visual estimation of volume, this 

joint prior under each density relationship gives rise to an expectation of weight for each object.  

Finally, this expectation of weight is paired with the haptic sensation of the object’s weight itself.   

 

However, the participant reports not each object’s felt heaviness, but a value representing the felt 

heaviness of the second object with reference to the first, in the form of a ratio (twice as heavy or 

half as heavy).  Therefore, because the state variable of interest in our model, !, is a ratio, and 

measurement noise can be assumed to be log-normal, the described generative model can be 

simplified, as presented in Table 7.  In the next sections, we will expand on each element of the 

model.  
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Table 7. Summary of simplified generative model of SWI. 

 

Variable Definition 

! density relationship between objects A and B 

! log volume ratio: ! ! !" !!
!!

 

! log density ratio:!! ! !" !!
!!

 

! log weight ratio:!! ! !" !!
!!

 

! log volume measurement ratio:!! ! !" !!
!!
!!!!!!!!! 

! log weight measurement ratio:!! ! !" !!
!!
!!!!!!!!! 

 

C.1.b. Priors 

For each density relationship !, we define a prior over the joint probability of volume ratios 

! ! !" !!
!!

 and density ratios ! ! !"! !!!!.  The base function for each prior is a bivariate Gaussian 

with mean ! ! !!!! !! and covariance matrix !v ,d ,R =
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Further, the variance of visual object ratios, !!!, can be set according to the empirical data 

collected in Section VII.  However, we make several modifications in keeping with the 

constraints of each !, presented in Table 8.  

 

 

w y 

x 
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Table 8. Setting parameters for each density relationship’s priors, !!!!!!!!. 

!!: !! ! !! 
 

• Because !! ! !! there should be a vanishingly small variance in the ! ! ! !!!! 
dimension, leading to !!! ! !.   

• As there is no relationship between size and density under !!, we also may 
set !!!! ! !. 

!!: !! ! !! 
 

• We initially set !!! according to the empirical data collected in Section VII. 
• Additionally, as the constraint is placed that !! ! !! when !! ! !!, any 

probability density in quadrants I and III, where these constraints are not 
satisfied, is set to 0. 

• In keeping with the general finding in Section VII, which showed an inverse 
relationship between ! and !, we assume !!!! ! !. 

• Finally, to control the magnitude of this relationship (i.e., its slope, or the 
degree to which density asymmetry grows as a function of volume 
asymmetry), we define ! to be a rotation matrix applied to the main axis of 
correlation, such that the main axis of correlation ! lies in the range 
!
! ! ! ! !.   Thus, ! modifies the relative values of !!!, !!!, and !!!!, such 
that these three values are controlled by only two parameters, !!!! and !. 

!!!!!! ! !! 
 

• As in !!, we initially set !!! according to empirical data.   
• Because !! ! !! when !! ! !!, any probability density in quadrants II and 

IV is set to 0. 
• A positive correlation between ! and ! is accomplished by assigning 

!!!! ! !. 
• The magnitude of this relationship is set to be !!, i.e., the mirror image of 

that governing !!. 
 

 

With these adjustments, we generate prior distributions similar to those presented in Figure 9. 

 

Figure 9.  Sample priors for each of the three density relationships !. 
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C.1.3. Incoming Sensory Evidence 

Upon seeing the two objects placed side by side, an observer first forms an estimate of their 

volume ratio which ought to be centered at the true volume ratio and corrupted by unbiased 

noise.  We therefore define the visual likelihood ! to be distributed normally.  Due to the 

observation of a systematic overestimation of volume ratio (i.e., systematic underestimation of 

volume) by an exponent of !!!!, i.e. that !" ! ! !! in our Section VII and by others (Frayman & 

Dawson, 1981), we set the mean to be !! ! !" !!
!!

!!
.  We then set variance !!!, giving 

!!!!!!!!!!!.  Exploration of other values for the exponent used to capture this visual bias 

produced only negligible difference in model fits and performance (see below).  Likewise, we 

define the haptic estimate of the weight ratio ! to be distributed normally, with mean ! !

!" !!
!!

! ! as the estimate of weight ratio should be unbiased, and variance !!! , such that 

!!!!!!!!!!.  It was determined through simulation that under the natural log transform, 

Gaussian approximations of the distributions of ! and ! are appropriate: In a Monte Carlo 

simulation with 10,000 trials, we drew two samples from two different normal distributions to 

simulate two views of two different objects, or from the same Gaussian function to simulate two 

lifts of two identically-weighted objects.  Upon taking the ratio then the natural log transform of 

each pair of samples, it was determined that the distribution of resultant log-ratios could 

reasonably be approximated by a Gaussian distribution centered at the natural log of the true 

ratio of weights or volumes. 
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C.1.d. Inference Process 

For simplicity, we begin the inference process by assuming a separate but parallel set of 

calculations occurs under each density relationship !.  Thus, ignoring a priori probabilities for 

each ! for the moment, the posterior of expected heaviness ratio under each ! is then found via: 

 

p w | R , y( )! p w , y | R( )
= p d ,v ,w , y | R( )dddv""
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where the delta function !!! ! !! ! !!! in the last equivalency occurs because the weight of an 

object is deterministically defined by the combination of its volume and density.   

 

C.1.e. Competing Hypotheses 

Having defined the expectation of weight given density relationship and visual information, 

before haptic information is acquired (i.e., before lifting the objects), as above, we can move on 

to the arbitration among the competing hypotheses, using haptic information and their a priori 

probabilities. 

   

For the sake of simplicity, we assume that ! !! !! ! ! !! ! ! !!!!! for all object pairs (or 

volume ratios), i.e. that the a priori probability of equal or unequal density does not change with 

size differences.  However, this constraint could be relaxed in future implementations of the 

model.  Then, the posterior probability of each density relationship given incoming haptic 

information about weight, !!!!!!!! is then assessed via Bayes’ rule: 
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 p(R | x, y) = p(x | R, y)p(R, y)
p(x)

 (6) 

For !!!!!!!!, we obtain: 

 p(x | R, y) = p(x |w)p(w | R, y)dw!  (7) 

With !!!!!!!! defined as in Eq. 5.  Assuming a mean-squared-error cost or loss function – 

which seeks to minimize the error between the ln perceptual estimate and the ln true weight 

relationship between the two objects – the optimal estimate of the felt ratio of the two objects’ 

weights, !, is found through model averaging: 

 ŵ = p(R1 | x, y)! ŵ1 + p(R2 | x, y)! ŵ2 + p(R3 | x, y)! ŵ3  (8) 

where !! refers to the optimal percept for !!, found via: 

 ŵi = wp(w | x,Ri, y)dw = w p(x |w)p(w | Ri, y)
p(x | Ri, y)

dw!!  (9) 

 

C.1.f. Free Parameters 

As mentioned above, we set initial values for !!! and !!! according to the data collected in 

Section VII when possible, with the exception that !!! ! ! under !!.  We are then left with the 

following free parameters: 
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Table 9. Free parameters in SWI model. 
Parameter Description 

!!! Variance in the visual estimate of !!!!. 

!!! Variance in the haptic estimate of !!!!. 

!!!!! 

A priori probability that !! ! !!.  We set ! !! ! !
! !!!!!, since according 

to previous data, it is rare that larger objects are denser than smaller objects. 
Doing so allows us to set ! !! ! !! ! !! ! !!!!!.  Exploration of other 
methods of setting ! !!  revealed no difference in model performance, as 
!!!!!!!! is almost always 0. 

!!!! Under !! and !! only.  Controls the covariance between ! and !. 

! 

Under !! and !! only.  Controls the speed at which density asymmetry 
grows as a function of volume asymmetry (by rotating the distribution, i.e., 
by changing the relative values of !!!, !!!, and !!!!,).  The rotation matrix 

within the !!! plane is defined as R! =
cos! !sin!
sin! cos!

"

#
$

%

&
' . 

 

For an intuitive and graphical description of the model, see Figure 9. 
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Figure 10.  Depiction of the competitive prior framework.  Highlighted regions accentuate the 
competing density hypotheses and the arbitration among them using haptic information.  The 
“agreement” between the sensory evidence !!!!!! and competing expectations of ! – depicted 
by the shaded regions, or !!!!!! ! !! – is greater for !! than for the other!!s.  When !!!!!!! !! is 
multiplied by the a priori probability of !! to produce !!!!!!! !!, it is clear that the expected weight 
relationship between the two objects under !!  will exert the most influence on the ultimate 
percept, !. 
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A+ A+ A+



 67 

C.2. Approach 

In the first two of the following experiments, we measure various elements important to the 

model: expectations of weight relationships under the different !" and the perceived magnitude 

of the illusion, which corresponds to !.  In the interest of thoroughness, we utilized three 

different object weights, and four object sizes, leading to 18 possible combinations of weight and 

size pairings adhering to the !! ! !!
!!
! ! criterion for SWI experiments.  After measuring these 

elements, we then fit the model to the collected behavioral data (see Section X).  In the 

subsequent chapter, we use the best-fitting parameters to make two model predictions.  These 

predictions are tested and confirmed with a survey of the literature and an additional behavioral 

experiment.  
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IX. 

SIZE-WEIGHT ILLUSION BEHAVIORAL EXPERIMENTS 

 

A. General Stimuli 

Stimuli for all experiments consisted of four sizes 

of cubes (two of each size) constructed of 

tagboard boxes covered in balsa wood, with 

wooden handles affixed to the top.  The cubes 

were of 5.08, 7.62, 10.16, and 15.24 cm on a side, 

thus having volumes of 131.10, 442.45, 1048.77, 

and 3539.61 cm3.  These cubes will be referred to 

as A, B, C, and D, respectively.   

 

Three sets of differently-weighted cubes 

(weighted with combinations of steel pellets and cotton) were used, with each set comprised of 

one cube of each size.   The sets thus differed from each other only in weight, so each cube in the 

Light (L) set weighed 150 grams, those in the Medium (M) set weighed 350 grams each, and 

those in the Heavy (H) weighed 550 grams each.  Cube weight was measured with 0.1 gram 

precision (LB-1000 Scale, American Weigh Scales), which is well below just-noticeable 

differences (JNDs) for weight perception, which have been reported to fall between 1.03 and 

6.34 grams (Kawai, et al., 2007).  Cubes were fitted with handles such that grip size was 

identical for all cubes in all sets regardless of size and weight.  Cubes not in use on a given trial 

remained hidden behind a black curtain; the experimenter also remained hidden from view.  

  

   10 

? 
   10 

  ? 

!" #"

  
   10 

? 

Figure 11. General procedures for behavioral 
experiments.  In Expectation sessions (a), 
participants provided reports of their Expected 
Weight (EW) of a second object with reference to 
the first object.  Trials could be small/left-big/right 
(S-B) or vice versa (B-S).  In Lifting sessions (b), 
subjects lifted the cubes sequentially by their 
handles and reported the Perceived Weight (PW) of 
the second cube in reference to the first. 

a 

b 
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B. General Procedures 

On each trial, cubes were presented two at a time, placed side by side in front of the participant.  

The cube to the participant’s left was given an arbitrary reference weight of 10 units, and the 

subject was instructed to verbally report his or her expectation or perception regarding the cube 

on the right, forming a ratio referencing the left cube’s weight of 10 units.   For example, if a 

small cube was presented on the left, and a larger one on the right, a subject might say “20” if he 

expected or experienced (depending on experiment and condition) the larger cube to weigh twice 

as much as the smaller.  Subjects could experience Expectation sessions (Figure 11a), in which 

they were asked to guess the weight of the second cube (Expected Weight, EW) without 

touching or moving either cube, and/or Lifting sessions (Figure 11b), in which they were asked 

to lift the cubes sequentially and judge the Perceived Weight (PW) of the second cube in the 

manner described above.   

 

In both Expectation and Lifting sessions, cubes were presented in a full factorial design, 

including all six possible combinations of the four sizes.  Thus, the possible pairings were: A:B, 

A:C, A:D, B:C, B:D, C:D, (small/left-big/right, S-B); B:A, C:A, D:A, C:B, D:B, D:C (big/left-

small/right, B-S). Expectation sessions also included trials in which the two cubes were 

identically sized as a control: pairs A:A, B:B, C:C, D:D (identically-sized, I-S).  In Expectation 

sessions, subjects completed 10 practice trials, followed by 128 test trials (8 trials of each S-B 

and B-S pairing, and 8 trials of each I-S control condition).  In Lifting sessions, following 10 

practice trials subjects completed 144 test trials (12 trials of each S-B and B-S pairing).  No 

feedback was given in either Expectation or Lifting sessions.  While the experimenter was 

placing or removing the cubes, subjects were required to close their eyes so as to avoid any cuing 
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effects regarding the possible weight of the cubes.  Cubes not in use on a given trial were hidden 

behind a black curtain.  The experimenter also remained hidden from view for the duration of the 

experiment.  All experimental procedures were conducted in accordance with the Declaration of 

Helsinki and approved by the UCLA Institutional Review Board. 

 

All analyses were carried out through the MATLAB software (Natuck, MA) with the Statistics 

Toolbox, and through SPSS Statistics (Version 20.0.0).   
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C. Experiment 1: Influences of Density Assumptions 

Due to the density biases identified in Section VII, it is clear that a bias to believe smaller objects 

are denser than larger objects is inherent in humans’ expectations about object weights.  We 

sought to determine whether and how such biases might be manipulated by top-down 

instructions. We provided explicit instructions to subjects about the objects’ densities: For one 

group, the objects were said to have equal density (Equal Density, ED), and for the other, smaller 

objects were said to be denser than larger (Unequal Density, UD).  The goal of this experiment 

was thus to see how participants’ expectations about object weight would change as a function of 

relative (not absolute) densities between two objects.  The results of this experiment correspond 

to expectations of !!!! under !! (ED) and !! (UD) in our computational model (Eq. 6). 

 

C.1. Methods 

E.1.a. Participants 

Sixty-five subjects (mean age: 20.07 years, range: 18-27 years, 21 men, 37 right-handed) gave 

written informed consent to participate in this study.  Five subjects (2 men) were excluded due to 

technical difficulties (stimuli breaking) or noncompliance with experimental procedures or 

instructions.  As a result, 30 participants remained in each group.   

 

E.1.b. Procedure 

Subjects were randomly assigned to one of two groups: the Equal Density (ED) group and the 

Unequal Density (UD) group.  The ED group was given explicit instructions that all objects 

shown to them would have the exact same density, while the UD group was instructed that when 

the two objects were different in size, the smaller one was denser than the larger one; when they 
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were the same size, the UD group was instructed to assume they had the same density.  No other 

information was given about the actual density of the items, or about how much denser a smaller 

object might be than a larger object. 

 

Behavioral procedures followed the general procedures for Expectation sessions: Subjects were 

instructed to provide their Expected Weight (EW) reports without touching or moving the cubes 

in any way. 

 

E.1.c. Statistical Analysis 

The mean EW response for each condition of interest for each subject was calculated for both the 

ED and UD groups, collapsing across S-B and B-S orderings, and excluding I-S control pairings.   

 

C.2. Results 

The drastic difference between the means and standard deviations in the ED condition and those 

in the UD condition is readily apparent (Figure 12, Table 10).  First, we explored the effect of 

our instructions on the average of participants’ EW ratios.  A 2 (group: ED vs. UD) x 6 (pair: 

A:B, A:C, A:D, B:C, B:D, C:D) mixed design ANOVA confirmed the visual analysis, revealing 

significant main effects of group (F(1,58) = 199.181, p < .001) and pair (F(5,290) = 56.664, p = 

.001), as well as a significant interaction between group and pair (F(5,290) = 105.388, p < .001).  

On average, subjects in the UD group reported a much higher EW ration than did subjects in the 

ED group – in fact, the majority of subjects in the UD group reported believing the smaller cube 

should weigh more than the larger one due to their density asymmetry, for all six box pairs 

(number of subjects expecting the smaller cube to be heavier under UD instructions: nA:B = 25, 
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nA:C = 23, nA:D = 20, nB:C = 26, nB:D = 22, nC:D = 25). 

 

 

Figure 12.  Ln Expected Weight (EW) ratio predictions for the Equal Density (ED) and Unequal 
Density (UD) groups.  If participants received instructions to believe the objects possessed equal 
density, EW ratios grow as a direct function of volume ratio !!!! between the objects presented.  
However, if participants received instructions to believe that the objects possessed unequal 
density, and that the smaller object was denser than the larger, the predicted weight asymmetry 
instead fell as a function of volume ratio: For the largest size difference (pair A:D), the small 
object was on average predicted to weigh nearly twice that of the larger, whereas for pairs closer 
in size (e.g., pair B:C), the predicted weight asymmetry was not as drastic.  All participants in the 
ED group reported believing the smaller object would be lighter than the larger, whereas the 
majority of participants in the UD group reported believing the smaller object would be heavier 
than the larger.  An EW report of !" !!

!!
! !!indicates the belief that the two objects should weigh 

the same.  Error bars denote the standard error of the mean.  
 

Table 10.  Ln means and standard deviations for ED and UD groups. 
Condition EW(ED) ! EW(ED) ! EW(UD) ! EW(UD) ! 

A:D -2.2314 0.3972 0.4581 0.3174 
A:C -1.2858 0.3156 0.2461 0.2162 
B:D -1.3446 0.3002 0.3021 0.2684 
A:B -0.6450 0.2399 0.2055 0.1489 
C:D -0.7100 0.2447 0.2428 0.1852 
B:C -0.4351 0.1961 0.1706 0.1215 
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C.3. Discussion 

These results demonstrate that top-down instructions to believe objects possess the same or 

different densities can drastically alter expected weight relationships.  Participants in the ED 

group reported believing the smaller object would weigh less than the larger for all six pairs – as 

should be expected if they possessed equal density – whereas the majority of participants in the 

UD group reported the expectation that the smaller, denser object should actually be heavier than 

the less dense object despite the (sometimes drastic) size difference.  Although on first glance 

this belief may seem puzzling, it has been argued that less dense objects are usually lighter than 

denser ones (Drewing & Tiest, 2013) (although our data from Section VII might argue 

otherwise); certainly this is true for objects of the same size.  Therefore, in the absence of 

informative information to the differential material of the objects, participants may have relied 

on a similar prior. 

 

It has recently been shown that in the absence of any explicit instructions about density, 

observers possess a “density bias” to believe a smaller object to be denser than a larger one even 

if the two appear to be constructed of the same material (see Section VII).  In that study, it was 

also shown that smaller objects are, in fact, denser than larger objects in everyday environments, 

and that the distribution of density exists as a power function of volume: Smaller objects are not 

only denser than larger ones, but become increasingly more dense as their volume decreases.  

These findings qualitatively match participants’ reported EW ratios in the UD group, which 

indicate that participants believed the degree of density asymmetry between the two presented 

objects would vary by their size difference: Smaller objects would be more and more dense 

relative to larger objects as their size difference increased. 
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Moreover, given the strength and ubiquity of this bias, we thought it prudent to assess whether 

the ED instructions successfully produced the belief that the two presented cubes possessed the 

same density (i.e., to see if the density bias can be overridden by explicit instructions).  To do so, 

we compared results from the ED condition in this experiment to the results reported previously 

in the pilot study of the Density Biases study series (see Section VII).  In our former experiment, 

participants were split into two groups, each of which underwent procedures for Expectation 

conditions in the current set of studies.  There, the EW group reported expectations about weight 

as in the current experiment, but in the absence of any explicit instructions regarding density; the 

Perceived Volume (PV) control group reported merely their perception of the two objects’ 

volume ratio.  The PV group’s responses thus controlled for difficulty in volume estimation and 

the ratio judgment task, and so any differences between the EW and PV groups would indicate a 

bias about the objects’ density relationships (the word ‘weight’ was not mentioned to PV 

participants). 

 

We compared data from the Equal Density condition in Experiment 1 to those previous reports 

of Perceived Volume (PV) ratios, as well as those previous reports of EW ratios (without any 

instructions regarding density).  Because multiple distributions failed Lilliefors tests of normality 

in that previous and our current datasets, pooled distributions from the PV, EW(no instructions) 

and EW(ED) (current Experiment 1) responses were compared using Mann-Whitney Rank Sum 

nonparametric tests.  Results of this comparison revealed that instructions to believe two 

differently-sized objects possess equal density cannot override the implicit bias to believe small 

objects are denser than larger objects: Despite instructions to believe the two objects possessed 
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equal density, participants’ responses in the EW(ED) condition closely resembled those in the 

previous EW(no instructions) condition, while differing significantly from the previous PV 

responses (UEW(no instructions) vs. EW(ED) = 3.3397e4, z = .9182, p = .359; UPV vs. EW(ED) = 3.0419e4, z = 

-2.0977, p = .036).  These findings indicate that the density bias cannot be overridden by explicit 

instructions, which place constraints on model fitting procedures (see Section X). 

 

Now that expectations about objects’ weight relationships under !! and !!, or the distributions 

of !!!!!!! and !!!!!!!, have been measured, the next step is to measure the actual perceived 

weight relationship between the two objects !. 
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D. Experiment 2: Measurement of Size-Weight Illusion Magnitude 

We performed a next experiment to quantitatively measure the magnitude of the SWI for various 

size conditions, using a new group of participants in order to avoid any biasing effects that may 

have been induced by the instructions in the previous experiments.  Results of this experiment 

correspond to the distribution of !, the perceived heaviness ratio between the two objects in our 

computational model. 

 

D.1. Methods 

F.1.a. Participants 

Thirty-five healthy participants (mean age: 19.97, range: 18-26, 16 men, 32 right-handed) gave 

written informed consent to participate in the study.  Five subjects (1 man) were excluded due to 

technical difficulties (stimuli breaking) or noncompliance with experimental procedures or 

instructions.   As a result, 30 subjects participated in this study. 

 

D.1.b. Procedure 

Behavioral procedures followed the general procedures for Lifting sessions. 

 

D.1.c. Statistical Analysis 

The mean ln response for each condition of interest for each subject was calculated, collapsing 

across S-B and B-S orderings.  We did not collapse across weight class (L, M, H).  
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D.2. Results 

A 3 (weight class: L, M, H) x 6 (pair: A:B, A:C, A:D, B:C, B:D, C:D) repeated measures 

ANOVA revealed the expected main effect of box pair (F(5,145) = 110.282, p < .001) and an 

additional main effect of weight class (F(2,58) = 16.974, p < .001).  Further, an interaction was 

revealed between weight class and pair (F(10,290) = 8.777, p < .001).  These results reveal that 

SWI magnitude is significantly larger the heavier the objects’ weight, and is also significantly 

larger the larger the size difference between the two cubes.  Additionally, the amount by which 

size difference (i.e., pair) influences SWI magnitude increases as weight increases (Figures 13 

and 14, Table 11). 

 

 

Figure 13.  Mean reported SWI magnitude (ln perceived weight [PW] ratio) for all pairs.  Illusion 
magnitude was greatest for pair A:D, which possess the greatest volume difference (smallest 
volume ratio), and smallest for pair B:C, which possess the smallest volume difference (largest 
volume ratio).  Additionally, SWI magnitude increased as base weight increased, with the Heavy 
objects displaying the largest illusion magnitude and the Light objects displaying the smallest 
illusion magnitude, overall.  Values above 0 indicate illusion.  Error bars denote the standard error 
of the mean. 
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Figure 14.  Distributions of PW ratios (!) for the Light, Medium, and Heavy weight classes.  
Values above 1 indicate the presence of the SWI, i.e., that the smaller object felt heavier than the 
larger.  Distributions become more rightward-shifted as the size difference between the boxes 
increases, reflecting the main effect of pair; a rightward shift is also visible as weight increases, 
reflecting the main effect of weight class.  Additionally, a spike at ! ! ! is clearly visible for the 
more discrepantly-sized box pairs, indicating a potential response bias to say “the smaller object 
felt twice as heavy as the larger” for these trials. 

 

Table 11.  Means and standard deviations for ln SWI magnitude (!"!!!)) for each pair. 
 Light Medium Heavy 

Pair ! ! ! ! ! ! 
A:D .3164 .2491 .3505 .2585 .4168 .2728 
A:C .1392 .1518 .1737 .1557 .3301 .3041 
B:D .2815 .2650 .1602 .1469 .2718 .2681 
A:B .0500 .0697 .1345 .1728 .1995 .2908 
C:D .1668 .1937 .1107 .1421 .1628 .2101 
B:C .0506 .0857 .0869 .1497 .1481 .2332 
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D.3. Discussion 

These results mirror the oft-reported finding that the SWI grows with more discrepant size 

differences between objects, or that there is a consistent inverse relationship between size and 

apparent heaviness (Anderson, 1970; Buckingham & Goodale, 2010a, 2010b; Buckingham & 

Goodale, 2013; Buckingham, Ranger, & Goodale, 2011b; Buckingham, et al., 2012; Cross & 

Rotkin, 1975; Flanagan & Bandomir, 2000; Flanagan & Beltzner, 2000; Flanagan, et al., 2008; 

Sjöberg, 1969; Stevens & Rubin, 1970).  We also witnessed an integer bias in subjects’ 

responses: Observers much more often reported numbers such as “6” or “14” than “6.5” or 

“14.5” in judging the weight of the second cube in relation to the first.  However, it seems 

unlikely that subjects could truly distinguish between illusion strengths in much smaller 

increments than integers (see e.g. Ratcliff & Starns, 2009 for discussion), and so this observation 

most likely reflects a response bias towards ease of reporting.  A version of this integer bias also 

appears to be strongly manifest in the response bias to say the smaller object felt twice as heavy 

as the larger, as depicted by the “spike” or “bump” at ! ! ! (Figure 14). 

 

Interestingly, our finding that illusion magnitude increases with base weight (that it is greater for 

the Heavy weight class than for the Light weight class) stands in contrast to previously reported 

findings that illusion magnitude should decrease with increasing weight (Cross & Rotkin, 1975).  

However, the range of weights used to demonstrate this decrease (1000-6000g) was significantly 

higher than the range of weights used here (150-550g), and the materials were likewise different 

(cylinders instead of cubes), as was the style of lifting (both hands grasping the cylinders on the 

side rather than a single hand lifting by a handle to control for grip size) and the method of 

reporting (absolute magnitude estimation of one cylinder at a time).  It is possible that these 
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differences account for the discrepancy seen between our data and these previous data. 

 

Although there is a difference in mean illusion strength as a function of weight class, there is no 

consistent pattern in the variability of subjects’ responses.  Thus, the magnitude of the illusion 

was quite consistent across individuals.   
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X. 

SIZE-WEIGHT ILLUSION MODEL FITTING 

 

A. Utilizing Behavioral Data 

Since the dependent measure of illusion magnitude is a ratio (! !! !!
!!

) and can be assumed to 

follow a log-normal distribution in normal space, all data were log-transformed so as to restore 

symmetry between the 0-1 range and the 1-∞ range (i.e., a rating of “20” and a rating of “5” 

should be symmetric around “10”, as one indicates “twice as heavy” and one indicates “half as 

heavy”).  Additionally, due to sparseness of data we fitted the model to pooled data across 

subjects rather than individual subjects.   

 

B. Parameter Fitting 

Because it has been shown that humans possess a bias to believe smaller objects are denser than 

larger objects (Section VII) and explicit instructions to believe the two objects have equal density 

were unable to supersede this density bias (see E.3. Experiment 1 Discussion), data from the 

Equal Density condition in Experiment 1 cannot be used to estimate priors under !!.  It was 

therefore decided that to control for the difficulty of volume estimation and the ratio task that the 

Perceived Volume (PV) data from the Density Biases study series pilot study (Section VII) 

would be used to represent weight expectations of !!!! under !!, !!!!!!!!!.  Reports given by 

observers in the Experiment 1 Unequal Density group (“smaller objects are denser”) were used 

to fit !!!!!!!!!.  In keeping with the simplified model presented in the introduction, data from 

Experiment 2 served as proxy to the distribution of ! as predicted by the model.  Monte Carlo 

simulation was used to find the best-fitting values for the five free parameters that maximize the 
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log-likelihood of the model given these data (LL; Eq. 11), sought using a customized Nelder-

Mead simplex direct search algorithm implemented through the fminsearch function in 

MATLAB (Natuck, MA).  (Maximizing the likelihood of the model given the data is equivalent 

to maximizing its log transform.) 

 

p ŵ,wR1,wR2 PV,EWUD,SWI,!( ) = p(ŵ SWI,!)p(SWI )dSWI!
" p(wR1 PV,!)p(PV )dPV!
" p(wR2 EWUD,!)p(EWUD )dEWUD!

 
(10) 

Here, ! is the model’s estimate of ultimate heaviness percept; !"# is the data collected in 

Experiment 2; !!! is the model’s estimate of weight expectations under !!; !" is the Perceived 

Volume data from Section VII; !!! is the model’s estimate of weight expectations under !!; 

!!!" is the data collected from Experiment 2’s Unequal Density group; and ! represents the 

model parameters.   

 

We split the range of possible ln weight ratio values, defined on -12 < w < 12, into 140 bins.  

With the SWI and ! defined as the y-value in each bin, the number of data points to be fitted is 

140 bins ! 6 box pairs ! 5 conditions (EW[ED], EW[UD], Light, Medium, Heavy).  Thus, we 

will fit 4200 data points with five free parameters. 
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C. Model Performance 

Best-fitting values for the five free parameters are presented in Table 12, with resultant LL 

presented in the last row. 

Table 12.  Best-fitting values for free parameters in SWI model. 
Parameter Best-fitting value 

!!! 0.3791 
!!! 0.4719 

!!!!! 0.1329 
!!!! -3.7078 
! -0.1006" 

LL -8.3703e3 
 

With these parameter values, the model produces the SWI across all eighteen conditions tested in 

Experiment 2 (3 weight class ! 6 box pairs), with means and standard deviations comparable to 

those reported by subjects (Figures 15 and 16, Table 13). 

 

 

Figure 15.  Model fitted SWI versus average SWI reported by participants.  Mean ln responses of 
SWI magnitude (!"!!!!) collected in Experiment 2 versus mean ln model fitted responses for the 
Light, Medium, and Heavy weight classes show good agreement for all conditions.  Error bars 
denote standard deviation. 
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Table 13.  Ln mean responses of SWI magnitude (!) from Experiment 2 versus ln mean model 
predicted responses. 

Pair Light Medium Heavy Model ! 
! ! ! ! ! ! ! ! 

A:D .3164 .2491 .3505 .2585 .4168 .2728 .4998 .4243 
A:C .1392 .1518 .1737 .1557 .3301 .3041 .2517 .3556 
B:D .2815 .2650 .1602 .1469 .2718 .2681 .2595 .4460 
A:B .0500 .0697 .1345 .1728 .1995 .2908 .1195 .2861 
C:D .1668 .1937 .1107 .1421 .1628 .2101 .1493 .2738 
B:C .0506 .0857 .0869 .1497 .1481 .2332 .0940 .2306 

 

One can see that the model captures very well each stage of the inference process: A visual 

representation of each stage of the model for pair A:D (selected for illustrative purposes) is 

presented in Figure 17. 

 

Figure 17.  A sample presentation of model inference process for box pair A:D.  Each row 
represents one step of inference or one incoming piece of data, from either the visual (row 2) or 
haptic (row 4) modality.  Note that the curves representing p(w|x,y,R) have been renormalized for 
illustrative purposes, and that the value presented in text is the true value of the posterior 
probability of each density relationship given incoming sensory information (the yellow shaded 
region in row 5).  
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In addition to producing the main illusion (that the smaller object feels heavier than the larger), 

the model also demonstrates the well-known and oft-replicated finding that illusion magnitude 

grows with larger size differences between the two items, which is derived from the oft-reported 

finding that perceived heaviness decreases as a power function of volume with weight held 

constant (e.g., Bingham, Schmidt, & Rosenblum, 1989; Cross & Rotkin, 1975; Flanagan & 

Beltzner, 2000; Flanagan, et al., 2001; Grandy & Westwood, 2006; Ross & DiLollo, 1970; 

Sjöberg, 1969).  In Experiment 2, pairs closer in volume (e.g., A:B, B:C) induced smaller 

illusion magnitude (i.e., smaller !) than did pairs more disparate in volume (e.g., A:C, A:D), and 

this pattern is captured by the model (Figures 15 and 16).  Finally, it is evident from Figure 18 

that the density asymmetry subjects in Experiment 1’s Unequal Density group used to derive 

their weight expectations is captured well by the model.  Thus, we have demonstrated that a 

Bayesian model can capture the SWI. 

 

  

Figure 18.  Best-fitting joint prior 
over volume and density ratios 
for !! .  White circles denote 
density ratios derived from 
Unequal Density expected 
weight reports in Experiment 1.  
That the density asymmetry as a 
function of volume asymmetry 
shows complete overlap with the 
model’s best fitting values for ! 
and!!!!! indicates that the model 
has captured the extreme 
density asymmetry prior used by 
these subjects to generate !! 
weight expectations. 



 88 

D. Alternative Models and Model Variant 

For completeness, we test two alternatives to the normative ideal observer model proposed here, 

which we call !! , as well as a variant of !!  in an attempt to capture suboptimalities in 

observers’ responses.  Notably, neither of the alternative models succeeded in producing the 

SWI: Both produced predictions consistent with the initial, “anti-Bayesian” formulation of the 

model proposed prior to this series of studies.   

 

D.1. Alternative Model 1: Changing Axes of Inference 

Although many models have been put forth in which a continuous secondary variable (e.g., 

surface reflectance) is partitioned into categories (Lambertian vs. specular) in order to utilize the 

competitive prior framework, the natural question arises as to whether such categorization and 

hierarchy is truly necessary.  Couldn’t inference be done over the continuous space of the 

secondary variable, and then applied to the primary variable? 

 

In its simplest version, this formulation, which we call !!, is essentially a change in axes of the 

original attempts to explain the SWI with Bayesian inference – those which led to it having been 

labeled as an “anti-Bayesian” phenomenon.  To see how, we define the continuous density space 

as it was measured in the environment in Section VII using techniques developed in part by 

Balzer et al. (2013), which demonstrates that density follows a power function of volume for 

liftable, man-made objects.  Thus, for the two objects A and B with !! ! !! , !! ! !!  on 

average.  However, note that this does not indicate in the everyday environment that A weighs 

more than B.  Qualitatively, this presents the same problem as the original Bayesian formulation 

of the SWI: Even if the incoming sensory information indicates that A is denser than B (!! ! !! 



 89 

but !! ! !!), and this sensory information is combined with priors about the typical density of 

objects according to Bayes’ rule (!! ! !! but !! ! !!), the posterior suggests that A may be 

denser than B but not in the correct direction to make it heavier than B.  Once again, the illusion 

appears to be “anti-Bayesian” in this formulation. 

 

D.2. Alternative Model 2: Using a Single Continuous Distribution of Density 

While simply using density as a continuous hidden variable and then applying the result to the 

weight domain does not produce the SWI, it is possible that an alternative formulation of density 

as a single, continuous secondary variable may succeed.  To assess the viability of one such 

model, we again rely on the environmental data collected in Section VII to form the prior 

distribution.  Kernel Density Estimates were used to approximate empirical distributions rather 

than relying on parametric fits which might constrain the probability density functions’ shapes 

improperly. 

 

This model, !!, assesses the weight estimate for each object individually, rather than a pair of 

objects together.  Thus, for each of the two objects A and B, with volumes !! ! !! as before, 

weight ! is assessed via Bayes’ rule: 

 p(w | xV , xH ) =
p(xH | xV ,w)p(w | xV )
p(xH | xV ,w)p(w | xV )dw!

 (11) 

With !! defined as the haptic estimate of weight for the single object, and !! defined as the 

visual estimate of volume for the single object.  For !!!!!!) we obtain: 
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p(w xV ) = p(w,d xV! )dd

= p(w d, xV! )p(d xV )dd  
(12) 

Because an estimate of weight must be nonnegative, we select a truncated normal distribution to 

serve as the weight estimate given density and the visual volume estimate with zero probability 

assigned to negative values for weight, giving ! ! !! !! !! !!! , with ! ! !!! and ! ! !!.  

Then, 

 p(d | xV ) =
p(xV | d)p(d)

p(xV )
 (13) 

with !!!! taken as the Kernel Density Estimate of object density frequencies as observed in 

empirical data (Section VII).  Finally, for !!!!!!!, we obtain: 

 p(xV | d) = p(xV | d, s)p(s | d)ds!  (14) 

Because a visual estimate of volume must be nonnegative and generally underestimates true 

volume (i.e., estimated volume is approximately equal to true volume raised to the ~.7 power) 

(Frayman & Dawson, 1981), we select a truncated normal distribution for the visual volume 

estimate with zero probability assigned to negative volumes, such that !!!!!!!!!!! !!!!!!. 

 

We tested this model using a Monte Carlo simulation with 1000 draws from each visual estimate 

distribution.  For a large range of reasonable values for !! and !!, the model produced weight 

estimates for the two objects consistent only with the original, “anti-Bayesian” formulation of the 

SWI: Smaller objects were predicted to feel lighter than larger objects, consistent with Bayes’ 

rule but opposing the subjective percept of the SWI itself.  Thus, despite relying on density as a 

hidden factor and marginalizing over it to arrive at the estimates of the variable of interest (i.e., 
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weight), a Bayesian framework which does not include competing hypotheses fails to reproduce 

the SWI. 

 

D.3. Model Variant: Lapses in Inference and Response Biases 

For an ideal observer such as the one proposed here, once the inference process has been 

completed, the choice of optimal response (in this case, the felt heaviness ratio) is deterministic 

(Eq. 6).  However, it is conceivable that a truncated version of the inference process takes place, 

in which the observer uses the incoming sensory information to arbitrate between the three 

competing density relationship hypotheses, but then fails to complete the optimal inference 

process or verbal report of that process due to a lapse.  Observer models which include the 

possibility of a lapse are common in psychophysics models in order to account for missed stimuli 

or other sources of ‘mistakes’ in the data (e.g., a mis-click, mis-key, or failure to respond in the 

time allowed) (Acerbi, Vijayakumar, & Wolpert, in press; Wichmann & Hill, 2001).   In this 

type of model, on each trial an observer has a fixed probability ! ! ! ! ! of committing a lapse 

rather than completing the inference process and choosing (or reporting) the optimal solution, 

with ! known as the lapse rate.  What occurs on a lapse is dependent on the paradigm in 

question.  In the case of a two-alternative forced-choice psychophysics task, if the participant 

commits a lapse, it could be reasonable to assume he has a 50-50 chance of choosing either of 

the two alternatives; alternatively, a lapse could mean the participant fails to respond in the 

allotted time, so the trial would be counted as ‘incorrect’ in the process of fitting a psychometric 

function (Wichmann & Hill, 2001), or that the participant engages in some other suboptimal 

inference or sampling process (Acerbi, et al., in press).   
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To test whether such lapses may account for additional and apparent suboptimal variability in 

our data – and in particular the surprisingly large proportion of trials in which participants 

reported “twice as heavy” (see Section IX.D.3. Discussion and Figure 14) – we propose a lapse 

model, !!"#$%&'#, as an addendum to the ideal observer presented above.  On a lapse trial, the 

observer may use the incoming sensory information to arbitrate among the candidate hypotheses; 

the relative probabilities of the three density hypotheses are evaluated and the relative felt 

heaviness of the boxes is determined according to the model.  However, we propose that the 

observer then simply decides which of the boxes feels heavier but does not feel like calculating 

the actual felt heaviness ratio, either because the mental calculation is difficult, or because he is 

fatigued, or for some other reason.  On such lapse trials, the participant then simply relies on a 

response bias, responding “twice as heavy” or “half as heavy” (depending on the presentation 

order of the boxes) once he has determined that the felt heaviness ratio, !, falls above 1 (i.e., that 

the smaller object felt heavier than the larger object).  Thus, the participant’s verbal response 

would be defined as 

 r = ŵ
2

!
"
#

with
with

probability
probability

1$!
!  (15) 

We tested this !!"#$%&'# model by adding ! as an additional free parameter which controls ! to 

be inversely proportional to the volume ratio between the two presented objects, as we observed 

a higher percentage of these ‘suboptimal’ responses in the pairs of larger volume difference in 

Experiment 2.  Thus, for each pair of objects !, we obtain  

 !i = 1!
VAi
VBi

"

#
$$

%

&
''*k  (16) 
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with the constraint that ! ! ! ! !!!"#$, since ! ! ! ! ! and our smallest volume ratio, for pair 

A:D, is !!!! !
!
!"# ! !!"#.  We sought the best fitting parameters by maximizing the log-likelihood 

of the model given the data, as before (Eq. 11).   

Table 14. Best-fitting parameter values for !! and !!"#$%&'#. 
Parameter Best-fitting value, !! Best-fitting value, !!"#$%&'# 

!!! 0.3791 0.5395 
!!! 0.4719 0.5442 

!!!!! 0.1329 0.1187 
!!!! -3.7078 -3.7192 
! -0.1006" -0.0988" 
! -- 0.1100 

LL -8.3703e3 -8.3384e3 
BIC 1.6786e4 1.6731e4 

 

Comparison of !! and !!"#$%&'# was accomplished through the Bayesian Information Criterion 

(BIC) values (in which a smaller value is better) (Table 14).  That !"#!"#$%&'# is more than 10 

less than !"#! demonstrates that !!"#$%&'# fits the data significantly better than !!.  This shows 

that a significant response bias to say “twice as heavy” (when the smaller item was presented 

second) or “half as heavy” (when the smaller item was presented first) is present in the data 

(Experiment 2), and becomes stronger the more different in size the two objects become: 

!! ! !!!!""  indicates lapse rates of !!" ! !!!""# , !!!" ! !!" ! !!!"#$ , !!" ! !!" !

!!!"#$, and !!" ! !!!"##.  However, in order to fit the data with this response bias, the model 

assumes an exceptionally large visual variance, !!! ! !!!"#!, and more importantly, it is unclear 

how these or other potential response biases would change as a result of training or vary across 

individuals.  Therefore, in order to avoid any additional and potentially complicating 

assumptions about this or any other response biases, the original, normative model, !!, was used 

to make the predictions discussed below.   
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XI. 

EXAMINING PREDICTIONS OF THE SIZE-WEIGHT ILLUSION MODEL 

 

A. Discussion of Predictions 

The identified best-fitting parameter values for !! were used to calculate two novel predictions, 

made using Monte Carlo simulation.  We first explored !!’s predictions for a paradigm in which 

observers’ priors under unequal density (!!) are altered with training, in keeping with the 

manipulations performed by Flanagan and colleagues (2008).  Second, we explored the effect of 

individual differences in observers’ interpretations of the “smaller items are denser” instructions 

given in Experiment 1. 

 

A.1. Prediction 1: Effect of Altering Priors under Unequal Density Assumptions 

Firstly, due to its competitive prior nature, the model predicts that if, through training or 

instructions, an alteration is made to the distribution of expected weight relationships under !!, 

or !!!!!!!!!, such that this probability distribution becomes extremely incongruous with the 

incoming sensory information, the other two competing density relationships will become more 

probable as a result.  Additionally, as these other two competing density scenarios predict that 

the large item will be heavier (!!) or much heavier (!!) than the smaller, their relative agreement 

with the incoming sensory information would predict attenuation and ultimately reversal of the 

SWI.  This prediction exactly matches the behavioral finding reported by Flanagan and 

colleagues (2008).  In this study, participants’ priors were altered through training with “small-

heavy” and “large-light” objects.  Small, medium, and large training stimuli were 70, 274, and 

460 cm3 with weights 721, 372, and 54g, respectively, and thus possessed densities of 10.263, 
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1.356, and 0.118g/cm3 (Flanagan, 2013).  For the small-heavy and large-light training stimuli, 

this led to a weight ratio !!!! ! !"!!" and a density ratio !!!! ! !"!!", which is rare in everyday 

environments for a pair of objects with similar volume ratio !!!! ! !!"# (see Section VII).  After 

training, it can be assumed that in the experimental context, participants relied on this new and 

context-specific expected weight ratio when lifting the test stimuli, instead of their long-held 

structural prior – meaning that both the mean and variance of this expectation had changed, with 

the mean increasing to approach !!!! ! !"!!" and the variance narrowing with training (i.e., 

observers become more certain in their expected weight ratios under !! based on object size).   

 

We simulated such training by incrementally shifting the distribution of expected weight ratio 

under !! while simultaneously incrementally narrowing its variance by raising the distribution to 

increasingly higher powers !, i.e., !! ! !!!! ! ! ! !!!! !, with ! ! ! ! ! such that at 

!! ! !"!!", ! ! !.  We held all other model elements constant.  With this simulated training 

complete, the model predicts ! ! !!
!!
! !!"!", or that the smaller object will feel about 69% as 

heavy as the larger (and thus the larger object will feel 45% heavier than the smaller).  Although 

our prediction is slightly smaller in magnitude than the SWI reversal reported by Flanagan and 

colleagues, in which the large object was reported as feeling 67% heavier than the small object, 

or, in our framework, ! ! !!
!!
! !

!!!" ! !!"##, the smaller object feeling 60% as heavy as the 

larger (Flanagan, et al., 2008) (Figure 19), it should be noted that while the magnitude of the 

reversal may change with differing assumptions about the effect of training on mean and 

variance of expected weight ratios under !!, the reversal nonetheless occurs for all values we 

tested. 
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Figure 19.  Effect of altering priors under R2.  (a) Training with small-heavy and large-light objects 
would alter the expected weight (EW) ratio under the Unequal Density (UD) relationship !!.  
Specifically, it can be assumed that the mean of the EW ratio will grow to approach a value 
consistent with training objects.  (b) By simulating training by increasing the mean of !!!!!!! !! 
and decreasing its variance, the model predicts attenuation and ultimately reversal of the SWI. 
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A.2. Prediction 2: Effect of Individual Differences in Density Expectations  

Notably, however, without training that may alter the priors under !! so drastically, there do 

exist individual differences in expectations about two objects’ weight relationship under unequal 

density assumptions.  In particular, the degree to which an observer believes the smaller object 

will be denser (i.e., the density ratio, !!!!, which in our model is controlled by both !!!! and !) 

should have an impact on !.  Recall that the results of Experiment 1 demonstrated that under 

instructions to believe the smaller object was denser than the larger, nearly all participants 

reported believing that the smaller object should actually be heavier than the larger.  Within the 

95% confidence interval around the mean reported Expected Weight under Unequal Density 

(EW[UD]) reports from Experiment 1 (pink shaded region, Figure 18), the model predicts that as 

the assumed density asymmetry increases (i.e., !!!! increases) illusion magnitude should also 

increase – to a point.  (After this point, illusion magnitude attenuates and ultimately reverses, as 

shown in the capturing of the Flanagan et al. (2008) phenomenon, although as mentioned above 

the density ratio that would be necessary to produce an illusion reversal of this nature is quite 

unnatural in everyday environments (see Section VII) and can reasonably be assumed to be 

unlikely.  For example, the smaller of two objects with volume ratio similar to box pair A:D 

(!!!! ! !!"#) will rarely be four times heavier than the larger (see Section VII), and to do so 

would require the extreme density ratio !!!! ! !"#!!"#, or that the smaller object be over 100 

times denser than the larger.)   

 

Therefore, within a reasonable density range for each object pair, the degree to which an 

individual believes a smaller object to be denser than a larger should positively correlate with 

SWI magnitude (Figure 20), before the illusion attenuates (and ultimately reverses).  This 
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prediction was tested and confirmed in Experiment 3. 

 

Figure 20.  Predicted positive correlation between expectations and experienced SWI magnitude.  
As expected density asymmetry grows (i.e., an observer believes a smaller object is denser and 
denser in relation to the density of a larger object) the model predicts that SWI magnitude ! will 
increase.  Pink areas denote 95% confidence interval around mean ln Expected Weight under 
Unequal Density (ln(EW[UD])) from Experiment 1 (black vertical lines). 

 

It should be noted that the qualitative trends in both predictions occur regardless of exact fitted 

values for the free parameters in the model.   
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B. Experiment 3: Relationship between Prior Expectations and Experienced Illusion 

Magnitude 

Although Prediction 1 was validated by data collected by others (Flanagan, et al., 2008), to test 

Prediction 2, it was necessary to utilize individual differences, i.e. the variation in the degree to 

which an individual believed a smaller object was denser than a larger on the basis of the 

“smaller is denser” instructions.  Therefore, we utilized a within-subjects design, in which the 

participants who had provided EW ratios in the Unequal Density (UD) condition for Experiment 

1 returned between one and two days after their first session to lift the cubes and report their the 

SWI experience. 

 

B.1. Methods 

B.1.a. Participants 

30 participants from Experiment 1 (UD condition) returned to participate in a second session for 

Experiment 2.  Thus, thirty-five healthy participants (mean age: 20.68, range: 18-27, 14 men, 31 

right-handed) gave written informed consent to participate in Experiments 1 & 2.  Five subjects 

(2 men) were excluded due to technical difficulties (stimuli breaking) or noncompliance with 

experimental procedures or instructions.   

 

B.1.b. Procedure 

Subjects participated in two sessions, occurring between one and two days apart.  Day 1 

(Expectation session) data on Expected Weight (EW) were carried over from Experiment 1, 

Unequal Density condition.  Day 2 consisted of a Lifting session, in which participants lifted the 

cubes and provided responses regarding their Perceived Weight (PW).  
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B.1.c. Statistical Analysis 

The mean ln response for each condition of interest for each subject was calculated for both the 

EW and PW measures, collapsing across S-B and B-S orderings, and excluding I-S pairings from 

the Expectation session as before.  We then collapsed across weight classes to determine the 

mean SWI magnitude (ln(PW)) for each pair, and correlated the ln(EW) and ln(PW) responses 

for each pair produced by each subject.   

 

B.2. Results 

For the PW data, a 3 (weight class: L, M, H) x 6 (pair: A:B, A:C, A:D, B:C, B:D, C:D) repeated 

measures ANOVA on the mean natural log responses revealed the expected main effect of box 

pair (F(5,145) = 110.282, p < .001) and an additional main effect of weight class (F(2,58) = 

16.974, p < .001).  Further, an interaction was revealed between weight and pair (F(10,290) = 

8.777, p < .001).  These results mirror those of Experiment 2: The main effects of weight class 

and pair, and the interaction between them, show that SWI magnitude is significantly larger the 

heavier the objects’ weight, and is also significantly larger the larger the size difference between 

the two cubes.  As before, the amount by which size difference (i.e., pair) influences SWI 

magnitude increases as weight increases as well (Table 15). 

 

Table 15.  Means and standard deviations for ln Expected Weight under Unequal Density 
assumptions (EW[UD]) and ln Perceived Weight (PW). 

Condition EW(UD) Mean EW(UD) Std PW Mean PW Std 
A:D 0.4581 0.3174 0.3422 0.1754 
A:C 0.2461 0.2162 0.2327 0.1229 
B:D 0.3021 0.2684 0.2274 0.1013 
A:B 0.2055 0.1489 0.1649 0.0984 
C:D 0.2428 0.1852 0.1563 0.0862 
B:C 0.1706 0.1215 0.1082 0.0655 
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To confirm model Prediction 2, we next correlated ln EW ratios under the unequal density 

assumption (EW[ED], Day 1) with the ln PW ratios experienced by the same individual on Day 

2.  This analysis revealed significant positive correlations between expectations and perceived 

SWI magnitude for five of the six box pairs, with the remaining correlation (for pair C:D) 

borderline significant (Figure 21).  

 

 

Figure 21.  Comparison of Prediction 2 to participant data. Predictions (a) compared to 
scatterplots of participant data (b) demonstrate direct relationship between expectations given 
!!!!!! ! !! (Day 1) and experienced heaviness of objects (Day 2) for each pair of boxes, with 
linear fit overlay.  Each “experienced SWI magnitude” value represents an average of a single 
participant’s responses across all three weight classes.  Values larger than 0 indicate expectation 
or felt weight ratio !!that the smaller object felt heavier than the larger, consistent with the SWI.  
Five of six conditions (A:D, A:C, B:D, A:B, B:C) display significant positive correlation between 
expectations given !!!!!! ! !! (Day 1) and experienced heaviness of objects (Day 2) – and the 
remaining condition (C:D) is borderline significant – confirming Prediction 2.  
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B.3. Discussion 

Despite purposeful vagueness in instructions on Day 1 – and that no information was given about 

the objects’ weight relationship, only their density relationship – most participants reported 

believing the smaller object to be heavier than the larger.  However, there exists significant 

variation in participants’ interpretation of the “smaller is denser” (Unequal Density) instructions 

on Day 1: Some individuals interpreted these instructions to mean the objects’ densities were 

close, with the smaller object only slightly denser than the larger; others interpreted these 

instructions to mean that the density asymmetry was more extreme, and that the smaller object 

was significantly denser than the larger.  As predicted by the model, this variation is at least in 

part responsible for differences in reported illusion magnitude across individuals.  On average, 

those who believed the smaller object was only slightly denser than the larger (smaller 

anticipated !!!!) experienced smaller SWI magnitude on Day 2, whereas those who believed the 

smaller object to be much denser than the larger (larger anticipated !!!!) experienced larger SWI 

magnitude.  These results confirm model Prediction 2.  
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XII. 

GENERAL DISCUSSION OF THE SIZE-WEIGHT ILLUSION STUDY SERIES 

 

In recent years, a flurry of activity has surrounded the Size-Weight Illusion (SWI), with many 

theories about its origins proposed, explored, and ultimately rejected.  In the latter half of the last 

century, the majority of these efforts were directed towards sensorimotor and expectation-based 

(or bottom-up) hypotheses.  Proponents of the former family of explanations – a sensorimotor 

source for the SWI – cited evidence that fingertip forces at the outset of an object lift 

demonstrate predictions about the object’s weight, and so a larger object is lifted with more force 

than a smaller object (Davis & Roberts, 1976).  This overlifting of large objects and, likewise, 

underlifting of small objects create opposing mismatches between motor output (efference) and 

sensory feedback (afference).  The argument is that, inevitably, the opposing direction of these 

mismatches leads to the percept that the smaller object is heavier than the larger.  While such 

sensorimotor factors do certainly play a role in the SWI’s magnitude, especially on an initial lift 

of a pair of SWI objects (Gordon, et al., 1991c) as discussed in the introduction, they cannot 

entirely account for the SWI.  Specifically, the presence of the illusion itself is not dependent on 

any sensorimotor errors.  In a landmark study, Flanagan and Beltzner (2000) demonstrated that 

fingertip forces scale to the appropriate (identical) weight of the two SWI objects after only a 

few lifts, but the perceptual SWI – the conviction that the smaller object is heavier than the larger 

– remains, and is not attenuated in magnitude.  This finding holds even when the smaller object 

is constructed to be physically lighter than the larger (Grandy & Westwood, 2006). 
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The second family of explanations – the expectations camp, or bottom-up hypotheses – suggest 

that the SWI rests on an error in human judgment, i.e. that when asked to judge the weight of an 

object, participants actually report a density judgment rather than one about mass (Ross & 

DiLollo, 1970; Stevens & Rubin, 1970).  However, it is unclear why such a mistake would be 

committed.  It is true that perceived weight and physical density appear to have a strong positive 

relationship (Huang, 1945), and that predictions of an object’s density based on visual 

assessments of material can not only affect heaviness perception, but also lead to perceptual 

illusions, namely the Material-Weight Illusion (MWI) (Baugh, et al., 2012; Buckingham, et al., 

2009; Buckingham & Goodale, 2013; Buckingham, et al., 2011a; Ellis & Lederman, 1999).  Yet 

why would humans accurately experience one physical dimension (density) but not another 

(weight or mass)?  In order to be convincing, these theories would have to answer this question, 

and to date, no satisfactory answer has been put forth (Buckingham, 2014).  A final nail in the 

coffin of this theory comes from the finding that smaller, denser items can be felt to be less 

heavy than larger, less dense items after training (Flanagan, et al., 2008).  Clearly, density 

estimation as a proxy for weight estimation alone cannot account for the SWI.  

 

A. A New Theory 

If expectations about weight and their influence on sensorimotor factors cannot account for the 

SWI, nor can density estimation alone, what about a role of a different sort of expectations in 

building an internal representation of heaviness?   

 

With the current series of experiments and our newly-developed computational model, we have 

shown that percepts of heaviness in the SWI rest not only on sensory evidence and expectations 
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about heaviness, but also on expectations about density, and on the brain’s performance of causal 

inference to select the most probable hidden state of the world (i.e., the objects’ density 

relationship) given the incoming sensory information.  We show that explicit instructions about 

objects’ density relationships can significantly impact not only the degree of expected weight 

relationships, but also their direction: If objects supposedly have equal density, the smaller one is 

expected to be lighter than the larger, while if the smaller object supposedly is denser, then a 

majority of participants reported believing the smaller should be heavier than the larger.  

Notably, we also show that explicit instructions to believe two differently-sized objects possess 

the same density cannot override the previously-reported “density bias” to believe the smaller 

object is denser than the larger (see Section VII), even when the two objects appear to be made 

of the same material. 

 

Our model rests on the assertion that the brain not only evaluates incoming sensory information 

in judging the relative weight of a pair of objects, but also evaluates competing hypotheses 

regarding their density relationships.  With this strategy, we can account for other findings in the 

literature, namely that the magnitude of the illusion grows as the size discrepancy between 

objects grows (e.g., Cross & Rotkin, 1975; Flanagan & Beltzner, 2000; Flanagan, et al., 2001; 

Grandy & Westwood, 2006; Ross & DiLollo, 1970; Sjöberg, 1969), and that the illusion will be 

attenuated and ultimately reversed when observers are trained with small-heavy and large-light 

objects (Flanagan, et al., 2008).  We can also make the novel prediction that density asymmetry 

expectations significantly positively correlate with experienced SWI magnitude, which bore out 

in the data (Experiment 3).  Importantly, the competing density hypotheses are qualitative in 

nature: Despite evidence that observers possess knowledge of the typical density relationships 
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possessed by everyday objects in our environment (see Section VII), it would be unreasonable 

for the brain to entertain all possible hypotheses about the relative densities of the two objects in 

question.  Such a set of hypotheses would be incalculably large, and so an inference instead on 

the qualitative, ordinal relationship seems an appropriate strategy.  Indeed, that a categorical 

representation of the distribution of relative densities of two objects can account for this illusion 

so well suggests that in dealing with complex variables such as density – those which are not 

primary or not immediately observable – the brain may employ a simplifying strategy to be able 

to effectively and efficiently perform inference on a property or concept that is not directly 

representable by a single population of neurons.  That is, unlike weight or size, which may be 

represented in primary or secondary sensory cortices, the hidden or secondary property of 

density (which involves a calculation) may be most economically represented by a series of 

categories with relative a priori probabilities. 

 

The assertion that relative density, and not absolute density, is important to the SWI (and to the 

general reduction in perceived heaviness as a function of volume, with weight held constant) also 

lies in keeping with other recent findings in the field, specifically that the magnitude of the SWI 

does not change whether objects appear to be made of polystyrene or metal (Buckingham & 

Goodale, 2013).  In this study, the authors found that despite differences in apparent material 

(that affected the amount by which participants reported expecting a large item to outweigh a 

small one), the magnitude of the SWI – that is, the amount by which the smaller item felt heavier 

than the larger – did not change with material.  The authors suggest that this finding is due to a 

single size-weight prior due to experience lifting and manipulating objects in the environment, 

which is applied to the objects regardless of their apparent material.  Because their measure of 
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expected weight relationships is defined as a normalized difference and not a ratio, it is difficult 

to assess the degree of quantitative agreement between their dataset and ours; however, we 

suspect that were they to use a ratio, differences in expected weight relationships between the 

polystyrene and metal cube sets might become negligible, and be in agreement with the expected 

weight relationships measured in the current series of studies. 

 

B. The Right Kind of Expectations 

Ours is not the first model to posit simultaneous contributions from density estimation and 

weight estimation in the SWI.  A recent model posited a Maximum Likelihood Estimation 

(MLE) approach, with a weighted average of haptic weight estimates and visuohaptic density 

estimates leading to the ultimate perception of heaviness (Drewing & Tiest, 2013).  However, the 

authors define density as the combination of haptic weight and visual size estimates – which 

creates a circular reasoning problem – and so as they varied the reliability of their density 

parameter, they were varying the visual reliability and thus inversely varying the relative 

reliability of the haptic weight estimate as well.  Coupled with the fact that heaviness perception 

has been demonstrated to rely on not only sensory evidence but also expectations about an 

object’s weight (Cole, 2008; Flanagan & Beltzner, 2000; Flanagan, et al., 2001; Gordon, 

Forssberg, Johansson, & Westling, 1991a, 1991b; Gordon, et al., 1991c), this simplistic MLE 

framework cannot truly explain the presence of the illusion any more than the earlier descriptive 

models could (e.g., Anderson, 1970; Cross & Rotkin, 1975; Huang, 1945; Sjöberg, 1969; 

Stevens & Rubin, 1970). 
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Often, when MLE models fail to account for complex perceptual phenomena, the inclusion of 

prior expectations from the perspective of Bayesian inference can provide assistance (e.g., 

Hedges, et al., 2011; Stocker & Simoncelli, 2006; Wozny, et al., 2008).  In this vein, several 

attempts have been made to demonstrate that the SWI might also adhere to the Bayesian 

framework.  Yet the identification of simultaneous Bayesian and “anti-Bayesian” biases in the 

motor and perceptual systems, respectively (Brayanov & Smith, 2010), as well as the consistent 

and long history of supposition that the illusion is caused by a mismatch between expectations of 

objects’ weights due to their size and the felt sensory evidence, make the Bayesian cause seem 

somewhat hopeless.  However, rather than give up entirely, one group recently did posit that an 

initial lift – in which the smaller object feels heavier than the larger – creates a new “perceptual 

prior,” which lies in the opposite direction of the long-held structural prior that larger things are 

generally heavier than smaller things and thus maintains the SWI over subsequent lifts 

(Buckingham & Goodale, 2010a).  Yet if this were the case, strengthening this new perceptual 

prior should assist in maintaining the illusion, and it could be argued that doing so might even 

make the illusion stronger.  This prediction lies in stark contrast to the finding that training with 

small-heavy and large-light objects leads instead to illusion attenuation and, ultimately, reversal 

(Flanagan, et al., 2008), and so cannot truly account for the dynamics of this complex illusion.   

 

Furthermore, this new “perceptual prior” theory would also predict that a previous lift in which 

the larger item actually is heavier than the smaller (e.g., a large item weighing 550g – the Heavy-

C box from our stimuli – and a smaller item weighing 150g – the Light-A box from our stimuli) 

would not create a new perceptual prior in the opposite direction of the long-held structural prior, 

and so a subsequent lift of two objects that look similar and weigh the same (the Medium-A and 
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Medium-C boxes from our stimuli, both weighing 350g) should not induce the illusion.  A quick 

survey, consisting only of these two trials and run on both naïve and non-naïve members of our 

lab, confirmed that the illusion persists for the Medium-A:Medium-C pairing even when 

preceded by a trial using the Light-A:Heavy-C pairing.  Therefore, it is clear that the additional 

perceptual prior alone cannot account for the complexities of the SWI.  

 

Fortunately for the Bayesian camp, for situations in which even the addition of a prior cannot 

successfully capture human perception, a version which posits that inference occurs not only 

over observable variables, but also over hidden variables or “causes” finds success – e.g. in 

visual, audiovisual, visuohaptic, and even trimodal (visual-auditory-tactile) perception 

(Beierholm, et al., 2007; Hedges, et al., 2011; Knill, 2003, 2007a, 2007b; Körding, et al., 2007; 

Wozny, et al., 2008; Yuille & Bülthoff, 1996).  And other illusions, such as the ventriloquist 

illusion and the sound-induced flash illusion, have been demonstrated to occur as a result of 

optimal perceptual inference (Beierholm, et al., 2005; Shams, et al., 2005).  It is therefore 

reasonable to anticipate that the SWI will also occur as a result of optimal statistical inference, 

rather than being governed by to some other arbitrary rule.  And so it does: The SWI is decidedly 

Bayesian. 
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C. Conclusions about the Size-Weight Illusion 

In this study series, we have presented the argument that even the counterintuitive Size-Weight 

Illusion (SWI) can be both described and explained by Bayesian hierarchical causal inference.  

In a series of behavioral experiments (Experiments 1 & 2), we measured observers’ expectations 

about objects’ weight relationships under a variety of explicit density relationships, as well as 

their felt illusion magnitude.  By using these findings to help quantitatively fit our Bayesian 

inference model, we can not only capture participants’ reported illusion, but also explain several 

other findings in the literature.  Further, in using the fitted parameters, the model makes a 

testable prediction, which we confirmed in a subsequent behavioral experiment (Experiment 3).  

That our model – based on other similar frameworks in a variety of perceptual arenas – can both 

describe and explain the phenomenon, as well as predicting novel and testable outcomes, 

strongly suggests that even in the realm of counterintuitive and illusory percepts, Bayesian 

hierarchical causal inference can provide an elegant and powerful abstraction of the human 

perceptual system. 
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XII. 

GENERAL DISCUSSION 

 

A. Summary and Conclusion 

This dissertation first identified a perceptual bias towards believing that, within the domain of 

objects typically manipulated on a regular basis, smaller items should be denser than larger ones.  

This perceptual bias mirrors the natural distribution of density as a function of volume for 

liftable, man-made objects in everyday environments, demonstrating sensitivity to the joint 

statistical regularity between the properties of size and weight.  Further, that this bias exists 

demonstrates that humans are sensitive to and perform inference about hidden properties of the 

environment – i.e., density – and that this inference process plays a significant role in our 

ultimate perceptual experiences.   

 

We used this evidence to propose a new computational framework for a well-known but as-yet-

unexplained perceptual illusion, the Size-Weight Illusion.  This computational model draws upon 

insights from unisensory cue combination (specifically in the visual domain) as well as recent 

findings in the multisensory integration literature, extending this powerful proposition about the 

computational dynamics driving the human perceptual system to the domains of visuohaptic and 

sensorimotor integration.  The proposed model (and variants) both describe and explain the 

illusion, uniting it with the sensorimotor literature and demonstrating that even counterintuitive 

perceptual phenomena can be explained by Bayesian causal inference over hidden properties of 

the environment. 
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Further, by demonstrating human’s sensitivity to the environmental statistic linking size and 

weight (the quantitative distribution of density in everyday environments), we have also 

contributed to the statistical learning literature: Through repeated exposure to discrete instances 

of these jointly distributed properties, it appears that individuals have built up an internal 

representation of their probability densities in relation to one another.  Prior to this work, that 

humans can acquire and represent quantitative statistics of hidden or secondary properties 

outside the realm of vision had not yet been demonstrated.  Taken together, the findings reported 

here strongly suggest that inference about hidden or secondary properties of our world – be they 

the secondary variables in a visual scene or the causal structure giving rise to cross-modal 

sensory information – plays a critical role in our subjective, perceptual experiences.   

 

B. Future Directions 

This demonstration of humans’ sensitivity to and representation of the hidden variable of density 

in the environment outside the realm of vision – and the fact that they perform inference about 

these hidden variables in the perceptual process – leaves many open questions.   

 

The first set of questions concerns the source of the internal representations of the distribution of 

density.  How do different environments lead to different internal representations of these hidden 

properties?  Does a factory worker in Detroit possess a different prior about object density 

distribution than a child in Papua New Guinea does?  How would these different life experiences 

lead to different expectations about novel objects’ weights?  Do these different expectations lead 

to different percepts of heaviness for these and other populations with different life experiences?  
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That is, does the magnitude of the density bias affect the magnitude of the SWI from person to 

person?  If so, how? 

 

The second set of questions concerns the neural mechanisms underlying the effects discussed in 

this dissertation.  One could use the computational model developed and validated in the current 

set of studies to fit individual data rather than pooled data, were enough data able to be collected 

from a single person.  From fitted values in addition to individual differences in the behavioral 

measures, one could ask questions concerning the anatomical and functional correlates of 

sensitivity to environmental statistics, as well as correlates of the process of inference about 

hidden variables themselves.  Through using brain imaging tools such as voxel-based 

morphometry (VBM) and multi-voxel pattern analysis (MVPA), or even measuring 

electrocorticography (ECoG) in human subjects undergoing brain surgery for drug-resistant 

epilepsy, we can ask (1) which brain structures are particularly developed in subjects who 

display heightened sensitivity to and use of these environmental statistics in expressing 

expectations about novel objects’ weights, and (2) which are the neural substrates of the 

representation of the relationship between size and weight in environments, and the role of this 

representation in contributing to the ultimate percept of heaviness.  

 

Finally, one can ask questions of a broader nature.  Are there other joint statistics, or statistics of 

hidden/secondary variables, that humans are sensitive to?  How do these regularities in our 

environments impact our subjective experiences?  What can we learn about our cognitive 

machinery from identifying any perceptual biases that may arise as a result of environmental 

regularities we don’t yet know exist?  And how does inference about other hidden properties – 
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properties below the surface, unobservable by definition, and potentially even inaccessible by 

our sensory systems without concerted effort – change the way we experience and understand 

our environment?  By seeking answers to these questions, we will begin to shed exciting new 

light on the nature of our internal representations of the world around us, and even, potentially, 

the cognitive machinery responsible for phenomenology itself. 

 




