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ABSTRACT OF THE DISSERTATION

Architectural and Software Optimizations for Next-Generation Heterogeneous
Low-Power Mobile Application Processors

by

Garo Bournoutian
Doctor of Philosophy in Computer Science (Computer Engineering)
University of California, San Diego, 2014
Professor Alex Orailoglu, Chair

State-of-the-art smartphones and tablets have evolved to the level of having
feature-rich applications comparable to those of interactive desktop programs, providing high-quality visual and auditory experiences. Furthermore, mobile processors are
becoming increasingly complex in order to respond to this more diverse and demanding application base. Many mobile processors, such as the Qualcomm Snapdragon 800,
have begun to include features such as multi-level data caches, complex branch prediction, and multi-core architectures.
The high-performance mobile processor domain is unique in a number of ways.
The mobile software ecosystem provides a central repository of robust applications that
rely on device-specific framework libraries. These devices contain numerous sensors,

xvi

such as accelerometers, GPS, and proximity detectors. They are always-on and alwaysconnected, continuously communicating and updating information in the background,
while also being used for periods of intensive computational tasks like playing video
games or providing interactive navigation. The peak performance that is demanded of
these devices rivals that of a high-performance desktop, while most of the time a much
lower level of performance is required. Given this, heterogeneous processor topologies
have been introduced to handle these large swings in performance demands. Additionally, these devices need to be compact and able to easily be carried on a person, so
challenges exist in terms of area and heat dissipation. Given this, many of the microarchitectural hardware structures found in these mobile devices are often smaller or less
complex than their desktop equivalents.
This thesis develops a novel three-pronged optimization framework. First, the
compiler-device interface is enhanced to allow more high-level application information
to be relayed onto the device and underlying microarchitecture. Second, applicationspecific information is gleaned and used to optimize program execution. Lastly, the
microarchitecture itself is augmented to dynamically detect and respond to changes in
program execution patterns. The high-level goal of these three approaches is to extend
the continuum of the heterogeneous processor topology and provide additional granularity to help deliver the necessary performance for the least amount of power during
execution. The proposed optimization framework is shown to improve a broad range
of structures, including branch prediction, instruction and data caches, and instruction
pipelines.
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Chapter 1
Introduction
The prevalence and versatility of mobile processors has grown significantly over
the last few years. Indeed, over 1 billion smartphones were shipping in the year 2013
alone, representing a growth of 38.4% from 2012 [1]. At the current rate, mobile processors are becoming increasingly ubiquitous throughout our society, resulting in a diverse
range of applications that will be expected to run on these devices. This growth has been
propelled by the mobile processor revolution that occurred approximately seven years
ago. Before this revolution, mobile processors were designed as a specialized ASIC
using relatively inexpensive hardware with low-cost control and data paths. Applications consisted of very simple, highly-regular firmware code that were static and known
a priori. These simple applications were tightly coupled with the hardware and often
hand-optimized to ensure desired performance. The mobile processor revolution was
born out of a desire to enable more robust applications and reduce application development time. Thus, the hardware architecture changed to be a generalized SoC instructionset processor, having complex, deeply pipelined hardware with speculative execution.
This enabled the execution of complex applications written in high-level programming
languages, where the application itself is generalized and abstracted from circuit-level
optimizations.
State-of-the-art smartphones and tablets have evolved to the level of having
feature-rich applications comparable to those of interactive desktop programs, providing high-quality visual and auditory experiences. Furthermore, mobile processors are
becoming increasingly complex in order to respond to this more diverse and demanding
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application base. Many mobile processors have begun to include features such as multilevel data caches, complex branch prediction, and multi-core architectures, such as the
Qualcomm Snapdragon 800 [2], Samsung Exynos 5 Octa [3], and ARM Cortex-A15
[4].
It is important to also emphasize the unique usage model embodied by mobile
processors. These devices are expected to be always-on, with continuous data access
for phone calls, texts, e-mails, internet browsing, news, music, video, TV, and games.
In addition, remote data synchronization, secure off-device data storage, and instant
application deployment all promote this cloud-style of computing. Furthermore, these
devices need to be ultra-portable, being carried unobtrusively on a person and requiring
infrequent power access to recharge.
With the constraints embodied by mobile processors, one typically is concerned
with high performance, power efficiency, better execution determinism, and minimized
area. Unfortunately, these characteristics are often adversarial, and focusing on improving one often results in worsening the others. For example, in order to increase
performance, one adds a more complex cache hierarchy to exploit data locality, but
introduces larger power consumption, more access time indeterminism, and increased
area. However, if an application is highly regular and contains an abundance of both
spatial and temporal data locality, then the advantages in performance of adding a small
cache greatly outweigh the drawbacks. On the other hand, if an application is very complex and irregular, it may require a much larger cache in order to obtain a performance
benefit. As one can see, the cost-benefit tradeoff between these characteristics can be
highly dependent on an individual application’s usage patterns.
For the mobile processor domain, where power and area efficiency are
paramount, power-hungry microarchitectural structures such as caches, branch prediction, and pipeline paths are typically more constrained and tend to be smaller and less
complex than their desktop counterparts. Indeed, most multicore mobile processors consume about 1–8 Watts, much less than the 130+ Watts for typical desktop multicores [5].
Furthermore, as semiconductor technology feature size continues to be reduced beyond
28nm, static leakage power in these large hardware structures rapidly increases. Indeed,
static leakage power can be as much as 30–40% of the total power consumed by the
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processor [6, 7]. Thus, while many of these microarchitectural structures can significantly improve performance during periods of computationally-intensive workloads, it
is paramount to also attenuate the power and area overheads during times when fewer
computational resources are required.

1.1

Heterogeneous Processor Topology
As mentioned in the prior section, one of the major challenges facing mobile

processor architectures is how to provide sufficient hardware resources during peak demand, yet also scale back and save power during idle periods. One standard approach is
to employ dynamic voltage and frequency scaling (DVFS) to dynamically scale the CPU
supply voltage and provide “just-enough” circuit speed to process the current workload
while reducing energy dissipation [8, 9]. Unfortunately, the high-performance mobile
processor domain suffers from much larger workload variability due to highly dynamic
and sporadic usage patterns. Periods of high processing intensity tasks, such as initial
web page rendering and game physics calculation, alternate with typically longer periods of low processing intensity tasks such as scrolling or reading a web page, waiting for
user input in a game, and lighter weight tasks like texting, e-mail, and audio. Given this
very wide range of variability, simply scaling the voltage and frequency of the processor
is insufficient.
Given this, the industry has begun to shift to incorporating heterogeneous processors within the SoC. These heterogeneous processors are architecturally different in
terms of performance, power, and area characteristics, yet they share a common instruction set. This allows the same application to seamlessly be executed on any of the processor cores, similar to a typical homogeneous multicore SoC. ARM proposed the first
mobile heterogeneous processor topology with their big.LITTLE architecture, incorporating their high-performance Cortex-A15 “big” processors with low-power Cortex-A7
“LITTLE” processors [10]. As described in the proposal, a different ethos is taken in
each of these processors. The Cortex-A15 will sacrifice energy efficiency for higher performance, while the Cortex-A7 will sacrifice performance for higher energy efficiency.
The high-level goal is to provide a continuum of computational resources that can handle
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the wide range of variability that occurs in the mobile domain.
Other industry leaders have also recently begun development of these heterogeneous SoC topologies. Broadcom’s Renesas Mobile MP6530 pairs a dual-core CortexA15 cluster with a dual-core Cortex-A7 cluster. The Exynos 5 Octa SoC from Samsung
combines a quad-core Cortex-A15 cluster with a quad-core Cortex-A7 cluster. Qualcomm’s flagship Snapdragon 810 SoC combines a quad-core Cortex-A57 cluster with a
quad-core Cortex-A53 cluster.

Figure 1.1: Architectural Overview of Heterogeneous Processor Topology
A generalized architectural view of the heterogeneous processor topology is provided in Figure 1.1. For simplicity, two processor types (“Big” and “Little”) are shown,
each having a quad-core cluster configuration. Obviously there could be more than two
types of processor cores, and the quantity of each need not be symmetric. Additionally, a
programmable interrupt controller enables interrupts to be migrated between any cores
and a cache coherent memory interface provides full coherency between the different
processor clusters.
As mentioned earlier, the purpose of selecting two different processor microarchitectures is to deliver different performance and power DVFS curves. Figure 1.2
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Figure 1.2: Example DVFS Curves for Different Architectures
shows a generalized representation of this multiparametric space. The “Little” cores are
optimized for low-power, and thus are ideal for low- to mid-range workloads (shown
in green). The “Big” cores deliver heartier performance at the cost of higher power
dissipation, and are appropriate for high-end workloads (shown in orange).
Given the bursty nature of mobile processors, where there can be periods of
intensive CPU utilization, followed by long periods of lower-intensity computations, the
benefits of this heterogeneous topology become evident. When a given task necessitates
high computational resources, it can be migrated onto one or more “Big” cores in order
to deliver the desired performance, and the “Little” can be disabled. On the other hand,
if the smartphone is idle or processing simpler tasks, the “Big” cores can be turned off to
save power while the “Little” cores provide the necessary computations. This topology
can be even more flexible, where each core can be enabled or disabled independent of the
state of the rest of the cores. In this manner, it is possible to reduce the entire SoC down
to just a single “Little” core for idle periods, or enable every “Big” and “Little” core
to provide maximum computational horsepower. It is the job of the operating system
to appropriately schedule and migrate tasks onto these processor cores. The algorithm
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employed for scheduling and migrating tasks is outside the scope of this thesis.

1.2

Distributed Software Ecosystem
From the application perspective, complexity is also growing within the mo-

bile domain. A decade ago, mobile phone applications consisted of a few pre-bundled,
hand-optimized programs specifically designed for a given device. Today, there is a vast
quantity of applications available within mobile marketplaces; Apple’s App Store, for
example, had over 775,000 applications available for download at the start of 2013 [11].
Furthermore, mobile applications are now written in high-level, object-oriented programming languages such as Objective-C or Java. These applications tend to be highly
interactive, providing visual, auditory, and haptic feedback, as well as leveraging inputs
from numerous sensors such as touch, location, near-field communication, and even eye
tracking. To simplify the creation of these interactive applications, mobile operating
systems provide foundation libraries to manipulate the device’s peripherals and provide
common user-interface frameworks. Given this, much of the instruction code being executed will be coming from these shared libraries and helper routines, in addition to the
application’s own code.
It has also been observed that smartphone applications suffer from increased
code size and sparseness [12], and encounter higher branch mispredictions and instruction cache misses due to the lack of instruction locality. It is not uncommon for an
application’s control flow to frequently jump around the instruction space as various
shared libraries and helper routines are called during execution. These observations further exacerbate the demands placed on microarchitectural hardware structures, and can
lead to reduced performance and additional power consumption.
To make matters worse, there is a large diversity of hardware and operating systems a given application may run on. Often a single instance of the application is compiled and uploaded to a centralized marketplace, and then is able to be downloaded and
run on many different devices and operating system versions. When the application is
loaded by the operating system, dynamic linking and variable offset tables are used to
hook into the device-specific library code. As one can see, attempting to optimize these
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applications centrally before consumers download them onto a given phone is hindered
by the variability and diversity of the final execution platform and operating system
environment.

1.3

Vision of Dissertation
As one can see, the high-performance mobile processor domain is unique in a

number of ways. The distributed software ecosystem provides robust applications that
heavily rely on locally distributed framework libraries. These devices contain numerous sensors, such as accelerometers, gyroscopes, magnetometers, GPS, and proximity
and ambient light detectors. They are always-on and always-connected, continuously
communicating and updating information in the background, while also being used for
periods of intensive computational tasks like playing video games, providing interactive
navigation, and recording videos. The peak performance that is demanded of these devices rivals that of a high-performance desktop, while most of the time a much lower
level of performance is required. Given this, heterogeneous processor topologies have
been introduced to handle these large swings in performance demands. Additionally,
these devices need to be compact and able to easily be carried on a person, so challenges exist in terms of area and heat dissipation. Indeed, unlike a standard desktop or
laptop computer, these devices have no cooling fans and must rely on passive cooling
alone. Given this, many of the microarchitectural hardware structures found in these
mobile devices are often smaller or less complex than their desktop equivalents.
In order to deliver additional performance and power efficiency for these mobile devices, a novel approach needs to be taken. A three-pronged approach is proposed. First, the compiler-device interface will be enhanced to allow more high-level
application information to be relayed onto the device and underlying microarchitecture.
Second, application-specific information will be gleaned and used to optimize program
execution. Lastly, the microarchitecture itself will be augmented to dynamically detect
and respond to changes in program execution patterns. The high-level goal of these
three approaches is to extend the continuum of the heterogeneous processor topology
and provide additional granularity to help deliver the necessary performance for the
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least amount of power during execution. The following subsections will describe each
of these three approaches in more detail.

1.3.1 Enhancing Compiler-Device Interface
One of the main challenges in the mobile software ecosystem relates to the distributed nature of the application code. Mobile applications heavily rely on foundation
libraries provided by the operating system. These foundation libraries provide common user-interface frameworks, such as unified graphical user interfaces (GUIs) and
notification schemes. Additionally, these libraries provide the interface to the device’s
peripherals and sensors. The primary purpose of these libraries is to greatly simplify
developing new applications, allowing developers to program in high-level languages
and call common routines to handle interactivity with the device. However, these foundation libraries can differ between device models and operating system versions. While
the Application Binary Interface (ABI) remains consistent, the underlying code within
the foundation libraries can greatly differ across individual devices.
Often a single instance of the application is compiled and uploaded to a centralized marketplace (e.g. Apple AppStore or Google Play), and then is able to be downloaded and run on many different devices and operating system versions. When the
application is loaded by the operating system, dynamic linking and variable offset tables are used to hook into the device-specific foundation library code. It is evident that
the only time the entire program that will be executed is known is when the application
is dynamically linked with the device-specific libraries. Unfortunately, at that point in
time, the level of application information is limited to the level of binary code.
While many compiler-based optimizations can be done directly on binary code,
such as peephole and local basic block analysis, the higher level interprocedural global
optimizations require control-flow and data-flow analysis across basic blocks, which becomes exceedingly difficult at the binary code level. One needs to have more global information about the program, including object and type hierarchies that are known when
the compiler is building the intermediate representation Abstract Syntax Tree (AST).
In order to overcome this challenge, the compiler is augmented to capture any
required global relationship information. When applications are compiled using the
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mobile ecosystem toolchain, they are also analyzed in order to extract required highlevel application metadata. This metadata is included in the application bundle that is
uploaded onto the marketplace. Similarly, each new operating system release that is
compiled will also analyze and annotate high-level metadata about its code, bundling
this metadata in the OS system updates. Once an application is downloaded onto a
given device, an on-device code analysis and transformation process will occur. Using
the metadata from both the OS and the application, a complete view of the program
is available allowing interprocedural global optimizations that otherwise would not be
possible. A high-level overview of this on-device optimization framework is shown in
Figure 1.3.

Figure 1.3: On-Device Optimization Framework
Similar to enhancing the information conveyed from the compiled application
to the device, one can further promulgate information from the software layer to the
hardware layer, strengthening the interaction between the compiler and the underlying
hardware microarchitecture. Inherently, there are certain algorithmic features that can
more easily be ascertained during static compile-time analysis, such as examining the
global program data flow and understanding data interdependencies. This information
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would be prohibitively costly and complex to generate on the fly during run-time. On
the other hand, there are certain behavioral aspects of the application that can only be ascertained during run-time, such as branch taken/not taken resolution and cache hit/miss
behavior. These events cannot statically be known a priori, and thus require real-time
system information. Given this trade-off between information available at compile-time
versus run-time analysis, it becomes evident that some mixture of the two will be essential. The compiler will help glean crucial information regarding our application that
would otherwise be too costly to obtain at run-time, and pass this information to the underlying hardware microarchitecture to help the hardware make intelligent decisions in
response to run-time events. A high-level overview of this enhanced compiler-processor
interface is shown in Figure 1.4.

Figure 1.4: Extended Compiler-Processor Interface
The overarching goal in both of these approaches is bridge the information gap
that is created when an application is compiled into a binary. Specifically within the mobile processor ecosystem, the distributed nature of the compilation process hinders interprocedural optimizations that would otherwise have occurred. It is essential to capture
a limited amount of metadata that will then enable such global optimizations. Furthermore, this top-down global view of an application can help direct and inform decisions
made by the underlying hardware. Thus, extending the software-hardware interface
from just pure instruction code to also include some of this high-level metadata within
hardware tables will allow more intelligent responses to dynamic events during program
execution.
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1.3.2 Application-Specific Code Optimizations
Now that a complete view of the entire program code is available using the
framework described in the prior section, application-specific code optimizations can
be done. Higher-level interprocedural optimizations such as reduction of polymorphic
call complexity or even full static resolution of polymorphic calls is now possible. One
can further improve such interprocedural optimizations by combining other standard
optimization techniques like code inlining and dead code elimination to help remove
possible polymorphic object creation or definition points.
While mobile applications heavily rely on foundation libraries that are dynamically linked when the application is executed, oftentimes the vast majority of the code
available within the foundation library may be unused by a particular application. In
order to do aggressive interprocedural optimization, removing such dead code from the
foundation library is necessary. Unfortunately, as one would expect, the foundation
library is shared amongst all of the applications on the device, with each application
possibly requiring only a small subset of components defined in the library. Therefore
simply removing code from the shared library based on the requirements of a single
application is out of the question, since this would potentially break other applications.
Instead, it is proposed to statically link those portions of the foundation library that are
required by a given application into that application’s binary. By statically linking the
entire pool of code needed by an application into its own isolated binary, the compiler is
now free to enact dead code elimination and code inlining without causing adverse side
effects to other applications.
Furthermore, the mobile ecosystem has a large diversity of physical hardware
devices. Because of this, some methods the application may call will be stubbed out
for a particular model of hardware. For example, if the application calls a method to
query the compass, but the specific device being utilized does not physically have a
magnetometer, the call will simply return without executing the actual sensor processing instructions. This is another example of potentially dead code that an application
may contain. Additionally, it is important to observe that an application that is uploaded
to the central marketplace can be downloaded onto multiple different devices. For newer
devices, the application’s code for compass querying is useful, whereas if the applica-
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tion is downloaded onto an older device then the same code may no longer have any
functionality. Using the given device’s attributes can help guide the optimization process by identifying additional dead code specific to the current hardware. This is also
shown in Figure 1.3 as the Device Attributes input into the on-device optimization.
Other application-specific code optimization techniques can target the heterogeneous processor topology. While the heterogeneous processors used in state-of-the-art
smartphones and tablets share a common instruction set architecture (ISA) to allow the
same program to run seamlessly on any of the different types of processors, the underlying architecture of each processor type can be very different. For example, it is common
for the smaller, more energy-efficient processor to be an in-order processor, while the
heavy-duty processor is a speculative, out-of-order superscalar processor. These out-oforder processors leverage register renaming and can dynamically mitigate unforeseen
data dependencies, such as a data cache miss. On the other hand, in-order processors
must stall the pipeline when a load instruction encounters a cache miss, since there is no
dynamic dependency detection logic to know if the next pipeline instruction depends on
the result of the missed load or not. This can obviously degrade the processor performance, since the processor may idle for several cycles before the cache miss is resolved
and computation resumes.
Given this observation of the limitation of in-order processors, applicationspecific code optimization can be done on the binary to rearrange instructions to help
provide a buffer between memory load instructions and instructions that consume those
loaded values. From the perspective of the out-of-order processor, these optimizations
may have little benefit (since the hardware can dynamically rearrange the instructions as
it needs). But, from the in-order processor perspective, this type of code transformation
can provide immense benefits. Yet, there is still the challenge of efficiently conveying to
the hardware pipeline what these static dependencies are. Thus, not only are applicationspecific code transformations necessary, but also some metadata needs to be conveyed
to the microarchitecture in order to enable dynamically responding to these situations
when they occur.
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1.3.3 Dynamically Tuning Microarchitecture
There is a large variability in workload intensity across an application’s execution flow. There may be periods of extreme floating-point computations or intensive
bursts of random memory loads. As the program progresses, certain microarchitectural
structures may become inundated at a given time, while at other times those same structures sit idle. The heterogeneous processor topology handles the more coarse-grained
workload intensity differentials of an application, scheduling or migrating the application to an appropriate processing core. Since migrating tasks across this topology incurs
a cost, this action is only employed when a large, sustained change in workload intensity
occurs. Obviously, there are still fine-grained perturbations in workload intensity that
can occur, and in order to further optimize the system, it is paramount for the microarchitecture to dynamically tune itself in response to these more fine-grained changes.
Application processors (i.e. CPUs) within mobile devices are one of the top two
consumers of battery life (the other large consumer being the display) [13]. Thus, it is
important to focus on the microarchitectural structures with these processors that have
largest impacts in terms of performance and power. These structures typically include
components like instruction and data caches, branch predictors, branch target buffers,
and instruction pipelines. For instance, caches often account for 30–60% of the total
processor area and 20–50% of the processor’s power consumption [14]. Similarly, the
branch prediction hardware can consume as much as 10% of the total processor power,
with the BTB accounting for 88% of this power consumption [15]. Yet, even with such
large and costly microarchitectural structures, poor performance of these structures can
further waste power. For example, the two primary culprits that can cause a majority of
workloads to exhibit low energy efficiency are L2 cache misses and branch mispredictions [16]. Thus, it is critical to not only find ways to conserve power wherever possible,
but also to ensure this effort does not amount to a pyrrhic victory. The energy costs incurred by a poorly functioning cache or branch predictor will rapidly eclipse the power
savings one was initially targeting.
The general goal of dynamic or adaptive microarchitecture design is to accurately identify the transition points during execution where the program’s behavior
changes in some manner. For example, consider a contrived program that spends 1M

14
instructions doing pure ALU operations without any memory or control flow. If the underlying hardware was aware of this situation, it could safely shut down both the data
cache and branch predictor with no negative impact to performance. The challenge of
adaptively tuning the microarchitecture is to efficiently extract the necessary knowledge
at run time to make intelligent decisions.
As mentioned in Section 1.3.1, certain pieces of information about a program
are easier to observe statically during compile time, such as global program data flow
and data interdependencies. By investing additional effort during compilation, useful
information can be gleaned and provided to the microarchitecture. This information can
then be used to decide when and how to adapt the hardware during execution to reduce
power without sacrificing performance. In this manner, dynamic optimizations can be
guided by application-specific information.
Furthermore, even in the absence of compile time information about the program, efficient hardware detection structures can help identify run time patterns. These
run time patterns can be used to help adjust the microarchitecture to save power. For example, oftentimes it is difficult for the compiler to statically determine multicore shared
memory relationships and access patterns. Yet, run-time hardware can be designed in
such a manner to detect patterns in cache coherence activity, and determine when individual cache lines will benefit from localized L1 storage with cache coherency or force
storage in L2 to mitigate coherence costs. In these cases, the hardware not only needs
to intelligently detect emergent patterns, but determine when the benefits of making the
change outweigh the costs. Since these decisions are happening at run time, the complexity in terms of time, storage, and power must be kept minimal.
Adaptively tuning the microarchitecture can result in significant power savings
with minimal impact to performance. The challenge of these approaches lies in the efficient detection of the transition points where an adaptation will help, and also to ensure
the overheads of such adaptation are ameliorated across the overall program execution.
There needs to be a mechanism to enable lower-power configurations when appropriate,
as well as to restore full functionality at the point when it is needed again.
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1.4

Dissertation Summary
This thesis addresses the necessity for an effective and efficient optimization

framework for next-generation heterogeneous mobile application processors. These
high-end devices demand exceptional performance, yet must also be extremely power
efficient to be commercially viable. These opposing forces necessitate innovative solutions to enable peak performance on demand, while ensuring a fastidious attention to
power efficiency. While high-level heterogeneous topologies can help overcome large
swings in performance characteristics, there is still a need to provide more fine-grained
optimizations within each processor domain. The proposed optimization framework
is shown to improve a broad range of microarchitectural structures, including branch
prediction, instruction and data caches, and instruction pipelines.
The methodologies presented in this thesis fall into three general types of optimization approaches. The first optimization approach, described in Section 1.3.2, is
to leverage static code analysis and compiler techniques in order to transform the application into a more efficient instruction sequence while maintaining equivalent functionality. Using such static techniques, inefficient code can be optimized to help reduce
power consumption and improve performance. This thesis demonstrates a novel mobile ecosystem where on-device static code optimization can combine knowledge of
user applications with operating system foundation libraries, enabling a complete view
of all program code. Using this global program knowledge, interprocedural optimizations to streamline control flow such as statically resolving dynamic dispatch sites can
be accomplished. Furthermore, instruction ordering can be adjusted to help ameliorate
run-time data hazards, such as pipeline stalling due to cache misses.
The second optimization approach is to enhance the hardware microarchitecture
to dynamically detect and adapt to changes while executing the application, as described
in Section 1.3.3. Using this paradigm, this thesis presents novel architectures that exemplify how minimal hardware structures can be used to identify usage patterns during
execution and reconfigure the microarchitecture in order to save power. A cache architecture that allows fine-grained dynamic expansion and contraction of storage space
is proposed in order to help improve performance while eliminating leakage power.
An innovative hardware-based cache coherence protocol is presented, which is able to
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dynamically determine whether to use localized storage and coherence, or to force immediate synchronization into shared memory to reduce power dissipation overheads.
Similarly, a reconfigurable instruction pipeline is proposed which enables dynamically
shrinking the pipeline width based on functional unit demand, helping obviate power
from idle pipeline paths.
The third optimization approach is a melding of the two aforementioned approaches. As proposed in Section 1.3.1, high-level static information garnered during
compile time is conveyed into the hardware microarchitecture to help more intelligently
guide dynamic run time adaptation. An innovative solution to memory-based pipeline
stalls is demonstrated by extracting compile time information regarding data dependencies for individual load instructions, and conveying this information to the hardware in
order to provide knowledge of available non-dependent instructions that can continue
to be executed. Another proposal demonstrating the benefits of combining static information with hardware execution relates to eliminating costly accesses to the branch
target buffer (BTB) every cycle. Instead, an efficient hardware structure is used to provide branch target addresses only during cycles that require such information, greatly
reducing power dissipation.
Chapter 2 provides an overview of the related work in the area of mobile processors and various existing microarchitectural optimization techniques. Chapter 3 presents
a framework for eliminating control flow overheads stemming from polymorphic dynamic dispatch. A novel approach to efficiently eliminating memory-based pipeline
stalls in in-order processors is presented in Chapter 4. Chapter 5 demonstrates a framework for statically analyzing mobile application control flow and adapting the hardware
architecture to eliminate BTB power consumption. A comprehensive framework for enabling fine-grained, dynamic reconfiguration of the cache subsystem to improve power
and performance is presented in Chapter 6. Chapter 7 investigates the cache coherence
energy costs of a multicore SoC, and provides a methodology to dynamically detect and
adjust the coherence policy in a fine-grained manner. A power optimization methodology to dynamically reconfigure the instruction pipeline of high-performance mobile
processors is demonstrated in Chapter 8. Lastly, conclusions are drawn in Chapter 9.

Chapter 2
Related Work
2.1

Mobile Ecosystem
As mentioned in Chapter 1, modern smartphones and tablets inhabit a unique

mobile ecosystem. These devices are used throughout the entire day to perform a multitude of tasks, including e-mail, web browsing, gaming, document editing, and watching
videos. Mobile devices also include multiple communication systems and a diverse variety of sensors that can be used by applications to provide a robust user experience. The
following subsections will present existing work that focuses specifically on the mobile
ecosystem. Section 2.1.1 describes techniques for estimating application power usage
to help guide software developers to design applications in a more power-efficient manner. Section 2.1.2 provides a summary of learning techniques to identify patterns in how
these mobile devices are used throughout the day. Lastly, Section 2.1.3 details various
techniques that help reduce the power dissipation of mobile communication systems.

2.1.1 Software Power Estimation Techniques
One of the challenges of developing software for mobile processors is that the
development environment often just simulates or emulates the application’s behavior on
a normal desktop PC. It is difficult as an application writer to design software that minimizes power consumption. Typically multiple layers of abstractions and middleware sit
between an application and the hardware, which hinders accurate power consumption
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predictions and design space exploration. Coarse-grained analysis can be done by downloading the application onto the device, but there are no detailed tools to help provide
feedback to the software developer on ways to improve their code in terms of power.
The SPOT development tool [17] automates power consumption estimation code
generation and can help simplify analysis of software. Key power-consuming components of the system are modeled, including sensors (GPS, acceleration, orientation) and
network bandwidth utilization. The authors demonstrate their model-driven engineering approach provides a high degree of accuracy which can aid software development
design decisions. Their findings show that sensor sample rates impact long-term power
consumption, and certain sensors like GPS are very large consumers that should be used
sparingly.
PowerTutor [18] is another online power estimation tool to help develop power
efficient software. Online power models are generated for most smartphone components, including CPU, LCD, GPS, audio, Wifi, and cellular communication. The authors note that the power characteristics of these components can vary across different
device models, and training is necessary to develop accurate models of a given device.
Once these models are generated, the PowerTutor tool can help determine the impact
of software design changes on power consumption. Similar to the work in [17], the authors again find the most common culprit for poor power efficiency stems from improper
use of hardware devices or sensors. If an application needlessly enables or frequently
accesses sensors like the GPS, a large amount of power will be consumed.

2.1.2 Usage Pattern Learning Techniques
Another research field that aims to optimize mobile processors involves profiling
and learning a user’s usage patterns on the device. As one would expect, often a user will
use the device in a similar manner from day to day. Perhaps the user launches a news
application every morning, and after about 10 minutes she then launches a horoscope
application. If one can efficiently identify such patterns, applications can be preloaded
in the background to help improve launch times and can be terminated faster with the
knowledge that the user most likely is done using an application for that period of time.
The authors in [19] conducted a detailed investigation of a large number of real
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users, collecting trace information on how each device was used, including energy usage of applications. The main finding was a large diversity amongst the users, with
numbers of interactions per day varying from 10 to 200 and average amount of data
received ranging from 1 to 1000 MB. This finding implies that learning or adaptation
based on each individual user can be beneficial to reducing power and more accurately
estimating battery lifetime. Additionally, such learning mechanisms can help schedule
background tasks and identify high-priority applications. As there is a cost to garnering such usage patterns, most of the data is coarse-grained and focuses on large-scale
patterns throughout the day, not fine-grained actions within individual applications.
In the similar vein, the authors in [13] focused on understanding user activity
patterns in order to determine power optimization opportunities. They developed a logger application that can be installed by users, which will collect traces of real-world
activity. The findings in this study were similar to [19], in that the energy consumption widely varied depending upon each individual user. Additionally, they confirmed
the well-known mantra that the screen and CPU are the two largest power consuming
components of modern mobile devices. Leveraging the user activity patterns, they also
proposed a methodology to reduce power in both the screen and CPU by incrementally
reducing screen brightness and CPU frequency, respectively. They relied on the principle of change blindness, a cognitive term for humans being less aware to small, subtle
changes in their environment.
These learning techniques are important to understanding how these devices are
used in the real world. As mentioned, most of the usage patterns are coarse-grained due
to the nature of needing to collect data over a long period of time and identify patterns.
This coarse-grained data can then be utilized to help guide system-level decisions within
the smartphone to help improve battery life.

2.1.3 Communication Power Saving Techniques
While the focus of this thesis will be on improving the CPU performance and
power of mobile devices, the power consumption for radio communication within mobile devices is also important to consider. In cases where communication dominates
over computation, the power dissipation from the radios (GSM, Wifi, and/or Bluetooth)

20
consumes a significant amount of battery life [20]. For completeness a brief summary
of work related to power saving techniques targeting radio communications of mobile
devices is provided.
CoolSpots [21] aims to explore policies that enable a mobile device to switch
between different communication interfaces, such as Wifi and Bluetooth. These different communication interfaces exhibit diverse radio power characteristics and different
ranges, and the goal is to save power by intelligently deciding when to utilize each
communication interface. The Wifi protocol has a relatively higher power consumption
compared to Bluetooth, but the Bluetooth protocol range is much smaller. Thus, if one
is in a location outside of the Bluetooth range, the Wifi interface is your only choice.
On the other hand, if one is in a CoolSpot which has both Wifi and Bluetooth coverage,
the system can seamlessly transition to using Bluetooth to communicate and shut down
the more expensive Wifi interface. This same logic can be generalized for additional radio interfaces, allowing automatic transitioning between available interfaces to the more
power-efficient connection.
A subsequent paper investigating the tradeoff between 3G, GSM, and Wifi is
presented in [22]. The authors provide an in-depth study of the energy consumption
characteristics of these three protocols. They identify that the cellular protocols (3G
and GSM) exhibit high tail energy, which occurs after the completion of a typical data
transfer while the radio remains in a high-power state. They developed the TailEnder
protocol, which delays and aggregates non-critical communications into larger scheduled transfers to ameliorate the cumulative energy consumed while meeting user-defined
deadlines. Similarly, web browsing can leverage these savings by aggressively prefetching several times more data while the communication channel is still in a high-power
state, saving both power and improving user response time.
The authors in [23] explore how to reduce the power consumption of using
Voice-over-Wifi (VoWifi) communication. The appeal for using VoWifi is the ubiquitous presence of wireless LAN access points as well as Wifi being an unlicensed radio
spectrum, reducing costs. However, the Wifi protocol is costly in terms of power usage
for a mobile phone due to the interface’s scanning behavior. The authors propose adaptively increasing the scanning period when not connected to a network or in standby
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mode. This adaptive elongation of interval length between scans is a function of the
length of time the phone has been idle, residual battery life, and user-set priority.

2.2

Cache Performance and Power Optimization
Caches play an important role in bridging the performance gap between the pro-

cessor pipeline and memory storage. They rely on principles of locality to store a small
subset of data closer to the processor in order to reduce the number of cycles needed to
load or store that data. Unfortunately, caches are also one of the largest consumers of
power and area within the processor die. Given this, mobile processors tend to employ
relatively smaller and less complex caches compared to their desktop counterparts. Furthermore, lower-power mobile processor architectures often utilize in-order pipelines
which stall when memory loads cannot be serviced by the cache. The following subsections describe a number of techniques to help improve cache performance and power.
Section 2.2.1 describes techniques that can be used to help mitigate pipeline stalls caused
by cache misses. Section 2.2.2 presents techniques that can be used to reduce the power
consumed by caches. Lastly, Section 2.2.3 provides a summary of work that aims to
reduce power dissipation due to cache coherence in multicore systems.

2.2.1 Cache Pipeline Stall Optimization Techniques
Various techniques have been proposed and used in the computer architecture
community to attack the problem of memory stalls. In general, superscalar, out-oforder processors inherently can mitigate memory stalls by leveraging the reorder buffer
(ROB) to dynamically allow multiple instructions to issue whenever resources are available and data dependencies have been met [24, 25]. However, as mentioned in [26],
even though in-order execution suffers from a 46% performance gap when compared
to out-of-order, an out-of-order architecture is not always ideal for an embedded system since it is prohibitively costly in terms of power, complexity, and area. Indeed,
as expounded in Chapter 1, current state-of-the-art mobile processors employ a heterogeneous processor topology, leveraging smaller, in-order processor cores to deliver the
necessary low-power characteristics.
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As an alternative to costly out-of-order processors, [27] proposes having the
compiler provide reordering by explicitly placing instructions into per-functional-unit
delay queues, which in turn still operate in an in-order fashion. While this is less complex than a full out-of-order processor, it still requires a rather large area overhead for the
delay queues and does not allow for fine-grained, dynamic adjustment based on runtime
cache hit/miss behavior.
Proactively prefetching data into the data cache is another well-established approach to reducing the performance impact of memory stalls. Software prefetching
methods [28, 29, 30, 31] rely on the compiler to statically insert prefetch instructions
before that actual load instruction to help mitigate potential memory stalls. Unfortunately, these instructions may cause code bloat and increase register pressure. Furthermore, purely software approaches cannot leverage runtime information relating to cache
hit/miss behavior, and thus could result in wasted cycles from unnecessary prefetching.
Alternatively, hardware prefetching methods [32, 33, 34, 35] utilize access patterns to
predict cache misses and inject necessary prefetch logic in the hardware. Unfortunately,
as with all prediction schemes, these techniques heavily rely on memory access patterns and react poorly to applications with large or irregular memory accesses. Incorrect
prediction can lead to cache pollution and a significant performance penalty.
The authors in [36] propose using a combination of compiler and hardware support to prioritize instructions that are needed to keep the pipeline moving, and when
none are available, allow for the buffered low-priority instructions to execute. While
this proposed scheme is said to be for an in-order embedded processor, it unfortunately
still fundamentally relies upon a reorder buffer (ROB) and run-time register renaming,
which are the largest contributors of area and power consumption in an out-of-order
system. In fact, as exemplified by [37], the 56-entry instruction issue queue in the HP
PA-8000 utilizes 20% of the die area, which is impractical for the smaller, low-power
cores targeted in our heterogeneous processor topology.

2.2.2 Cache Power Optimization Techniques
As the high-performance mobile processor domain continues to enable more
complex and memory-intensive applications, these systems now have multi-level cache
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hierarchies that begin to resemble their desktop counterparts. Furthermore, as semiconductor technology feature size continues to be reduced beyond 28nm, static leakage
power within large caches begins to dominate. Given the variability of usage patterns
and application complexity on the smartphone, having a one-size-fits-all approach to
cache memory either wastes power or provides poor performance. Numerous techniques
have been proposed to address the typical memory access challenges involved.
Common structural techniques rely on segmenting the word- or bit-lines to reduce latency and dynamic power. Subbanking [38] divides the data arrays into smaller
sub-groups, and only the “bank” that contains the desired data is accessed, avoiding
wasted bit-line pre-charging dissipation. The Multiple-Divided Module (MDM) Cache
[39] consists of small, stand-alone cache modules. Only the required cache module is
accessed, reducing latency and dynamic power. Unfortunately, these techniques do not
address the significantly increasing static leakage power.
Phased Caches [40] first access the tag and then the data arrays. Only on a hit is
the data way accessed, resulting in less data way access energy at the expense of longer
access time. Similar to the aforementioned structural techniques, leakage power is not
addressed, and in fact often becomes worse due to the increase in access time.
Filter Caches [41] are able to reduce both dynamic and static power consumption
by effectively shrinking the sizes of the L1 and L2 caches, but suffer from a significant
decrease in performance. This large amount of performance degradation is typically
unacceptable in modern mobile processors.
Similarly, on-demand Selective Cache Ways [42], which dynamically shut down
parts of the cache according to application demand, suffer from sharp performance
degradation when aggressively applied. Likewise, Speculative Way Activation [43, 44]
attempts to make a prediction of the way where the required data may be located. If the
prediction is correct, the cache access latency and dynamic power consumption become
similar to that of a direct-mapped cache equivalent. If the prediction is incorrect, the
cache is accessed a second time to retrieve the desired data. This results in some additional latency, as the predicted way must be generated before data address generation
can occur, and there is still the significant amount of static leakage power that is not
addressed.
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Configurable Caches [45] also focus on reducing both dynamic and static power
consumption by employing way concatenation and way shutdown to tune the entire
cache’s size and associativity. The proposal relies on a multi-phase on-line heuristic
for exploring a search space of approximately 18,000 possible cache configurations,
taking into account the separate L1 instruction and data caches, as well as a unified
L2 cache with way management. While the results appear encouraging, the overhead
in terms of power and area of this on-chip dynamic tuning heuristic are not included
and would likely countervail much of the cache power improvements. Furthermore, the
results utilized a small 64KB L2 cache and assumed only 10% of the total cache drain
stemmed from static leakage. Most mobile smartphones utilize larger L2 caches, and the
static leakage typically dominates the total cache power due to nanometer technology
scaling [6]. Given that the proposed way shutdown mechanism only allows reducing the
number of ways down to 1 (not completely disabling the cache index), there can still be
substantial static leakage when cache indices are underutilized.
Smart Caches [46] also employ adaptive techniques to reduce both dynamic and
static power consumption. While the results are positive, the approach specifically relies
on having an out-of-order processor to hide the impact of increases in cache miss rates
due to disabling sections of the cache. Given the heterogeneous topology used in today’s
devices, a solution that also works for the smaller, in-order processors is necessary.
There are also several techniques that specifically attempt to target leakage
power within caches. The Gated-Vdd Technique [47] allows SRAM cells to be turned off
by gating the supply voltage away from the cell, effectively removing leakage but also
losing all the state within that cell. The Data Retention Gated-Ground (DRG) Cache [48]
reduces the leakage power significantly, while still retaining the data within the memory
cells while in standby mode. On the other hand, there is a significant increase to the
word-line delay of 60% or higher depending on the feature-size. Similarly, the Drowsy
Cache [49] provides a low-power “drowsy” mode, where data is retained but not readable, and a normal mode. Leakage power is significantly reduced when in drowsy mode,
but there is a cost and delay to switching between drowsy and normal mode. Since the
cache is primarily present to mitigate the performance implications of long memory latencies, it is important to avoid causing significant degradation in performance just to

25
recuperate leakage power. There is an important balance that must occur, where the
combined dynamic and leakage power are reduced, while not significantly degrading
performance (since having a longer run-time will ultimately lead to still more dynamic
and leakage power).

2.2.3 Cache Coherence Optimization Techniques
A little over three years ago, the first dual-core smartphone hit the market (the
LG Optimus 2X using NVIDIA’s Tegra 2 SoC). Since that time, smartphones have struggled with how to efficiently enable shared cache memory between cores. Early implementations mandated SW-controlled cache coherence or forced shared memory never
to be stored in L1 data cache, since these mobile processors were highly constrained
and required extra care to minimize power consumption in order to extend device life.
Even today, full hardware-based cache coherence is quite costly and used sparingly.
Numerous researchers have proposed ways in which to mitigate such cache coherence
overhead.
A proposal using virtually tagged caches was presented in [50], where much of
the TLB overhead from coherence could be avoided by using virtual addresses in the
tag instead of physical addresses. Unfortunately, most systems will opt to have virtually
indexed, physically tagged primary caches to avoid complexities arising from aliasing
and homonyms.
Serial snooping techniques have been proposed to alleviate overhead from read
misses, wherein the assumption of data locality among various processor cores is exploited [51]. In general, these approaches aim to reduce the overhead of snooping all
other cores in parallel, but rather do it in a serial fashion starting with the closest cores
and move outward. One important shortcoming of such an approach is that latency can
increase as one continues to conduct the snooping iteratively, unless the data is residing
in the closest neighboring cores. For example, the authors in [51] reported an average increase in latency of 6.25%. Given the importance of low memory latency and its impact
on execution speed for mobile smartphones, this approach is often unacceptable.
The Jetty approach essentially adds a small directory-like structure between the
shared memory structure and each replicated cache [52]. This structure will indicate
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whether a copy may exist within a particular local cache, helping to avoid tag accesses
if the item is guaranteed not to exist in the cache. Jetty was proposed for a system where
both L1 and L2 were localized, wherein the cost associated with L2 lookups was far
greater than the smaller Jetty structure. Unfortunately, most mobile processors localize
only the smaller L1 caches, and leave L2 as a shared resource. In this hierarchy, the
overhead of Jetty would be comparable to just doing the regular L1 lookup, resulting in
minimal benefit.
The RegionScout approach attempts to dynamically detect and filter out private
regions of the memory space from performing the snoop-based coherence, reducing
read induced tag lookups and write induced invalidation broadcasts [53]. As the authors
write, this implementation is good for coarse-grained sharing, as reasonable power reductions only occur when the region size is rather large. The benefits of this approach
are muted if the system has more fine-grained sharing or if the shared locations are not
contiguous. Given the complexity and variability of applications that can be run on
mobile processors, the assumption of fine-grained, contiguous data sharing cannot be
guaranteed.
An application-driven solution was presented in [54], where the compiler or
software developer would statically determine the shared regions of memory, allowing
the remaining regions to be placed in a non-shared mode. Again, this solution utilizes
rather coarse-grained regions and also relies on simple application algorithms for sharing. With more complex, desktop-like applications expected to run on modern mobile
processors, the issues of dynamic memory and pointer access are introduced, rendering
the compile-time approach insufficient.
Moreover, since the cache is primarily present to mitigate the performance implications of long memory latencies, it is important to avoid causing significant degradation
in performance just to recuperate power. Since having a longer run-time will ultimately
lead to still more power usage of the overall system, there is an important balance that
must be struck where the cache coherence power overhead is reduced, while not significantly degrading performance.
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2.3

Branch Prediction Optimization
Branch prediction also plays an important role in processor performance. As

mobile processors continue to employ deeper pipelines, the impact of mispredicting
changes in control flow becomes more pronounced. Furthermore, mobile applications
now commonly employ object-oriented polymorphism to increase developer expressiveness and flexibility when writing applications. However, polymorphism must eventually
be resolved at run time, which increases the burden on branch prediction hardware due
to dynamic dispatch. Similar to caches, branch prediction hardware is also costly in
terms of power and area. The following subsections describe a number of techniques to
help improve branch prediction performance and power. Section 2.3.1 describes techniques that can help optimize control flow in order to improve performance and power in
branch direction prediction. Section 2.3.2 presents techniques that focus on the branch
target buffer, improving both the performance and power involved in predicting the target address of control flow changes.

2.3.1 Predictor Optimization Techniques
The domain of native-execution mobile processors introduces unique challenges
related to branch prediction, in particular due to dynamic dispatch. Since mobile applications are highly interactive and frequently utilize polymorphism both within the
application’s local source code and externally into common foundation library code,
optimizing branch resolution becomes more challenging.
Profile-guided approaches are commonly used to enable dynamic dispatch code
optimization. The Call Chain Profile (k-CCP) model was presented in [55]. Using this
model, the predictability of receiver class distributions was presented, demonstrating
that such distributions are strongly peaked and relatively stable across program inputs.
They also proposed in-lining run-time tests for the dominant class in order to help optimize dynamic dispatch for the strongly peaked calls. The Festival approach attempts
to estimate the frequency of virtual method calls by applying neural network machine
learning algorithms across a set of known programs and workloads to glean relationships between static code structures and actual run-time behaviors [56]. By identifying
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the highly recurring calls, one can enable targeted method lookup caching to help ameliorate the most problematic locations. The drawback to these profile-guided approaches
is the necessity of having accurate profiling workloads. Given that mobile applications
are almost always user interface driven and highly interactive, the ability to have representative workloads of dynamic execution is non-trivial.
Class Hierarchy Analysis (CHA) was proposed in [57], where for each method
the set of classes for which that method is the appropriate target is determined (appliesto set). When a polymorphic method call is encountered, the applies-to sets are checked
to see if there is any overlap. If not, then the polymorphic site can be replaced by a static
call. This approach requires knowledge of all class hierarchies, as well as methods defined within each class. Similarly, the SmallEiffel compiler leverages type inference to
remove polymorphic call sites and instead replace them with static bindings when possible [58]. Essentially, the entire program is analyzed and a set of all possible concrete
types is identified. All living methods are duplicated and customized based on the concrete type of the target. Thus, if only a single matching method exists for a given call, it
is replaced by a regular static call to the target method. Unfortunately, these approaches
require full application code analysis. Since mobile applications are centrally compiled
without complete knowledge of all device-specific operating system library code, this
approach cannot guarantee correctness. Furthermore, once the application is compiled
into binary code, extraction of class hierarchy information becomes exceedingly difficult.
Another purely software-based optimization to improve branch prediction is described in [59], where basic blocks are reordered to minimize the WCET of the program.
Integer-linear programming (ILP) is used to explicitly model the worst-case execution
path (WCEP) and the impact on branch prediction, including both branch penalty costs
and the amount of executed unconditional jumps.
On-the-fly generation of remote device-specific code using centralized system
notes is presented in [60]. The Fiji VM does aggressive de-virtualization and inlining to
mitigate method call overhead [61]. These approaches typically rely on running within
a Virtual Machine (VM) to enable such JIT optimizations.
Another aspect of branch predictor optimization is to reduce power dissipation
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when possible. The authors in [62, 63] propose a novel approach to disable components
of hybrid direction predictors dynamically using a profile-based approach. For highperformance processors that employ large hybrid predictors, there are typically various
prediction tables that will be queried and combined into a majority vote to determine
predicted branch direction. They demonstrate that profiling can be used to identify
sections of code where the vote from a specific prediction table is likely to be more
accurate than a majority vote. In these cases, the other prediction tables can be gated to
conserve energy until they are needed again.

2.3.2 Target Buffer Optimization Techniques
The Branch Target Buffer (BTB) is also an important area for optimization, since
it is accessed every execution cycle to determine if the fetched instruction is a control
flow instruction and which target address to continue fetching from if the branch is predicted as taken. A large amount of power is dissipated by the BTB since it is physically
similar to a cache and is accessed every cycle.
The Application Customizable Branch Target Buffer (ACBTB) was prosed in
[64], where static code analysis is used to determine the number of instructions between
a given control instruction and the next control instruction (both for the taken and not
taken paths). A small hardware table is constructed that holds the target address and
these distances to the next control instruction for the taken and not taken paths, as well
as the index into the ACBTB for that next control instruction. Thus, when a branch is
encountered, the system will know exactly how many instructions will be executed before the next branch. In this interval, no further lookups of the ACBTB take place while
non-control instructions are being executed. Once the interval completes, the ACBTB is
directly indexed based on the index value of the prior branch, avoiding the overheads of
the cache-like lookup for a standard BTB. However, in order for this proposal to work,
all control instructions must be statically known so the ACBTB table can be fully populated. The presence of the mobile ecosystem and the large amount of dynamic dispatch
and indirect branching hinders statically obtaining a complete control-flow graph.
The authors in [62, 63] propose an approach to dynamically reduce the number
of sets of the BTB using instructions that communicate with special control registers.
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Using a profile-based approach to identify sections of code where the BTB will likely
not benefit from having its full storage capacity, instructions are inserted that reduce
the BTB size by a power of 2, saving power by gating the unused portions of the BTB.
When more BTB storage is required, similar instructions are inserted which will restore
the sets of the BTB which were disabled.
The Shifted-Index BTB proposed in [65] aims to reduce unnecessary accesses
to the BTB by more intelligently indexing into the structure. A standard BTB is indexed using the lowest bits of the PC, where each consecutive instruction would result
in accessing a different BTB set. The authors propose to instead index using the same
number of bits, but shifted a few bits to the left. In this manner, the likelihood of two
sequential BTB accesses mapping to the same set increases. Using this characteristic
of BTB indexing, a set buffer is created that stores the last accessed BTB set as well as
the index for that set. When looking up subsequent instructions, if the index is the same
as what is currently in the set buffer, the set buffer is queried to get the target address
instead of the full BTB. In this manner, a large portion of accesses to the BTB can be
filtered out to save power.
A similar approach to filtering unnecessary BTB accesses is presented in [66].
By delaying the BTB lookup one cycle, they propose using the branch direction predictor to skip BTB accesses when the direction is predicted not taken. If the branch is
not going to be taken, there is no need to determine the target address. To help counteract the performance lost due to delaying BTB target address lookup by one cycle, a
small filter BTB is introduced that is accessed in parallel to the direction prediction and
will be used instead of the BTB if the PC address is found within it. In this manner,
they claim that accesses to the original BTB are very rare, greatly reducing the dynamic
power consumption while incurring a small performance penalty.

Chapter 3
Eliminating Control Flow Overheads
One powerful feature enabled by using a high-level, object-oriented language is
dynamic dispatch. Dynamic dispatch allows for robust and extensible application coding, allowing multiple classes to contain different implementations of the same method,
with actual method selection occurring dynamically based on the particular run-time instance it is called upon. Unfortunately, the presence of dynamic dispatch can introduce
significant overheads during method calls, which can directly impact execution time
[56]. It has also been observed that smartphone applications suffer from increased code
size and sparseness [12], and encounter higher branch mispredictions and instruction
cache misses due to lack of instruction locality. Specifically within the mobile processor ecosystem, dynamic dispatch exacts a heavy toll due to the numerous control flow
changes that occur from the large quantity of method call polymorphic sites.
To make matters worse, there is a large diversity of hardware and operating systems a given application may run on. Often a single instance of the application is compiled and uploaded to the marketplace, and then is able to be downloaded and run on
many different devices and operating system versions. When the application is loaded
by the operating system, dynamic linking and variable offset tables are used to hook
into the device-specific library code. Furthermore, some methods the application may
call will be stubbed out for a particular model of hardware. For example, if the application calls a method to query the compass, but the specific device being utilized does not
physically have a compass, the call will simply return without executing the actual sensor processing instructions. As one can see, attempting to optimize these polymorphic
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method calls centrally before consumers download the application onto a given phone
is hindered by the variability and diversity of the final execution platform.
In this chapter, I propose a novel approach to deal with the unique characteristics
of mobile processors and provide a methodology to tailor a given application and its associated device-specific shared library codebase using on-device post-compilation code
optimization and transformation. While an application is still compiled normally into binary code at the time it is added to the application marketplace, this proposal leverages
the aforementioned principle of enhancing the compiler-processor interface to embed
class hierarchy metadata in the static deliverable. Once the application is downloaded
onto a specific device, a second pass of code optimization is then performed combining the application’s embedded metadata with the local device’s framework metadata
to identify polymorphic sites that can be replaced with static method calls. This innovative approach widens the information channel of the application binary and enables
otherwise impossible holistic on-device optimizations. The result will be an optimized
application that encounters fewer instruction cache misses and branch mispredictions,
which in turn helps alleviate overall processor power consumption leading to longer
battery life.

3.1

Motivation
As mentioned earlier, object-oriented languages provide dynamic dispatch in

order to allow robust and extensible code development. The goal of polymorphism is
to provide a common interface to objects of different types, and have the compiler and
run-time environment determine the correct implementation when a method is called on
an object. This allows the programmer to focus more on the higher-level aspects of the
application without needing to dwell on individual object implementation details.
The three major mobile operating systems leverage standard object-oriented languages. The Apple iOS environment uses Objective-C, the Microsoft Windows Phone
environment uses C++, and the Google Android environment uses Java. All three of
these programming languages provides some form of polymorphism, relying on runtime identification to resolve method calls. However, some of these languages provide
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additional features to allow an application developer more expressiveness and flexibility
when writing generic programs. In particular, both Objective-C and Java provide runtime support for reflection, allowing an object to be queried about its own properties
and enabling type introspection. On the other hand, C++ lacks such run-time support
for reflection. Another difference between these languages is that Objective-C provides
run-time dynamic typing, while C++ only supports compile-time generics for type inference. Java is statically typed and lacks type inference altogether.
In general, Objective-C is mainly geared toward run-time decisions, while C++
is mainly geared toward compile-time decisions. Java is in the middle of this spectrum,
relying on a mixture of compile-time and run-time decisions to enable polymorphism.
As one would expect, deferring more of the decision-making about dynamic dispatch
to run time increases the flexibility of the programming language. The application developer can write code at a much higher level of abstraction and rely on the compiler
to inject the necessary code to resolve complex polymorphism at run time, taking into
account dynamic typing and reflection. However, pushing more of this logic to run
time means more instructions need to be executed, consuming precious computational
resources. Thus, the overhead from dynamic dispatch can be significant.
In order to illustrate the overhead of dynamic dispatch, a simple Objective-C
application is shown in Figure 3.1. This application defines three classes, a parent class
(Animal) that extends from the foundation base class NSObject, as well as two child
classes (Cow and Pig) that both extend from Animal and override the default init instance
method defined in NSObject. Objective-C uses the syntax of [obj method:argument]
in order to send a message (identified by the selector method) to the receiver obj. Due
to dynamic dispatch, the resolution of the method selector to the underlying C method
pointer implementation occurs at runtime. For the sake of simplicity, assume that any
methods whose implementation is not defined herein will send no subsequent messages.
With this assumption, this simple application will result in the sending of 11 messages
when executed, as shown in the code comments.
Unlike regular C function calls, where control flow unconditionally moves to
the target function label, Objective-C message sending is quite complicated. Indeed,
during runtime resolution of a message, the current class and all superclass metadata is
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01

@implementation Animal : NSObject

02

-(void) makeSound {

03

/* Display string... */

04

}

05

@end

06

@implementation Cow : Animal

07

-(id) init {

08

self = [super init];

09

self->sound = @"Moo";

10

/* 1 */

return self;

11

}

12

@end

13

@implementation Pig : Animal

14

-(id) init {

15

self = [super init];

16

self->sound = @"Oink";

17

/* 1 */

return self;

18

}

19

@end

20

int main(int argc, const char * argv[]) {

21

NSAutoreleasePool *pool =

22

Cow *myCow = [[Cow alloc] init];

/* 2 */

23

[myCow makeSound];

/* 1 */

24

Pig *myPig = [[Pig alloc] init];

/* 2 */

25

[myPig makeSound];

/* 1 */

26

[pool release];

/* 1 */

27

return 0;

[[NSAutoreleasePool alloc] init];

28

/* 2 */

}

Figure 3.1: Example Objective-C Application
searched to see if the selector exists within that class’s method list. This process is very
time-consuming and involves complex memory traversals. The source code for the iOS
Objective-C method lookup is provided in [67].
In order to avoid repeatedly traversing frequently selected methods, a softwarebased method cache exists for each class to quickly map implementations for a given
selector. The vast majority of lookups are able to be resolved by the software cache.
Yet, even if a message lookup hits the method cache, the overhead is still substantially more than a pure C function call. Examining the cache lookup portion of the
iOS _objc_msgSend routine [68] will show that even if the cache lookup results in an
immediate cache hit (on the first index of the cache), 21 instructions are executed, 3 of
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which are conditional branches. Referring back to the example application in Figure 3.1,
each of the 11 message calls will necessitate executing at minimum 21 instructions plus
conditional branching. The key observation is that this behavior can have tangible consequences on the overall processor performance. Primarily, the number of additional
instructions executed during each method call contributes to increased execution time.
It is important to note that these overheads of dynamic dispatch are not exclusive to Objective-C. As mentioned earlier, all three object-oriented languages commonly
used in mobile devices employ dynamic dispatch and have some form of run-time overhead. While Objective-C may have the highest overhead due to the additional language
features resolved at run time, even more constrained languages like C++ have some
costs. Looking at C++ virtual function calls run on a regular desktop computer, prior
research has shown the median amount of time spent in dispatch code to be 5.2%, and
rising to 13.7% when all functions are made virtual [69]. In general, any polymorphic,
late-binding programming language that is run natively on a mobile processor will be
susceptible1 . As mobile applications rely more heavily on dynamic dispatch, due to
shared foundation libraries and helper routines, mitigating dispatch code overhead becomes critical.
In order to get a current perspective on the implementation overheads of both
C++ virtual function calls and Objective-C message sends, a basic benchmark of these
calls within the Apple Cocoa framework was conducted. Each type of method call
was executed 10 billion times, and the overall run-time was captured. The normalized
execution time overhead for each type of method call is shown in Table 3.1. The measurements were taken on a regular desktop computer using an Intel Core i5 as well as
on an iPhone 4S. It is interesting to note that on a desktop computer, the time overhead
of C++ virtual function calls is comparable to caching the implementation pointer of an
Objective-C method and using that to repeatedly send messages (IMP-cached message
send). Yet, when run on a mobile processor, the overhead of even IMP-cached message sends is quite apparent. Given the architectural differences between Intel x86 and
iPhone ARM-based SoC, it appears the overhead of dynamic dispatch is more salient
in the latter. Recall that mobile processors are more constrained in terms of power and
1 Java is not run natively, but instead leverages a virtual machine (JVM). Various JIT optimizations are
possible within the virtual machine and are described in Chapter 2.
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area, often employing simpler branch prediction and cache hardware. Large amounts
of dynamic dispatch will have a significantly higher impact on these mobile processors,
overwhelming the predictive structures and degrading instruction throughput as seen in
Table 3.1.
Table 3.1: Relative Time per Dynamic Dispatch Method Call
Type of Method Call Intel Core i5 iPhone 4S
IMP-cached message send
1.00X
21.55X
C++ virtual function call
1.99X
3.96X
Objective-C message send
12.57X
69.46X
As mentioned, dynamic dispatch has repercussions in terms of the instruction
cache and branch predictor performance. With regard to the instruction cache, spatial
locality is paramount for ideal performance. As the control flow of the application
changes, spatial locality is degraded. Every polymorphic call necessitates a jump to the
dispatch instructions, wherein a cache lookup may occur entailing more control flow
changes. This behavior can manifest in terms of increased L1 instruction cache misses.
Regarding branch prediction, the increase in conditional branches to deal with
method cache lookups can impact overall performance. Prediction structures, such as
the global history register, may become polluted with these dispatch-related conditional
branches. Furthermore, most dynamic dispatch approaches rely on indirect (registerbased) branching, wherein target address prediction becomes an issue. According to
[70], despite specialized hardware to predict indirect jump targets, 41% of mispredictions come from indirect jumps. To exacerbate matters, those results are based on a
desktop processor with specialized indirect jump prediction hardware. Most mobile
processors, being area and power constrained, often employ simplified branch prediction hardware.
It becomes apparent that dynamic dispatch not only increases execution time due
to executing more instructions, but also increases entropy in many of the processor’s
hardware predictive structures like caches and branch predictors. If possible, one would
like to replace as many polymorphic sites with direct function calls in order to ameliorate
these overheads.
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3.2

Methodology
One of the primary challenges to optimizing dynamically dispatched applica-

tions on mobile processors is the vast diversity of hardware, OS versions, and consumer
applications. Mobile applications are developed in a loosely general-purpose fashion
and the compiled code is uploaded to a central marketplace (e.g. Apple AppStore).
This application is then downloaded onto numerous devices, each of which may vary
in terms of hardware functionality and foundation library routines. This one-to-many
relationship is ideal from a scalability and validation perspective, but has drawbacks in
terms of possible compile-time optimizations. Since most mobile ecosystems are based
on highly-flexible frameworks and foundation libraries, where much flexibility is built
in to the framework in the form of dynamically-dispatched messages within the framework base classes, oftentimes only a limited portion of the framework code is used by a
particular application.
Many compile-time solutions already exist to help reduce the overhead of dynamic dispatch, but require the ability to view the entire program space during compilation in order to make correct decisions [57, 58]. Unfortunately, applications that are
downloaded onto the smartphone are pre-compiled binaries that have already been flattened. The ability to identify object-oriented class hierarchy information is extremely
difficult, as the compiler-optimized assembly code will just consist of message sending using register values. To overcome this limitation, high-level class hierarchy and
method information needs to be propagated onto the target device to enable a secondlevel of optimization to take into account the actual foundation code that is present on
the device.
Furthermore, mobile processors often possess a large number of sensors and
gadgets that can vary from device to device. For example, some devices may only have
a GPS and accelerometer, while others also contain a compass, thermometer, barometer, etc. As the foundation libraries and applications often contain code to handle a
wide range of sensors, for those devices that lack a given sensor the associated code is
unnecessary. Pruning away such dead code reduces the quantity of polymorphic sites;
removing unneeded method implementations reduces the possible targets for sending
messages.
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Figure 3.2: High-Level On-Device Optimization Framework
In order to accomplish this goal of improving mobile application performance,
a novel on-device application code optimization framework is proposed. When applications are compiled using the mobile ecosystem toolchain, they are also analyzed in order
to extract high-level application metadata, including class hierarchies and method implementations. This metadata is included in the application bundle that is uploaded onto
the marketplace. Similarly, each new operating system release that is compiled will also
analyze and annotate high-level class hierarchy and method implementation attributes,
including the information in the OS system updates. Once an application is downloaded
onto a given device, an on-device code analysis and transformation process will occur.
Using the metadata from both the OS and the application, a complete object-oriented
hierarchy view is available. Optimizations and code transformations are applied, also
taking into account device specific attributes such as available peripherals and sensors.
The result of this optimization will be a new application binary that can then be run on
the device as would normally occur. A high-level overview of this framework is shown
in Figure 3.2.
The key theory of this approach is the decomposition of the application’s op-
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timization process across multiple points in time. While many software optimizations
can be achieved during regular compilation, the ability to do interprocedural optimization on mobile applications is problematic. The contents of operating system foundation
libraries are not known for certain, so full application visibility is impaired during application compilation. This chapter will show how a specific type of interprocedural optimization, dynamic dispatch resolution, can be accomplished by extracting partial class
hierarchy information from multiple sources, and then employing a post-process code
transformation on the application binary when all the necessary pieces of information
become available. By widening the information channel from just pure binary instructions to also include class and method hierarchy metadata, powerful post-compilation
code transformations can be performed.
The following subsections provide a detailed explanation on the steps involved
in this framework.

3.2.1 Extraction of Source Code Metadata
The first step of this framework is to capture high-level information related to
the object-oriented classes and methods that would otherwise be unavailable by the time
the application arrives on the mobile device. When a developer creates an application
and compiles it for inclusion in the mobile marketplace, the critical information related
to class hierarchies and message calls is captured. Similar to [57], the goal is to glean
information about the possible receiver classes of each method being compiled.
Figure 3.3(a) shows a simple class hierarchy. Consider the case where the
method y defined in class D sends the following message: [self x]. This would result in dynamic dispatch to determine which implementation of x to call based on the
instance of self that exists at runtime. For example, the program may have instantiated
class E, which inherits method y from class D, so the receiver of the message sent to
self would be of type E at runtime and would need to determine which implementation of the method x to select. But, one may notice that no subclass of class D contains
an overriding implementation of method x, and that the only possible implementation
of method x in class D or any of its subclasses is the one defined in class B. Thus, the
dynamic dispatch code of [self x] can be replaced with a direct method call to B::x.
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Figure 3.3: Example Class Hierarchy and Method Partial Ordering
At the time the application is compiled, information on the complete class hierarchy is not present due to much functionality coming from foundation code which can
vary across devices. So, in order to allow this class hierarchy analysis to occur at a later
time, the application compiler toolchain is augmented to extract the known class hierarchy information and store it as part of the application deliverable. In a similar vein, the
same class hierarchy information is captured for the vendor-provided OS foundation library classes and stored for later reference. Once the application is downloaded onto the
phone, the combined metadata from the application and OS will provide the complete
view of all class hierarchies.
An additional stage of analysis is done for the foundation libraries to identify
code that is needed for hardware-specific features. For example, there may be specific classes and methods that exist to interact with an ambient temperature sensor only
present on some hardware devices. If the device lacks this sensor, the corresponding
foundation code that interacts with and processes the sensor data is never used. By identifying these classes and methods, device-specific dead code can be eliminated when
the OS is installed on the target device. The effort to annotate the foundation library
source code with information about the physical properties required for the code’s operation can be done centrally by the vendor and does not require any special effort from
application developers.
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3.2.2 Pruning Unused Classes and Methods
Once the particular application and foundation library are both present on a
given physical device, pruning of unused classes and methods can be performed. As
mentioned earlier, mobile foundation libraries are highly flexible and provide a myriad
of framework base classes that may not all be utilized by an application. In order to reduce the sparseness of instruction code, unneeded library instruction code can be pruned
away. Instead of having the application dynamically load the entire set of foundation libraries, only those libraries that are required by the application can be statically linked
into the application binary. While the resulting binary will be relatively larger than the
original application code, it is important to note that instruction code as a whole is quite
small compared to other application data such as bitmaps, sound files, and databases, so
the impact on overall storage space is trivial. On the other hand, the benefit is a much
more compact instruction space that will reduce sparseness.
A straightforward analysis of the application’s class hierarchy will provide a list
of all possible classes that can be instantiated. This list is then used to identify any
corresponding class definitions in the foundation library. These foundation classes are
marked to be preserved. Then, a depth-first search is conducted on each preserved class
to identify any required parent classes also defined in the foundation library that should
be preserved. Lastly, the final set of preserved foundation classes that are uniquely
required for the given application is statically linked into the application binary using
hex-editing and address relocation where necessary.
Device-specific dead code in the foundation libraries is also removed whenever
a new OS version is installed. A simple hex post-processing of the foundation code can
remove unused classes/entry points for nonexistent hardware features.

3.2.3 Optimizing Dynamic Dispatch Sites
To improve mobile processor application performance, as many polymorphic
sites as possible should be removed. Many approaches exist to identify and replace resolvable dynamic message sending calls with static procedure calls. This proposal relies
on the same algorithm as defined in [57], in particular because that algorithm supports
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dynamically typed languages, such as Objective-C. The challenge for mobile processors is that applications are developed separately from the target device and foundation
libraries, and require the additional metadata described earlier to enable post-processing
of the compiled assembly code with visibility across the entire program space.
First, those classes that define new method implementations, versus those that
simply inherit the implementation from their parent, are identified. A partial order of
all methods is constructed, where one method M1 is less than another method M2 iff M1
overrides M2 . Figure 3.3(b) shows the partial ordering corresponding to the example
class hierarchy presented in Figure 3.3(a). An initial applies-to set is computed for each
method containing the defining class and all its subclasses. Then, a top-down traversal
of the partial method ordering is conducted, where each of the immediately overriding
method’s applies-to sets are subtracted from the current method’s applies-to set. Thus,
all methods will have an applies-to set that lists the set of classes for which that method
is the appropriate target.
The application binary, including the statically linked foundation libraries, is
now analyzed using a Perl script to try to identify polymorphic site optimizations.
When a polymorphic call is encountered in the binary (i.e. an opcode calling the
_objc_msgSend routine is detected by the Perl script), the metadata related to that call
site is queried to get information on the receiver and selector. The class set that is inferred for the receiver is tested to see if any overlap exists in all the matching method
applies-to sets. If no overlap exists, then the polymorphic site can be replaced by a static
call since only one possible method implementation exists for that polymorphic site. In
other words, the binary is hex-edited to replace the call to _objc_msgSend routine with
a call opcode targeting the static address for the identified method implementation.
Furthermore, in the event that the static method implementation is very short
(e.g. less than 15 instructions), the static call can then be replaced by inlining the target
method’s instructions. While normal optimizing compilers often employ code inlining
for short routines, since the original code had dynamic dispatch the compiler would have
been unable to resolve which routine to inline. Now that the dynamic dispatch site has
been optimized using the additional information related to foundation libraries and the
application’s class hierarchies, a second pass for identifying inlining can be employed.
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3.2.4 On-Device Application Optimization Flow
In the preceding subsections, a number of code transformations were described
to optimize an application that is downloaded onto a mobile smartphone. This section
will describe the flow that is proposed in order to seamlessly handle the transformation
once an application is downloaded onto the phone. First, a user will select an application
and choose to download it onto the device. Once the application is downloaded, it
can immediately be executed and will run as-is. This allows users who are in a hurry
to start using the application without incurring any additional wait times. The newly
downloaded application pointer will be added to a to-be-optimized queue file.
In order to avoid unnecessarily impacting regular performance and battery life,
the code transformation process will wait to be executed until the device enters an idle
period. These periods occur between when the screen is turned off and the application
processor goes into a low-power suspend/sleep mode [20]. During these idle periods,
the processor is fully awake without any applications running on it. The unused computational resources of the processor can be leveraged during these windows of time to
do the post-processing of the application binary. Essentially, a very low priority operating system process will wait for the processor to enter the idle state and then begin
or continue processing any applications in the to-be-optimized queue. In this fashion,
the performance and power overheads of on-device code optimization can be ameliorated. Once the optimization process for a given application completes, all pointers and
shortcuts for launching that application will be redirected to the optimized version of
the code. Thus, the next time the application is launched, the optimized version will be
executed.
Another important consideration that must be accounted for relates to new versions of the application or operating system. If a new version of the application is
downloaded onto the device, any previous optimized versions of that application are
discarded and new invocations of the application will go to the newly downloaded version until a new optimization process can occur on it. Similarly, if a new version of the
operating system or foundation libraries is pushed onto the device, all existing optimized
application files will be flushed in order to ensure a new analysis taking into account the
updated foundation library code. In this fashion, the locally-stored optimized applica-
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tion files act like a cache for a given application; if a valid entry exists in the optimized
cache, it will be used instead of the original application binary.

3.3

Experimental Results

Table 3.2: Description of Benchmark Apps
Benchmark Description
Bubbsy Graphical world-based game (uses Cocos2D)
Canabalt Popular run and jump game
DOOM Classic 3D first person shooter
Gorillas Turn-based angle shooter (uses Cocos2D)
iLabyrinth Puzzle navigation game (uses Cocos2D)
Molecules 3D molecule modeling and manipulation
Wikipedia Online encyclopedia reader
Wolfenstein 3D 3D first person shooter
In order to assess the benefits from this proposed framework, an actual commercial mobile processor is utilized. The target mobile device chosen is an iPhone 4S (dual
ARM Cortex-A9 800MHz processor, 512MB DRAM) running the iOS 5.1.1 operating
system (Darwin Kernel 11.0.0). A set of eight open-source, interactive Objective-C iOS
applications are used to benchmark the optimizations. A listing of these benchmarks
and their respective descriptions is provided in Table 3.2.
Each application is compiled using Xcode IDE version 4.1.1. One copy of the
compiled application is the baseline without leveraging the proposed dynamic dispatch
optimization framework, and another version contains the optimized binary code. Figure 3.4 shows a comparison of the quantity of polymorphic call sites between the two
versions of a given application’s binary code. A large majority of dynamic dispatch calls
were able to be replaced by static method calls, resulting in a geometric mean reduction
of 76.8% of polymorphic sites across all benchmarks.
In order to evaluate the corresponding performance improvement of reducing
dynamic dispatch sites, both the baseline and optimized code will need to be executed
on the physical device. This is necessary, as the vast majority of mobile applications are
highly interactive and require touchscreen stimuli in order to realistically function. The
selected benchmarks are no exception to this characteristic. By running the application
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Figure 3.4: Reduction in Polymorphic Sites
directly on the phone and interacting with the application, the dynamic control flow
will closely resemble typical usage. An additional benefit of running the application
code directly on the smartphone is that the correctness of the code transformations are
validated since they are executed directly on the processor.
The GNU gcov test coverage tool is leveraged to instrument executed code and
to capture the dynamic execution frequencies of each line of source, as well as how
many call and branch instructions occurred. In particular, both the settings of Generate
Test Coverage Files and Instrument Program Flow are enabled in the Xcode compiler,
and the GCOV_PREFIX and GCOV_PREFIX_STRIP environment variables are set to
redirect the generated output profiles for all source files into a central path. As a result,
when the application is executed on the phone, a corresponding .gcda coverage file is
created for every source file. These coverage files are then downloaded from the phone
and analyzed to determine the percentage of dynamic instructions that are control flow
related.
To generate the dynamic instruction profiles for the benchmarks, both the baseline and optimized versions of the applications are run natively on the phone for a period
of 5 minutes of active and constant usage. As one interactively uses the application, the
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exact user input and resulting control flow will vary between every single run. In order to help reduce any outliers and noise, this process of running the application for 5
minutes is repeated 10 times to generate an arithmetic mean for each application.
After collecting and analyzing all the gcov coverage files, the dynamic instruction count for polymorphic call sites is ascertained and shown in Figure 3.5. The geometric mean reduction of dynamically executed polymorphic calls across benchmarks
is approximately 73.1%, which is quite significant.

Figure 3.5: Executed Polymorphic Calls
As one can recall from Section III, every call to _objc_msgSend incurs at minimum 3 conditional branches (assuming the implementation is found in the first cache
entry that is queried). If the method implementation requires further cache searching or
a full class hierarchy search, the amount of control flow operations becomes significant.
As polymorphic sites are replaced by static calls, the amount of control flow operations
decreases. Furthermore, in the cases where static method inlining can be employed, all
control flow is essentially obviated. Figure 3.6 shows the ratio of control flow instructions that are dynamically executed at runtime compared to other instructions, such as
arithmetic or memory. The baseline proportion of control flow instructions has a geometric mean of 20.6%, whereas in the optimized case the mean is 17.0% illustrating the
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reduction in overall control flow instructions.

Figure 3.6: Ratio of Control Flow Instructions
The benefits of this reduction in the ratio of control flow instructions are threefold. First, in general fewer instructions need to be executed to handle polymorphic site
resolution. This allows the entire program to progress more quickly through the processor pipeline. Second, less branching alleviates pressure on the branch predictor hardware. As conditional branches are eliminated, their respective miss rate penalties are
eliminated, and undue pollution to global history metrics is minimized. Lastly, as control flow changes become less prominent, spatial locality is improved which results in
better instruction cache performance. Although there currently is no accessible method
to extract low-level processor performance metrics from the smartphone, such as branch
misprediction or instruction cache miss rates, replacing polymorphic calls with static
method invocations clearly improves these metrics on average.
The code size overhead of creating the optimized version of an application is
small. Applications usually include many other resource files in addition to the binary
code, such as images, sound files, and config files. Applications typically consume
5–30MB of storage space on the device, of which the contribution of binary code is
rather low. Nevertheless, since this proposal requires adding metadata used for post-
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processing and generating a transformed version of the binary code (while still preserving the original binary code), there is an increase to application size. Table 3.3 shows the
increase for the total application size compared to the original binary code and resource
files (the additional cost of metadata and transformed version of the code). Since most
high-performance smartphones can store 16GB or more, this modest increase in size is
acceptable.
Table 3.3: Total Application Size Increase Compared to Original Binary Code and Resource Files
Benchmark Size Increase
Bubbsy 10.3%
Canabalt
1.9%
DOOM Classic
6.7%
Gorillas
5.5%
iLabyrinth 15.4%
Molecules
8.0%
Wikipedia 10.1%
Wolfenstein 3D 17.5%
Geometric Mean
7.9%
Another important consideration for mobile processors is power. As shown, the
proposed framework results in reductions to the number of control flow instructions that
are executed. This has direct implications on power stemming from the branch predictor
hardware. Branch predictors can contribute 10% or more of the total processor’s power
dissipation [71]. Reducing the number of conditional branches results in fewer branch
predictor hardware queries, saving power.

3.4

Conclusions
While much work has gone into mitigating dynamic dispatch overheads in

general-purpose systems, the mobile processor domain presents unique challenges. In
particular, given that mobile applications are compiled apart from the specific target
device and foundation libraries, commonplace optimization techniques for dynamic dispatch sites are stymied due to a large portion of the application’s code coming from
shared libraries.
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A novel framework for enabling on-device application optimization has been
presented. Critical class and method hierarchy information is extracted during application compilation and conveyed along with the application binary when downloaded
onto a device. The application is post-processed on the device, leveraging the complete knowledge of the underlying hardware features and OS foundation libraries that
are present on the device. A device-specific optimized version of the application is created which greatly reduces the number of dynamic dispatch instructions. The benefits of
such an approach have been demonstrated on real-world interactive mobile applications
running on a commercial processor.
This framework for eliminating control flow overheads leverages two of the
high-level approaches defined earlier in this dissertation in Chapter 1.

First, the

compiler-device interface is enhanced in order to extract and convey critical metadata
onto the device (see Section 1.3.1). Information about the object-oriented class and
method hierarchy is combined from the downloaded application and the device-specific
operating system foundation libraries in order to create a complete view of the program.
Second, application-specific code optimizations are performed (see Section 1.3.2). Using interprocedural optimizations to replace dynamic dispatch sites with static calls
completely eliminates a large number of dynamically executed instructions, greatly improving instruction throughput. Furthermore, the simplification of the control flow also
reduces overheads on the branch predictor and instruction cache, improving prediction
accuracy.

Chapter 3, in part, is a reprint of the material as it appears in G. Bournoutian and
A. Orailoglu, “On-Device Objective-C Application Optimization Framework for HighPerformance Mobile Processors”, Proceedings of the 2014 IEEE Design, Automation,
and Test in Europe Conference and Exhibition (DATE), 2014. The dissertation author
was the primary investigator and author of this paper.

Chapter 4
Resolving Memory Stalls in In-Order
Processors
In mobile systems, where power and area efficiency are paramount, smaller,
less-associative caches are chosen. Earlier researchers realized that these caches are
more predisposed to thrashing, and proposed solutions such as the victim cache [32]
or dynamically associative caches [72, 73, 74] to improve cache hit rates. Yet, even
with these various solutions to reduce cache misses, today’s more aggressive and highly
irregular applications inevitably will still suffer from some cache misses, slowing overall
application performance.
Furthermore, the mobile heterogeneous processor topology typically utilizes
smaller, in-order processor architectures as the choice for “Little” cores, in order to
reduce area and power consumption. Because of this in-order behavior, when an instruction stalls the pipeline, subsequent instructions are not permitted to execute, even if
those instructions are independent and ready for execution. A cache miss is an example
of such a stalling instruction, and the processor must wait until the memory reference is
resolved before allowing the pipeline to begin issuing and executing instructions again.
Each of these memory stalls can result in hundreds of processor cycles wasted in the
event that the cache miss needs to read from main memory [75]. As shown in Figure 4.1, memory-based instructions account for approximately 35% of the total number
of operations executed on average in applications. Minimizing the impact of cache miss
stalls can significantly improve overall processor performance and execution time.
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Figure 4.1: Average Distribution of Memory Instructions
This chapter proposes a solution that will utilize both the compiler and a nominal amount of specialized hardware to extract and allow guaranteed independent instructions to continue execution during memory stalls, which in turn reduces the overall
execution time. In this manner, the delay induced by memory stalls can be effectively
hidden, allowing the processor to continue safely executing independent instructions
similar to an out-of-order processor. Fundamentally, this approach extends the communication link between the compiler and the processor architecture by transferring a small
amount of application information directly to the microarchitecture without modifying
the existent instruction set. Thus, by combining global application information known
at compile-time with run-time cache behavior, one is able to intelligently keep feeding
the pipeline with instructions known to be guaranteed independent of the memory operation, and thus can be safely executed without any data hazards. The implementation
of this architecture will be shown and experimental data taken over a general sample
of complex, real-world applications will demonstrate the benefits of such an approach.
The simulation results show significant improvement in execution throughput of 11%
by hiding approximately 64% of cache miss stalls, while having a minimal impact on
area overhead and power consumption.
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4.1

Motivation
A typical data-processing algorithm consists of data elements (usually part of an

array or matrix) being manipulated within some looping construct. These data elements
each effectively map to a predetermined row in the data cache. Unfortunately, different
data elements may map to the same row due to the inherent design of caches. In this
case, the data elements are said to be in “conflict". This is typically not a large concern
if the conflicting data elements are accessed in disjoint algorithmic hot-spots, but if they
happen to exist within the same hot-spot, each time one is brought into the cache, the
other will be evicted, and this thrashing will continue for the entire hot-spot.
Given complex and data-intensive applications, the probability of multiple cache
lines being active within a hot-spot, as well as the probability of those cache lines mapping to the same cache set, increases dramatically. As mentioned, much prior work has
already gone into minimizing and avoiding cache conflicts and thrashing. Nevertheless,
as applications continue to become more complex, the working set of data may exceed
the capacity of the cache or lack localized regularity, both of which will degrade cache
performance and lead to an increased miss rate. Additionally, since mobile embedded
processors are constrained to frugal hardware budgets and compact form factors, they
often lack complex hardware to allow out-of-order execution (e.g. reorder buffer, register renaming, and multiple-issue). Thus, when these cache misses do occur, the pipeline
must stall and wait until the missed cache line is resolved before continuing execution.
Given the current trajectory of application complexity expected to run on these mobile
embedded systems, the possibility of such cache misses and resulting memory pipeline
stalls will become more prevalent and detrimental to execution speed.
To illustrate this point, Figure 4.2 shows an excerpt of assembly code from a
GSM full-rate speech transcoder compression algorithm, which could be found on a
typical GSM cellular phone. This basic block contains a single load instruction, and
based on profiling, it was found that this particular instruction encountered a cache miss
4.07% of the time. If one were to assume that the cache miss penalty was 10 cycles
and that all instructions take one cycle, the impact of cache misses would amount to an
execution cycle increase of 5.09% for this particular basic block. Since this particular
basic block was executed 178,009 times, this would result in an additional 9,061 cycles,
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which translates to about 0.011ms of additional execution time overhead (assuming an
800MHz clock rate). Obviously, this example was looking at just a single basic block;
a given application would have many more basic blocks, each of which could suffer a
similar fate and manifest into a much larger increase in execution time for the entire
application.
01:

addiu

$18, $29, 16

02:

addiu

$19, $0,

03:

addiu

$17, $29, 336

04:

lui

$20, 4096

05:

addiu

$20, $20, 604

320

# Following load 4.07% miss rate
06:

lw

$2,

-32064($28)

07:

addiu

$4,

$29, 16

08:

jalr

$31, $2

Figure 4.2: GSM Example Basic Block
The goal of this proposal is to allow the compiler to analyze the basic block
above, noting that the only instruction dependent on the memory load is the jump-andlink (jalr). Thus, the compiler can safely rearrange the code above to place the memory
load at the beginning and leave the jump-and-link at the end, effectively positioning
six instructions between the memory load and the next dependent instruction. This
information is then provided to a specialized hardware structure when the application
is loaded for execution. This hardware structure will then be able to detect if a cache
miss occurred, and instead of blindly stalling the pipeline like before, it can safely know
that six instructions can execute while the memory subsystem is resolving the cache
miss. Thus, in this example, the execution cycle increase will become 2.04% instead of
5.09%, effectively hiding about 60% of the cache miss penalty.
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4.2

Methodology
In order to address the issue of cache miss induced pipeline stalls within an

in-order embedded processor, the interaction between the compiler and the underlying
hardware microarchitecture will be strengthened. Inherently, there are certain algorithmic features that can more easily be ascertained during static compile-time analysis,
such as examining the global program data flow and understanding data interdependencies. This information would be prohibitively costly and complex to generate on the fly
during run-time. On the other hand, there are certain behavioral aspects of the application that can only be ascertained during run-time, such as actual cache hit/miss behavior
and when a cache miss is resolved. These events cannot statically be known a priori,
and thus require real-time system information. Given this trade-off between information available at compile-time versus run-time analysis, it becomes evident that some
mixture of the two will be essential. The compiler will help glean crucial information
regarding our application that would otherwise be too costly to obtain at run-time, and
pass this information to the underlying hardware microarchitecture to help the hardware
make intelligent decisions in response to run-time events. A high-level overview of this
architecture was presented in Section 1.3.1 and is shown in Figure 4.3.

Figure 4.3: Overview of Compiler and Hardware Interaction
The proposed solution for cache miss pipeline stalls is composed of two parts: a
compile-time mechanism, which will analyze and reorder the instructions within basic
blocks and a run-time instruction execution mechanism that allows independent instructions to continue running during cache misses. Each part is described in detail in the
following sections.
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4.2.1 Compile-Time Transformations
The first aspect of our methodology is to have the compiler statically analyze the
application and identify those instructions that can safely be executed during a memory
stall. Intuitively, these are the instructions that are not data dependent on a memory load
and will not cause a hazard if executed prior to the completion of the memory load.
Once these instructions are found, they will be aggregated and placed between the load
instruction and any subsequent dependent instructions, which will enable us to execute
those instructions during a cache miss.
In order to accomplish this analysis, this proposal leverages the data flow graph
(DFG) normally used during compilation. The DFG provides an algorithmic representation of the data dependencies between a number of operations. To simplify and bound
the analysis, this proposal will operate on a basic block granularity, where a basic block
is just a segment of code which has only one entry point and one exit point (e.g. no
control flow changes exist within the block of code). Each basic block is represented
with a DFG G = (V, E), where each v ∈ V is an instruction in the basic block. There
exists a directed edge e = (vi , v j ) ∈ E if operation vi is data dependent on operation v j
within the basic block.
We propose an algorithm that will make use of the DFG to analyze the instruction
dependency characteristics and rearrange the instructions in a manner which will place
memory loads earlier while pushing instructions dependent on these memory loads later
within the basic block. The algorithm to reorder the instructions within a basic block is
provided in Figure 4.4.
This algorithm must fulfill the following three constraints in order to maintain
proper program execution correctness and behavior:
• True data dependencies must be maintained
• The order of store operations must be maintained
• The order of load operations respective to store operations must be maintained
In particular, it is important to note that the constraints listed above with regard to
memory store ordering could be relaxed if the effective destination address is statically
guaranteed not to conflict with other memory load/store instructions. For simplicity, we
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ReorderAlgorithm {
unvisitedSet.initialize( basicBlock.getAllLoadInstrns() );
visitedStack.clear();
topPtr = basicBlock.firstInstrnPosition();
// Optionally remove any anti-dependencies via static register renaming
// (using a basic register liveness analysis, employing use-define chains)
// or immediate value adjustment
while( unvisitedSet.hasElements() ) {
// Select and remove the load instruction reference which depends on the
// least number of prior instructions from the unvisitedSet
currLoadInstrn = unvisitedSet.removeLoadWithLeastNumOfParentInstrnDeps();
// Bubble the selected load instruction and those instructions it depends
// on as far towards the topPtr position without violating constraints
newLoadPosition = BubbleInstrnWithParentsTowardPtr(currLoadInstrn, topPtr);
topPtr = newLoadPosition + 1;
visitedStack.push(currLoadInstrn);
}
bottomPtr = basicBlock.lastNonControlInstrnPosition();
while( visitedStack.hasElements() && topPtr != bottomPtr ) {
currLoadInstrn = visitedStack.pop();
while( currLoadInstrn.hasDependentInstrns() && topPtr != bottomPtr ) {
// Select the instruction within the topPtr and bottomPtr which most
// directly depends on the selected load instruction reference
myInstrn = SelectInstrnWithinBoundsThatMostDirectlyDependsOnLoadInstrn(
currLoadInstrn, topPtr, bottomPtr
);
// Bubble the selected instruction and those instructions that depend on
// it as far towards the bottomPtr position without violating constraints
newPosition = BubbleInstrnWithChildrenTowardPtr(myInstrn, bottomPtr);
bottomPtr = newPosition - 1;
}
}
}

Figure 4.4: Compile-Time Basic Block Reordering Algorithm
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conservatively assume that this cannot be guaranteed. However, our algorithm can easily
be extended to support this additional compile-time analysis, which would increase the
degrees of freedom available for reordering.
After this algorithm completes, the basic blocks will have the following characteristics:
• Memory load instructions as early as possible
• Instructions that depend on memory loads as late as possible
• Instructions that depend on earlier memory loads will occur before instructions
that depend on later memory loads
• Memory-independent instructions that can be moved will be placed in between
the memory loads and instructions that depend on those loads

Figure 4.5: Excerpt from FFT algorithm with DFG and Reordering
To illustrate this point, Figure 4.5(a) provides an example of a basic block
from the Fast Fourier Transform algorithm, along with the corresponding DFG in Figure 4.5(b). As one can see, there are two load instructions in this example (instructions
03 and 06). Running the aforementioned reordering algorithm will move these two load
instructions as early as possible, as shown in Figure 4.5(c). Furthermore, the two instructions that depend on these memory loads (instructions 04 and 07) will be moved
as late as possible. This rearrangement will result in instructions that are independent
of memory loads being placed in between the memory loads and the instructions that
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depend on those memory loads. Observe that instructions 01, 02, 09, and 13 are located between the memory loads and the memory-dependent instructions. This strategic
placement of memory-independent instructions is the first step to allowing pipeline execution to continue during a cache miss. Furthermore, instruction 04 is located before
instruction 07. The importance of this second observation will be described shortly.
An additional observation relates to instruction 12. This instruction causes an
anti-dependency (write-after-read) on instruction 11 (shown by the dotted line). In the
example above, we did not eliminate this dependency. Static register renaming could
remove this dependency, but at the cost of an additional instruction and added register
pressure. However, an alternative in this instance is to note that instruction 11 [s.s
$f0, 0($5)] could be changed to [s.s $f0, -4($5)] and then instruction 12 can be
moved above it. This more aggressive anti-dependency analysis can help identify additional opportunities that assist in finding instructions that are memory-independent.
Now that the basic block instruction order has been primed, the proposal will
selectively annotate those basic blocks which have the greatest potential impact on runtime performance (e.g. the hot-spots). The data structure we will be creating is shown
in Figure 4.6. Essentially, one needs to capture the instruction address (PC) for the
first load instruction of the basic block and the number of independent instructions as
counted from that initial load instruction. Furthermore, we can capture the increase in
independent instructions as we resolve each load instruction in the basic block (up to
nine in this example, including the initial load instruction).
The first entry in Figure 4.6 corresponds to the instructions shown in Figure 4.5(c) as an example of this data structure. As one can see, when the first load
instruction (03) is encountered, we know that we can safely execute six additional instructions were a cache miss to occur. Furthermore, once instruction 03 completes, we
can execute one more instruction, and when instruction 06 completes, we can execute
six more instructions.
This compile-time data structure must then be stored and conveyed to the underlying hardware when the application is executed. To accomplish this, the data structure
is encoded into the application binary’s text segment at a special reserved address range.
When a program binary is loaded onto the processor, this special address range will be
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Figure 4.6: Basic Block Memory Independence Annotation (memTable)
read and the corresponding hardware data structure populated with this information. An
overview of this concept was shown earlier in Figure 4.3. As one can see, the interaction
between the compiler and the underlying hardware microarchitecture is augmented to
allow this new information regarding memory dependencies to be efficiently conveyed.
The hardware mechanism that will detect and enable this independent instruction execution will be described in the next section.

4.2.2 Run-Time Run-Ahead Mechanism
Given that the compile-time analysis (described in the previous section) has reordered the instructions and annotated the application’s program binary, a hardware
mechanism is needed to make use of this information. Intuitively, the goal of this mechanism is to leverage the annotated information provided at compile-time along with realtime information on cache misses and memory stall completion to allow the pipeline to
keep executing when it would have otherwise needed to stall. To accomplish this behavior, a nominal amount of additional hardware will be needed. It is important to note
that the magnitude of this new hardware is greatly smaller than a typical out-of-order
processor’s reorder buffer (ROB).
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The first structure we will need is the memory access table (memTable) that will
hold the information stored in the application binary. This is essentially what is shown
in Figure 4.6. Namely, this structure will hold the PC, the initial independent instruction
count, and nine additional increments for a given basic block’s memory operations. A
total entry width of 64-bits is chosen for this purpose. This choice allows for 32-bits
for the PC address, 5-bits for the initial instruction count, and nine increment slots, each
having 3-bits. This corresponds well to the characteristics of hot-spot basic blocks found
in real-world benchmark applications that were analyzed.

Figure 4.7: Average Number of Load Instructions per Basic Block
In particular, Figure 4.7 provides the average number of load instructions present
per basic block for our various benchmarks. The average number of load instructions
across the aggregate of these benchmarks is approximately 8.75, and hence hardware
support for up to nine load instructions was chosen. Similarly, Figure 4.8 provides the
average number of independent instructions found within basic blocks following their
first load instruction, as well as the 90th percentile1 number of independent instructions.
Given that the independent instruction 90th percentile value across the benchmarks is
approximately 26.33 instructions, 5-bits (i.e. up to 31 instructions) were allotted for the
initial independent instruction count. Additionally, the number of entries in this table
can be varied, but based on our analysis of these benchmark applications, 256 entries
1 90%

of the basic blocks analyzed could have all of their independent instructions contained within
this value.
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was chosen to allow us to apply this optimization on up to 256 basic blocks within a
given application.

Figure 4.8: Average and 90th Percentile Number of Independent Instructions per Basic
Block
An additional feature of our implementation is that we allow subsequent load
instructions to be “executed" during the stall of a previous load. As is typical with most
embedded processors, the memory subsystem can only service one memory instruction
at a given time. Thus, it is not possible to execute a load while a prior load is still waiting
on a cache miss (e.g. this would be a structural hazard). Nevertheless, instead of always
assuming that a load may stall, which requires constraining the number of independent
instructions found at compile-time to halt at the first memory instruction, we chose to
take an innovative hardware approach, which will be described shortly. With respect to
memory stores, we assume the use of a write-back buffer which can be serviced even
while the memory subsystem is resolving a memory load, as is common practice in
modern embedded processors.
The essential issue is that there may be a cache miss on a given load instruction
at run-time, but then again, there may not be. Instead of always assuming the worst-case
that is necessary at compile-time, we can leverage this run-time behavior to overcome
this issue. We propose the addition of a small circular load instruction buffer (loadBuf ).
The purpose of this buffer is to accumulate the effective address, destination register,
and memory-specific opcode for a load instruction when the memory subsystem is oc-
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cupied. For example, if one were to have two back-to-back load instructions, the first
instruction could hit or could miss. If it hits, the next instruction can execute normally.
On the other hand, if the first instruction misses, we allow the second instruction to get
executed in the pipeline and captured in this new load buffer. Immediately after the first
instruction completes, the pipeline will inject the buffered memory signals to the memory subsystem and begin the second load. The structure of this load buffer is shown in
Figure 4.9. We calculated the entry width to be 41-bits, to allow for the typical 32-bit
address, 5-bit register number (either integer or floating-point), and 4-bit opcode (which
can handle up to 15 types of memory load instructions). We chose eight entries to correspond to the nine additional increment positions in the memTable (since one of those
positions is for the initial load instruction). Since this buffer is circular and has eight
entries, we would also need a 3-bit index register and 3 bits to keep track of how full
the buffer is. Thus, this structure accounts for a total storage increase of 334 bits. This
structure can be integrated into the memory subsystem to easily capture subsequent load
instructions coming into the subsystem.

Figure 4.9: Load Instruction Buffer (loadBuf)
Lastly, we need to have a counter register (counterReg) to keep track of the
number of instructions we executed and an increment register (incrReg) to store the
additional increment values that may occur in the basic block. The counterReg lets us
know if we have exhausted the number of guaranteed independent instructions and thus
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must stall if the memory access is not complete. This counterReg will be 7-bits, which
will allow the initial 5-bit count, plus the possibility of nine additional 3-bit increases
without having an overflow. The incrReg is a shift register that will shift out the upper
3-bits and add them to the counterReg whenever a memory access completes.
The basic idea at run-time is to compare the PC at the memory stage with the
entries in the memTable. If there is a match, load the corresponding count number
and additional increments stored in the memTable into the counterReg and the incrReg,
respectively. If the memory access is a miss, continue executing and decrementing the
counterReg until it becomes zero. At that point, the pipeline will need to be stalled. If
the cache miss resolves before the counterReg expires, the incrReg’s upper 3-bits are
shifted out and added to the counterReg. This increase to the counterReg indicates the
number of additional instructions that can now be executed since the previously-stalled
memory reference completed. Additional logic exists to account for buffered loads. The
full explanation of the run-time behavioral algorithm is provided in Figure 4.10.
An important observation is that this implementation will never result in worse
cycle throughput than the original, non-optimized architecture. If one were to assume
100% cache hit rates, this implementation will behave identically with regard to instruction throughput when compared against the baseline architecture. Only in the event of
cache misses, this implementation will allow additional instructions to be executed in
otherwise dead cycles during the memory stall. Furthermore, it is necessary that we
utilize a run-time control for the algorithm, since having multi-level caches in our architecture can lead to having dynamic miss penalties that cannot be assumed or anticipated
at compile-time alone.

4.3

Experimental Results
In order to assess the benefit from this proposed architectural design, we utilized

the SimpleScalar toolset [76]. We chose a representative mobile embedded system configuration, having a 256-set, direct-mapped L1 data cache with a 32-byte line size. This
processor model utilized a typical in-order simulation engine, with dedicated L1 caches
for data and instruction memory, backed by a unified L2 cache.
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In memory (M) stage:
if( PC matches an entry in memTable ) {
load memTable entry’s count into counterReg
load memTable entry’s increment into incrReg
}
if( cacheMissSignal ) {
if( counterReg > 0 ) {
if( M stage instruction was load ) {
latch memory instruction information inside subsystem (e.g. effective address and dest. reg)
kill memory instruction (e.g. inject nop as result to WB stage)
}
if( EX stage instruction was a load ) {
if( loadBuf is full ) {
stall pipeline
} else {
push instruction to loadBuf and inject nop
}
}
} else {
stall pipeline (same behavior as default)
}
} else {
if( loadInst just completed -- stall or no stall ) {
if( M stage instr != instruction that just completed ) {
create a bubble in M stage (e.g. only shift M & WB stages in pipeline)
place memory data and dest reg as input to pipeline regs
}
take upper 3-bits of incrReg and add to counterReg
left shift incrReg by 3-bits
}
if( loadBuf not empty ) {
create a bubble in EX stage
insert next load instruction as input to M stage
}
}
if( counterReg > 0 ) {
decrement counterReg
}

Figure 4.10: Run-Time Independent Instruction Execution Behavioral Algorithm
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Twelve representative benchmark programs from the SPEC CPU2000 suite [77],
the MediaBench video suite [78], and the MiBench telecomm suite [79] are used. A
listing of these benchmarks and their respective descriptions are provided in Table 4.1.
Table 4.1: Description of Benchmarks
Benchmark Description
bzip2 Memory-based compression algorithm
crafty High-performance chess playing game
crc32 32-bit CRC framing hash checksum
fft Discrete fast Fourier transform algorithm
gcc GNU C compiler
gsm Telecomm speech transcoder compression algorithm
gzip LZ77 compression algorithm
h264dec H.264 block-oriented video decoder
mpeg4enc MPEG-4 discrete cosine transform video encoder
parser Dictionary-based word processing
twolf CAD place-and-route simulation
vpr FPGA circuit placement and routing

Figure 4.11: Success of Filling Stalls With Independent Instructions
Figure 4.11 shows a metric of how well our algorithm was able to identify and
allow independent instructions to fill in the delays caused by memory stalls. As one can
see, a large amount of the stalled cycles are able to be utilized using our implementation.
The average quantity of dead stall cycles that were able to be recouped to run useful
instructions was 64.02%, which is rather substantial.
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Given this success in mitigating wasted stall cycles shown above, it is also important to observe what the resulting overall application performance impact would be.
To begin with, it is important to look at the baseline cache miss rates. Since the goal
of this proposed architecture is to mitigate cache miss induced pipeline stalls, the actual miss rates encountered will directly impact the potential global benefits we hope
to achieve. Simply absolving the penalty from a cache miss may not have any tangible
improvement on the overall application if there are an infinitesimal amount of cache
misses to optimize. Fortunately, there is still a large amount of cache misses that occur
within complex, data-intensive applications. Figure 4.12 provides the L1 cache miss
rates observed for the various benchmarks we examined, having an average miss rate of
6.48%. Using this information and the success in filling stalled cycles described earlier,
we can now compute the actual overall execution improvement for the application.

Figure 4.12: L1 Cache Miss Rates
Table 4.2 provides the total number of execution cycles, number of dead execution cycles from cache miss stalls, and percentage of execution overhead due to memory
stalls for the baseline architecture. Table 4.3 provides the total number of execution cycles and number of dead cycles after our architecture allowed independent instructions
to execute during memory stalls, along with the associated percentage of execution overhead due to memory stalls, and the percentage improvement over the baseline in terms
of overall run-time execution. In addition, Figure 4.13 graphically shows the percentage
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improvement in run-time execution behavior using our implementation. The average of
the execution time improvement across the benchmarks for our proposed implementation is 11.27%.
Table 4.2: Baseline Execution Run-Time Inefficiency
Baseline
Benchmark Total Cycles [107 ] Dead Cycles [107 ]
bzip2
23,265.90
3,708.52
crafty
3,992.23
1,270.59
crc32
55.15
1.81
fft
67.30
4.34
gcc
255.01
53.31
gsm
65.32
1.66
gzip
12,562.51
1,670.36
h264dec
1,717.58
388.47
mpeg4enc
1,161.36
107.22
parser
1,750.59
407.27
twolf
1,916.39
596.40
vpr
1,567.28
496.37

Inefficiency [%]
15.94
31.83
3.29
6.45
20.91
2.54
13.30
22.62
9.23
23.26
31.12
31.67

Table 4.3: Overall Execution Run-Time Improvement Over Baseline
Proposed Design
7
Benchmark Total Cycles [10 ] Dead Cycles [107 ] Inefficiency [%] Improvement [%]
bzip2
20,360.27
817.21
4.01
12.43
crafty
3,040.86
316.45
10.41
23.91
crc32
54.19
0.91
1.67
1.65
fft
63.75
0.80
1.26
5.26
gcc
219.46
17.83
8.12
13.92
gsm
64.49
0.81
1.25
1.30
gzip
11,293.27
399.37
3.54
10.12
h264dec
1,478.33
146.97
9.94
14.07
mpeg4enc
1,091.96
39.45
3.61
5.83
parser
1,507.21
163.41
10.84
13.93
twolf
1,715.91
395.36
23.04
10.50
vpr
1,217.55
146.29
12.02
22.34
In terms of area impact, our proposed augmentations to the hardware are quite
minimal. Assuming a 45nm process technology, the additional storage elements and
associated combinational logic account for an area impact of approximately 0.0211mm2 .
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Figure 4.13: Overall Run-Time Execution Improvement
Comparing this to the ARM1156T2(F)-S processor, whose die size measures 1.25mm2
with the same cache configuration used in simulation, one can see that the area overhead
is nominal; the additional hardware equates to an area increase of about 1.69%.
Since we only use a small amount of additional hardware, the power efficiency
impact of the proposed technique is also quite small. Overall, the structures proposed
account for approximately 2KB of additional storage elements, along with some necessary routing signals and muxing. Since our implementation does not rely on creating
a central register/operand storage area, we do not suffer the same routing and muxing
overhead that exponentially grows when dealing with reorder buffers and instruction
queues. Furthermore, indexing into our hardware structure only occurs during load
instructions, as opposed to every single instruction. Thus, when compared to the complexity of a fully dynamic instruction reordering processor, our implementation is far
more efficient. According to [80], a typical out-of-order processor’s ROB, register renaming table, and instruction queue on average consume about 27%, 13.5%, and 26%
of the total energy usage of the processor, respectively. This combines for a total energy consumption of about 67% of the total processor, a figure that is not feasible when
considering the power-conscientious mobile embedded domain. On the other hand, the
energy consumption of our proposal is about 0.6% of the total energy footprint for a
comparable in-order processor, using a CACTI [81] approximation as shown in Fig-
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ure 4.14. Therefore, our proposed technique can deliver most of the same benefits with
regard to resolving memory stalls, but at a fraction of the energy consumption and area
utilization of an out-of-order processor.

Figure 4.14: Overall Energy Consumption Contribution

4.4

Conclusions
A novel architecture has been presented for leveraging static compile-time anal-

ysis information and hiding the impact of memory stalls by configuring and allowing
independent instructions to continue executing during a memory stall at run-time. As
shown, memory instructions account for a large proportion of the instructions within
an application. Although much work has gone into mitigating cache misses, processors
still encounter a substantial amount of overhead when misses do occur. The “Little”
processors in the mobile heterogeneous topology opt not to use out-of-order execution
since it is prohibitively expensive in terms of area and power utilization. In particular,
these simpler in-order processors are prone to memory stalls stemming from data cache
misses.
By leveraging both compile-time and run-time information, an architecture capable of delivering most of the benefits of out-of-order execution with regard to memory
pipeline stalls is proposed, but at far lower cost. The key principle is the strengthening
of the interaction between the compiler and the underlying hardware microarchitecture,
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allowing information not readily available during run-time (e.g. global data interdependencies) to be gathered and conveyed to the hardware by the compiler.
The achievement of these goals has been confirmed by extensive experimental
results. A significant reduction in the number of dead cycles due to memory stalls has
been demonstrated by a representative set of simulation results. By mitigating a large
majority of these wasted pipeline cycles during cache misses, we are able to realize substantial improvements in the overall program execution time. The proposed technique
has significant implications for mobile processors, such as smartphones and tablets, as it
yields improvements to execution time while minimally affecting power consumption.
Thus, we can deliver faster performance without negatively affecting battery life.
Within the framework of real-world heterogeneous mobile processor topologies,
it is essential for the smaller, in-order “Little” processor cluster to provide ultra-low
power while maintaining respectable performance. The proposed architecture fulfills
these requirements and enables these in-order processors to continue to mature and be
able to handle exceedingly complex and aggressive applications, while maintaining battery life.

Chapter 4, in part, is a reprint of the material as it appears in G. Bournoutian and
A. Orailoglu, “Reducing impact of cache miss stalls in embedded systems by extracting guaranteed independent instructions”, Proceedings of the 2009 ACM International
Conference on Compilers, Architecture, and Synthesis for Embedded Systems (CASES),
2009; and in G. Bournoutian and A. Orailoglu, “Reducing impact of cache miss stalls
in embedded systems by extracting guaranteed independent instructions”, Journal on
Design Automation for Embedded Systems (DAFES), 2010. The dissertation author was
the primary investigator and author of these papers.

Chapter 5
Reducing Branch Target Buffer Power
The prevalence and versatility of mobile processors has grown significantly over
the last few years. It is common for these mobile processors to have deep instruction
pipelines with complex branch prediction, as is evident in current flagship SoCs such as
the Apple A7, Samsung Exynos 5 Octa, and Qualcomm Snapdragon 810. For example,
the ARM Cortex-A15 processor, which is commonly incorporated in high-performance
smartphones and tablets, employs an out-of-order architecture with a pipeline length
of between 15-stages and 24-stages [4]. As can be expected, robust branch prediction
is necessary in order to ensure control flow changes do not degrade performance by
stalling the pipeline. It is the job of the branch prediction hardware to provide an early
prediction on whether a control flow instruction is taken or not, and if it is taken to
also provide the target address from which subsequent instructions should be fetched.
A direction predictor is used to determine if a control instruction is taken or not and a
branch target buffer (BTB) is used to identify control instructions and the target address
each of them can redirect the control flow to. However, such prediction hardware comes
at a price in terms of power dissipation. The branch prediction hardware can consume
as much as 10% of the total processor power, with the BTB accounting for 88% of this
power consumption [15].
From the application perspective, complexity is also growing within the mobile domain. A decade ago, mobile phone applications consisted of a few pre-bundled,
hand-optimized programs specifically designed for a given device. Today, there is a vast
quantity of applications available within mobile marketplaces; Apple’s App Store, for
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example, had over 1 million applications available for download at the start of 2014
[82]. Furthermore, mobile applications are now written in high-level, object-oriented
programming languages such as Objective-C, C++, or Java. These applications tend to
be highly interactive, providing visual, auditory, and haptic feedback, as well as leveraging inputs from numerous sensors such as touch, location, near-field communication,
and even eye tracking. To simplify the creation of these interactive applications, mobile
operating systems provide foundation libraries to manipulate the device’s peripherals
and provide common user-interface frameworks. Given this, much of the instruction
code that will be executing within the mobile processor will be coming from these shared
libraries and helper routines, in addition to the application’s own code.
One powerful feature enabled by using a high-level, object-oriented language is
dynamic dispatch. Dynamic dispatch enables robust and extensible application coding,
allowing multiple classes to contain different implementations of the same method, with
actual method selection occurring dynamically based on the particular run-time instance
it is called upon. Unfortunately, the presence of dynamic dispatch can introduce significant overheads during method calls, which can directly impact execution time [56].
Furthermore, since these applications rely heavily on shared libraries and helper routines to handle common actions and styles, the overall quantity of method calls is higher
than those found in typical desktop-based programs, further exacerbating the overhead
of dynamic dispatch. It has also been observed that smartphone and tablet applications
suffer from increased code size and sparseness [12], which often leads to higher levels
of branching due to lack of instruction locality. As this chapter will demonstrate, dynamic dispatch exacts a heavy toll due to the numerous control flow changes that occur
from the large quantity of method call polymorphic sites.
To make matters worse, there is a large diversity of hardware and operating systems a given application may run on. Often a single instance of the application is compiled and uploaded to the marketplace, and then is able to be downloaded and run on
many different devices and operating system versions. When the application is loaded
by the operating system, dynamic linking and variable offset tables are used to hook into
the device-specific library code. Furthermore, some methods the application may call
will be stubbed out for a particular model of hardware. For example, if the application
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calls a method to query the compass direction, but the specific device being utilized
does not physically have a compass, then the call will simply return without executing
the actual sensor processing instructions. As one can see, attempting to optimize these
polymorphic method calls centrally before consumers download the application onto a
given phone is hindered by the variability and diversity of the final execution platform.
This chapter proposes a novel approach to deal with the unique characteristics
of mobile processors and provide a methodology to enable significant reductions in
BTB power consumption. Using a mobile ecosystem driven approach, analysis and
customization of a given application and its shared libraries is performed to enable
application-specific microarchitecture optimizations. While an application is still compiled generically at the time it is added to the mobile application marketplace, critical
information about the control flow structure of the application is also garnered and encapsulated. Once the application is downloaded onto a device, additional analysis will
be performed incorporating the information about the device-specific hardware, operating system version, and foundation libraries. By enabling a comprehensive analysis
of the entire program code, static control flow information is extracted and provided to
the hardware microarchitecture in order to enable a power-efficient hybrid branch target
buffer, greatly reducing power dissipation while maintaining or even improving performance. The implementation of this methodology will be presented and experimental
data taken over a general sample of real-world smartphone applications is provided to
show the benefits of such an approach.

5.1

Motivation
It is common knowledge that control-altering instructions such as branches,

jumps, and function calls can severely degrade the performance of instruction pipelines.
Fundamentally, the throughput benefit of instruction pipelining hinges on the ability
to keep feeding new instructions into the pipeline. However, the nature of a controlaltering instruction is to inform the pipeline to begin fetching instructions from a new
target location. The ability to fully resolve the control-altering instruction and determine from where to begin fetching typically occurs late in the pipeline, degrading the
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pipeline’s throughput. In order to surmount this limitation, branch prediction hardware
is commonly employed.
The goal of branch prediction is to provide an early decision on whether a
control-altering event will occur and what the new target instruction address will be. All
branch prediction hardware essentially provides two pieces of information: the branch
direction and the target address. The direction is often predicted using correlation between previous branch outcomes, including both local and global pattern history. On the
other hand, the target address is typically provided by a Branch Target Buffer (BTB). A
typical branch prediction architecture is shown in Figure 5.1.

Figure 5.1: Typical Branch Prediction Architecture
The BTB is a cache-like structure which is indexed using the same program
counter (PC) that is used to fetch the current instruction [83]. A hit in the BTB indicates that the instruction to be executed is a control-altering instruction. The BTB entry
also includes the destination address and a type field that describes the kind of controlaltering instruction (branch, jump, function call, unconditional/conditional, etc.). For
conditional branches, the branch direction predictor is consulted to determine whether
or not the condition is true. If the condition is met or the instruction type is unconditional, the target address provided by the BTB is used as the next PC address.
As one can see, the BTB helps identify branch instructions before the in-
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struction is even decoded. This early branch identification capability becomes even
more paramount when the number of fetch pipeline stages grows. Without the BTB’s
early fetch-time identification, even a correct branch prediction would need to stall the
pipeline the same number of cycles as fetch stages to allow the decoding and identification of control-altering instructions. Given this, the BTB has to be queried during
every instruction’s first fetch cycle. Since the mapping between the PC and the branch
instruction needs to be precise, the lower bits of the PC are used to index into the BTB
and the upper bits are used as a tag during lookup. In this respect, the BTB architecture
entirely resembles a standard cache architecture, where both the tag and data elements
are looked up in order to find the correct data or indicate a miss. Thus, for every instruction executed within the processor, a large amount of power is dissipated by having
to query the BTB to determine if the instruction is control-altering and what its target
address is. As mentioned earlier, the branch prediction hardware can consume as much
as 10% of the total processor power, and the BTB in particular accounts for 88% of this
power consumption [15].
To greatly mitigate such power overhead from the BTB, an Application Customizable Branch Target Buffer (ACBTB) architecture was proposed [64]. In this architecture, static code analysis is used to determine the number of instructions between
a given control instruction and the next control instruction (both for the taken and not
taken paths). A small hardware table is constructed that holds the target address and
the distances to the next control instruction for the taken and not taken paths, as well
as the index into the ACBTB for that next control instruction. Thus, when a branch is
encountered, the system will know exactly how many instructions will be executed before the next branch. In this interval, no further lookups of the ACBTB take place while
non-control instructions are being executed. Once the interval completes, the ACBTB
is directly indexed based on the index value of the prior branch, avoiding the overheads
of the cache-like lookup for a standard BTB.
However, two major limitations exist in the ACBTB proposal. First, all control
instructions must be statically known so the ACBTB table can be fully populated, yet the
presence of the distributed mobile software ecosystem and the large amount of dynamic
dispatch and indirect branching precludes the static retrieval of the complete control-
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flow graph. Second, it has been observed that mobile applications can commonly contain tens of thousands of control instructions, and storing all of these instructions within
a fixed-size hardware structure like the ACBTB would have a prohibitive area cost. The
confluence of these two limitations prevents the standard ACBTB architecture from being utilized in high-performance mobile processors.
Unlike regular function calls, where control flow unconditionally moves to the
target function label, polymorphic method calls using dynamic dispatch are quite complicated. Indeed, during runtime resolution of such polymorphic calls, the current class
and all superclass metadata is searched to see if the desired method exists within that
class’s method list. Once the target method is identified at runtime, indirect branching
is used to branch to a register that contains the target method’s entry address. Furthermore, a large number of the functions called by a mobile application will be defined in
the device-specific foundation libraries. Since mobile applications are compiled separately from these libraries and uploaded to a centralized marketplace, static control flow
analysis to build the ACBTB is precluded.
It becomes apparent that a novel solution that specifically tackles the unique
characteristics of the mobile ecosystem is necessary. Ideally, we wish to resolve the
quagmire caused by the distributed software environment and inherent polymorphism
in today’s smartphones and tablets, enabling us to employ the ACBTB solution to save
power.

5.2

Methodology
One of the primary challenges to statically analyzing application control flow

on mobile processors is the vast diversity of hardware, operating system versions, and
consumer applications. Mobile applications are developed in a loosely general-purpose
fashion and the compiled code is uploaded into a central marketplace (e.g. Apple AppStore or Windows Phone Store). This application is then downloaded onto numerous
devices, each of which may vary in terms of hardware functionality and foundation library routines. This one-to-many relationship is ideal from a scalability and validation
perspective, but has drawbacks in terms of what compile-time analysis and optimization
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can be made.

Figure 5.2: High-Level On-Device Optimization Framework
In order to accomplish the goal of reducing mobile processor power consumption due to BTB accesses, a novel on-device branch target buffer power optimization
framework is proposed. When applications are compiled using the mobile ecosystem
toolchain, they are also analyzed in order to extract high-level application metadata,
including control flow, class hierarchies, and method implementations, as described in
Chapter 3 and [84]. This metadata is included in the application bundle that is uploaded
onto the marketplace. Similarly, each new operating system release that is compiled
will also analyze and annotate high-level control flow, class hierarchy, and method implementation attributes, including the information in the OS system updates. Once an
application is downloaded onto a given device, an on-device code analysis and optional
transformation process will occur. Using the metadata from both the OS and the application, a complete control flow graph and object-oriented hierarchy view is available.
Optimizations and code transformations can be applied, taking into account device specific attributes such as available peripherals and sensors. The result of this optimization
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process will be a new application binary that can then be run on the device as would
normally occur. A high-level overview of this framework is shown in Figure 5.2.
Once this on-device static analysis and optional code transformation is complete,
the ACBTB architecture described in [64] can be enabled. By analyzing the control flow
graph of the entire program, the target addresses of all statically resolved branches will
be known. Additionally, metadata can be added to the virtual function tables generated
by the compiler that are used in dynamic dispatch. Using this metadata, all indirect
branches caused by polymorphism can also be resolved in a just-in-time fashion.
The following subsections provide a detailed explanation on the steps involved
in this framework.

5.2.1 Extracting Source Code Metadata
The first step of this framework is to capture high-level information related to
the program control flow and object-oriented hierarchies that would otherwise be unavailable by the time the application arrives on the mobile device. When a developer
creates an application and compiles it for inclusion in the mobile marketplace, the critical information related to all control flow changes, class hierarchies, and message calls
is captured.
At the time the application is compiled, information on the complete control flow
graph and class hierarchy is not present due to much functionality coming from foundation code. So, in order to allow control flow and class hierarchy analysis to occur at a
later time, the application compiler toolchain is augmented to extract the known control
flow and class hierarchy information and store it as part of the application deliverable.
In the similar vein, the same metadata information is captured for the vendor-provided
operating system foundation library classes and stored for later reference. Once the
application is downloaded onto the phone or tablet, the combined metadata from the
application and operating system will provide the complete view of all class hierarchies.
This process was described in Chapter 3, which provides additional details on
the process of extracting metadata and encapsulating it within the application binary.
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5.2.2 On-Device Analysis and Optimization
Once the particular application and foundation library are both present on a given
physical device, full program interprocedural static analysis and optimizations can be
performed. As described in Chapter 3, unused library code is pruned away and only
those library routines used by the application are statically linked into the new application binary. While the resulting binary will be relatively larger than the original application code, it is important to note that instruction code as a whole is quite small compared
to other application data such as bitmaps, sound files, and databases, so the impact on
overall storage space is trivial. On the other hand, the benefit is a much more compact
instruction space that will reduce sparseness and enable an efficient utilization of the
ACBTB hardware structure.
The goal of this stage is to generate a static control flow graph of the entire
program. For every statically resolvable control-flow instruction (branch, jump, function
call, etc.), we can determine both the taken target instruction address and the not taken
target instruction address. For those control-flow instructions that rely on indirect target
address (typically due to polymorphism), only the not taken target is known a priori.
For the taken case, the destination address will only be known with certainty at run
time when the branch is executed. Thus, a run-time mechanism will be required to help
resolve these cases of indeterminism in our proposed architecture.

5.2.3 Generation of ACBTB Tables
In order to reduce power dissipation from the BTB, the ACBTB architecture [64]
is leveraged, shown in Figure 5.3. The ACBTB table contains all the relevant application
information regarding control-flow structure. This table is directly indexed and contains
an entry for each control-altering instruction. The NT_D field specifies the number of
instructions in the not-taken branch path to be executed before a subsequent controlaltering instruction is encountered. The NT_I field specifies the index to the ACBTB
entry that contains the information about this subsequent control-altering instruction
that will next appear in the not-taken path. Similarly, the T_D and T_I fields represent
the distance and index of the subsequent control-altering instruction in the taken branch
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Figure 5.3: Application Customizable BTB (ACBTB) Architecture
path. The TA field specifies the target address that should be used to update the PC if the
branch is taken. Lastly, the Type field contains information about the control-altering
instruction which helps facilitate the branch prediction process.
After a branch is executed, the IND index register is updated to store the value of
the NT_I or T_I field, depending on if the branch was not taken or taken, respectively.
The IND index register will be used to index into the ACBTB when the next branch
instruction is encountered. Similarly, the CNT counter register is loaded with the value
of the NT_D or T_D field based on the branch direction. In subsequent execution cycles,
the only activity performed by the architecture is to decrement the value of CNT with
each fetched instruction. To support multiple issue, superscalar processors, the value by
which CNT is decremented will correspond to the number of fetched instructions during
each cycle. Once the CNT counter reaches zero, a control-altering instruction is about
to be fetched, which will trigger an access to the ACBTB using the IND index register
to read the attributes for that control-altering instruction.

Figure 5.4: Overview of Compiler and Hardware Interaction
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Once the software analysis and optimization process described in the previous
section is completed, the metadata describing the ACBTB table structure will be provided to the underlying hardware microarchitecture, as shown in Figure 5.4. When the
application is loaded by the operating system, the metadata will also be populated into a
memory location that the hardware can read from to populate the ACBTB table. Since
the ACBTB contains a limited amount of storage capacity for describing control-altering
instructions, not every branch instruction can be stored concurrently. In order to account
for this, a simple hotspot analysis will identify partitions of the program flow where all
control-altering instructions within that partition can fit within the ACBTB. Multiple instances of the ACBTB memory will be conveyed in the metadata, and instructions will
be added at the entry points of each hotspot to load the ACBTB table from memory.
To identify when the control flow reaches an exit point within an ACBTB hotspot, the
current ACBTB entry will have the corresponding NT_I or T_I field set to the special
index value of zero.
Figure 5.5 shows the proposed hybrid architecture, with the ACBTB added to
the prediction path. When the ACBTB is enabled within a hotspot, it will provide both
identification of control-altering instructions and the target address for taken branches.
During this time, the ACBTB will cause the standard BTB to be clock- and voltagegated, completely disabling the structure and saving both dynamic and leakage power.
When the control flow exits an ACBTB-enabled hotspot, the ACBTB will disable itself
and re-enable the standard BTB structure. Once the control flow encounters another
hotspot, the ACBTB table will be populated from memory and re-enabled. One additional optimization is to detect if the same ACBTB hotspot is re-entered without any
intervening hotspot overwriting the ACBTB table, in which case the loading from memory can be skipped since the data for is already present.

5.2.4 Handling Mobile Software Polymorphism
The optimality of the ACBTB architecture heavily depends on the amount of
statically known control flow actions. Unfortunately, mobile applications often contain a large amount of polymorphism that makes determining the actual destination of a
branch at compile time challenging. In order to increase the amount of statically known
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Figure 5.5: Proposed BTB + ACBTB Architecture
control flow instructions to help better leverage the ACBTB, an optimization phase can
be executed to replace polymorphic call sites with static function calls whenever possible. This optimization process is described in detail in Chapter 3, and is able to reduce
an average of 77% of dynamic dispatch sites with purely static method calls. As an
added benefit, such optimization also reduces the number of instructions that must be
executed to make a function call which improves performance.
The remaining polymorphic calls after this optimization will rely on indirect (or
register-based) control flow, where the taken target address is dynamically determined
and not known at compile time. In order to handle such cases, the IND and CNT registers need to be dynamically set at the point when the target destination is determined.
The challenge is to determine what the appropriate values for IND and CNT are for all
possible destinations. Luckily, the run-time environment present in mobile devices can
help overcome this challenge. It is typical for the mobile operating system to provide
a centralized library routine to handle polymorphic dynamic dispatch. When the highlevel language calls a method in a polymorphic fashion, the compiler will generate the
corresponding call to the library routine which will resolve the polymorphic method call
and then branch to that method by doing an indirect branch on a register populated with
the method’s address.
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For example, the iOS _objc_msgSend routine provides a centralized location
where all polymorphic method calls are resolved [68]. This code will identify the appropriate method implementation, populate the ip intra-procedure call scratch register
with the method’s address, and then execute an unconditional register-based branch on
that register (bx ip). Using this observation, we can modify the compiler logic that
generates the virtual function address tables used during polymorphism to also include
the ACBTB T_I and T_D values for each method defined. The T_D will simply be
the number of instructions between the start of the method and the first control-altering
instruction, while the T_I will be the index of that control-altering instruction within
the ACBTB. Both of these are known statically for each individual method. Using this
information, the operating system library code for polymorphic calls can be modified
to enable the ACBTB. Before each indirect branch instruction (bx), when the target ip
register is read from the virtual function tables, the corresponding T_I and T_D values
will also be loaded into the IND and CNT registers, respectively.

5.3

Experimental Results
In order to assess the benefits from this proposed framework, an actual commer-

cial mobile processor is utilized. The target mobile device chosen is an iPhone 4S (dual
ARM Cortex-A9 800MHz processor, 512MB DRAM) running the iOS 5.1.1 operating
system (Darwin Kernel 11.0.0). A set of eight open-source, interactive iOS applications are used to benchmark the optimizations. A listing of these benchmarks and their
respective descriptions is provided in Table 5.1.
Each application is compiled using version 4.1.1 of Apple’s Xcode integrated
development environment. There are three copies of the compiled application. One copy
of the compiled application is the baseline without leveraging the proposed framework.
Another version contains the annotated binary code leveraging the ACBTB architecture
without any software optimizations. The third version is based on first optimizing the
software to replace polymorphic call sites with static function calls, and then annotating
the binary code to use the ACBTB architecture.
In order to evaluate the corresponding BTB power improvement for this pro-
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Table 5.1: Description of Benchmark Apps
Benchmark Description
Bubbsy Graphical world-based game (uses Cocos2D)
Canabalt Popular run and jump game
DOOM Classic 3D first person shooter
Gorillas Turn-based angle shooter (uses Cocos2D)
iLabyrinth Puzzle navigation game (uses Cocos2D)
Molecules 3D molecule modeling and manipulation
Wikipedia Online encyclopedia reader
Wolfenstein 3D 3D first person shooter
posal, all three versions of the application will need to be executed on the physical
device. This is necessary, as the vast majority of mobile applications are highly interactive and require touchscreen stimuli in order to realistically function. The selected
benchmarks are no exception to this characteristic. By running the application directly
on the phone and interacting with the application, the dynamic control flow will closely
represent typical usage. An additional benefit of running the application code directly
on the smartphone is that the correctness of any code transformations are validated since
they are being executed directly on the processor.
The GNU gcov test coverage tool is leveraged to instrument executed code and
to capture the dynamic execution frequencies of each line of source, as well as how
many call and branch instructions occurred. In particular, both the settings of Generate
Test Coverage Files and Instrument Program Flow are enabled in the Xcode compiler,
and the GCOV_PREFIX and GCOV_PREFIX_STRIP environment variables are set to
redirect the generated output profiles for all source files into a central path. As a result,
when the application is executed on the phone, a corresponding .gcda coverage file is
created for every source file. These coverage files are then downloaded from the phone
and analyzed within an environment that simulates the instruction trace accessing the
BTB and/or ACBTB.
To generate the dynamic instruction profiles for the benchmarks, all three versions of the applications are run natively on the phone for a period of 5 minutes of active
and constant usage. As we are interactively using the application, the exact user input
and resulting control flow will vary across the runs. In order to help reduce any outliers
and noise, this process of running the application for 5 minutes is repeated 10 times to
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generate an average for each application.
After collecting and analyzing all the gcov coverage files, a simulation of BTB
and ACBTB accesses is conducted, keeping track of access counts, BTB miss rates, and
time spent using the power-efficient ACBTB instead of the standard BTB. For the standard BTB, we used a 1024-set, 2-way set-associative configuration. For the ACBTB,
a 1024-entry configuration was chosen. We used CACTI [81] and eCACTI [85] to estimate both the dynamic and static power consumption for the standard BTB as well
as the ACBTB structures, assuming a 32nm feature size and leakage temperature of
85◦ C. Furthermore, we take into account the additional power incurred from the additional logic proposed by the ACBTB architecture including the control logic. Using this
information, we are able to determine the total branch target prediction power improvement across the entire run-time for each of the aforementioned benchmarks, shown in
Figure 5.6.

Figure 5.6: Total Branch Target Prediction Subsystem Power Improvement
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As one can see, our proposal without the polymorphic code optimization is able
to reduce a significant amount of the power dissipation due to branch target address
prediction. The geometric mean reduction in BTB power usage is a 90.2%. Our more
aggressive proposal leveraging polymorphic call optimization in conjunction with the
ACBTB is able to achieve an even greater average reduction of 93.7%. It is important
to note that this large amount of power savings is obtained without any loss of performance. In fact, when polymorphic call optimizations are employed, performance will
often improve as fewer instructions need to be executed in order to resolve dynamic
dispatch calls.

Figure 5.7: Percent of Execution Cycles Where Standard BTB is Turned Off
Another analysis that can be done is to observe how much time the standard
BTB is still utilized during program execution. Due to the limited size of the ACBTB,
whenever the program is not within a ACBTB-enabled hotspot we have to fall back to
the original BTB hardware. Figure 5.7 shows the percentage of executed cycles where
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the standard BTB was turned off (voltage gated). In the case of using ACBTB without
code optimization, on average 95.9% of the time the standard BTB was turned off and
did not need to be queried for every single fetched instruction. When polymorphic code
optimization was also used, the amount of time the more power-efficient ACBTB was
active increased to an impressive 99.1%. As one can see, leveraging our on-device
code analysis and optimization framework facilitates even better results in the ACBTB
architecture.

Figure 5.8: Target Address Miss-Cycles Reduction
Lastly, one of the additional benefits from utilizing the ACBTB instead of the
BTB is that the ACBTB has no conflicts and will always result in a BTB hit (since all
branches within the ACBTB are statically known). While standard BTB miss rates are
not large, they still can degrade performance by limiting instruction pipeline throughput. By leveraging the ACBTB in program hotspots, the standard BTB encounters only
sporadic accesses while outside of hotspots. As a result, the standard BTB storage cache
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is less saturated and will likely have fewer conflict misses. Figure 5.8 demonstrates the
reduction in target address lookup misses. As one would expect, when the ACBTB is
leveraged, the number of branch miss cycles is reduced by an average of 26.4%. When
polymorphic method call optimization is used with ACBTB, the reduction in cache miss
cycles becomes 49.0%.

5.4

Conclusions
High-performance mobile processors, such as those used in modern smartphones

and tablets, are leveraging increasingly deep and complex pipelines. In order to ameliorate the impact of control flow changes on the pipeline, branch prediction hardware
is also becoming standard in these devices. Unfortunately, branch prediction accounts
for up to 10% of the power consumed by the processor, and the BTB in particular is the
largest consumer. Efforts to utilize static optimization techniques are hindered by the
mobile ecosystem. These mobile applications continue to leverage high-level, objectoriented programming languages, relying on polymorphism and dynamic dispatch. Furthermore, mobile operating systems continue to add robust foundation libraries in order to abstract and simplify the creation of complex UI-driven interactive applications.
These aspects impede many compile time optimization techniques.
A novel framework for enabling on-device application analysis and optimization
has been presented. While complete information is not present during initial compilation, critical information related to control flow, and class method hierarchies is extracted during initial application compilation and conveyed along with the application
binary when downloaded onto a device. A post-processing of the application binary can
then take place on the device, leveraging the complete knowledge of the entire program
space. In this fashion, static optimization techniques like the ACBTB architecture can
now be enabled on these mobile devices. The benefits of such an approach have been
demonstrated by using numerous highly-interactive mobile applications. The proposed
framework provides noteworthy reductions in BTB power consumption and has significant implications for mobile processors, especially high-performance, power-sensitive
smartphones.
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This framework for reducing branch target buffer power consumption leverages
all three of the high-level approaches defined earlier in this dissertation in Chapter 1.
First, the compiler-device interface is enhanced in order to extract and convey critical
metadata onto the device (see Section 1.3.1). Information about the control flow and
class hierarchy is combined from the downloaded application and the device-specific
operating system foundation libraries in order to create a complete view of the program.
Second, the statically-captured control flow metadata is used to dynamically tune the
microarchitecture (see Section 1.3.3). A hybrid BTB architecture is proposed, which
leverages the control flow metadata and dynamically adapts the branch target address
prediction hardware in order to greatly reduce power consumption. Lastly, applicationspecific code optimizations are performed in order to further improve the hybrid BTB
performance (see Section 1.3.2). Using interprocedural optimizations to replace dynamic dispatch sites with static calls increases that amount of statically-known control
flow, allowing the hybrid BTB architecture to spend more time in the low-power configuration, yielding even better power reduction results.

Chapter 5, in part, has been submitted for publication as it may appear in G.
Bournoutian and A. Orailoglu, “Mobile Ecosystem Driven Customized Low-Power
Control Microarchitecture”, Proceedings of the 2014 IEEE/ACM/IFIP International
Conference on Hardware/Software Codesign and System Synthesis (CODES/ISSS),
2014. The dissertation author was the primary investigator and author of this paper.

Chapter 6
Reducing Memory Subsystem Power
In mobile systems, where power and area efficiency are paramount, smaller,
less-associative caches are chosen. Earlier researchers realized that these caches are
more predisposed to thrashing, and proposed solutions such as the victim cache [32] or
dynamically-associative caches [72, 73, 74] to improve cache hit rates. While these approaches can mitigate cache thrashing and result in improved execution speed and some
dynamic power reduction, the aggressive, all-day usage model of mobile processors
demands much larger reductions in overall processor power to help improve the batterylife of these devices. Furthermore, static leakage power is becoming increasingly more
predominant as feature size continues to be reduced to 28nm and lower, and can be as
much as 30-40% of the total power consumed by the processor [6, 7]. Since caches
typically account for 30-60% of the total processor area and 20-50% of the processor’s
power consumption, they are an ideal candidate for improvement to help reduce overall
processor power [14].
In this chapter, a novel approach to deal with cache power in mobile processors
is proposed. While normally the processor operates in a baseline configuration, wherein
the battery life may be muted in order to deliver full execution speed and responsiveness,
a user may, on the other hand, desire to sacrifice a negligible amount of that execution
speed to help prolong the overall life of the mobile device. The fundamental goal of
our approach is that this sacrifice of speed be disproportionately related to the amount
of power saved, allowing large gains in cache power savings without significantly disrupting execution performance. In particular, it is observed that the L2 (and optional
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L3) cache exhibit unbalanced access patterns, wherein large portions of the cache may
be unused at a given time, while other portions may be more heavily used and subject
to thrashing1 . By adapting dynamically to the application’s run-time behavior, one can
intelligently make modifications to the cache to appreciably reduce static power while
minimally affecting miss rates and associated dynamic power consumption. We leverage application-specific information to help tailor the configuration of the hardware to
best serve the given application’s memory needs. We show the implementation of this
architecture and provide experimental data taken over a general sample of complex,
real-world applications to show the benefits of such an approach. The simulation results
show improvement in overall processor power consumption of approximately 13% to
29%, while incurring a minimal increase in execution time and area.

6.1

Motivation
A typical data-processing algorithm consists of data elements (usually part of an

array or matrix) being manipulated within some looping construct. These data elements
each effectively map to a predetermined row in the data cache. Unfortunately, different
data elements may map to the same row due to the inherent design of caches. In this
case, the data elements are said to be in “conflict". This is typically not a large concern
if the conflicting data elements are accessed in disjoint algorithmic hot-spots, but if they
happen to exist within the same hot-spot, each time one is brought into the cache, the
other will be evicted, and this thrashing will continue for the entire hot-spot.
Given complex and data-intensive applications, the probability of multiple cache
lines being active within a hot-spot, as well as the probability of those cache lines mapping to the same cache set, increases dramatically. As mentioned, much prior work
has already gone into minimizing and avoiding cache conflicts and thrashing in order to
improve overall performance and reduce dynamic power usage within the cache subsystem.
While we may encounter cache conflicts and thrashing in certain areas within the
1 While

this proposal could also be applied to the L1 cache, the relatively small size and high access
rates would greatly diminish possible power improvements. Thus, for the purposes of this proposal the
focus will be on the larger L2 cache, which is present in most modern smartphones.
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cache, the rest of the cache may have ample capacity or remain idle for large periods of
time. As mentioned, static leakage power within these caches is also becoming increasingly prohibitive. In particular, the larger secondary (L2) cache contributes the majority
of the leakage power compared to the primary (L1) cache. One would like to eliminate
as much leakage power as possible, without significantly degrading the normal performance of the memory subsystem. Fortunately, the L2 cache exhibits unbalanced access
patterns, since most memory accesses are serviced by the L1 cache. Thus, typically
only a sporadic number of memory accesses cascade into the L2 cache. Because of this
observation, much of the L2 cache is idle for extended periods of time. We can take
advantage of this inactivity and temporarily shut down those idle cache sets to eliminate
the associated leakage power. As the application progresses, the locations within the
cache that are active or idle may change, and thus the architecture must also take this
into account.

Figure 6.1: L2 Cache Access and Miss Rate Distribution for h264dec
To illustrate this observation, Figure 6.1 provides a sorted distribution of L2
cache accesses per cache set for the h264dec video decoder benchmark. As one can see,
the number of times a given cache set is accessed varies across a large range. Some
cache sets are heavily accessed, while some are very rarely accessed. Furthermore,
the figure also provides the miss rate contribution for each cache set. One important
correlation is that those cache sets that are rarely accessed also contribute the least to
the aggregate miss rate (since they are accessed less frequently).
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The goal of this chapter is the dynamic identification of those cache sets that are
highly utilized and prone to thrashing, as well as those cache sets that are rarely utilized
and are contributing needlessly to leakage power, and to adjust the cache accordingly to
help conserve power while also preserving, or even improving, performance. In order
to achieve this goal, an efficient hybridization of information from both compile-time
and run-time analysis is essential. The compiler can help glean crucial generalized application characteristics that would otherwise be too costly to obtain at run-time. The
hardware can then utilize this application-specific information and react more intelligently.
Using the aforementioned observation regarding unequal access patterns within
the power-hungry L2 cache, it becomes evident that certain portions of the cache are
over-utilized, while other portions are under-utilized. This imbalance can degrade both
performance and power, and should be rectified. Ideally, one would like to automatically
increase the storage available for crowded locations of the cache, as these locations are
more prone to thrashing during heavy utilization within a temporally short period of
time. Similarly, when locations are idle over a period of time, they should automatically
be disabled to reduce leakage power. One challenge is at what resolution to track and respond to these access patterns. For simplicity, large regions of the cache can be grouped
together and treated en masse. This reduces the complexity necessary for the hardware
detection and correction logic, but imposes a coarse-grained reaction to cache behavior.
If a situation arose where one portion of the cache group was heavily utilized, while
another portion of the same logical group was highly underutilized, the system would
not be able to satisfy both constraints. On the other hand, using a fine-grained hardware
approach would allow greater flexibility in the event of neighboring locations within the
cache having widely divergent access patterns, yet will also increase the complexity of
the hardware detection and correction logic.
Another challenge is that the activity within the various locations of the cache
changes throughout the program’s lifetime. At one point in time, a given location may
be highly utilized, but then at some later interval, it could be idle. Obviously, the hardware can dynamically detect these changes in activity level, but current levels may not
necessarily foretell future patterns. All that is needed is some way to prime the hardware
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about such future patterns.
Indeed, application-specific information can be leveraged to inform the hardware
about probable memory access patterns. In this manner, the hardware can intelligently
make decisions based on general application characteristics, in addition to real-time access patterns. To be frugal, coarse-grained application-specific information can be used
to tailor the hardware’s behavior. Instead of leveraging detailed instruction or basicblock characteristics, a more global application signature is proposed. Conceptually,
this will greatly simplify the hardware storage and complexity; there is no need to query
the Program Counter to determine which instruction or basic block the processor is currently executing. Instead, generalized application attributes are mined that reflect the
memory access patterns and frequencies for the overall program. This more coarsegrained resolution may not be able to react as precisely as the fine-grained approach.
On the other hand, a drastically smaller data footprint is required when compared to a
per-instruction or basic-block approach.
In order to extract this application-specific information, profiling is leveraged.
The target application is executed and profiled using one or more representative program inputs. The real-time access patterns are observed and extracted, generating a
signature reflective of the application that was run. An alternative approach to profiling
would be to use pure static analysis to garner application-specific information. While
static analysis can formally generate a similar signature that is more immune to individual program inputs, it suffers when pointers and dynamic memory are used within
the application. Such memory accesses are commonly indeterminate statically and can
only be resolved at run-time. Thus, profiling would be more adept at extracting accurate
application characteristics in these cases.
Using these concepts, an architecture is proposed that will leverage applicationspecific information to help guide a dynamically reconfigurable cache that is capable of
detecting and responding to imbalances in access frequencies that would degrade either
performance or power.
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Figure 6.2: High-Level Architectural Overview of Proposed Design

6.2

Methodology
The proposed solution consists of three elements: a compiler-driven application

memory analysis, a run-time cache access behavior monitoring mechanism, and a dynamic cache expansion and contraction mechanism. A high-level architectural overview
is shown in Figure 6.2. Initially, an application is profiled off-line to garner memory
characteristics and create a small application signature that will be embedded within the
application binary. This data will convey coarse-grained information about the memory access patterns seen during profiling. Next, while the application is running on the
processor the cache will maintain run-time statistics, keeping track of access frequency
rates to each of the cache sets. Lastly, using the application-specific information in conjunction with the real-time access statistics, the cache will detect whether a modification
is merited for any given cache sets. If a cache set would benefit from having increased
capacity, the cache will adapt by providing more storage locations. On the other hand,
if the cache set could effectively be shrunk and merged into another set, the cache will
adapt accordingly and disable the unneeded portions to reduce leakage power.
A pseudo-associative cache design is employed wherein cache access to a given
cache set can be redirected into a secondary location within the same cache [86]. When
additional capacity is required, this secondary set can also be accessed in order to ex-
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pand the available storage locations for a particular address index. In contrast, if the
current capacity is more than sufficient and it is determined that we can maintain the
same performance without as much storage for the given location, it is folded into its
secondary location. This action effectively halves the amount of storage available, since
it now shares the same storage as the secondary location. The proposed architecture
will dynamically detect these situations during run-time and make the appropriate adjustments to the cache to effectively use the available storage and also avoid wasteful
leakage power for cells that remain idle. The next section will describe in detail how
this high-level architecture is implemented.

Figure 6.3: High-Level Cache Implementation
The proposed solution enables two complementary types of behavior to occur
per cache set: expansion and contraction. A set-associative cache architecture is assumed throughout this chapter, wherein each cache set (as opposed to each individual
line) will be annotated with a small number of additional bits to keep track of run-time
behavior. In this manner, the storage and logic overhead is independent of the level of
associativity, and indeed this same architecture would also work for a direct-mapped
cache. Figure 6.3 provides a high-level view of the architectural additions. In particular,
a small shift register is added to each cache set, and will be used to measure the access
frequency of that set. Upon accessing the cache set, the Frequency Shift Register (FSR)
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is left shifted and fed a least-significant-bit (LSB) value of 1. Upon the decay signal,
determined by a global countdown register (DECR), the FSR is right shifted and fed a
most-significant-bit (MSB) value of 0. In this manner, the FSR will saturate with all
1’s if highly accessed, saturate with all 0’s if rarely accessed, or otherwise possess the
property of having a continuous run of 1’s of some length L starting from the LSB. This
structuring of the FSR will minimize bit-flipping transitions (avoiding needless dynamic
power consumption), and will greatly reduce the complexity of comparing the value in
the FSR with a given threshold value. Additionally, the FSR values are initialized to all
0’s upon reset or flush.
The architecture also has four global threshold registers: Te_on (Expansion On),
Te_off (Expansion Off ), Tc_off (Contraction Off ), and Tc_on (Contraction On). These
threshold registers are the same size as the FSR’s, and will contain a single 1 in a specific
bit position to indicate its threshold. Thus, the comparison of a threshold with the FSR
is simply a combinational AND fed into an OR-reduction (i.e. if any bit is a 1, then the
result is 1, else 0). If the FSR has met or exceeded a given threshold, it can quickly and
efficiently be detected, and the cache can then make the appropriate changes to either
enable or disable expansion or contraction, based on the particular threshold value(s)
met.

Figure 6.4: Cache Behavior State Diagram
Figure 6.4 provides the basic state diagram of this cache behavior. The threshold registers are constrained in the following manner, in order to avoid ambiguity and
deadlock:
Te_on > Te_off ≥ Tc_off > Tc_on

(6.1)

Thus, the minimum size of the threshold registers (and also the FSR) is 3-bits, and we
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will denote this size with N.
To implement this adaptive cache architecture, one will need three extra bits for
every cache set (one for the Expand Bit, one for the MRU Bit, and one additional tag bit
to differentiate values from primary versus secondary locations). The decay countdown
register (DECR) is 64-bits, plus a 64-bit reset value register that is loaded into the DECR
upon reaching 0. Furthermore, there is the addition of the N-bits used for the FSR on
each cache set, and the N-bits for the four threshold registers. Since we use an 8-bit FSR
(N = 8) and have 1024 sets in our implementation, this results in an additional 1428bytes (≈1.39KB) added to our L2 cache. This additional storage overhead is negligible
compared to the actual cache size of 256KB.
The details of the compiler-driven determination of threshold values, as well as
the expansion and contraction mechanisms are described in detail in the following three
subsections.

6.2.1 Compiler-Driven Threshold Selection
Our initial work [73] assumed fixed, pre-defined threshold values, yet not all
applications exhibit the same memory access behaviors. By using application-specific
information, we enable a more fine-grained capability for matching the cache behavior
with a given application, yielding improved power and performance benefits compared
to a system-wide fixed value approach. To accomplish this, we need to strengthen the
interaction between the compiler and the underlying hardware microarchitecture. Inherently, there are certain global application characteristics that can more easily be ascertained during compile-time analysis and profiling, such as average cache miss rates
and time between cache accesses. This information would be prohibitively costly and
complex to generate on the fly during run-time. On the other hand, there are certain behavioral aspects of the application that can only be ascertained during run-time, such as
actual cache hit/miss behavior based on user input or real-time application data streams.
These events cannot statically be known a priori or guaranteed with profiling alone.
Given this trade-off between information available at compile-time versus run-time analysis, it becomes evident that some mixture of the two will be essential. The compiler
will help glean crucial generalized application characteristics that would otherwise be
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too costly to obtain at run-time, embedding this information in the application binary.
Then, upon the operating system loading the application into the processor, the loader
can convey these values to the underlying hardware microarchitecture by initializing the
four threshold registers and the decay counter reset register to appropriate values for the
given application. An overview of this architecture was presented in Section 1.3.1 and
is shown in Figure 6.5.

Figure 6.5: Overview of Compiler and Hardware Interaction
To accomplish this analysis, we will leverage off-line application profiling using
a customized implementation of Valgrind [87] in order to extract global information
regarding cache access behavior for the given application. We are interested in seeing
how the memory for the application behaves: how frequently do we access cache sets,
how often do we encounter a cache miss, and how often do we access the same cache
set temporally. Using such information, we can create a signature for the program that
represents the generalized memory behavior for the application. In particular, we will
capture the following pieces of global cache information:
• Miss rate (MR)
• Access rate2 (AR)
• Temporal delay3 mean (TDµ )
• Temporal delay standard deviation (TDσ )
Using the aforementioned profiling information, we can calculate values for the
threshold registers. Given that we have N bits for the threshold registers, and the constraint embodied by Equation (6.1), Te_on can contain a 1 only in the left-most N − 2
2 Access

Rate refers to the percentage of total instructions executed that accessed the cache.
Delay refers to the number of cycles between accesses to a given cache set.

3 Temporal
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positions. Thus, we have N − 2 possible values for Te_on . Our goal is to correlate Te_on
with the miss rate (MR), where larger miss rates warrant a lower (right-shifted) threshold. Thus, we will be more predisposed to enable expansion in this situation, even if
access frequencies are not very high. To determine an appropriate Te_on value, we will
map the N − 2 possible values into exponentially decreasing ranges of miss rates. As
most applications typically have lower L2 cache miss rates, this exponential arrangement allows for more fine-grained resolution at the lower miss rates, while still handling
the occurrence of a higher miss rate. Since N will typically be small to conserve area
and power, there is only a modest number of possible threshold representations. To provide a continuum on these threshold values that handle a diverse range of miss rates and
correspond to given access frequencies and decay periods, an exponential distribution is
needed.
We will need to specify a maximum miss rate (MRmax ) to begin this mapping.
Based on MRmax , we will determine the logarithmic normalization coefficient:
MRλ =

2N−2
MRmax

Then, using MRλ , we can map the profiled MR into a corresponding Te_on :
(
1 << (N − ⌊log2 [(MR)(MRλ )]⌋), if MR ≥ (2/MRλ )
Te_on =
1 << (N − 1),
if MR < (2/MRλ )

(6.2)

(6.3)

Based on profiling the memory patterns of the various application benchmarks,
we found that a setting of N = 8 provided sufficient resolution within our FSR to capture
run-time cache access behavior and allow for the differentiation of eight unique levels
of utilization. Additionally, we define MRmax = 0.40, as a 40% miss rate is a reasonable
upper-bound; were an L2 cache to encounter more than 40% miss rates, it would be
indicative of a more systemic problem necessitating the cache size to be increased or
greater associativity be used. Given this, Table 6.1 demonstrates the mapping logic for
translating the profiled MR into a Te_on value.
While the calculations above effectively incorporate observed miss rate behavior,
the actual impact of cache accesses relative to the application as a whole is not reflected.
To embody the performance impact of cache misses, we need to also factor in the cache
access rate (AR). Even with a large miss rate, if the access rate is quite low then the
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Table 6.1: Te_on Mapping Conditions
MR Range
0.400 ≤ MR
0.200 ≤ MR < 0.400
0.100 ≤ MR < 0.200
0.050 ≤ MR < 0.100
0.025 ≤ MR < 0.050
MR < 0.025

Te_on Value
00000100
00001000
00010000
00100000
01000000
10000000

impact of those cache misses across the entire application is muted. Thus, we propose a
further modification of Te_on in the following manner:



 Te_on >> 2, if 10% ≤ AR
Te_on =
Te_on >> 1, if 5% ≤ AR < 10%


 T ,
if AR < 5%
e_on

Lastly, to ensure the satisfaction of Equation (6.1), if Te_on gets shifted too far

right (e.g. if the 1 is located in one of the two rightmost bit positions), it will be saturated
into its lowest allowable value (0x4):
Te_on = 0x4, if Te_on < 0x4
Calculation of the contraction enable threshold (Tc_on ) is done in a similar fashion. Our goal in this case is to correlate Tc_on with the observed average temporal access
delay (TDµ ). If the delay between cache accesses is large, we want to set Tc_on to a
higher (left-shifted) threshold. Intuitively, if the application as a whole exhibits very
long periods of delay between cache accesses, we want to contract as much as possible
to exploit the benefits in leakage power reduction. If a small group of cache sets are being frequently accessed (but not enough to skew the overall TDµ ), their individual FSR
will allow the expansion to occur if necessary. To determine an appropriate Tc_on value,
we will map the N − 2 possible values into exponentially increasing ranges of temporal delays. We will need to specify a maximum temporal delay (TDmax ) to begin this
mapping. Based on TDmax , we will determine the logarithmic normalization coefficient:
TDλ =

2N−2
TDmax

(6.4)
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Then, using TDλ , we can map the profiled TDµ into a corresponding Tc_on :
Tc_on =

(

1 << (⌊log2 [(TDµ )(TDλ )]⌋ − 1), if TDµ ≥ (2/TDλ )
if TDµ < (2/TDλ )

1,

(6.5)

For the purposes of this proposal, we specify TDmax = 1.00e4 based on profiling
the average temporal accesses (TDµ ) across all the benchmarks. Given this, Table 6.2
demonstrates the mapping logic for translating the profiled TDµ into a Tc_on value.
Table 6.2: Tc_on Mapping Conditions
TDµ Range
TDµ < 6.25e2
6.25e2 ≤ TDµ < 1.25e3
1.25e3 ≤ TDµ < 2.50e3
2.50e3 ≤ TDµ < 5.00e3
5.00e3 ≤ TDµ < 1.00e4
1.00e4 ≤ TDµ

Tc_on Value
00000001
00000010
00000100
00001000
00010000
00100000

Lastly, we need to ensure that resulting values for Te_on and Tc_on still satisfy
Equation (6.1). It is possible that the threshold values may violate Equation (6.1) by
Te_on not being two or more positions to the left of Tc_on , or vice versa. If that is the case,
one of these two thresholds must be adjusted accordingly. We chose to modify Te_on ,
to bias toward power reduction versus execution speed. This is embodied in Equation
(6.6):
Te_on = Tc_on << 2

(6.6)

With regard to the disabling thresholds, Te_off and Tc_off , they are calculated as
follows:
log2 [Te_on ] − log2 [Tc_on ] − 1
⌉
3
log [Te_on ] − log2 [Tc_on ] − 1
= 1 << log2 [Tc_on ] + ⌈ 2
⌉
3

Te_off = 1 << log2 [Te_on ] − ⌈

(6.7)

Tc_off

(6.8)

Finally, to compute the desired interval for the decay countdown register
(DECR), we leverage the information regarding the mean and standard deviation of the
temporal delay. Intuitively, one would like the decay signal to occur often enough to
help lower the FSR and allow idle cache sets to be contracted to reduce leakage power.
On the other hand, the decay signal should not occur too fast and cause unnecessary
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transitions between contracted and non-contracted state. By utilizing the standard deviation of the temporal access delay, we can derive a decay interval large enough to allow
average length accesses sufficient time to re-access a cache set and counteract the decay
signal if they are still in use. Assuming a Gaussian distribution, it is anticipated that
the vast majority of cache sets will be accessed within the average temporal delay plus
the standard deviation. Thus, if we configure the decay to occur at this interval rate,
we should be able to cause cache sets being used less than this rate to begin to decay,
while the other sets will not. This concept is represented in Equation (6.9) below, which
defines the value for the DECRreset register used to reset the DECR countdown register
upon reaching zero.
DECRreset = TDµ + TDσ

(6.9)

While the emphasis of this proposal focuses on profiling a single application in
order to generate corresponding threshold and countdown register values, it is important
to briefly mention that the next generation of mobile processors are beginning to employ
multicore architectures with shared L2 caches. Given this, there may now be more than
one application running and concurrently accessing the L2 cache. The threshold and
countdown values should take into account the class of applications that are expected
to run concurrently on the system. The same profiling technique described above can
be performed on each application. Assuming all applications are prioritized equally, a
simple average of the individual threshold and countdown registers can be executed to
determine a common set of values for all applications. On the other hand, if certain
applications are more critical, the average can be weighted as needed. Yet, while having
accurate threshold and countdown values helps optimize the performance and power
savings, it is important to note that the system will still dynamically adjust to the actual
run-time access patterns and adapt the cache configuration to best reflect the actual needs
of applications currently executing on the processor.

6.2.2 Cache Expansion Mechanism
This mechanism allows for the expansion of a particular cache set into a second
cache set, similar to the architecture described in [72]. The rationale for this expansion
is that the cache set in question is being heavily utilized in a temporally short period of
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time, and thus may be prone to thrashing. This is an important difference from [72],
where this proposal uses access frequencies over time instead of evicted cache lines
to determine whether to expand. This is detected by the current set’s FSR meeting
the Te_on threshold, which causes the Expand Bit to be turned on. On a cache miss,
if this bit is enabled, a secondary set within the same cache is accessed on the next
cycle, similar to a pseudo-associative cache, as shown in Figure 3. This secondary
set is determined by a fixed mapping function based on the cache size. We investigated
using an LFSR (linear feedback shift register) mapping function, as well as a basic MSB
toggling function. For the LFSR approach, we chose a 10-bit LFSR with the maximallength polynomial x10 + x7 + 1. To determine our complement set, the current cache
index is loaded into the LFSR and the next value computed represents the complement
index. The only limitation with using an LFSR is that the all-zero state will map back
onto itself, essentially excluding that one particular cache set from being expanded or
contracted4 . For the MSB approach, we simply XOR the MSB of the index into the
cache. The benefit of the LFSR approach is that the cycle length can be quite large,
avoiding the situation that occurs in the basic MSB approach where the primary set
maps to the secondary set and vice versa (i.e. a cycle length of 2). On the other hand,
the MSB approach is economical in terms of power and area, as only a single logic gate
is required and it is a purely combinational circuit.
If the data is found within the secondary set, one effectively has a cache hit,
but with a one cycle penalty. If after looking into the secondary set, the data is still
not located, a full cache miss occurs and the next memory device in the hierarchy (L3
or main memory) is accessed with the associated cycle penalties. The key principle is
that we only enable the secondary lookup on a per-set basis, as always enabling this
secondary lookup is wasteful and can lead to worse performance when cache sets are
lightly used.
Thus, we effectively can double the size of the given set without needing to double the hardware. This works in principle due to the typical locality of caches. Since our
complement set is chosen to be bidirectionally distant from the current set, the probability of both the primary and complement set being active at the same temporal moment
4 The

impact of this limitation is minimal, as it only affects 1 cache set out of 1024.
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in an application is quite small. Even if this unlikely event does occur and we pollute the
currently active cache set that happens to be our complement, the impact is negligible.
Later in the program’s progression, if the complement set is then used, it will function
normally and evict the older data from the prior expansion out of its space.
Additionally, there is an MRU Bit on each of the sets within the cache. This bit
is enabled whenever a cache hit occurs on the secondary cache set; it is disabled when
a cache hit occurs on the primary set. The MRU Bit is also used on subsequent cache
lookups to determine whether to initially do a lookup on the primary cache set or the
secondary cache set, effectively encoding a most-recently-used paradigm. If the last hit
occurred in the secondary set, the next access has a higher probability to also occur in
the secondary set, and vice versa.
In addition, we implemented our caches to use an LRU replacement policy.
When a set has its Expand Bit on, the LRU set (primary or secondary) is used in the
event a replacement is necessary. Furthermore, for associative caches, after determining
which set to use, the normal LRU rules for which way to use within that set apply. This
set-wise LRU is inherently supported by the MRU Bit, since there are only two possible
locations.
It is important to note that once a set has its Expand Bit enabled, it remains
enabled until the set’s FSR falls below the Te_off threshold. Furthermore, this expansion
need not be symmetrical in the MSB approach. Even though set-A may have its Expand
Bit turned on and be utilizing set-A and its complement set-B, set-B can still be acting as
a normal non-expanded set. Only if primary accesses to set-B also trigger the expansion
threshold will set-B’s Expand Bit also be enabled to allow expansion into set-A.

6.2.3 Cache Contraction Mechanism
The contraction mechanism allows for the gating of idle cache sets, helping to
eliminate any associated leakage power. The rationale for this contraction is that the
cache set in question is being rarely utilized over a temporal period, and thus can safely
be turned off. This is detected by the current set’s FSR falling below the Tc_on threshold,
which causes the Gate Bit to be turned on. As mentioned earlier, a decay signal, determined by a clock divider, is used to periodically lower the FSR. If no accesses occur on
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that set, over time the decay signal will continue to lower the FSR value. On the other
hand, if accesses begin to occur, they will help raise the FSR value to counteract the
decay. The Gate Bit is the same bit as the MRU Bit, but when the cache set is not “expanded”, it is instead interpreted as gating the cache set and forcing all references to be
redirected to the secondary set. This can safely be done, since expansion and contraction are mutually exclusive states. The secondary set is calculated in the same fashion
as in the expansion state, using either the LFSR or MSB approach described earlier.

Figure 6.6: Example Gated Primary Set Redirecting Queries to Secondary Location
Thus, we effectively shrink the size of the given set during times of infrequent
use, helping eliminate leakage power. When a cache set has the Gate Bit enabled, the
supply voltage is cut off from the memory cells, in a similar fashion to [47]. This
results in a reduction of 97% of the memory cell’s leakage power, with only an 8% read
performance overhead. Essentially all state for the cache set other than the FSR, Expand
Bit, and Gate Bit are powered off. Furthermore, if the cache set contained any dirty
lines, these would be flushed serially in the background prior to the supply voltage being
gated. As shown in Figure 6.6, any references to the gated primary set will be redirected
to the secondary set. Since these locations are rarely used, it is statistically acceptable
to not retain data that may currently be live within the given cache set. If the data is
indeed needed at a future time, the typical cache miss penalty will be incurred. Given
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this, there is effectively a trade-off between aggressively gating sets and the associated
negative impact with regard to performance and power resulting from having to query
the next level structure in the memory hierarchy. Appropriate values for the Tc_on and
Tc_off thresholds will help balance this trade-off.
If a gated cache set begins to be accessed more frequently and its FSR meets the
Tc_off threshold, then the Gate Bit will be disabled and the set will no longer be gated.
Additionally, if a set enters into the expansion mode, it will force the complement set
to exit contraction mode. Furthermore, if a set is in contraction mode, the complement
set will not be allowed to enter contraction mode as well, to avoid deadlock. In other
words, when a cache set enters contraction mode, the complement set is forced to be
in normal mode to ensure a memory location will exist to handle that cache address
space. A state transition diagram for a complement pair of cache sets is provided in
Figure 6.7. The letters E, N, and C indicate whether a cache set is in expansion, normal,
or contraction mode, respectively. There are three disallowed states (CC, EC, and CE).
They are shown in red with dashed transition lines in the figure. When one of these
transitions is encountered, the state transition is corrected as shown by the large arrows.

Figure 6.7: State Transition Diagram for Pair of Cache Sets
While gating a single cache set does help reduce some leakage power, the accumulation of a large number of sets being gated is where we begin to see tangible results.
As described earlier, cache accesses within the L2 cache are quite sporadic and unevenly
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distributed. As will be shown in the next section, there are quite a number of times during execution where many of the cache sets can safely be gated-off without significantly
impacting performance.

6.3

Experimental Results
In order to assess the benefit from this proposed architectural design, we utilized

the SimpleScalar toolset [76] using the default in-order PISA simulation engine and an
8-bit Frequency Shift Register (FSR). We chose a representative mobile smartphone system configuration, having separate 32KB L1 data and instruction caches (direct-mapped,
32-byte line size) and a unified L2 cache (4-way set-associative, 64-byte line size). We
chose to use a set-associative L2 cache similar to current mobile processors; a directmapped L2 cache could also be used with our proposal. We chose three representative
L2 cache sizes (128KB, 256KB, and 512KB), which are similar to what is currently
found in smartphone processors such as the Qualcomm Halcyon MSM7230 (256KB
L2), Qualcomm Blackbird MSM8660 (512KB L2), or Apple A4 (512KB L2).
Table 6.3: Description of Benchmarks
Benchmark Description
bzip2 Memory-based compression algorithm
crafty High-performance chess playing game
crc32 32-bit CRC framing hash checksum
eon Probabilistic ray tracer visualization
fft Discrete fast Fourier transform algorithm
gap Group theory interpreter
gcc GNU C compiler
gsm Telecomm speech transcoder compression algorithm
gzip LZ77 compression algorithm
h264dec H.264 block-oriented video decoder
mcf Vehicle scheduling combinatorial optimization
mpeg4enc MPEG-4 discrete cosine transform video encoder
parser Dictionary-based word processing
perlbmk Perl programming language interpreter
twolf CAD place-and-route simulation
vortex Object-oriented database transactions
vpr FPGA circuit placement and routing

109
Table 6.4: 128KB L2 Compiler-Generated Application-Specific Threshold Values
Benchmark Te_on
Te_off
Tc_off
Tc_on
DECR
bzip2 00100000 00010000 00000100 00000010 2.01e3
crafty 00010000 00001000 00000010 00000001 1.33e2
crc32 00001000 00000100 00000010 00000001 4.21e2
eon 01000000 00100000 00100000 00010000 6.14e3
fft 00010000 00001000 00000100 00000010 9.04e2
gap 00001000 00000100 00000010 00000001 6.24e2
gcc 00010000 00001000 00000010 00000001 2.49e2
gsm 00001000 00000100 00000010 00000001 2.73e2
gzip 00100000 00010000 00000100 00000010 9.47e2
h264dec 00001000 00000100 00000100 00000010 8.23e2
mcf 00010000 00001000 00001000 00000100 2.81e3
mpeg4enc 00010000 00001000 00001000 00000100 1.22e3
parser 00001000 00000100 00000100 00000010 7.96e2
perlbmk 00010000 00001000 00001000 00000100 1.59e3
twolf 00001000 00000100 00000010 00000001 2.34e2
vortex 00100000 00010000 00010000 00001000 4.09e3
vpr 00001000 00000100 00000010 00000001 4.78e2

Table 6.5: 256KB L2 Compiler-Generated Application-Specific Threshold Values
Benchmark Te_on
Te_off
Tc_off
Tc_on
DECR
bzip2 00100000 00010000 00000100 00000010 2.37e3
crafty 00100000 00001000 00000100 00000001 1.91e2
crc32 00001000 00000100 00000010 00000001 5.55e2
eon 00100000 00010000 00010000 00001000 6.50e3
fft 00010000 00001000 00001000 00000100 1.62e3
gap 00010000 00001000 00000100 00000010 7.38e2
gcc 01000000 00010000 00000100 00000001 3.05e2
gsm 00001000 00000100 00000010 00000001 2.88e2
gzip 10000000 00100000 00010000 00000100 2.42e3
h264dec 00010000 00001000 00000100 00000010 1.32e3
mcf 00010000 00001000 00001000 00000100 4.19e3
mpeg4enc 00100000 00010000 00001000 00000100 2.83e3
parser 00010000 00001000 00000100 00000010 1.02e3
perlbmk 00010000 00001000 00001000 00000100 2.34e3
twolf 00001000 00000100 00000010 00000001 3.66e2
vortex 00100000 00010000 00010000 00001000 5.11e3
vpr 00001000 00000100 00000010 00000001 6.02e2
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Table 6.6: 512KB L2 Compiler-Generated Application-Specific Threshold Values
Benchmark Te_on
Te_off
Tc_off
Tc_on
DECR
bzip2 00100000 00010000 00001000 00000100 2.83e3
crafty 00100000 00001000 00000100 00000001 1.45e2
crc32 00010000 00001000 00000010 00000001 5.99e2
eon 01000000 00100000 00100000 00010000 6.37e3
fft 00100000 00010000 00010000 00001000 4.60e3
gap 00100000 00010000 00001000 00000100 9.65e2
gcc 01000000 00010000 00000100 00000001 3.30e2
gsm 00010000 00001000 00000100 00000010 7.15e2
gzip 10000000 01000000 00100000 00010000 7.62e3
h264dec 00010000 00001000 00001000 00000100 2.43e3
mcf 01000000 00100000 00100000 00010000 7.83e3
mpeg4enc 01000000 00100000 00100000 00010000 5.37e3
parser 00100000 00010000 00010000 00001000 3.12e3
perlbmk 01000000 00100000 00100000 00010000 8.53e3
twolf 00010000 00001000 00000010 00000001 5.61e2
vortex 01000000 00100000 00100000 00010000 7.44e3
vpr 00001000 00000100 00000100 00000010 6.34e2
Table 6.7: Hand-Picked Global Threshold Values
Benchmark Te_on
Te_off
Tc_off
ALL 10000000 00100000 00010000

Tc_on
00000100

DECR
2.00e3

The complete SPEC CINT2000 benchmark suite [77] is used, as well as five representative mobile smartphone applications from the MediaBench video suite [78] and
the MiBench telecomm suite [79]. A listing of these benchmarks and their respective
descriptions are provided in Table 6.3. The benchmark’s training inputs are used during
profiling, while reference inputs are utilized during simulation, and all benchmarks are
run to completion. The threshold and decay register values for each benchmark as determined by the compile-time application-specific profiling are shown in Tables 6.4, 6.5,
and 6.6 (for 128KB, 256KB, and 512KB L2 cache sizes, respectively). For comparison,
a set of hand-selected threshold and decay register values (based on previous work) for a
global, pure-hardware approach is shown in Table 6.7. In the global approach, the same
values are shared across all benchmarks without regard to individual application characteristics. As will be shown, using application-specific information to tailor the cache
behavior will yield better results than an across-the-board value for the entire system.

111
Table 6.8 provides the miss rate comparison between the baseline system
and the proposed adaptive cache architecture, showing both the global threshold and
application-specific threshold results. The MSB mapping function is utilized for the
Expansion and Contraction mechanisms. As one can see, certain benchmarks result
in slightly higher miss rates due to the more aggressive use of the Contraction mechanism. For example, the 256KB gzip benchmark incurs an 5.44% degradation in L2
cache performance. But, while that may seem like a large amount, the actual miss rate
is quite low (1.55%) and thus more sensitive to any deviations. Figure 6.8 graphically
shows the miss rate impact across the benchmarks for the three cache configurations,
compared against the baseline miss rate (100%). As expected, the application-specific
approach is able to maintain or improve the miss rates since the expansion mechanism
will help alleviate cache conflicts for saturated sets, while only shrinking sets that are
infrequently used. Furthermore, one can see that, on average, the application-specific
approach (App) out-performs the global threshold (Glb) in terms of reducing miss rates
from the baseline. Intuitively, this is also expected, since the cache behavior is tailored
to more accurately respond to a particular application’s memory characteristics.

Figure 6.8: L2 Cache Miss Rate Impact
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Table 6.8: L2 Cache Miss Rates
Benchmark

Accesses

bzip2

4.29e9

crafty

3.42e9

crc32

4.26e7

eon

7.45e9

fft

2.48e7

gap

4.94e10

gcc

1.72e8

gsm

6.00e7

gzip

3.65e9

h264dec

6.69e8

mcf

1.42e9

mpeg4enc

4.24e8

parser

7.65e8

perlbmk

7.74e8

twolf

1.10e9

vortex

3.34e10

vpr

6.92e8

Average

6.34e9

Cache
Size
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB

Baseline
Miss Rate
0.2035
0.1699
0.1094
0.0413
0.0038
0.0037
0.1919
0.1750
0.0944
0.1166
0.0973
0.0344
0.1591
0.1007
0.0619
0.1415
0.0814
0.0438
0.0665
0.0244
0.0167
0.1673
0.1222
0.0959
0.0844
0.0147
0.0113
0.1099
0.0973
0.0792
0.1593
0.0992
0.0616
0.1385
0.0917
0.0483
0.1104
0.0814
0.0688
0.1453
0.1067
0.0601
0.1211
0.1148
0.0748
0.1554
0.1349
0.0866
0.1606
0.1425
0.1091
0.1337
0.0975
0.0624

Global Threshold
Miss Rate Change
0.2015 0.98%
0.1710 -0.65%
0.1101 -0.64%
0.0420 -1.69%
0.0040 -5.26%
0.0038 -2.70%
0.1922 -0.16%
0.1797 -2.69%
0.0945 -0.11%
0.1109 4.89%
0.0991 -1.85%
0.0351 -2.03%
0.1567 1.51%
0.1049 -4.17%
0.0620 -0.16%
0.1423 -0.57%
0.0818 -0.49%
0.0437 0.23%
0.0679 -2.11%
0.0252 -3.28%
0.0169 -1.38%
0.1711 -2.27%
0.1231 -0.74%
0.0971 -1.25%
0.0859 -1.78%
0.0159 -8.16%
0.0119 -5.31%
0.1121 -2.00%
0.0991 -1.85%
0.0795 -0.40%
0.1566 1.69%
0.1005 -1.31%
0.0622 -0.97%
0.1369 1.16%
0.0946 -3.16%
0.0492 -1.80%
0.1112 -0.72%
0.0822 -0.98%
0.0695 -1.02%
0.1422 2.13%
0.1071 -0.37%
0.0622 -3.49%
0.1294 -6.85%
0.1148 -0.01%
0.0749 -0.13%
0.1503 3.28%
0.1351 -0.15%
0.0870 -0.46%
0.1675 -4.30%
0.1439 -0.98%
0.1101 -0.92%
0.1339 -0.40%
0.0989 -2.12%
0.0629 -1.33%

Application-Specific
Miss Rate Change
0.2015
0.98%
0.1710 -0.65%
0.1101 -0.64%
0.0332 19.61%
0.0034 10.53%
0.0034
8.11%
0.1785
6.98%
0.1419 18.91%
0.0899
4.78%
0.1035 11.23%
0.0959
1.44%
0.0349 -1.45%
0.1527
4.02%
0.0988
1.89%
0.0611
1.29%
0.1371
3.11%
0.0788
3.19%
0.0419
4.34%
0.0552 16.99%
0.0228
6.56%
0.0163
2.22%
0.1629
2.63%
0.1227 -0.41%
0.0958
0.10%
0.0855 -1.30%
0.0155 -5.44%
0.0118 -4.42%
0.0902 17.93%
0.0972
0.09%
0.0793 -0.15%
0.1389 12.81%
0.0997 -0.50%
0.0620 -0.65%
0.1354
2.24%
0.0933 -1.74%
0.0497 -2.83%
0.0883 20.03%
0.0820 -0.74%
0.0691 -0.44%
0.1374
5.44%
0.1065
0.19%
0.0599
0.32%
0.1131
6.61%
0.1125
2.00%
0.0746
0.27%
0.1434
7.72%
0.1289
4.45%
0.0865
0.08%
0.1615 -0.56%
0.1436 -0.77%
0.1102 -1.01%
0.1246
8.03%
0.0950
2.29%
0.0621
0.58%
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As a point of comparison, Figure 6.9 provides the sorted distribution of L2
accesses per cache set for the h264dec video decoder benchmark after implementing
the application-specific approach. This can be compared directly to Figure 6.1, which
showed data before applying the proposed cache architecture. As one can see, the distribution of cache set access rates in Figure 6.9 has become relatively more balanced
compared to the original distribution, especially for the cache sets that were originally
very heavily accessed (shown on the right-hand side of Figure 6.1). Additionally, the
expansion mechanism was able to help attenuate the misses that occurred due to overutilized cache sets encountering conflicts; the miss rate per cache set with the proposed
architecture essentially has a flat trend and is centered just below 0.002%, whereas the
original trend increased with the access frequency and got closer to 0.003% for the more
highly-accessed sets.

Figure 6.9: L2 Cache Access and Miss Rate Distribution for h264dec After Using
Application-Specific Approach
As mentioned earlier, in addition to the straightforward MSB-toggling mapping
function, the usage of an LFSR (linear feedback shift register) function was also investigated. Whereas the MSB approach is constrained to a cycle length of 2 (i.e. primary
set maps to the secondary set, and vice versa), the benefit of an LFSR mapping function
is that the cycle length can grow to be quite large. The hypothesis was to see if increasing the cycle length using an LFSR would result in a noticeable improvement to the
resulting cache miss rates compared to the simple MSB approach. Table 6.9 provides
256KB cache miss rate improvements over MSB when using an LFSR with a cycle pe-
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riod of 1023 (i.e. 10-bit maximal length sequence). As one can see, the improvements
are extremely minuscule, being less than a thousandth of a single percent, and in some
instances even worse than the MSB approach. Given this and the associated timing
and logic overhead to implement the LFSR mapping function, the MSB implementation appears to be more efficient as it only requires a single-bit XOR gate and is purely
combinational. Thus, the MSB mapping function is chosen for this proposal.
Table 6.9: Miss Rate Improvement Using LFSR Instead of MSB
Benchmark Improvement
bzip2
6.23e-4%
crafty
5.48e-4%
crc32
9.62e-4%
eon
-6.12e-5%
fft
1.42e-5%
gap
3.91e-5%
gcc
-2.27e-5%
gsm
2.01e-4%
gzip
-5.99e-5%
h264dec
2.12e-5%
mcf
1.27e-4%
mpeg4enc
3.36e-5%
parser
1.32e-4%
perlbmk
3.01e-5%
twolf
-7.19e-4%
vortex
2.94e-4%
vpr
1.81e-5%
Luckily, the slight increases seen in L2 cache miss rates for some of the benchmarks are attenuated across the entire application execution time. Since L2 accesses are
typically orders of magnitude less than the cycle count for the entire application, modest
increases in L2 miss rates should not devastate our run-time performance. Figure 6.10
shows the impact of the proposed adaptive architecture on the overall execution runtime. As one can see, performance is essentially maintained equivalent to the baseline
(100%). Some benchmarks do incur a nominal increase in execution time, but the overhead is typically trivial. For example, the worst-case execution time benchmark (twolf
using 128KB L2 with global threshold) had a slowdown of 0.05%. It is interesting to
note that the four relatively large increases all occur in global threshold cases. Again,
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when application-specific information is utilized, the general performance of the system improves. As such, we do see an average minor improvement in run time for the
application-specific thresholds, which corresponds as expected with the average miss
rate reductions discussed earlier. In the best case (parser using 128KB with applicationspecific threshold), the run time is improved by 0.13%.

Figure 6.10: Global Application Execution Time Impact
With regard to power efficiency, the primary ambition for these mobile smartphones, positive results were observed. Since only a nominal amount of additional
hardware was used, the impact of the proposed technique is quite minimal. Overall,
the structures proposed account for only 1428-bytes (≈1.39KB) of additional storage
elements, along with some necessary routing signals and muxing. Furthermore, the
overhead of initially downloading and configuring the threshold and decay registers at
the start of an application is negligible. The operating system is essentially doing two
register writes: one 32-bit write packing the four threshold registers (each 8-bits wide)
and one 64-bit write for the DECRreset register. As a hardware register write only takes
1–3 processor cycles, the overhead of setting up the registers is greatly outweighed by
the lifetime of the application’s execution (being in billions of cycles) and thus is imper-
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ceptible in terms of performance or power overhead.
CACTI [81] and eCACTI [85] are used to estimate both the dynamic and static
power consumption for our caches, assuming a conservative 65nm feature size and leakage temperature of 85◦ C. Furthermore, the additional power incurred while doing secondary L2 cache look-ups (on those “expanded” cache sets) is taken into account, as
well as the power associated with L2 cache misses and the additional logic proposed
by this architecture including the added metadata storage and access, control logic, and
flushing of any dirty cache lines on contraction. Using this information, we are able to
determine the approximate total cache subsystem power consumption across the entire
run-time for each of the aforementioned benchmarks.
Table 6.10 shows the percentage of power improvement attained by our proposed
adaptive cache architecture for the complete execution of each benchmark, and a graphical representation is shown in Figure 6.11. As one can see, we consistently achieve
significant reductions in the overall power utilization across all benchmarks. Furthermore, as one would expect, the application-specific results are generally better than our
global, across-the-board threshold. On average our application-aware adaptive cache
architecture provides power reductions of 12.96%, 20.25%, and 28.52% for the 128KB,
256KB, and 512KB cache sizes, respectively. Evidently, as the L2 cache size increases,
the amount of static power that can be ameliorated by gating idle cache sets becomes
more prominent.
It is also interesting to note that there are a few instances where the global
threshold outperforms its application-specific equivalent, as can be seen in crafty, gcc,
and twolf. In all of these cases, the compiler-generated thresholds for the contraction
mechanism (Tc_off and Tc_on ) were less aggressive than those of the hand-selected global
threshold. This is caused by the profiled temporal delay mean (T Dµ ) being pulled lower
by a group of cache sets that are very frequently accessed, although there are still many
other cache sets that are idle for long periods of time. In all of these particular instances,
the temporal delay standard deviation (TDσ ) was relatively larger than the other benchmarks, indicating that there were a number of outliers skewing the results. Since our
proposal relies on coarse application-wide information to simplify the necessary hardware data structures and complexity of the system, it can be susceptible to such biasing
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Table 6.10: Total Cache Subsystem Power Improvement
Benchmark

bzip2

crafty

crc32

eon

fft

gap

gcc

gsm

gzip

h264dec

mcf

mpeg4enc

parser

perlbmk

twolf

vortex

vpr

Average

Cache
Size
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB
128KB
256KB
512KB

Global Threshold
Power Improvement
Dynamic Static
Total
2.53% 29.99% 16.17%
2.36% 31.29% 20.76%
2.80% 35.88% 27.36%
5.78% 33.15% 13.38%
6.99% 39.11% 19.04%
5.18% 35.45% 17.07%
4.17% 21.11%
7.86%
3.69% 31.95% 12.49%
5.67% 24.56% 13.78%
3.18% 30.72% 10.89%
-0.23% 34.55% 12.77%
0.27% 31.54% 15.07%
1.38% 30.22% 12.08%
-0.70% 33.35% 17.07%
0.69% 34.91% 21.69%
-0.31% 31.55%
7.81%
-0.11% 24.46%
9.35%
0.08% 39.49% 18.24%
14.09% 14.06% 14.08%
17.58% 16.00% 16.91%
14.54% 24.69% 19.27%
0.31% 34.55%
7.85%
1.96% 48.09% 17.14%
1.81% 45.10% 19.24%
5.85% 28.15% 16.28%
8.57% 40.19% 28.50%
7.42% 50.54% 36.55%
3.26% 26.58% 11.55%
4.07% 36.88% 19.22%
4.32% 51.55% 29.91%
1.17% 34.20% 16.15%
-0.20% 46.22% 27.93%
0.09% 51.87% 35.72%
2.45% 38.90% 16.30%
1.40% 42.32% 22.72%
2.16% 49.88% 31.53%
4.42% 36.85% 15.32%
5.34% 35.77% 19.13%
4.91% 49.22% 28.10%
1.91% 28.57% 13.96%
0.65% 43.33% 25.58%
0.19% 49.18% 33.09%
-0.36% 34.29%
8.72%
3.56% 40.49% 16.38%
3.48% 55.63% 26.13%
2.44% 25.68%
8.89%
0.37% 33.09% 12.80%
0.34% 48.48% 23.24%
2.38% 14.56%
5.62%
5.20% 13.59%
8.31%
5.40% 41.69% 22.24%
3.21% 29.01% 11.93%
3.56% 34.75% 18.01%
3.49% 42.33% 24.60%

Application-Specific
Power Improvement
Dynamic Static
Total
2.22% 28.09% 15.06%
1.96% 32.81% 21.58%
2.34% 36.21% 27.48%
10.59% 15.30% 11.89%
5.62% 21.61% 11.62%
4.06% 38.27% 17.49%
7.52% 21.53% 10.56%
13.05% 39.64% 21.33%
5.27% 42.18% 21.13%
6.87% 22.75% 11.31%
1.16% 40.25% 15.77%
0.47% 48.12% 23.02%
5.35% 26.66% 13.26%
4.84% 42.35% 24.41%
4.38% 46.56% 30.27%
1.95% 25.41%
7.92%
1.14% 38.09% 15.37%
0.63% 45.10% 21.12%
10.08% 14.45% 11.41%
5.37% 25.43% 13.85%
3.84% 39.51% 20.48%
4.81% 35.81% 11.64%
3.68% 60.17% 22.28%
3.64% 62.10% 27.17%
3.56% 41.44% 21.28%
5.30% 51.39% 34.35%
4.57% 59.09% 41.41%
11.75% 21.12% 15.08%
4.10% 43.02% 22.06%
3.79% 59.11% 33.76%
7.58% 28.29% 16.97%
0.12% 47.23% 28.66%
0.18% 52.01% 35.84%
4.51% 37.21% 16.94%
3.78% 51.06% 28.42%
3.97% 55.56% 35.72%
11.96% 21.87% 15.29%
2.70% 49.08% 23.71%
2.56% 60.40% 32.83%
7.00% 27.51% 16.28%
4.74% 45.22% 28.38%
4.69% 58.10% 40.56%
7.22% 14.34%
9.09%
4.80% 23.39% 11.25%
3.99% 49.12% 23.59%
5.09% 23.54% 10.21%
2.34% 30.02% 12.85%
0.32% 56.04% 26.83%
2.35% 16.21%
6.03%
2.80% 17.93%
8.40%
2.87% 53.02% 26.15%
6.50% 24.80% 12.96%
3.97% 38.75% 20.25%
3.03% 50.62% 28.52%
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Figure 6.11: Total Cache Subsystem Power Improvement
of the overall application memory characteristics. In these rare cases, the benefits are
slightly subdued, but the overall power improvement is still much better than the baseline.
As one can see, the trade-off between performance and power in this implementation is quite skewed; we lost only a marginal amount of performance (or in many
cases even gained some performance), while gaining substantial overall power reductions. Obviously, there is a limit, where if enough cache sets are gated, the performance
will quickly degrade to a point where power consumption is also severely impacted
(due to having to access subsequent, larger memory structures and extending the overall run-time). The key is to balance the gating of inactive cache sets, while enabling
those more highly-used sets to be able to store their information. Based on our results,
the compile-time profiling and generation of threshold and decay register values in an
application-specific fashion is a success. Using the information gleaned during off-line
profiling and embedded in the application binary allows our architecture to be more
responsive to the nuances of the memory subsystem behavior of a given application.
Lastly, to put these results into perspective, a generalized estimate of the cache
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subsystem’s power footprint within the overall processor was performed. Using a substantially modified version of Wattch [88], a power estimation of the experimental processor architecture described earlier was conducted. An instruction breakdown of 50%
integer, 5% float-point, 20% load, 15% store, and 10% control was assumed. Cache
miss rates were also assumed to be 2%, 4%, and 10% for the L1 instruction cache, L1
data cache, and unified L2 cache, respectively. The percentage of the overall processor
power due to the cache subsystem was estimated to be 31.91%, 43.65%, and 51.28% for
the 128KB, 256KB, and 512KB L2 cache configurations, respectively.
An important aspect of cache architecture design is the timing delay involved
with cache hits. The cache subsystem is typically on the critical path and there is often
very little timing slack to allow for additional complex logic calculations in the sequential access path. For example, it would be impractical to do two sequential cache lookups
in a single cycle. Instead, to achieve the behavior described earlier for the expansion
mechanism, the pseudo-associative secondary lookup would require an additional cycle.
In essence, this secondary access behaves like an initial cache miss, stalling the pipeline
for one cycle to re-access the cache again in another location.
The updating of a cache set’s Frequency Shift Register (FSR), Expand Bit, and
MRU/Gate Bit all occur in parallel to a cache access and do not impact the critical path.
These modifications will be completed within the current access cycle, and will then
impact cache behavior on future accesses to that given cache set.
The only impact to the critical path of our cache design is the accessing of the
MRU/Gate Bit to determine whether to access the primary or secondary cache location.
Given the MSB toggling mapping function we utilized, the overhead is effectively just
an additional one-bit XOR gate on the most-significant bit of the cache index, mollifying
any concerns of possible timing violations.

6.4

Conclusions
As shown, caches contribute a significant amount of the overall processor power

budget, both in terms of dynamic and leakage power. Although much work has gone into
mitigating cache power consumption, mobile processors still suffer from large caches
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that are necessary to bridge the growing memory latency gap. Mobile processors, being far more constrained in terms of power consumption and area constraints, embody
a unique usage model that demands continuous access while having a limited battery
life. Ultra-low-power architectural solutions are required to help meet these consumer
demands.
We have presented a novel architecture for leveraging compile-time profiling information and significantly reducing overall cache power consumption in highperformance mobile processors. The key principle is the strengthening of the interaction between the compiler and the underlying hardware microarchitecture, allowing
information not readily available during run-time (e.g. global average miss rates, access rates, and temporal access delays) to be gathered and conveyed to the hardware by
the compiler. By leveraging application-specific information and tuning the cache to
adaptively respond to run-time memory behavior, a significant decrease in power usage
can be achieved with little sacrifice in terms of speed or area. This has been demonstrated by using a representative set of simulation benchmarks. The proposed technique
has significant implications for mobile processors, especially high-performance, powersensitive devices such as smartphones, as it significantly reduces power consumption
with minimal degradation in run-time performance. End users can still enjoy their highperformance mobile device, while also enjoying longer battery life.
This framework for reducing memory subsystem power leverages two of the
high-level approaches defined in this dissertation in Chapter 1. First, the compilerdevice interface is enhanced in order to extract and convey critical metadata onto the
device (see Section 1.3.1). Compile-time profiling is employed to extract applicationspecific information about memory access patterns. This metadata is provided to the
hardware microarchitecture to help guide the dynamic tuning of the hardware. Second,
dynamic adaptation and tuning of the hardware is enabled (see Section 1.3.3). Using
a small amount of hardware structures, run-time monitoring of cache access patterns is
enabled, allowing individual cache sets to automatically expand or contract as a function of current demand. The result of this approach enables the hardware to dynamically
react to the changing application behavior and ensure that only the necessary hardware
resources are enabled, reducing power consumption without degrading performance.
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Chapter 6, in part, is a reprint of the material as it appears in G. Bournoutian
and A. Orailoglu, “Dynamic, non-linear cache architecture for power-sensitive mobile processors”, Proceedings of the 2010 IEEE/ACM/IFIP International Conference
on Hardware/Software Codesign and System Synthesis (CODES/ISSS), 2010; and in
G. Bournoutian and A. Orailoglu, “Application-Aware Adaptive Cache Architecture
for Power-Sensitive Mobile Processors”, ACM Transactions on Embedded Computing
(ACM TECS), 2013. The dissertation author was the primary investigator and author of
these papers.

Chapter 7
Reducing Cache Coherence Power
Shared-memory Multi-Core System-on-Chip (MCSoC) systems are becoming
prevalent in the mobile smartphone market, as they provide benefits such as low communication latency, a well-understood programming model, and a decentralized topology
well-suited for multiple cores within a processing cluster. Since all the cores typically
share a common bus for their memory accesses, the available bandwidth can become
overwhelmed and cause performance degradation. To alleviate this problem, L1 caches
are typically localized within each core, saving bus bandwidth and minimizing memory
contention. An example of a typical quad-core cluster cache architecture is shown in
Figure 7.1.
This replication of L1 caches introduces the possibility of data corruption if data
is being shared among cores, since modifications of locally-stored data in one core may
leave other cores with stale versions in their caches which should no longer be considered valid. To rectify this issue, bus-snooping cache coherency protocols are typically
employed since they are well suited for embedded MCSoC platforms using a shared
high-speed memory bus. The broadcast nature of the memory requests on the shared
bus enables all local cache controllers to snoop memory transactions from the other
cores. Invalidation and write-back signals are used to ensure coherence between all local caches and the lower memory hierarchy (L2 cache in this case). Unfortunately, as
one encounters increased cache accesses and related cache misses due to the running
of more complex and irregular application sets, the system’s cache coherence power
overhead also increases.
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Figure 7.1: Quad-Core Cache Hierarchy
Prior research has shown that bus-snooping cache lookups can amount to 40%
of the total power consumed by the cache subsystem in a multi-core processor [50].
Since caches typically account for 30-60% of the total processor area and 20-50% of the
processor’s power consumption, the overhead from cache snooping is rather significant
across the system as a whole. Therefore, the additional power consumption inherent
in bus-snooping is often prohibitive and is typically avoided in most mobile processors currently on the market. Instead, these power-sensitive mobile processors rely on
purely write-through local caches or software-based coherence. Unfortunately, these
approaches have their own drawbacks. Leveraging write-through local caches increases
the bus contention and dynamic power when large quantities of data are modified, since
every L1 cache modification requires updating the L2 cache as well. Software-based
coherence provides coarse-grain enforcement, and the efficiency varies greatly based
on the software’s coding. Furthermore, to function accurately, it needs to predict four
conditions: (i) whether two memory references are to the same location; (ii) whether
two memory references are executed on different cores; (iii) whether a conditional write
will actually be executed; and (iv) when a write will be executed relative to a sequence
of reads. Given the increased complexity and variability of applications that are ex-
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pected to run on these devices, factors including polymorphism, conditional branches,
pointers, dynamic memory, interrupts, and OS context switches will all exacerbate the
effectiveness of a static approach. As a result, software approaches will insert invalidation instructions at any point where there may be a possible need. This can lead to
numerous unnecessary cache misses and instruction count increases. In contrast, by using a hardware-based approach, one can respond in a fine-grained manner to any given
application’s run-time behavior.
In this chapter, a novel approach in dealing with the unique constraints of mobile processors while enabling a dynamic, power-efficient hardware cache coherency
protocol is proposed. While the processor normally operates in a baseline configuration, wherein the battery life may be muted in order to deliver full execution speed and
responsiveness, a user may instead desire to sacrifice a small amount of that execution
speed in order to prolong the overall life of the mobile device. The key to our approach is
that this sacrifice of speed be negligible at first compared to the amount of power saved,
allowing a continuum of large gains in power savings without significantly disrupting
execution performance. When we need to go into a battery-saving mode, the cache
coherence can be dynamically adjusted to reduce power while minimally impacting performance. We show the implementation of this architecture and provide experimental
data taken over a general sample of complex, real-world multi-core applications to show
the benefits of such an approach. The simulation results show significant improvement
in overall cache subsystem power consumption of approximately 15%, while incurring
a negligible increase in execution time and area.

7.1

Motivation
The typical cache coherency protocol commonly employed in MCSoC systems

is MESI, consisting of four states per cache line [89]. The Modified (M) state implies
that the data is the only copy within the localized caches and that that data is newer than
the lower memory hierarchy. The Exclusive (E) state is similar to the M state, except
that the data is clean (e.g. the same value as stored in the lower memory level). The
Shared (S) state conveys that the data may also be in other local caches, and also that
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the data is clean. Lastly, the Invalid (I) state means no valid data is stored in that cache
line.

Figure 7.2: (a) MESI Write-Back State Diagram; (b) Simplified Write-Through State
Diagram; (c) Listing of Valid States Between Pair of Caches
Figure 7.2(a) shows the state transition diagram for the MESI protocol. Explanations of the various abbreviations used are listed in Table 7.1. Each cache line is annotated with a 2-bit representation of these four states. Data reads can be satisfied from
any state except I. Upon a read miss, the cache line will enter either the E or S state,
depending on the value present on the Shared Signal (SS), which indicates whether at
least one other cache also has the same data present. Data writes may only take place
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Table 7.1: Listing of Abbreviations
Abbreviation Description
RM
Read Miss in local cache
RH
Read Hit in local cache
WM
Write Miss in local cache
WH
Write Hit in local cache
SBR
Snoop Bus Read from remote cache
SBI
Snoop Bus Invalidate from remote cache
(WB)
Write Back dirty data
(BI)
Send Broadcast Invalidate to all caches
(SS)
Shared Signal value currently on bus
when in the M or E states, and only data in the M state requires a write-back operation
when transitioned to another state or evicted. All valid states must snoop for any bus
invalidate transactions, and upon matching the state will transition to I. Additionally, all
valid states must snoop any bus read requests for matches in order to assert the Shared
Signal on the bus, as well as to transition to the S state if currently in the M or E states.
Given this, if a read-miss occurs on the bus, the snoop controllers for all local
caches must probe whether the requested data matches a valid entry and if that entry is
in an exclusive state (M or E) to respond accordingly to maintain coherence. Alternatively, a write-miss or invalidation broadcast on the bus requires all other cache nodes to
invalidate their corresponding entries for that given data address. This probing to identify whether an address sent on the shared bus is present in the local cache entails almost
a full cache lookup; the tag arrays of the cache structure need to be accessed in order
to fully resolve if the address is a match. Furthermore, the snooping logic occurs even
if the data location is not being shared among other processor cores, leading to much
wasted effort if the current application is primarily private-memory based and does very
few shared reads or writes. These snooping requests are the major contributing factor to
the excessive power consumption of hardware cache coherency protocols.
Furthermore, it was observed that the local L1 caches exhibit unbalanced access patterns, wherein portions of the cache may be infrequently used at a given time,
while other portions may be more heavily used and involved in multi-core data sharing. By responding dynamically to the application’s run-time behavior, one can intelligently make modifications to the cache coherency protocol to appreciably reduce bus-
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snooping power overhead while minimally affecting execution performance. Indeed, by
enabling a power-efficient implementation of hardware cache coherence, the execution
performance will significantly improve compared to software-based or non-cacheable
approaches. The goal of this chapter is the dynamic identification of those cache lines
which are highly accessed in a manner that would benefit from a full write-back MESI
coherency protocol, versus those that can be in a simplified write-through configuration
to help eliminate unnecessary read-based snooping overhead, thus conserving power
while preserving most of the performance quality.

7.2

Methodology
The proposed solution enables two complementary types of write behavior to

occur per cache line: write-back and write-through. The benefits of a write-back policy become evident when there are numerous updates to a given local cache line. By
avoiding writing each update back to the L2 cache, reductions in bus contention and L2
dynamic power are achieved. Unfortunately, cache coherence is essential for a writeback policy, as data in the shared L2 can become stale relative to newer data in a local
cache. On the other hand, a fully write-through policy ensures coherence since copies
in a given local cache will always match what is backed by the shared L2. However, a
write-through policy suffers if there are many write operations, causing wasteful updates
which congest the shared bus and waste power.
The proposal is to allow a fine-grained, hybrid interaction between write-back
and write-through functionality on a per-line basis, using a dynamically adaptive architecture similar to that described in Chapter 6 and [73, 74]. When a given cache line is
heavily modified in a short period of time, a write-back policy will deliver better performance. Conversely, if a given cache line is very infrequently updated, a write-through
policy will deliver lower power by obviating much of the snoop-read overhead, while
also not causing excessive bus contention due to write-misses. Furthermore, if that line
frequently transitions from the M to the S state, a write-through policy is also desirable,
as this behavior would be indicative of a producer-consumer algorithm where one core
writes data that another core then reads in. In this case, the benefits from write-back with
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regard to multiple updates are muted, and a write-through setup will deliver equivalent
performance while using less power.
To implement this solution, each cache line will be annotated with a small number of additional bits to keep track of the new state information. Figure 7.3 provides a
high-level view of the architectural additions. In particular, a small shift register is added
to each cache line and will be used to measure the write frequency of that line. Upon
accessing the cache line with a write operation, the Frequency Shift Register (FSR) is
left shifted and fed a least-significant-bit (LSB) value of 1. Upon a write-back to L2 or
upon the decay signal determined by a global countdown register (DECR), the FSR is
right shifted and fed a most-significant-bit (MSB) value of 0. In this manner, the FSR
will saturate with all 1’s if the line is frequently modified, saturate with all 0’s if rarely
modified or written back often, or otherwise possess the property of having a continuous
run of 1’s of some length L starting from the LSB. This structuring of the FSR will minimize bit-flipping transitions (avoiding needless dynamic power consumption), and will
greatly reduce the complexity of comparing the value in the FSR with a given threshold
value. Additionally, the FSR values are initialized to all 0’s upon reset or flush.

Figure 7.3: Proposed Cache Architecture
Furthermore, a WB Enable Bit will be added to each cache line, which will
determine if the line is operating in write-back (1) or write-through (0) mode. When the
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line is placed in write-through mode, the MESI protocol is reduced to just two states, as
shown in Figure 7.2(b): Shared and Invalid. Given that the MESI states correspond to
bit values of 11, 10, 01, and 00, respectively, this write-through mode is achieved simply
by doing an AND between the high-order bit of the MESI metadata and the WB Enable
Bit. Figure 7.2(c) shows all the possible valid states of any pair of local caches, including
both in write-back (MESI/MESI), mixed (MESI/SI), and both in write-through (SI/SI).
The architecture also has two global threshold registers: TWB_on (Write-Back On)
and TWB_of f (Write-Back Off ). These threshold registers are the same size as the FSR,
and will contain a single 1 in a specific bit position to indicate its threshold. Thus, the
comparison of a threshold with the FSR is simply a combinational AND fed into an
OR-reduction (i.e. if any bit is a 1, then the result is 1, else 0). If the FSR has met or
exceeded a given threshold, it can quickly and efficiently be detected, and the cache can
then make the appropriate changes to either enable or disable write-back functionality
based on the particular threshold value met.
To avoid ambiguity and deadlock, the threshold registers are constrained to ensure TWB_on > TWB_of f . Thus, the minimum size of the threshold registers (and also the
FSR) is 2-bits, and we will denote this size with N.
When the FSR reaches the TWB_on threshold (due to a temporally heavy period
of cache writes), the WB Enable Bit will be set to 1, enabling write-back functionality
along with the full MESI coherency protocol. When the threshold falls below TWB_of f ,
the WB Enable Bit is set to 0, switching into a write-through mode. In this write-through
mode, the coherence protocol will be degraded in order to glean power reductions. The
cache line will still snoop for write-miss invalidations like before when in write-through
S state, but the snooping for bus reads will be modified as described in the following
section.

7.2.1 Modified Read-Miss Snooping Behavior
Normally the MESI protocol for a cache in the S state will snoop all read-misses
and do a complete tag comparison to determine if the request matches in order to assert the Shared Signal on the bus. In contrast, during write-through mode the cache
will always assert the Shared Signal for the given cache line regardless of whether the
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tags match. Thus, in write-through mode the costly tag comparisons during read-miss
snooping are completely eliminated. In other words, during write-through mode the
Shared Signal is simply equal to the cache line’s state value (1 if S, 0 if I). Of course,
this optimization can cause false positives if the requesting cache is in write-back mode.
By a write-through cache always asserting the Shared Signal even if it potentially does
not have the matching data, a corresponding cache in write-back mode will always be
forced to resolve a read miss by entering the S state instead of possibly the E state. It
is important to observe that the E state is an optimization of the S state to reduce the
bus invalidation overhead upon modification. Therefore, even if false positives occur,
correctness will still be maintained. The only drawback is that if the write-back cache
were to modify the data, since it was in the S state instead of the E state, it would need to
issue a broadcast invalidate signal. An important observation is that this drawback only
occurs on the first modification of a write-back line (the S to M transition). None of the
subsequent writes will incur this penalty, since the line will now be in the exclusive M
state.
An additional optimization is possible during a read miss in a write-through
cache. The Shared Signal will be pre-set to 1 by the write-through cache during the
bus read transaction, since it does not need to differentiate if any other caches also have
a valid copy of the data (e.g. since there is no E state). During this bus read, any
caches in write-back mode can leverage this if they are in the S state and bypass the tag
lookup if the Shared Signal is already high. The reason this works is because if a MESI
cache is in the S state, it will remain in the S state on a snooped bus read. Normally,
the cache would also need to do the tag comparison to determine whether to assert the
Shared Signal or not, but since the originating cache miss is in write-through mode, it
will ignore the results of the Shared Signal. Thus, we can further reduce the overhead
of read-miss snooping in the write-back caches as well in this situation.

7.2.2 Transitioning Between Policies
It is important to demonstrate that individual cache lines moving between the
write-through and write-back policies will still maintain overall correctness and coherence. As described earlier, Figure 7.2(c) presents all the possible valid states of any
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pair of local caches. When transitioning from write-back to write-through mode, the
behavior is the same as if a snoop bus read occurred. If the cache line is in the M state,
a write-back is forced before transitioning into the S state. If the line is in the E state,
the transition to S occurs without further ado. When transitioning from write-through to
write-back mode, there is no special state changes that need to occur (e.g. the line will
remain in the S or I state). As described earlier, the write-through mode will propagate
any modifications to the L2 cache, maintaining coherence by still causing a write-miss
on the shared bus to invalidate any copies that may exist in other local write-back or
write-through caches. Since the write-through mode is essentially a simplified subset
of the write-back MESI protocol (e.g. using only the S and I states), the coherence and
correctness of the overall system remains intact even while corresponding cache lines in
different cores move independently between the write-through and write-back modes.
The rationale for this approach is leveraging the uneven, temporal nature of
cache line accesses. Some cache lines will feature many closely occurring write modifications, greatly benefiting from a write-back cache. Other cache lines may just be
idle and unused in a given hot spot, and being in write-through mode can avoid wasting
power conducting full read-miss snoops every time another core accesses the same index. Certain shared-memory multi-core applications will behave in a simple consumerproducer handshake fashion, wherein there are no performance benefits to using writeback on those cache lines, while other lines may incur numerous writes before being read
by a remote core. The key principle is that we respond dynamically in a fine-grained,
temporal fashion to exploit the strengths of the different cache write and coherency policies, while still maintaining overall performance.

7.3

Experimental Results
In order to assess the benefit from this proposed architectural design, we utilized

the M5 multiprocessor simulator [90], implementing a quad-core system similar to what
is shown in Figure 7.1. We chose a representative advanced mobile smartphone system
configuration, having per-core 32KB L1 data and instruction caches (1024-entry, directmapped with a 32-byte line size), and a shared 1MB L2 cache.
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In addition to the baseline, classic write-back MESI cache architecture, we provide results for six different system configuration levels to dynamically transition lines
between write-through and write-back mode, each increasingly more aggressive in favor of write-through mode. The associated threshold values for each configuration are
provided in Table 7.2.
Table 7.2: Configuration Threshold Values
Thresholds
TWB_on
Config 0
00000010
Config 1
00001000
Config 2
00010000
Config 3
00100000
Config 4
10000000
Config 5
10000000

TWB_of f
00000001
00000001
00000100
00001000
00010000
01000000

Nine representative shared-memory benchmark applications from the SPLASH2 [91] and PARSEC [92] suites are used. A listing of these benchmarks and their respective descriptions is provided in Table 7.3.
Table 7.3: Description of Benchmarks
Benchmark Description
ferret Content-based similarity search
fft Discrete fast Fourier transform
fluidanimate Incompressible fluid animation
lu Dense matrix triangular factorization
radiosity Equilibrium distribution of light
radix Integer radix sort
raytrace Three-dimensional scene rendering
vips Image affine transformation
x264 H.264 video encoder
In terms of storage overhead, the dynamically reconfigurable cache architecture would require the addition of (N + 1)-bits to capture the Frequency Shift Register
(FSR) and WB Enable Bit on each cache line, as well as N-bits for each of the two
global threshold registers. Additionally, a decay countdown register (DECR) of 8-bits
would be needed to generate a decay signal every 256 clock cycles. We chose an 8-bit
FSR (N = 8), based on our observation that the 28 possible threshold pair combinations
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captured by 8-bits allows for a diverse span of ranges while not imposing prohibitive
overhead. Given this and that we have 1024 lines in our implementation, this results in
an additional 1155-bytes (≈1.13KB) added to each L1 data cache; this is a small amount
of storage overhead compared to the actual cache size of 32KB of data plus 2.38KB of
tag and MESI metadata. Additionally, this implementation will only need to enhance
the L1 data caches, as the instruction caches are typically read-only and would be implemented as write-through to avoid coherence. Thus, only minimal modifications of
the cache subsystem are necessary to leverage this implementation.
Additionally, we chose an 8-bit Frequency Shift Register (FSR). This was based
on our observation that the 28 possible threshold pair combinations captured by 8-bits
allows for a diverse span of ranges, while not having prohibitive overhead.

Figure 7.4: Reductions in L1 Read Miss Snooping
Figure 7.4 shows the reductions to L1 read miss snooping by transitioning infrequently used cache lines into the simplified write-through mode. As cache lines are
transitioned into this mode, they no longer need to process the costly tag lookups during a bus read event. Furthermore, any complement caches in write-back mode that
have data in S state also avoid unnecessary tag lookups on read misses from the writethrough cache. As one can see, Config 0, which is least aggressive in terms of entering
write-through mode, still results in appreciable reductions to read miss snooping. As
we move to more aggressive configurations, such as Config 5, one can see the majority
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of benchmarks begin to enjoy reductions in snoop tag lookup overhead near 90%. The
two exceptions, ferret and radix, have very high rates of sharing and data exchange, and
thus many of the cache lines do not ever fall below the TWB_of f threshold. The average
reduction in read miss snooping overhead for the six configurations is summarized in
Table 7.4.
Table 7.4: Average Read Miss Snooping Reductions and Write Miss Snooping Increases
Configuration Read Reduction Write Increase
Config 0
38.50%
1.67%
Config 1
57.16%
2.13%
Config 2
67.69%
2.45%
Config 3
75.71%
3.57%
Config 4
87.26%
5.39%
Config 5
90.06%
7.30%
While the reductions to read miss snooping will be the major contributing factor
to reducing the overall cache power utilization, we must also take into account the increase in write miss snooping that will inherently occur as more cache lines are placed
in write-through operation. Write-through mode fundamentally will cause more writes
to be placed on the shared bus, resulting in more frequent broadcast invalidations (write
misses). All local cache lines in S mode will need to then snoop to ensure they invalidate
their copy of the data if present. Fortunately, an important attribute of this proposed architecture is to only allow the FSR to decrement when write operations are infrequent, or
when there are many write-backs. In this fashion, we enter the write-through mode only
when the quantity of write operations is statistically improbable, lessening the chance of
attenuating our gains in power reduction with additional overhead in write miss snooping. Additionally, applications are typically dominated by more read operations than
writes, which will further help tip the scales in our favor.
To demonstrate these observations, Figure 7.5 shows the increases to L1 write
miss snooping. As one can see, by moving from a less aggressive write-through threshold (Config 0) to a more aggressive one (Config 5), the amount of write-miss-induced
snooping grows rapidly. The average increase in write miss snooping for the six configurations is shown in Table 7.4. One can begin to see how forcing write-through mode
aggressively can start to diminish the returns in power savings from avoiding read miss
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Figure 7.5: Increases in L1 Write Miss Snooping
snooping. Furthermore, the additional write misses incur the power overhead of having
to write the data back into the L2 cache, as well as introducing increased pressure on
the shared bus. Both of these factors need to be taken into account when considering the
overall cache subsystem power usage.

Figure 7.6: Global Execution Time Overhead
Figure 7.6 provides the execution time across the benchmark’s lifetime. The
impact of additional bus contention due to increased write miss transactions is taken
into account, and the impact to the overall run-time can be observed. As one can see,
on average there is negligible run-time overhead when employing Config 0, Config 1, or
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Config 2, but with the more aggressive Config 4 and Config 5 there is a small overhead
of approximately 0.32% and 0.55%, respectively. The highest overhead was observed in
the x264 benchmark, having an increase of 0.96%. Luckily, the write-through operation
itself does not introduce a timing cost for the processor, as it occurs seamlessly in the
background.
With regard to overall cache power efficiency, our primary ambition for these
cutting-edge mobile smartphones, we were able to observe excellent results. Since we
only use a nominal amount of additional hardware, the impact of the proposed technique is quite minimal. Overall, the structures proposed account for only 1155-bytes
(≈1.13KB) of additional storage elements, along with some necessary routing signals
and muxing.
We used CACTI [81] and eCACTI [85] to estimate the overall power consumption for the entire cache hierarchy, including the proposed modifications. Furthermore,
we take into account the additional power incurred while doing extra L2 cache writes
(due to write-through operation), as well as the power associated with the prolonged
run-time due to bus contention. Using this information, we are able to determine the
approximate total cache subsystem power consumption across the entire run-time for
each of the aforementioned benchmarks.
Figure 7.7 shows the total cache subsystem power improvement across all six
configurations for the complete execution of each benchmark. A tabular listing is provided in Table 7.5. As one can see, there is a continuum across the different configurations. As one progresses from Config 0 to Config 3, on average the benefits of power
optimization increase. This is due to the increase in read miss snoop minimization.
However, there is a point of diminishing returns as the biasing in favor of write-through
mode increases in aggressiveness. Continuing on to Config 4 and Config 5, one can see
the power benefits begin to wane. This is due to the increase in L2 and bus activity due
to more frequent write-backs caused by the aggressive policy. Also, it can be observed
that some applications are particularly susceptible to poor power performance with the
more aggressive configurations. In particular, we found fft and radix to be particularly
susceptible, mainly due to the fact that these algorithms have close to the same number
of writes as reads. Nevertheless, all six configurations still provide an average overall
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improvement to power utilization, and Config 3 appears to do the best across all benchmarks. The key is to find the ideal balance between the overhead of write miss snooping
and the reductions in read miss snooping.

Figure 7.7: Total Cache Subsystem Power Improvement

Table 7.5: Total Cache Power Improvement
Benchmark Config 0 Config 1 Config 2
ferret
16.41% 20.84% 23.05%
fft
6.16%
0.98%
1.52%
fluidanimate
13.69% 22.22% 26.11%
lu
4.78% 10.45% 11.25%
radiosity
7.36%
8.85% 13.71%
radix
-0.19%
0.36%
-0.36%
raytrace
8.60% 15.07% 16.99%
vips
12.95% 20.39% 24.44%
x264
7.72% 12.29% 12.97%
Average
8.61% 12.38% 14.41%

7.4

Config 3 Config 4 Config 5
25.67% 27.59% 27.11%
-2.39%
-2.02%
-6.31%
29.58% 28.82% 28.51%
11.52% 11.10%
8.55%
14.78% 15.25% 14.56%
-1.89% -11.30% -29.12%
16.56% 18.24% 17.15%
27.19% 26.50% 25.23%
14.05% 18.31% 16.95%
15.01% 14.72% 11.41%

Conclusions
As shown, caches contribute a significant amount of the overall processor power

budget. Although much work has gone into mitigating cache power consumption, mobile processors still suffer from large caches that are necessary to bridge the growing
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memory latency gap. Moreover, these smartphones are beginning to fully leverage the
multicore topology with shared memory accesses, and cache coherence will further exacerbate the power overhead of caches. Mobile smartphones and tablets, being far more
constrained in terms of power consumption and area constraints, embody a unique usage
model that demands continuous access while having a limited battery life. Ultra-lowpower architectural solutions are required to help meet these consumer demands.
A novel architecture for significantly reducing overall cache power consumption in high-performance, multi-core mobile processors has been presented. By using
varying configurations, a notable increase in memory performance can be achieved by
enabling complete hardware MESI cache coherency when plugged-in or fully-charged,
while a significant decrease in power usage can be achieved when the user switches
the device into a low-power mode, wherein much of the read miss snooping overhead
can be obviated with little impact to performance. This has been demonstrated by using an extensive and representative set of shared-memory simulation benchmarks, and
six example configurations. The proposed technique has significant implications for
mobile processors, especially high-performance, power-sensitive devices such as nextgeneration smartphones and tablets. It significantly reduces power consumption while
minimally degrading run-time performance, which in turn will permit full hardware
cache coherence to be utilized in future mobile processors without the associated power
overhead cost.
This framework for reducing cache coherence power leverages the approach of
dynamic adaptation and tuning of the hardware defined earlier in this dissertation in
Section 1.3.3. Similar to the approach demonstrated in Chapter 6, hardware structures
are introduced to provide run-time monitoring of cache coherence patterns, allowing
individual cache sets to disable coherence when doing so would result in power savings
with little impact to performance. The result of this approach enables the hardware to
dynamically react to the changing application behavior and ensure that only the necessary hardware resources are enabled, reducing power consumption without degrading
performance.
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Chapter 7, in part, is a reprint of the material as it appears in G. Bournoutian and
A. Orailoglu, “Dynamic, multi-core cache coherence architecture for power-sensitive
mobile processors”, Proceedings of the 2011 IEEE/ACM/IFIP International Conference on Hardware/Software Codesign and System Synthesis (CODES/ISSS), 2011. The
dissertation author was the primary investigator and author of this paper.

Chapter 8
Reducing Instruction Pipeline Power
As mentioned in Chapter 1, high-performance mobile processors are beginning
to employ heterogeneous processor topologies in order to provide a continuum of computational resources that can handle the wide range of variability that occurs in the
mobile domain. These heterogeneous processor topologies typically utilize a cluster of
“Little” processor cores optimized for low-power, as well as a cluster of “Big” processor
cores targeting higher performance at the cost of higher power dissipation (as shown in
Figure 1.1). An example of such a topology is the ARM big.LITTLE architecture, which
incorporates high-performance Cortex-A15 “big” processors with low-power Cortex-A7
“LITTLE” processors [10].
In general, the “Little” processor leverages an in-order architecture with a simple pipeline. For example, the ARM Cortex-A7 has a pipeline length of 8–10 stages.
On the other hand, the “Big” processor usually employs a fully speculative, out-of-order
architecture with a deeper pipeline. For comparison, the ARM Cortex-A15 supports
register renaming and has a pipeline length of 15–24 stages. Furthermore, to improve
high-performance ILP the Cortex-A15 provides multiple, parallel pipeline paths for various instruction types. These microarchitectural differences are one of the main reasons
for the large increase in energy consumption compared to the “Little” processor.
In this chapter, I propose leveraging the same principles expounded throughout
this dissertation to help reduce power by dynamically adapting the instruction pipeline
in the more power-hungry out-of-order processors. Leveraging the unique characteristics of high-performance mobile processor architectures, a fine-grained adaptive hard-
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ware control mechanism is developed. The microarchitecture will automatically shut
down individual pipeline paths during periods of reduced utilization. Upon subsequent
demand, these pipeline paths can be re-enabled in a manner that avoids any performance penalties. Furthermore, the aggressiveness of shutting down pipeline paths will
be guided by an application-specific code analysis. The result will be a significant reduction of wasted power from idle pipeline paths without any negative impacts to performance.

8.1

Motivation
The larger, high-performance cores in the heterogeneous processor topology typ-

ically consist of an out-of-order architecture will a relatively deep pipeline. The incentive of having an out-of-order processor is to allow execution around data hazards in
order to improve performance. The effectiveness of such an architecture is often limited
by how far it can “look ahead” by placing decoded instructions into an issue queue used
to identify those instructions whose dependencies are completely resolved. Unfortunately, it is common knowledge in the mobile industry that the issue queue size is often
frequency limited to 8 entries, which severely limits the effectiveness of the architecture.
In order to overcome this limitation, it is common practice to employ multiple,
smaller issue queues. The execution is broken down into multiple clusters defined by
instruction type, each with its own issue queue. Instructions will be dispatched to the
appropriate issue queue, and all issue queues are then scanned in parallel to identify
instructions ready for execution. A typical mobile out-of-order processor pipeline is
shown in Figure 8.1, which is similar to that used in the ARM Cortex-A15 and Qualcomm Krait processors.
As one can see, after instructions are decoded, they will be dispatched into an
issue queue for the appropriate instruction type. Once the instruction’s dependencies are
resolved, it will be issued and executed. Each pipeline has its own separate issue queue
and can issue independently from the other pipelines. Certain instruction types can
have more than one pipeline in order to increase parallelism by ameliorating structural
hazards. For example, in the architecture shown in Figure 8.1, the Integer and Floating-
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Figure 8.1: Typical Mobile Out-of-Order Processor Pipeline
Point instruction types are provided two parallel pipelines.
Under ideal circumstances, the instruction mix of an application will be wellbalanced and essentially match the physically available pipeline functional units. In
this case, the pipeline will deliver a substantial amount of ILP and hardware resources
will be well utilized. Unfortunately, it is rare for an application to follow this ideal.
For example, one may have an application that completely avoids using any floatingpoint instructions. Yet, the physical hardware for two entire floating-point pipelines is
present. During the course of executing this application, a large portion of the hardware
will be idle and wasting precious battery life. Even while nothing is executing within
these pipelines there is still substantial power that is consumed by the issue queue logic
checking for valid entries to issue, and the functional units themselves will be consuming
some power as they idle.
To demonstrate the possible skewed distribution of instruction types, the instruction mix of all SPEC CPU2000 [77] integer and floating-point benchmarks is shown in
Figure 8.2 and Figure 8.3, respectively. As one would expect, the integer benchmarks
very rarely make use of any floating-point operations and it would behoove oneself
to have some mechanism to disable the floating-point pipelines to conserve power. Furthermore, for those instruction types with multiple parallel pipelines, a given application
may be unable to actually exploit any ILP benefit of this additional hardware unless a
sufficiently large amount of those instructions is present within the execution window.
Given these observations, it becomes clear that an adaptive approach is necessary to help tune the microarchitecture in order to conserve power. Each individual
instruction pipeline should be monitored to determine if there is a sufficient demand for
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Figure 8.2: SPEC Integer Benchmark Instruction Mix

Figure 8.3: SPEC Floating-Point Benchmark Instruction Mix
keeping it enabled. If these structures remain idle, an automated mechanism should exist to shut down the issue queue and execution logic in order to avoid both dynamic and
static power dissipation.
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8.2

Implementation
In order to conserve power, one would like to dynamically adapt the hard-

ware pipeline to best match the computational needs of a specific application. This
application-specific tailoring of the hardware microarchitecture needs to be fine-grained
and able to efficiently respond to changes in the application’s execution patterns. Furthermore, it is essential that any proposed additional hardware logic itself be frugal so
as not to countermand the reductions in power we are trying to achieve. The following
subsections will describe the hardware architecture to enable a fine-grained, adaptive
instruction pipeline as well as a software-driven approach to determining the aggressiveness of the hardware’s adaptation.

8.2.1 Hardware Architecture
The proposed hardware architecture to enable a fine-grained, adaptive instruction
pipeline is shown in Figure 8.4. This figure illustrates the various hardware mechanisms
that will be added to each individual instruction pipeline. As shown in Figure 8.1,
there are typically 8 separate instruction pipelines, each of which will follow this same
approach.

Figure 8.4: Proposed Adaptive Pipeline Architecture
The first new hardware structure is a Pipeline Usage Register. The purpose of
this register is to indicate the temporal utilization of a given pipeline path. This register
will initially be populated with a non-zero value, and over time that value will decrease
towards zero if the pipeline is idle. Once this register becomes zero, a Disable Signal
will be asserted high, which will disable the issue queue, issue stage, execution stage,
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and writeback stage of the pipeline. These disabled hardware structures will have their
supply voltage gated as described in [47], obviating both dynamic switching power and
any static leakage power.
The Pipeline Usage Register is implemented as a shift register (similar in fashion
to the FSR described earlier in Chapter 6). Upon receiving the R-Shift Trigger signal,
the Pipeline Usage Register is right shifted and fed a most-significant-bit (MSB) value
of 0. The R-Shift Trigger signal will be generated by a Frequency Divider that will take
the pipeline clock and divide it by 8. In this fashion, the R-Shift Trigger signal will occur
every 8 pipeline cycles. This mechanism will be what determines that a given pipeline
has been idle for a period of time and causes the Pipeline Usage Register to become
zero, in turn shutting down the pipeline hardware structures.
The reciprocal logic that marks that a pipeline is actively in use is controlled by
the Reset Trigger signal. This reset signal will be asserted during the decode stage one
cycle before the instruction is dispatched into an issue queue. Upon the Reset Trigger
signal going high, the Pipeline Usage Register will be reset to the value specified in the
Reset Value Register. This logic not only handles the case of ensuring that an active
pipeline is not turned off by keeping the Pipeline Usage Register non-zero, but it also
handles re-enabling a disabled pipeline without causing any performance penalty. The
decode stage typically takes multiple cycles (7 in our example architecture), since the
instruction is not only decoded, but other logic like register renaming is done as well.
Given this, the instruction type (i.e. integer, floating-point, branch, etc.) is determined
rather early in the decode stage (based on the instruction opcode), and this information
can be conveyed to the Pipeline Usage Register while things like register renaming are
being done. Based on this observation, the Reset Trigger signal can be generated one
cycle prior to the instruction being dispatched into an issue queue. This allows a possibly
disabled issue queue to be re-enabled before a dispatched instruction is sent to it.
The Reset Value Register will posses the property of having a continuous run of
1’s of some length L starting from the LSB. The longer the length L is, the longer the
pipeline must remain idle before it will cause an automatic shut down. This structuring
of the Reset Value Register will minimize bit-flipping transitions within the Pipeline
Usage Register (avoiding needless dynamic power consumption). Since the Pipeline
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Usage Register is right-shifted over and over, each right-shift will only incur a single
bit-flip.
A further power reducing optimization is the circuitry to determine when the
Pipeline Usage Register is zero. Instead of using a relatively expensive comparator
circuit, all the bits within the Pipeline Usage Register can simply be fed into a NOR
gate, which will become 1 only when all the input bits are 0.
Lastly, we can further optimize the instruction types with multiple pipelines (e.g.
Integer and Floating-Point. In these cases, there may not be sufficient instructions to
merit having two parallel pipeline paths. In order to gracefully account for this situation,
the dispatch logic will be slightly updated. Instead of randomly selecting one of the
issue queues to dispatch the instruction to, the multiple issue queues will be prioritized.
Only when the first issue queue is full will the instruction be dispatched into the next
queue. In this fashion, if one issue queue is able to support the instruction stream without
becoming inundated, it will cause the second issue queue to remain idle, causing it to
turn off. If the instruction demand increases and spills over the first issue queue, then
the second issue queue can service the instructions as before. Performance will remain
unaffected by this change. Rather, this prioritization of issue queues helps essentially
defragment and compress the instructions into one queue before needing to expand into
another, helping the second pipeline remain idle and be turned off to conserve power.
For the purposes of this proposal, the Pipeline Usage Register and Reset Value
Register were chosen to be 8-bits. Given that the clock divider interval for right-shifting
the Pipeline Usage Register is set to 8 pipeline cycles, the minimum safe value for
the Reset Value Register is 00000011. This is because at least two right-shift intervals
need to occur before we shut down the pipeline, ensuring any active executions have
sufficient time to complete and exit the pipeline. Given that the longest pipeline stage in
our design is the Floating-Point pipeline, taking up to 12 cycles once leaving the issue
queue, having two intervals of 8 pipeline cycles ensures that the last instruction in that
pipeline has completed before the pipeline is disabled. This helps to greatly simplify the
shutdown logic, since no querying within the execution stages needs to occur before we
turn off the pipeline. For the cases of pipeline stalls, the same stalling mechanism will
cause the clock divider to also not move forward ensuring consistency in the timing.

147

8.2.2 Software-Driven Reset Thresholds
The prior section described the microarchitectural design to enable the adaptive
instruction pipeline. However, instead of arbitrarily selecting the value for the Reset
Value Register and hard-coding it across all the pipelines and even across different applications, one would like to make a more intelligent selection. Looking back at the
instruction mixes shown for the benchmarks in Figure 8.2 and Figure 8.3, a logical extension would be to leverage this information to help guide the selection of the reset
threshold value.
The general observation is that if the quantity of a particular instruction type is
quite low, there is a higher probability that the pipeline for that instruction type will
be idle. Furthermore, when the rare instruction type does occur, it most likely will
be sporadic and shutting down the pipeline sooner rather than later can help maximize
power savings. Thus, it is proposed to set the Reset Value Register to the following
values based on the relative percentage of the instruction type:
• If the instruction type is < 5%, Reset Value Register = 00000011
• Else if the instruction type is < 20%, Reset Value Register = 00011111
• Else, Reset Value Register = 11111111

Figure 8.5: Overview of Compiler and Hardware Interaction
In order to determine the instruction type distribution of an application including
all foundation libraries, on-device code analysis is employed. A simple post-processing
script can read binary code and identify the opcodes for each instruction type. This information will then be passed to the underlying hardware microarchitecture to populate
the values for the various Reset Value Registers associated with each instruction type. A
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high-level overview of this architecture was presented in Section 1.3.1 and is shown in
Figure 8.5.

8.3

Experimental Results
In order to assess the benefit from this proposed architectural design, we utilized

the SimpleScalar framework [76]. The stock code initially utilized a basic register update unit (RUU) structure, combining the reorder buffer (ROB) and reservation stations
and provided no register renaming. In order to match the target architecture and fully
exploit possible parallelism and instruction throughput, the default sim-outorder simulator was modified to implement a full speculative Tomasulo architecture [93], including
register renaming and decentralized issue queues stations. Furthermore, the simulator
is augmented with the adaptive instruction pipeline logic proposed in this chapter and
also incorporates a heavily customized version of the Wattch power analysis framework
[88].
Table 8.1 summarizes the system configuration parameters, reflecting a typical
high-performance mobile processor.
Table 8.1: Hardware Configuration Parameters
Fetch Stages 5
Decode Stages 7
Issue Stages 1
Execution Stages, INT 1
Execution Stages, MULT 4
Execution Stages, FP ADD/SUB 2
Execution Stages, FP MUL 6
Execution Stages, FP DIV 10
Execution Stages, BRANCH 1
Execution Stages, LD/ST 4
Writeback Stages 1
Issue Queue Entries 8
Instruction L1 cache 64 KB, 4-way set-associative
Data L1 cache 64 KB, 4-way set-associative
Unified L2 cache 2MB, 8-way set-associative
Number of Pipelines 2 INT, 1 MULT, 2 FP
1 BRANCH, 1 LD, 1 ST
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The complete SPEC CPU2000 benchmark suite [77] is used, providing 12 integer and 14 floating-point real-world applications. A listing of these benchmarks and
their respective descriptions are provided in Table 8.2. The benchmarks are crosscompiled for the PISA instruction set using the highest level of optimization available
for the language-specific compiler. The reference inputs are used for each benchmark,
with each benchmark executed in its entirety from start to finish.
Table 8.2: Description of Benchmarks
Benchmark Description
bzip2 Memory-based compression algorithm
crafty High-performance chess playing game
I
eon Probabilistic ray tracer visualization
N
gap Group theory interpreter
T
gcc GNU C compiler
E
gzip LZ77 compression algorithm
G
mcf Vehicle scheduling combinatorial optimization
E
parser Dictionary-based word processing
R
perlbmk Perl programming language interpreter
twolf CAD place-and-route simulation
vortex Object-oriented database transactions
vpr FPGA circuit placement and routing
F
ammp Computational chemistry
L
applu Parabolic partial differential equations
O
apsi Meteorology pollutant distribution
A
art Image recognition / neural networks
T
equake Seismic wave propagation simulation
I
facerec Face recognition image processing
N
fma3d Finite-element crash simulation
G
galgel Computational fluid dynamics
lucas Number theory / primality testing
P
mesa 3D graphics library
O
mgrid Multi-grid 3D potential field solver
I sixtrack High energy nuclear physics accelerator
N
swim Shallow water modeling
T
wupwise Physics / quantum chromodynamics
In order to assess the proposed architecture, the complete pipeline power utilization is analyzed, including both dynamic and static power. The additional power
overhead incurred for enabling the adaptive pipeline, such as from registers, control
logic, and transitioning pipelines off and on, are also incorporated into the results. Fig-
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ure 8.6 shows the power reduction across the pipeline logic observed for the integer
benchmarks. The average power savings for integer benchmarks is 27%. As one can
see, the proposed architecture is able to eliminate a substantial amount of power consumption by adaptively disabling portions of the pipeline when they are not actively
needed. In particular, most of the integer benchmarks rarely, if ever, use the floatingpoint pipeline, which can acccount for approximately 20% of the energy in the pipeline
logic. Furthermore, these power savings come at no cost to processor performance. Instruction throughput is not degraded using this proposal, since anytime disabled pipeline
resources are needed they will be immediately re-enabled.

Figure 8.6: Integer Benchmarks Pipeline Power Reduction
Similarly, the power savings for floating-point benchmarks are shown in Figure 8.7. The average power savings is approximately 19%, which is still noteworthy.
As one would expect, the benefit is slightly less than the integer case, since the floatingpoint pipeline will need to be enabled much more often. However, the adaptive logic is
still able to identify excess hardware resources that may occur throughout the execution
lifetime and intelligently turn them off to save power.

151

Figure 8.7: Floating-Point Benchmarks Pipeline Power Reduction

8.4

Conclusions
High-performance mobile processors typically employ more power-hungry out-

of-order processors with deep pipelines in order to meet peak demands. However, not all
applications possess the exact same instruction mix, leading to uneven physical resource
allocations within the process pipeline. Given that power is a critical concern for mobile
devices, conserving power without negatively impacting performance is a top priority.
A novel adaptive instruction pipeline architecture for mobile processors has
been presented. This adaptive architecture leverages the unique characteristics of highperformance processor microarchitecture design to propose a frugal dynamically adaptive mechanism to enable fine-grained pipeline gating. Based on run time utilization, idle pipelines and associated issue queues are turned off to reduce dynamic and
leakage power. The proposed microarchitecture automatically shuts down individual
pipeline paths during periods of reduced utilization. Upon subsequent demand, these
pipeline paths are preemptively re-enabled to completely avoid any performance penalties. Application-specific code analysis is also leveraged to guide the aggressiveness of
the pipeline gating. The results demonstrate a substantial amount of power savings can
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be achieved without any impact to performance.
This framework for dynamically adapting the pipeline architecture leverages two
of the high-level approaches defined earlier in this dissertation in Chapter 1. First, the
compiler-device interface is enhanced in order to extract and convey critical metadata
onto the device (see Section 1.3.1). High-level information metadata about the instruction type mixture is extracted based on the downloaded application and the devicespecific operating system foundation libraries in order to create a complete view of the
program. This metadata is provided to the underlying hardware microarchitecture to
help guide run-time adaptation. Second, dynamic adaptation and tuning of the hardware
is enabled (see Section 1.3.3). Using a small amount of hardware structures, run-time
monitoring of pipeline path utilization is enabled, allowing idle pipeline paths to automatically be disabled in order to conserve power. The result of this approach enables
the hardware to dynamically react to the changing application behavior and ensure that
only the necessary hardware resources are enabled, reducing power consumption without degrading performance.

Chapter 9
Conclusions
As demonstrated throughout this dissertation, the high-performance mobile processor domain is unique in a number of ways. The distributed software ecosystem provides robust applications that heavily rely on locally distributed framework libraries.
These devices contain numerous sensors, such as accelerometers, gyroscopes, magnetometers, GPS, and proximity and ambient light detectors. They are always on and
always connected, continuously communicating and updating information in the background, while also being used for periods of intensive computational tasks like playing
video games, providing interactive navigation, and recording videos. The peak performance that is demanded of these devices rivals that of a high-performance desktop,
while most of the time a much lower level of performance is required. Given this, heterogeneous processor topologies have been introduced to handle these large swings in
performance demands. Additionally, these devices need to be compact and able to easily
be carried on a person, so challenges exist in terms of area and heat dissipation. Indeed,
unlike a standard desktop or laptop computer, these devices have no cooling fans and
must rely on passive cooling alone. Given this, many of the microarchitectural hardware structures found in these mobile devices are often smaller or less complex than
their desktop equivalents, yet still consume an appreciable amount of power.
This dissertation addresses the necessity for an effective and efficient optimization framework for next-generation heterogeneous mobile application processors. These
high-end devices demand exceptional performance, yet must also be extremely power
efficient to be commercially viable. These opposing forces necessitate innovative solu-
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tions to enable peak performance on demand, while ensuring a fastidious attention to
power efficiency. While high-level heterogeneous topologies can help overcome large
swings in performance characteristics, there is still a need to provide more fine-grained
optimizations within each processor domain. A generalized, three-pronged optimization framework has been presented and is able to provide improvements across a broad
range of power-hungry microarchitectural structures, including branch prediction, instruction and data caches, and instruction pipelines. The high-level goal of these three
approaches is to extend the continuum of the heterogeneous processor topology and
provide additional granularity to help deliver the necessary performance for the least
amount of power during execution.
The first optimization approach, described in Section 1.3.2, leveraged static code
analysis and compiler techniques in order to transform the application into a more efficient instruction sequence while maintaining equivalent functionality. Using such static
techniques, inefficient code is optimized in order to help reduce power consumption
and improve performance. A novel mobile ecosystem has been demonstrated, where
on-device static code optimization can combine knowledge of user applications with
operating system foundation libraries, enabling a complete view of all program code.
Using this global program knowledge, interprocedural optimizations to streamline control flow such as statically resolving dynamic dispatch sites is accomplished. Furthermore, instruction ordering is adjusted to help ameliorate run-time data hazards, such as
pipeline stalling due to cache misses.
The second optimization approach enhances the hardware microarchitecture to
dynamically detect and adapt to changes while executing the application, as described
in Section 1.3.3. Using this paradigm, a novel architecture is presented that exemplifies
how minimal hardware structures can be used to identify usage patterns during execution
and reconfigure the microarchitecture in order to save power. These dynamic adaptation
techniques can help extend the continuum of the heterogeneous processor topologies
that are unique to mobile devices, allowing the hardware to dynamically react to finegrained changes in application behavior and ensure that only the necessary hardware
resources are enabled. A cache architecture that allows fine-grained dynamic expansion and contraction of storage space is proposed in order to help improve performance
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while eliminating leakage power. An innovative hardware-based cache coherence protocol is presented, which is able to dynamically determine whether to use localized
storage and coherence, or to force immediate synchronization into shared memory to
reduce power dissipation overheads. Similarly, a reconfigurable instruction pipeline is
proposed which enables dynamically shrinking the pipeline width based on functional
unit demand, helping obviate power from idle pipeline paths.
The third optimization approach involves melding the two aforementioned approaches. As proposed in Section 1.3.1, high-level static information garnered during
compile time is conveyed into the hardware microarchitecture to help more intelligently
guide dynamic run time adaptation. An innovative solution to memory-based pipeline
stalls is demonstrated by extracting compile time information regarding data dependencies for individual load instructions, and conveying this information to the hardware in
order to provide knowledge of available non-dependent instructions that can continue to
be executed. Another proposal demonstrated the benefits of combining static information with hardware execution in order to eliminate costly accesses to the branch target
buffer (BTB) every cycle.
The proposed methodologies are complementary and can be combined together
in order to deliver significant power reductions without sacrificing performance. The experimental results based on real-world hardware architectures and representative benchmark suites evince the effectiveness of the proposed methods.
Figure 9.1 shows a summary of the high-level software and architectural optimization framework presented in this dissertation. First, the unique characteristics of
the mobile ecosystem are taken into account. As illustrated in Chapter 1, one of the
main challenges in the mobile software ecosystem relates to the distributed nature of
the application code. Applications developed for smartphones and tablets heavily rely
on device-specific foundation libraries. While the Application Binary Interface (ABI)
remains consistent, the underlying code within the foundation libraries can greatly differ
across individual devices. A novel approach is developed that preserves high-level application information and conveys this information onto the device to be combined with
device-specific foundation libraries. With this new unified program view, code transformation and optimization techniques are employed to provide targeted improvements to
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Figure 9.1:
Framework

Summary of High-Level Software and Architectural Optimization

many facets of the mobile microarchitecture. Static code re-ordering and polymorphic
call transformations deliver improvements to the execution pipeline, caches, and branch
prediction hardware. Furthermore, the mobile ecosystem analysis provides the ability to
extract high-level static application-specific information. Information such as memory
access patterns, control flow graphs, and data dependencies of memory instructions can
now easily be gleaned. This statically extracted metadata is conveyed to the underlying
hardware microarchitecture, in order to intelligently guide dynamic adaptation of the
microarchitecture based on run-time events. For example, the caches and branch prediction hardware will use this high-level application-specific information to guide their dynamic reconfiguration. This unified software and architectural optimization framework
is able to address the unique characteristics of high-performance mobile devices and
provide application-specific customizations to improve performance and reduce power
consumption.
As the ubiquity of mobile smartphones and tablets continues to increase, the ability to continually deliver more computational horsepower using the least amount of bat-
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tery life becomes a major differentiating factor for the mobile SoC industry. Consumers
demand devices that are able to provide an exceptional user experience while maintaining battery longevity. In order to remain competitive in this evolving marketplace, it is
paramount to provide targeted, fine-grained optimizations that accentuate both performance and power improvements. As the demands for higher performance and lower
power continue to rise, it can be expected that the benefits of the proposed methodologies are only slated to increase further. By identifying and combining both microarchitectural and software optimizations, performance can be improved while power dissipation is significantly ameliorated, leading to an improved competitive position in the
marketplace.

Bibliography
[1] International Data Corporation, “Worldwide smartphone shipments top one billion
units for the first time, according to IDC,” Jan. 2014. [Online]. Available: https://
www.idc.com/getdoc.jsp?containerId=prUS24645514
[2] Qualcomm Technologies, Inc., “Qualcomm Snapdragon 800 processors,” Apr.
2014. [Online]. Available: http://www.qualcomm.com/snapdragon/processors/800
[3] Samsung Electronics Co.Ltd., “Samsung Exynos 5 Octa,” Apr. 2014.
[Online]. Available: http://www.samsung.com/global/business/semiconductor/
minisite/Exynos/products5octa_5420.html
[4] ARM Holdings, “ARM Cortex-A15,” Apr. 2014. [Online]. Available: http://www.
arm.com/products/processors/cortex-a/cortex-a15.php
[5] G. Blake, R. Dreslinski, and T. Mudge, “A survey of multicore processors,” IEEE
Signal Processing Magazine, vol. 26, no. 6, pp. 26–37, 2009.
[6] S. Rodriguez and B. Jacob, “Energy/power breakdown of pipelined nanometer
caches (90nm/65nm/45nm/32nm),” in Proceedings of the 2006 International Symposium on Low Power Electronics and Design, 2006, pp. 25–30.
[7] ITRS, “Semiconductor Industry Association. International Technology Roadmap
for Semiconductors, 2009,” 2009. [Online]. Available: http://www.itrs.net/
[8] M. Horowitz, T. Indermaur, and R. Gonzalez, “Low-power digital design,” in Proceedings of the 1994 IEEE Symposium on Low Power Electronics, 1994, pp. 8–11.
[9] R. Gonzalez, B. Gordon, and M. Horowitz, “Supply and threshold voltage scaling
for low power cmos,” IEEE Journal of Solid-State Circuits, vol. 32, no. 8, pp.
1210–1216, 1997.
[10] P. Greenhalgh, “big.LITTLE processing with ARM Cortex-A15 & CortexA7,” May 2013. [Online]. Available: http://www.arm.com/files/downloads/big_
LITTLE_Final_Final.pdf

158

159
[11] Apple Inc.,
“App
store
press
release,”
Jan.
2013.
[Online].
Available:
http://www.apple.com/pr/library/2013/01/
07App-Store-Tops-40-Billion-Downloads-with-Almost-Half-in-2012.html
[12] A. Gutierrez, R. Dreslinski, T. Wenisch, T. Mudge, A. Saidi, C. Emmons, and
N. Paver, “Full-system analysis and characterization of interactive smartphone applications,” in Proceedings of the 2011 IEEE International Symposium on Workload Characterization, 2011, pp. 81–90.
[13] A. Shye, B. Scholbrock, and G. Memik, “Into the wild: Studying real user activity
patterns to guide power optimizations for mobile architectures,” in Proceedings
of the 42Nd Annual IEEE/ACM International Symposium on Microarchitecture,
2009, pp. 168–178.
[14] A. Malik, B. Moyer, and D. Cermak, “A low power unified cache architecture
providing power and performance flexibility,” in Proceedings of the 2000 International Symposium on Low Power Electronics and Design, 2000, pp. 241–243.
[15] D. Parikh, K. Skadron, Y. Zhang, and M. Stan, “Power-aware branch prediction:
characterization and design,” IEEE Transactions on Computers, vol. 53, no. 2, pp.
168–186, 2004.
[16] W. Bircher, M. Valluri, J. Law, and L. John, “Runtime identification of microprocessor energy saving opportunities,” in Proceedings of the 2005 International
Symposium on Low Power Electronics and Design, 2005, pp. 275–280.
[17] C. Thompson, D. Schmidt, H. Turner, and J. White, “Analyzing mobile application software power consumption via model-driven engineering,” in Proceedings
of the 1st International Conference on Pervasive and Embedded Computing and
Communication Systems, 2011, pp. 101–113.
[18] L. Zhang, B. Tiwana, Z. Qian, Z. Wang, R. Dick, Z. Mao, and L. Yang, “Accurate online power estimation and automatic battery behavior based power model
generation for smartphones,” in Proceedings of the Eighth IEEE/ACM/IFIP International Conference on Hardware/Software Codesign and System Synthesis, 2010,
pp. 105–114.
[19] H. Falaki, R. Mahajan, S. Kandula, D. Lymberopoulos, R. Govindan, and D. Estrin, “Diversity in smartphone usage,” in Proceedings of the 8th International Conference on Mobile Systems, Applications, and Services, 2010, pp. 179–194.
[20] A. Carroll and G. Heiser, “An analysis of power consumption in a smartphone,” in
Proceedings of the 2010 USENIX Annual Technical Conference, 2010, pp. 21–34.

160
[21] T. Pering, Y. Agarwal, R. Gupta, and R. Want, “CoolSpots: Reducing the power
consumption of wireless mobile devices with multiple radio interfaces,” in Proceedings of the 4th International Conference on Mobile Systems, Applications and
Services, 2006, pp. 220–232.
[22] N. Balasubramanian, A. Balasubramanian, and A. Venkataramani, “Energy consumption in mobile phones: A measurement study and implications for network
applications,” in Proceedings of the 9th ACM SIGCOMM Conference on Internet
Measurement Conference, 2009, pp. 280–293.
[23] A. Gupta and P. Mohapatra, “Energy consumption and conservation in WiFi based
phones: A measurement-based study,” in Proceedings of the 4th Annual IEEE
Communications Society Conference on Sensor, Mesh and Ad Hoc Communications and Networks, 2007, pp. 122–131.
[24] R. Tomasulo, “An efficient algorithm for exploiting multiple arithmetic units,” IBM
Journal of Research and Development, vol. 11, no. 1, pp. 25–33, 1967.
[25] J. Smith and A. Pleszkun, “Implementation of precise interrupts in pipelined processors,” IEEE Transactions on Computers, vol. 37, no. 5, pp. 562–573, 1988.
[26] S. Hily and A. Seznec, “Out-of-order execution may not be cost-effective on processors featuring simultaneous multithreading,” in Proceedings of the 5th International Symposium on High Performance Computer Architecture. Washington,
DC, USA: IEEE Computer Society, 1999, pp. 64–67.
[27] J. Grossman, “Cheap out-of-order execution using delayed issue,” in ICCD ’00:
Proceedings of the 2000 IEEE International Conference on Computer Design,
2000, pp. 549–551.
[28] D. Callahan, K. Kennedy, and A. Porterfield, “Software prefetching,” in Proceedings of the Fourth International Conference on Architectural Support for Programming Languages and Operating Systems. New York, NY, USA: ACM, 1991, pp.
40–52.
[29] A. Klaiber and H. Levy, “An architecture for software-controlled data prefetching,”
SIGARCH Computer Architecture News, vol. 19, no. 3, pp. 43–53, 1991.
[30] T. Mowry, M. Lam, and A. Gupta, “Design and evaluation of a compiler algorithm
for prefetching,” in Proceedings of the Fifth International Conference on Architectural Support for Programming Languages and Operating Systems. New York,
NY, USA: ACM, 1992, pp. 62–73.
[31] A. Badawy, A. Aggarwal, D. Yeung, and C. Tseng, “Evaluating the impact of
memory system performance on software prefetching and locality optimizations,”
in Proceedings of the 15th International Conference on Supercomputing. New
York, NY, USA: ACM, 2001, pp. 486–500.

161
[32] N. Jouppi, “Improving direct-mapped cache performance by the addition of a small
fully-associative cache and prefetch buffers,” SIGARCH Computer Architecture
News, vol. 18, no. 2SI, pp. 364–373, 1990.
[33] J. Baer and T. Chen, “An effective on-chip preloading scheme to reduce data access
penalty,” in Proceedings of the 1991 ACM/IEEE Conference on Supercomputing.
New York, NY, USA: ACM, 1991, pp. 176–186.
[34] J. Fu, J. Patel, and B. Janssens, “Stride directed prefetching in scalar processors,”
in Proceedings of the 25th Annual International Symposium on Microarchitecture.
Los Alamitos, CA, USA: IEEE Computer Society Press, 1992, pp. 102–110.
[35] D. Joseph and D. Grunwald, “Prefetching using Markov predictors,” in Proceedings of the 24th Annual International Symposium on Computer Architecture. New
York, NY, USA: ACM, 1997, pp. 252–263.
[36] S. Park, A. Shrivastava, and Y. Paek, “Hiding cache miss penalty using prioritybased execution for embedded processors,” in Proceedings of the 2008 IEEE Design, Automation, and Test in Europe Conference and Exhibition, 2008, pp. 1190–
1195.
[37] K. Olukotun, B. Nayfeh, L. Hammond, K. Wilson, and K. Chang, “The case for
a single-chip multiprocessor,” SIGOPS Operating Systems Review, vol. 30, no. 5,
pp. 2–11, 1996.
[38] K. Ghose and M. Kamble, “Reducing power in superscalar processor caches using
subbanking, multiple line buffers and bit-line segmentation,” in Proceedings of the
1999 International Symposium on Low Power Electronics and Design, 1999, pp.
70–75.
[39] U. Ko, P. Balsara, and A. Nanda, “Energy optimization of multi-level processor
cache architectures,” in Proceedings of the 1995 International Symposium on Low
Power Design, 1995, pp. 45–49.
[40] A. Hasegawa, I. Kawasaki, K. Yamada, S. Yoshioka, S. Kawasaki, and P. Biswas,
“SH3: High code density, low power,” IEEE Micro, vol. 15, no. 6, pp. 11–19, 1995.
[41] J. Kin, M. Gupta, and W. Mangione-Smith, “The filter cache: an energy efficient
memory structure,” in Proceedings of the 30th Annual ACM/IEEE International
Symposium on Microarchitecture, 1997, pp. 184–193.
[42] D. Albonesi, “Selective cache ways: on-demand cache resource allocation,” in
Proceedings of the 32nd Annual International Symposium on Microarchitecture,
1999, pp. 248–259.

162
[43] B. Calder, D. Grunwald, and J. Emer, “Predictive sequential associative cache,” in
Proceedings of the Second International Symposium on High-Performance Computer Architecture, 1996, pp. 244–253.
[44] K. Inoue, T. Ishihara, and K. Murakami, “Way-predicting set-associative cache
for high performance and low energy consumption,” in Proceedings of the 1999
International Symposium on Low Power Electronics and Design, 1999, pp. 273–
275.
[45] A. Gordon-Ross, F. Vahid, and N. Dutt, “Fast configurable-cache tuning with a
unified second-level cache,” IEEE Transactions on Very Large Scale Integration
Systems, vol. 17, no. 1, pp. 80–91, 2009.
[46] K. Sundararajan, T. Jones, and N. Topham, “Smart cache: A self adaptive cache
architecture for energy efficiency,” in Proceedings of the 2011 International Conference on Embedded Computer Systems (SAMOS), 2011, pp. 41–50.
[47] M. Powell, S. Yang, B. Falsafi, K. Roy, and T. Vijaykumar, “Gated-Vdd : a circuit
technique to reduce leakage in deep-submicron cache memories,” in Proceedings
of the 2000 International Symposium on Low Power Electronics and Design, 2000,
pp. 90–95.
[48] A. Agarwal, H. Li, and K. Roy, “DRG-cache: a data retention gated-ground cache
for low power,” in Proceedings of the 39th Design Automation Conference, 2002,
pp. 473–478.
[49] K. Flautner, N. Kim, S. Martin, D. Blaauw, and T. Mudge, “Drowsy caches: simple
techniques for reducing leakage power,” SIGARCH Computer Architecture News,
vol. 30, no. 2, pp. 148–157, 2002.
[50] M. Ekman, P. Stenström, and F. Dahlgren, “TLB and snoop energy-reduction using virtual caches in low-power chip-multiprocessors,” in Proceedings of the 2002
International Symposium on Low Power Electronics and Design, New York, NY,
2002, pp. 243–246.
[51] C. Saldanha and M. Lipasti, “Power efficient cache coherence,” in Proceedings of
the 2001 Workshop on Memory Performance Issues, 2001.
[52] A. Moshovos, G. Memik, B. Falsafi, and A. Choudhary, “JETTY: Filtering snoops
for reduced energy consumption in SMP servers,” in Proceedings of the 7th International Symposium on High-Performance Computer Architecture, Los Alamitos,
CA, 2001, pp. 85–96.
[53] A. Moshovos, “RegionScout: Exploiting coarse grain sharing in snoop-based coherence,” in Proceedings of the 32nd Annual International Symposium on Computer Architecture, Washington, DC, 2005, pp. 234–245.

163
[54] A. Dash and P. Petrov, “Energy-efficient cache coherence for embedded multiprocessor systems through application-driven snoop filtering,” in Proceedings of
the 9th EUROMICRO Conference on Digital System Design, Washington, DC,
2006, pp. 79–82.
[55] D. Grove, J. Dean, C. Garrett, and C. Chambers, “Profile-guided receiver class
prediction,” in Proceedings of the Tenth Annual Conference on Object-oriented
Programming Systems, Languages, and Applications, 1995, pp. 108–123.
[56] C. Zhang, H. Xu, S. Zhang, J. Zhao, and Y. Chen, “Frequency estimation of virtual
call targets for object-oriented programs,” in Proceedings of the 25th European
Conference on Object-oriented Programming, 2011, pp. 510–532.
[57] J. Dean, D. Grove, and C. Chambers, “Optimization of object-oriented programs
using static class hierarchy analysis,” in Proceedings of the 9th European Conference on Object-Oriented Programming, 1995, pp. 77–101.
[58] O. Zendra, D. Colnet, and S. Collin, “Efficient dynamic dispatch without virtual
function tables: the SmallEiffel compiler,” in Proceedings of the 12th ACM SIGPLAN Conference on Object-oriented Programming, Systems, Languages, and Applications, 1997, pp. 125–141.
[59] S. Plazar, J. Kleinsorge, H. Falk, and P. Marwedel, “WCET-driven branch prediction aware code positioning,” in Proceedings of the 14th International Conference
on Compilers, Architectures and Synthesis for Embedded Systems, 2011, pp. 165–
174.
[60] R. Teodorescu and R. Pandey, “Using JIT compilation and configurable runtime
systems for efficient deployment of java programs on ubiquitous devices,” in Proceedings of the 2001 Conference on Ubiquitous Computing, 2001, pp. 76–95.
[61] F. Pizlo, L. Ziarek, E. Blanton, P. Maj, and J. Vitek, “High-level programming of
embedded hard real-time devices,” in Proceedings of the 5th European Conference
on Computer Systems, 2010, pp. 69–82.
[62] M. Huang, D. Chaver, L. Piñuel, M. Prieto, and F. Tirado, “Customizing the branch
predictor to reduce complexity and energy consumption,” IEEE Micro, vol. 23,
no. 5, pp. 12–25, 2003.
[63] D. Chaver, L. Piñuel, M. Prieto, F. Tirado, and M. Huang, “Branch prediction on
demand: An energy-efficient solution,” in Proceedings of the 2003 International
Symposium on Low Power Electronics and Design, 2003, pp. 390–395.
[64] P. Petrov and A. Orailoglu, “Low-power branch target buffer for applicationspecific embedded processors,” IEE Proceedings on Computers and Digital Techniques, vol. 152, no. 4, pp. 482–488, 2005.

164
[65] N. Levison and S. Weiss, “Low power branch prediction for embedded application
processors,” in Proceedings of the 16th ACM/IEEE International Symposium on
Low Power Electronics and Design, 2010, pp. 67–72.
[66] S. Wang, J. Hu, and S. Ziavras, “BTB access filtering: A low energy and high
performance design,” in Proceedings of the 2008 IEEE Computer Society Annual
Symposium on VLSI, 2008, pp. 81–86.
[67] Apple Inc., “objc class source code,” Feb. 2010. [Online]. Available: http://www.
opensource.apple.com/source/objc4/objc4-437/runtime/objc-class.m
[68] ——,
“objc_msgSend
source
code,”
Feb.
2010.
[Online].
http://www.opensource.apple.com/source/objc4/objc4-437/runtime/
Available:
Messengers.subproj/objc-msg-arm.s
[69] K. Driesen and U. Hölzle, “The direct cost of virtual function calls in C++,” in
Proceedings of the 11th ACM SIGPLAN Conference on Object-Oriented Programming, Systems, Languages, and Applications, 1996, pp. 306–323.
[70] J. Joao, O. Mutlu, H. Kim, R. Agarwal, and Y. Patt, “Improving the performance
of object-oriented languages with dynamic predication of indirect jumps,” in Proceedings of the 13th International Conference on Architectural Support for Programming Languages and Operating Systems, 2008, pp. 80–90.
[71] D. Parikh, K. Skadron, Y. Zhang, M. Barcella, and M. Stan, “Power issues related
to branch prediction,” in Proceedings of the Eighth International Symposium on
High-Performance Computer Architecture, 2002, pp. 233–244.
[72] G. Bournoutian and A. Orailoglu, “Miss reduction in embedded processors through
dynamic, power-friendly cache design,” in Proceedings of the 45th Annual Design
Automation Conference, 2008, pp. 304–309.
[73] ——, “Dynamic, non-linear cache architecture for power-sensitive mobile processors,” in Proceedings of the 2010 IEEE/ACM/IFIP International Conference on
Hardware/Software Codesign and System Synthesis, 2010, pp. 187–194.
[74] ——, “Application-aware adaptive cache architecture for power-sensitive mobile
processors,” ACM Transactions on Embedded Computer Systems, vol. 13, no. 3,
pp. 41:1–41:26, 2013.
[75] E. Sprangle and D. Carmean, “Increasing processor performance by implementing
deeper pipelines,” SIGARCH Computer Architecture News, vol. 30, no. 2, pp. 25–
34, 2002.
[76] T. Austin, E. Larson, and D. Ernst, “SimpleScalar: An infrastructure for computer
system modeling,” Computer, vol. 35, no. 2, pp. 59–67, 2002.

165
[77] SPEC, “SPEC CPU2000 Benchmarks,” 2000. [Online]. Available: http://www.
spec.org/cpu/
[78] C. Lee, M. Potkonjak, and W. Mangione-Smith, “MediaBench: a tool for evaluating and synthesizing multimedia and communicatons systems,” in Proceedings of
the 30th Annual ACM/IEEE International Symposium on Microarchitecture, 1997,
pp. 330–335.
[79] M. Guthaus, J. Ringenberg, D. Ernst, T. Austin, T. Mudge, and R. Brown,
“MiBench: A free, commercially representative embedded benchmark suite,” in
Proceedings of the 2001 IEEE International Workshop on Workload Characterization, 2001, pp. 3–14.
[80] D. Folegnani and A. González, “Energy-effective issue logic,” SIGARCH Computer Architecture News, vol. 29, no. 2, pp. 230–239, 2001.
[81] S. Wilton and N. Jouppi, “CACTI: An enhanced cache access and cycle time
model,” IEEE Journal of Solid-State Circuits, vol. 31, no. 5, pp. 677–688, 1996.
[82] Apple Inc., “App store press release,” Jan. 2014. [Online]. Available: http://www.
apple.com/pr/library/2014/01/07App-Store-Sales-Top-10-Billion-in-2013.html
[83] C. Perleberg and A. Smith, “Branch target buffer design and optimization,” IEEE
Transactions on Computers, vol. 42, no. 4, pp. 396–412, 1993.
[84] G. Bournoutian and A. Orailoglu, “On-device Objective-C application optimization framework for high-performance mobile processors,” in Proceedings of the
2014 IEEE Design, Automation, and Test in Europe Conference and Exhibition,
2014, pp. 85:1–85:6.
[85] M. Mamidipaka and N. Dutt, “eCACTI: An enhanced power estimation model for
on-chip caches,” University of California, Irvine Center for Embedded Computer
Systems Technical Report TR-04-28, 2004.
[86] A. Agarwal and S. Pudar, “Column-associative caches: A technique for reducing
the miss rate of direct-mapped caches,” in Proceedings of the 20th Annual International Symposium on Computer Architecture, 1993, pp. 179–190.
[87] N. Nethercote and J. Seward, “Valgrind: a framework for heavyweight dynamic
binary instrumentation,” in Proceedings of the 2007 ACM SIGPLAN Conference
on Programming Language Design and Implementation, 2007, pp. 89–100.
[88] D. Brooks, V. Tiwari, and M. Martonosi, “Wattch: a framework for architecturallevel power analysis and optimizations,” in Proceedings of the 27th Annual International Symposium on Computer Architecture, 2000, pp. 83–94.

166
[89] M. Papamarcos and J. Patel, “A low-overhead coherence solution for multiprocessors with private cache memories,” in Proceedings of the 11th Annual International
Symposium on Computer Architecture, New York, NY, 1984, pp. 348–354.
[90] N. Binkert, R. Dreslinski, L. Hsu, K. Lim, A. Saidi, and S. Reinhardt, “The M5
simulator: modeling networked systems,” IEEE Micro, vol. 26, no. 4, pp. 52–60,
2006.
[91] J. Singh, W. Weber, and A. Gupta, “SPLASH: Stanford parallel applications for
shared-memory,” SIGARCH Computer Architecture News, vol. 20, no. 1, pp. 5–
44, 1992.
[92] C. Bienia, S. Kumar, J. P. Singh, and K. Li, “The PARSEC benchmark suite:
characterization and architectural implications,” in Proceedings of the 17th International Conference on Parallel Architectures and Compilation Techniques, New
York, NY, 2008, pp. 72–81.
[93] J. Hennessy and D. Patterson, Computer Architecture: A Quantitative Approach.
Morgan Kaufmann Publishers, Fifth Edition, 2011.

