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Predicting charged protein-ligand binding 
affinities using free energy calculations 

 

Gabriel Jacob Rocklin 

 

Abstract 

 

Predicting protein-ligand binding free energy from physical principles is a grand 

challenge in biophysics, with particular importance for drug discovery. Free energy 

calculations compute binding affinities by using classical mechanics to model the protein 

and ligand at atomic resolution, and using statistical mechanics to analyze simulations of 

these models. The binding affinities computed from these simulations are fully rigorous 

and thermodynamically correct for the model (with adequate sampling), and will agree 

with experimentally measured binding affinities if the model is accurate. Because free 

energy calculations capture the full statistical complexity of binding for flexible 

molecules at ambient temperature, they offer the greatest potential for quantitative 

accuracy of any physical method for predicting binding. 

Here, I (& coauthors) present several studies relating to using free energy 

calculations to predict protein-ligand binding affinities for charged compounds. First, we 

introduce the Separated Topologies method, an approach for using free energy 

calculations to predict relative binding affinities of unrelated ligands. This method is 

useful for studying charged compounds because charged compounds are very difficult to 

study using absolute binding calculations, increasing the importance of relative binding 
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calculations. Second, we use free energy calculations to predict absolute binding 

affinities for charged molecules to a simplified protein binding site, which is specially 

designed for studying charged interactions. These predictions are compared to new 

experimental affinity measurements and new high-resolution structures of the protein-

ligand complexes. We find that all affinities are predicted to be too strong, and that this 

error is directly correlated with the polarity of each ligand. By uniformly weakening the 

strength of electrostatic interactions, we are more successful at predicting binding 

affinity. Third, we design and validate an analytical correction scheme to correct binding 

free energy calculations of ions for artifacts caused by the periodic boundary conditions 

employed in simulations. Fourth, we examine the sensitivity of binding affinities from 

free energy calculations to the force field parameters used in the simulations. This 

provides insight into the strength of electrostatic interactions in protein simulations, 

complementing our previous work comparing simulation results to experiments. Finally, 

we discuss potential future directions of this work. 
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Introduction 

 

 I applied to graduate school and the UCSF Biophysics program with the intent to 

study protein folding. While I did dedicate one three-month rotation to that noble 

endeavor, my interests began to shift toward the study of ligand binding. The protein 

folding problem and the ligand binding problem both have similar features that I find 

attractive: both are biologically important problems that can be studied using physical 

chemistry approaches and concepts, and both problems involve important spatial 

considerations that benefit from being modeled in three dimensions. The ligand binding 

problem seemed perhaps a more pragmatic avenue for research. 

 

1. The ligand binding problem 

 From a computational standpoint, the ligand binding problem is the challenge of 

using a high-resolution structure of a macromolecule (typically a protein) and the 

chemical structure of a small molecule to predict the thermodynamic favorability of the 

two molecules binding together to form a complex. Ideally, the computational method 

employed should be fast enough to enable reasonably rapid sorting of a large library of 

compounds to identify the strongest binders, though as in other fields there are tradeoffs 

between accuracy and speed. This problem is of great practical importance to drug 

discovery: if binding could be predicted from structure, then new ligands could be rapidly 

identified and optimized at low cost following structural characterization of a new target, 

and off-target binding could be predicted and designed against as well. The modern 

physical approaches to the ligand binding problem can be traced back to two lines of 
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research begun in the 1980s. In greatly oversimplified terms, these can be described as 

the practical line of research and the formally rigorous line of research. 

 The practical line of research began with the problem of predicting the binding 

geometry of a protein-ligand complex, or docking
1
. This focus on geometry drove the 

development of algorithms to efficiently sample many ligand orientations. The scoring 

functions used to evaluate orientations were highly simplified, and initially examined 

primarily the shape complementarity of the protein and ligand. Because these docking 

algorithms were designed with practicality in mind, by the early 1990s they had been 

successfully applied to identify inhibitors from large libraries of mostly inactive 

compounds
2
, and today are an integral tool in the set of techniques applied in drug 

discovery. Still, docking algorithms cannot yet quantitatively predict binding affinity, and 

most top-scoring molecules in docking screens will not actually bind.
3
 This significantly 

limits the utility of these algorithms, especially by non-experts, or outside of well-

characterized protein systems that are expected to perform well. 

 The formally rigorous line of research began out of the development of protein 

force fields and molecular dynamics simulations. The goal was to test whether these 

newly developed force fields could accurately predict binding affinities when combined 

with statistical mechanical sampling algorithms and analysis methods. These approaches, 

now commonly called free energy calculations, are considered formally rigorous because 

the simulation data is analyzed according to the laws and derived theorems of statistical 

mechanics, the same theory used to analyze the actual experimental data. Rather than 

devising clever sampling methods for the specific problem of protein-ligand interactions, 

the sampling methods employed in free energy calculations are general-purpose 
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molecular dynamics and Monte Carlo simulations. Unlike docking calculations, free 

energy calculations sample the flexibility of the protein according to its force field 

potential energy surface, and the aqueous environment is modeled using explicit water 

molecules. This statistical mechanics approach to sampling enables the rigorous inclusion 

of the entropic contributions to binding, including changes in the protein and ligand 

conformational entropy, the rotational and translational entropy of the ligand relative to 

the protein, and the solvent entropy. While these contributions are included in the 

calculation, they are not calculated explicitly and their contribution to binding is not 

uniquely defined. This makes it difficult to add approximations for these terms into 

simpler docking calculations. A motivating hypothesis driving the development of free 

energy calculations is that these entropic contributions are essential for accurately 

predicting binding affinities, even though the sampling required greatly increases the 

computational cost of the calculations. 

 To reduce the computational expense, early free energy calculations sought to 

calculate differences in affinity between ligands, rather than standard binding free 

energies. The first calculations in the mid-1980s were encouraging: about 40 picoseconds 

(ps) of simulation could approximately reproduce the difference in trypsin binding 

affinity between benzamidine and p-fluorobenzamidine
4
. A total of 40 ps of simulation 

could also approximately reproduce the difference in thermolysin binding affinity 

between a phosphonamidate inhibitor and an analogous phosphonate ester
5
. It would be 

ten years before free energy calculations would be used to compute a standard binding 

free energy of an organic molecule to a protein
6
, and a further 10 years before these 

calculations would be used to predict standard binding free energies for a handful of 
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unknown molecules
7
. By this time, the computational power applied to one binding 

calculation had increased approximately a thousand-fold. 

 Why were these initial results so exciting? And why are they still exciting, despite 

little or no use outside Academia? The first free energy calculations examined nearly 

identical pairs of molecules – benzamidine with a fluorine instead of a hydrogen, a 

thermolysin inhibitor with a nitrogen instead of an oxygen. It is plausible that simplified 

docking calculations could reproduce these affinity differences as well, without the need 

for expensive simulations. Furthermore, the calculated affinities themselves (like the 

affinities calculated in these chapters) were (and are) of very little intrinsic interest. But 

the original free energy calculations were exciting because the underlying theory - the 

complete representation of molecules using classical mechanics, and the computation of 

binding affinities using statistical mechanics – promised to be more powerful and broadly 

applicable than docking calculations. This was especially evident when free energy 

calculations were used to calculate absolute (standard) binding affinities. Absolute 

binding affinities from free energy calculations were impressively accurate in the first, 

highly simplified systems. By contrast, docking “scores” are rarely quantitatively 

compared with experimental affinities and are not even expected to agree, due to the 

neglect of energetic and entropic terms which cannot be easily calculated in a docking 

framework. 

 In 1962, Kuhn described a scientific paradigm in its infancy
8
: 

To see how this can be so, we must recognize how very limited in both 

scope and precision a paradigm can be at the time of its first appearance. 

Paradigms gain their status because they are more successful than their 

competitors in solving a few problems that the group of practitioners has 

come to recognize as acute. To be more successful is not, however, to be 

either completely successful with a single problem or notably successful 
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with any large number. The success of a paradigm—whether Aristotle’s  

analysis of motion, Ptolemy’s computations of planetary position, 

Lavoisier’s application of the balance, or Maxwell’s mathematization of 

the electromagnetic field—is at the start largely a promise of success 

discoverable in selected and still incomplete examples. Normal science 

consists in the actualization of that promise, an actualization achieved by 

extending the knowledge of those facts that the paradigm displays as 

particularly revealing, by increasing the extent of the match between those 

facts and the paradigm’s predictions, and by further articulation of the 

paradigm itself. 

  

Free energy calculations are still largely a promise, and the chapters of this 

dissertation are my present contribution toward actualization. 

 

2. Charged ligand binding 

 For the better part of the past decade, the Dill and Shoichet groups have studied 

whether blind application of free energy calculations can predict absolute binding 

affinities of small compounds to simplified, engineered protein cavity binding sites. The 

first test examined nonpolar compounds binding to the totally nonpolar binding site in T4 

lysozyme L99A. The second test examined nonpolar and polar compounds binding to the 

slightly polar binding site in T4 lysozyme L99A/M102Q, which offers one hydrogen 

bond acceptor for ligands to interact with. These studies had two main goals, which are in 

part complementary, but also in tension with one another. The first goal was to design 

robust protocols to use free energy calculations predictively, i.e. without knowing either 

the affinity or the ligand binding pose before beginning the calculation. This was new 

territory for free energy calculations, but was of course essential for these calculations to 

be used in drug discovery. The second goal was to study the accuracy of the force fields 

in systems that would, in theory, highlight single types of molecular interactions: 
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nonpolar (hydrophobic) interactions in L99A, polar interactions in L99A/M102Q. The 

goals are complementary because the blind nature of the test reduces any bias that can 

occur in comparing force field results to experiments, and because the engineered binding 

sites offer simple testing grounds for new methods. The goals are in tension, however, 

because there is no guarantee that one will be able to learn anything at all about the 

accuracy of force fields, unless the predictive procedure works as intended, enough 

ligands bind in a predictable fashion and make the intended interactions, and the ligand 

affinities spread out over a sufficiently wide range. Additionally, a project of this type 

can end with two sets of conclusions: one set about robust protocols for blind predictions, 

and one set about force fields, which must be stitched together for presentation. 

 The first three chapters of this dissertation describe my efforts to examine whether 

free energy calculations can predict absolute binding affinities to another simplified, 

engineered protein cavity binding site. In this site, both the protein and most of the 

ligands are charged. Charged interactions are ubiquitous in nature, and a large fraction of 

drugs and metabolites have a net charge at physiological pH. Accurately modeling these 

interactions is an important part of the ligand binding problem. Like the previous studies, 

the goals were twofold: to test improved algorithms for making blind predictions, and to 

examine the accuracy of force fields at modeling charged interactions. Studying charged 

interactions is a natural step to take after studying nonpolar and polar interactions. 

However, the energies of charged interactions are so quantitatively different from 

nonpolar and polar interactions that they are essentially qualitatively different as well.  

Figure 1 makes this clear: 
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Figure 1 shows that the (intrinsic) transfer free energy for a typical charged compound 

from the gas phase to water is an order of magnitude larger than the transfer free energy 

for a typical neutral compound. Likewise, the transfer free energy for a typical charged 

compound from the gas phase to a charged, solvated protein binding site is nearly an 

order of magnitude larger than the transfer free energy for a typical neutral compound. 

The binding affinity is the difference between the ligand’s transfer free energy to water 

and its transfer free energy to the solvated protein binding site, indicated in red in Figure 

1. If the transfer free energies were in error by some consistent fraction (say 10%), this 

would cause a much larger error in the binding affinity of the charged compound than in 

the binding affinity of the neutral compound. 

The large energies result from the Coulomb force, which extends over long 

distances. These energies can cause the environment around the binding site to reorganize 

when a charge is introduced, in an effect referred to as “dielectric relaxation”. The extent 

of this reorganization influences the free energy of introducing the charge. By contrast, 

 
Figure 1. Transfer free energies for neutral and charged compounds 
from the gas phase to water (blue) or to a solvated protein binding 
site (green). Data from Chapter 3. 
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the binding free energies of neutral and polar molecules are mainly determined by the 

local interactions of atoms directly in contact, and the environment outside the binding 

site has less influence. The many obstacles encountered in the subsequent chapters – slow 

convergence times, serious inaccuracies in preliminary tests, and periodicity-induced 

artifacts – have their origins in the powerful and long-ranged nature of electrostatic 

interactions.  

 

3. Guide to the chapters 

The chapters in this dissertation are made up of my primary author publications. 

Each chapter is preceded a gloss, briefly describing the context of the chapter and its 

place in the overall work. The first three chapters relate to calculating binding free 

energies of charged compounds. Chapter 1 describes a new procedure I developed for 

calculating relative binding free energies between ligands with different binding modes. 

This method was developed to aid the binding predictions in Chapter 2, though the 

procedure should be of sufficient general interest and utility that we published it 

separately. Chapter 2 describes my effort to use free energy calculations to predict 

affinities for charged compounds. In that chapter, we made blind predictions of the 

affinities and binding poses for 19 compounds, and compared those predictions to 

experimental affinity measurements for each compound and 13 new high-resolution 

structures of the protein-ligand complexes. 

 Chapter 3 describes my work with Philippe Hünenberger to design a method to 

correct charged binding free energies for artifacts caused by the periodic boundary 

conditions used in the simulations. In that chapter, we introduce a numerical and an 
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analytical method for correcting charged binding affinities for the effects of periodicity, 

and introduce an important new term not previously considered: a correction for the 

“residual integrated potential” (or “RIP” as we termed it) of the protein. We compare 

these corrections to explicit solvent calculations across a range of box sizes and show that 

the major finite size artifacts are removed. One might suppose that it would be important 

to have a method to correct these artifacts prior to making binding affinity predictions, 

but the analytical correction for these artifacts was the very last work that I completed 

during graduate school. The method we advocate in Chapter 3 was not actually finalized 

until April 11
th 

2013, less than two months before graduating. It would have been 

unfeasible to postpone the collaborative and predictive work in Chapter 2 until a 

definitive correction scheme could be devised, thus the predictions in Chapter 2 make use 

of a preliminary correction scheme which is close to correct and adequate to support the 

conclusions in that work. 

Chapter 4 takes a different direction from the other chapters. In Chapter 4, I 

examine the sensitivity of binding free energy calculations to the force field parameters 

of the ligands. The scientific motivation was to begin to dismantle the “black box” of free 

energy calculations by learning which parameters – energetic, geometric, or otherwise – 

determine each component of a binding free energy. This chapter is only one small step 

toward dismantling that black box. It is my hope that continued work in this direction will 

lead to tangible insights into binding that can be used to design docking algorithms with 

the sophistication and accuracy of free energy calculations.  
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Gloss to Chapter 1 

 

 This chapter describes a new procedure for using free energy calculations to 

compute differences in affinity between multiple ligands binding to the same protein. 

These types of calculations are termed relative binding free energy calculations. Relative 

binding calculations require much less simulation time than absolute binding 

calculations, especially when simulating charged ligands. For this reason, we sought to 

use relative binding calculations as much as possible for our blind predictions, and to 

minimize the use of absolute binding calculations. 

The basic procedures for calculating relative affinities are as old as the very first 

free energy calculations, which were relative affinity calculations themselves. These early 

free energy calculations (discussed in the Introduction) examined extremely similar 

ligands, such as benzamidine and p-fluorobenzamidine, which differ only by one atom 

type. The original procedures could not be used with unrelated ligands, or with ligands 

that did not share a binding pose. For our blind predictions, we wanted to take advantage 

of the speed benefits of relative binding calculations while also maintaining the ability to 

compare unrelated ligands and ligands in different binding poses. The method described 

in this chapter made this possible. 

The method itself is an intuitive extension of existing methods for calculating 

absolute binding free energies. In essence, two absolute binding calculations are 

performed simultaneously, in opposite directions, and in a manner that preserves the 

efficiency advantages of relative binding calculations. Though the method itself is 

straightforward, it had not previously been presented or applied for relative binding 
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calculations, even though we expect it to prove advantageous in many instances in the 

future. The theory for handling different ligand orientations is greatly indebted to David 

Mobley and John Chodera’s 2006 work (ref. 27 in Chapter 1), which was one of the first 

papers I read when considering a free energy thesis project. I understand their paper 

much better now than I did then. In some ways, this chapter can be considered a 

successor to that work, by extending the ideas to relative binding calculations. 

The supporting information for this chapter is given in Appendix A.1. 
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ABSTRACT 

Orientational restraints can improve the efficiency of alchemical free energy 

calculations, but they are not typically applied in relative binding calculations, which 

compute the affinity difference been two ligands. Here, we describe a new “separated 

topologies” method, which computes relative binding free energies using orientational 

restraints, and which has several advantages over existing methods. While standard 

approaches maintain the initial and final ligand in a shared orientation, the separated 

topologies approach allows the initial and final ligands to have distinct orientations. This 

avoids a slowly converging reorientation step in the calculation. The separated topologies 

approach can also be applied to determine the relative free energies of multiple 

orientations of the same ligand. We illustrate the approach by calculating the relative 

binding free energies of two compounds to an engineered site in Cytochrome C 

Peroxidase. 

INTRODUCTION 

Molecular simulations are often used to compute relative protein-ligand binding 

free energies, i.e. the difference in binding free energy between an initial ligand A and a 

final ligand B1,2,3. These calculations typically rely on the thermodynamic cycle in Figure 

1, in which A is transformed alchemically (i.e., by directly changing simulation 

parameters) across a series of intermediate simulations into B both in the binding site 

(∆∆Gsite) and in solution (∆∆Gsolv). While these two transformations are alchemical and 

do not represent physically possible processes, their free energies can be used to compute 

the free energy of the physical process of interest: the difference between the binding free 

energies of A and B, or ∆G°bind,A –∆G°bind,B. 
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Two main approaches exist for calculating ∆∆Gsite, the free energy of 

transforming A into B in the binding site: the single topology approach and the dual 

topologies approach. In the single topology approach, there is one ligand molecule in all 

simulations, which morphs from being in state A (having a particular chemical structure 

and interaction parameters), to a different state B, where the structure and interaction 

parameters are different4,5,6,7,8,9,10,11,12,13. In some transformations, there could be atoms on 

A that have no direct analog on B. During the computational morphing process, these 

atoms will have their non-bonded interactions decoupled from the rest of the system, 

meaning that these atoms (now referred to as dummy atoms) on A will remain bonded to 

the morphing ligand but will no longer interact with the protein or solvent,12. Similarly, 

there may be atoms that are unique to B. When transforming A into B, these atoms would 

begin as dummy atoms, and become coupled to the system (protein plus solvent) during 

the computational morphing process. Despite the ability to employ dummy atoms, the 

single topology approach is easiest to apply when the atoms and bonds on A map easily 

to the atoms and bonds on B. As a result, it is commonly used when A and B are near-

 
FIG. 1.  The common thermodynamic cycle for relative binding free energies.  The difference in 
free energies of the alchemical steps ∆∆Gsite - ∆∆Gsolv provides the difference in free energies 

of the physical steps, ∆G°bind,A - ∆G°bind,B. 
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superimposable or when one ligand is a substructure of the other. 

In the dual topologies approach, the computational morphing process carries 

along two ligand molecules at the same time throughout all simulations14,15,16. Using this 

method, the simulations begin with both a “real” ligand A and a “dummy” ligand B, and 

over the course of the alchemical transformation, A becomes the dummy ligand while B 

becomes the real ligand. That is, in the initial state, the non-bonded interactions of B are 

fully decoupled from the rest of the system (the protein and the solvent), and in the final 

state, the non-bonded interactions of A are fully decoupled. At both the initial and final 

endpoints of the transformation, only one ligand is coupled to the system. In the 

intermediate states, both ligands are partially coupled to the protein and solvent, but 

neither ligand interacts with the other. The dual topologies approach is convenient 

because no mapping is required between the atoms and bonds on A and B. However, 

because the approach involves an entirely decoupled molecule at each endpoint (rather 

than just select decoupled atoms, still bonded to the ligand topology), restraints must be 

employed to maintain the weakly coupled or fully decoupled ligand in the binding site, in 

order to avoid the need for it to sample the entire simulation cell volume. 

Several forms of this restraint have been previously proposed.  

(i) Holding A and B to each other. A harmonic distance restraint has been used 

to connect A to B, so that the decoupled ligand cannot diffuse away from the coupled 

ligand16. Other methods use constraints – non-energetic terms which are enforced each 

timestep - to connect A and B, in some instances by performing identical MC moves on 

both ligands14,15. Restraints which connect A to B do not alter the rotational and 

translational entropy of either ligand in the fully coupled state, because even though the 
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fully coupled A is always attached to B, B is not interacting with the environment and 

thus does not alter the free energy landscape felt by A. 

(ii) Holding A and B to the binding site. An alternate approach is to restrain 

both A and B to the binding site. In the lambda dynamics approach, a restraint potential 

proportional to lambda is applied to the ligands, such that the fully coupled ligand feels 

no restraint potential, but the more decoupled ligands feel the restraint more strongly17,18. 

This restraint takes the form of a so-called ghost force in which the binding site 

nonbonded interactions create forces (of reduced magnitude, dependent on lambda) on 

the decoupled ligand, but the ligand does not create opposing forces on the binding site, 

creating non-Newtonian dynamics. In these works, the authors chose not to directly 

account for the effect of the restraint on the translational and rotational entropy of the 

ligands, instead arguing that these terms would be similar for different ligands in the 

same binding site, and would not affect their relative binding free energies. 

Each of these approaches allows the ligands to orient freely in the binding site 

during the free energy calculation. In other words, the ligands are placed into the binding 

site in particular (known or guessed) orientations, and then if these orientations are not 

the global minimum orientations for either ligand, that ligand must reorient to obtain a 

converged result19. This reorientation will often be the slowest factor in obtaining a 

converged result for the free energy difference. If the ligands are orientationally 

restrained to each other (as a result of, for example, a single topology, but this also 

applies to the method of Michel et al.14), both alchemical endpoint simulations need to 

find their global minimum orientations, and the alchemical intermediate simulations must 

sample back and forth between both orientations, which may require the slow crossing of 
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a significant energy barrier. These slow transitions between orientations will be required 

even if Hamiltonian exchange20,21 methods are applied. To further complicate matters, if 

ligands do need to reorient, all simulation data in this unequilibrated “orientational 

sampling” phase must be discarded from the analysis prior to calculating the free energy 

differences. This unequilibrated data can have a significant effect on the free energy 

estimates, unless the simulations are extended to such a length that all ligand orientations 

have been sampled in their equilibrium proportions, which requires a sampling length 

covering many transitions between orientations, rather than just one transition to a 

ligand’s global energy minimum. 

THE SEPARATED TOPOLOGIES METHOD 

Here, we propose a new method for computing relative binding free energies, 

which is a variant of the dual topologies method. We call this approach the method of 

separated topologies. Unlike in the dual topologies method, the two ligands are 

orientationally restrained to the binding site in their decoupled states, rather than being 

restrained or constrained to each other. These orientational restraints are commonly 

applied in absolute binding free energy calculations22,23,12,24. In essence, two absolute 

binding calculations are performed at once, in different directions, and overlapping in the 

middle. The path (representing transformation ∆∆Gsite in Figure 1) is shown in Figure 2. 

In the initial state, A is unrestrained, fully coupled, and sampling a particular orientation 

in the protein, and B is fully decoupled from the protein, in an ideal gas at 1M standard 

concentration. The process is described step by step below, with comments afterwards. 
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FIG. 2.  Separated topologies method for calculating ∆∆Gsite.  Initially, ligand A (blue circle) is bound 

to the protein, while ligand B (red rectangle) is at standard 1M concentration in the gas phase 

(indicated by an empty rectangle outside of the simulation cell).  First, ligand A is restrained to the 

protein (∆Grest,A), indicated by adding springs.  Ligand B is also then restrained to the protein 

(∆Gss,B), and this free energy is computed analytically.  The Lennard-Jones interactions of ligand B 

are then coupled to the protein (∆Gvdw,B), filling the rectangle.  Next, the partial charges on Ligand A 

are turned to zero simultaneously with the partial charges on Ligand B being introduced (∆Gchg).  

The Lennard-Jones interactions on ligand A are then decoupled from the protein (∆Gvdw,A), and then 

the restraints on ligand A are released (computed analytically) so that ligand A moves to the gas 

phase at 1M volume (∆Gss,A).  Finally, the restraints on ligand B are released (∆Grest,B), leaving a 

fully coupled ligand B alone in the binding site with no remaining unphysical restraining potentials.  

Note that the transformations on the right are oppositely signed from the transformations on the left: 

while (∆Grest,A) consists of applying harmonic restraints on A, (∆Grest,B) consists of releasing pre-

existing harmonic restraints on B, and likewise for the standard state (ss) and VdW transformations. 
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(1) A is restrained in the binding site, using a distance, two angle, and three dihedral 

restraints. Unsampled symmetric orientations of A are included through a 

symmetry correction. 

(2) B is restrained from 1M volume to the binding site, using its own set of six total 

distance, angle, and dihedral restraints. 

(3) The Van der Waals (VdW) interactions of B are coupled to the protein (using 

soft-core interactions), though B is non-interacting with A. 

(4) The partial charges on A are decoupled from the protein, while those of B are 

coupled in. 

(5) The VdW interactions of A are decoupled from the protein (again using soft-core 

interactions). 

(6) The restraints on A are released, moving A from its restrained volume to the 1M 

standard state volume. 

(7) The restraints on B are released, eliminating any non-physical forces in the 

simulation. Unsampled symmetric orientations of B are included through a 

symmetry correction. 

In the final state, symmetric with the initial state, B is unrestrained, fully coupled to the 

binding site, and sampling a particular orientation, while A is fully decoupled from the 

protein, in an ideal gas at 1M standard concentration. The restraints serve as 

computational devices to maintain the ligands in a particular orientation, but do not affect 

the overall relative binding free energy because they are released for each ligand in that 

ligand’s bound, fully coupled state, and each ligand is at a standard 1M concentration in 

its fully decoupled state. The bound state for each ligand is defined implicitly as the 
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configurations which it samples when unrestrained, which should be entirely in the 

binding site for typical simulation lengths. One can also modify the central steps of the 

path, performing these alternate steps (3b), (4b), and (5b) instead: 

(3b) The partial charges on A are decoupled from the protein. 

(4b) The VdW interactions of A are decoupled from the protein, while those of B are 

coupled in. 

(5b) The partial charges on B are coupled to the protein. 

 

 The original cycle will be preferable in cases where A and B each have (the 

same) net charge, because the net charge of the system will then be conserved throughout 

the whole transformation, which improves convergence. Even with neutral but polar 

ligands, the original cycle is likely to be preferable because, assuming A and B both 

make similar polar interactions with the protein, these polar interactions will be 

maintained throughout the transformation, rather than the artificial creation of a 

completely nonpolar molecule in a polar binding site during steps 3b and 5b. If soft-core 

charge perturbations are applied in addition to soft-core VdW perturbations14, the charge 

and VdW parameters could be perturbed simultaneously and steps (3) – (5) could be 

combined into a single step. The overall goal in choosing intermediates for steps (3) – (5) 

should be to minimize the reorganization of the protein and solvent between different 

states. This is why we suggest maintaining a fully VdW-coupled ligand in the binding 

site at all times during the transformation, and the same net charge (if possible) in the 

binding site at all times. 
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The free energies of steps (2) and (6) are computed analytically, using the formula 

in Boresch et al.22 (2003). The free energies of steps (3), (4), and (5) can be computed by 

any standard method such as the Zwanzig equation, TI, BAR25, or MBAR26. Finally, to 

compute the free energies of steps (1) and (7) efficiently, the orientational restraints on 

the ligands should be set such that the energy minimum of the restraints corresponds to 

the pre-existing energy minimum for the ligand’s orientation in the protein environment, 

and simulations should be started with the ligand in this orientation. When restraints are 

used in this manner, the free energies of steps (1) and (7) converge very rapidly, because 

the phase space of the restrained state is simply the phase space of the unrestrained state, 

biased even more strongly toward its most common configurations. A single simulation 

of the unrestrained state (analyzed using the Zwanzig equation) is typically adequate, 

although because a simulation of each fully coupled, restrained state is already performed 

as the initial intermediate in step (3) or the final intermediate in step (5), BAR can be 

easily applied as well. Fast convergence of these steps also relies on the ligand only 

sampling a single orientation (a single energy well, or metastable state). After discussing 

the disadvantages and advantages of this approach compared with existing methods for 

computing relative free energies, we will discuss the case where the binding of A or B 

cannot be described exclusively by a single orientation. 

Like the dual topologies approach, the separated topologies approach calculates 

∆∆Gsolv by performing vacuum-to-water transfer (hydration) free energy calculations on 

both ligand A and ligand B, and taking the difference.  This is different from the single 

topology approach, in which ∆∆Gsolv is calculated by transforming the atoms and bonds 

on A into the atoms and bonds on B in solution.  This single topology approach to 
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∆∆Gsolv will normally include the free energy of changing the bonded and internal (ligand 

atom to other ligand atom) charge and/or VdW interactions as part of ∆∆Gsolv.  This is 

acceptable because these internal interactions are also included in the single topology 

calculation for ∆∆Gsite.  However, these internal interactions are not included in the 

separated or dual topology calculation for ∆∆Gsite, which means they cannot be included 

either in the separated or dual topologies calculation for ∆∆Gsolv. When using the 

separated topologies method for ∆∆Gsite, calculating ∆∆Gsolv using relative hydration free 

energies will ensure that these internal energetic terms are treated consistently between 

∆∆Gsolv and ∆∆Gsite.   

The two main disadvantages of separated topologies are (1) two VdW steps (3 

and 5) or two charging steps (3b and 5b) are required instead of one, and (2) an additional 

restraining step must be performed for each ligand (step 2 and 6). However, the first 

disadvantage is inevitable to any approach in cases where dummy atoms must be used on 

both ligands. The second disadvantage can be strongly mitigated by choosing restraints 

that match the pre-existing energy minimum, so that the restraining energies converge 

very rapidly. 

The first advantage of separated topologies is that A and B are not required to 

share an orientation. Even very similar ligands in simple binding sites often adopt 

different orientations, and the kinetic barriers between orientations can be significant 

enough that ligands will not reorient during relative free energy calculations using the 

standard approaches reviewed earlier (cf. the difference between relative transformations 

with phenol and catechol in Boyce et al. 200912). Also, even if ligands eventually 

reorient, this step can be rate limiting to converging the relative binding free energy, 
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meaning that using a cycle which does not require reorientation will be more efficient27. 

As free energy calculations are applied to more complex ligands, these reorientations will 

become more significant and more costly. Some dual topology methods do allow each 

ligand to be initially positioned in different orientations (and held together with, for 

instance, a single distance restraint). Still, these methods allow each ligand to reorient 

while it is decoupled. This increases the amount of sampling necessary in the decoupled 

state, compared with the separated topologies approach, which restrains each ligand to 

the binding site in a single orientation when that ligand is decoupled. Finally, the 

separated topologies approach maintains the advantages of relative binding calculations 

over computing relative binding through absolute binding calculations: it is likely to be 

much easier to replace any ligand with any other ligand in a binding site than it is to 

replace either ligand with solvent, and this is especially true in the case of ligands with 

net charge.  

The second advantage of separated topologies is that it provides a clear and 

consistent means for explicitly sampling multiple orientations of each ligand. In some 

cases, multiple metastable orientations may contribute significantly to the binding affinity 

of a ligand, or one may not know which orientation is dominant in advance of the 

calculation, making it impossible to set the orientational restraints to match the global 

minimum orientation a priori. In these cases, we propose performing a separate 

calculation on each pose of the ligand, as described in Mobley et al.27 for absolute 

calculations. For example, if ligand A has two metastable orientations A1 and A2, two 

relative free energy calculations can be performed using the dual topologies cycle 

described above. In the first calculation, A1 is transformed into B. In the second 



25 
 

calculation, A1 is transformed to A2. For this second calculation (A1 into A2), the free 

energy of step (1) represents restraining A from exclusively the A1 phase space to a set of 

orientational restraints that match the global minimum of A1. The free energy of step (7), 

in this instance, represents restraining “B” (which is really a second copy of A) from 

exclusively the A2 phase space to orientational restraints that match A2. Dividing the 

phase space in this manner requires an indicator function, so that all snapshots can be 

classified as A1 or A2 phase space. In Mobley et al.27, a single degree of freedom was 

used as the indicator function to determine if a given configuration of A was a member of 

A1 or A2. We propose instead an energy-based indicator: any configuration of A that 

restrains more easily to the A1 restraints (compared to the A2 restraints) is a member of 

the A1 phase space, and any configuration of A that restraints more easily to the A2 

restraints is a member of the A2 phase space. Thus defining the restraints automatically 

defines the indicator function. 

When combined with the relative free energies of hydration, these two relative 

calculations (A1 �B and A1 � A2) can be used to compute the overall relative binding 

free energy between A and B. One first computes the relative free energy of binding of A 

(i.e., A1 or A2) relative to A1, using a modified form of eqn. 12 in Mobley et al. 

(2006)27: 

∆∆G° = -β-1 ln[exp(-β-1∆∆G1°) + exp(-β-1∆∆G2°)]   (1) 

where ∆∆G° is the difference in binding free energy between A1 and A, ∆∆G1° is the 

difference in binding free energy between A1 and A1 (i.e., 0), ∆∆G2° is the difference in 

binding free energy between A1 and A2 (from the second alchemical calculation), and β 
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= (kBT)-1, where kB is the Boltzmann constant and T is the absolute temperature. Once the 

relative binding free energy between A and A1 has been calculated as above, A and B 

can be directly compared via the comparison between A1 and B. 

In the above protocol, the separated topologies method was applied to compute 

both the relative free energies of A1 and B, and A1 and A2. The method is particularly 

advantageous at comparing orientations of the same ligand, for two reasons. First, the 

method takes an alchemical route between the different orientations, which means that 

the fully coupled ligand never needs to sample the high-energy, physical transition 

state(s) between the orientations, as in umbrella sampling. Second, any method for 

computing relative free energies of orientations requires an indicator function for 

defining the orientations. In the separated topologies method, the indicator function 

follows naturally from the restraints, because each set of restraints defines an energy well 

around a particular orientation. These restraints can be defined automatically based on 

unrestrained simulations of the ligand in a given orientation, and make it unnecessary to 

define indicator functions by hand, or compute RMSD’s for use as an indicator function. 

RESULTS 

We tested three different methods to calculate the relative binding free energy of 

benzimidazole (Ligand A) and 4-azaindole (Ligand B) to Cytochrome C Peroxidase 

W191G ‘Gateless’ (CCP-GA)28 (Figure 3). This test had two main objectives. First, we 

show that our method (Figure 2) 
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provides the same free energy estimate as two existing approaches for calculating relative 

free energies, in the case where ligand reorientation is not needed.  Second, we show that 

when ligand reorientation is required, existing approaches will fail to converge, but our 

separated topologies method still produces the correct answer. The three tested 

approaches are described briefly below, and details of the simulations are given in 

Methods. 

Method 1: Single topology 

To calculate ∆∆Gsite and ∆∆Gsolv, we transformed the atoms and bonds in 

benzimidazole into the atoms and bonds of 4-azaindole in the binding site and in solution. 

 

 
FIG. 3. Benzimidazole bound to CCP-GA, from Ref. 22. Figure generated using PyMOL 1.4.1, 
Schrödinger, LLC. (bottom) Structures of benzimidazole and 4-azaindole, showing the two ways of 
superimposing 4-azaindole on benzimidazole. When unrestrained in Pose 2, 4-azaindole rapidly 
rotates to the more stable “Pose 2 rotated” orientation in order to hydrogen bond to the protein Asp. 
Arrows indicate the attachment point for the restraint using the dual topologies method. 
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Method 2: Dual topologies 

In this approach, individual topologies for both benzimidazole and 4-azaindole 

exist in the binding site, attached to each other using a 10 kcal/mol/Å2 harmonic restraint 

on the atoms indicated by an arrow in Figure 3. Neither ligand interacted with the other 

through nonbonded forces. To calculate ∆∆Gsite, we transformed benzimidazole into 4-

azaindole by coupling the VdW interactions of 4-azaindole to the protein (∆Gvdw,B), 

followed by uncharging benzimidazole while charging 4-azaindole (∆Gcharge), followed 

by decoupling the VdW interactions of benzimidazole from the protein (∆Gvdw,B). To 

calculate ∆∆Gsolv, we calculated the relative hydration free energy of the two compounds. 

Method 3: Separated topologies  

In this approach, we used the proposed method in the Introduction (Figure 2) to 

calculate ∆∆Gsite. To calculate ∆∆Gsolv, we again used the relative hydration free energy 

of the two compounds. 

Benzimidazole and 4-azaindole are superimposable, and differ in the location of 

one nitrogen heteroatom. A relative free energy calculation would typically start by 

superimposing 4-azaindole on benzimidazole, but because of the symmetry of 

benzimidazole, there are two possible orientations for 4-azaindole. In Pose 1, the indole 

nitrogen of 4-azaindole (N1) is superimposed with the nitrogen on benzimidazole which 

hydrogen bonds to the protein aspartate. In Pose 2, N1 of 4-azaindole is superimposed on 

the opposite nitrogen of benzimidazole, and initially makes no hydrogen bond with the 

aspartate. When simulated without any restraints applied, this pose rapidly rotates 

counterclockwise (in the frame of Fig. 3) so that the pyridine nitrogen of 4-azaindole 
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hydrogen bonds with the protein aspartate (Fig. 3 bottom, “Pose 2 rotated”). The ligand 

then remains in this orientation for the length of our simulations without ever sampling 

Pose 1. To test how the results of each method depend on the starting orientation of 4-

azaindole, we performed the relative free energy calculation using each approach twice, 

once with 4-azaindole starting in Pose 1, and once starting from Pose 2. 

In Table I, we show the results of each method using each starting orientation of 

4-azaindole. The convergence of the free energy estimates with simulation time (up to 5 

ns per lambda intermediate) is shown in Figure 4. Even with five nanoseconds of 

simulation time, the overall free energy estimates (∆∆Gbind) using both the single 

topology method and the dual topology method show a large dependence on the starting 

orientation of 4-azaindole. Using the single topology method, the simulations started 

from Pose 2 never sample the Pose 1 orientation. Using the dual topologies method, the 

simulations started from Pose 2 only sample Pose 1 during simulations in which the VdW 

interactions of 4-azaindole are partially decoupled. Because neither method, when started 

from Pose 2, ever sampled the more favorable 4-azaindole orientation (Pose 1) in the 

fully coupled state, both methods overestimate how weak a binder 4-azaindole is relative 

to benzimidazole. 
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TABLE I. Results of relative free energy calculations transforming benzimidazole into 4-

azaindole, broken down into individual components. ∆∆Gsolv differs between Method 1 and 

Methods 2 and 3 because changes in the internal bonded and Lennard-Jones energies of 

the ligands are included in Method 1. Changes in internal electrostatic energies are not 

included in the quantities for any method. ∆∆Gbind is calculated as ∆∆Gsite - ∆∆Gsolv; 

∆∆Gsite is the sum of all the above components for Methods 2 and 3. Free energy 

components for Method 3 are defined in Fig. 2 and the Fig. 2 caption. 

Method 1: Single Topology 
Pose 1 Pose 2 

∆∆G site 8.87 ± 0.03 12.33 ± 0.06 
∆∆G solv 7.10 ± 0.04 7.10 ± 0.04 
∆∆G bind 1.78 ± 0.05 5.23 ± 0.08 

Method 2: Dual Topologies 
Pose 1 Pose 2 

∆G vdw,B -18.09 ± 0.04 -18.45 ± 0.04 
∆G charge + ∆G vdw,A 20.53 ± 0.05 24.53 ± 0.04 
∆∆G site 2.44 ± 0.06 6.08 ± 0.06 
∆∆G solv 0.67 ± 0.07 0.67 ± 0.07 
∆∆G bind 1.77 ± 0.09 5.41 ± 0.09 

Method 3: Separated Topologies (Fig. 2) 
Pose 1 Pose 2 

∆G rest,A 0.89 ± 0.02 0.89 ± 0.02 
     Symmetry correction on A 0.41  0.41 

∆G ss,B 8.38 8.34 
∆G vdw,B -20.89 ± 0.02 -20.57 ± 0.02 
∆G charge + ∆G vdw,A 23.61 ± 0.03 27.57 ± 0.03 
∆G ss,A -8.38 -8.38 
∆G rest,B -1.14 ± 0.16 -2.01 ± 0.10 
     Symmetry correction on B 0  0 

∆∆G site 2.88 ± 0.16   6.25 ± 0.10 
∆∆G solv 0.67 ± 0.07 0.67 ± 0.07 
∆∆G bind (pose) 2.21 ± 0.17 5.58 ± 0.13 
∆∆G bind (total, by Eqn. 1)   2.21 ± 0.17   
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Our method of separated topologies gives similar results to both the single 

topology and dual topologies methods when started with 4-azaindole in either pose 

(Table I). To compute a formally correct ∆∆Gbind using separated topologies with both 

the Pose 1 and Pose 2 data, the ∆∆Gbind values from each pose need to be combined 

according to Equation 1. Using the values in Table I and 0.596 kcal/mol as kBT, this 

returns an overall ∆∆Gbind of 2.208 kcal/mol, nearly identical to the value obtained from 

using the Pose 1 data alone. 

It is more difficult to combine the Pose 1 and Pose 2 data into a single affinity 

when using the single topology method or the dual topologies method. The separated 

topologies method begins by assigning a set of restraints to each pose, and these restraints 

 

FIG. 4.  Free energy estimates for ∆∆Gbind using up to a given amount of simulation (per lambda 
intermediate) to calculate ∆∆Gsite.  Red: single topology calculations.  Blue: dual topologies 
calculations.  Black: our separated dual topologies method.  Simulations started from Pose 1 are 
shown using solid lines; simulations started from Pose 2 are shown in dashes.  Our method 
combines data from simulations started from both poses.  Single and dual topology simulations 
starting from Pose 2 are incorrect by over 3 kcal/mol because the favorable orientation of 4-
azaindole has not been sampled.  The single and dual topology simulations started from Pose 1 
are also incorrect by 0.4 kcal/mol because the symmetric orientation of benzimidazole has not 
been sampled.  In small red dots, we show the single topology calculation started from Pose 1 
with a 0.4 kcal/mol symmetry correction added, which leads to close agreement with our 
separated topologies (black) method. 
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automatically define an indicator function because any configuration of the ligand will 

restrain most easily to a single set of restraints. The single topology and dual topology 

method do not require restraints, though it would still be possible to divide all simulation 

data into separate poses by defining an indicator function, as some have done29
. This 

would then make it possible to calculate an overall ∆∆Gbind between the two ligands by 

considering each pose of each ligand explicitly. However, because the ligands are not 

restrained to an orientation during the single topology and dual topologies 

transformations, reorientations of the ligands may happen “by accident” and need to be 

filtered out in post-processing if one wants to compute relative free energies of specific 

ligand orientations. We find the separated topologies method to be the cleanest method of 

calculating relative free energies between ligands because the sampling is defined 

explicitly in advance with little need for post-processing, and the ligands need not be 

related either topologically or by orientation. 

A notable difference between the three methods is how they handle symmetry of 

the ligands. Benzimidazole has an axis of symmetry and can bind in two symmetric 

orientations (an effective symmetry number of 2), whereas each 4-azaindole orientation is 

unique (an effective symmetry number of 1). In the separated topologies method, ligands 

are restrained during all steps except the restraining steps (steps 1 and 7 in Fig. 2), which 

prevents sampling of symmetric orientations. As in absolute binding calculations27, it is 

unnecessary to sample symmetric orientations during restraining steps, because a 

symmetry correction can be easily applied. In the case of the transformation from 

benzimidazole to 4-azaindole, the symmetry correction is effectively an 0.41 kcal/mol 

increase in ∆Grest,A, which accounts for the fact that the symmetric orientation of 
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benzimidazole was not sampled during this step. This leads to a 0.41 kcal/mol increase in 

∆∆Gbind. 

In the single topology method, benzimidazole must sample both symmetric 

orientations for the calculation to fully include the change in symmetry between 

benzimidazole and 4-azaindole. If an indicator function is defined and simulation data 

decomposed into data collected exclusively in Pose 1 (∆∆Gbind,Pose1) and data collected 

exclusively in Pose 2 (∆∆Gbind,Pose2), one could add an 0.41 kcal/mol symmetry correction 

both ∆∆Gbind,Pose1  and ∆∆Gbind,Pose2. Because ∆∆Gbind,Pose1 and ∆∆Gbind,Pose2 differ only the 

free energy of 4-azaindole, the value of ∆∆Gbind with the more favorable free energy of 4-

azaindole – ∆∆Gbind,Pose1 – would be taken as the overall ∆∆Gbind. In our simulations, 

single topology simulations started from Pose 1 and Pose 2 did always remain in those 

poses by inspection (Pose 1 stays in Pose 1; Pose 2 stays in Pose 2). In Fig. 4, we show 

∆∆Gbind,Pose1 with the added 0.41 kcal/mol symmetry correction in light red dots. This 

symmetry-corrected single topology result is very close to the separated topologies result, 

and more correct than the single topology result prior to symmetry correction. A similar 

decomposition of substates approach could also be taken to correct the dual topologies 

data. Still, we find the separated topologies method to be the simplest approach to 

calculating relative free energies in cases with  many orientations, because the 

orientations are defined explicitly in advance and because the ligands are restrained to 

only sample their specified orientations when decoupled, reducing the need for post-

processing. 
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While we used more total simulation time for the separated topologies method 

than for the single topology method, convergence seemed to be very rapid (Figure 4). The 

restraining steps (Step 1 and Step 7, respectively Fig. S130 ∆Grest,A and ∆Grest,B) each 

easily converged to within 0.2 kcal/mol within 1 nanosecond, despite our (unnecessary, 

but simplifying) use of the inefficient Zwanzig equation (EXP)31 to calculate the 

restraining free energy (Fig. S1)30. The worst converging step for all the Method 3 

calculations was the ∆Gcharge + ∆Gvdw,A step for Pose 2 (Fig. S1)30. We examined these 

simulations and discovered that late in the trajectories, a water molecule forms a new 

bridging interaction between the ligand and the protein, which caused the free energy 

estimate from these specific simulations to converge poorly. Slow events like this can 

affect all of the methods for computing relative free energies, and this does not indicate a 

convergence challenge unique to the separated topologies method. While the separated 

topologies method provides a convenient means for computing relative free energies 

between ligands which do not share an orientation, changes in protein conformation 

between the bound state of ligand A and the bound state of ligand B may still impede 

convergence. 

 

CONCLUSION 

We present the separated topologies method (Figure 2) for performing relative 

binding free energy calculations. This method uses two separate ligand topologies, which 

are restrained to the binding site in individual orientations. Using the example of 

benzimidazole and 4-azaindole binding to CCP-GA, we demonstrated that the method 

produces results that are equivalent to two commonly used approaches, when no ligand 
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reorientation is needed. We believe that our approach will be advantageous in cases 

where the initial and final ligand do not share a similar orientation. Our method also 

allows for sampling of multiple specific orientations of each ligand, and provides a way 

to combine the results to compute a thermodynamically rigorous overall ∆∆Gbind. 

 

APPENDIX: METHODS 

Simulation Parameters 

All production simulation parameters were taken from ref. 23, which itself is a 

slightly modified version of the protocol in ref. 27. On top of this protocol, we also 

introduced Hamiltonian exchange attempts every 0.04 ps, alternating between 

exchanging across even and odd lambda transitions. Exchanges were accepted or rejected 

according to the Metropolis criterion. 

System Equilibration 

PDB structure 1KXN28 was placed a truncated dodecahedral box with 1.2 nm 

between the protein and the box edge.  Solvent was added using the GROMACS tool 

genbox, and the solvent was equilibrated for 2 ns at constant volume with all protein 

coordinates held fixed.  The protein was then energy minimized and equilibrated for an 

additional 2 ns, using the procedure in ref. 27.   The benzimidazole ligand was then 

inserted into the equilibrated, solvated protein using the coordinates in PDB structure 

1KXM28, and all water molecules within 2.0 Å of the ligand were removed.  This 

simulation was then equilibrated for an additional 1 ns.  The initial 4-azaindole 

coordinates were taken from the equilibrated benzimidazole structure, using the Pose 1 

and Pose 2 atom to atom mappings. 
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Free Energy Calculations 

Method 1. Benzimidazole was transformed into 4-azaindole in the protein using a 

Hamiltonian exchange free energy calculation with 8 total lambda intermediates. Within 

these eight intermediates, the charge, Lennard-Jones, and bonded parameters were 

perturbed simultaneously. The intermediates used were as follows (charge, VdW, 

bonded): (0, 0, 0), (0.25, 0, 0), (0.5, 0, 0), (0.75, 0, 0), (1.0, 0.25, 0.25), (1.0, 0.5, 0.5), 

(1.0, 0.75, 0.75), (1.0,1.0, 1.0). An identical procedure was used for the transformation in 

solution, starting from a pre-equilibrated structure of benzimidazole in water. Free energy 

differences were analyzed using BAR.25 

Method 2. The two ligands were attached to each other at the atoms indicated in 

Figure 3 using a 10 kcal/mol/Å2 restraint, and exclusions were used to eliminate all 

nonbonded interactions between the two ligands. Two sets of Hamiltonian exchange free 

energy calculations were used to convert benzimidazole into 4-azaindole in the protein. 

Starting from a simulation with benzimidazole fully coupled to the protein, the Lennard-

Jones interactions of 4-azaindole were coupled to the protein using a Hamiltonian 

exchange20,21 free energy calculation with 4 lambda intermediates, spaced at lambda = 

0.0, 0.33, 0.67, and 1.00. In a second, separate Hamiltonian exchange free energy 

calculation with 8 intermediates, the charges on 4-azaindole were created simultaneously 

with the charges on benzimidazole being annihilated, followed by the Lennard-Jones 

parameters on benzimidazole being decoupled from the protein. This 8-intermediate set 

of simulations used an identical lambda schedule as in Method 1, although no bonded 

parameters were perturbed. Free energy differences were analyzed using BAR, and 

Hamiltonian exchange was applied as in Method 1. To calculate ∆∆Gsolv, the hydration 



37 
 

free energy of each compound was calculated using the method in ref. 32. No corrections 

for net charge changes were applied, which would approximately cancel for a relative 

hydration free energy. 

Method 3. Each ligand was restrained to the binding site, using Cβ, Cα, and N of 

His175 on the protein as a, b, and c respectively in the scheme of Boresch et al22. These 

atoms were chosen because they near the ligand, are rigidly and firmly oriented relative 

to the binding site, and because they allow the angles ∠baA ∠aAB in Fig. 2 of ref. 22 to 

be near 90º (angles far from 90º create wildly fluctuating dihedral angles). Restraints 

were set at 10 kcal/mol/radian2 and 10 kcal/mol/Å2. Benzimidazole was transformed into 

4-azaindole using the same two sets of Hamiltonian exchange simulations and lambda 

schedules as in Method 2. A separate, unrestrained simulation of each ligand in the 

binding site was used to calculate the restraining energy, which was analyzed using the 

Zwanzig equation. ∆∆Gsolv was calculated as in Method 2. 

Error analysis 

Data for BAR calculations was subsampled and intervals of the statistical 

inefficiency of the work (W) timeseries, and statistical uncertainties shown in Table I 

were calculated using the method of Shirts and Chodera26. Statistical uncertainties in 

Zwanzig equation calculations shown in Table I (the restraining energies for Method 3) 

were calculated from the standard error of the mean of exp(-β-1 W), and data was not 

subsampled. 
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Software 

Free energy calculations in the protein-ligand complex and the Method 1 

simulations of the ligand in solution were performed using GROMACS 4.5.3-dev-

20110305-9e524, kindly provided by Michael Shirts. The hydration free energy 

calculations for the ligands in solution for Method 2 and Method 3 were performed using 

GROMACS 4.0.733. 

Force Fields 

The protein was modeled from PDB structure 1KXN28 using the AMBER99SB 

force field34, solvated in TIP3P water. The Generalized Amber Force Field (GAFF)35 

generated using Antechamber 1.27, and AM1-BCC partial charges36,37 generated using 

the OEChem toolkit version 1.5 were used for 4-azaindole and benzimidazole. Heme 

parameters and partial charges were taken from the Hemoglobin model included with 

Amber 8, except with an additional +1 charge added to the iron to create Fe(III), as in 

Banci et al.38. Additional parameters were added to create the Fe-Nε bond between the 

Heme and His175, and the four Heme N-Fe-Nε angles, using force constants taken from 

Banci et al.38. The equilibrium bond length and angles were generated based on the 

average of existing crystal structures of CCP W191G. To improve convergence and to 

avoid conflating convergence problems caused by protein conformational changes with 

convergence problems caused by ligand reorientation, we restrained the following protein 

dihedral angles (according to the numbering in PDB 1KXN) in all simulations, using 

force constants of 10 kcal/mol/Å2: Gly190 N-Cα-C-Gly191 N (167°), Leu202 C-Asn203 

Cα-Cβ-Cg (-60°), Heme C2A-C3A-CAA-CBA (89°), Heme C3D-CAD-CBD-CGD 

(167°), and Heme C2D-C3D-CAD-CBD (76°). In simulations without these restraints, 
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these dihedral angles rotate once every several nanoseconds, which can affect the free 

energy difference between the ligands.  The restraints were applied to ensure that 

sampling of these angles was identical between all three methods. Protonation states of 

titratable residues were selected by running MCCE 2.239,40 on PDB structure 1KXN28 

with the Heme removed at pH 4.5. 
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Gloss to Chapter 2 

 

 This chapter describes the combined computational and experimental effort to 

examine whether free energy calculations can predict binding affinities for charged 

compounds. Studying charged interactions is an intuitive next step after studying 

nonpolar and polar interactions, but the challenges introduced by charged interactions 

made this a much more broadly encompassing project than I believe anyone anticipated. 

The two main questions we sought to answer were the same as in previous studies: (1) 

How do our improved free energy protocols perform at blind prediction of binding 

affinities? (2) How accurate are the force fields themselves at modeling a specific type of 

molecular interaction – in this case, charged interactions? To get to these primary 

questions, we had to answer a series of subsidiary questions as well: how are simulated 

charged binding affinities affected by the protonation states of distant residues? How 

much simulation time is required for absolute affinities of charged ligands to converge? 

How are simulated binding affinities for charged ligands altered by the artificial 

periodicity of the unit cell and the approximations made in representing long-range 

electrostatic interactions? And, as we began to see some results, a further question – why 

do these results seem so wrong? 

 In the course of answering each of these questions, we collected much more data 

than could be coherently presented in one paper – a paper that needed to include 

experimental results as well. Yet any conclusions we drew regarding the major questions 

would be suspect unless we could show that we had used the correct receptor protonation 

states (or that this didn't matter), that our results had converged, and that they were not 
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corrupted by artifacts. We therefore included these details in an extended Supporting 

Information-Results section, included in this dissertation as Appendix A.2. What this 

solution lacked in elegance, it perhaps gained back in comprehensiveness. 

 With these subsidiary questions resolved, we were left with one remaining 

question – why are the simulated binding affinities so wrong? There were early hints that 

the simulations would not properly predict charged binding affinities in this system. An 

early study calculating relative affinities between different charged ligands in a related 

protein obtained a good correlation between simulations and experimental results, but the 

simulated affinity differences were too large by a factor of three [ref 7 in this chapter]. 

While a correlation is useful, an erroneous factor of three is an enormous error compared 

to the small errors we observed calculating absolute binding affinities of neutral 

molecules. My first simulations as part of this project sought to reproduce these results 

using a different protein force field, and the results were again incorrect in this consistent, 

systematic fashion – even the error factor was again close to three. 

 As a result of these concerns, we took a major departure from the previous blind 

predictive studies. Rather than making only one set of predictions using the off-the-shelf 

protein force field used by hundreds of groups for protein simulations as well as our 

previous free energy studies, we would make two sets of predictions: one using the force 

field as-is, and a second set using an empirical scaling factor to uniformly weaken the 

electrostatic interactions between the charged ligand and the charged binding site. This 

was (and remains) dangerous territory for free energy calculations: free energy 

calculations are supposed to generate correct answers without any kind of ad hoc, system-

specific parameterization in this fashion. But it was highly likely that predictions using 



44 
 

the force field without modification would simply fail terrifically, as indeed the results in 

this chapter would eventually show. So we made both sets of predictions, expressing 

greater confidence in the empirically scaled results, while still presenting the unscaled 

“conventional” results as a benchmark for how the standard force field would perform in 

this charged system. 

The results are described in detail in this chapter. Both the scaled calculations and 

the conventional calculations provided their own unique insights into how force fields 

and free energy calculations model ionic interactions.  
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Blind prediction of charged ligand binding 
affinities in a model binding site 
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Abstract 

Predicting absolute protein-ligand binding affinities remains a frontier challenge 

in ligand discovery and design. This becomes more difficult when ionic interactions are 

involved, because of the large opposing solvation and electrostatic attraction energies. In 

a blind test, we examined whether alchemical free energy calculations could predict 

binding affinities of 14 charged and 5 neutral compounds previously untested as ligands 

for a cavity binding site in Cytochrome C Peroxidase. In this simplified site, polar and 

cationic ligands compete with solvent to interact with a buried aspartate. Predictions were 

tested by calorimetry, spectroscopy, and crystallography. Of the 15 compounds predicted 

to bind, 13 were experimentally confirmed, while four compounds were false negative 

predictions. Predictions had an RMSE of 1.95 kcal/mol to the experimental affinities, and 

predicted poses had an average RMSD of 1.7 Å to the crystallographic poses. This test 

serves as a benchmark for these thermodynamically rigorous calculations at predicting 

binding affinities for charged compounds, and gives insights into the existing sources of 

error, which are primarily electrostatic interactions inside proteins. 
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1. Introduction 

Predicting protein-ligand binding affinity from molecular structure is a 

fundamental challenge in biophysics, with particular importance in ligand discovery. 

Despite much effort over the last three decades1, the problem has resisted a general 

solution, and presents three major difficulties. First, many energetic terms contribute to 

affinity, including dispersion, electrostatics, hydrophobicity, and solvation, and each term 

can be much larger than the overall binding energy. Second, these terms depend in subtle 

ways on the environment of the binding site – buried or solvent exposed, rigid or flexible 

– making it difficult to design models which are transferrable from one protein to the 

next. Third, other critical energetic terms are “invisible”: while one can see each 

hydrogen bond in a protein-ligand complex structure, one cannot see free energy cost of 

reorganizing the receptor from the unbound ensemble to the bound ensemble, or the 

change in conformational entropy of the ligand upon binding. This energetic complexity 

also makes it challenging to experimentally resolve individual energetic terms, leaving us 

with little insight for improving computational modeling. 

Free energy calculations based on atomistic simulations have the potential to 

overcome the challenge of invisible energetic terms. These calculations compute 

affinities by sampling an ensemble of configurations from simulations of the bound state, 

the unbound state, and additional artificial states that form a complete and 

computationally efficient path between the end states2. Analyzing these simulations using 

statistical mechanics intrinsically accounts for the invisible energetic terms. Furthermore, 

by employing explicit solvent simulations, free energy calculations include atomistic 
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details of the binding site’s solvation structure, which are lost in simpler methods. 

Despite their rigorous formulation, free energy calculations depend on empirical force 

fields, which still have many weaknesses3,4. Adequate sampling is extremely 

computationally intensive, which can necessitate using simpler force fields. Many 

conformational rearrangements – even simple rotamer flips – are difficult to sample when 

simulating many ligands5. This computational cost has limited the testing and 

improvement of free energy calculations, often to small numbers of ligands and highly 

simplified systems.  

Here, we employ a model cavity site to present the first blind test of free energy 

calculations at predicting affinities for charged compounds. The site is a mutant of yeast 

Cytochome C Peroxidase (CCP), engineered to introduce a buried cavity binding site 

connected to the surface by a water channel (Figure 1)6. The “open cavity” site studied 

here is similar to an earlier, “closed cavity” mutant of the same protein, which has many 

known ligands and has been previously studied by retrospective free energy 

calculations7,8. Both sites contain an ionized aspartate, making them attractive for small 

cations. Simplified model sites like this open cavity present very few interactions for 

ligands. This makes it possible to experimentally isolate individual contributions to 

binding, overcoming the main difficulty of using experiments to refine computational 

models5,9. The open cavity site is ideal for examining charged binding, because the 

ligands compete with solvent to interact with a single charged residue, many new ligands 

can be found for prospective testing, and because physical binding assays and x-ray 

crystallography enable a detailed comparison between theory and experiment for each 

ligand10,11. 
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Modeling charged binding is much more challenging than modeling neutral 

binding12. Charged molecules are highly solvated; as an example, the gas to water 

transfer free energy of anilinium is -70 kcal/mol, compared with -5 kcal/mol for aniline13. 

Computational models must balance these powerful solvent-ligand interactions against 

equally powerful protein-ligand interactions. Furthermore, while neutral ligands primarily 

interact with the receptor surface14, charged interactions depend on the environment 

above and below the surface, because the environment determines how strongly 

electrostatic interactions are screened15,16,17. In simpler models of binding based on the 

Poisson-Boltzmann equation, the amount of screening by the receptor is a separate 

parameter for fitting: the so-called “dielectric constant”17,11,18. Free energy calculations 

are the main method where this screening is not directly parameterized, and instead 

depends on the ability of the fully flexible receptor and solvent to reorganize in response 

to charge. However, few studies have tested whether free energy calculations actually can 

 
Figure 1. The Cytochrome C Peroxidase (CCP) open cavity binding site 
bound to benzimidazole (1) (PDB Code 1KXM, ref. 6). Figure generated 
using PyMOL 1.4.1, Schrödinger, LLC. 
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reproduce charged binding affinities,19,20,21,22,23, and none have undertaken prospective 

tests. 

Unlike retrospective studies, successful prospective tests must sample many 

protein conformations and ligand orientations because the true bound pose is unknown, if 

the ligand binds at all. Decoy poses, rarely sampled in retrospective calculations, can lead 

to incorrect affinities. Ligand parameterization methods must be highly reliable, because 

no experimental data is available beforehand to validate specific parameters. 

Convergence problems – which may be invisible in energetic data – must be carefully 

identified and corrected in advance, without knowledge of the correct affinity or 

structure. Here, we attempt to overcome these challenges in the CCP open cavity, to 

investigate the following five questions: (1) Can free energy calculations prospectively 

distinguish between ligands and nonbinders in a charged site? (2) Can free energy 

calculations quantitatively predict affinities for charged compounds, and (3) for neutral 

compounds in a charged site? (4) Do accurate affinity predictions result from correctly 

identifying the ligand’s crystallographic binding pose? (5) What do our experiments tell 

us about improving computational simulations? The site’s simplicity should make it 

possible to trace prediction failures to specific force field terms, so that the experiments 

can refine the theory. 

2. Results 

2.1 Blind Binding Affinity Prediction 

We performed two successive rounds of blind affinity prediction to the open 

cavity. In the first round, we selected four known cationic ligands of the similar, 
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previously studied “closed cavity” mutant10,11, and predicted their affinities for the open 

cavity. After comparing this first round of predictions to the experimental results, we 

made the second round of predictions. The second round included fifteen compounds: ten 

cations that had never been tested in either cavity site (open or closed), and five neutral 

compounds. All compounds were selected from a docking screen of 650,000 fragment-

like compounds in the ZINC database24, and were chosen to explore a wide range of 

chemotypes, including single and double rings, amines, diamines, amidines, alcohols, and 

various heterocycles (Table 1). Predicting absolute affinities for these diverse compounds 

resembles an early-stage ligand discovery problem, and is presumably more difficult than 

predicting effects of perturbations on a common scaffold, as is common in the field25,26,27. 

All compounds fit well into the binding site by docking, but many were ranked poorly: 

several charged compounds were selected with ranks higher than 10,000, and several 

neutral compounds were selected from the bottom 60% of the database. 

2.2 Experimental 

The 14 cationic and 5 neutral compounds were tested for binding to the open 

cavity using both isothermical titration calorimetry (ITC) and UV-Vis titration of the 

heme Soret band, as described previously10,11 (Figure 2). Data collected are an average of 

two or more independent experiments, each run in duplicate. Binding isotherms from ITC 

were readily modeled and affinities were reproducible within 0.2 kcal/mol. For ligands 

too weak for ITC, UV-Vis measurements clearly demonstrated binding at the measured 

concentration. All compounds except 4-aminobenzamidine (15) and two neutral 

compounds (19 and 20) were found to bind (Table 1). To characterize these interactions 

at atomic resolution, we determined crystal structures with 13 different compounds 
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(Figure 3, SI Table S4). These structures were determined to resolutions between 1.2 and 

1.6 Å; both initial Fo-Fc and refined 2Fo-Fc electron density enabled unambiguous 

placement of the ligand in one or two orientations. 

 

  

Figure 2. Representative binding affinity data. (left) Binding affinity determination for 

compound 2 by low C-value isothermal titration calorimetry (right) Characteristic UV-Vis 

red-shift upon binding of compound 14. black: protein only, red: 5 mM ligand. 
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Figure 3. Comparison of predicted to experimental binding modes. Predicted 

(magenta) and experimentally observed (cyan) structures of CCP open cavity ligands, 

with the observed protein conformation in white. In some structures, the flexible loop 

moves upon ligand binding; the apo structure of this loop is shown in black for reference 

in these cases.  Hydrogen bonds are drawn to clarify which atoms are in contact and do 

not represent a specific distance cutoff.  a-f: Compounds with correct pose predictions. 

g-h: Compounds where two poses were predicted to be within kBT in energy, and the 

most favorable pose (magenta) was not observed experimentally while the second most 

favorable pose matched the experimental (cyan) pose. i-k: Compounds with close, but 

not correct predictions. l-m: Compounds with incorrect predictions. n: Stereo view of 2Fo-

Fc density around compound 6 at 1σ. Refinement statistics in SI Results Table S4. Figure 

generated using PyMOL 1.4.1, Schrödinger, LLC. 
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2.3 Free energy calculations protocol 

Alchemical free energy calculations were used to predict all binding affinities 

using an existing protocol5,9, modified to account for the difficulty of modeling charged 

compounds. Free energies of charge insertion require long timescales to converge. We 

therefore divided each charged binding affinity calculation into two steps. First, a charged 

“reference” compound was inserted into the binding site using long simulations. Second, 

the reference compound was transformed into the (likewise charged) “target” compound 

using shorter simulations. Together, these sum to the free energy of inserting the target 

compound into the binding site. Three reference compound calculations (averaged 

together) were used to efficiently calculate the binding affinities for the fifteen charged 

“target” compounds (see Methods and SI Methods). Charged affinities can also be 

sensitive to the overall receptor protonation state, which depends on pH. We therefore 

computed the free energy of inserting the charged reference compounds at three different 

overall receptor charge states: net -5, net neutral, and net +9 (the binding site Asp was 

ionized in each case). This “effective pH” had an expected small28 (1 kcal/mol) effect on 

the charge insertion free energy (Figure S1). We used the results from the net +9 receptor 

to be consistent with our experiments, which are performed at pH 4.5, below the protein 

pI (measured at 4.9-5.2529). Finally, charge insertion calculations in periodic boundary 

simulations can introduce significant finite size artifacts30,31; we examined these in detail 

and corrected our results to be independent of the simulated box size, as detailed in SI 

Results and SI Methods. 
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2.4 Round One: Prediction of closed cavity ligands to the open cavity 

For the Round One blind predictions, we simulated a control ligand 

benzimidazole (compound 1)6, and the four closed cavity ligands (compounds 2-5) with 

unknown affinities for the open cavity. The initial free energy calculations on these 

ligands produced affinities which were unexpectedly strong. The control simulation of 

benzimidazole produced an affinity of -7.5 kcal/mol, more favorable by 1.7 kcal/mol than 

its known affinity. Three of the four other compounds were, at first, predicted to bind 

more strongly to the open cavity than their known affinities for the closed cavity, which 

would go against a previously observed trend6. Because these affinities seemed 

implausible, we changed our protocol before comparing predictions with experiments. 

Standard molecular dynamics simulations like ours lack explicit electronic 

polarizability. The absence of polarizability reduces the dielectric response, and increases 

the overall strength of electrostatic interactions. This is especially true in buried protein 

environments like our binding site, where little solvent is nearby to provide screening32,33. 

This also especially affects ionic interactions, because the ionic net charges (+1/-1) have 

not been “parameterized” (in the manner of partial charges) to reflect interaction 

strengths32,33. We hypothesized that correcting for these effects would improve our 

predicted affinities, which we expected were overly strong (though they had not yet been 

compared with experiment). We therefore changed the force field by scaling the net 

charge on the ligand and binding site aspartate from +1/-1 to smaller, non-integral (equal 

and oppositely signed) values. This weakens the electrostatic interactions between the 

ligands and the binding site hydrogen bond acceptors, and especially with the binding site 
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aspartate. Non-integral net charges have previously proven helpful in modeling charged 

interactions32,33,34,35,36, and other similar scaling methods have been previously applied37.   

We used the known affinity of benzimidazole to determine a scaled charge of +/- 

0.981 (for the Asp and ligand) for the first set of predictions. Though these scaled 

predictions, described below, are still prospective – the correct affinities and poses are 

not known in advance – the scaled predictions are based on some prior knowledge; e.g. 

the affinity of benzimidazole. If the scaled predictions are successful, it will demonstrate 

free energy calculations are predictive in this system when a uniform reduction in the 

strength of electrostatic interactions is applied. It will also suggest that the simulated 

reorganization of the protein and solvent do not sufficiently screen ionic interactions in 

this system, and additional screening is needed. 

We computed and tested blind predictions based on this charge scaling for our 

Round One compounds. The scaled free energy calculations correctly ranked the four 

compounds and benzimidazole by affinity (Table 1). The root-mean-squared error 

(RMSE) for the four blind predictions is 1.64 kcal/mol, and the mean signed deviation 

(MSD) is +1.38 kcal/mol. Had we not applied scaling, our predictions would have ranked 

the compounds incorrectly, and the four predicted affinities would have been less 

accurate (RMSE 2.33 kcal/mol) and too favorable (MSD -1.70 kcal/mol) (Table S1). If, 

retrospectively, we treat the charge scaling as a fit parameter for all five compounds 

(instead of using only the known ligand benzimidazole), we obtain a scaling factor of +/- 

0.986. This retrospective factor preserves the correct ranking and minimizes the RMSE 

for all five compounds (0.94 kcal/mol), with an MSD of +0.36 kcal/mol (Table S1). 
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Table 1. Experimental affinities and free energy calculation blind predictions for 

compounds tested in the CCP open cavity. (caption continued on following page) 
 

Round 1 Compound 
Exper. ∆Gbind 

(kcal/mol) 
Predicted ∆Gbind 

(kcal/mol) 
Predicted pose 

RMSD (Å) 
PDB Code 

1
N
H

N
H

+

 
-5.8a  -5.8 ± 0.1b  1.1c 1KXM 

2
N
H

+
NH2NH2

 
-5.8 ± 0.2 -5.1 ± 0.2 0.6 4JM8 

3
S

N
H

+

NH2

 
-5.1 ± 0.2 -4.8 ± 0.2 1.9 4JM5 

4
NH2

NH
+

N NH2 
-4.4 ± 0.2 -2.2 ± 0.2 3.1 4JM6 

5 N
+

NH2  
-3.4 ± 0.4 -1.1 ± 0.2 

2.9 (1st) 
0.5 (2nd) 

4JM9 

Round 2 Compound 
Exper. ∆Gbind 

(kcal/mol) 
Predicted ∆Gbind 

(kcal/mol) 
Predicted pose 

RMSD (Å) 
PDB Code 

6
N
H

+

N

NH2 
-7.1 ± 0.2 -4.2 ± 0.3 0.6 4JQM 

7
NH2

+

NH2

 
-6.6 ± 0.2 -3.3 ± 0.2 0.5 4JPU 

8
N
H

+

NH2 
-5.8 ± 0.2 -5.8 ± 0.3 0.4 4JQJ 

9
N
H

+

N

NH2

NH2

 

-5.7 ± 0.2 -4.7 ± 0.4 0.9 4JPT 

10 NH
+NH

 
-4.8 ± 0.2 -7.9 ± 0.4 1.0 4JPL 

(Corrected Tyr) -4.8 ± 0.2 -5.9 ± 0.4d  3.2e 4JPL 

11 N
+

OH

NH2  
-4.7 ± 0.2 -2.3 ± 0.3 1.1 4JQK 

12
NNH

+

NH2NH  
> -3.9 -3.7 ± 0.4 naf na 

13
S

N

N
H

+

 
> -3.9 -2.8 ± 0.2 na na 

14
S

N

N
H

+

OH 
> -3.0 -4.4 ± 0.5 na na 

15 NH2

NH2

+

NH2

 
NB, > 3.0 -0.9 ± 0.5 na na 

Neutral Compound 
Exper. ∆Gbind 

(kcal/mol) 
Predicted ∆Gbind 

(kcal/mol) 
Predicted pose 

RMSD (Å) 
PDB Code 

16 OH

 
> -3.3 -4.6 ± 0.3 1.0 4JMW 

17 F

OH OH

 
> -3.3 -4.8 ± 0.2 2.8 4JMA 

18 OH

O

 
> -3.3 -2.6 ± 0.4 

2.8 (1st) 
0.8 (2nd) 

4JQN 

19
N

N

N
N

N

O
N

NH2
O

O

 
NB, > -3.9 -6.8 ± 0.3 na na 

20
S

N

NO  
NB, > -3.0 -5.2 ± 0.3 na na 
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NB = no evidence of binding, to a given maximum concentration. Round One predictions 
were made using a scaling factor of +/- 0.981, calibrated using benzimidazole 
(compound 1). Round Two predictions were made using a scaling factor of 0.986, 
calibrated based on the five Round One compounds. Pose RMSDs were calculated 
using a representative snapshot of the MD ensemble for the dominant pose, measured 
against the nearest ligand structure observed by crystallography after aligning the MD 
protein to the crystal protein. Experimental uncertainties were calculated as the standard 
deviation of three or more independent measurements, or as a 20% error in kD if only 
two experiments were conducted or if the experimental agreement was within 20%. 
aFrom ref. 6. bNot a blind prediction, used to calibrate the original scaling factor. cNot a 
blind prediction, but the RMSD to the most favored benzimidazole pose of several 
decoys considered. dNot a blind prediction; based on re-simulating the badly equilibrated 
4-azaindole pose retrospectively. eNot a blind prediction, but based on using the most 
favorable 4-azaindole pose after retrospectively resimulating the badly equilibrated 4-
azaindole pose. fNot applicable (no structure collected). 

 

2.5 Round Two: Prediction of novel compounds to the open cavity 

For Round Two, we changed the charge scaling based on the available Round 

One results, and made blind predictions of the affinities of the ten new cationic 

compounds using a scaling factor of +/- 0.986.  Predicted affinities for the nine ligands 

(one of the ten did not bind) were less accurate than in Round One (RMSE 2.10 

kcal/mol), and predictions for four compounds – 4-aminoquinazoline (6), benzamidine 

(7), 4-azaindole (10), and 2-amino-1-(2-hydroxyethyl)pyridinium (11) – had errors larger 

than 2 kcal/mol (Table 1, Figure 4 a). The free energy calculations correctly predicted the 

non-binder 4-aminobenzamidine (15) to be a non-binder and to have the weakest affinity 

of the set. 
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After comparing with the experiments, we discovered an unusual convergence 

failure in the 4-azaindole (10) prediction. Each predicted affinity results from the sum of 

contributions from multiple ligand poses38. For 4-azaindole, the two most favorable poses  

had predicted affinities of -7.9 and -5.7 kcal/mol. During equilibration of the most 

favorable pose, Tyr 225 flipped toward the binding site, creating new protein-ligand 

contacts. Critically, Tyr 225 never returned to its apo conformation once the ligand was 

decoupled, so the energy cost of moving Tyr 225 was never accounted for, causing an 

overly favorable prediction for this pose. If we eliminate the contribution of this pose 

from the overall predicted 4-azaindole affinity, the prediction changes from -7.9 kcal/mol 

Figure 4. (a,b,c) Agreement between free energy calculations and experimental 

binding affinities. Nonbinders have been assigned a Kd of 1M (∆Gbind = 0 kcal/mol), 

with error bars showing the highest tested concentration. Both panels show results 

corrected for the 4-azaindole convergence error; other outliers discussed in the text 

are labeled by compound number. (a) Scaled results a scaled charge of +/- 0.986. 

Red: retrospective results for Round 1 compounds (for prospective results see Table 

1). Blue: prospective results for Round 2 compounds. (b) Unscaled results for all 

compounds. Red: Round 1 compounds. Blue: Round 2 compounds. Black: Neutral 

compounds. (c) Unscaled results in the Miniature Binding Site. Black circles: cations, 

open squares: neutral compounds. Values from Table 1 and Table S1. (d) Errors in 

unscaled binding predictions on cations correlate with the gas-to-solution 

transfer (hydration) free energy. Solid circles = ligands, open circle = nonbinder (4-

aminobenzamidine, 15), assigned a kD of 1M (∆Gbind = 0 kcal/mol). Compounds 6 (4-

aminoquinazoline) and 7 (benzamidine) are labeled to indicate that they are minor 

outliers from the trend (though they are included in the fit), which is consistent with 

their scaled predictions being unsuccessful outliers. 
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to -5.7 kcal/mol, in reasonable agreement with the experimental affinity of -4.8 kcal/mol. 

Repeating the equilibration of the original best pose starting from the apo Tyr 225 

conformation did not reproduce the flip, which we expect is a high-energy state and is not 

observed in any crystal structure of CCP. Retrospectively re-calculating the affinity of the 

original best pose with a corrected Tyr position leads to a similar prediction of -5.9 

kcal/mol. The other three overly favorable predictions – 4-aminoquinazoline (6), 

benzamidine (7), and 2-amino-1-(2-hydroxyethyl)pyridinium (11) – did not result from 

clear convergence errors, and we discuss these later. 

To test whether free energy calculations could predict affinities for neutral 

compounds in a charged site, we made predictions for five neutral compounds using the 

standard force field. We did not apply charge scaling to the neutral compounds because 

we expected that the absence of polarizability would mainly overstabilize charge-charge 

interactions and have less effect on charge-neutral interactions32,33. The calculations 

predicted four of the five neutral compounds to bind too strongly, and both nonbinders 

were false positive predictions (Table 1). The simulations without charge scaling thus 

overstabilized both charged binding and neutral binding. 

 

2.6 Pose Prediction 

Of the sixteen new ligands, we determined high-resolution structures for thirteen 

of the complexes (Figure 3). For six of these thirteen, the free energy calculations favored 

one single ligand pose by more than kBT, and this pose was observed in the experimental 

structure (RMSD < 1.1 Å, Table 1, Figure 3 a-f). These correct pose predictions included 
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the three compounds with the largest errors in affinity prediction: 4-aminoquinazoline 

(6), benzamidine (7), and 2-amino-1-(2-hydroxyethyl)pyridinium (11). While these 

affinity predictions were too weak by more than 2 kcal/mol, the correct pose predictions 

suggest that the energy function, rather than pose sampling, was responsible for these 

errors.  

For compounds 5 and 18, the most favorable ligand pose was not observed in the 

experimental structures (Figure 3 g,h).  However, the second most favorable pose did 

match the observed structure (RMSD < 0.8 Å, Table 1), and was predicted to be within 

kBT of the most favorable predicted pose.  The more favorable predicted poses may be 

considered computational decoys, though the error is small energetically (0.4 kcal/mol 

for 5 and 0.6 kcal/mol for 18). 

For three additional ligands, the dominant pose in the free energy calculations was 

similar to a pose observed in the experimental structure: the prediction for 2,4-

diaminopyrimidine (4) (RMSD 3.1 Å) is flipped 180o from an experimentally observed 

pose, making an extra hydrogen bond to Asp 233 instead of to Leu 177; the prediction for 

2,4-diaminoquinazoline (9) (0.9 Å) contains an extra water molecule, and the prediction 

for 3-fluorocatechol (17) (2.8 Å) correctly places the hydroxyls but misplaces the fluorine 

(Figure 3 i,j,k). In the remaining two cases (4-azaindole (10) and 2-amino-5-

methylthiazole (3)), the simulations predicted a decoy pose as most favorable. For 4-

azaindole, the original predicted pose actually matched one of two poses observed in the 

crystal structure, but after fixing the simulation to remove the Tyr 225 flip, this 

crystallographic pose became 0.8 kcal/mol less favorable than the decoy pose. For 2-
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amino-5-methylthiazole, the pose observed in the crystal structure was unlike any 

predicted pose, and was never sampled (Figure 3 l,m). 

Most of the experimental structures showed conformational changes in the Gly 

189-Ala 192 loop. For compounds 2, 3, 4, 6, 7, and 10, the backbone carbonyl of Gly 190 

flips toward the ligand, creating a new electrostatic interaction (Figure 3). As part of the 

predictions protocol, we explicitly sampled this ‘flipped-in’ conformation for the latter 

three ligands, but did not find it to be favorable for any of them. Other loop movements 

are observed in the experimental structures for compounds 5, 6, 8, 9, 10, 11, and the 

existing structure of benzimidazole (1), which were also not captured in the free energy 

calculations. The failure of the free energy calculations to prefer these alternate loop 

conformations could contribute to the incorrectly weak predicted affinities for 

compounds 5, 6, 7, and 11. However, the other six compounds have accurately predicted 

affinities (using charges scaled to +/- 0.986) despite failing to reproduce the loop 

conformation observed in the crystal structures. 

2.7 Charge parameters explain specific failures. 

To investigate the compounds with inaccurate affinity predictions, we 

retrospectively calculated affinities for all compounds using new ligand charges, derived 

using electrostatic potential (ESP) fitting to gas-phase ab initio quantum calculations 

(Table S1, Figure S2). Like the original results, the ESP results overstabilized binding 

before charge scaling. By applying a scaling factor of +/- 0.992 to the cations, the binding 

affinities using ESP charges became very similar to the original scaled AM1-BCC 

binding affinities (RMSD 0.8 kcal/mol). Despite this small difference, the ESP charges 
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substantially improve the agreement with experiment. The ESP binding affinity for 

benzamidine (7) is 1.8 kcal/mol more favorable than the original prediction, reducing that 

compound’s error to +1.5 kcal/mol. The next largest outliers - 4-aminoquinazoline (6) 

and 2-amino-1-(2-hydroxyethyl)pyridinium (11) - are improved as well. The ESP charges 

also predict a 2.5 kcal/mol weaker affinity for the neutral compound 19, which was 

originally a false positive. This indicates that the original partial charges were a large 

source of error in the predictions. 

2.8 Charge scaling corrected a systematic error in the force field model 

How accurate would the predictions have been using the force field as-is, without 

charge scaling? The RMSE for all charged affinities, including benzimidazole and after 

correcting for 4-azaindole, would have been 2.33 kcal/mol (Table S1 and Figure 4 b), 

compared to 1.57 kcal/mol for all charged affinities using a +/- 0.986 scaling factor 

(Figure 4 a). These unscaled affinities are too favorable, with an MSD of -1.48 kcal/mol, 

compared with +0.72 kcal/mol after scaling. All three nonbinders – 4-aminobenzamidine 

(15) and the neutral compounds 19 and 20 – are false positive predictions for binding 

according to the force field without scaling. 

To test if these overly favorable affinities from the unscaled force field resulted 

from electrostatics, we compared the error in each compound’s simulated affinity with its 

simulated gas-to-solution transfer (hydration) free energy, which measures polarity. For 

charged compounds, there is a clear trend that as a compound becomes more polar, its 

unscaled, simulated binding affinity becomes more incorrect (Figure 4 d), though this 

trend disappears once charges are scaled (Figure S3 a). For neutral compounds, the same 
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trend appears, though only as a result of the nonbinders (Figure S3 b). Because the errors 

become systematically larger as compounds become more polar, the force-field 

electrostatics are likely at fault. 

 

Are the predicted hydration free energies themselves incorrect? To examine this, 

we computed hydration free energies for 10 additional organic cations which have 

experimentally measured values13. The simulated results agreed with experiment without 

systematic errors (Figure S4 and Table S2), and similar results have been shown for 

neutral compounds39. This indicates that within the force field, the protein-ligand 

electrostatic interactions, not the solvent-ligand interactions, cause binding to be 

systematically too strong. 

2.9 The buried environment can explain the systematic error 

What physical factors caused the force-field to overstabilize protein-ligand 

electrostatic interactions? Understanding these factors could lead to more transferrable 

force fields, avoiding the need for the empirical scaling employed here. One particular 

factor could be the buried nature of the binding site. In a buried site like the open CCP 

cavity, electronic polarizability contributes significantly to the screening which weakens 

electrostatic interactions, but conventional, non-polarizable simulations lack this 

contribution12,32,33. However, the missing effect could still be small, because protein 

flexibility, waters in the nearby channel, and water on the protein surface all still screen 

electrostatics. To directly examine the amount of screening in the buried environment, we 

created a new ‘miniature’ binding site in silico, made of only the cavity residues 
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surrounding the ligand (Figure S5 a), and held in place by harmonic restraints (Figure S5 

b,c). We then surrounded these residues with explicit solvent, to compare binding 

affinities in the less polarizable protein with the more polarizable solvated miniature site. 

Simulated affinities to the miniature site were 1-5 kcal/mol weaker than simulated 

affinities to the full protein (Table S1). Surprisingly, the new affinities were in better 

agreement with the experimental affinities to the full protein (RMSE=1.63 kcal/mol) 

(Figure 4 c). Unlike the original results, binding is no longer too favorable, and no charge 

scaling is required. The weakened affinities result from the electrostatic component of the 

free energy cycle (Table S4). The weaker affinities in the miniature site demonstrate that 

electrostatic interactions in the simulated full protein binding site are only partially 

screened, and that additional polarizability – provided in this test by nearby water – could 

have led to more accurate predicted affinities without charge scaling.  This result does not 

prove that missing polarizability is the primary cause of the systematic error – errors in 

force field calculations can rarely be linked to a single cause.  However, it establishes that 

the environment has a sufficient impact on the binding affinities to potentially account for 

the error.  If, instead, the miniature site affinities had been similar to those in the full 

protein, this would have demonstrated that electrostatics were already heavily screened in 

the original calculations and suggested that additional environmental polarizability would 

have little effect. 

3. Discussion 

Predicting absolute binding affinities is a challenging goal even in a simplified 

site, requiring a careful balance of many energetic contributions and sampling of many 

configurations. Here, we examined a protein with only one known bound structure, and 
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predicted affinities for nineteen unrelated charged and neutral compounds, all of which fit 

well by docking but spanned three logs of affinity. Prospective tests of free energy 

calculations have not previously been attempted in charged systems, or even in systems 

with solvent in the binding site. Performing these calculations prospectively introduced 

numerous potential sources of error, but uncovering these errors is essential for 

developing free energy calculations as a robust tool for ligand design. Three key 

observations emerge from our study: (1) affinity prediction using scaled charges was only 

partially successful due to inadequate ligand partial charges, (2) free energy calculations 

with full (unscaled) charges systematically overstabilize binding in this buried, charged 

binding site, and (3) altering the polarizability of the environment can correct this error. 

Along with these observations, our experimental results in this simplified, yet revealing 

system offer a rich resource for further methods development and testing, especially for 

more sophisticated models of polarizability, models of flexible regions in proteins and 

their energy landscapes, and models of water energetics and its role in binding.  

 Eleven of the fourteen charged compounds were correctly classified as ligands or 

non-binders in the blind predictions, and the non-binder (15) was correctly ranked as the 

weakest potential ligand. However, even with charge scaling, affinity prediction was only 

marginally successful. The prospective RMSE for the fourteen charged compounds was 

1.95 kcal/mol, which is large compared to the measured range of affinities (4 kcal/mol), 

though this small range understates the difficulty of the task because we did not know in 

advance whether any compound would bind and fall inside this range. Aside from one 

clear convergence failure (4-azaindole, 10), the largest errors in the predictions resulted 

from the ligand partial charges. Retrospective calculations using more advanced ESP 
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charges corrected the largest outliers (benzamidine, 7, and 4-aminoquinazoline, 6) and 

produced an overall error of 1.45 kcal/mol for charged compounds. The AM1-BCC 

charges we originally employed have proven comparable to ESP charges in other 

studies40, but this charged and highly polar binding site demonstrates the importance of 

further accuracy in charge models. The blind predictions on neutral compounds were less 

successful, as the two strongest predictions were each false positives. We attribute this to 

a systematic error that affected all compounds when using the unmodified force field. 

Binding affinities using the unmodified force field (without scaling) were 

systematically incorrect. However, hydration energies for both charged and neutral 

compounds are well reproduced by simulations, suggesting that protein-ligand interaction 

energies cause the error. The problem seems to be caused by electrostatics, because the 

size of the error correlates with the polarity of the compound. This is exactly the type of 

correlation which is most apparent in a model site like this open cavity, with few other 

factors complicating the results. Previous relative binding free energy calculations using 

the CHARMM22 force field have also suggested electrostatic interactions are overly 

strong in buried sites7. CHARMM electrostatic parameters are derived differently from 

the AMBER99 parameters employed here, suggesting that these errors are not unique to 

one force field. 

By calculating affinities to a miniature binding site surrounded by solvent, we 

showed that changing the polarizability of the environment around the binding site 

without changing protein-ligand contacts has a substantial impact on the predicted 

affinities. Because the protein model is not fully polarizable, the buried environment of 

the binding site should overestimate electrostatic interactions, which could account for 
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the error we observed. Current force fields have been parameterized to match pure liquid 

properties and gas-phase electrostatic potentials. Our experimental results indicate that 

electrostatic interactions in a buried environment are weaker than these potentials predict. 

Here, we tried to capture this effect in the full protein by empirically reducing the charges 

– essentially faking polarization.  

Our study has several notable limitations. First, the scaling approach is physically 

unappealing, and could not be used to correct affinities for neutral compounds. We 

applied it here for charged compounds to allow us to examine the advantages of free 

energy calculations– conformational sampling, explicit water molecules, and inclusion of 

the invisible energetic terms – without being held back by one major source of error. 

Still, the necessary scaling factors were purely empirical, and do not reflect a theoretical 

estimate of missing polarizability. Second, even with scaling, our purely prospective 

results could not rank ligands by affinity, and many errors were only discovered 

retrospectively. In part, this reflects the new complexity in this system compared with 

past prospective tests: for example, the strong electrostatics in this binding site revealed 

weaknesses in charge parameterization schemes which were adequate in other systems5. 

Third, our retrospective analysis itself – including the systematic error in electrostatics 

and the superiority of QM ESP charges – can be criticized as opportunistic, reflecting our 

available data on a limited number of compounds, even if the test set is relatively large 

for a free energy study. Further prospective testing can confirm or refute these 

hypotheses. Finally, we cannot prove that missing polarizability is the main cause of 

overly strong electrostatics. Instead, we can only show that the error in unscaled 

calculations is directly correlated with polarity, that a uniform reduction in ionic 
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interactions partially corrects this, and that altering the polarizability of the binding site 

has a large enough effect on affinities to account for the error. 

Previous blind predictive studies using this force field have suggested that free 

energy calculations can predict binding affinities for hydrophobic and polar compounds if 

the proper ligand pose is sampled and calculations converge5,9. By examining charged 

compounds in this study, we demonstrate that the same force field can produce 

systematically incorrect affinities even when these criteria are met. For this strongest 

class of molecular interactions, the environment surrounding the binding site plays a 

critical role in determining affinity, and the absence of polarizability in the force field 

may cause the error we observe. By employing a receptor-specific charge scaling 

procedure, we achieved quantitative affinity prediction for most compounds, and 

suggested likely reasons for failure in the remaining cases. While the calculations were 

only partially successful, quantitative affinity prediction is an aim beyond the ambition of 

simpler models of binding that do not include “invisible” energetic contributions. A key 

challenge for free energy calculations in the future will be designing models, polarizable 

or not, that can transferrably represent the strength of electrostatic interactions in both 

buried and solvent exposed environments.  
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4. Methods 

4.1 Free Energy Simulation Approach. Absolute binding free energies for all 

cationic compounds to the protein were computing using a two-step process, in which a 

cationic reference compound is transferred into the binding site, and then transformed 

into the cationic ligand. This process is described by Eqn. (1): 

∆Gbind,L ≡ ∆GP + L 
�

 PL = ∆GP 
�

 PR + ∆GPR + L 
�

 PL  [1] 

where P is the unbound protein, L is the unbound ligand, PL is the protein-ligand 

complex, and PR is the complex between the protein and the cationic reference topology 

which was identical for all ligands. The net charge of the system changes when 

calculating ∆GP 
�

 PR, but not when calculating ∆GPR + L 
�

 PL, because both R and L are 

charged. Because ∆GP 
�

 PR was identical for all ligands, only ∆GPR + L 
�

 PL needed to be 

computed for each individual ligand, using the procedure described in SI Methods 

sections 5b and 5c. ∆GP 
�

 PR was computed using Eqn. (2): 

∆GP 
�

 PR = ∆GP + L 
�

 PL + ∆GPL 
�

 PR + L  [2] 

where L is one of three cationic ligands (compounds 1, 3, and 5) employed for full 

absolute binding calculations, ∆GP + L 
�

 PL is the absolute binding free energy of L 

calculated using the procedure described in SI Methods section 5a, and ∆GPL 
�

 PR + L is the 

free energy of moving L from the protein to solution simultaneously with creating R in 

the binding site, using the procedure described in SI Methods section 5b. The final ∆GP 
�

 

PR we employed is the average of Eqn. 2 using compounds 1, 3, and 5. For neutral 

compounds, all absolute affinities were computed using only an absolute binding AFE 
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cycle, described in SI Methods section 5d. All binding calculations explicitly considered 

multiple ligand poses, and the final predicted affinity is the sum of the contributions from 

all poses38. Full details on how ligand poses were generated and sampled are given in SI 

Methods section 2. 

Alchemical free energy calculations in the receptor were performed using 

Hamiltonian-exchange Langevin dynamics in the NVT ensemble. Absolute binding 

calculations were performed using a modified version of the thermodynamic cycle in 

Mobley, Chodera et al.38, described in SI Methods section 5a. The confine-and-release 

method41 was applied to sample binding site side chains, as described in SI Methods. Free 

energy differences were computed using the Bennett Acceptance Ratio42, Multistate 

Bennett Acceptance Ratio43, and the Zwanzig equation as described in SI Methods 

section 3. 

4.2 Software. Simulations were performed using GROMACS44 3.3.4, 4.0.7, and 

the FEP branch of the GROMACS 4.5 git repository45, kindly provided by Michael 

Shirts. Ligand preparation was performed as in ref. 9.  

4.3 Force fields. The protein was modeled using the AMBER99SB force field46, 

solvated in TIP3P water. The Generalized Amber Force Field (GAFF) was used for 

ligand parameters47, with AM1-BCC partial charges48,49 generated using the OEChem 

toolkit, version 1.5. Heme parameters and partial charges were taken from the 

Hemoglobin model included with Amber 8, except with an additional +1 charge added to 

the iron to create Fe(III), as in ref. 50. Additional parameters were added to create the Fe-

Nε bond between the Heme and His175, and the four Heme N-Fe-Nε angles, using force 



72 
 

constants taken from ref. 50. The equilibrium bond length and angles were generated 

based on the average of existing crystal structures of CCP W191G. 

4.4 Protein protonation. Protonation states of titratable residues were selected by 

running MCCE 2.251,52 on PDB structure 1KXN6 with the Heme removed at pH 4.5. 

When the Heme was added back in with Fe[III] and both propionates ionized, this created 

a model of CCP with a net charge of -5. Because the pI of CCP is between 4.9 and 5.2529, 

we also created a positively charged model of CCP (net charge of +9) to more accurately 

model the true protonation state. We generated this model by protonating the highest pKa 

Asp and Glu residues (according to MCCE) which were not already predicted to be 

protonated at pH 4.5. All calculations were performed using the initial net -5 model, 

except the charging step for the absolute binding calculations (SI Methods section 5a step 

4), which was performed using the +9 model (only this step should be sensitive to 

receptor protonation). We examined the sensitivity of this step to protein protonation and 

found a 1 kcal/mol change in binding affinities between the -5 and +9 models (Figure 

S1), a magnitude consistent with experimental observations in other systems28. 

4.5 Convergence. We assessed the convergence of all free energy estimates by 

examining the change in the estimate with additional simulation time. To control for un-

equilibrated data at the start of our trajectories, we also examined the convergence of our 

free energy estimates when data was added in reverse, i.e. starting with the end of all 

trajectories and incrementally adding data from earlier in the trajectory. Further details 

are given in SI Results. Convergence plots for all alchemical steps are provided in SI 

Dataset 1; see also SI Results Figs. S6 and S7.  
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4.6 Long range electrostatics. Long range electrostatics were treated using the 

Particle-mesh Ewald method.  All free energies involving changes in net charge (both in 

solution and in the protein) were corrected for artifacts resulting from the artificial 

periodicity of the cell and non-coulombic electrostatics, as in ref. 30.  Full details of these 

corrections are given in SI Results section 9 and SI Methods section 8.  The total 

correction for these effects amounted to +1 kcal/mol to all binding affinities. 

4.7 QM Calculations. All calculations were performed using Jaguar 7.8, release 

109, accessed using Maestro 9.2.109. Ligands structures from OEChem were optimized 

using Hartree-Fock theory and the 6-31G** basis set. Following optimization, a single 

point calculation was performed using LMP2 theory and the cc-PVTZ basis set with 5 D 

functions. This calculation was used in Jaguar to generate ESP-fit atom-centered partial 

charges, based on a spherical grid. Both QM calculations used the SCF accuracy setting 

‘Accurate’ within Jaguar. All calculations were performed on the ligand alone in vacuum. 

To determine the binding affinities of ligands using the ESP charges, the ligand partial 

charges were perturbed from their original AM1-BCC charges to the ESP charges, both 

in the protein and in solution. Only ligand poses which were originally found to be within 

1 kcal/mol of the most favorable ligand pose in the original AM1-BCC simulations were 

considered; we did not attempt to identify new poses which might be more favorable with 

ESP charges. 

4.8 Miniature Site Simulations. The miniature binding site contains CCP 

residues 175-180, 189-191, 228-230, 233, and the Heme. We selected the reference 

structure and force constants using a procedure described in SI Methods section 9, and 
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verified that the model site reproduced the atomic fluctuations seen in the full protein 

(Figure S5 b) and the expansion and contraction of the binding site with different bound 

ligands (Figure S5 c). To determine binding free energies to the miniature site, we used 

only the ligand poses originally found to be within 1 kcal/mol of the most favorable 

ligand pose in the original simulations in the full complex; we did not attempt to identify 

new poses which might be more favorable in the miniature site. The absolute binding free 

energy cycle used is described in SI Methods section 5e. 

4.9 Protein Preparation. The plasmid for the open cavity mutant protein was 

provided by the Goodin lab and protein expression and purification was performed as in 

ref. 11. 

4.10 Titration of the UV-Vis Soret Band. Ligand stocks were made up to 1M in 

DMSO, solubility permitting. Titration of the heme Soret band was performed as in ref. 

10. Ligand binding was measured by endpoint titration in 100 mM citric buffer at pH 4.5 

or 500mM MES buffer pH 6.0. To avoid competition in ligand binding with small cations 

like potassium the pH of both buffer conditions was adjusted with Bis-Tris11. The 

compounds stocks were made in DMSO. Binding was monitored by the red shift and 

increase of absorbance of the heme Soret band, except for the neutral ligands where a 

blue shift was observed11.  

4.11 Low C-value Isothermal Titration Calorimetry. Experiments were 

performed as in ref. 10 using a Microcal VP-ITC model calorimeter53 in 100 mM pH 4.5 

citrate buffer at 10o C. Ligand stocks were prepared in buffer from overnight dialysis of 

the protein to prevent buffer mismatch. The protein concentration was determined by 
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UV-Vis spectroscopy measuring the absorbance of the heme Soret band with Ext 

coeff412nMv= 101 M-1cm-1.  

4.12 Crystallography. Ligands were soaked into crystals grown under previously 

published conditions at concentrations from 50mM up to 100mM in the crystallization 

buffer (MES pH 6.0) solubility permitting6 or 100mM acetic acid‒bis-tris propane pH 

4.5. If solubility was an issue, soaks were instead performed directly in the 

cryoprotectant, 25% MPD. Compound 3 was co-crystallized as previously described11. 

Multiple conformations of the engineered loop were frequently observed but in most 

cases electron density quality only allowed the modeling of the major conformation. 

  



76 
 

References 

1. Mobley, D.L. & Dill, K.A. (2009). Binding of small-molecule ligands to proteins: 
“what you see” is not always “what you get.”Structure 17, 489–498 

2. Gilson, M.K., Given, J.A., Bush, B.L. & McCammon, J.A. (1997). The statistical-
thermodynamic basis for computation of binding affinities: a critical review. Biophys 

J 72, 1047–1069 

3. Beauchamp, K.A., Lin, Y.-S., Das, R. & Pande, V.S. (2012). Are Protein Force 
Fields Getting Better? A Systematic Benchmark on 524 Diverse NMR 
Measurements. J. Chem. Theory Comput. 8, 1409–1414 

4. Lindorff-Larsen, K., Maragakis, P., Piana, S., Eastwood, M.P., Dror, R.O. & Shaw, 
D.E. (2012). Systematic Validation of Protein Force Fields against Experimental 
Data. PLoS ONE 7, e32131 

5. Mobley, D.L., Graves, A.P., Chodera, J.D., McReynolds, A.C., Shoichet, B.K. & 
Dill, K.A. (2007). Predicting absolute ligand binding free energies to a simple model 
site RID C-3885-2009. J. Mol. Biol. 371, 1118–1134 

6. Rosenfeld, R., Hays, A., Musah, R. & Goodin, D. (2002). Excision of a proposed 
electron transfer pathway in cytochrome c   peroxidase and its replacement by a 
ligand-binding channel. Protein Sci. 11, 1251–1259 

7. Banba, S. & Brooks, C.L. (2000). Free energy screening of small ligands binding to 
an artificial protein cavity. The Journal of Chemical Physics 113, 3423–3433 

8. Banba, S., Guo, Z. & Brooks, C.L. (2000). Efficient Sampling of Ligand Orientations 
and Conformations in Free Energy Calculations Using the λ-Dynamics Method. J. 

Phys. Chem. B 104, 6903–6910 

9. Boyce, S.E., Mobley, D.L., Rocklin, G.J., Graves, A.P., Dill, K.A. & Shoichet, B.K. 
(2009). Predicting Ligand Binding Affinity with Alchemical Free Energy Methods   
in a Polar Model Binding Site RID C-3885-2009. J. Mol. Biol. 394, 747–763 

10. Musah, R., Jensen, G., Bunte, S., Rosenfeld, R. & Goodin, D. (2002). Artificial 
protein cavities as specific ligand-binding templates:   Characterization of an 
engineered heterocyclic cation-binding site that   preserves the evolved specificity of 
the parent protein. J. Mol. Biol. 315, 845–857 

11. Brenk, R., Vetter, S.W., Boyce, S.E., Goodin, D.B. & Shoichet, B.K. (2006). Probing 
molecular docking in a charged model binding site. J. Mol. Biol. 357, 1449–1470 



77 
 

12. Warshel, A., Sharma, P.K., Kato, M. & Parson, W.W. (2006). Modeling electrostatic 
effects in proteins. Biochimica et Biophysica Acta (BBA) - Proteins & Proteomics 
1764, 1647–1676 

13. Pliego Jr, J.R. & Riveros, J.M. (2002). Gibbs energy of solvation of organic ions in 
aqueous and dimethyl sulfoxide solutions. Phys. Chem. Chem. Phys. 4, 1622–1627 

14. Davis, A. & Teague, S. (1999). Hydrogen bonding, hydrophobic interactions, and 
failure of the rigid   receptor hypothesis. Angew. Chem.-Int. Edit. 38, 737–749 

15. Gao, J., Bosco, D.A., Powers, E.T. & Kelly, J.W. (2009). Localized thermodynamic 
coupling between hydrogen bonding and microenvironment polarity substantially 
stabilizes proteins. Nat. Struct. Mol. Biol. 16, 684–690 

16. HyunJoong Joh, N., Min, A., Faham, S., Whitelegge, J.P., Yang, D., Woods, V.L. & 
Bowie, J.U. (2008). Modest stabilization by most hydrogen-bonded side-chain 
interactions in membrane proteins. Nature 453, 1266–1270 

17. Schutz, C.N. & Warshel, A. (2001). What are the dielectric “constants” of proteins 
and how to validate electrostatic models? Proteins 44, 400–417 

18. Yang, T., Wu, J.C., Yan, C., Wang, Y., Luo, R., Gonzales, M.B., Dalby, K.N. & Ren, 
P. (2011). Virtual Screening Using Molecular Simulations. Proteins 79, 1940–1951 

19. Simonson, T., Carlsson, J. & Case, D. (2004). Proton binding to proteins: pK(a) 
calculations with explicit and   implicit solvent models RID A-5733-2008 RID A-
8019-2010. J. Am. Chem. Soc. 126, 4167–4180 

20. Woo, H.-J. & Roux, B. (2005). Calculation of absolute protein-ligand binding free 
energy from computer simulations. Proc. Natl. Acad. Sci. U.S.A. 102, 6825–6830 

21. Jiao, D., Golubkov, P.A., Darden, T.A. & Ren, P. (2008). Calculation of protein-
ligand binding free energy by using a polarizable   potential RID E-5814-2011. Proc. 

Natl. Acad. Sci. U. S. A. 105, 6290–6295 

22. Jiao, D., Zhang, J., Duke, R.E., Li, G., Schnieders, M.J. & Ren, P. (2009). Trypsin-
ligand binding free energies from explicit and implicit solvent simulations with 
polarizable potential. Journal of Computational Chemistry 30, 1701–1711 

23. Lau, A.Y. & Roux, B. (2011). The Hidden Energetics of Ligand-Binding and 
Activation in a Glutamate Receptor. Nat Struct Mol Biol 18, 283–287 

24. Irwin, J.J., Sterling, T., Mysinger, M.M., Bolstad, E.S. & Coleman, R.G. (2012). 
ZINC: A Free Tool to Discover Chemistry for Biology. J. Chem. Inf. Model. 52, 
1757–1768 



78 
 

25. Jorgensen, W.L. (2009). Efficient drug lead discovery and optimization. Acc. Chem. 

Res. 42, 724–733 

26. Michel, J. & Essex, J.W. (2010). Prediction of protein–ligand binding affinity by free 
energy simulations: assumptions, pitfalls and expectations. J Comput Aided Mol Des 
24, 639–658 

27. Chodera, J.D., Mobley, D.L., Shirts, M.R., Dixon, R.W., Branson, K. & Pande, V.S. 
(2011). Alchemical free energy methods for drug discovery: progress and challenges. 
Curr. Opin. Struct. Biol. 21, 150–160 

28. Caravella, J.A., Carbeck, J.D., Duffy, D.C., Whitesides, G.M. & Tidor, B. (1999). 
Long-Range Electrostatic Contributions to Protein−Ligand Binding Estimated Using 
Protein Charge Ladders, Affinity Capillary Electrophoresis, and Continuum 
Electrostatic Theory. J. Am. Chem. Soc. 121, 4340–4347 

29. Erman, J.E. & Vitello, L.B. (2002). Yeast cytochrome c peroxidase: mechanistic 
studies via protein engineering. Biochimica et Biophysica Acta (BBA) - Protein 

Structure and Molecular Enzymology 1597, 193–220 

30. Kastenholz, M.A. & Hunenberger, P.H. (2006). Computation of methodology-
independent ionic solvation free energies   from molecular simulations. II. The 
hydration free energy of the sodium   cation. J. Chem. Phys. 124,  

31. Kastenholz, M. & Hunenberger, P. (2006). Computation of methodology-
independent ionic solvation free energies   from molecular simulations. I. The 
electrostatic potential in molecular   liquids. J. Chem. Phys. 124,  

32. Leontyev, I.V. & Stuchebrukhov, A.A. (2010). Electronic Continuum Model for 
Molecular Dynamics Simulations of   Biological Molecules. J. Chem. Theory 

Comput. 6, 1498–1508 

33. Leontyev, I. & Stuchebrukhov, A. (2011). Accounting for electronic polarization in 
non-polarizable force fields. Phys. Chem. Chem. Phys. 13, 2613–2626 

34. Youngs, T.G.A. & Hardacre, C. (2008). Application of Static Charge Transfer within 
an Ionic‐Liquid Force Field and Its Effect on Structure and Dynamics. 
ChemPhysChem 9, 1548–1558 

35. Schmidt, J., Krekeler, C., Dommert, F., Zhao, Y., Berger, R., Site, L.D. & Holm, C. 
(2010). Ionic Charge Reduction and Atomic Partial Charges from First-Principles 
Calculations of 1,3-Dimethylimidazolium Chloride. J. Phys. Chem. B 114, 6150–
6155 



79 
 

36. Zhang, Y. & Maginn, E.J. (2012). A Simple AIMD Approach to Derive Atomic 
Charges for Condensed Phase Simulation of Ionic Liquids. J. Phys. Chem. B 116, 
10036–10048 

37. Simonson, T., Archontis, G. & Karplus, M. (1997). Continuum Treatment of Long-
Range Interactions in Free Energy Calculations. Application to Protein−Ligand 
Binding. J. Phys. Chem. B 101, 8349–8362 

38. Mobley, D.L., Chodera, J.D. & Dill, K.A. (2006). On the use of orientational 
restraints and symmetry corrections in   alchemical free energy calculations RID C-
3885-2009. J. Chem. Phys. 125,  

39. Mobley, D.L., Bayly, C.I., Cooper, M.D., Shirts, M.R. & Dill, K.A. (2009). Small 
Molecule Hydration Free Energies in Explicit Solvent: An Extensive   Test of Fixed-
Charge Atomistic Simulations RID C-3885-2009. J. Chem. Theory Comput. 5, 350–
358 

40. Mobley, D.L., Dumont, É., Chodera, J.D. & Dill, K.A. (2007). Comparison of Charge 
Models for Fixed-Charge Force Fields:  Small-Molecule Hydration Free Energies in 
Explicit Solvent. J. Phys. Chem. B 111, 2242–2254 

41. Mobley, D.L., Chodera, J.D. & Dill, K.A. (2007). Confine-and-release method: 
Obtaining correct binding free energies in   the presence of protein conformational 
change RID C-3885-2009. J. Chem. Theory Comput. 3, 1231–1235 

42. Bennett, C.H. (1976). Efficient estimation of free energy differences from Monte 
Carlo data. Journal of Computational Physics 22, 245–268 

43. Shirts, M.R. & Chodera, J.D. (2008). Statistically optimal analysis of samples from 
multiple equilibrium states. J Chem Phys 129,  

44. Hess, B., Kutzner, C., van der Spoel, D. & Lindahl, E. (2008). GROMACS 4: 
Algorithms for Highly Efficient, Load-Balanced, and Scalable Molecular Simulation. 
J. Chem. Theory Comput. 4, 435–447 

45. Pronk, S., Páll, S., Schulz, R., Larsson, P., Bjelkmar, P., Apostolov, R., Shirts, M.R., 
Smith, J.C., Kasson, P.M., Spoel, D. van der, Hess, B. & Lindahl, E. (2013). 
GROMACS 4.5: A high-throughput and highly parallel open source molecular 
simulation toolkit. Bioinformatics doi:10.1093/bioinformatics/btt055 

46. Hornak, V., Abel, R., Okur, A., Strockbine, B., Roitberg, A. & Simmerling, C. 
(2006). Comparison of multiple Amber force fields and development of improved 
protein backbone parameters. Proteins 65, 712–725 



80 
 

47. Wang, J., Wang, W., Kollman, P.A. & Case, D.A. (2006). Automatic atom type and 
bond type perception in molecular mechanical calculations. J. Mol. Graph. Model. 
25, 247–260 

48. Jakalian, A., Jack, D.B. & Bayly, C.I. (2002). Fast, efficient generation of high-
quality atomic charges. AM1-BCC model: II. Parameterization and validation. J 

Comput Chem 23, 1623–1641 

49. Jakalian, A., Bush, B.L., Jack, D.B. & Bayly, C.I. (2000). Fast, efficient generation of 
high‐quality atomic charges. AM1‐BCC model: I. Method. Journal of Computational 

Chemistry 21, 132–146 

50. Banci, L., Carloni, P. & Savellini, G.G. (1994). Molecular dynamics studies on 
peroxidases: a structural model for horseradish peroxidase and a substrate adduct. 
Biochemistry 33, 12356–12366 

51. Alexov, E.G. & Gunner, M.R. (1997). Incorporating protein conformational 
flexibility into the calculation of pH-dependent protein properties. Biophysical 

Journal 72, 2075–2093 

52. Georgescu, R.E., Alexov, E.G. & Gunner, M.R. (2002). Combining Conformational 
Flexibility and Continuum Electrostatics for Calculating pKas in Proteins. 
Biophysical Journal 83, 1731–1748 

53. Plotnikov, V.V., Brandts, J.M., Lin, L.N. & Brandts, J.F. (1997). A new 
ultrasensitive scanning calorimeter. Anal. Biochem. 250, 237–244 

 



81 

 

Gloss to Chapter 3 

 

 Electrostatic interactions are strong and long-ranged. These characteristics cause 

many simulation observables to be dependent on the precise form of the electrostatic 

interaction scheme applied in the simulation. Most simulations (including those 

throughout this thesis) employ periodic boundary conditions, and the electrostatic scheme 

appropriate for these boundary conditions is the lattice-sum scheme, also referred to as 

Ewald summation. While this scheme is appropriate for the infinite periodic system, it 

can introduce serious artifacts when trying to compare simulation observables to 

experimental measurements, which are conducted in macroscopic, non-periodic systems. 

These artifacts are especially significant when charges are introduced into a system, such 

as when a charged ligand binds to a protein. These artifacts, referred to as finite size 

effects, have been extensively studied for calculations of ionic solvation free energies, but 

to my knowledge no previous study of charged protein-ligand binding that employed 

Ewald summation has ever included a correction for finite size effects. 

The evidence from studies of ion solvation strongly suggested that these artifacts 

would impact protein-ligand binding calculations. I therefore sought to empirically 

reproduce these artifacts by performing simulations using different box sizes, starting 

with simple calculations on ions in solution and eventually moving up to full simulations 

involving proteins. This work began in the summer of 2010, and by April of 2011 I was 

sufficiently satisfied with our understanding of the artifacts that we moved on to 

comparing fully corrected computational binding affinity predictions with experimental 

results. These initial calculations are described in the Supporting Information to Chapter 
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2 (Appendix A.2 of this dissertation). However, it would not be until April of 2013 that 

this work would culminate in a fully analytical scheme to correct charged binding free 

energies for finite size effects, which is in agreement with all the explicit solvent 

simulations that I performed over the years and in agreement with new continuum 

electrostatics calculations under periodic boundary conditions, performed by Philippe 

Hünenberger. 

Philippe's 2006 work with Mika Kastenholz on finite size effects in ion solvation 

is arguably the definitive work explaining the origins of these artifacts and how to correct 

them. His involvement in our efforts to correct charged ligand binding free energies was 

completely essential to their eventual success. His increasing centrality to the project is 

evident by examining the sequence of proposed author lists we agreed upon at various 

stages of this project, once it was decided that it could be published on its own: 

 

Rocklin, Mobley, Shoichet, Dill (Aug 2010) 

Rocklin, Mobley, Hünenberger, Shoichet, Dill (Jan 2012) 

Rocklin, Mobley, Hünenberger, Dill (Later Jan 2012) 

Rocklin, Mobley, Dill, Hünenberger (Aug 2012) 

 

For most of the project, Philippe and I disagreed about most of the important details and 

struggled to convince the other of our perspective. In the end, in large part due to 

Philippe's patience, effort, and creative thinking, we came upon the solution as a team. 
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Abstract 

Ligand binding free energies can be rigorously calculated from molecular dynamics 

simulations using an alchemical thermodynamic cycles. However, these calculations 

introduce significant artifacts when modeling charged ligands using periodic boundary 

conditions and lattice-sum electrostatics. Here, we calculate the charging steps of a 

protein-ligand binding calculation using explicit solvent calculations across a range of 

periodic box sizes with and without counterions, directly illustrating the magnitude of 

these finite size effects. The effects can be larger than 4 kJ/mol even for a moderately 

sized (300 residue) protein, a +1 e ligand, and neutralizing counterions. The effects 

become much larger ( >15 kJ/mol) with greater protein charge when counterions are 

absent. We also introduce a numerical and an analytical scheme for correcting these 

finite-size effects, each based on Poisson-Boltzmann theory. These schemes accurately 

correct the raw MD results to produce box size-independent simulated binding affinities. 

The analytical scheme agrees closely with the numerical scheme, provides a physical 

basis for the corrections, and introduces the important and novel residual integrated 

potential correction, which is not recognized in previous methods. These corrections 

enable the rigorous calculation of charging free energies in periodic systems with 

complex solutes such as proteins, making possible meaningful comparisons between 

theory and experiment for charged systems. 
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I.  Introduction 

Accurately calculating binding free energies is a major challenge in computational 

biochemistry. The most common thermodynamically rigorous approaches for calculating 

binding affinities use so-called alchemical thermodynamic cycles, in which the ligand is 

alchemically transformed from a fully interacting species to a fully non-interacting 

species both in the receptor and free in solution [GI97.1], in a process referred to as 

decoupling. The binding free energy is equal to the difference between these two 

decoupling free energies, once a standard state correction has been applied [BO03.3]. The 

decoupling free energies themselves can be calculated from atomistic simulations of the 

free ligand and protein-ligand complex. The decoupling free energies typically have at 

least two components: an uncharging component, equal to the free energy of removing 

the ligand’s inter- (and possibly intra-)molecular electrostatic interactions, and a van der 

Waals component, equal to the free energy of removing the ligand van der Waals 

interactions once the charges have already been removed. 

Due to computational limitations, the atomistic simulations used to calculate the 

decoupling free energies are performed considering systems of truly microscopic sizes. 

To avoid the large artifacts related to surface effects in these systems, the simulations are 

commonly conducted under periodic boundary conditions, i.e. considering a 

computational box surrounded by an infinite lattice of periodic replicas. The electrostatic 

interaction scheme consistent with such an infinite periodic system is the lattice-sum 

scheme [HU99.4], although alternative cutoff-based schemes are also common. However, 

the consideration of microscopic boxes under PBC with strictly periodic LS electrostatics 

removes correlations between the solute in the central box and the solvent in the 
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neighboring boxes, introduces artificial interactions and correlations between the solute 

in the central box and its own periodic copies, and adds of a spurious offset in the 

calculated electrostatic potentials related to the constraint of vanishing average potential 

over the computational box. These so-called finite-size effects may be the source of very 

large errors in the calculated ligand decoupling free energies. Due to the long-range 

nature of electrostatic interactions, these errors affect primarily the charging component 

of the coupling process. The nature and magnitude of the errors will depend on the ligand 

charge, on the receptor charge (in the case of receptor-ligand simulations), on the size of 

the computational box, and on the nature of the solvent. Finite-size effects can be defined 

as the deviation between the simulated observables (such as the charge decoupling free 

energy) corresponding to periodic boundary conditions (PBC) with lattice-sum (LS) 

electrostatics at a given microscopic box size, relative to the idealized situation of a 

macroscopic system at infinite solute dilution under non-periodic boundary conditions 

(NBC) with exact Coulombic (CB) electrostatic interactions [HU99.1].  

In the specific context of ionic solvation, the origin of these effects is well 

understood [HU99.1,KA06.2] and an appropriate correction scheme has been devised to 

extract corrected solvation free energies corresponding to a macroscopic NBC/CB 

situation from microscopic PBC/LS simulations [KA06.3]. Theses corrected simulation 

results should no longer depend on arbitrary setup parameters such as the box size. They 

exclusively characterize the underlying molecular model and are appropriate for 

comparison with experimental measurements corresponding to the infinite-dilution 

regime. 
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Four finite-size effects are particularly important when the ligand of interest posesses a 

net charge. These effects can cause large errors in the ligand decoupling free energies. 

They are summarized below and described in more details in Section II.4 and II.5. 

1. Extra interactions due to periodicity. In PBC simulations with LS electrostatics, 

there are additional interactions between the ligand and its periodic copies, as well 

as between the ligand and the homogenous neutralizing background charge 

introduced in the LS calculation [HU99.1]. These interactions are not present in a 

NBC system. The box size determines the distance between periodic copies of the 

ligand and the strength of the neutralizing background charge, so that these effects 

depend on the box size. These effects do not depend on the solvent dielectric 

permittivity, and can be quantified by comparing the charging free energy of 

charging the solute in vacuum under PBC with the corresponding vacuum 

charging free energy under NBC. 

2. Solvation effects. Simulations under PBC have a finite amount of solvent per 

ligand, while idealized NBC simulations have an infinite amount of solvent per 

ligand [HU99.1]. Furthermore, in PBC simulations, the solvent polarization 

within the box is altered because the field created by the ligand vanishes at the 

box edge. The box size determines the amount of solvent per ligand as well as the 

change in solvent polarization within the box, so that these effects depend on the 

box size. These effects also depend on the solvent dielectric permittivity, because 

this quantity determines the extent of solvation of the ligand for a given volume of 

solvent. 
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3. Discrete solvent effects. The boundary conditions of a PBC calculation with a LS 

scheme enforce a vanishing average potential over the computational box, which 

is not required in NBC calculations. The discrete nature of the solvent in atomistic 

simulations alters the average potential in the unit cell, which causes the LS 

calculation to introduce a compensating uniform offset potential to maintain an 

average potential of zero [KA06.2]. This offset potential is an artifact, and 

depends on the quadrupole-moment trace of the solvent model and the density of 

solvent molecules in the computational box. 

4. Residual integrated potential effects. The boundary conditions of a PBC 

calculation with a LS scheme enforce a vanishing average potential over the 

computational box, which is not required in NBC calculations. The low-dielectric 

solvent cavity and polyatomic nature of the solute can alter the average potential 

in the box, which causes the LS calculation to introduce a compensating uniform 

offset potential to maintain an average potential of zero. This offset potential is an 

artifact, and depends on the shape and charge distribution of the solute, on the 

solvent dielectric permittivity, and on the box size. 

Of course, each of these four effects also depends on the ligand charge, because 

this charge determines the strength of the electrostatic interactions between the ligand, its 

periodic copies, the neutralizing background charge, the solvent, and any other constant 

offset potentials. In previous work on ionic solvation [KA06.3], the extra interactions and 

solvation effects were termed “type-B” artifacts, while the discrete solvent effects were 

labeled the “type-C” artifact. Analytical correction schemes for extra interactions, 

solvation effects, and discrete solvent effects have been previously introduced for the 
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case of charging a spherical ion in solvent [HU99.1,KA06.3]. To our knowledge, residual 

integrated potential effects have not been previously considered in free-energy 

calculations of charged solutes. 

The importance of finite-size effects is widely recognized in the context of ionic 

solvation free energies, where only one end state – the solvated ion – has its free energy 

perturbed by periodicity (the other end state corresponds to the ion in vacuum).  It is not 

widely appreciated, however, that these effects can be important in binding free energy 

calculations. There, it is often assumed that finite-size effects will cancel out between the 

two legs of the thermodynamic cycle (protein-ligand complex and free ligand in 

solution). However, there are a number of reasons for which such a cancellation should 

not be expected, leading to box-dependent and potentially very large errors in the 

calculated binding free energies in the absence of correction: 

a. Simulations of the protein-ligand complex are commonly conducted using a larger 

box size than simulations of the free ligand, preventing cancellation of the extra 

interactions and solvation effects. 

b. Even if simulations of the complex and free ligand are conducted using the same 

box size, the solvent polarization in each system is different, because the protein 

polarizes the solvent in simulations of the complex but not in simulations of the 

free ligand. The “missing” solvent polarization past the edge of the periodic box 

will thus also be different. This prevents cancellation of solvation effects. 

c. Even if simulations of the complex and free ligand are conducted using the same 

box size, the protein and ligand have different residual integrated potentials, and 

the protein residual integrated potential will affect simulations of the protein-
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ligand complex but not simulations of the free ligand. This prevents cancellation 

of residual integrated potential effects.  

d. Even if simulations of the complex and free ligand are conducted using the same 

box size, the simulations would have different numbers of water molecules due to 

the difference in size between the complex and the free ligand. This difference in 

the water number density of the simulation systems (number of water molecules 

per box volume) prevents the cancellation of the discrete solvent effects. 

e. Even if binding is calculated by uncharging the ligand inside the protein and 

recharging the ligand free in solution at a distant location (in solvent) inside the 

same simulation box, the solvent component of the ligand residual integrated 

potential (discussed in Section II.4.B) depends on the geometry of the solute 

system, and will be different when the ligand is inside the protein dielectric cavity 

compared with when the ligand is at a distant location from the protein. This 

prevents the cancellation of residual integrated potential effects between the 

uncharging and recharging calculations, even though they are performed in the 

same simulation box. This can also affect binding affinities computed using a 

potential of mean force (PMF) approach [WO05.2,LA11.4] as well as binding 

affinities computed using an alchemical thermodynamic cycle. 

The aims of the present study are: (1) to investigate the nature and magnitude of 

electrostatic finite-size effects on the binding free energies of charged species calculated 

based on explicit-solvent molecular dynamics (MD) simulations employing LS methods, 

and (2) to devise an appropriate correction scheme for eliminating these effects. We 

investigate these effects by using an alchemical approach to model the binding of the 
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ligand 2-amino-5-methylthiazole to an engineered protein cavity binding site in yeast 

cytochrome C peroxidase (CCP): the CCP W191G “Gateless” binding site 

[RO02.8,RO13.2] (Figure 1). The ligand possesses a net charge of +1 e. To fully 

investigate these effects, we examine several differently charged isoforms of the protein, 

with and without a 0.1 M NaCl ionic strength and neutralizing counterions. For each 

system, we calculate the charging component of the alchemical coupling free energy 

using explicit solvent simulations across a range of different cubic box sizes, to identify 

the electrostatic finite-size effects at work. This charging component is simply the 

oppositely-signed version of the charge decoupling component, though it is more 

convenient to discuss inserting the ligand charge in the protein and in solution, as 

opposed to removing it. In this article, we consider the charging calculation to include the 

creation of both inter- and intramolecular electrostatic interactions. To focus specifically 

on finite-size effects and minimize the effects of conformational sampling, all simulations 

are conducted with all protein and ligand atoms fixed in space. The only atoms that move 

in the simulations are the solvent atoms and, when present, the free Na+ and Cl- ions in 

the bulk. After demonstrating that the charging free energies from these simulations are 

significantly affected by finite-size effects, we test two correction schemes, introduced in 

Section II.2, for their ability to remove these artifacts. 



92 
 

 

While we specifically examine the case of protein-ligand binding in this article, 

the corrections we introduce are relevant to any calculations where a charge is introduced 

on a large (protein-sized) solute in at least one step in the calculation. This includes 

mutational studies where a neutral residue is transformed to a charged residue both in the 

folded protein and in the unfolded state, enzymatic studies where a neutral substrate is 

transformed to a charged transition state both in the enzyme and in solution, and pKa 

studies where an ionized residue is protonated or deprotonated both on the protein and in 

Figure 1. Protein-ligand test system. 
Stereo view of the charged ligand 2-amino-5-methylthiazole (teal) bound to the engineered binding 
site of yeast cytochrome C peroxidase W191G “Gateless” [RO02.8] (green). In the net9quad 
system (introduced in Section III.1-Systems), an approximate “isotropic quadrupole” is added to the 
protein, by adding a point charge of magnitude -80 e to the atom shown as a red sphere, and a 
compensating +80 e to the spherical shell of atoms shown as blue spheres at approximate 
distances of 8.5 nm from the central atom. Note that the ligand binding mode is the one used in the 
present simulations, originally chosen based on the experimental binding mode of the same ligand 
to a related mutant protein [MU02.4]. The binding mode shown is not the experimentally 
determined binding mode to this W191G “Gateless” mutant [RO13.2]. 
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the bulk. Calculations of ionic transfer free energies (vacuum � water transfer or transfer 

between different solvents) also have their charging free energies affected by finite-size 

effects. However, these effects more closely resemble the finite-size effects previously 

studied for ionic solvation, detailed in Refs. [HU99.1,KA06.3]. 

The remainder of this article is organized as follows. In Section II.-Theory, we 

describe how the charging component of the binding affinity is calculated from the 

simulations, and then introduce the two correction schemes (numerical and analytical). In 

Section III.-Results, we introduce the test systems in detail, examine the uncorrected 

simulation results, and then examine the effects of the corrections. In Section IV-

Discussion, we discuss some implications of the results and contrast our results and 

correction methods with other proposed methods. We will postpone all discussion of 

other literature until this section, in order to make use of the terminology introduced in 

Section II.-Theory and our results from Section III. In Section V.-Conclusions, we 

summarize the major findings. Finally, in Section VI-Computational Methods, we 

describe the remaining details necessary to reproduce the findings but unnecessary to 

understand the calculations performed and the suggested corrections. 

II. Theory 

II.1 Calculation of binding free energies based on MD simulations using LS 

electrostatics 

Calculations of protein-ligand binding free energies based on classical explicit-

solvent MD simulations typically rely on a thermodynamic cycle [GI97.1] where the 

ligand is alchemically transformed from a fully interacting species to a fully non-

interacting species both in the bound state, i.e. in complex with the protein, and free in 
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solution. The binding free energy is then equal to the difference between the free-energy 

changes associated with the two decoupling processes, when a standard state correction is 

included. For convenience, the corresponding free energies are formulated here as ligand 

insertion free energies, rather than ligand deletion (or decoupling) free energies, and 

standard-state corrections are not explicitly indicated but are assumed to be included as 

described elsewhere [BO03.3]. If the insertion free energies of the free and bound ligand 

are noted ∆Gfree and ∆Gbound, respectively, the binding free energy ∆Gbind is defined by 

Eq. (1): 

∆Gbind = ∆Gbound – ∆Gfree (1) 

Note that the two terms are defined within a common constant, which depends on 

which of the ligand’s intramolecular interactions are maintained in the decoupled state 

(prior to insertion). Both insertion processes can be decomposed into two steps: (1) the 

formation of a non-polar ligand-sized cavity in the given environment and the creation of 

repulsive and dispersive ligand-environment van der Waals interactions in this cavity 

(van der Waals coupling process), and (2) the establishment of the ligand-environment 

electrostatic interactions, as well as ligand intramolecular electrostatic interactions if 

these were not already present in the decoupled state (charging process). In the present 

work, the decoupled state of the ligand is defined by normal intramolecular covalent and 

van der Waals interactions, but atomic partial charges set to zero (absence of any 

electrostatic interaction), and the establishment of the intramolecular electrostatic 

interactions of the ligand is also implicitly included into the charging process. Based on 

this decomposition, Eq. (1) can be rewritten 
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∆Gbind = ∆Gvdw,bound – ∆Gvdw,free + ∆Gchg,bound – ∆Gchg,free  (2) 

The four quantities are calculated independently, most commonly using 

alchemical free-energy schemes such as thermodynamic integration [KI35.1] (TI), the 

Zwanzig relation (also known as exponential averaging) [ZW54.1], or the Bennett 

Acceptance Ratio (BAR) [BE76.3] or multistate Bennett Acceptance Ratio (MBAR) 

[SH08.7]. These calculations are typically performed under PBC based on microscopic 

computational boxes, and are therefore affected by finite-size errors compared to the 

ideal situation of a macroscopic system under NBC. These errors are dominated by the 

longest-range component of the ligand-environment (and, possibly, through-periodicity 

ligand-ligand) interactions, namely the electrostatic component. As a result, finite-size 

effects are most important for the charging terms of Eq. (2) while, given reasonably large 

(but still computationally affordable) system sizes, they are essentially negligible for the 

van der Waals coupling terms [RE11.3, DA12.2]. These errors also depend on the type of 

electrostatic scheme applied in the MD simulations, and here we only discuss LS 

electrostatics, which is one of the most commonly employed schemes. 

To correct the raw molecular dynamics charging free energy computed under 

PBC with LS electrostatics (∆Gchg) for finite-size effects, we seek a correction term 

∆∆Gchg,COR that can be added to ∆Gchg to obtain the charging free energy under NBC. For 

ease of notation, we will omit the subscript “chg” for the remainder of the manuscript as 

all remaining free energies refer to charging free energies. (∆Gvdw in Eq. (2) is no longer 

considered). ∆G will automatically refer to the charging free energy of the ligand in a 

given environment and based on a given box size, and ∆∆G will automatically refer to a 

finite-size correction contribution to this charging free energy, again for a given 
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environment and based on a given box size. ∆G will be subscripted by the model 

employed (explicit solvent MD or continuum solvent Poisson-Boltzmann PB), and ∆∆G 

will be subscripted by name of the correction term. The complete correction is thus 

represented by Eq. (3). 

 ( ) ( ), ,   MD NBC MD PBC CORG G L G L∆ = ∆ + ∆∆   (3) 

In the present study, the quantity ∆GMD,PBC(L) is not calculated using TI, 

exponential averaging, or BAR. Instead, a simpler approach is applied here based on a 

linear-response approximation [AQ96.1,SI02.2]. This can be viewed as an approximation 

to the TI expression 

1
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G L d

λ

λ
λ

λ
∂

∆ =
∂∫            (4) 

where λ is a common scaling factor applied to all atomic partial charges of the ligand, 

taking the total ligand charge Q(λ) from Q(0)=0 to the full ligand charge Q(1)=QL, U(λ’) 

is the potential energy of the system in a given instantaneous configuration as evaluated 

for a charge-state λ’ of the ligand, and <…>λ denotes an ensemble (trajectory) averaging 

over configurations generated based on the potential energy U(λ). As mentioned above, 

this choice of coupling scheme implies that ∆GMD,PBC(L) accounts for the establishment 

of both the ligand-environment as well as the ligand intramolecular (and, possibly, 

through-periodicity ligand-ligand) electrostatic interactions. In the linear-response 

approximation, the integrand of Eq. (4) is assumed to depend linearly on λ, resulting in 
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The linear-response approximation is justified in the present context by the fact 

that the only coordinates which move in the MD simulations are the solvent coordinates 

and, when present, the free Na+ and Cl- ions in the bulk. The linear-response 

approximation is very accurate for pure solvent (or solvent and ions) systems, making it 

useful simplifying approximation in our system where only the solvent coordinates are 

changing. Because all protein and ligand coordinates are fixed in space in all calculations, 

we can further simplify the right-hand side of Eq. (5) as 

, 1

1
 ( )

2MD PBC o
G L U U ∆ ≈ ∆ + ∆          (6) 

where  (1) (0)U U U∆ = − . This follows from the observation that for a given system 

configuration, U encompasses a linear (ligand-environment) and a quadratic (ligand-

ligand) dependence on λ. Writing U(λ)=Aλ
2+Bλ+C, one easily proves that Eq. (6) follows 

from Eq. (5) provided that A is actually configuration independent, which is the case 

when the ligand is frozen. 

The main advantage of holding all solute coordinates fixed in our simulations is 

that it allows us to precisely measure the change in charging free energy at different box 

sizes, without difficulties relating to conformational averaging of protein coordinates. A 

further advantage is that fixing solute coordinates allows us to rigorously and uniquely 

decompose the charging free energy into a direct (or vacuum) contribution based on the 
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electrostatic interactions between the ligand and the protein atoms (including interactions 

between periodic replicas), and a solvation contribution, based on the interactions 

between the ligand and the solvent molecules and any salt ions in solution. For the 

remaining discussion, we will consider any free ions as part of the solvent, and define the 

solute as either the free ligand or protein-ligand complex when appropriate. In standard 

simulations with flexible proteins, such a decomposition depends on an arbitrary coupling 

scheme, but when all solute atoms are at fixed positions in all simulations, the 

decomposition becomes unique. 

To illustrate this mathematically, if UVAC(λ) is the direct potential energy 

component (only ligand and protein charges, solvent charges set to zero) at a given λ and 

USLV(λ)=U(λ)-UVAC(λ) is the corresponding ligand-solvent component, we can rewrite Eq. 

(4) as 

1 1

, , , , , 0 0
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 ( ) ( ) ( )

' '
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MD PBC MD PBC VAC MD PBC SLV

U U
G L G L G L d d

λ λ

λ λ
λ λ

λ λ
∂ ∂

∆ = ∆ + ∆ = +
∂ ∂∫ ∫

       (7) 

In the general case, ∆GMD,PBC,VAC(L) and ∆GMD,PBC,SLV(L) are not state functions, i.e. 

there is no unique decomposition of ∆∆GMD,PBC into a direct vacuum component and a 

solvation component. However, in the special case where all ligand and protein 

coordinates are fixed in space, UVAC(λ) is configuration-independent and the partitioning 

becomes rigorous, meaning that ∆GMD,PBC,VAC(L) and ∆GMD,PBC,SLV(L) are uniquely 

defined. 

In the linear-response approximation, this becomes (from Eq. (6)) 
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where  (1) (0)VAC VAC VACU U U∆ = − . 

Finally, employing the linear response approximation and holding the solute 

coordinates fixed creates an intuitive connection between explicit solvent MD results and 

continuum solvent Poisson Boltzmann (PB) calculations, where linear response is a basic 

assumption and solutes are typically modeled as rigid [WA82.1,MA94.1]. The three 

terms in Eq. (6) can each be directly computed both under MD and under PB. In fact, 

∆GVAC should be identical between MD and PB calculations when the same boundary 

conditions are applied (different treatments of exclusions between atoms may change 

this, though this will not affect finite-size effects). Just as ∆GMD,PBC can be decomposed 

into a direct term and two solvent terms in representing the charged and uncharged states 

by Eq. (6), ∆∆GCOR can also be decomposed into the corresponding three states. 

( ) ( ) ( ) ( ), , ,VAC ,SLV,0 ,SLV,1     
MD NBC MD PBC COR COR COR

G G L G L G L G L∆ = ∆ + ∆∆ + ∆∆ + ∆∆         

(9) 

Again, these correction terms are directly comparable to PB results. Extracting 

these corrections from PB calculations and applying them to correct MD results is the 

basis for the correction schemes introduced in Section II-Theory. Although the 

decomposition into direct and solvent terms provides important insight into the physics of 

the correction terms, it represents an unnecessary complication for users who only want 
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to use the scheme to correct their MD calculations. For this reason, this partitioning is 

provided in Appendix A rather than in the main text of the article. 

As a last point in this section, it is important to be precise on the exact form of the 

LS interactions in the MD simulations, because the form of ∆∆GMD,COR (L) in Eq. (3) will 

depend on this. Here, we assume that the LS energy of a cubic system with a net charge 

charge in the MD code (as it is in GROMACS) is given by [HU99.4,CH05.1,HE08.8] 

2

1 1

1 1
 ( )
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N N N
o

LS i j LS ij LS i

i j i io

U q q qψ ψ
πε = > =

 
= + 

 
∑∑ ∑r     (10) 

where the system atoms are numbered from 1 to N, qi and qj are the partial charges on 

atom i on j, ΨLS(rij) is the LS potential caused by atom i at the position of atom j, and the 

following conditions hold: 

3

2 3 4 ( )LS L Lψ π δ −

∈

 ∇ = − + − ∑
ℤn

r n    ,    LSψ∇ = 0   ,    0LSψ =    and    1o

LS LSLψ ξ−=     

(11) 

with ξLS = -2.837297 [RE72.1, NI88.1, HU96.1, HU99.4]. This means that Eq (10) 

includes a pairwise and a self-term, but no net-charge term of the form 

2

,
1

1 1
 

4 2

N
o

LS NC LS i

io

U qψ
πε =

 
= −  

 
∑      (12) 

The inclusion of such a term has been suggested [RE13.3] but is not implemented in 

standard packages or in the calculations performed here. In practice, the LS calculation is 

performed most efficiently using Ewald summation [EW21.1], particle-particle—

particle-mesh [HO81.2] (P3M), (smooth) particle-mesh--Ewald [DA93.1,ES95.1] (PME, 
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SPME), or fast-multipole—Ewald [FI97.2] (FME) method. Note, however, that the 

choice of a specific algorithm influences the numerical evaluation but not the physics of 

the interaction. 

 

II.2 Form of the correction scheme to charging free energies 

For a given system, i.e. environment of the ligand, standard MD simulations 

under PBC like those performed here calculate a charging free energy ∆GMD,PBC(L).  We 

want to correct ∆GMD,PBC(L) to obtain the charging free energy in an idealized NBC 

system, referred to as ∆GMD,NBC. We correct ∆GMD,PBC(L) to ∆GMD,NBC by adding a 

∆∆GCOR(L), i.e. by using Eq. (3). In binding free-energy calculations, the ligand is 

charged both in the protein and in solution, and both of these charging processes have an 

associated ∆∆GCOR. Here, we will discuss how to compute a single ∆∆GCOR, with the 

understanding that this must be calculated twice, once for each ligand environment, to 

fully correct the binding affinity. 

Here, we present a numerical and an analytical correction scheme. Both schemes 

have two components: a finite system correction, which corrects for the extra 

interactions, solvation effects, and residual integrated potential effects discussed in the 

Introduction, and a discrete solvent correction which corrects for the discrete solvent 

effects discussed in the Introduction and in greater detail in Section II.5. If the charging 

free energy were calculated in a periodic environment under continuum solvent, only the 

finite system correction would be necessary. However, because we are interested in 

correcting the explicit solvent ∆GMD,PBC value, both corrections must be applied. 
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In the numerical scheme, Eq. (3) takes the form: 

( ) ( ), ,      ( )  MD NBC MD PBC NUM DSCG G L G L G L∆ = ∆ + ∆∆ + ∆∆    (13) 

In the analytical scheme, Eq. (3) takes the form: 

( ) ( ), ,        ( )MD NBC MD PBC ANA DSCG G L G L G L∆ = ∆ + ∆∆ + ∆∆    (14) 

In Eq. (13) and (14), ∆∆GNUM(L) is the numerical version of the finite system 

correction, ∆∆GANA(L) is the analytical version of the finite system correction, and 

∆∆GDSC(L) is the discrete solvent correction which is identical between the numerical and 

analytical schemes. The principles of both correction schemes are illustrated in Figure 2. 

The finite system correction is calculated based on the difference in charging free energy 

between PBC and NBC in the PB continuum solvent model. This difference is directly 

calculated in the numerical scheme by performing PBC and NBC charging calculations to 

determine ∆∆GNUM(L). In the analytical scheme, this difference is a composite of several 

terms introduced in Section II.4, one of which requires a NBC PB calculation. The 

analytical scheme is thus only quasi-analytical. However, the analytical scheme is easier 

to calculate because no PBC continuum solvent calculations are required. The 

components of the analytical scheme also provide physical insight into the individual 

contributions to the finite system correction. 

The PB continuum solvent model has weakness at modeling the atomistic details 

of the solute-solvent interactions. However, it is a very accurate model of the solvent 

polarization far from the ligand and beyond the edge of the computational box. This 
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accuracy means that the finite system correction, computed according to the PB model by 

either ∆∆GNUM or ∆∆GANA is highly accurate as well. 

The remaining correction term in both schemes is the discrete solvent correction 

∆∆GDSC. This term can be analytically calculated by considering the solvent in the 

orientational disorder limit (ODL), discussed in greater detail in Section II.5 and at length 

in Ref. [KA06.2]. Note that ∆∆GNUM(L) and ∆∆GANA(L) vanish in the limit L→∞, while 

∆∆GDSC becomes constant. 

Ideally, the estimates ∆GMD,NBC of Eqs. (13) and (14) should be identical and 

independent of the box edge L employed in the underlying explicit-solvent MD 

simulations under PBC. In practice, residual box-edge dependences can result from 

residual errors in the correction schemes, or from statistical errors in the underlying MD 

simulation results. 
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Figure 2. Working principle of the correction schemes. 
Two terms are required to correct the raw, explicit solvent charging free energy (∆GMD,PBC, upper 
left) from periodic boundary conditions (PBC) into a corresponding size-independent value 
appropriate for nonperiodic boundary conditions (NBC), labeled ∆GMD,NBC (upper right). These two 
terms are the finite system correction (middle row) and the discrete solvent correction (bottom row). 
(1) Finite system correction. This is defined as the free energy difference between charging the 
ligand in continuum solvent under NBC (∆GPB,NBC) and charging the ligand in continuum solvent 
under PBC (∆GPB,PBC). Periodic boundary conditions are represented by the wavy dashed 
boundary and nonperiodic boundary conditions are represented by the solid lines indicating the 
boundaries between periodic replicas; continuum solvent is indicated by the uniform green 
shading. This term can be calculated numerically (∆∆GNUM(L)) or quasi-analytically (∆∆GANA(L)) 
and accounts for the change of boundary conditions based on continuum electrostatics. (2) 
Discrete solvent correction. This term is defined as the free energy difference between charging 
the ligand in continuum solvent in the orientational disorder limit (ODL) (infinite rotational 
temperature and leading to no solvation) and charging the ligand in explicit solvent in the ODL 
(artifactual solvation due to the quadrupole moment traces of the solvent molecules), discussed in 
Section II.5. The infinite rotational temperature of the ODL ensemble is represented by warm 
coloration. This term can be evaluated analytically for a solvent model with a single van der Waals 
site. For a given solvent model, this term consists of a size-independent offset (∆∆GDSI) and a 
finite-size adjustment (∆∆GDSF) for the excluded volume of the solute. 
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II.3 Numerical correction scheme for finite-size effects 

The numerical finite system correction is calculated by directly comparing 

charging energies from PB calculations under NBC and PBC boundary conditions, and is 

given by Eq. (15). 

( ), ,    ( )NUM PB NBC PB PBCG G G LL∆∆ ∆−= ∆       (15) 

In Eq. (15), ∆GPB,PBC(L) is the charging free energy of the ligand in a given environment, 

calculated from continuum electrostatics PB calculations with PBC in a cubic box of 

edge length L. This the continuum solvent equivalent of ∆GMD,PBC(L). ∆GPB,PBC(L) is the 

charging free energy of the ligand in its environment, calculated from continuum 

electrostatics PB calculations, but under NBC. This is the continuum solvent equivalent 

of the desired ∆GMD,NBC. The difference between ∆GMD,NBC and ∆GMD,PBC(L) gives 

∆∆GNUM(L). This correction captures the effects of the interactions between the ligand 

and its periodic copies, its interactions with the neutralizing background charge, the 

missing solvent beyond the edge of the computational box, and the difference in solvent 

polarization inside the box between NBC and PBC. Because ∆∆GNUM(L) is calculated 

using continuum solvent, it does not encompass the discrete solvent effects ∆∆GDSC(L), 

which is why these must be added separately in Eq. (13). Eq. (15) can be partitioned into 

direct and solvent contributions in the manner of Eq. (9), and this partitioning is given in 

Appendix A. 

When counterions are included in the MD system that when added together have 

a total charge of –QP, these counterions need to be explicitly represented in the PB 

calculation in order to properly calculate ∆∆GNUM(L). Here, we explicitly represented the 
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counterions by adding a charged screening layer at the protein-solvent interface, prior to 

calculating ∆∆GPB,PBC(L) and ∆∆GPB,NBC. This charged screening layer has a total net 

charge equal to the opposite of the protein net charge, fully neutralizing the protein. The 

details of the screening layer are described in Section VI.2. The charged screening layer 

is only applied to the cases when counterions are present in the MD calculations. 

Calculating ∆∆GNUM(L) with κ > 0 is not a substitute for explicitly representing the 

counterions using this charged screening layer (the use of κ > 0 actually has very little 

influence on ∆∆GNUM(L)). 

II.4 Analytical correction scheme for finite-size effects 

Here, we describe an analytical correction ∆∆GANA(L) which approximately 

reproduces the numerical ∆∆GNUM(L), but without the need for PBC PB calculations. 

  ( ) ( )  ANA NUML LG G∆∆ ≈ ∆∆    (16) 

The analytical scheme is less “exact” than the numerical scheme because it does not 

directly calculate NBC and PBC energies. However, we show in Results that the 

analytical scheme is a very good approximation. We present the analytical scheme here 

for two purposes.  First, the analytical scheme is easier to implement than the numerical 

scheme because no PBC PB calculations are required. However, a NBC PB calculation is 

still required (described in Section II.4.B), making this correction scheme only semi-

analytical. Second, the analytical scheme provides additional insight into the physical 

origins of the finite-size artifacts, beyond what is shown by the numerical scheme. 

The analytical correction ∆∆GANA(L) is defined by Eq. (17): 
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( ) ( ) (  ) ( )ANA PCG RIP EMPL L LG LG G G∆∆ =∆∆ ∆ ∆∆+∆+       (17) 

These terms are defined individually below. 

II.4.A ∆∆GPCG 

The first term ∆∆GPCG(L) in Eq. (17) removes two of the artifacts caused by 

periodicity: (1) the extra interactions between the ligand, its periodic copies, and the 

neutralizing background charge (2) the solvent effects, i.e. the change in solvent 

polarization inside the computational box due to periodicity and the lack of polarized 

solvent beyond the edge of the computational box. Both of these effects depend only on 

the solute charge and not its shape. To correct them, we therefore consider the simplest 

possible shape for a charged solute: a “naked” point charge with no radius and no 

volume. This correction is therefore labeled the point charge (PCG) correction. This point 

charge is an artificial construct – a true “naked” point charge would get infinitely close to 

an oppositely charged solvent atom and have an infinite energy. However, we are only 

interested in the finite-size artifacts associated with this naked point charge, as described 

above. The equivalent of “binding” in this point charge system consists of changing the 

total charge of the point charge from an initial charge QP to a final charge QP + QL. The 

correction for these artifacts is easily calculated, and is given by Eq. (18), based on Ref. 

[HU99.1]. 

2 2 1
 () )

8
( LS

PCG P L P

o S

G Q Q
L

L Q
ξ
πε ε

 ∆∆ = − + −        (18) 
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In Eq. (18), the unitless cubic Wigner (LS) integration constant [RE72.1, NI88.1, 

HU96.1, HU99.4] is ξLS ≈ -2.837297, and εs is the static relative dielectric permittivity of 

the solvent. 

Because ξLS is negative, the PCG correction is positive when QP and QL are of the 

same sign (the charging of the ligand increases the magnitude of the net system charge) 

and negative otherwise (the charging of the ligand decreases the magnitude of the net 

system charge). It vanishes in the limit L→∞, but only slowly (as L
-1). It also decreases 

with increasing polarity of the solvent, and is maximal for an absolutely non polar solvent 

with εS=1 and zero for a conducting solvent with εS→∞. 

When counterions are included in the MD system that when added together have 

a total charge of –QP, ∆∆GPCG(L) in Eq. (18) should be calculated using an “effective” 

protein charge QP = 0. By neutralizing the protein charge, the counterions also remove 

the uniform neutralizing background charge previously induced by QP. 

II.4.B ∆∆GRIP 

The second term ∆∆GRIP(L) in Eq. (17) corrects for an additional finite-size effect 

which is introduced under PBC when the solute creates a low-dielectric cavity in the 

solvent. To explain ∆∆GRIP(L), we must first introduce the concept of residual integrated 

potential. 

When the solute creates a low-dielectric cavity in the solvent, the electrostatic 

potential in and around this cavity differs from the electrostatic potential around a 

“naked” point charge. This difference results from the charges on the solute and the 

exclusion of solvent from the inside of the cavity. This difference, when integrated over 
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the entire volume of the unit cell, is referred to as the residual integrated potential, 

abbreviated RIP. While the RIP is defined as an integral over the unit cell, only the region 

of the unit cell in and around the solute cavity contributes significantly to the RIP. The 

ligand L and protein P each have separate RIPs, abbreviated IL (ligand) and IP (protein).  

Figure 3 illustrates how the RIPs are calculated. To calculate the ligand RIP (IL), 

we must first define the reference integrated potential for the ligand charge. This 

reference integrated potential is the integrated potential of a naked point charge, with 

charge QL, centered in a NBC  box of edge length Lref (Figure 3, left top) and filled with 

high-dielectric solvent. This reference integrated potential is easily calculated, and 

evaluates to -ξCB (4πε0εs)
-1 QL Lref

2. This evaluation makes use of the unitless constant ξCB, 

which is defined by Eq. (19) 

3 1  CB

unit cube

d r rξ −− = ∫∫∫
 

       (19) 

This constant evaluates to [NI88.1, SL90.1, SO91.2, HU96.4, HU96.1] ξCB = π 2⁄ −

3	ln	2 + √3� ≈ -2.380077. 
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Now that we have defined the reference integrated potential, we can calculate the 

actual integrated potential of the ligand system. This calculation is performed using a PB 

solver, with a cubic computational box large enough to encompass the full solute when 

the ligand is centered in the box. This system contains a low-dielectric solute cavity 

Figure 3. Calculation of the residual integrated potentials (RIPs) for the case of the 
protein-ligand complex. In the reference state (top), a “naked” point charge (PCG) having no 
radius or volume and surrounded by continuum solvent creates a potential ΦPCG(r). The 
integral of this potential over the cubic box (edge length Lref) for point charge magnitudes of QL 
and QP are shown above the left and right upper boxes, making use of the cubic Coulomb 
integration constant ξCB defined in the text. The excluded volume of the protein-ligand complex 
and the charge distribution of the ligand or protein change the integrated potential in the cell 
compared with the PCG reference case. This change in potential is calculated by numerically 
integrating the potential ΦHET(r) over the computational box to calculate BP and BL (bottom). 
ΦHET(r) is defined to include the effects of the solute excluded volume and ligand (for BL) or 
protein (for BP) charges. The RIPs IL and IP are defined as the difference between BP and BL 
and the reference integrated potentials. In the case of the free ligand in solution, only the 
ligand excluded volume is considered in calculating BL and IL, and IP = 0. 
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surround by high-dielectric solvent, and also possesses the actual ligand partial charges 

located on their respective atoms (which sum to QL), again under NBC (Figure 3, left 

bottom). No protein charges are present in this system. We label this integrated potential 

BL, indicating that the potential caused by the ligand charges is integrated over the 

entirety of the computational box. We refer to this as a calculation in heterogenous 

dielectric, because unlike the case of the reference integrated potential, this integrated 

potential BL is calculated with a low-dielectric solute cavity in high-dielectric solvent (the 

reference “naked” point charge is entirely surrounded by high-dielectric solvent). BL is 

defined by Eq. (20): 

3
,( )  ( )L HET LrefB dL φ= ∫∫∫ r r  (20) 

Now that we have shown how to calculate the ligand’s integrated potential BL, we 

can show how the ligand’s residual integrated potential (IL) is calculated. The ligand RIP 

is simply the difference between the ligand’s integrated potential and the reference 

“naked” point charge integrated potential, for the same box size. 

2  ( )
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CB
L L ref L ref

o S

I B L Q L
ξ

πε ε
−

= −      (21) 

The corresponding residual integrated potential of the protein charges is calculated 

analogously, using Eqs. (22) and (23). 

3
,( )  ( )P HET PrefB dL φ= ∫∫∫ r r  (22) 

2  ( )
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P P ref P ref

o S

I B L Q L
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πε ε
−

= −      (23) 
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Note that BP is still calculated with the ligand centered in the computational box (Figure 

3). This is because it is ultimately the potential at the site of the ligand that we are 

probing in the binding free energy calculation. 

We reiterate that the RIPs IP and IL are independent of Lref when Lref is large 

enough to contain the complete solute and a moderate buffer region between the solute 

and the box edge. Far from the solute, φHET,L ≈ φPCG,L and φHET,P ≈ φPCG,P, which means 

that only the region in and around the solute contributes to the RIP. 

We can now explain the origin of the finite-size artifact that is corrected for by 

∆∆GRIP(L). Under PBC when calculating LS potentials, the LS calculation boundary 

condition enforces a zero average potential over the volume of the periodic unit cell. By 

contrast, a NBC calculation has no such requirement. Under PBC, the protein and ligand 

RIPs change the average potential in the periodic unit cell, which causes the LS 

calculation to introduce a corresponding uniform offsetting potential. Because this 

uniform offsetting potential, when integrated over the unit cell volume, must exactly 

cancel the RIP, the offsetting potential at a point in space becomes smaller as the amount 

of space becomes larger. For a given RIP, the offsetting potential at a point in space in 

the periodic unit cell decreases as L-3. Even though a naked point charge also alters the 

potential in the unit cell, this effect is captured in ∆∆GPCG(L). Thus, only the residual 

integrated potential of the solutes requires a further correction.  

Based on these considerations, ∆∆GRIP(L) is defined by Eq. (24): 

[ ] 3
(

1
 ( )) RIP P L L L PLG I I Q I Q

L
∆∆ = + +       (24) 
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This expression has two parts. In the first term (the QL term), the expression removes the 

interactions between the newly introduced ligand charge QL and the offsets in the PBC 

potential caused by the ligand’s own RIP IL and the protein RIP IP. However, charging 

the ligand introduces both the ligand’s charge and the ligand’s RIP IL. This leads to the 

second term (the QP term), which removes the interactions between the newly introduced 

ligand RIP IL and the pre-existing protein charge QP. The RIPs IL and IP are box size 

independent, because the solute potential far from the solute converges to the reference 

PCG potential. However, ∆∆GRIP(L) is proportional to L-3 for the reason described above: 

the offsetting potential at a point in space decreases as the amount of space increases. 

When counterions are included in the MD system that when added together have 

a total charge of –QP, ∆∆GRIP(L) in Eq. (24) should be calculated using an “effective” 

protein charge QP = 0. This is because the neutralizing counterions also interact with IL, 

effectively cancelling the interaction between IL and QP. The interaction between QL and 

IP is unchanged. 

II.4.C Analysis of ∆∆GPCG and ∆∆GRIP for the special case of a sphere 

Having defined the first two terms in ∆∆GANA(L) (the ∆∆GPCG(L) and ∆∆GRIP(L) 

terms), we can now compare these terms with the previously derived correction for 

charging a spherical ion under periodic boundary conditions. In Ref. [HU99.1], an 

analytical expression was derived for the PBC-induced perturbation to the free energy of 

charging a spherical solute from an initial charge of 0 to a final charge of q (Ref. 

[HU99.1] Eq. (41)). This can be considered a special case of protein-ligand binding, 

where the “protein” is a spherical solute with no charges at all, and the “ligand” is an 
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identical sphere which appears at the same point in space, and which possesses only one 

charge located at its center, of magnitude q. For reference, we reproduce the negative of 

Ref. [HU99.1] Eq. (41) below as Eq. (25). We inverted the sign of Ref. [HU99.1] Eq. 

(41) in Eq. (25) because the original equation defined the periodicity-induced 

perturbation to the charging free energy, while in this work we discussion corrections to 

these periodicity induced perturbations, which are oppositely signed but otherwise 

identical. We relabeled ∆∆Gel from Ref. [HU99.1] Eq. (41) as ∆∆GCOR,el in Eq. (25) to 

reflect the fact that we have changed its sign to turn it to a correction term, consistent 

with the other equations in this work. 
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      ∆∆ = − − − × −     
       

COR

 (25) 

The correction in Eq. (25) has three terms: an L-1 term, an L-3 term, and an L-5 term. The 

L-1 term is clearly identical to ∆∆GPCG(L) in the case where QP = 0, QL = q, and εi (the 

internal relative permittivity of the solute) = 1. The [(QP + QL) – QP
2] term in ∆∆GPCG(L) 

follows from Eq. (25), reflecting the difference between a final charge QP + QL and an 

initial charge QP. 

Now we consider ∆∆GRIP(L). For the special case of a spherical solute, the RIPs 

IP and IL can be calculated analytically, without the need for a PB calculation. For a 

spherical solute of radius R with charge Q, the potential φHET(r) is different from φPCG(r) 

inside the sphere but is identical outside the sphere. Consequently, the RIP of a spherical 

solute can be calculated by integrating φHET(r) - φPCG(r) over the volume of the sphere, 
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rather than needing to integrate over the entire cubic box volume as in Eqs. (20) and (22). 

This difference φHET(r) - φPCG(r) is given below as Eq. (26): 

0 0 0

1 1 1 1
  ( ) ( ) 1

4 4 4
HET PCG

s s

Q Q Q

r R r
φ φ

πε πε ε πε ε
 

− = − − − 
 

r r   for r < R  (26) 

The first term in this difference is the potential inside the sphere caused by the 

sphere charge itself. The second term is the potential caused by the solvent reaction field 

to sphere charge. The final term is the PCG potential. We can calculate the protein or 

ligand RIPs by integrating Eq. (25) inside the sphere, with Q = QP to calculate the protein 

RIP or Q = QL to calculate the ligand RIP. 

21 1 2
  1

4 3
P P

o S

I Q R
π

πε ε
 

= − 
 

     (for a spherical solute) (27) 
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     (for a spherical solute) (28) 

Inserting Eqs. (27) and (28) into Eq. (24), we can now calculate ∆∆GRIP(L) for a sphere. 
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 = − + −   

 

      (29) 

Just as ∆∆GPCG(L) was identical to the L-1 term in Eq. (25), ∆∆GPCG(L) for a spherical 

ion is identical to the L-3 term in Eq. (25) when QP = 0, QL = q, and εi = 1. Again, the [(QP 

+ QL) – QP
2] term in ∆∆GRIP(L) follows from Eq. (25), reflecting the difference between 

a final charge QP + QL and an initial charge QP. To summarize, the corrections for 
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protein-ligand binding given in this work are consistent with the previously derived 

corrections charging a spherical ion under PBC (Ref. [HU99.1]. Eq. (41), rewritten here 

as Eq. (25)), with ∆∆GPCG(L) forming the L-1 term and ∆∆GRIP(L) forming the L-3 term. 

The L-3 term in Eq. (25) is therefore the physical consequence of the ligand RIP IL, which 

is translated into a “radius” via Eq. (28).  

II.4.D ∆∆GEMP 

The last term in Eq. (17), the ∆∆GEMP(L) term, is motivated by Eq. (25). Eq. (25), 

which is based on an analytical solution of the PBC heterogeneous problem for a single 

spherical ion by means of a Rayleigh expansion [HU99.1], contains a term in R5
/L

6. This 

term should be added to the ∆∆GANA(L) correction for protein-ligand binding as well. But 

what is “R” for the case of protein-ligand binding? In the previous section, we showed 

that for a spherical solute, the radius of the sphere is directly related to the ligand’s RIP 

(Eq. (28)). We use this relation to define ∆∆GEMP(L), in Eq. (30): 
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where 
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     (31) 

The RIP IL,SOLV in Eq. (31) is the solvent component of the RIP IL. In the previous 

section, we did not partition the RIPs IL and IP into direct and solvent components, but 

this is necessary here to accurately calculate ∆∆GEMP(L). The total RIP IL is the sum of a 
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solvent component IL,SLV and a vacuum component IL,VAC (the vacuum component is so-

named because it is calculated in homogenous vacuum dielectric) 

IL,SLV = IL – IL,VAC  (32) 

It is easiest to calculate IL,SLV in the manner of Eq. (32), by first calculating IL (Eq. 

(21)) and then removing IL,VAC (Eq. (34), below). IL,VAC can be easily calculated in an 

analogous manner to Figure 3, using a PB calculation on the solute in homogenous 

vacuum dielectric, and a reference calculation of a naked point charge, also in 

homogenous vacuum dielectric. 

3
, ,  ( )( )rL V eAC Hf OM LB dL φ= ∫∫∫ r r  (33) 
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= −      (34) 

Based on the original derivation of Eq. (25) in Ref. [HU99.1], the ∆∆GEMP(L) 

correction is exclusively a solvent effect. This is why RL in Eq. (31) should be calculated 

using IL,SLV rather than IL. In the case of a spherical solute, IL,VAC = 0 and IL = IL,SLV, so the 

distinction between IL and IL,SLV becomes meaningless. To summarize, ∆∆GEMP(L) is 

calculated using Eq. (30), using a value of RL calculated from Eq. (31), which depends on 

the solvent component of the ligand RIP IL,SLV calculated in the manner of Fig. (3) using 

Eqs. (33) and (34). However, the ∆∆GEMP(L) is very small and decays with L-6, and is 

likely negligible for most reasonable simulation cell sizes. 
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By including ∆∆GEMP(L) in ∆∆GANA(L), ∆∆GANA(L) becomes identical to the 

previously derived correction for charging spherical ions in water (Eq. (25) above, based 

on Eq. (41) in Ref. [HU99.1]). 

II.5 ∆∆GDSC 

Like ∆∆GRIP, the discrete solvent correction term ∆∆GDSC results from the 

boundary condition applied using LS electrostatics, which enforces an average potential 

of zero over the volume of the unit cell. The discrete solvent molecules in an explicit 

solvent calculation introduce a nonzero average potential related to their quadrupole-

moment trace. This average potential causes the LS calculation to introduce a uniform 

offset potential to maintain an average potential of zero. This is analogous to how the 

ligand and protein RIPs cause their own uniform offset potentials in the LS calculation. 

Because ∆∆GDSC results from the presence of discrete water molecules, it is not captured 

in continuum electrostatics calculations. Thus ∆∆GDSC is a separate term that must be 

applied in both Eq. (13) and Eq. (14), i.e. regardless of whether the other finite-size 

effects are corrected using the analytical or numerical scheme. 

The discrete solvent correction is discussed at length in Ref. [KA06.2]. Briefly, that 

work considered the case of a pure liquid with a single van der Waals interaction site, 

simulated in the orientational disorder limit (ODL), i.e. at very high rotational 

temperature where there is no longer intermolecular orientational correlations. In the 

ODL, the solvent molecules tumble isotropically around the van der Waals center. In this 

situation, the average potential over a NBC simulation box can be analytically calculated 

using Eq. (35): 
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, 6ODL NBC

S
S

o SM

ρ
γ

ε
= −Φ  (35) 

In Eq. (35), MS and ρS are the molecular mass and density of the solvent, respectively, and 

γS is the quadrupole-moment trace of the solvent model relative to its Waals interaction 

site, defined by Eq. (36): 

γs = ∑ ���
��� ��

�  (36) 

In Eq. (36), n is the number of atoms in the solvent topology, qi is the partial charge on 

atom i, and ri is the distance from atom i to the van der Waals site of the solvent 

molecular topology. 

For example, for a three-site water model presenting a negative charge at the 

center and two off-center positive charges, γS is positive and 〈Φ〉ODL,NBC is negative. This 

negative average potential causes the LS calculation to introduce a positive uniform 

offset potential, which interacts unfavorably with positive ions and favorably with 

negative ions. A negative test charge will thus appear favorably solvated in the ODL, 

even though the solvent molecules are at an infinite rotational temperature and on 

average exert no electrostatic influence beyond their molecular envelopes.  

This artifactual effect is corrected by removing the offset potential introduced in 

the LS calculation. The correction for this effect is given by ∆∆GDSC(L). 

3
 ) 1

6
 ( S S L C

o S

DSCG
Q V

L
M L

γ ρ
ε

∆∆  − − 
 

=       (37) 
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In Eq. (37), Vc is the volume of the cavity formed by the solute. A larger cavity causes a 

smaller ∆∆GDSC(L) by reducing the overall density of solvent molecules in the entire 

computational box. Even though the solvent molecules are not at infinite rotational 

temperature in a regular MD simulation, correlations between solvent molecules are 

accounted for in the solvation component of the ∆∆GRIP correction. 

At infinite box length, L3 >> Vc, and ∆∆GDSC(L) simplifies to a term we label 

∆∆GDSI, where DSI refers to the discrete solvent correction at infinite length. 

 
6

S S
DSI

L

o S

Q

M
G

γ ρ
ε

∆∆ = −        (38) 

The remaining portion of ∆∆GDSC(L) can therefore be considered a finite-size adjustment 

to ∆∆GDSI. We label this remaining portion ∆∆GDSF(L), where DSF refers to the discrete 

solvent correction, finite-size adjustment. 

3
( )   C

DSF DSI

V
L

L
G G−∆∆ = ∆∆       (39) 

This partitioning is useful as a reminder that the ∆∆GDSI must be applied even in the limit 

of infinite box length. All the other correction terms in this work – ∆∆GNUM(L), 

∆∆GPCG(L), ∆∆GRIP(L), ∆∆GEMP(L), and ∆∆GDSF(L) – converge to zero at infinite box 

length, except ∆∆GDSI.  

Finally, note that Eq. 30 assumes the existence of a relationship of the form 

( )3  S
S C

S

N L V
M

ρ
−=     (40) 
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between the number of solvent molecules Ns, the computational box edge length L, and 

the solute cavity volume Vc. In most cases, it is easiest to calculate ∆∆GDSC  = ∆∆GDSI + 

∆∆GDSF(L) directly, based on the exact number of solvent molecules in the simulation, 

using Eq. (41): 

3
( , )  

6
DSC

S L S
S

o

Q N
N L

L
G

γ
ε

∆∆ = −  (41) 

Here, we report ∆∆GDSF(L) and ∆∆GDSI separately, to illustrate their respective 

magnitudes, the size-dependence of ∆∆GDSF(L), and the fact that ∆∆GDSI  is large and 

size-independent.  

 

  



122 
 

III. Results  

III.1 Systems 

To test our correction schemes, we modeled the binding of the charged ligand 2-

amino-5-methylthiazole (14 atoms in the protonated form) to an engineered cavity 

binding site in yeast cytochrome C peroxidase [RO02.8,RO13.2] (289 residues) (Figure 

1). To illustrate different aspects of the correction scheme, we simulated eight different 

test systems: seven different variants of the protein system, and the free ligand in solution 

(Table 1). For reference throughout the results section, we assign each system a short 

label. The first system is the free ligand in aqueous solution, labeled “lig”, and possessing 

a charge of +1. The next four systems consist of the protein-ligand complex under 

different receptor protonation states. These systems are labeled by the net charge on the 

receptor: “net0”, “net3”, “net-5”, and “net9”. These protein isoforms can be considered to 

correspond to the receptor under different pH conditions, though we generated them for 

the purpose of exploring finite-size artifacts rather than reproducing specific pH 

conditions. Note that when the ligand is charged, the total charge of the protein-ligand 

complex is increased by 1 e, i.e. the protein-ligand complex of the net-5 receptor has a 

total charge of -4 e when the ligand is charged. 

The sixth system is a modified version of the net9 system, labeled “net9quad”. 

This system is designed to highlight the importance of ∆∆GRIP. In this system, we 

modified the partial charges of the net9 system to dramatically alter the protein RIP IP 

while minimally affecting the direct electrostatic interactions between the protein and 

ligand. We modified the protein IP by adding a large “isotropic quadrupole” to the 

topology, centered at HA1 of Gly112.  A total of -80 e of charge was added to this atom 
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(on top of its pre-existing partial charge), and a compensating +80 e of charge was spread 

out unevenly among all protein atoms between 8.1 and 8.5 nm from the central atom (the 

“outer shell”) (Figure 1). To determine the charge on each atom in the outer shell, three 

“test points” were chosen along the vector connecting the shell atom to the center of the 

quadrupole, at 1.5, 2.25, and 3 times the distance between the shell atom and the center. 

The specific charge on each shell atom was chosen to minimize the total unsigned 

electrostatic potential caused by the complete quadrupole at all the test points. This added 

“isotropic quadrupole” is not a true isotropic quadrupole because the outer charge is 

distributed over protein atoms in specific locations, instead of being spread evenly over a 

uniform sphere of charge.  However, it is a reasonable approximation. Because the 

electrostatic potential is extremely negative in the region between the central atom and 

the shell atoms, IP for this net9quad system is extremely negative (see Section II.4.B and 

Eq. (23)). Still, the isotropic quadrupole minimally influences the potential at the site of 

the ligand through direct interactions, because the extremely negative potential caused by 

the central atom is cancelled outside the shell by the positively charged shell atoms. 

In the last two systems, we introduced Na+ and Cl- counterions into the net-5 and 

net9 systems. These systems are labeled “net-5ion” and “net9ion”. The number of these 

ions was selected to neutralize the net charge of the protein (in the absence of ligand) 

while enforcing an ionic strength of about 0.1 mol kg-1 in the system for all box sizes, 

corresponding to a Debye screening length κ-1 of about 1.0 nm. 

As discussed in the Introduction and Section II.1, all solute coordinates were fixed 

in space during all simulations. This allowed us to measure the small changes in ∆Gchg 

from one box size to another with as much precision as possible, by removing the need to 
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sample solute configurations. In these results, we only consider the ligand charging 

energy, in the protein and in solution. All other steps in the binding thermodynamic cycle 

are not considered.  

TABLE 1. Overview of the simulated systems and simulation conditions. We 
simulated each system in cubic boxes with edge lengths from Lmin (containing NS,min 
water molecules) to Lmax (containing NS,max water molecules) in approximately 0.4 nm 
increments. The number of ions (NNa,max and NCl,max) at the largest box size is shown for 
reference, along with the ionic strength and inverse Debye screening length (κ-1), which 
are approximately constant across all box sizes. The ligand charge is QL = +1 e. All 
systems have net charge QP when the ligand is uncharged and net charge QP + QL when 
the ligand is charged, except for the “ion” systems which have net charge 0 when the 
ligand is uncharged and net charge +1 e when the ligand is charged. 

System QP 

[e] 
Lmin 

[nm] 
Lmax 

[nm] 
NS,min NS,max NNa,max NCl,max Ionic Str. 

[mol kg
-1

] 
κ

-1 

[nm] 

lig 0 3.1 13.5 928 80897 0 0 0 0 

net0 0 7.4 13.0 12077 72810 0 0 0 0 

net3 3 7.4 11.0 12077 43591 0 0 0 0 

net-5 -5 7.4 11.0 12077 43591 0 0 0 0 

net9 9 7.4 11.0 12077 43591 0 0 0 0 

net9quad 9 7.4 11.0 12077 43591 0 0 0 0 

net5-ion -5 7.4 11.0 12022 43424 86 81 ~0.1 ~1.0 

net9ion 9 7.4 11.0 12017 43419 81 90 ~0.1 ~1.0 
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III.2 Raw MD charging energies are highly size-dependent 

We calculated ∆GMD,PBC using Eq. (8) for all eight systems (Table 1) in cubic 

computational boxes, with edges L ranging from 7.4 nm to 11.0 nm in approximately 0.4 

nm increments. We also simulated the lig system in smaller boxes (down to L = 3.0 nm), 

and the net0 system in larger boxes (up to L = 13.5 nm). Figure 4a shows that the raw 

(uncorrected) MD charging free energy ∆GMD,PBC is highly sensitive to the to the size of 

the unit cell in most systems. The changes in ∆GMD,PBC are large enough that the apparent 

relative favorability of charging in different systems changes with box size: ∆GMD,PBC is 

more favorable in the net9 system at small box sizes compared with the net-5 system, but 

the net-5 system becomes more favorable at large box sizes. The size dependence is not 

directly related to the charge on the protein or the net charge of the system: ∆GMD,PBC in 

the net0 and net3 systems is more sensitive to the box size than in the net-5 system, even 

though the net-5 system is more highly charged. The size dependence of net9 and 

net9quad are very different.  
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Figure 4. Raw and corrected ∆GMD results. (A) Raw ∆GMD,PBC results are highly sensitive to 
periodic box edge length L. The ligand results are also shown below on a small y-axis scale. (B) 
The numerical correction scheme (solid lines) and analytical scheme (crosses) correct the raw 
∆GMD,PBC results to produce ∆GMD,NBC results which remove the major size dependence. Both the 
∆GMD,PBC (left) and ∆GMD,PBC (right) are labeled as ∆Gchg on the y-axis. The remaining size 
dependence relates to the probe radius used to calculate the corrections (present graph: contact 
surface with probe radius 0.14 nm; see Fig. 5 for other choices). In addition to removing the major 
size-dependence, the corrections also offsets all results by ∆∆GDSI ≈ -76 kJ/mol. 
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III.3 The numerical scheme removes the artifacts in ∆GMD,PBC 

The numerical correction scheme (Eq. (13)) removes most of the size-dependence 

of the raw ∆GMD,PBC values (Figure 4b) to produce the desired ∆GMD,NBC. In addition to 

removing the size-dependence, the correction adds a constant offset of ∆∆GDSI to all 

results. Of the four protein systems without ions or artificial quadrupoles (net0, net3, net-

5, and net9), ligand charging is most favorable in the net-5 protein after the numerical 

correction is applied. This is consistent with intuition: charging a positive ligand should 

be most favorable in the most negatively charged protein. After the net-5 protein, ligand 

charging is most favorable in the net0 system, followed by the net3 system, and it is least 

favorable to charge the positive ligand in the protein that already is the most highly 

positively charged (net9). This logical ranking is consistent at all box sizes because the 

individual results are already mainly size-independent. Note that the actual differences in 

the corrected ∆GMD,NBC between protein systems are amplified because all protein 

coordinates are frozen in space. In other words, in simulations with a flexible protein, the 

differently charged isoforms of the protein would relax, and the difference in ∆GMD,NBC 

across proteins would be smaller. All raw MD data and the correction terms are shown 

Table 2. 
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TABLE 2. Raw and corrected ∆GMD results and the correction terms at all box sizes. All results 
in kJ/mol. For each system, the raw MD charging free energy from periodic boundary conditions 
∆GMD,PBC was calculated using Eq. (8) via simulations in a cubic box of edge length L containing one 
solute (free ligand or protein-ligand complex) and NS solvent molecules. Na

+
 and Cl

-
 ions were 

added to the “ion” systems as in Table 1. The statistical uncertainty in ∆GMD,PBC is shown as ∆GMD 
Uncert. and was calculated according to Section IV.1. ∆GMD,PBC was corrected by adding the discrete 
solvent correction at infinite box size ∆∆GDSI, the finite-size adjustment to the discrete solvent 
correction ∆∆GDSF, and either the numerical finite system correction ∆∆GNUM (for ∆GMD,NBC,NUM) or 
the analytical finite system correction ∆∆GANA (for ∆GMD,NBC,ANA). The agreement between the 
analytical and numerical corrections is shown as ∆∆GANA - ∆∆GNUM. ∆GMD,NBC,NUM  and ∆GMD,NBC,ANA 
are the ligand charging free energies corrected to represent nonperiodic boundary conditions, using 
either the analytical (ANA) or numerical (NUM) approach. All correction terms have no associated 
uncertainty; the uncertainty in ∆GMD,NBC,NUM and ∆GMD,NBC,ANA is therefore the same as ∆GMD Uncert. 

L (nm) NS ∆∆GDSI ∆∆GDSF ∆∆GNUM ∆∆GANA 
∆∆GANA – 

∆∆GNUM 
∆GMD, 

PBC 
∆GMD, 

NBC,NUM 
∆GMD, 

NBC,ANA 
∆GMD 

Uncert. 

lig 

3.05 928 -74.10 1.39 0.80 0.78 -0.02 -198.67 -270.59 -270.60 0.25 
3.48 1380 -74.10 1.26 0.67 0.66 -0.01 -198.73 -270.91 -270.92 0.25 
3.87 1904 -74.10 1.18 0.59 0.58 -0.01 -198.10 -270.43 -270.44 0.26 
4.28 2572 -74.10 1.11 0.52 0.52 0.00 -198.10 -270.57 -270.58 0.26 
4.68 3362 -74.10 1.08 0.47 0.47 0.00 -198.21 -270.76 -270.76 0.26 
4.99 4088 -74.10 1.08 0.44 0.43 -0.01 -197.98 -270.57 -270.57 0.26 
5.49 5423 -74.10 1.04 0.39 0.39 0.00 -198.04 -270.72 -270.72 0.28 
6.29 8174 -74.10 1.02 0.34 0.34 0.00 -197.62 -270.37 -270.37 0.27 
7.07 11638 -74.10 1.00 0.30 0.30 0.00 -197.75 -270.55 -270.55 0.27 
7.86 15948 -74.10 1.00 0.27 0.27 0.00 -197.74 -270.58 -270.58 0.27 
8.69 21472 -74.10 1.33 0.24 0.24 0.00 -197.57 -270.10 -270.10 0.27 
9.50 28248 -74.10 0.94 0.22 0.22 0.00 -197.75 -270.70 -270.70 0.27 

10.32 36184 -74.10 0.93 0.20 0.20 0.00 -197.96 -270.94 -270.94 0.27 
11.08 44761 -74.10 0.91 0.19 0.19 0.00 -197.54 -270.55 -270.55 0.27 
11.91 55685 -74.10 0.90 0.17 0.17 0.00 -197.60 -270.63 -270.63 0.26 
12.72 67804 -74.10 0.89 0.16 0.16 0.00 -197.85 -270.90 -270.90 0.27 
13.49 80897 -74.10 0.88 0.15 0.15 0.00 -197.69 -270.76 -270.76 0.28 

net0 

7.42 12077 -74.10 8.33 -0.22 -0.17 0.05 -193.97 -259.96 -259.91 0.12 
7.82 14377 -74.10 7.22 -0.16 -0.12 0.04 -193.05 -260.10 -260.05 0.17 
8.22 16875 -74.10 6.51 -0.11 -0.08 0.03 -192.48 -260.18 -260.15 0.12 
8.62 19798 -74.10 5.34 -0.07 -0.04 0.03 -191.45 -260.28 -260.26 0.15 
9.02 22999 -74.10 4.39 -0.04 -0.02 0.02 -191.62 -261.38 -261.36 0.57 
9.42 26492 -74.10 3.60 -0.01 0.00 0.01 -190.53 -261.04 -261.03 0.48 
9.82 30296 -74.10 2.93 0.01 0.02 0.01 -189.59 -260.75 -260.74 0.19 

10.22 34748 -74.10 1.69 0.03 0.03 0.00 -188.85 -261.24 -261.23 0.18 
10.62 38852 -74.10 1.95 0.04 0.04 0.00 -188.86 -260.97 -260.97 0.19 
11.02 43591 -74.10 1.65 0.05 0.05 0.00 -188.87 -261.28 -261.28 0.33 
11.42 49170 -74.10 0.67 0.06 0.06 0.00 -187.93 -261.31 -261.31 0.20 
11.82 53925 -74.10 1.47 0.07 0.06 -0.01 -188.45 -261.02 -261.02 0.04 
12.22 60146 -74.10 0.79 0.07 0.07 0.00 -187.91 -261.15 -261.16 0.08 
12.62 66411 -74.10 0.61 0.08 0.07 -0.01 -188.04 -261.46 -261.46 0.25 
13.02 72810 -74.10 0.73 0.08 0.08 0.00 -187.98 -261.27 -261.28 0.38 

net3 

7.42 12077 -74.10 8.33 6.96 7.17 0.21 -197.07 -255.88 -255.68 0.22 
7.82 14377 -74.10 7.22 6.15 6.32 0.17 -195.11 -255.85 -255.68 0.23 
8.22 16875 -74.10 6.51 5.48 5.61 0.13 -193.48 -255.60 -255.47 0.21 
8.62 19798 -74.10 5.34 4.91 5.02 0.11 -192.03 -255.88 -255.77 0.22 
9.02 22999 -74.10 4.39 4.44 4.52 0.08 -190.89 -256.18 -256.09 0.21 
9.42 26492 -74.10 3.60 4.03 4.10 0.07 -190.50 -256.97 -256.90 0.27 
9.82 30296 -74.10 2.93 3.68 3.74 0.06 -189.19 -256.68 -256.62 0.24 

10.22 34748 -74.10 1.69 3.38 3.42 0.04 -188.34 -257.37 -257.33 0.24 
10.62 38852 -74.10 1.95 3.11 3.15 0.04 -187.61 -256.65 -256.62 0.24 
11.02 43591 -74.10 1.65 2.88 2.91 0.03 -187.65 -257.23 -257.20 0.22 
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Table 2 (continued from previous page) 

L (nm) NS ∆∆GDSI ∆∆GDSF ∆∆GNUM ∆∆GANA 
∆∆GANA – 

∆∆GNUM 
∆GMD, 

PBC 
∆GMD, 

NBC,NUM 
∆GMD, 

NBC,ANA 
∆GMD 

Uncert. 

net-5 

7.42 12077 -74.10 8.33 -11.66 -11.77 -0.11 -200.76 -278.20 -278.30 0.31 
7.82 14377 -74.10 7.22 -10.22 -10.30 -0.08 -201.03 -278.14 -278.22 0.28 
8.22 16875 -74.10 6.51 -9.03 -9.09 -0.06 -200.69 -277.32 -277.38 0.33 
8.62 19798 -74.10 5.34 -8.04 -8.08 -0.04 -201.50 -278.30 -278.34 0.27 
9.02 22999 -74.10 4.39 -7.20 -7.23 -0.03 -201.43 -278.35 -278.38 0.29 
9.42 26492 -74.10 3.60 -6.49 -6.52 -0.03 -201.80 -278.80 -278.82 0.30 
9.82 30296 -74.10 2.93 -5.89 -5.90 -0.01 -201.30 -278.36 -278.37 0.36 

10.22 34748 -74.10 1.69 -5.37 -5.38 -0.01 -200.54 -278.32 -278.33 0.33 
10.62 38852 -74.10 1.95 -4.91 -4.92 -0.01 -201.36 -278.43 -278.44 0.30 
11.02 43591 -74.10 1.65 -4.52 -4.52 0.00 -201.72 -278.70 -278.70 0.33 

net9 

7.42 12077 -74.10 8.33 20.06 20.65 0.59 -205.70 -251.41 -250.83 0.21 
7.82 14377 -74.10 7.22 17.69 18.16 0.47 -202.22 -251.42 -250.95 0.19 
8.22 16875 -74.10 6.51 15.72 16.10 0.38 -199.97 -251.84 -251.46 0.22 
8.62 19798 -74.10 5.34 14.08 14.38 0.30 -197.18 -251.87 -251.57 0.22 
9.02 22999 -74.10 4.39 12.69 12.93 0.24 -195.58 -252.60 -252.36 0.22 
9.42 26492 -74.10 3.60 11.51 11.70 0.19 -193.28 -252.27 -252.08 0.21 
9.82 30296 -74.10 2.93 10.49 10.65 0.16 -192.09 -252.76 -252.61 0.24 

10.22 34748 -74.10 1.69 9.62 9.74 0.12 -191.46 -254.25 -254.13 0.35 
10.62 38852 -74.10 1.95 8.85 8.95 0.10 -189.59 -252.89 -252.79 0.23 
11.02 43591 -74.10 1.65 8.19 8.27 0.08 -188.59 -252.86 -252.78 0.24 

net9quad 

7.42 12077 -74.10 8.33 -18.39 -17.82 0.57 -190.11 -274.27 -273.70 0.21 
7.82 14377 -74.10 7.22 -15.16 -14.70 0.46 -192.76 -274.81 -274.35 0.21 
8.22 16875 -74.10 6.51 -12.56 -12.19 0.37 -194.10 -274.26 -273.88 0.25 
8.62 19798 -74.10 5.34 -10.45 -10.15 0.30 -195.46 -274.67 -274.38 0.26 
9.02 22999 -74.10 4.39 -8.72 -8.48 0.24 -195.51 -273.94 -273.70 0.24 
9.42 26492 -74.10 3.60 -7.29 -7.09 0.20 -195.89 -273.68 -273.49 0.25 
9.82 30296 -74.10 2.93 -6.10 -5.94 0.16 -198.43 -275.69 -275.54 0.23 

10.22 34748 -74.10 1.69 -5.10 -4.98 0.12 -197.67 -275.18 -275.06 0.28 
10.62 38852 -74.10 1.95 -4.26 -4.16 0.10 -199.01 -275.43 -275.33 0.22 
11.02 43591 -74.10 1.65 -3.56 -3.47 0.09 -198.69 -274.71 -274.62 0.27 

net-5ion 

7.42 12022 -74.10 8.63 -0.31 -0.71 -0.40 -207.89 -273.68 -274.08 0.31 
7.82 14314 -74.10 7.51 -0.23 -0.58 -0.35 -206.93 -273.76 -274.11 0.19 
8.22 16804 -74.10 6.79 -0.17 -0.48 -0.31 -205.73 -273.21 -273.52 0.40 
8.62 19715 -74.10 5.63 -0.13 -0.39 -0.26 -205.91 -274.51 -274.78 0.53 
9.02 22906 -74.10 4.67 -0.09 -0.32 -0.23 -204.83 -274.36 -274.59 0.21 
9.42 26387 -74.10 3.88 -0.06 -0.26 -0.20 -204.60 -274.88 -275.09 0.45 
9.82 30177 -74.10 3.21 -0.03 -0.22 -0.19 -204.19 -275.11 -275.30 0.16 

10.22 34615 -74.10 1.97 -0.01 -0.18 -0.17 -202.71 -274.86 -275.02 0.50 
10.62 38703 -74.10 2.23 0.01 -0.14 -0.15 -203.10 -274.97 -275.12 0.22 
11.02 43424 -74.10 1.93 0.03 -0.11 -0.14 -202.52 -274.68 -274.82 0.32 

net9ion 

7.42 12017 -74.10 8.66 1.15 0.76 -0.39 -190.27 -254.56 -254.95 0.34 
7.82 14309 -74.10 7.53 1.02 0.68 -0.34 -188.59 -254.14 -254.48 0.30 
8.22 16799 -74.10 6.81 0.91 0.61 -0.30 -188.09 -254.48 -254.77 0.28 
8.62 19710 -74.10 5.64 0.81 0.55 -0.26 -188.36 -256.01 -256.27 0.43 
9.02 22901 -74.10 4.68 0.73 0.50 -0.23 -186.51 -255.20 -255.44 0.21 
9.42 26382 -74.10 3.89 0.66 0.46 -0.20 -185.97 -255.52 -255.73 0.28 
9.82 30172 -74.10 3.23 0.61 0.42 -0.19 -185.75 -256.02 -256.21 0.11 

10.22 34610 -74.10 1.98 0.56 0.39 -0.17 -184.31 -255.88 -256.05 0.41 
10.62 38698 -74.10 2.23 0.51 0.36 -0.15 -183.80 -255.16 -255.31 0.26 
11.02 43419 -74.10 1.93 0.47 0.34 -0.13 -183.27 -254.97 -255.10 0.28 
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III.4 The numerical correction depends on the dielectric boundary conditions in the 

continuum calculations 

The numerical correction (Eq. (13)) depends on how the dielectric boundary used 

to calculate ∆GPB,NBC and ∆GPB,PBC(L) is defined. The dielectric boundary separates the 

low dielectric “inner region” (protein) from the high dielectric “outer region” (solvent). 

The results in Figure 4 and Table 2 were calculated using a contact (CTC) solvent-

accessible surface boundary with a 0.14 nm radius spherical solvent probe. Other surface 

choices, including the van der Waals surface of the solute (VDW) and the van der Waals 

surface increased by the radius of a solvent probe (CEN) would change the ∆∆GNUM 

correction term. These alternative boundary conditions are shown in Figure 5. 

 

For the weakly charged systems (lig, net0, net-5ion and net9ion), the final, 

corrected ∆GMD,NBC (computed based on the largest box size MD run) is largely 

insensitive to the definition of the dielectric boundary (Figure 6, top). However, for the 

 

Figure 5. Inner (low-dielectric) region as defined by different boundary conditions, 
visualized on a planar slice of the protein. The inner region is smallest using a VDW definition 
(red). Using a contact (CTC) solvent-accessible surface definition with a 0.14 nm solvent probe 
excludes high-dielectric from the buried core of the protein (green). An expanded vdw probe-center 
(CEN) definition (vdw surface + 0.14 nm) produces the largest inner region (dark blue). The outer 
(high-dielectric) region is shown in light blue. 
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more highly charged systems (net3, net-5, net9, and net9quad), the corrected ∆GMD,NBC 

depends to a small extent on the probe radius used to define the dielectric boundary. Thus 

selecting an appropriate dielectric boundary for calculating ∆∆GNUM(L) is necessary to 

obtain an accurate, corrected ∆GMD,NBC value. 

To determine an optimal probe radius for correcting MD results using 

∆∆GNUM(L), we examined the box size dependence of our corrected MD results while 

varying the probe radius used to determine ∆∆GNUM(L). Because we do not know the true 

value of ∆∆GMD,NBC, we use the remaining size dependence in ∆GMD,NBC as a heuristic to 

determine how well the ∆∆GNUM(L) correction is working. As a coarse measure of the 

remaining size dependence in ∆GMD,NBC, we plotted ∆GMD,NBC at each box size against 

1/L for each system. If ∆∆GNUM(L) is working perfectly, then ∆∆GMD,NBC will be the 

same at all box sizes, and this should produce a slope of zero. We used bootstrapping to 

resample our data points from the range of box sizes to produce an estimate of the slope 

and slope uncertainty of ∆GMD,NBC vs. 1/L for each system, and examined this using 

different probe radii to calculate ∆∆GNUM(L). 
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Figure 6 (bottom) indicates that ∆∆GMD,NBC is still dependent on the box size until 

the probe radius used to calculate ∆∆GNUM(L) has grown to about 0.09 nm. For probe 

radii larger than 0.09 nm, ∆∆GMD,NBC is largely independent of the box size used to 

calculate ∆∆GMD,PBC. The remaining size-dependence in ∆∆GMD,NBC may relate to other 

periodicity-induced perturbations to ∆∆GMD,PBC beside the ones discussed here, or to 

 

Figure 6. Sensitivity of numerically-corrected ∆GMD,NBC to the probe radius Rs. ∆∆GNUM(L) 
was calculated according to Eq. (15) using a solvent-accessible surface boundary and a probe 
radius RS, and used to correct the raw MD data to obtain ∆GMD,NBC according to Eq. (13). (top) 
For each system, we show ∆GMD,NBC for different values of Rs, based on the MD results at the 
largest box size. ∆GMD,NBC is only weakly sensitive to Rs, especially for Rs > 0.1 nm. (bottom) 
For each system, we show the remaining box-size sensitivity in ∆GMD,NBC by plotting the slope of 
∆GMD,NBC vs 1/L, e.g. d∆Gchg / d(1/L) (y-axis), as a function of the probe radius Rs (x-axis). A 
slope of zero for a particular value of Rs would demonstrate complete box-size independence for 
that system at that Rs value. This slope is calculated based on 10,000 resamplings of the 
∆GMD,NBC data for a given system, sampling different box sizes with replacement from the 
available box sizes for that system.  The uncertainty in the slopes (dashed lines) is the root-
mean-square deviation of the 10,000 resamplings. For probe radii smaller than 0.09 nm (left), 
∆GMD,NBC remains significantly dependent on box size (slope far from zero), while for probe radii 
above 0.09 nm (right), this size dependence is substantially diminished (slope close to zero). 
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imperfections in the system densities due to the absence of pressure equilibration 

(pressure equilibration was not used because of incompatibility with the fixed positions 

of the solute atoms). The optimal probe radius for calculating ∆∆GNUM(L) is 

approximately 0.09 nm, because at this probe radius the remaining size-dependence is 

smallest for all systems. The different systems largely agree on the optimal probe radius, 

despite their highly different charge distributions. Note that even the analytical correction 

scheme (discussed in the next section) still requires a numerical calculation of the protein 

and ligand RIPs, which itself will depend on the probe radius used to define the dielectric 

boundary. 

Note that even though we use this empirical approach to determine an optimal 

probe radius for correcting ∆GMD,PBC results, we do not actually advocate applying a 

linear fit to raw ∆GMD,PBC values at different box sizes, extrapolating to infinite box size, 

and using this to determine ∆GMD,NBC. This would only correct for the linear error term in 

∆GMD,PBC, and not any other terms. Furthermore, we also do not recommend correcting 

∆GMD,PBC to ∆GMD,NBC, then fitting the nearly size-independent results again to L-1, 

extrapolating to infinite box size, and using this to determine a “final” ∆GMD,NBC. There 

will be significant error in this fitting, and statistical errors in the ∆GMD,PBC values could 

be amplified if a fit is used to extrapolate to infinite box size. The ∆∆GNUM correction 

(and the ∆∆GANA correction discussed shortly) should completely correct the finite-size 

artifacts discussed in this paper; no further fitting and extrapolation is necessary. 
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III.5 The analytical correction agrees with the numerical correction and relates 

protein-ligand binding to ion solvation 

In Section II.4, we described an analytical scheme for correcting ∆GMD,PBC to 

obtain ∆GMD,NBC using Eq. (14). The analytical scheme is in fact only semi-analytical, 

because the constants IL, IP and RL need to be calculated numerically, according to Eqs. 

(21), (23) and (31). However, unlike the fully numerical scheme, these calculations do 

not require periodic boundary calculations. The analytical scheme differs from the 

numerical scheme only by using ∆∆GANA (Eq. (17)) instead of ∆∆GNUM (Eq. (15)) to 

calculate the finite system correction (see Figure 1). ∆∆GANA and ∆∆GNUM are directly 

compared in Table 2 are in good agreement with each other for all systems at all box 

sizes (the largest deviation even at the smallest box sizes is less than 0.6 kJ/mol). 

Table 4 shows the relative magnitudes of the contributions to the analytical 

correction scheme for each system. The ∆∆GPCG(L) term is generally small in the systems 

with low net charge (lig, net0, net-5ion, and net9ion), but becomes more significant in the 

highly charged systems (net3, net-5 and net9quad), at least at smaller box sizes. The 

∆∆GRIP(L) term depends on the effective protein charge and the (topology specific) RIPs 

IL (Eq. (21)) and IP (Eq. (23)) for that particular protein. These RIPs are shown in Table 4 

for the different protein systems. 
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TABLE 3. Components of the analytical correction scheme for all system sizes. All results 
in kJ/mol, the box edge length L is shown in nm. The components of the analytical correction 
scheme ∆∆GPCG (point charge correction), ∆∆GRIP (residual integrated potential correction), and 
∆∆GEMP (empirical correction) are defined by Eqs. (18), (24), and (30) respectively. These three 
terms sum to ∆∆GANA. If the analytical correction scheme is good, ∆∆GANA should agree with 
∆∆GNUM (Eq. 16), this agreement is shown by ∆∆GANA – ∆∆GNUM. The remaining corrections for 
explicit solvent simulations are the discrete solvent correction at infinite box length ∆∆GDSI (Eq. 
(38)), and the finite-size adjustment to the discrete solvent correction ∆∆GDSF (Eq. (39)). Adding 
these two components to ∆∆GANA provides the total for finite size effects in explicit solvent MD 
calculations, shown as ∆∆GCOR. ∆∆GANA, ∆∆GNUM, ∆∆GDSI, and ∆∆GDSF are identical to the 
values in Table 2; they are provided here for convenient comparison to the components of 
∆∆GANA. 

L ∆∆GPCG ∆∆GRIP ∆∆GEMP ∆∆GANA ∆∆GNUM 
∆∆GANA –  

  ∆∆GNUM 
∆∆GDSI ∆∆GDSF ∆∆GCOR 

lig 

3 0.68 0.12 0 0.8 0.82 -0.02 -74.1 1.37 -71.93 

4 0.51 0.05 0 0.56 0.57 -0.01 -74.1 0.58 -72.96 

5 0.41 0.03 0 0.43 0.44 -0.01 -74.1 0.30 -73.37 

6 0.34 0.02 0 0.35 0.36 -0.01 -74.1 0.17 -73.58 

7 0.29 0.01 0 0.30 0.30 0 -74.1 0.11 -73.69 

8 0.25 0.01 0 0.26 0.26 0 -74.1 0.07 -73.77 

9 0.23 0 0 0.23 0.23 0 -74.1 0.05 -73.82 

10 0.20 0 0 0.21 0.21 0 -74.1 0.04 -73.85 

11 0.18 0 0 0.19 0.19 0 -74.1 0.03 -73.88 

12 0.17 0 0 0.17 0.17 0 -74.1 0.02 -73.91 

13 0.16 0 0 0.16 0.16 0 -74.1 0.02 -73.92 

14 0.15 0 0 0.15 0.15 0 -74.1 0.01 -73.94 

15 0.14 0 0 0.14 0.14 0 -74.1 0.01 -73.95 

net0 

7 0.29 -0.51 -0.02 -0.24 -0.2 -0.04 -74.1 12.31 -62.03 

8 0.25 -0.34 -0.01 -0.10 -0.07 -0.03 -74.1 8.25 -65.95 

9 0.23 -0.24 0 -0.02 0.01 -0.03 -74.1 5.79 -68.33 

10 0.20 -0.18 0 0.03 0.05 -0.02 -74.1 4.22 -69.85 

11 0.18 -0.13 0 0.05 0.07 -0.02 -74.1 3.17 -70.88 

12 0.17 -0.10 0 0.07 0.08 -0.01 -74.1 2.44 -71.59 

13 0.16 -0.08 0 0.08 0.09 -0.01 -74.1 1.92 -72.10 

14 0.15 -0.06 0 0.08 0.09 -0.01 -74.1 1.54 -72.48 

15 0.14 -0.05 0 0.08 0.09 -0.01 -74.1 1.25 -72.77 

net3 

7 2.03 6.36 -0.14 8.25 8.10 0.15 -74.1 12.31 -53.54 

8 1.78 4.26 -0.06 5.97 5.91 0.06 -74.1 8.25 -59.88 

9 1.58 2.99 -0.03 4.54 4.50 0.04 -74.1 5.79 -63.77 

10 1.42 2.18 -0.02 3.59 3.57 0.02 -74.1 4.22 -66.29 

11 1.29 1.64 -0.01 2.92 2.91 0.01 -74.1 3.17 -68.01 

12 1.19 1.26 -0.01 2.44 2.43 0.01 -74.1 2.44 -69.22 

13 1.09 0.99 0 2.08 2.08 0 -74.1 1.92 -70.10 

14 1.02 0.79 0 1.81 1.81 0 -74.1 1.54 -70.75 

15 0.95 0.65 0 1.59 1.59 0 -74.1 1.25 -71.26 
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Table 3 (continued from previous page) 

L ∆∆GPCG ∆∆GRIP ∆∆GEMP ∆∆GANA ∆∆GNUM 
∆∆GANA –  

  ∆∆GNUM 
∆∆GDSI ∆∆GDSF ∆∆GCOR 

net-5 

7 -2.61 -11.21 0.18 -13.64 -13.28 -0.36 -74.1 12.31 -75.43 

8 -2.29 -7.51 0.08 -9.71 -9.54 -0.17 -74.1 8.25 -75.56 

9 -2.03 -5.27 0.04 -7.27 -7.17 -0.10 -74.1 5.79 -75.58 

10 -1.83 -3.85 0.02 -5.65 -5.59 -0.06 -74.1 4.22 -75.53 

11 -1.66 -2.89 0.01 -4.54 -4.50 -0.04 -74.1 3.17 -75.47 

12 -1.52 -2.23 0.01 -3.74 -3.71 -0.03 -74.1 2.44 -75.40 

13 -1.41 -1.75 0 -3.15 -3.13 -0.02 -74.1 1.92 -75.33 

14 -1.31 -1.40 0 -2.70 -2.69 -0.01 -74.1 1.54 -75.26 

15 -1.22 -1.14 0 -2.36 -2.35 -0.01 -74.1 1.25 -75.21 

net9 

7 5.52 18.67 -0.39 23.80 23.19 0.61 -74.1 12.31 -37.99 

8 4.83 12.51 -0.17 17.16 16.86 0.30 -74.1 8.25 -48.69 

9 4.29 8.79 -0.09 12.99 12.82 0.17 -74.1 5.79 -55.32 

10 3.86 6.41 -0.05 10.22 10.12 0.10 -74.1 4.22 -59.66 

11 3.51 4.81 -0.03 8.30 8.23 0.07 -74.1 3.17 -62.63 

12 3.22 3.71 -0.02 6.91 6.86 0.05 -74.1 2.44 -64.75 

13 2.97 2.92 -0.01 5.88 5.84 0.04 -74.1 1.92 -66.30 

14 2.76 2.33 -0.01 5.09 5.06 0.03 -74.1 1.54 -67.47 

15 2.57 1.90 0 4.47 4.45 0.02 -74.1 1.25 -68.38 

net9quad 

7 5.51 -27.11 -0.39 -21.98 -22.57 0.59 -74.1 12.31 -83.77 

8 4.82 -18.16 -0.17 -13.51 -13.78 0.27 -74.1 8.25 -79.36 

9 4.28 -12.75 -0.09 -8.55 -8.70 0.15 -74.1 5.79 -76.86 

10 3.86 -9.30 -0.05 -5.49 -5.57 0.08 -74.1 4.22 -75.37 

11 3.51 -6.99 -0.03 -3.51 -3.56 0.05 -74.1 3.17 -74.44 

12 3.21 -5.38 -0.02 -2.18 -2.22 0.04 -74.1 2.44 -73.84 

13 2.97 -4.23 -0.01 -1.28 -1.30 0.02 -74.1 1.92 -73.46 

14 2.75 -3.39 -0.01 -0.64 -0.66 0.02 -74.1 1.54 -73.20 

15 2.57 -2.75 0 -0.19 -0.20 0.01 -74.1 1.25 -73.04 

net-5ion 

7 0.29 -1.16 -0.02 -0.89 -0.19 -0.7 -74.1 12.31 -62.68 

8 0.25 -0.78 -0.01 -0.53 -0.07 -0.46 -74.1 8.25 -66.38 

9 0.23 -0.55 0 -0.32 0 -0.32 -74.1 5.79 -68.63 

10 0.20 -0.40 0 -0.20 0.04 -0.24 -74.1 4.22 -70.08 

11 0.18 -0.30 0 -0.12 0.06 -0.18 -74.1 3.17 -71.05 

12 0.17 -0.23 0 -0.06 0.08 -0.14 -74.1 2.44 -71.72 

13 0.16 -0.18 0 -0.03 0.08 -0.11 -74.1 1.92 -72.21 

14 0.15 -0.15 0 0.00 0.09 -0.09 -74.1 1.54 -72.56 

15 0.14 -0.12 0 0.02 0.09 -0.07 -74.1 1.25 -72.83 

net9ion 

7 0.29 0.58 -0.02 0.85 1.37 -0.52 -74.1 12.31 -60.94 

8 0.25 0.39 -0.01 0.63 1.00 -0.37 -74.1 8.25 -65.22 

9 0.23 0.27 0 0.49 0.76 -0.27 -74.1 5.79 -67.82 

10 0.20 0.20 0 0.40 0.60 -0.20 -74.1 4.22 -69.48 

11 0.18 0.15 0 0.33 0.48 -0.15 -74.1 3.17 -70.60 

12 0.17 0.11 0 0.28 0.40 -0.12 -74.1 2.44 -71.38 

13 0.16 0.09 0 0.25 0.34 -0.09 -74.1 1.92 -71.93 

14 0.15 0.07 0 0.22 0.29 -0.07 -74.1 1.54 -72.34 

15 0.14 0.06 0 0.19 0.26 -0.07 -74.1 1.25 -72.66 
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TABLE 4. The residual integrated potentials (RIPs) of the ligand (IL) and protein (IP), along 
with their contributions to ∆∆GRIP(L) in the analytical correction scheme. For each protein 
system, the ligand and protein RIPs were calculated using a custom PB solver according to Eqs. 
(21) and (23). The solvent component of the ligand RIP IL,SLV, which is nearly identical to IL, was 
used to calculate an effective solute radius RL using Eq. (31). The contributions of the IL term IL 
(QP + QL) / V (first term in Eq. (24)) and the IP term IP QL / V (second term in Eq. (24)) are shown 
in the last two columns, calculated for a cubic box with 8 nm edge length. The net-5ion and 
net9ion systems use QP(eff) = 0 despite having a net protein charge due to the presence of 
neutralizing counterions, as discussed in Section II.4.B. 

System QP(eff) QL 
IL 

(kJ nm3 / mol e) 
IP 

(kJ nm3 / mol e) 
RL 

(nm) 
IL term 

(kJ/mol) 
IP term 

(kJ/mol) 

lig 0 1 3 0 0.36 0.01 0.00 

net0 0 1 690 -865 1.58 1.35 -1.69 

net3 3 1 690 -579 1.58 5.39 -1.13 

net-5 -5 1 690 -1088 1.58 -5.39 -2.12 

net9 9 1 690 -484 1.58 13.47 -0.95 

net9quad 9 1 690 -16188 1.58 13.47 -31.62 

net-5ion 0 1 690 -1088 1.58 1.35 -2.12 

net9ion 0 1 690 -484 1.58 1.35 -0.95 

 

Table 4 shows that the ligand RIP (IL) is constant for all protein systems, as 

expected because no protein charges are used to calculate IL – only ligand charges are 

used. However, the protein surface is still used to define the dielectric boundary in the 

calculation, which explains why IL is the same between all protein systems, but different 

in the lig system where there is no protein surface around the ligand. 

The protein RIPs (IP) vary significantly between protein isoforms, even though 

each protein is geometrically identical. The protein RIPs also do not correlate directly 

with the protein net charge. IP is largest in magnitude in net9quad, where we intentionally 

altered the protein charges to introduce an enormous IP. Note that the added isotropic 

quadrupole altered IP in a predictable fashion. The integrated potential of a true isotropic 

quadrupole with charge Q at the center and charge –Q at the spherical outer boundary 

(radius R) is (6ε0)
-1 Q R

2. For Q of -80 and R of 0.82 nm (approximately the size of the 
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quadrupole added in net9quad, see Section III.1 Systems), the expected integrated 

potential introduced by the quadrupole is -15690 kJ nm3 / mol e, very close to the -15704 

kJ nm3 / mol e difference between IP for net9 and net9quad. 

Other than the artificial net9quad system, the IP contribution to ∆∆GRIP(L) (and 

thus to ∆∆GANA(L) and ∆∆GMD,NBC) is largest in the net-5 system and is a non-negligible 

2 kJ/mol, when the cubic box edge is 8 nm. This IP contribution, of course, only affects 

the charging free energy of the ligand inside the protein, and thus cannot cancel with any 

term in the solution charging calculation. The IL contribution is even larger than the IP 

contribution for the highly charged systems (net3, net-5, net9, and net9quad), but smaller 

in the systems with no protein charge or when neutralizing counterions are present (lig, 

net0, net-5ion, and net9ion). 

The protein and ligand RIPs are less sensitive to the protein conformation than 

they are to the protein topology. We collected 100 evenly-spaced snapshots from an 

additional 5-ns simulation of the net-5 protein with the ligand uncharged, and with all 

protein, ligand, and solvent atoms free to move (no atoms were fixed in space, unlike in 

the simulations used to calculate ∆GMD,PBC). We calculated the mean ± standard deviation 

of IP and IL from these snapshots to be -667 ± 105 kJ nm3 / mol e and 334 ± 29 kJ nm3 / 

mol 
e. While there is some variance from snapshot to snapshot, this is smaller than the 

differences between proteins that are shown in Table 4 (which were calculated from 

single snapshots). This indicates that IP and IL remain relatively constant in this protein 

over the typical timescale of a simulation in a binding free energy calculation. 
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We highlight the potential importance of the protein RIP term because this term 

has not been previously introduced in existing schemes for correcting finite-size artifacts. 

For example, in Ref. [HU99.1] and [KA06.3], a correction scheme was developed for 

determining size-independent charging free energies for ions in solution. The correction 

terms we introduced there are identical in form to the analytical correction scheme we 

describe here (Eq. (14) and (17)) except for this new IP term. Our ∆∆GANA(L), defined in 

Eq. (14), can be converted to the older equation Eq. (25) (from Ref. [HU99.1]), if IP is 

assumed to be zero (as is appropriate for the case of ion solvation when there is no 

protein), and if Eq. (31) is used to calculate an effective solute radius R. The analytical 

correction scheme we introduce here is thus a direct extension of our correction scheme 

for ion solvation: the protein-ligand complex is defined as an ionic solute with an 

effective radius defined by Eq. (31), and an additional IP term is added to account for the 

novel effects of the protein RIP which are not present in the case of solvation of a 

spherical ion. 

IV. Discussion 

IV.1 Finite-size corrections for binding affinities are non-negligible. Finite-

size effects can have a significant impact on charging free energy calculations under 

PBC. In the case of inserting a charged ligand into a protein using LS electrostatics, the 

finite-size effects will depend on the ligand charge, the protein charge, the nature of the 

solvent, and the geometric and electrostatic features of the protein and ligand that 

determine their residual integrated potentials. These effects will not cancel in a binding 

free energy calculation because of the differing environments the ligand experiences in 

the bound state and in the free state. We illustrate this below with an example. 
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A typical binding calculation might involve the ligand binding to the net-5 

protein, simulated in a 3 nm edge length cubic box in the free ligand state and a 7.8 nm 

edge length cubic box with 100 mM salt and neutralizing ions in the bound state. The 

finite-size adjustment to the discrete solvent correction ∆∆GDSF(L) is 7.2 kJ/mol in the 

bound state, but only 1.4 kJ/mol in the free state (Table 2). (∆∆GDSI is identical in both 

states.) Correcting both charging steps with ∆∆GDSF(L) weakens binding by 5.8 kJ/mol, 

The remaining correction term ∆∆GANA(L) is -0.6 kJ/mol in the bound state and +0.8 

kJ/mol in the free ligand state, changing the binding affinity by -1.4 kJ/mol, and leading 

to an overall +4.4 kJ/mol correction to the binding affinity when ∆∆GDSF(L) and 

∆∆GANA(L) are combined. This 4.4 kJ/mol is large compared with the precision of 

binding free energy calculations and experiments, and could significantly affect the 

agreement between experimental measurements and computational calculations. The 

correction schemes we introduce here should be applied in order to make consistent 

comparisons between simulated and experimental results, and consistent comparisons 

between simulation results performed under different conditions. 

IV.2 The numerical and analytical corrections exactly correct the relevant 

physical effects, for a system with a well-defined dielectric boundary. How accurate 

are the analytical and numerical corrections? Three of the finite-size effects discussed in 

the introduction – the extra interactions, solvent effects, and residual integrated potential 

effects - do not depend on whether the solvent is modeled as a continuum or as discrete. 

Our numerical correction, which directly compares charging free energies under periodic 

and nonperiodic boundary conditions (Figure 2), is therefore by definition an exact 

correction for these effects, even for simulations conducted using explicit solvent 
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molecules. Despite this exact accuracy, the correction can be difficult to apply to explicit 

solvent MD calculations, because there is no well-defined dielectric boundary between 

solute and solvent, and an empirical approximation must be invoked. While Figure 6 

suggests we have found a good approximation, there still is some small remaining size-

dependence. This has many potential causes, including: an inability of a probe sphere to 

appropriately represent the actual dielectric boundary, inconsistencies in the solvent 

densities from system to system, or any remaining inaccuracy in the finite system 

adjustment to the discrete solvent correction. 

Importantly, we find that the analytical correction reproduces the numerical 

correction with high accuracy except in the very smallest computational boxes (Table 2). 

This demonstrates that the physically motivated correction terms in the analytical scheme 

explain the major contributions to the numerical correction, which is a “black box” on its 

own. In particular, our analytical correction introduces the novel but important residual 

integrated potential effect, which has not been recognized in previous studies of finite-

size effects in ion solvation or protein-ligand binding. We showed that the existing 

correction for the solvation of a spherical ion is actually a special case of this residual 

integrated potential effect, based on the relation between the spherical ion’s radius and its 

residual integrated potential. 

IV.3 Recommended technique. The analytical correction appears to be as 

accurate as the numerical correction even at very small box sizes (Table 2). The 

analytical correction is also easier to apply, because only nonperiodic boundary PB 

calculations are required (to calculate the relevant RIPs), and because no explicit charge-

screening layer needs to be added to the protein topology to represent explicit 
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counterions. We therefore suggest that practitioners apply the analytical scheme when 

correcting charge coupling or decoupling free energies computed from explicit solvent 

calculations. ∆∆GPCG can be directly applied and does not depend on any simulation 

coordintaes. ∆∆GRIP and ∆∆GEMP depend on the system coordinates through IL and IP, but 

this dependence is very modest. Several snapshots of the protein-ligand complex should 

be used to calculate IL and IP to ensure that these remain relatively constant across the 

trajectory. If so, a single ∆∆GRIP correction (and ∆∆GEMP correction) applied to the 

overall decoupling free energy should be reasonably accurate, making it unnecessary to 

apply a correction to every snapshot separately prior to computing ∆GMD. Finally, 

because IL grows with the size of the solute cavity (and IP may as well), ∆∆GRIP(L) may 

be essentially negligible for small proteins with only minimal charge, such as in the case 

of a mono-ionic ligand binding to a small neutral protein or a protein that has been 

neutralized by counterions. Still, even if ∆∆GRIP is likely negligible, this must be verified 

in advance in the event that IP or IL are actually large. Because ∆∆GRIP should always be 

calculated out of caution, the correction may as well always be applied even when small. 

IV.4 Extension to non-cubic box sizes. Molecular dynamics simulations are 

commonly performed using non-cubic box shapes such as truncated dodecahedra, which 

increase the computational efficiency by removing bulk solvent from the system without 

altering the important protein dynamics. The box shape will change some of the 

correction terms described here. The discrete solvent correction ∆∆GDSC(L) (and its 

components ∆∆GDSI and ∆∆GDSF(L)) is (are) independent of box shape. While Eqs. (38) 

and (39) were written in terms of L3, one simply substitutes the volume V for L3 in a non-

cubic box. We also expect that the residual integrated potential correction ∆∆GRIP(L) will 



143 
 

be independent of box shape, if V is substituted for L3 in Eq. (24). This is because the 

RIPs themselves are dominated by the potential inside and near the solute, which does 

not depend on box shape. It should even be possible to calculate IL and IP using a cubic 

box and then to apply these corrections to a non-cubic box using Eq. (24). The empirical 

correction ∆∆GEMP was derived on the basis of a cubic box (Ref. [HU99.1]) and is 

unlikely to be correct for a non-cubic box. However, this term is negligible for most 

realistic system sizes and net charges. Finally, the point charge correction ∆∆GPCG(L), 

which includes the extra interactions with periodic images, the neutralizing background 

charge, and the solvent effects does depend on the box shape through the cubic Wigner 

integration constant ξLS. The ∆∆GPCG(L) term is essentially an integral over a unit cube 

(ξLS) which is then multiplied by L2 / L3 to scale the integral to the actual box size. It may 

be possible to compute this integral numerically for a given non-cubic box at a given size 

using standard molecular dynamics software, by calculating the energy of a point charge 

in that box under periodic boundary conditions. Examining correction schemes in non-

periodic boxes is important to improve the efficiency of these calculations, though we 

leave this for future work. 

IV.5 Comparison with other studies from the literature. Many prior studies 

have examined finite size artifacts in alchemical charging calculations, though we are 

only aware of two studies that explicitly offer correction schemes for protein-ligand 

binding. Reif and Oostenbrink [RE13.2] examined the binding of small ions (acetate and 

methylammonium) to artificial “buckyball” molecules with additional charged moieties. 

They found significant dependence on the box size used in the calculations. They 

corrected these artifacts using a numerical scheme like the one applied here, by taking the 
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difference between PB calculations under periodic and nonperiodic boundary conditions. 

However, they applied a van der Waals surface boundary instead of a solvent accessible 

surface dielectric boundary. Other than this, their approach is consistent with ours, and 

our analytical scheme provides a physical basis for their results. 

Morgan and Massi also propose a correction scheme for finite size artfacts, which 

they say can be generally applied to protein-ligand binding [MO10.1]. In essence, their 

approach ensures that the magnitude of the system’s net charge remains constant 

throughout a charge transformation [MO10.1]. They ensure this by mutating a counterion 

along with the ion of interest. For example, as a ligand is charged from +0 e to +1 e, a 

counterion is uncharged from -1 e to 0 e, ensuring a constant system net charge 

magnitude of ±1. This differs from our analysis in several important respects. First, 

∆∆GRIP(L) depends on the absolute ligand and protein charges QL and QP, not on QL
2 and 

QP
2. A ligand with charge +1 e interacts with the protein RIP in an opposite manner from 

a counterion with charge -1 e, thus uncharging a counterion from -1 e to 0 e will not 

cancel the effect of charging a ligand from 0 e to +1 e. Even if the counterion is charged 

or uncharged in the opposite manner (i.e., in the opposite direction from the ligand, rather 

than in the same direction), the ligand and counterion each create different RIPs and feel 

the protein RIP differently. IL and IP depend on the position of the ligand in the 

nonperiodic box used to calculate BL and BP, (Eqs. (20) and (22) and Fig. 3). As a result, 

∆∆GRIP(L) cannot be assumed to cancel when charging one species near the protein and 

uncharging a different species distant from the protein. Finally, their analysis considers 

∆∆GDSI to be a component of the “interface potential”, but does not consider the size-

dependent term ∆∆GDSF(L) which is especially important for solutes of different volumes 
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such as a small ligand in solution and a protein-ligand complex. Their calculations 

examine amino acid charging in solution, but do not demonstrate the viability of their 

method for larger solutes. 

 

V. Conclusion 

Standard alchemical free energy calculations of charged binding under periodic 

boundary conditions introduce finite size effects which must be corrected in order to 

enable comparisons between simulation results and experiment. Using MD simulations 

across a range of box sizes, we illustrated the magnitudes of these effects for one protein 

system under a variety of conditions. We introduced a numerical and an analytical 

scheme to correct for these effects, and show that the physically-motivated analytical 

scheme produces nearly identical results to the numerical scheme, which is formally 

correct for the case of a well-defined dielectric boundary. The analytical correction 

introduces the residual integrated potential term, which is protein-specific, has not been 

previously recognized, and provides physical insight into existing analytical correction 

terms for charging a spherical ion. These corrections should enable more rigorous 

comparisons between theoretical and experimental quantities in biomolecular systems 

involving charges, especially in the difficult case of protein-ligand binding affinity. 
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VI. Computational details 

VI.1 Explicit-solvent simulations 

Simulation parameters. All explicit-solvent molecular dynamics (MD) 

simulations were carried out using the GROMACS 4.0.7 program [HE08.8] and 

employed a slightly modified AMBER99SB force field [HO06.5] along with the TIP3P 

water model [JO83.2]. The slight modification of AMBER99SB involved the 

replacement of the van der Waals interaction parameters of the hydrogen atom-type 

“HO” by those of the hydrogen atom-type “H”. The simulations were performed under 

PBC based on cubic computational boxes of edge L, encompassing one solute molecule 

which had all its atoms positionally fixed in space, surrounded by NS water molecules. 

Simulations were carried out in the canonical (NVT) ensemble at a reference temperature 

T=300 K and within fixed box volumes V=L
3.Thermostating was ensured by means of 

mild Langevin coupling (temperature maintained at 300 K by appropriately balancing 

stochastic and frictional forces, using a friction coefficient γ = 1.0 ps-1; see Ref. 

[BO09.10] for more details). The equations of motion were integrated using the leap-frog 

stochastic dynamics integrator [VA88.1] with a timestep of 2 fs. The positional 

constraining of the solute atoms was enforced by coordinate resetting at every timestep. 

The full rigidity of the solvent molecules was imposed by application of the LINCS 

algorithm [HE97.4]. Lennard-Jones interactions were smoothly switched off after 0.8 nm 

and truncated at 0.9 nm, using a 1 nm pair-list which was updated every 10 steps.  

Electrostatic interactions were calculated using PME [ES95.1] with tinfoil boundary 

conditions, a real space cutoff of 1 nm, a spline order of 6, a Fourier spacing of 0.1 nm, 

and a relative tolerance between long- and short-range energies of 10-6. 
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Initial system setup. The cytochrome C peroxidase topology bound to 2-amino-

5-methylthiazole was prepared as in Ref. [RO13.2] with a net charge of -5 e, and solvated 

in the smallest cubic box (7.41846 nm edge) with TIP3P water using the GROMACS 

[HE08.8] tool genbox.  Water molecules in the binding cavity within 0.9 nm of any atom 

of the ligand were identified and fixed in space, along with all protein and ligand 

coordinates. This “starting topology” system was then equilibrated at constant volume for 

2 ns (equilibration cycle 1). During this simulation, several water molecules became 

“trapped” in the protein, causing a noticeable step in the average instantaneous charging 

energy <∆U>. We identified these water molecules and added them to the starting 

topology to be fixed in space themselves. We performed three additional (four total) 2-ns 

equilibration cycles, identifying and adding new fixed-in-space water molecules each 

round to all protein cavities which we observed to be accessible to bulk solvent. After 

four rounds of equilibration we observed that <∆U> remained stable throughout 

trajectories. These fixed in space water molecules are considered to be part of the protein 

in all calculations performed here, and are not included in the water molecule counts in 

Tables 1 and 2. All PB calculations on the protein included the presence of these water 

molecules. 

Starting from this equilibrated 7.41846 nm box, we increased the box size by 

adding 0.2 nm of empty space to each side, and used genbox to add new water molecules, 

deleting all newly-added water molecules which were more than 0.4 nm inside the new 

(larger) box edge.  We iterated this procedure to generate box sizes up to 11.01846 nm. 

The net0 topology was generated identifying the five highest pKa glutamate residues 

using the program MCCE [AL97.3,GE02.1] and converting them to glutamic acid by 
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changing the charges and adding a fixed in space proton. The net3 topology was created 

from the net0 topology by converting three additional glutamates, and the net9 topology 

was created from the net3 topology by converting five additional glutamates to glutamic 

acid and one aspartate to aspartic acid. The larger net0 boxes were created using an 

identical stepwise procedure, starting from the 11.01846 nm length box and stepping up 

to 13.01846 nm. The ligand simulations were generated in an analogous manner, using 

the topology from Ref. [RO13.2] and starting from the smallest box size (edge length 

3.05009 nm). 

Inclusion of ions. The net-5ion and net9ion systems were created using the 

GROMACS tool genion [HE08.8].  We used that tool separately on each system at each 

box size, to do two things.  First, we added neutralizing ions to each system (5 Na+ to the 

net-5 system and 9 Cl- to the net9 system) by replacing bulk water molecules with ions.  

Second, we added 0.1 M additional ionic strength (equal numbers of Na+ and Cl- ions), 

again by replacing bulk water molecules with ions, resulting in a similar (though slightly 

decreasing) overall ionic strength in each box. 

Solvent density. In order to maintain identical protein-ligand complex 

coordinates in all systems at all box sizes, no pressure equilibration of the protein-ligand 

complex systems was performed. However, the solvent molecules being added by genbox 

are pre-equilibrated, leading to approximately correct densities. For the protein-ligand 

complexes, small changes in density across the different box sizes should not affect the 

results we report here, because all free solvent molecules in the protein-ligand complex 

simulations are a significant distance (about 1 nm) away from the ligand. In the ligand 

simulations (where the ligand is directly in contact with solvent), small changes in the 



149 
 

solvent density can have noticeable effects on the charging free energy. We therefore 

adjusted the simulation cell sizes after adding solvent molecules, by moving the edge 

when necessary by an amount less than 0.025 nm, to create a solvent density of 984 

kg/m3 given a ligand volume of 0.163 nm3. 

Simulation length and statistical uncertainty. All simulations of the protein-

ligand complex were 2 ns in length, with the first 1 ns discarded as equilibration. The lig 

simulations were 10 ns in length, again with the first 1 ns discarded. The statistical 

uncertainties shown in Table 2 were calculated in two different ways. For all systems 

except net0, net-5ion, and net9ion, the given statistical uncertainty in ∆GMD,PBC(L) was 

calculated by determining the standard error of the mean (SEM) of <∆U0> and <∆U1> 

and propagating this error into ∆GMD,PBC(L) via Eq. (6). ∆U0 and ∆U1 were originally 

measured every 1 ps in the simulation trajectories, and the SEM calculations accounted 

for the statistical inefficiency in the timeserieses [CH07.1]. For the net0, net-5ion, and 

net9ion systems, the given statistical uncertainty is the standard deviation of three 

independent calculations of ∆GMD,PBC(L) (i.e., starting from identical coordinates but each 

with randomized solvent and ion velocities). 

VI.2 Continuum-electrostatics calculations 

The continuum-electrostatics calculations required to evaluate the correction 

terms were carried out using a custom finite-difference (FD) Poisson-Boltzmann (PB) 

solver written in C and implementing a preconditioned Cholesky conjugate-gradient 

algorithm, commonly used in programs such as UHBD [DA91.1, MA95.1]. In addition to 

solving the linearized PB equation under NBC, this program also permits the use of PBC 
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as described in Ref. [HU99.1] (see Appendix A therein). Routines for the calculation of 

the direct interaction energy under NBC as a Coulomb sum (CS) or under PBC as a 

lattice sum (LS) are also included, the latter implementing Ewald summation [EW21.1] 

with a truncated-parabola charge-shaping function. 

Each individual calculation considers a set of N atomic sites with charges {qn} at 

coordinates {rn} within a cubic computational domain of edge L. The selection SEL of 

these sites corresponds to one of the topologies defined in Section III.1, i.e. lig, net0, 

net3, net-5, net9 or net9quad. The atomic charges are associated with a set of radii {Rn} 

used to define interior (solute) and exterior (solvent) regions of relative dielectric 

permittivities εI and εE, respectively. The calculation is associated with a specific domain 

boundary condition (DBC), either NBC or PBC. Under NBC, the electric potential at the 

boundary (surface of the computational domain) is defined by the Debye-Hückel 

approximation (Eq.A3 in Ref. [HU99.1]), involving the inverse Debye screening length 

κ. In the absence of implicit counter-ions, this potential corresponds to the εE-screened 

Coulomb potential of all charges. Under PBC, the boundary condition on the electric 

potential is defined by the constraint of periodicity along with the requirement of 

vanishing average over the computational domain (see last paragraph of Appendix A in 

Ref. [HU99.1]). The interface boundary condition (IBC) between interior and exterior 

regions can be defined in different ways. In the present work, three choices are 

considered: van der Waals surface (VDW), probe-center solvent-accessible surface 

(CEN(RS)), or probe-contact solvent-accessible surface (CTC(RS)), where RS is the radius 

of a spherical probe (solvent molecule) rolled over the VDW surface. Note that VDW = 

CTC(0) = CEN(0). In some calculations, not all the charges {qn} of the selection SEL are 
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used as sources. A source-charge mask SRC can select either the ligand charges only 

(LIG), the protein charges only (PRT) or both protein and ligand charges (SYS); for the 

system lig, PRT means no charges at all while LIG and SYS mean the ligand only. 

Finally, because the present calculations involve rigid solutes, the specification of the 

coordinates {rn} for a given system (protein protonation state) essentially amounts to a 

choice for the positioning (POS) of the atoms within the computational domain. Here, 

three choices are also considered: protein-centered (PRT), ligand-centered (LIG) or 

system-centered (SYS), where the centering refers to the minimum/maximum coordinates 

along the three Cartesian dimensions. Due to translational invariance, the choice of POS 

should have no influence on the result of a PBC calculation (besides grid-discretization 

errors). In the NBC case, and for sufficiently large L, it should have no influence on the 

calculated free energies, but has a strong influence on the integral of the electric potential 

over the computational domain (see further below). 

The choices of the DBC, IBC, POS, SEL and SRC, as well as the values of L, κ, εI 

and εE, represent the physical (as opposed to numerical) parameters of a potential 

calculation. They enter into the equations of the solver [HU99.1], which returns a grid-

based FD approximation for the electric potential in the computational domain, i.e. 

( ), , ,  ;   ,   ,  ,  ,  SEL DBC IBC POS I ESRC Lφ κ ε εr        (42) 

where SEL determines {qn}, {Rn} and {rn} (the latter relative to the specific choice of 

POS). 
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The corresponding system charging free energy relies on a target-charge mask 

TRG which in the present work always selects the ligand charges only (LIG). The system 

charging free energy of the target object is then 

( )
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, , ,
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where the POS dependence is removed (the result does not depend on POS, obviously 

under PBC and for sufficiently large box under NBC). 

Once the result in 4 different situations is known, we can calculate the solvation 

contribution (including the implicit counter-ions) to the ligand charging free energy as
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We then need to add the direct (vacuum) energy contribution. Defining 

USEL,NBC,VAC(SET) as a Coulomb sum for a given set of charges (source as well as target) 

and USEL,PBC,VAC(SET,L) as a lattice sum for the given charges, one has 

, ,, , ,, ( )S ( )YS PRTSEL NBC VAC SELSEL NBC VAC NBC VACU U U= −∆          (45) 

and 

, ,, , ,, ( ) ( )SYS, P( )RT,SEL PBC VAC SESEL PBC VAC L PBC VACU U LL U L=∆ −         (46) 

The total is the ligand charging free energy, i.e. for a given SEL and IBC one has under 

NBC 
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, , , , ,PB NBC SEL NBC IBC SEL NBC VACG G U∆ ∆= ∆+       (47) 

and under PBC 

, , , , , ,( ) ( ) ( )PB PBC SEL PBC IBC SLV SEL PBC VACL LG G UL= +∆ ∆ ∆       (48) 

Although in principle it should not matter how we set POS in the NBC and PBC 

calculations, it is best to use the same positioning relative to the grid for cancellation of 

grid discretization error. 

Finally, based on Eq (42) we define the box-integrated potential as 

( ) ( )3
, , , , , ,  ,   ,  ,  ,    ;   ,   ,  ,  ,  SEL DBC IBC POS I E SEL DBC IBC POS I E

box

B SRC L d r SRC Lκ ε ε φ κ ε ε= ∫ r        

(49) 

The quantities RIP’s for the ANA scheme (DBC=NBC, POS=LIG, with box edge Lref  

and κ=0; the ANA scheme does not make sense for κ≠0) for a given SEL and IBC are 

( ), , , LIG ,   , 0 ,  1,( )  L SEL NBC IBC LIf rer Ge SfBB LL ε=      (50) 

and 

( ), , , PRT ,   , 0 , )  1,  ( SEL NBC IBC LIG reP ref SfB LB L ε=      (51) 

Here, it matters where we set the POS, which must be the ligand center 

(POS=LIG).  

For all calculations, the water molecules that were at fixed coordinates in the MD 

simulations were treated as an integral part of the protein. The atomic charges {qn} were 
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taken from the AMBER99SB force field [HO06.5] (protein, with the different 

protonation states and also including the net9quad modified charges, and ligand) and the 

TIP3P water model [JO83.2] (fixed water molecules), and are identical to those employed 

in the explicit-solvent MD simulations. The atomic radii {Rn} were taken to be one-half 

the Lennard-Jones sigma (zero-energy point of the Lennard-Jones curve) parameters of 

the same models (including the altered “OH” atom type). The same atomic coordinates 

were also used. The value of εS was set to 97 as appropriate for the TIP3P water model 

[HO98.1]. 

In addition to the physical parameters (see above), the accuracy of the FD 

calculations is affected by numerical parameters. These were selected as follows. All 

calculations relied on a common grid spacing l set to 0.05 nm. The corresponding 

numbers Ng of grid points along each Cartesian direction are L/l-1 under NBC (surface 

boundary points handled implicitly) or L/l under PBC (periodic-connection point 

included explicitly). The implementation of the IBC relied on a finer grid (factor 3 along 

each Cartesian direction). For CEN(RS), all fine-grid points within a distance Rn+RS of 

any atom n were allocated to the interior region and all others to the exterior region 

(VDW is equivalent to CEN(0)). For CTC(RS), all fine-grid points within a distance RS of 

any fine-grid point of the exterior region of CEN(RS) were allocated to the exterior region 

and all others to the interior region. The fine grid was subsequently used to generate the 

three regular permittivity grids (shifted by l/2 relative to the charge-density and potential 

grids [HU99.1]) using harmonic averaging of the permittivity values (εI or εE) 

corresponding to the closest fine-grid points. The FD solver iterated up to convergence 

within a tolerance of 10-5 for the residual. Finally, he LS calculations under PBC relied 
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on a truncated-parabola charge-shaping function of width a=L/2, no real-space cutoff, 

and reciprocal-space vectors with integer components up to ±200 along each Cartesian 

direction.  

For all systems, calculations were performed for VDW, CEN(RS) and CTC(RS) 

with RS ranging from 0.01 to 0.18 nm in steps of 0.01 nm considering box-edge lengths L 

ranging between 3 (free ligand) or 7 (protein-ligand complexes) and 15 nm in steps of 1 

nm. Most of the results reported in the main article correspond to CTC(0.14nm) and 

centering on the protein-ligand complex (POS=SYS). As mentioned above, however, the 

calculations of RIP’s all rely on centering on the ligand only (POS=LIG). In order to 

interpolate the ∆∆GNUM(L) values from the 1 nm – spaced sampling of the PB 

calculations to the irregular ~0.4 nm – spaced sampling of the MD simulations, the 

correction ∆∆GNUM(L) from the PB calculation was fitted to a function of the form 

3 3
1 2 3( ) / / /NUM L A L A L AG L∆ ≈ + +∆     (52) 

where A1, A2 and A3 are fitting coefficients. The fit is typically excellent (maximal 

deviation of ~0.3 kJ mol-1 at the smallest box sized; this deviation did not decrease 

significantly upon including 4th and 5th order terms) although the functional form is 

empirical.  
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Appendix A 

A.1 Decomposition of ∆∆GNUM(L) 

The numerical correction term ∆∆GNUM(L) can be partitioned into a direct 

(vacuum) contribution, a contribution from the solvent with the ligand is uncharged, and 

a contribution from the solvent when the ligand is charged, in the manner of Eq. (9). 

These terms are given below. 

( ),, ,  ( )   NBC VACN PUM VA BC VC ACLG U U L∆∆ = ∆ ∆−       (A1) 

∆UNBC,VAC and ∆UPBC,VAC are defined in Eqs. (38) and (39) (see also Eq. (37)). 

For the solvent terms, 
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Eqs. (A1)-(A3) sum to ∆∆GNUM in Eq. (15). 
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A.2 Decomposition of ∆∆GANA(L) 

The analytical correction term ∆∆GANA(L) can also be partitioned into a direct 

contribution, a contribution from the solvent when the ligand is uncharged, and a 

contribution from the solvent when the ligand is charged, in the manner of Eq. (9). To 

perform this partitioning, the three components of ∆∆GANA(L), shown in Eq. (17), must 

each be individually partitioned. First, we partition ∆∆GPCG(L) into direct (vacuum) and 

solvent terms: 

∆∆GPCG(L) = ∆∆GPCG,VAC(L) + ∆∆GPCG,SLV,0(L)  + ∆∆GPCG,SLV,1(L)        (A4) 

The direct component is commonly referred to as the self-energy: 

2 2
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L Q
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 ∆∆ = − + −         (A5) 

In state 0, the solvent is polarized QP and felt by QL. The correction ∆GPCG,SOLV,0 is thus 

in QP QL. 
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      (A6)  

In state 1, the solvent is polarized by QP + QL and felt by QL. The correction to 

∆GPCG,SOLV,1 is thus in (QP + QL) QL. 
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      (A7) 

Second, ∆∆GRIP(L) can be partitioned into direct and solvent terms. However, to 

perform this partitioning, the RIPs themselves must be partitioned into direct and solvent 
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contributions. We label the ligand and protein direct RIPs as IL,VAC and IP,VAC because 

they can be calculated from PB calculations using a homogenous dielectric of unity (i.e., 

vacuum) for the entire unit cell (the protein-solvent boundary is no longer considered). 

As in Section II.4, IL,VAC and IP,VAC, are calculated by using PB calculations to calculate 

the box integrals BP,HOM and BP,HOM.  

3
, ,  ( )( )rL H eOM Hf OM LB dL φ= ∫∫∫ r r               (A8) 

3
,HOM , ( ) ( )refP HOM PB dL φ= ∫∫∫ r r               (A9) 

The RIPs IL,VAC and IP,VAC can be calculated from these box integrals in an analogous 

manner to Figure 3:  
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2
, ,HOM  ( )

4
CB

P VAC P ref P ref

o

I B L Q L
ξ
πε
−

= −      (A11) 

Once IL,VAC and IP,VAC have been calculated, the remaining portion of the original 

RIPs IL and IP is the solvent portion. 

, ,  L SLV L L VACI I I= −      (A12) 

, ,  P SLV P P VACI I I= −      (A13) 

Now that the RIPs IP and IL have been separated into direct and solvent fractions, 

∆∆GRIP(L) can be separated into direct and solvent contributions. As before, the solvent 
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contribution itself results from both the solvent polarization in state 0 (ligand uncharged) 

and state 1 (ligand charged). 

, , ,0 , ,1( ) ( ) ( )RIP RIP VAC RIP SLV RIP SLVG L G G L G L∆∆ = ∆∆ + ∆∆ + ∆∆       (A14) 

The direct contribution depends on the direct protein and ligand RIPs:

, , , , 3

1
  (( ) )RIP VAC P VAC L VAC L L VAC PG I I Q I Q

L
L  ∆∆ = + +                    (A15) 

The two terms in the RIP solvation correction are given below: 

, ,0 , , 3

1 1
( )  

2
RIP SLV P SLV L L SLV PG I Q I Q

L
L  ∆∆ = +                       (A16)   

, ,1 , , , 3
( )

1 1
  ( 2 )

2
RIP SLV P SLV L SLV L L SLV PLG I I Q I Q

L
 ∆∆ = + +        (A17)  

Finally, ∆∆GEMP(L) can be partitioned into solvent terms in state 0 and state 1. 

There is no direct contribution to ∆∆GEMP(L). 

, ,0 , ,1( ) ( ) ( )EMP EMP SLV EMP SLVG L G L G L∆∆ = ∆∆ + ∆∆  (A18) 
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A.3 Decomposition of ∆∆GDSC(L) 

The discrete solvent correction ∆∆GDSC(L) is exclusively a solvent term, and is 

also independent of the solvent polarization. Therefore, 

∆∆GDSC(L) = ∆∆GDSC,SLV,0(L) + ∆∆GDSC,SLV,1(L)  (A21) 

∆∆GDSC,SLV,0(L) = ∆∆GDSC,SLV,1(L) = 
�
�
∆∆GDSC(L)  (A22) 

where ∆∆GDSC(L) is given by Eq. (30) as before. 
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Gloss to Chapter 4 

 

The main subject of this chapter is the sensitivity of binding free energy 

calculations to the charge and van der Waals force field parameters of the ligands. If you 

change the ligand charges by a small amount, how much does the overall binding affinity 

change? This is a seemingly simple question, interesting for what it tells us about how 

accurate parameters need to be in order to obtain accurate binding affinities. Yet 

answering this simple question about parameters can be very revealing about the inner 

workings of free energy calculations. It also provides insight into several important 

questions that have already been raised in this thesis: how much dielectric screening is 

there in a simulated protein interior, does this screening come from protein relaxation or 

solvent relaxation, and how does this screening vary spatially within the same binding 

site and between different binding sites? 

Investigating the sensitivity of free energy calculations to parameters also offers a 

second set of insights: it allows us to compare the machinery of free energy calculations 

to the machinery of docking calculations. While it is easy to compare the final result of a 

free energy calculation to the final result of a docking calculation, it is surprisingly 

difficult to compare the inner workings of the two methods. Both free energy calculations 

and docking calculations use the same force field parameters, yet how these parameters 

eventually contribute to the affinity prediction (or docking score) is very different 

between the two methods. Comparing their sensitivities to parameters is an unambiguous 

method to examine how each method represents the physics of molecular interactions. 
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With so many paths that can be explored by this type of parameter sensitivity 

analysis, this chapter could not hope to comprehensively cover every insight and 

conclusion. It focuses on implications for force fields, while dedicating some effort 

toward analyzing dielectric screening in proteins. The only comparisons to docking are 

between electrostatic interactions in free energy calculations and electrostatic interactions 

in “docking-style” Poisson-Boltzmann calculations on rigid protein-ligand complex 

structures. I expect there is much more insight to be mined from this vein of exploration. 

The two lines of ligand binding research described in the introduction – the practical line 

and the rigorous line – have remained separated for many years. To Brian, and to me, a 

core motivation of performing free energy calculations in a docking lab is to bridge these 

two lines of research in order to extract insights from free energy calculations that can be 

used to improve docking calculations. While the work in this chapter is not a direct 

attempt to bridge free energy calculations and docking calculations, I believe it 

establishes a foundation for further productive effort. 
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Abstract 

Binding free energy calculations offer a thermodynamically rigorous method to 

compute protein-ligand binding, and they depend on empirical force fields with hundreds 

of parameters. We examined the sensitivity of computed binding free energies to the 

ligand’s electrostatic and van der Waals parameters. Dielectric screening and cancellation 

of effects between ligand-protein and ligand-solvent interactions reduce the parameter 

sensitivity of binding affinity by 65%, compared with interaction strengths computed in 

the gas-phase. However, multiple changes to parameters combine additively on average, 

which can lead to large changes in overall affinity from many small changes to 

parameters. Using these results, we estimate that random, uncorrelated errors in force 

field nonbonded parameters must be smaller than 0.02 e per charge, 0.06 Å per radius, 

and 0.01 kcal/mol per well depth in order to obtain 68% (one standard deviation) 

confidence that a computed affinity for a moderately-sized lead compound will fall 

within 1 kcal/mol of the true affinity, if these are the only sources of error considered. 
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1. Introduction 

In recent years free energy calculations have been used to examine protein-ligand 

binding in many different proteins, from blind tests of affinity prediction in model 

binding sites1,2 to detailed examinations of binding in more complicated biological 

receptors3,4. Unlike simplified docking methods used in virtual screening, free energy 

calculations use simulations to compute a rigorous statistical-mechanical binding free 

energy within the context of a given force field5. It seems likely that these force fields 

must be highly accurate in order to predict accurate binding affinities, and force field 

inaccuracy may help explain why binding affinities have historically proven very difficult 

to predict6,7,8,9. Still, the actual sensitivity of simulated binding free energies to the 

underlying force field parameters has rarely been examined quantitatively, perhaps due to 

the computational expense of the calculations10,11. 

The sensitivity of simulated binding free energies to force field parameters is of 

particular interest for several reasons. Firstly, by examining how sensitive binding 

affinities are to parameters, we learn how accurate force field parameters need to be for 

free energy calculations to produce accurate binding affinities. Secondly, this parameter 

sensitivity is useful for improving more simplified models of binding. Free energy 

calculations compute binding affinities using a fundamentally different approach from 

docking and scoring calculations. Phenomena such as dielectric screening and the 

hydrophobic effect arise naturally from the simulation, instead of being directly 

parameterized by surface tension or effective dielectric constant parameters12. One 

strategy for improving docking calculations could therefore be to ensure the overall 

sensitivity to force field parameters mimics the more physically grounded sensitivity 
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from free energy calculations, because these sensitivities cannot be directly compared 

with experiment. Thirdly, it has been pointed out that many force fields commonly used 

in condensed-phase simulations have significantly different interaction strengths between 

fragments than the interaction strengths from high level gas-phase ab initio calculations 

on the same fragments, potentially introducing large errors in predicted affinities13. It is 

important to determine whether or not these differences necessarily limit the ability of 

simplified force fields to predict overall binding affinities. Lastly, several physical 

mechanisms, described in more detail below, may make binding free energies moderately 

robust to the strengths of individual interactions. Examining the parameter sensitivity of 

binding free energy calculations can provide quantitative insight into these mechanisms 

and their effects on binding. 

Here, we examine the sensitivity of simulated protein-ligand binding free energies 

to the non-bonded force field parameters of the ligands. For our main analysis, we studied 

a set of fragments binding to a highly enclosed, engineered binding site in yeast 

Cytochrome C Peroxidase (CCP)14, which we have previously studied with free energy 

calculations15 (Figure 1a). To test the generality of our conclusions, we also examined 

two ligands binding to the more realistic, pharmaceutically relevant binding site in 

bacterial DNA Gyrase (Figure 1b)16. For each ligand, we exhaustively made small 

perturbations to all ligand charge and van der Waals (vdw) parameters, and determined 

the change in the overall binding free energy for each perturbation. 
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Figure 1. Binding sites and compounds studied. (A) Cytochrome C 
Peroxidase W191G ‘Gateless’ binding site bound to benzimidazole, from PDB 
1KXM. Benzimidazole has an axis of symmetry: one symmetric amine hydrogen 
bonds with a protein Aspartate (left), while the other points at solvent (right). (B) 
Bacterial DNA Gyrase bound to an inhibitor shown at left. Binding site images 
generated using PyMOL 1.4.1, Schrödinger, LLC. 

 

After determining the overall sensitivity of binding free energies to parameters, we then 

investigated three mechanisms, described below, which we hypothesized could lead to 

robust binding affinities: dielectric screening, cancellation of effects in solution and in the 

protein, and nonadditivity. We quantitatively measure these effects and describe their 

individual impacts on the robustness of binding free energies. 
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Dielectric screening. Electrostatic interactions in water are eighty fold weaker 

than in the gas phase, and interactions in proteins may be 2-40 fold weaker due to the 

effect of dielectric relaxation of the environment12. This reduces the sensitivity of binding 

affinities to electrostatics. 

Cancellation of effects in solution and in the protein. Binding free energy is the 

free energy difference between the protein-ligand complex (∆GComplex) and the protein 

and ligand free in solution (∆GWat). Most changes to ligand properties affect both of these 

free energies in the same direction, which buffers the overall size of the effect. 

Non-additivity. If x is the effect on binding free energy of changing one 

interaction, y the effect of changing a second, and z the effect of changing both at once, 

then if z = x + y we say the effects are independent, and the total effect of n random 

independent changes should grow with √�. If | z | > | x + y |, the effects are cooperative, 

and if this is true on average for many perturbations, the total effect of n random changes 

may grow faster than √�. If instead | z | < | x + y |, the effects are buffering, and if this is 

true on average for many perturbations, the total effect of n random changes may grow 

more slowly than √�. If perturbations to interaction strengths most often buffer one 

another, then overall protein-ligand binding affinities will be more robust to interaction 

strengths17. 
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2. Results 

2.1 Exhaustive perturbation of ligand parameters 

We simulated 18 fragment-sized compounds in TIP3P water and in complex with 

yeast Cytochrome C Peroxidase (CCP) W191G ‘Gateless’14, for which they have 

experimental affinities between -3 and -7.1 kcal/mol (Figure 1a)15. Fifteen compounds 

were charged, three were neutral, and three do not actually bind to the protein at 

measurable concentrations, but do at least sterically fit into the binding site and were 

included to add compound diversity. Several compounds were considered in multiple 

orientations in the binding site, but each orientation was treated separately; in other 

words, we recorded the effects of all changes to ligand parameters on all orientations, 

rather that considering how changes to ligand parameters would shift the populations of 

different ligand orientations. We also simulated two lead-sized compounds in solvent and 

bound to bacterial DNA Gyrase16, to which they have experimental affinities of -6.7 and -

8.3 kcal/mol (Figure 1b). One Gyrase compound was neutral and one was charged. 

With these simulations, we used the Zwanzig equation (1): 

������ → 
��� = 	−��� ln	 〈exp �−
�����	��� 

!"#
$〉&'( (1) 

to determine the change in free energy of the protein-ligand complex and of the free 

ligand in solution, where ∆G (Ref � New) is the change in free energy due to the change 

in parameters, 〈… 〉&'( represents an ensemble average of snapshots from the simulation 

performed using the reference parameters, E is the potential energy of a snapshot, kB is 

Boltzmann’s constant and T the absolute temperature. By calculating ∆G (Ref � New) 
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for both the protein-ligand complex (∆∆GComplex) and the free ligand in solution 

(∆∆GWat), we determined ∆∆GBind, the effect of the perturbation on the binding affinity: 

∆∆GBind = ∆∆GComplex – ∆∆GWat (2) 

We examined the sensitivity to charge parameters by taking each bond on each 

ligand and redistributing 0.1e of charge from one bonded atom to the other in each 

direction, for a total of two perturbations per bond. Each charge perturbation only alters 

the local dipole of a single bond; less localized perturbations or perturbations to the 

overall net charge of the ligands are not considered. For van der Waals parameters, we 

added and subtracted 0.3 Å from the Lennard-Jones radius σ for each atom, and added 

and subtracted 0.04 kcal/mol from the well depth ε, for a total of four perturbations per 

atom. We excluded van der Waals perturbations which lowered σ or ε to zero. The 

perturbations are similar in size to the average root-mean-squared deviation (RMSD) in 

amino acid parameters between commonly used protein force fields (Table 1): the 

average RMSD for charge parameters is 0.09e, for sigma parameters is 0.34 Å, and for 

epsilon parameters is 0.036 kcal/mol. The starting (reference) ligand parameters came 

from the General AMBER force field (GAFF)18,19 using the AM1-BCC charge model20,21. 

The ∆∆GBind values for all perturbations are shown in histogram form in Figure 2. 

In our analysis, we consider only the perturbations in CCP, although the Gyrase 

histograms show that the results are similar for the case of a more realistic binding site. 

The histograms are centered near zero because all perturbations are done in both 

directions (one direction likely increasing ∆∆GBind and the other likely decreasing it). For 

these compounds, changes to parameters weaken binding slightly on average: the  
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Table 1. Root-mean-squared deviation in amino acid force field parameters 
between commonly used protein force fields. Parameters were counted 
considering every atom in the 20 genetically encoded amino acids separately, i.e. 
backbone atoms are counted 20 times each even if atom types are identical 
between amino acids. N- and C-terminal atoms are counted a total of once each. 
All four force fields use a geometric combination rule for ε. AMBER and 
CHARMM use an arithmetic combination rule for σ while OPLS uses a geometric 
rule. 

 

Charge (e) AMBER9922 AMBER0323 CHARMM2724 OPLSAA-200125 

AMBER99 0.000 0.068 0.109 0.103 
AMBER03 0.000 0.108 0.102 
CHARMM27 0.000 0.059 
OPLSAA-2001 0.000 

Sigma (Å) AMBER99/03 CHARMM27 OPLSAA-2001 

AMBER99/03 0.000 0.360 0.389 
CHARMM27 0.000 0.272 
OPLSAA-2001 0.000 

Epsilon (kcal/mol) AMBER99/03 CHARMM27 OPLSAA-2001 

AMBER99/03 0.000 0.046 0.025 
CHARMM27 0.000 0.036 
OPLSAA-2001 0.000 

 

⟨∆∆GBind⟩ values for charge, σ, and ε perturbations are 0.058 ± 0.016 kcal/mol, 0.040 ± 

0.008 kcal/mol, and 0.030 ± 0.006 kcal/mol (uncertainties are the standard error of the 

mean, or SEM, and angled brackets are now used to indicate an average over all 

parameter perturbations). Though random charge perturbations weaken binding on 

average, they strengthen protein-ligand interactions (⟨∆∆GComplex⟩= -0.072 ± 0.031 

kcal/mol) and ligand-solvent interactions (⟨∆∆GWat⟩	=	-0.130 ± 0.022 kcal/mol). 

(∆∆GComplex and ∆∆GWat do not include changes in internal energies of the compounds.) 

We interpret the difference to indicate the greater ability of the solvent to react to an 

arbitrary introduction of charge separation on the ligand. To simplify the analysis, we do 

not further consider this small average effect, and instead use the average absolute value 
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of ∆∆GBind, indicated as ⟨|∆∆GBind|⟩, to measure the overall sensitivity of ∆GBind to ligand 

parameters. For CCP compounds, the ⟨|∆∆GBind|⟩ values for charge, σ, and ε perturbations 

are 0.41 ± 0.01 kcal/mol, 0.20 ± 0.01, and 0.21 ± 0.01 kcal/mol for van der Waals 

perturbations (Figure 2). 

Figure 2. Distribution of ∆∆GBind values for charge and van der Waals 
parameter perturbations in CCP (red) and Gyrase (blue). Charge and σ 
histograms binned at 0.1 kcal/mol; ε histograms binned at 0.05 kcal/mol. For each 
parameter type (charge, σ, and ε), CCP and Gyrase results are normalized to each 
other to show relative frequencies. Charge, σ, and ε histograms are not normalized 
to each other. 

 

2.2 For small perturbations, ∆∆GBind is proportional to perturbation size 

The magnitude of ⟨|∆∆GBind|⟩ depends on the size of the perturbations chosen. To 

examine how ⟨|∆∆GBind|⟩ scales with the size of the individual perturbations, we also 

calculated ∆∆GBind values for perturbations which were 25%, 50%, and 75% as large as 

those used for the main analysis. Table 2 shows that ⟨|∆∆GBind|⟩ grows linearly with the 

size of the perturbations for charge, σ, and ε perturbations. Because we compute free 

energies by reanalyzing trajectories simulated in the reference state, we are limited in the 

size of perturbations we can examine, and did not examine perturbations larger than 0.1 

e, 0.3 Å, and 0.04 kcal/mol. 
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Table 2. The sensitivity of binding affinity to parameters is proportional to the size 

of the change in parameters. We calculated the relative change in ⟨|∆∆GBind|⟩ for full 
parameters perturbations (bottom row, x4) compared with smaller perturbations. Values 
are normalized to the smallest perturbation size (0.025 e, 0.075 Å, and 0.01 kcal/mol). 
Uncertainties were calculated by bootstrapping (recalculating the fold-change in ∆∆GBind 
for 50,000 resamplings of the original data). 

Pert. Size Charge (n=1060) σ (n=1018) ε (n=792) 
x1 1 1 1 
x2 2.005 ± 0.068 1.970 ± 0.079 1.988 ± 0.049 
x3 3.015 ± 0.103 2.940 ± 0.116 2.968 ± 0.073 
x4 4.042 ± 0.137 3.949 ± 0.156 3.946 ± 0.097 

 

2.3 Charge perturbations depend on bond type; van der Waals perturbations 

depend on parameter type 

To more closely examine which charge and van der Waals parameters most 

affected ∆GBind, we separated our analysis based on which atoms were being perturbed 

and which perturbation was applied. For charge perturbations, we calculated individual 

⟨|∆∆GBind|⟩ values for each set of bonded elements (Figure 3). Both the CCP and Gyrase 

results show a similar trend, with polar S-C, N-H, and C-O bonds as most sensitive to 

charge parameters and C-H bonds as least sensitive. The errors bars for individual bond 

types do not overlap between CCP and Gyrase because of important differences between 

the binding sites: a greater fraction of N-H bonds in the Gyrase ligands point at ionized 

residues than in CCP, and a smaller fraction of C-H bonds in the Gyrase ligand are in 

polar binding site regions than in CCP. When changing van der Waals parameters, 

changing sigma may increase or decrease binding, while increasing epsilon almost 

always strengthens binding and decreasing epsilon almost always weakens binding 

(Figure 4). 
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Figure 3. Different bonds are differently sensitive to charge parameters. We 
calculated ⟨|∆∆GBind|⟩ for charge perturbations along each type of bond; uncertainties 
show the standard error of the mean for ⟨|∆∆GBind|⟩. Red: CCP results; blue: Gyrase 
results. 

 

 

 

Figure 4. Different types of van der 
Waals perturbations have different 
effects on binding. We separated the 
van der Waals perturbations into 
increasing and decreasing sigma and 
epsilon, and show in box plot form the 
5th, 25th, 50th, 75th, and 95th %ile values 
of ∆∆GBind.  
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2.4 Different ligands are similarly sensitive to parameters 

To examine whether ⟨|∆∆GBind|⟩ significantly varied from ligand to ligand, we 

calculated individual ⟨|∆∆GBind|⟩ values for each ligand, and show the results in Figure 5. 

The distributions are relatively narrow compared to the values of ⟨|∆∆GBind|⟩, and the 

sensitivities of the Gyrase ligands fall within the distributions established by the CCP 

compounds. 

 

Figure 5. Different ligands show similar sensitivity to charge and van der 
Waals parameters.  We calculated individual values of ⟨|∆∆GBind|⟩ for each 
ligand, and show here the minimum, first quartile, median, third quartile, and 
maximum ⟨|∆∆GBind|⟩ values for the 18 CCP compounds in box plot form (red). 
Charge (q), radius (σ) and well depth (ε) perturbations are shown separately. 
⟨|∆∆GBind|⟩ values for the two Gyrase compounds are shown as blue circles. 

 

2.5 Dielectric screening partially buffers affinities 

Gas-phase interaction energies are often used as a reference state to consider the 

accuracy of force field parameters13,26. However, binding affinities calculated in solution 
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should be more robust to force field parameters, because the strength of electrostatic 

interactions is weakened by dielectric relaxation12,27. For the ligand interacting with the 

protein, there are three sources of dielectric relaxation: electronic polarization, solvent 

reorganization, and protein reorganization, which we consider to include movement of 

the protein and ligand relative to each other. Our free energy calculations lack electronic 

polarization, but we can quantify the magnitudes of the other two effects by comparing 

free energy calculations to Poisson-Boltzmann (PB) calculations with defined amounts of 

dielectric relaxation28,29,30. 

We compared ∆∆GComplex values for charge perturbations between the free energy 

calculations (dielectric relaxation from both protein and solvent) and two other systems: 

first, a single snapshot of the protein-ligand complex in vacuum (no dielectric relaxation 

at all), and second, a PB calculation using a single snapshot of the protein-ligand complex 

with ϵext = 97 and ϵint = 1 (solvent dielectric relaxation equal to the dielectric of TIP3P 

water31, but no protein dielectric relaxation at all) (Figure 6, Table 3). These ∆∆GComplex 

values, both from free energy calculations and PB calculations, exclude the change in the 

ligand’s internal energy due to perturbed parameters – only the change in protein-ligand 

interaction is considered. For each change in ligand parameters in CCP, we calculated 50 

vacuum and PB ∆∆GComplex values using different structural snapshots from the original 1 

ns simulations of each ligand pose. Each vacuum and PB ∆∆GComplex value is based on a 

single snapshot, so that the only included dielectric relaxation is the applied continuum 

solvent relaxation for that snapshot. 

Figure 6 shows that the distribution of ∆∆GComplex values narrows in CCP and 

Gyrase when solvent dielectric relaxation is added (black to dashed grey lines), and 
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narrows further when protein dielectric relaxation is added by computing ∆∆GComplex 

using free energy calculations (dashed grey to colored lines). This is reflected in the 

values of ⟨|∆∆GComplex|⟩ shown in Table 3. In CCP and Gyrase, relaxation of the protein 

and solvent buffers 30% of the effect of parameter changes on ∆∆GComplex. 

 
Figure 6. Dielectric screening reduces the magnitude of ⟨⟨⟨⟨|∆∆GComplex|⟩⟩⟩⟩ for 
charge perturbations. Red (left, CCP) and blue (right, Gyrase): distribution of 
1060 (CCP) or 184 (Gyrase) ∆∆GComplex values for charge perturbations from free 
energy calculations. Black: distribution of ∆∆GComplex values for charge 
perturbations calculated using a single snapshot of the protein-ligand complex in 
vacuum, and including 50 snapshots per perturbation (CCP) or 200 snapshots 
per perturbation (Gyrase). Grey dashes: distribution of ∆∆GComplex values for 
charge perturbations calculated using a Poisson-Boltzmann calculation on a 
single snapshot of the protein-ligand complex with ϵint=1, ϵext=97, using the 
number of snapshots as above. All distributions are shown as normalized 
histograms binned at 0.25 kcal/mol. 
 

Table 3. Summary of comparisons between free energy and Poisson-Boltzmann 

∆∆GComplex values.  

  CCP Gyrase 
n Perturbations 1060 184 
⟨|∆∆G

Complex
|⟩ (kcal/mol) 

   Vacuum (single structure) 1.08 ± 0.01 1.05 ± 0.05 
   PB ϵ

int
=1, ϵ

ext
=97 (single structure) 0.95 ± 0.01 0.95 ± 0.01 

   Free Energy 0.77 ± 0.02 0.75 ± 0.01 
Poisson-Boltzmann single fit ϵ

int
 for all perturbations  

Optimal ϵ
int
 2.58 ± 0.01 2.92 ± 0.61 

RMSE vs Free Energy (kcal/mol) 0.50 0.52 
R

2 0.75 0.77 
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2.6 Dielectric screening in free energy calculations is protein- and environment-

dependent 

How much protein dielectric relaxation is observed in the free energy 

calculations? Poisson-Boltzmann calculations commonly model the protein as a uniform 

homogenous dielectric, which, while a significant oversimplification, provides an easily 

understood means to quantify relaxation. Using PB calculations on a single structure of 

each protein-ligand complex, we calculated ∆∆GComplex values for all charge 

perturbations with ϵext = 97 (representing TIP3P water) and ϵint varying between 1 and 80. 

We then interpolated each ∆∆GComplex value as a function of ϵint using a cubic spline, and 

determined an optimal value of ϵint for each protein to reproduce the ∆∆GComplex values 

from the free energy calculations (Table 3). The CCP and Gyrase ∆∆GComplex values were 

best reproduced with a homogenous ϵint of 2.58 ± 0.01 and 3.03 ± 0.01 respectively 

(Table 3, uncertainties were computed based on 1,000 bootstrapping selections from the 

∆∆GComplex values). A dielectric of 2.0 is close to the minimum one would expect from 

electronic relaxation alone32. Our simulations, which feature (modest) structural 

relaxation and no electronic relaxation, hardly exceed this low level of total relaxation. 

How much does the protein environment modulate the amount of dielectric 

screening? In our previous free energy study of ligand binding to CCP, we constructed an 

artificial ‘miniature binding site’ in silico, made of all CCP residues which contact the 

ligands, fixed in space by harmonic position restraints15. This miniature binding site is 

surrounded by bulk solvent rather than protein, which should raise the effective dielectric 
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in the site. Comparing ⟨|∆∆GComplex|⟩ between the full CCP protein and the miniature site 

allows us to directly observe how the binding site environment (low dielectric protein vs. 

high dielectric solvent) modulates sensitivity to charge parameters. Because not all ligand 

poses were simulated in the miniature site, we look here at a smaller set of charge 

perturbations (n = 744). This smaller set of charge perturbations has ⟨|∆∆GComplex|⟩ = 0.81 

± 0.02 kcal/mol and an optimal ϵint of 2.12 ± 0.01, which are similar to 0.77 ± 0.02 

kcal/mol and 2.58 ± 0.01 observed in the full set of 1060 perturbations, though with 

slightly less screening. When the 744 perturbations are made in the miniature site, 

⟨|∆∆GComplex|⟩ is 0.73 ± 0.02 kcal/mol and the optimal ϵint is 3.15 ± 0.01, both showing 

increased screening compared with the same perturbations made in the full protein. This 

ϵint was calculated by comparing the free-energy calculated ∆∆GComplex values in the 

miniature site with PB-calculated ∆∆GComplex values in the full protein. It thus represents 

the homogenous internal dielectric which, when used in PB calculations on the full 

protein, best reproduces the parameter sensitivity observed in free energy calculations in 

the miniature site. 

How accurately can PB calculations predict the effects of charge parameter 

changes in free energy calculations? The RMSE (using the optimally fit ϵint) between PB 

calculations and free energy calculations was 0.50 kcal/mol in CCP and 0.52 kcal/mol in 

Gyrase, compared with the standard deviations of the underlying distributions of 0.99 and 

1.07 kcal/mol in each protein (Table 3). In both systems, the PB calculations with a 

homogenous protein dielectric constant explain 75% of the variability of the free energy-

computed ∆∆GComplex values. The remaining variability cannot be explained using a 

single homogenous protein dielectric constant, because different points on the ligands 
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have different levels of flexibility themselves and feel different amounts of protein 

relaxation33,34. 

To gain a deeper insight into why different positions on the ligands feel differing 

amounts of protein dielectric relaxation, we examined how the optimal ϵint varied 

spatially throughout the ligand atoms. Rather than determining an overall optimal ϵint for 

the set of all charge parameter perturbations, we determined an individually optimal ϵint 

for each perturbation. The perturbations were originally applied to bonds, so we mapped 

these perturbations to the ligand atoms by averaging the optimal ϵint values for all bonds 

around a given atom. These optimal ϵint values are shown for one Gyrase ligand in Figure 

7. These ϵint values represent the optimal homogenous protein dielectric constant for PB 

calculation to reproduce free energy calculations which slightly redistribute charge at a 

given position. They do not represent the total effective dielectric, because all PB 

calculations were performed with ϵext = 97 and only varied ϵint. Still, these numbers show 

interesting spatial variability in the amount of protein dielectric relaxation in free energy 

calculations. In particular, several atoms in contact with the protein surface on the central 

benzimidazole moiety of the ligand are best modeled in PB calculations with high (above 

10) protein dielectric constants, which may relate to the presence of an adjacent buried 

water molecule in the free energy calculations. 
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Figure 7. Effective protein dielectric constant, probed from different ligand 
atoms in Gyrase. For each ligand bond, an optimal protein ϵint for PB 
calculations was determined which matched the ∆∆GComplex values from free 
energy calculations. For each ligand atom, the optimal ϵint was defined as the 
average of the optimal ϵint values for each bond to that atom. Ligand atoms are 
colored by the optimal ϵint value. Residues Asn46 and Asp73 are shown explicitly, 
as is a water molecule from the free energy calculations which may raise the 
protein dielectric constant required for optimal PB calculations. 

 

2.7 Cancellation of effects in solvent and in the protein strongly buffers affinities 

Dielectric screening appears to reduce the magnitude of ⟨|∆∆GComplex|⟩ by 30% 

compared with gas-phase calculations. The magnitude of ⟨|∆∆GBind|⟩ is then further 

reduced by cancellation of effects between ∆∆GComplex and ∆∆GWat, because parameter 

perturbations typically strengthen or weaken both protein-ligand and ligand-solvent 

interactions at the same time (Figure 8). For charge, σ, and ε perturbations in the CCP 

compounds, ⟨|∆∆GBind|⟩ is 53%, 49%, and 67% as large as ⟨|∆∆GComplex|⟩. The 

compensation is even stronger in Gyrase, because a larger fraction of each Gyrase ligand 

is exposed to solvent, and perturbing parameters on these atoms causes essentially equal 

changes in ∆GComplex and ∆GWat. The 30% reduction in ⟨|∆∆GComplex|⟩ compared with gas-

phase calculations, combined with a further 35-50% reduction in ⟨|∆∆GBind|⟩ compared 

with ⟨|∆∆GComplex|⟩ constitute a sizable buffering effect. This also suggests that it may be 

easier to predict accurate binding free energies than to predict accurate solvation free 
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energies, because errors in parameters will cancel substantially between the protein-

ligand interaction and the protein-solvent and ligand-solvent interactions. 

Figure 8. Cancellation of effects in solvent and in the protein buffers the overall 

∆GBind to changes in parameters. In CCP (top, red), ∆∆GWat buffers 35-50% of the 
change in ∆∆GComplex (despite slopes of 0.6-0.7), while in Gyrase (bottom, blue) this 
buffering is even stronger. Best fit lines are shown in black. Slope uncertainties 
represent one standard deviation from bootstrapping calculations. 

 

2.8 Multiple perturbations show some non-additivity, but do not buffer each other 

To examine whether non-additivity buffers the overall affinity in response to 

multiple parameter perturbations, we exhaustively calculated ∆∆GBind values for all pairs 

of charge perturbations and all pairs of van der Waals perturbations. Perturbations to σ 

and ε were mixed together for this analysis, although we did not include perturbing both 
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σ and ε on the same atom. We also calculated ∆∆GBind values for 100 triple perturbations 

per ligand, chosen by randomly selecting three single perturbations (all charge or all van 

der Waals) to perform together. As expected, the overall effect of multiple combined 

perturbations is larger than the effect of single perturbations (Figure 9). We then 

calculated ∆∆∆GNon-add as the difference between the actual ∆∆GBind for multiple 

perturbations and the expected ∆∆GBind based on additivity: 

For double perturbations: 

∆∆∆GNon-add = ∆∆GBind,Simult – (∆∆GBind,1 + ∆∆GBind,2) (3) 

In Eq. 3, ∆∆GBind,Simult is the free energy of perturbing parameters 1 and 2 simultaneously, 

and ∆∆GBind,1 and ∆∆GBind,2 are the free energies of perturbing parameters 1 and 2 

individually. 

For triple perturbations: 

∆∆∆GNon-add = ∆∆GBind,Simult – (∆∆GBind,1 + ∆∆GBind,2 + ∆∆GBind,3)  (4) 

 

Figure 9. Multiple simultaneous perturbations lead to a broader distribution of 
∆∆GBind values. ∆∆GBind distributions in CCP for single (red), double (orange), and triple 
(yellow) simultaneous perturbations are shown binned at 0.1 kcal/mol. Histograms for 
single, double, and triple perturbations are normalized to each other; charge and van der 
Waals histograms are normalized separately. 
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The combined effect of multiple small parameter perturbations is generally 

additive, though the amount of non-additivity increases with additional perturbations. We 

determined the relative amount of nonadditivity by comparing ⟨|∆∆GBind,Simult|⟩ and 

⟨|∆∆∆GNon-add|⟩ (Figure 10). For double and triple charge perturbations, ⟨|∆∆∆GNon-add|⟩ is 

12% and 21% as large as ⟨|∆∆GBind,Simult|⟩, and 15% and 17% as large for double and 

triple van der Waals perturbations. Free energy calculations do therefore contain an 

important non-additive element which may be missed by simpler scoring functions. 

However, this non-additivity will only buffer the overall magnitude of ∆∆GBind,Simult if 

∆∆∆GNon-add and ∆∆GBind,Simult are oppositely signed. To examine this, we collected the 

magnitudes of all ∆∆∆GNon-add values, and assigned each one a negative sign if 

∆∆GBind,Simult was smaller in magnitude than ∆∆GBind,1 + ∆∆GBind,2 (∆∆∆GNon-add buffers 

∆∆GBind,Simult), or assigned it a positive sign if ∆∆GBind,Simult was larger than ∆∆GBind,1 + 

∆∆GBind,2 (∆∆∆GNon-add adds to ∆∆GBind,Simult). With this sign convention, the average 

∆∆∆GNon-add values for double and triple charge perturbations are -0.0026 ± 0.0007 and -

0.0025 ± 0.0039 kcal/mol, and the average ∆∆∆GNon-add values for double and triple van 

der Waals perturbations are 0.0015 ± 0.0003 and 0.0011 ± 0.0019 kcal/mol. These 

average ∆∆∆GNon-add are very close to zero, meaning that multiple perturbations neither 

buffer each other nor are cooperative on average. 
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Figure 10. Multiple simultaneous perturbations show a small amount of 

non-additivity.  Solid bars show ⟨|∆∆GBind|⟩ for single, double, and triple 
perturbations.  The shaded regions shows ⟨|∆∆∆GNon-add|⟩, which is the average 
amount of non-additivity in ∆∆GBind for multiple perturbations (see equations 3 
and 4). 

 

Because multiple perturbations combine additively on average (even though there 

is non-additivity in any individual case), the growth in ⟨|∆∆GBind|⟩ with n perturbations 

should be predictable as if the perturbations were independent35,13. We show this in 

Figure 11, where each point is a ⟨|∆∆GBind|⟩ value computed from the distributions in 

Figure 9. The black lines show the predicted ⟨|∆∆GBind|⟩	values based on the single 

perturbation data, assuming that ⟨|∆∆GBind|⟩	for	n	perturbations is n1/2 times ⟨|∆∆GBind|⟩	

for	one	perturbation. The prediction is very accurate for both n = 2 and n = 3, though 

the ⟨|∆∆GBind|⟩ value for triple charge perturbations is slightly larger than the prediction. 
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Figure 11. Growth in ⟨⟨⟨⟨|∆∆GBind|⟩⟩⟩⟩ for n parameter changes. Red points: 
⟨⟨⟨⟨|∆∆GBind|⟩⟩⟩⟩ from CCP ∆∆GBind data for multiple simultaneous parameter 
changes. Bootstrapped uncertainties are shown but are smaller than the visual 
appearance of the data points. Black lines: expected ⟨|∆∆GBind|⟩ growth for n 
random, independent simultaneous perturbations based on single perturbation 
data, growing as √�. 

 

The small overall amount of non-additivity we observed results in part from our 

treatment of ligand symmetry. Because we treated symmetric ligand atoms as unique and 

considered each ligand in a fixed orientation in the binding site (though no restraints were 

applied), we obtained a higher resolution view of which interactions contributed to 

affinity, because otherwise identical atoms are distinguished from each other by the 

interactions they make. For example, for benzimidazole bound to CCP (shown in Figure 

1 a), one symmetric imidazole amine forms a hydrogen bond with a protein aspartate 

residue, while the other symmetric amine hydrogen bonds with solvent. By treating the 

two amines differently, we can observe that the depolarizing the amine N-H (moving 0.1e 

of charge from the H to the N) which points at the aspartate weakens binding by 1.45 

kcal/mol, while depolarizing the opposite amine has little effect on binding (0.02 

kcal/mol). However, if one N-H bond were depolarized in a true binding calculation, the 
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ligand would orient to point the more polar amine toward the aspartate and the less polar 

amine away, and the overall effect on binding (based on combining our data from both 

perturbations) for depolarizing one amine would be only 0.30 kcal/mol. By considering 

each amine separately, we calculated a larger average ∆∆GBind for depolarizing a 

benzimidazole amine (the average of 1.45 kcal/mol and 0.02 kcal/mol vs. the average of 

0.30 kcal/mol and 0.30 kcal/mol). Just as our treatment of symmetry leads to a larger 

⟨|∆∆GBind|⟩	for depolarizing these amines, it also leads to a smaller ⟨|∆∆GBind|⟩ for 

increasing the polarity of the amines, and the effect on ⟨|∆∆GBind|⟩ for the entire dataset 

somewhat cancels because all perturbations were tested in both directions. However, our 

treatment of symmetry does decrease the amount of nonadditivity we observe. By 

considering each amine separately, we calculated a more additive ∆∆GBind,Simult for 

depolarizing both amines together: the combined ∆∆GBind,Simult is 1.46 kcal/mol, which is 

nearly the sum of 1.45 kcal/mol and 0.02 kcal/mol. If, alternatively, ∆∆GBind for 

depolarizing each amine is calculated as 0.30 kcal/mol because of ligand reorientation, 

then the combined ∆∆GBind,Simult appears highly non-additive (1.46 kcal/mol vs 0.60 

kcal/mol), because only when both amines are depolarized together is the aspartate-ligand 

interaction weakened. Likewise, we observed a more additive ∆∆GBind,Simult for increasing 

the polarity of both amines as well. Overall, by re-analyzing simulations of ligands in 

fixed orientations and treating symmetry-related atoms as unique, our results 

underestimate the amount of nonadditivity resulting specifically from symmetric ligands, 

or groups which do not normally rotate in simulations but could if they were given 

asymmetric parameters, such as primary amines. 
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2.9 Differences between parameter sets may be correlated 

The previous analysis considered the sensitivity of ∆GBind to random changes in 

ligand parameters. However, parameterization methods for force fields produce 

parameters which are coupled to each other: if some parameters were to change slightly, 

others could change in a compensatory fashion and produce a force field of similar 

quality, according to the objective function used for parameterization. As a result, even 

though ∆∆GBind becomes larger as a larger number of random parameter perturbations 

are applied (Figure 11), actual differences between force fields are not likely to be 

collections of random perturbations. 

To examine how correlations between parameters lead to overall smaller ∆∆GBind 

values, we compared two sets of charge parameters for our CCP ligands: the original 

AM1-BCC parameters used as the reference parameters in this study, and new parameters 

derived by electrostatic potential (ESP) fitting to ab initio MP2 calculations, referred to 

as QM ESP parameters. These QM ESP parameters were also taken from ref. 15. The 

differences between AM1-BCC charges and QM ESP charges are correlated with each 

other, because AM1-BCC charges are also designed to reproduce the ESP around a given 

molecule, though fitting to the ESP itself often leads to underdetermined atomic partial 

charges. 

For each CCP compound, we decomposed the overall atomic charge differences 

between AM1-BCC parameters and QM ESP parameters into multiple individual bond 

perturbations, where a bond perturbation consists of transferring a specific amount of 

charge from one bonded atom to its bonded neighbor. When all of these bond 
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perturbations are added to the original AM1-BCC parameters, the molecule is fully 

perturbed from AM1-BCC charges to QM ESP charges. Because we have already 

calculated ∆∆GBind for each individual bond perturbation on its own (assuming the linear 

relationship in Table 2 holds), we can predict an expected overall ∆∆GBind,Simult for 

perturbing a compound from AM1-BCC to QM ESP charges, using the assumption of 

exact additivity. (We use this assumption because we wish to examine the effect of 

correlations in parameters, and not non-additivity.) This expected ∆∆GBind,Simult includes 

any effect of correlation in the differences between AM1-BCC parameters and QM ESP 

parameters. The magnitudes of these expected ∆∆GBind,Simult values are shown in Figure 

12 (red), with the values for each compound ordered from smallest (left) to largest (right). 

To remove any effect of correlation in the differences between parameter sets, we 

generated thousands of variant parameter sets of the original AM1-BCC parameters. Each 

variant parameter set (10,000 per compound) was generated by taking the magnitudes of 

the AM1-BCC-to-QM ESP bond perturbations and assigning each magnitude to a 

random bond in a random direction, each magnitude being used once and each bond 

being perturbed once. Each of these variant parameter sets is thus equally different from 

the original AM1-BCC parameters as the QM ESP parameter are, except that the 

difference is randomly distributed instead of distributed in a correlated fashion. By again 

using the ∆∆GBind values for single perturbations and assuming exact additivity, we 

predicted expected ∆∆GBind,Simult values for each variant parameter set. Using all the 

variant parameter sets for all the compounds, we produced a background distribution of 

|∆∆GBind,Simult| for perturbations of the same magnitude as the difference between AM1-

BCC and QM ESP, but without correlations in which parameters change simultaneously. 
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These expected |∆∆GBind,Simult| values are shown in black in Figure 12, along with the 

50% and 80% confidence intervals. Figure 12 indicates that the actual differences 

between AM1-BCC and the QM ESP parameters (red) result in smaller changes in 

affinity (|∆∆GBind,Simult|) than would be expected if the parameters were randomly 

perturbed by an amount equal in magnitude to the overall difference between the AM1-

BCC and QM ESP parameter sets (black). Some ligands are not expected to change  

 
Figure 12.  Force fields with similar parameterization objective functions 
can lead to smaller |∆∆GBind,Simult| values for many simultaneous parameter 
perturbations.  Red: expected |∆∆GBind,Simult| values for perturbing the charges 
along each bond in CCP compounds until AM1-BCC charges have been 
transformed into QM ESP charges, based on measured sensitivities for single 
bond perturbations and assuming exact additivity, ordered from smallest (left) to 
largest (right).  Black: expected |∆∆GBind,Simult| values for perturbing the charges 
along each bond in CCP compounds randomly until the same overall magnitude 
of perturbation has been applied as the difference between AM1-BCC charges 
and QM ESP charges (see text), again based on measured sensitivities for single 
bond perturbations and assuming exact additivity.  Shaded regions indicate 50% 
confidence and 80% confidence windows for the randomly assigned bond 
perturbations based on 10,000 trials. Ligands have no specific order in the 
10,000 trials; different ligands end up as “least perturbed” and on the far left in 
each different trial, and the black line represents the average over all trials of the 
least perturbed ligands for a given trial (far left), the second least perturbed 
ligands for a given trial (second from left), and so forth. 
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affinity at all (leftmost ligands, red) between AM1-BCC and QM ESP parameters 

(|∆∆GBind,Simult| < 0.1 kcal/mol), even though the magnitude of the parameter changes 

being made would suggest that whichever ligand changes least would change by 0.7 

kcal/mol (leftmost ligands, black). 

3. Discussion 

3.1 How accurate do force field parameters need to be? 

The force fields used in binding calculations suffer from inherent inaccuracies: 

the force field itself uses a simplified, classical-mechanical functional form36,37, a limited 

number of atom types are used to represent the breadth of chemical space18, the 

experimental data available for selecting parameters is incomplete and leaves parameters 

underdetermined, and the “correct” parameters will often depend on the chemical 

environment in ways which are still challenging to capture38,39. These approximations can 

introduce errors in simulated binding affinities, though the magnitude of these errors 

depends on the sensitivity of computed binding affinities to the force field parameters. 

Here, we find that dielectric screening reduces this sensitivity by 30% compared with the 

strength of molecular interactions in the gas phase (Figure 6 and Table 3), and that 

cancellation of effects between protein-ligand interactions and solvent-ligand interactions 

reduces the sensitivity by a further 35-50% (Figure 8). 

Despite these buffering effects, the √� scaling of ⟨|∆∆GBind|⟩ with n parameter 

perturbations may pose a serious challenge to obtaining accurate binding affinities for 

drug-size molecules. This scaling has previously been hypothesized by Merz, who 

applied it to calculate the expected error in a computational affinity prediction between 
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Indinavir (molecular weight 613.8 g/mol, 45 heavy atoms) and HIV protease35. Here, we 

re-consider this problem for binding free energy calculations in light of our results. We 

start by assuming the overall error in a free energy calculation for Indinavir binding 

results from the combined effects of many small errors in force field parameters, that 

these parameter errors impact the binding affinity primarily through modulating 

interaction strengths, and not through altering the protein or ligand conformation, and that 

these errors consist of random independent inaccuracies in parameters compared with 

their “true” values which would produce the correct affinity. Actual errors in force fields 

are certainly not entirely independent, as Figure 12 suggests. However, some fraction of 

the overall error will behave in this manner, and it is useful to estimate how much 

random error is tolerable. Indinavir has 96 bonds which can have incorrect charge 

distributions, and 92 atoms which can each have two erroneous van der Waals 

parameters. As a first approximation, we can consider the binding site to have an 

identical number of relevant charge and van der Waals parameters, doubling the effective 

number of errors. 

If we begin by assuming the same average parameter errors which we have 

examined in this study – 0.1e per bond, 0.3 Å per radius, 0.04 kcal/mol per well depth 

and – the combined effects of 192 random independent errors in bond charges, 184 errors 

in well depths and 184 errors in radii leads to an expected 6.9 kcal/mol error in the 

affinity prediction, based on the distribution of ∆∆GBind values from the CCP data in 

Figure 2. To obtain a free energy prediction with 68% confidence (one standard 

deviation) of being within 1 kcal/mol of the true affinity, the upper limit on random errors 

in individual parameters is nearly ten-fold smaller than the perturbation magnitudes 



197 
 

considered here: 0.01e per bond, 0.03 Å per radius, and 0.004 kcal/mol per well depth. 

The exceptionally large size of Indinavir makes it an extreme case, though the results are 

similar for more moderately-sized lead-like ligands: a similar analysis of the 48 bonds 

and 41 atoms in the Gyrase ligand in Figure 1b using the Gyrase van der Waals data in 

Figure 2 and the Gyrase bond-type specific charge data in Figure 3 leads to an expected 

4.1 kcal/mol error in affinity prediction, implying that parameter errors must be five-fold 

smaller than those considered here for 68% confidence in a predicted affinity. These 

targets for accuracy are substantially smaller than the RMS differences between the 

commonly used protein force fields shown in Table 1. However, the parameter 

differences between these force fields are likely correlated, making binding affinities 

more similar between these force fields than would be expected from the parameter 

differences alone, as in Figure 12. Assessing the extent of this correlation and its effect 

on ligand binding affinity is beyond the scope of this work, though it is important for 

guiding force field development. 

Several caveats apply to this analysis. Importantly, we assume above that only 

random errors (like our parameter perturbations) affect the binding affinities, and not 

systematic errors, which could lead to greater inaccuracy13. We also neglect possible 

errors in conformational parameters such as torsions, which may be widespread in force 

fields. This is a reasonable approximation for the relatively rigid CCP ligands, but error 

in torsional parameters could cause even larger errors in calculations on drug-size 

compounds than our present analysis predicts. 
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3.2 How can force fields be improved? 

Our results identify several directions for improvements in force fields. The 

perturbation sizes we examined – 0.1e for charges, 0.3 Å for radii, and 0.04 kcal/mol for 

well depths – are roughly proportional to the RMS difference between AMBER, 

CHARMM, and OPLSAA parameters in Table 1 (111%, 88%, and 111% respectively). 

With this rough normalization, ⟨|∆∆GBind|⟩	for charge parameters is about twice as large 

as ⟨|∆∆GBind|⟩ both van der Waals parameters (Figures 2 and 5). This suggests that charge 

parameters may be a larger source of inaccuracy. The significant sensitivity to charge 

parameters may result from an effective protein dielectric which is too low. We observed 

an effective protein dielectric near 2.5 in CCP and below 3 in Gyrase, while a dielectric 

of at least 2 is expected from electronic relaxation alone32. Adding explicit polarizability 

to force fields may help correct this, and a similar sensitivity analysis in a polarizable 

system would be especially informative regarding the effect of screening. Still, the true 

impact of the difference in charge parameters between protein force fields is likely 

smaller than would be expected from the RMS difference in parameters, due to the types 

of correlations shown in Figure 12, and correlations between σ and ε and between the van 

der Waals and charge parameters likely exist as well. 

The variation between force fields in van der Waals parameters can also have an 

important impact on binding affinities. For example, CHARMM24 and OPLSAA-200125 

well depths are on average 0.009 kcal/mol (12%) and 0.004 kcal/mol (5%) smaller than 

AMBER22 well depths. Importantly, this average difference in epsilon will cause a 

systematic difference in affinities between the force fields, growing linearly with the 

number of atoms, because differences in epsilon consistently affect binding in the same 
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direction (Figure 4). While this difference between force fields was calculated using 

amino acid parameters, we can still use our data examining sensitivity to ligand 

parameters to estimate the importance of this systematic difference. A change in well 

depth of 0.04 kcal/mol on a single ligand atom generally changes binding affinity by 

more than 0.2 kcal/mol (Figure 4). This suggests the well-depth difference between 

AMBER and CHARMM can easily cause a 1 kcal/mol difference in a system with 15 

ligand atoms and only 15 relevant protein atoms, if the affinity is equally sensitive to both 

ligand parameters and protein parameters. For a ~100 atom compound like Indinavir, the 

difference could be 8 kcal/mol. Correlations between van der Waals parameters and 

electrostatic parameters could mitigate these effects, though similarly sized ligands can 

have different levels of polarity, making it difficult for these effects to compensate 

consistently. 

4. Conclusion 

We quantified the sensitivity of binding free energy calculations to ligand 

parameters by measuring ∆∆GBind for tens of thousands of small parameter perturbations. 

This quantitative measure of sensitivity can be used to interpret differences between force 

fields at computing the same compound’s binding affinity, and can also be used to gain 

chemical intuition into which properties of a molecule are most important for its affinity. 

∆∆GBind in solution is 65% less sensitive to parameters than would be expected from 

vacuum calculations, but the √� growth in random error in binding calculations may 

make affinities difficult to predict. This smaller sensitivity may contribute to the 

increased accuracy of free energy calculations compared with docking and scoring 

methods, and similar sensitivity analyses of other methods should be useful in examining 
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this further. Based on our measured sensitivities, we calculated the tolerable random error 

in force field interaction parameters for large drug-sized or medium-sized lead 

compounds to be 0.01-0.02e per charge, 0.03-0.06 Å per radius, and 0.004–0.008 

kcal/mol per well depth, which is significantly smaller than the variation in amino acid 

parameters in several commonly used protein force fields. We expect that theoretical and 

experimental studies in simplified binding sites will be critical toward achieving this level 

of accuracy, because the number of parameters contributing to affinity is already quite 

large even in these small systems. 
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Appendix: Methods 

Free energy calculations 

Software. All simulations of the protein-ligand complexes, the Gyrase ligands in 

solution, and all simulation reprocessing was performed using the FEP branch of the 

GROMACS 4.540 git repository, accessed after June 2011 and kindly provided by 

Michael Shirts. Simulations of the free CCP ligands in solution were performed using 

GROMACS 3.3.4. 

Force fields. CCP and Gyrase were each parameterized using the AMBER99SB 

force field41. Ligands were parameterized using Generalized Amber Force Field 

(GAFF)18,19 parameters generated using Antechamber 1.27, with AM1-BCC charges20,21 

generated using the OEChem toolkit version 1.5. Heme parameters and charges were 

taken from the Hemoglobin model in Amber 8, and an additional +1 charge was added to 

the iron to form Fe(III), as in Banci et al.42. The Fe-Nε bond between the Heme and 

His175 and the four Heme N-Fe-Nε angles were parameterized using force constants 

taken from Banci et al.42, with equilibrium lengths and angles generated based on 

averaging the existing crystal structures of CCP W191G, as in ref. 15 and ref. 43. 

Protonation states of titratable residues were selected using MCCE 2.244,45, with a 

reference pH of 4.5 for CCP (model 1KXN with the Heme removed) and pH 7.0 for 

Gyrase. Simulations were performed using the TIP3P water model. 

Simulation parameters.  All simulations (new and reprocessed existing 

simulations) were performed using Langevin dynamics at constant volume, a temperature 

of 300 K, inverse friction constant of 1.0 ps, and 2 fs step size. Lennard-Jones 
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interactions were smoothly switched off after 8 Å and truncated at 9 Å. The neighborlist 

was set to 1 nm and updated every 10 steps.  Electrostatic interactions were calculated 

using the particle-mesh Ewald (PME) method with tinfoil boundary conditions, a real 

space cutoff of 1 nm, a spline order of 6, a Fourier spacing of 1 Å, and a relative 

tolerance between long- and short-range energies of 10-6. Bonds to hydrogen were 

constrained using LINCS. 

Equilibration of free ligands in solvent. Ligands were equilibrated in solvent 

using the protocol taken from ref. 46. Briefly, ligands were solvated in a truncated 

dodecahedral box with a 1.2 nm distance between the ligand and the box edge, energy 

minimized, and equilibrated for 10 ps at constant volume and 100 ps at constant pressure. 

Equilibration of protein-ligand complexes. The CCP protein-ligand complexes 

were equilibrated using the protocol taken from ref. 15. Briefly, PDB structure 1KXN14 

was solvated in a truncated dodecahedral box with a 1.2 nm distance between the protein 

and the box edge, along with 5 neutralizing Cl- ions and an additional 100 mM ionic 

strength of NaCl. The solvent and ions were then equilibrated for 2 ns at constant volume 

while the protein coordinates were held fixed. The protein was then energy minimized 

and equilibrated for 2 ns as in ref. 47. Each ligand was inserted into this equilibrated, 

solvated protein system in several conformations chosen by docking, and water 

molecules within 2.0 Å of the inserted ligand were removed, creating several separate 

systems for each ligand, each with an individual ligand pose. These systems were 

simulated for 1 ns each to identify metastable ligand poses using the method described in 

ref. 15, and additional 1 ns simulations were initiated from each metastable pose. These 
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last simulations, in which the ligand remained in its metastable pose through the 

simulation, were reprocessed for this study. 

The Gyrase protein-ligand complex coordinates were directly provided by Vertex 

Pharmaceuticals. Each complex was then solvated in a truncated dodecahedral box with 

1.2 nm distance between the protein and the box edge, along with 9 neutralizing Na+ ions 

and no additional ionic strength. Following minimization of the protein and solvent, the 

system was equilibrated for 50 ps at constant volume and 200 ps at constant pressure. 1-

ns production runs were then performed which were used here for re-analysis. Both 

ligands remained approximately in their starting orientations throughout these runs. 

Reprocessing. All ∆∆GWat values were calculated using at least 1000 snapshots 

from a simulation of 1 ns or longer (longer simulations were used for ligands with more 

flexibility). All ∆∆GComplex values for single perturbations were calculated using at least 

100 snapshots from a simulation of 1 ns or longer, and ∆∆GComplex values for double and 

triple perturbations were calculated using at least 1000 snapshots. 

Poisson-Boltzmann calculations 

PB calculations were performed using APBS 1.348 in a cubic box with 9.2 nm 

edge length, 0.575 Å grid spacing (161 grid points in each direction), and no ionic 

strength at 300 K. The linearized Poisson-Boltzmann equation was solved using the 4-

level multigrid method, with multiple Debye-Huckel sphere boundary conditions, and a 

“molecular” surface definition with a 1.4 Å solvent probe and harmonic average 

smoothing.  A total of 50 (CCP) or 200 (Gyrase) evenly spaced snapshots were taken 

from the MD trajectories used for reprocessing, stripped of all water residues and ions 
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and analyzed with the ligand centered in the box. Optimal ϵint values were calculated 

based on interpolating calculations using ϵint values of 1, 2, 3, 4, 6, 8, 10, 12, 15, 20, 30, 

40, and 80. 
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Chapter 5  

Future Directions 

 

The number of systems examined by free energy calculations, and particularly by 

absolute binding calculations, remains quite small. It therefore remains interesting and 

important to examine free energy calculations in new and more complex systems, to 

determine whether success in simple proteins is transferrable to more complicated 

binding sites, to develop new sampling techniques for complex systems, and to identify 

new challenges that arise as the binding problem becomes more complex. These are 

natural directions of growth for the free energy field. Along with these directions, the 

work presented here suggests several other questions to pursue, some narrow and others 

more expansive. Here, I highlight three questions of particular interest that would follow 

naturally from the work presented here. 

 

1. How would polarizability affect simulated binding affinity in CCP? 

In Chapter 2, we suggested that the absence of explicit electronic polarizability in 

the force field caused overly strong electrostatic interactions between the protein and 

ligands, leading to binding affinity predictions that were systematically too strong before 

any empirical charge scaling was applied. Polarizability has two main effects on 

electrostatic interactions. The first effect is to modulate the dipoles of interacting 

chemical groups: groups that make favorable electrostatic interactions have their dipoles 

enhanced, and groups that make unfavorable electrostatic interactions have their dipoles 

attenuated. This “enhanced dipole” effect is already included into the design of the force 
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field because it was parameterized based on ab initio calculations from a basis set that is 

known to systematically enhance molecular dipoles. (This, of course, means that all 

dipoles are enhanced even when some should be attenuated.) The second effect of 

polarizability is to screen all electrostatic interactions by relaxing to “solvate” any highly 

polar or charged regions. The bare Aspartate in the CCP binding site will be less 

attractive for a cationic ligand if the binding site environment has already “solvated” the 

charge to a significant extent, due to the favorable solvation of the unbound state. In a 

buried protein environment like the CCP binding site, electronic relaxation can be an 

important component of this environmental relaxation. 

Leontyev and Stuchebrukov have argued that the second effect – the screening 

effect – is much more important than the enhanced dipoles effect
1,2

. They argue this is 

especially the case in current protein force fields, which already exhibit enhanced dipoles, 

and especially for interactions between ionic groups, for which the monopole interactions 

are stronger than any additional dipolar interactions. These arguments explain why a 

nonpolarizable force field would overstabilize charged ligand binding in a charged 

binding site. To a lesser extent, these arguments also can explain why a nonpolarizable 

force field would overstabilize neutral ligand binding in a charged binding site, which we 

also observed in Chapter 2. The importance of screening and the errors we observed in 

nonpolarizable simulations suggest that a good polarizable force field would be more 

accurate at predicting binding affinities in CCP, without the need for empirical charge 

scaling. Still, it remains to be seen how any specific polarizable force field would 

perform in the CCP binding site. 
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While polarizable force fields have been stringently designed to reproduce 

interaction strengths both in vacuum and in solution
3,4,5

, predicting protein-ligand binding 

in a buried binding site is an even more challenging task. The few existing binding free 

energy calculations using polarizable force fields have shown some promise in 

retrospective calculations
6,7

. The polarizability did in fact appear to weaken the binding 

free energy, but this is a fraught comparison because a polarizable force field with its 

polarizability term removed is not exactly a well-parameterized nonpolarizable force 

field. These studies also examined a binding site with greater exposure to the solvent, 

where the nearby solvent relaxation makes the electronic relaxation a less significant 

component of the overall dielectric response. 

There are several challenges to examining the CCP binding site using a 

polarizable force field. First, the binding site Heme cofactor would require its own 

polarizable parameters, as would all of the ligands. Second, explicit polarizability 

significantly increases the computational cost of a molecular dynamics simulation, 

especially in models where polarizable dipoles are iterated to convergence prior to the 

next dynamics step. This introduces a tradeoff between accurately modeling electrostatic 

interactions and extensive conformational sampling. However, if explicit electronic 

polarizability does weaken electrostatic interactions overall (and especially interactions 

with more distant protein groups), the charging step in a binding calculation may not 

require as much conformational averaging to produce a converged charging free energy. 

A different simplified protein test system could also be revealing about the 

difference between polarizable and nonpolarizable force fields. The Kelly group has 

systematically replaced the backbone amide groups in several proteins with ester groups, 
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which has the effect of removing a single hydrogen bonding interaction
8
. They observe 

that these hydrogen bonds contribute different amounts of free energy to the overall 

stability of the folded proteins, and that the more buried hydrogen bonds have a larger 

effect on stability. It could be interesting to examine whether polarizable and 

nonpolarizable force fields reproduce these trends, and especially the magnitude of the 

difference between the more buried hydrogen bonds and the more exposed hydrogen 

bonds. Based on the results in Chapter 2, one might suspect the nonpolarizable force 

fields to overstabilize the buried hydrogen bonds. Even though these test systems would 

be very efficient to simulate (being made up of 50 or fewer protein residues), this test 

may have its own difficulties. The hydrogen bonding stability may be coupled to the 

entire conformational free energy landscape of the protein, which is much more 

challenging to simulate than the folded state alone. This landscape could also vary from 

force field to force field for reasons other than their relative hydrogen bond stabilities. 

 

2. How much agreement is there between binding free energies calculated using 

different force fields? 

Chapter 4 illustrated that when multiple changes are made to a ligand’s force field 

parameters, the individual effects on the ligand’s simulated binding affinity combine 

additively. This means that large numbers of parameter changes can cause large changes 

in binding affinity calculations, if the changes are independent and uncorrelated. 

According to Table 1 in Chapter 4, protein force field parameters actually vary widely. 

Are these differences between force fields similar to the random perturbations to 

parameters investigated in Chapter 4? If so, then we would expect the large differences 
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between force fields to cause large differences in computed binding affinities. However, 

the differences between force fields are more likely to be highly non-random. This is 

because the force fields were designed with similar constraints and goals, which can be 

fairly satisfied by many combinations of parameters. The differences in parameters 

between force fields are likely to be correlated with each other: differences in some 

parameters are compensated for by specific differences in other parameters; the 

parameter differences are not random. 

Despite the likelihood of correlated differences in parameters, the nature and 

extent of these correlations is unclear, because the effect of protein force field parameters 

on binding free energy calculations has not been extensively examined. Few systems 

have been studied using more than one force field. One could imagine two extremes: at 

one end, the differences in parameters between force fields are entirely random, and these 

differences will cause large differences in binding affinities computed using different 

force fields. At the other extreme, the differences in parameters between force fields are 

actually highly correlated, with changes in one parameter compensated by changes in 

another parameter. In this limit, different force fields will actually produce similar or 

even identical binding affinities. 

One can investigate this question most directly by comparing binding affinities 

calculated using different force fields. However, if these differences turn out to be small 

despite the large differences in parameters, further tests are needed to determine exactly 

which parameter types cause compensating effects, and why. By systematically altering 

parameters and pairs of parameters in the manner of Chapter 4, one could determine the 
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origins of these compensating effects and gain insight into the relation between force 

field parameters and binding free energy. 

Why is it important to understand the nature of correlations in force field 

parameters?  First, it is difficult to use binding affinity calculations to improve force 

fields unless it is known which force field parameters are important in determining 

binding affinities. If it is not actually individual parameters but relations between 

parameters that are important, then only by understanding these important relations can 

we use binding free energy results to guide force field improvement. Second, an 

important motivation for theoretical studies of protein-ligand binding is to provide 

physical insight into the causes of binding. Different force fields that produce the same 

affinities suggest different physical causes of those affinities, which cannot all be correct. 

Separating out which force fields are more correct from those that exhibit more 

“cancellation of errors” is an important step toward extracting physical insight from 

simulations. Finally, the more reliant a force field is on favorable cancellation of error, 

the greater likelihood it has at failing when presented with a new and unusual protein or 

ligand system. 

 

3. How can we connect a free energy paradigm to a docking paradigm? 

Docking calculations and free energy calculations compute binding affinity in 

different ways, and have been developed separately over the decades with differing 

motivations. Both types of calculations have major weaknesses: docking calculations 

cannot accurately predict binding affinities, while the computational expense and 

complexity of free energy calculations makes them impractical, and even the accuracy of 
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free energy calculations has not been clearly established. Of course, future advances may 

address these shortcomings. While the rapid sampling methods of docking calculations 

are unlikely to be useful for free energy calculations, free energy calculations may be 

useful sources of insight for improving the accuracy of docking calculations. To see why 

and how, we first need to consider the separability of the different components of binding 

free energy. 

A ligand binding free energy cannot be uniquely decomposed into individual 

component free energies, except crudely into solvation and insertion components 

described below. No portion of the overall binding free energy can be uniquely attributed 

to a particular chemical group, and no portion of the overall binding free energy can be 

uniquely attributed to a particular class of interactions, such as electrostatic or van der 

Waals interactions. However, these decompositions are still very useful, because these 

physical forces are the main tool we have to rationalize binding affinities, or to mentally 

predict the effects of chemical changes on a ligand. Furthermore, because we believe 

nature uses a composition of these physical forces to determine energies, it seems 

plausible that a binding free energy is related to the strengths of these forces, that stronger 

forces will produce stronger binding affinities, and that some reasonable partitioning can 

be found that relates a molecule’s binding free energy to the strengths of the forces 

binding it to its receptor, and well as the other free energetic terms opposing binding. 

Docking calculations are entirely reliant on decomposing binding free energy into 

individual contributions. A docking “score” is typically a sum of several contributions: an 

electrostatic term, a van der Waals term, a solvation term, and perhaps an entropic term. 

The accuracy of the overall score thus depends on the validity of this partitioning and the 
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accuracy of the component terms. This introduces a problem: the accuracy of the docking 

score depends on a particular partitioning of the binding free energy, but binding free 

energies cannot be uniquely decomposed into free energy components. And even if they 

could, these components would not be measurable or testable. How, then, to improve 

docking calculations? Free energy calculations may provide a solution to this problem, by 

calculating experimentally unmeasurable components using rigorous simulations – if a 

meaningful partitioning scheme can be designed. The strategy would be to examine the 

major contributions to binding using free energy calculations, determine the magnitudes 

of the different components, and then use these magnitudes to design and calibrate 

simplified docking models to predict these components without an expensive free energy 

calculation. This strategy depends on overcoming the difficulties in designing a 

meaningful partitioning scheme.  

Any free energy decomposition scheme involves introducing reference states that 

define how much of the binding free energy is attributed to each component. For 

example, binding free energy ΔGbind can be partitioned into a solvation free energy 

ΔGsolv, representing the transfer of the ligand from the gas phase into solvent, and an 

insertion free energy ΔGins, representing the insertion of the ligand from the gas phase 

into the solvated protein binding site. By employing a reference state consisting of the 

ligand in the gas phase, the overall binding free energy is partitioned as ΔGbind = ΔGins - 

ΔGsolv, and ΔGins and ΔGsolv are uniquely defined (according to a standard state 

concentration convention). Because this reference state is experimentally accessible, 

ΔGins and ΔGsolv are experimentally measurable (ΔGins can be “measured” as ΔGbind + 

ΔGsolv). 
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The contribution of electrostatic interactions to ΔGins is more difficult to define. 

One approach is to employ a reference state consisting of the ligand sampling around its 

bound orientation in the binding site, but only interacting with the protein through van 

der Waals attractive and repulsive interactions. The electrostatic contribution to ΔGins is 

then defined as the free energy difference between this reference state and the state where 

the ligand’s electrostatic interactions with the protein have been fully introduced. 

However, this “electrostatic contribution” is not unique because the reference state is ill-

defined: “sampling near the binding site” could have several definitions, especially once 

we remove the electrostatic interactions which orient the ligand in the binding site. The 

amount of the binding site to be sampled by the ligand is related to the loss of 

translational and rotational entropy of the ligand upon binding, but here we see that what 

is considered “entropic” and what is considered “electrostatic” depends both on the role 

that electrostatic interactions play in the system (the question of interest) and the exact 

specification of the reference state, which is in part arbitrary because the reference state is 

not experimentally accessible in the first place. 

Because of the practical and theoretical difficulties in decomposing binding free 

energy, the value of a particular partitioning scheme ultimately resides in its usefulness 

rather than in any intrinsic correctness. To this end, we suggest several criteria for a 

useful partitioning scheme: 

1. The components are as isolated from one another as possible, to provide physical 

intuition into the competing forces that determine binding affinity 

2. The components are as minimally sensitive to arbitrary details of the 

decomposition scheme as possible  
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3. The components form a valid thermodynamic cycle, i.e. no contribution to the 

overall binding free energy is doubly counted or ignored 

4. The components can be calculated independently from one another, ideally in a 

computationally efficient manner. 

 

Because there is no unique, experimentally measurable decomposition scheme, 

some of these criteria are necessarily subjective. There may be no intuitive 

decomposition of binding free energy into components with these properties. But this 

strategy of using free energy calculations to develop physical intuition and improve 

docking calculations has yet to be pursued. For a particular decomposition scheme, one 

can examine how sensitive the free energy components are to arbitrary choices, such as 

how the ligand is restrained in the binding site. In the past, decomposition schemes were 

designed with computational efficiency in mind. This is because the goal was to calculate 

the total binding free energy, rather than to interpret the individual components or to 

compare them to docking calculations. A decomposition scheme designed to offer insight 

and comparability to docking could make difference choices, though these have not yet 

been investigated. Finally, it should be noted that the theoretical difficulty of designing a 

useful decomposition scheme is not an absolute reason to abandon the attempt. Docking 

calculations already make use of a decomposition scheme and will continue to do so even 

if such a scheme is never investigated in greater detail using free energy calculations. But 

because free energy calculations have the potential to provide experimentally inaccessible 

details and measurements that can improve the accuracy of docking calculations, it would 

be valuable to extract what insight there is. 
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Even if a meaningful decomposition scheme could be designed, it may still prove 

difficult to estimate the component quantities using simple docking models. For example, 

one might be able to use free energy simulations to calculate the free energy cost of 

desolvating a binding site, but be unable to design a simpler model to reliably reproduce 

this value. The decomposed free energy components could be fundamentally complicated 

quantities, only accessible through extensive sampling in a simulation. This would be 

unfortunate for two reasons. First, it would mean that the computational cost of accuracy 

in binding affinity prediction would remain very high, too high for practical use for the 

foreseeable future. Second, it would mean that binding affinities would remain 

fundamentally mysterious. Experimental measurements of affinities would simply be lists 

of numbers unable to be quantitatively interpreted in terms of their constituent 

interactions; free energy simulations would remain black boxes. 

I have quoted Kuhn before because I find his perspective on the history and 

practice of science to be inspiring and insightful. In The Copernican Revolution, he 

discusses the initial Western “conceptual scheme” for the universe: a “two-sphere” 

universe consisting of the small spherical earth at the center surrounded by a much larger 

sphere of the stars
9
. All the stars are fixed points on the outer sphere, which rotates 

relative to the earth. Of course, this two-sphere universe was later superseded by the 

Copernican universe and its successors. Still, the ability of the two-sphere universe to 

economically explain and systematize many astronomical observations is impressive. For 

inspiration, I offer this passage at length: 

Perhaps the most striking characteristic of the two-sphere universe is the 

assistance that it gives to the astronomer’s memory. This characteristic of 
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a conceptual scheme is often called conceptual economy. … [T]he 

observations of the sun and stars discussed in earlier sections were, as a 

group, extremely complex. To a man not already thoroughly acquainted 

with the heavens, one observation, like the direction of the slant line along 

which the sun rises or the corresponding behavior of the gnomon’s 

shadow, seems unrelated to another observation, like the location of the 

celestial pole or the brief appearance of the stars in the southern sky. Each 

observation is a separate item in a long list of bare facts about the heavens, 

and it is difficult to retain the whole list in memory simultaneously. 

 

The two-sphere universe presents no such problem: a gigantic sphere 

bearing the stars rotates steadily westward on a fixed axis once every 23 

hours 56 minutes; the ecliptic is a great circle on this sphere tilted 23½º to 

the celestial equator, and the sun moves steadily eastward about the 

ecliptic once every 365¼ days; the sun and stars are observed from a tiny 

fixed sphere located at the center of the giant stellar sphere. That much can 

be committed to memory once and for all, and while it is remembered the 

list of observations may be forgotten. The model replaces the list, because, 

as we have already seen, the observations can be derived from the model. 

Frequently they need not even be derived. A man who observes the 

heavens with the two-sphere universe firmly in his mind will find that the 

conceptual scheme discloses a pattern among otherwise unrelated 

observations, that a list of the observations becomes a coherent whole for 

the first time, and that the individual items on the list are therefore more 

easily remembered. Without these ordered summaries which its theories 

provide science would be unable to accumulate such immense stores of 

detailed information about nature. 

 

Because it provides a compact summary of a vast quantity of important 

observational materials, the two sphere universe is actively employed by 

many people today. The theory and practice of both navigation and 

surveying can be developed with great simplicity and precision from 

models built to the specifications of Figure 11, and, since the model 

demanded by modern astronomy is far more complex, the two-sphere 

universe is normally used in preference to the Copernican when teaching 

these subjects. Most handbooks of navigation or surveying open with 

some sentence like this: “For present purposes we shall assume the earth is 

a small stationary sphere whose center coincides with that of a much 

larger rotating stellar sphere.” Evaluated in terms of economy, the two-

sphere universe therefore remains what it has always been: an extremely 

successful theory. 

 

 The “two-sphere universe” of binding affinity prediction – docking – is 

widely used, easily understood, but lacks quantitative accuracy. Free energy 
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calculations, the “Copernican” version of binding affinity prediction, may be 

more reliable and ultimately have greater predictive power, but are unwieldy and 

opaque. Practical benefits aside, it would be a great gift of insight if the docking 

approach could be refined to produce greater quantitative accuracy. Detailed 

comparisons of components against free energy calculations may provide a route 

toward that goal. 
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Figure S1. Change in the free energy estimates for all calculations with additional 
simulation time. At y=0, the free energy estimate using the currently collected data is equal to 
the free energy estimate using all 5 ns of data. Blue: following left to right, change in the free 
energy estimate as if additional data is added as it was actually collected. Red: following right to 
left, change in the free energy estimate if data from the very end of the simulations is considered 
first, and additional data from earlier in the trajectories is progressively added. 
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2. Binding free energy calculations at different pH 

 
Figure S1. Free energy for inserting the charged reference compound into the protein, 
compared across different net charge (different pH) states of the protein. Inserting the 
positively charged reference compound is most favorable (negative free energy) in the Net -5 
receptor, but the overall sensitivity is small. For a given protein charge state, simulations 
using Compound 1, 3, and 5 were averaged together to calculate a single value of ∆GP 

�
 PR, 

and error bars show the SEM for multiple replicas of the charging step (SI Methods section 
5a, step 4). Total replicas of the charging step (all ligands combined): 10 (Net -5), 11 (Net 0), 
11 (Net +9). Only the charging calculation was performed in differently protonated receptors, 
all other steps in the calculation were performed in the  
Net -5 receptor. 
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3. Binding free energy calculations using QM ESP charges 

 

 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure S2. Agreement between free energy calculations using QM ESP charges and 
experimental binding affinities, for cationic compounds. The nonbinder 4-
aminobenzamidine (15) has been assigned a Kd of 1M (∆Gbind = 0 kcal/mol), with error bars 
showing the highest tested concentration. All affinities calculated using scaled charges with 
q=0.992. Values from Table S1. 
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4. Systematic error and charge scaling 

 

 

 
Figure S3. Error in affinity prediction, compared with hydration free energy. a. After 
scaling, the error in the prediction for charged compounds no longer correlates with the the 
hydration free energy (cf. Figure 4 d). b. Without any force field modifications, errors in affinity 
predictions for neutral compounds correlate with hydration free energy, though only a result 
of the nonbinders. Solid circles = ligands, open circles = nonbinders, assigned a Kd of 1M 
(∆Gbind = 0 kcal/mol) and labeled by compound number. 
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5. Hydration free energy calculations 
 

 

Figure S4. Simulated vs. experimental hydration free energies for ten compounds, in 

their (a) charged and (b) neutral forms. All energies use a 1M gas standard state. Cationic 
hydration free energies are intrinsic (i.e., excluding the gas-liquid interface potential), with 
∆G*hydration(H

+) = -264.0 kcal/mol. Experimental data from ref. 8. 
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Table S2. Simulated vs. experimental hydration free energies for ten compounds, in 

their charged and neutral forms, in kcal/mol.  

Cationic Compound Exper. ∆G*hyd Simul. ∆G*hyd Simulation Error 

triethylamine -54.70 ± 2.00 -56.01 ± 0.07 -1.31 
pyridine -61.10 ± 2.00 -60.12 ± 0.07 0.98 
trimethylamine -61.20 ± 2.00 -63.11 ± 0.06 -1.91 
dimethyl thioether -64.50 ± 2.00 -65.39 ± 0.07 -0.89 
thioacetone -68.20 ± 2.00 -64.27 ± 0.08 3.93 
n-butylamine -70.90 ± 2.00 -71.77 ± 0.10 -0.87 
propylamine -71.50 ± 2.00 -72.55 ± 0.10 -1.05 
aniline -72.80 ± 2.00 -69.98 ± 0.08 2.82 
ethylamine -73.00 ± 2.00 -73.98 ± 0.10 -0.98 
methylamine -76.50 ± 2.00 -77.90 ± 0.08 -1.40 

Neutral Compound Exper. ∆G*hyd Simul. ∆G*hyd Simulation Error 

dimethyl thioether -1.54 0.30 ± 0.02 1.84 
triethylamine -3.04 -1.77 ± 0.04 1.27 
trimethylamine -3.23 -2.99 ± 0.03 0.24 
n-butylamine -4.30 -2.99 ± 0.04 1.31 
propylamine -4.40 -3.17 ± 0.03 1.23 
ethylamine -4.51 -3.40 ± 0.03 1.11 
methylamine -4.57 -3.61 ± 0.03 0.96 
pyridine -4.69 -3.56 ± 0.03 1.13 
aniline -5.49 -5.46 ± 0.04 0.03 
thioacetone -10.30 -8.26 ± 0.03 2.04 

 

All free energies use a 1M gas standard state. Cationic hydration free energies are intrinsic 
(i.e., excluding the gas-liquid interface potential), with ∆G*hydration(H

+) = -264.0 kcal/mol. 
Experimental data from ref. 8. Cationic compounds have estimated experimental uncertainty 
of 2.0 kcal/mol according to ref. 8. Neutral compound hydration free energies do not have 
published experimental uncertainties, but we estimate them at < 0.1 kcal/mol. 
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5. Miniature binding site calculations 
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Figure S5. The miniature binding site (previous page). a. Stereo view of the residues included 
in the miniature binding site. Figure generated using PyMOL 1.4.1, Schrödinger, LLC. b. For each 
atom (x-axis) in the minature site, the average deviation from that atom’s restraining point (y-axis, 
red) mimics the average deviation from the restraining point for that atom in the unrestrained full 
protein (y-axis, blue). All points are time-averages from MD simulations of the apo miniature site 
and full protein. To compute the average deviations from the restraining points for the 
unrestrained full protein atoms, the full protein was aligned to the reference structure using the 
atoms contained in the residues in the miniature site. Residues are labelled on the x-axis 
according to their numbering in the full protein; G190 falls between G189 and G191 but is not 
labeled. c. The miniature binding site model expands and contracts when different ligands are 
bound in the same manner as the full protein model. Filled circles = bound to a particular ligand 
pose, open circle = apo site (unbound). The area of the binding site was computed as the sum of 
the areas of triangle ABC and ACD, where A is CG of Asp233, B is the backbone O of Met228, C 
is the backbone O of Gly178, and D is the backbone O of Leu177. Triangle areas were computed 
based on MD simulation averages. 

Table S3. Change in the electrostatic and Lennard-Jones components of the simulated 

binding affinities between the full protein and the miniature site. 

Compound ∆∆G
bind,elec

 
(kcal/mol) 

∆∆G
bind,LJ

 
(kcal/mol) 

1 3.5 -0.9 
3 3.1 -0.2 
5 1.8 -1.4 

   16 3.7 -0.9 
17 1.3 -0.5 

18-A 1.4 0.2 
18-B 2.5 -2.4 

19 2.7 -1.1 
20 4.1 -2.9 

 
Ligand numbering as in Table 1; 18-A and 18-B reflect two different poses of 18. Only the ligands 
where full absolute binding free energy calculations were performed in the full protein [i.e., the 
three charged reference ligands and the neutral compounds] are shown. Ligands bind more 
weakly to the miniature binding site than to the full binding site (positive ∆∆G

bind
) because of the 

electrostatic component of the free energy cycle. The LJ component of the free energy cycle 
actually favors binding to the miniature site over the full protein (negative ∆∆G

bind,LJ
), because this 

component includes the cost of stripping the waters away from the Asp in order to form a cavity in 
the binding site to fit the ligand. We note that these components cannot be taken literally as the 
“electrostatic” or “dispersive” components of the physical binding free energy because their 
values depend on the alchemical cycle used in the simulations. Furthermore, quantitative 
comparison of the components between the calculations in the full protein and the calculations in 
the miniature site is not strictly accurate, because slightly different thermodynamic cycles were 
used in each case. However, we expect these differences to be small, and these results 
demonstrate the overall point that the electrostatic attraction between the ligands and the binding 
site becomes weaker in the miniature site, when more screening is present. 
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6. X-Ray data collection and refinement statistics 

Table S4. X-Ray data collection and refinement statistics 

PDB ID      
Compound # 2 3 4 5 6 

Ligand name 2,6-
diaminopyridine 

2-amino-5-
methylthiazole 

2,4-
diaminopyrimidine 

3-amino-1-
methylpyridinium 

4-
aminoquinazoline 

ZINC ID C00333587 C08652421 C01661391 C00335002 C00331945 
Data collection      
Space group P212121 P212121 P212121 P212121 P212121 
Cell dimensions        
    a, b, c (Å) 50.84   74.52  

106.46 
51.31   74.94  
106.64 

50.85   75.58  
106.69 

51.03   74.70  
106.59 

50.61   75.15  
106.52 

    α, β, γ  (°)  90, 90, 90 90, 90, 90 90, 90, 90 90, 90, 90 90, 90, 90 
Resolution (Å) 61.08-1.30 

(1.35-1.30) 
61.31-1.26 
(1.29-1.26) 

61.66-1.45  
(1.50-1.45) 

61.20-1.41 
(1.46-1.41) 

61.43-1.41 
(1.45-1.41) 

Rmerge 0.073 (0.248) 0.064 (0.423) 0.073 (0.343) 0.105 (0.345) 0.17 (0.564) 
I / σI 16.9 (5.0) 15.0 (2.5) 20.1 (2.8) 15.3 (6.5) 6.8 (2.3) 
Completeness (%) 98.3 (87.8) 97.1 (78.8) 98.5 (86.2) 99.3 (94.0) 98.8 (92.7) 
Redundancy 4.6 (3.7) 4.7 (3.8) 4.7 (3.8) 4.9 (4.7) 3.6 (2.9) 
      
Refinement      
Resolution (Å) 61.08-1.30 

(1.33-1.30) 
61.31-1.26 
(1.29-1.26) 

61.66-1.45  
(1.49-1.45) 

61.20-1.41 
(1.44-1.41) 

61.43-1.41 
(1.45-1.41) 

No. reflections 93366 (6081) 102683 (5993) 68527 (4376) 75167 (5192) 74092 (5100) 
Rwork / Rfree 0.1170/ 0.1368 0.1276/ 0.1547 0.1148/ 0.1448 0.1149/ 0.1391 0.1417/ 0.17458 
No. atoms 3366 3109 3152 3402 3058 
Average B-factor 15.4 19.6 14.6 14.9 24.1 
R.m.s. deviations      
    Bond lengths (Å) 0.019 0.019 0.019 0.018 0.019 
    Bond angles (°) 1.69 1.83 1.74 1.67 1.69 

*Values in parentheses are for highest-resolution shell. 
 
PDB ID      
Compound # 7 8 9 10 11 

Ligand name benzamidine 4-aminoquinoline 2,4-
diaminoquinazolin
e 

4-azaindole 2-(2-aminopyridin-
1-ium-1-yl)ethanol 

ZINC ID C00036634 C04202478 C00156374 C02040899 C01716645 
Data collection      
Space group P212121 P212121 P212121 P212121 P212121 
Cell dimensions        
    a, b, c (Å) 50.85   74.81  

106.75 
50.83  74.49 
106.88 

50.85   74.97   
107.30 

50.99   75.39  
106.86 

51.06  75.14  
106.67 

    α, β, γ  (°)  90, 90, 90 90, 90, 90 90, 90, 90 90, 90, 90 90, 90, 90 
Resolution (Å) 61.31-1.41 

(1.46-1.41) 
61.08-1.60 
(1.66-1.60) 

61.43-1.41  
(1.46-1.41)* 

61.55-1.41 
(1.46-1.41) 

61.43-1.36 
(1.41-1.36) 

Rmerge 0.059 (0.288) 0.102 (0.272) 0.078 (0.230) 0.088 (0.208) 0.090 (0.242) 
I / σI 20.3 (5.9) 19.3 (6.9) 13.5 (5.7) 16.2 (10.3) 18.2 (6.9) 
Completeness (%) 99.5 (96.0) 99.8 (99.1) 99.4 (95.0) 97.2 (95.3) 97.9 (91.2) 
Redundancy 4.6 (4.2) 4.7 (4.7) 5.5 (4.6) 4.2 (4.1) 4.1 (3.9) 
      
Refinement      
Resolution (Å) 61.31-1.41 

(1.45-1.41) 
61.08-1.60 
(1.64-1.60) 

61.43-1.41  
(1.45-1.41) 

61.55-1.41 
(1.45-1.41) 

61.43-1.36 
(1.39-1.36) 

No. reflections 74596 (5260) 51346 (3744) 75010 (5223) 73761 (5286) 82783 (5632) 
Rwork / Rfree 0.1436/ 0.1617 0.1261/ 0.1622 0.1462/ 0.1656 0.1314/ 0.1575 0.1605/ 0.1777 
No. atoms 3141 3173 3074 3316 3427 
Average B-factor 15.8 18.8 16.4 22.5 16.9 
R.m.s. deviations      
    Bond lengths Å) 0.022 0.018 0.021 0.018 0.022 
    Bond angles (°) 1.83 1.55 1.84 1.75 1.95 
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PDB ID     
Compound # 16 17 18 18 

Ligand name phenol 3-fluorocatechol 4-hydroxybenzaldehyde 4-hydroxybenzaldehyde 
ZINC ID C05133329 C00164683 C00156709 C00156709 
Data collection     
Space group P212121 P212121 P212121 P212121 
Cell dimensions       
    a, b, c (Å) 51.05   74.41  

106.60 
51.07   74.65  106.42 50.97   74.79   

106.52 
50.97   74.79   
106.52 

    α, β, γ  (°)  90, 90, 90 90, 90, 90 90, 90, 90 90, 90, 90 
Resolution (Å) 39.15-1.19 

(1.22-1.19) 
61.08-1.60 
(1.64-1.60) 

61.2-1.36 
(1.41-1.36) 

61.2-1.36 
(1.41-1.36) 

Rmerge 0.041 (0.432) 0.046 (0.101) 0.054 (0.228) 0.054 (0.228) 
I / σI 18.4 (2.2) 43.8 (22.3) 12.9 (3.5) 12.9 (3.5) 
Completeness 
(%) 

95.2 (66.3) 97.5 (99.2) 95.6 (90.6) 95.6 (90.6) 

Redundancy 4.1 (2.4) 3.4 (3.4) 4.9 (4.8) 4.9 (4.8) 
     
Refinement     
Resolution (Å) 39.15-1.19 

(1.22-1.19) 
61.08-1.60 
(1.64-1.60) 

61.2-1.36 
(1.40-1.36) 

61.2-1.36 
(1.40-1.36) 

No. reflections 117724 (5965) 47798 (3475) 75818 (5205) 75818 (5205) 
Rwork / Rfree 0.1254/ 0.1514 0.1408/ 0.1618 0.1144/ 0.1394 0.1144/ 0.1394 
No. atoms 3304 3043 3395 3395 
Average B-factor 15.0 13.2 13.9 13.9 
R.m.s. deviations     
    Bond lengths 
(Å) 

0.019 0.018 0.019 0.019 

    Bond angles 
(°) 

1.80 1.63 1.72 1.72 

 
7. Convergence 

Convergence for all calculation components was determined by examining the change in 

the free energy estimate with additional simulation time. In SI Dataset 1 

(http://www.dillgroup.ucsf.edu/~grocklin/Dataset1.zip), we provide convergence plots 

for all alchemical steps of ligands binding to the full protein, for all ligand poses which 

contributed significantly to the overall free energy estimate. An example plot is shown 

below (Figure S6). 
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Figure S6. Sample plot of convergence of the ligand charging step (SI methods section 5a, 
step 4). Blue solid line: the overall free energy estimate for charging (y-axis, labeled dVdL) for a 
given amount of simulation time (x-axis), excluding the first 3 ns of data. Convergence is 
indicated by the free energy estimate no longer changing with additional simulation time. Blue 
dashed line: the overall free energy estimate for charging for a given amount of simulation time, 
excluding the first 16 ns of data. Red solid line: reading right to left, the overall free energy 
estimate for charging, using simulation data starting from the very end of the simulations, and 
incrementally adding additional earlier simulation data. For all convergence plots, see the SI 
Dataset 1 (http://www.dillgroup.ucsf.edu/~grocklin/Dataset1.zip). 
 

Of all calculations, the most challenging to converge is the charging step in the absolute 

binding calculations (SI methods section 5a, Step 4). This step is used to calculate ∆GP 
�

 

PR (the free energy of inserting the charged reference compound into the protein, defined 

in Methods), which is used to calculate all absolute binding free energies for charged 

compounds. We calculated ∆GP 
�

 PR separately for three different ligands, and performed 

multiple replicas of the charging step for each ligand. Because we should obtain the same 

value of ∆GP 
�

 PR regardless of which ligand was used, these multiple calculations allow 
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us to estimate the error in the calculations from incomplete convergence. Figure S7 (at 

left) shows the original calculations of ∆GP 
�

 PR used for the blind predictions, using 

ligands 1, 3, and 5 and two replicas of Step 4 per ligand. These simulations used 2.7 - 6.2 

ns of simulation time per lambda intermediate for the charging step. Components of these 

calculations are shown in SI Table S5. 

Figure S7. Agreement of multiple 
replicas of absolute charging 
calculations with different 
compounds. (Original) For blind 
predictions, ligands 1, 3, and 5 (one 
pose each) were transferred from 
vacuum to the protein, with two 
replicas of the charging step (SI 
Methods section 5a, step 4) per 
ligand. These ligands were then 
transformed into the reference 
topology as described in SI Methods 
section 5b. These steps together 
calculate ∆GP 

�
 PR (y-axis), which 

should be the same for all six 
calculations. Each calculation is 
shown as a point, with each 
compound shown separately (legend 
at right). Simulation lengths (in 
nanoseconds) for the charging step 
are shown near the points; some 
points overlap. Based on the data in 
the figure, we used ∆GP 

�
 PR = -63.71 

± 0.09 kcal/mol for the blind 
predictions (see note on missing 
corrections in SI Methods section 
8a). (right, new) After blind predictions had been made, we extended the original charging step 
calculations to examine convergence at longer timescales. We also initiated new calculations to 
test the reproducibility of the original charging calculations. These longer calculations show more 
spread than the original calculations, but still produce an overall similar mean value for ∆GP 

�
 PR 

of -63.81 ± 0.16 kcal/mol. Qualitative letter “grades” are given next to each calculation indicating 
the extent to which the free energy estimate in that calculation appeared to stop changing with 
additional simulation time. 
 

To further test the reproducibility of these calculations and examine longer time scales, 

we re-examined these calculations after blind predictions had been made. We extended 

the original simulations out past 10 ns, and ran many simulations for 25 ns or longer. 

These calculations are shown above in Figure S7 (New). While these longer calculations 
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show a larger difference between ligands over what the correct value of ∆GP 
�

 PR should 

be, the overall average of -63.81 ± 0.16 kcal/mol is close to the original value of -63.71 ± 

0.09 kcal/mol. Using the original shorter simulations thus only affected the predictions by 

0.1 kcal/mol – all charged binding affinities would have been 0.1 kcal/mol more 

favorable had the more recent number been used. (Predictions were actually made using -

63.40 ± 0.09 for ∆GP 
�

 PR due to mistakenly leaving out a finite-size correction; see SI 

Table S5.)     

 

For many of these longer simulations, the charging free energy estimate continues to 

change even after 20 ns of simulation time. This indicates that the free energy estimates 

have still not fully converged even at these timescales. In other cases, separate free 

energy calculations on the same ligand disagreed by up to 1 kcal/mol, despite both 

calculations appearing to stabilize with additional simulation time. This indicates that the 

stability of the free energy estimate with additional simulation time is not sufficient 

(though it is necessary) to indicate convergence. While these free energy estimates have 

not truly converged even after 20 ns, the replicates of each calculation provide an 

additional metric of the uncertainty in the free energy change. Convergence plots of all 

charging calculations are provided in SI Dataset 1 

(http://www.dillgroup.ucsf.edu/~grocklin/Dataset1.zip). An example is shown above 

Figure S6 (SI, Page 14).  
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8. Finite size corrections for alchemical changes in net charge in the protein 

In periodic simulations, alchemical transformations which alter the net charge of the 

system create artifacts due to the finite size of the system, as described in refs. 9, 10, and 

11. These artifacts represent the difference between the charging (or uncharging) energies 

in the simulated system, at a given periodic box size, using non-coulombic electrostatics 

(i.e., Particle-mesh Ewald), and the charging energies in a hypothetical infinite, 

nonperiodic system with coulombic electrostatics. While analytical corrections to these 

artifacts have been determined for the case of charging a spherical ion in pure solvent11, 

the irregular shape and heterogenous charge distribution of proteins makes it questionable 

how to apply these corrections to the case of charging (or uncharging) a ligand in a 

protein complex.  

 

We performed a series of tests to determine how to apply the corrections in ref. 11 to 

uncharging simulations in the protein complex. These tests were designed to examine 

how periodicity altered the electrostatic potential in the binding site as a result of the way 

electrostatics are computed, and not as a result of possible changes in protein 

conformation or dynamics caused by periodicity, which are expected to be miniscule12. 

 

Uncorrected charging free energies are sensitive to the simulation cell size. We 

created a test system made up of the net +9 protein model bound to the cationic ligand 2-

amino-5-methylthiazole (3), and then simulated the test system in a series of cubic boxes 

with edge lengths between 7 and 11 nm. Because we were solely interested in how the 

system size (and not the system dynamics) affected the potential at the binding site, we 
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fixed the coordinates of all atoms on the protein and ligand, as well as solvent molecules 

in the immediate vicinity of the ligand. Only bulk solvent molecules were free to move in 

these simulations. We then examined how the uncharging free energy changed with 

system size, both in pure water and with 100 mM neutralizing counterions (Figure S8). 

Uncharging free energies were computed using Thermodynamic Integration (TI) using 

only the full charged and fully uncharged states. No intermediate states were necessary 

because the solvent behavior very closely obeys linear response with respect to the 

charge on the ligand. These results demonstrated that uncharging energies in the CCP 

open cavity are very sensitive to simulation cell size – an underappreciated fact in 

alchemical simulations using PME for charged perturbations. 

 

Figure S8. Alchemical uncharging energies for a charged ligand in the protein complex are 
sensitive to the simulation cell when using PME. Energies change by >5 kcal/mol over a 5 nm 
range of edge lengths for uncharging a +1 ligand in a net +9 protein in pure water. Adding 100mM 
NaCl to neutralize the protein charge lessens the size dependence, but some dependence clearly 
remains. Error bars show the uncertainty in the charging free energy, determined by propagating 
the SEM of <dV/dL> into the TI calculations.  
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Two types of corrections need to be applied to charging free energies. In order to 

explain how we determined the corrections to apply to charging energies in CCP, we 

need to introduce the terminology of Kastenholz and Hunenberger (ref. 11). They define 

two types of periodicity-induced artifacts in ion charging free energies in PME 

simulations: type B artifacts and type C artifacts. Type B artifacts are caused by the 

interaction between the solute and its periodic copies, the interaction between the solute 

and the neutralizing background charge, and the missing interactions between the solute 

and solvent molecules beyond the length of the unit cell, all compared with a simulation 

of the solute at infinite dilution in an infinite, nonperiodic system. The other artifacts, 

Type C artifacts, are caused by the constant offset to the electrostatic potential in the 

simulation cell due to the potential within the molecular envelope of the solvent 

molecules.10 

 

For charging an ion in a periodic box of pure solvent, the type B artifact is (eqn. 41 in ref. 

9): 
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!"	# 

(S1) 

 

where ∆GB is subtracted from the ion charging energy to obtain the corrected charging 

energy, q is the charge on the ion, L is the length of an edge of the box, ϵ0 is the vacuum 

permittivity, ϵs is the dielectric constant of the solvent, ϵi is the dielectric constant inside 
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the ion, and  

ξEW ≈ -2.837297.  

 

The two type C artifacts for charging an ion in a periodic box of pure solvent are (eqns. 

37 and 47 in ref. 11) 

 

∆�$� =	−	%&	(6�()��)*        

 (S2) 

∆�$� = 	%	(& − 1)	(16.8 − 2.6/0��)     

 (S3) 

  

where ∆GC1 and ∆GC2 (in kcal/mol) are subtracted from the ion charging energy to obtain 

the corrected charging energy, q is the charge on the ion, f is the fraction of the box filled 

by solvent, ϵ0 is the vacuum permittivity, ρ is the number density of water in the 

simulation box, γ is the quadrupole moment trace of the solvent molecule, and RI is the 

radius of the ion (given in nanometers).   

   

Inverting the signs of the solvent partial charges changes the type C artifact without 

affecting the type B artifact. While equations S1, S2, and S3 have been tested in for 

charging a spherical ion in pure solvent, we wanted to examine their validity for charging 

an ionic ligand inside a protein. To do this, we sought an approach which would separate 

type B artifacts from type C artifacts. The type C1 and C2 artifacts depend on the ligand 

charge q, while the type B artifact depends only on q2. Therefore, inverting the signs of 
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the partial charges on the solvent atoms in a simulation (or, equivalently, inverting the 

signs of the charges of all non-solvent atoms) would invert the sign of the type C artifact, 

without perturbing the type B artifacts. (Inverting the signs of the charges on the water 

molecules changes γ to –γ in eqn. S2.) Using this scheme, the magnitude of the type C 

artifact is one-half the difference in charging free energy between charging simulations 

run with normal water and charging simulations run with charge-inverted water. We note 

that for a ligand in solvent, inverting the signs of the partial charges would significantly 

alter the structure of the hydration shell, but in our test system, the ligand is > 1 nm away 

from bulk solvent, and all neighboring water molecules have fixed coordinates. The main 

effect of inverting the charges is therefore to change the sign of the type C artifact. In 

order to run simulations with charge-inverted water, we added a weak Lennard-Jones 

term to all protein hydrogen atoms (for simulations with both regular and charge-inverted 

water) to prevent these atoms from coming too close to newly attractive solvent 

hydrogens. The magnitude of the observed type C artifact is shown in Figure S9, for the 

protein model with net charge -5, and simulated with the ligand charged (blue) or 

uncharged (red). Because the type C artifact results from the method used to sum 

electrostatic interactions and only very weakly on the configurations sampled10, the 

artifact is not sensitive to the system net charge or the protein net charge. 



243 
 

 
Figure S9. Type C finite size artifact on binding site electrostatic potential with ligand charged 

(blue) or uncharged (red). In black, the magnitude of the Type C correction calculated from Eqn. 

S2 and S3 using r = 0.2 nm. The bump in the third largest box size reflects an uneven increase in 

solvent number-density with box size. Error bars show the uncertainty in the artifact, 

determined by propagating the SEM of <dV/dL> into the TI calculations.  

 

The observed type C artifact in Figure S12 can be fit to the predicted type C artifact using  

equations S2 and S3. By substituting Nwat / Vbox for ρ * f in eqn. S2, RI is the only 

variable to fit. Using RI = 0.2 nm in eqn. S3, the predicted type C artifact (Figure S9, 

black points) agrees well with the observed artifact. While 0.2 nm is not a physically 

realistic value for the curvature of the protein surface, it does reflect (1) a smaller 

difference in potential caused by the protein-liquid interface than at a vacuum-liquid 

interface, and (2) the roughness of the protein surface. Further discussion on this point 

will be found in a forthcoming work of ours (G.J.R., D.L.M, K.A.D.). 

 

After correcting for the type C artifact, the remaining system-size dependence can 

be corrected using eqn. S1. We corrected the raw uncharging free energies (Figure S8) 
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with the type C corrections (adding eqns. S2 and S3 to the raw value rather than 

subtracting them, due to calculating an uncharging energy rather than a charging energy), 

using value for RI determined in the previous section from Figure S9. The remaining size 

dependence now can be corrected for the type B artifact. While ref. 11 suggests using 

eqn. 32 to correct for the type B artifact, this is designed for calculations which do not 

include a self-energy term in the raw energies. Because our raw uncharging energies do 

include this self-energy term, the appropriate correction term is instead eqn. 41 in ref. 9, 

which is re-written above eqn. S1. Using eqn. S1, we fit R to the remaining finite size 

artifact in our uncharging free energy (Figure S13), and found that R = 1.256 nm 

removed the remaining box-size dependence, when taking the difference of the correction 

term between q = 10 (ligand charged, λ = 0) and q = 9 (ligand uncharged, λ = 1). 

Applying the fit type C correction from Figure S9 and the fit type B correction as in 

Figure S10 thus leads to box-size independent charging free energies, and represent the 

free energy that one would observe in a hypothetical simulation of the protein-ligand 

complex at ‘infinite dilution’ in an infinite, nonperiodic system with coulombic 

electrostatics (Figure S10, red). These same correction terms and fit parameters can be 

used to correct simulations conducted with neutralizing counterions as well (Figure S11). 

Here, the counterions change the effective charge on the protein from +10 to +1 by 

hovering close to the protein surface, and it is no longer required to take the difference of 

eqn. S1 between q = 10 and q = 9. 
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Figure S10. Ligand-in-complex uncharging 
energies are linearly dependent on L

-1
 once 

the Type C correction is applied (blue). 
Applying the type B correction from Eqn. S4 
creates results which are independent of box 
size (red). Simulations were performed with 
net charge -5 on the protein. Eqn. S4 was 
applied using R = 1.88, taking the difference 
between q = -4 (-5 protein +1 ligand) and q = -
5 (-5 protein +0 ligand). Error bars show the 
uncertainty in the charging free energy, 
determined by propagating the SEM of 
<dV/dL> into the TI calculations. Slopes and 
slope standard deviations computed using 
bootstrapping. 

Figure S11. Uncharging energies in ionic 
solution can be corrected as well. Ligand-in-
complex uncharging free energies in the +9 
protein with 100 mM neutralizing NaCl, after 
applying the Type C correction (blue) and 
applying both the Type C and Type B correction 
(red). Error bars show the uncertainty in the 
charging free energy, determined by 
propagating the SEM of <dV/dL> into the TI 
calculations. Slopes and slope standard 
deviations computed using bootstrapping. 
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9. Captions for Tables S5-S8 

Table S5.  Components of absolute binding free energy calculations used to calculate the 

overall ∆GP 
�

 PR. Two trials for each of ligands 1, 3, and 5 are shown. For each ligand, 

the trials differ only in the calculation for charging the ligand in the binding site, all other 

steps were only performed once. The quantity of ∆GP + L 
�

 PL is calculated by summing all 

the steps listed above (except the solution B correction, see note in table); steps are 

described in SI Methods section 5a. The agreement between all six trials is depicted 

graphically in Figure S7 (SI, page 15). 

Table S6.  Components of the Round 1 binding free energy calculations. The quantity of 

∆GPR + L 
�

 PL is calculated by summing all the steps listed above; steps are described in SI 

Methods section 5b. 

Table S7.  Components of the Round 2 binding free energy calculations. The quantity of 

∆GPR + L 
�

 PL is calculated by summing all the steps listed above; steps are described in SI 

Methods section 5c.  

Table S8.  Components of the neutral binding free energy calculations. The quantity of 

∆GP + L 
�

 PL is calculated by summing all the steps listed above; steps are described in SI 

Methods section 5d. 
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SI Methods 

1. Protein setup 

PDB structure 1KXM13 was placed a truncated dodecahedral box with 1.2 nm between 

the protein and the box edge. Solvent was added using the GROMACS14 tool genbox, 

and the solvent was equilibrated for 2 ns at constant volume while all protein coordinates 

were held fixed. The protein was then energy minimized and equilibrated for an 

additional 2 ns, using the procedure in ref. 15.  

2. Pose identification 

For efficiency of calculation, we performed separate, complete relative free energy 

calculations on each metastable pose of a given ligand15,16,17, with the ligand restrained in 

each calculation to its pose via harmonic potentials on six external and any internal 

degrees of freedom18. We identified this metastable poses by docking, unrestrained 

simulations, and clustering. 

 

For each ligand, 20 poses with minimum 2.0 Å RMSD to each other were generated by 

docking to PDB structure 1KXM13 using DOCK 3.5.5419,20. These poses were copied to 

an MD-equilibrated simulation topology of the protein which had been aligned to 1KXM 

in order to create the protein-ligand complex for simulation, and water molecules within 

2.0 A of the newly placed ligand were removed. These complexes were minimized via 

steepest descent, and equilibrated for 10.0 ps at constant volume and 100.0 ps at constant 

pressure. Finally, each complex was simulated for 1 ns with no restraints on the ligand. 
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To define a ligand’s orientation in the binding site, we first manually selected three 

reference atoms from the largest rigid fragment on each ligand, which would form the 

attachment points for the harmonic restraints. Together with Cb, Ca, and N of His175 on 

the protein (a, b, and c respectively according to the scheme of Boresch et al.18), these 

atoms defined three dihedrals, two angles, and one distance between the protein and the 

ligand. Additional intramolecular dihedral angles were defined if the ligand had rotatable 

bonds (excluding methyl groups, but including hydroxyl groups). Based on these 

definitions, the 20 unrestrained simulations were used to identify metastable orientations 

in two steps: first, each unrestrained simulation was clustered on its own to generate 

preliminary orientations, and second, all snapshots from all 20 simulations were clustered 

together to generate final orientations. The dihedrals and angles between the protein and 

the ligand, as well as the ligand’s internal dihedral angles, were used to cluster the 

snapshots of a given unrestrained trajectory using initial k-means clustering followed by 

the PCCA+ algorithm of Deuflhard and Weber21, and all clusters with at least 15 

snapshots were used to define preliminary metastable orientations for that unrestrained 

trajectory. For each preliminary metastable orientation, harmonic restraints with strengths 

of 10.0 kcal/(mol rad2) or 10.0 kcal/(mol Å2) were defined, centered around the center of 

the histogram for each degree of freedom. Then, all snapshots from all 20 simulations 

were re-assigned to the preliminary metastable orientation (originating from any 

simulation) to which they had the lowest restraint energy, and these re-assignments were 

used as the input clusters for a second round of PCCA+, which identified the final 

metastable orientations. New harmonic restraints were generated for the final metastable 

orientations according to the same protocol, which were used in all alchemical 
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simulations. 

 

Because many ligands had greater than 10 final orientations (sometimes as high as 50), 

we could only perform alchemical simulations on a fraction of the total orientations. We 

pruned these orientations manually, based on (1) the average molecular mechanics 

interaction energy between the ligand and the protein, (2) the total number of snapshots 

observed in that orientation (which cannot represent an actual free energy of that 

orientation because the snapshots were not collected at equilibrium), and (3) the 

plausibility of the pose in our eyes (poses significantly outside the normal binding site 

were excluded). In principle, all metastable orientations should be simulated; this pruning 

is only out of practicality and the limits on computing resources. 

 

3. Free energy calculations - overview 

Five different types of free energy calculations were performed for this study, described 

below. The version of GROMACS14 used for each type of calculation is listed in 

parentheses. The sampling rates are described in the sections describing the individual 

thermodynamic cycles. 

 

Single-simulation free energy calculation (GROMACS 4.0.7).  Single-simulation free 

energy calculations were used in cases where sampling the initial state also provided 

adequate sampling of the final state, such as when restraining a ligand from the entire 

local energy minimum of a single orientation to an even more narrow, restrained region 

at the bottom of the well. These calculations were analyzed using the Zwanzig equation. 
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When analyzing the restraining energy of multiple degrees of freedom in a single 

simulation, the energies of restraining these degrees of freedom could be combined prior 

to applying the Zwanzig equation (restraining both degrees of freedom simultaneously), 

or the Zwanzig equation could be applied separately to the restraining energy of each 

degree of freedom and the resulting free energies added together. We note which 

procedure was used when this was done. 

 

Standard, pairwise alchemical free energy calculations (GROMACS 3.3.4 or 4.0.7). 

Pairwise free energy calculations were used in cases where many lambda intermediates 

were required, but sampling is simple enough that Hamiltonian exchange is not required. 

They are labelled ‘pairwise’ because the overall free energy was determined by summing 

the free energy differences between neighboring intermediate states, as analyzed using 

the Bennett Acceptance Ratio22. 

 

Hamiltonian exchange alchemical free energy calculations (‘FEP’ branch of 

GROMACS 4.5 git repository, multiple versions dated after December 2010). These 

calculations were used in cases where equilibration in some intermediate states is much 

more rapid than in other intermediate states. Coordinate swaps between adjacent states 

were attempted every 20 steps (0.04 ps). For these calculations, the overall free energy 

change was determined using the data from all states, as analyzed using the Multistate 

Bennett Acceptance Ratio, implemented in ref. 23.  
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Umbrella sampling free energy calculations (GROMACS 4.5-dev).  These 

calculations were identical to Hamiltonian exchange calculations, except that the 

restrained position of a dihedral angle was varied across simulations, rather than an 

alchemical coupling parameter. 

 

Single-simulation free energy calculations with extra states (GROMACS 4.5-

dev).  These simulations were used when we wanted to compute the free energies of 

restraining many protein dihedrals simultaneously, account for coupling between them, 

and sample multiple wells of multiple dihedral angles at once. In order to do this, we 

performed a Hamiltonian exchange free energy calculation where the initial state was a 

normal simulation and the final state eliminated the torsional potentials on the dihedral 

angles of interest. This allowed rapid transitions between regions of dihedral space in the 

final state, and these configurations could exchange with the initial, normal simulation, 

improving sampling. Free energies of restraining the dihedral angles to specific positions 

were then computed using only the coordinates from the initial state and the Zwanzig 

equation, in the manner of a single-simulation free energy calculation. 

 

4. “Confine and Release” sampling of dihedral angles 

We applied the “Confine and Release” approach24 in order to improve the convergence of 

our calculations. In this approach, restraints on select protein dihedral angles are applied 

prior to alchemical steps in the receptor, and then released following alchemistry, so that 

different conformations only require sampling at the end points of the calculation and not 

in the intermediate steps. We applied the “Confine and Release” approach to an angle 
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when we observed that the side chain made rare transitions between rotamers which 

could not be sampled effectively on normal timescales but which could significantly 

affect binding free energies, typically by altering the electrostatic field in the binding site. 

All protein dihedral restraints had a strength of 10 kcals/(mol rad^2), and the center was 

chosen to be the value of the angle in the initial snapshot. We applied the “Confine and 

Release” approach in three different ways.  

a. Forced sampling of multiple orientations (umbrella sampling).  For some 

angles, we used umbrella sampling ensure that all conformations of the 

angle were sampled. 

b. Sampling with reduced barriers (single-simulation free energy calculations 

with additional states).  In other cases, we did not force sampling of all 

orientations, but used single-simulation free energy calculations with extra 

states to reduce the barriers between conformations. We observed that this 

led to sampling of alternate conformations for more flexible angles. 

c. Local sampling (single-simulation free energy calculations).  In these 

calculations, we only sampled the angle’s local energy well during 

confinement and following release. The restraints here serve to limit the 

sampling to improve convergence, with the disadvantage that our result 

may differ from the true result for the force field if the unsampled states 

have a significant impact on the binding affinity. However, we expect 

based on examination of the crystal structures that these unsampled states 

are not relevant for binding, and the restraints thus serve to prevent rare 

conformational fluctuations to high-energy states which could alter a 



253 
 

single ligand’s predicted affinity. Though higher energy conformations 

can contribute to a ligand’s affinity, the contribution is expected to be 

small: an entire second binding conformation equal in energy to the lowest 

energy conformation will only add 0.4 kcal/mol to the affinity; and higher 

energy states will add even less. 

For each thermodynamic cycle below, we describe what method was used to compute the 

confine and release energies. 

5. Alchemical thermodynamic cycles 

 

a. Absolute binding free energy calculations on charged compounds 

These simulations were performed only on compounds 1, 3, and 5, as described in 

Methods. The goal of these calculations is to calculate ∆GP 
�

 PR , by combining the ∆GP + 

L 
�

 PL values calculated here with the ∆GPR + L 
�

 PL values calculated using cycle (b). For 

these calculations, the initial state is the ligand fully coupled in solution at 1M 

concentration, and the final state is the ligand fully coupled in complex with the protein. 

The system net charge is +1 when the ligand is fully coupled both in the protein and in 

solution, and zero when the ligand is fully decoupled. All simulations in the complex 

were performed using a net charge of -5 on the protein, except the simulations in which 

the ligand is charged in the receptor, which were performed using a net charge of +9 on 

the receptor. Only these ligand charging simulations should be sensitive to the receptor 

protonation state. All simulations in the receptor were started from a single snapshot, 

chosen from an unrestrained simulation of the complex to be as close as possible to the 

energy minimum of the combined restraining potentials. 
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Step 1: Transfer the ligand from solution to vacuum. 

These simulations were performed as described in ref. 25. Finite size corrections for 

uncharging the ligand in solvent were applied as described in SI Methods section 8a. 

 

Step 2: “Confine” protein dihedrals and move the ligand from 1 M to the binding site 

harmonic restraints 

A 6 ns single-simulation free energy calculations with extra states (sampling with 

reduced barriers) was used to determine the free energy of confining the protein dihedral 

angles with harmonic restraints. Restraining energies were analyzed every 0.2 ps, and the 

first 2.5 ns was discarded as equilibration. Restraints were applied to the N-Cα dihedral 

of Gly178, the Cβ-Cγ dihedral of Met229, Leu201 C-Asn 202 Cα-Cβ-Cγ dihedral angle 

(not contiguous atoms), and the Heme C2D-C3D-CAD-CBD dihedral angle. Data was 

analyzed as if all protein dihedrals were restrained simultaneously, adding together the 

individual restraint energies prior to applying the Zwanzig equation. 

 

The ligand was transferred from 1 M vacuum to harmonic restraints in the binding site 

using the formula of Boresch et al.18 

 

Step 3: Couple the ligand Van der Waals interactions to the protein 

A 5 ns Hamiltonian exchange alchemical free energy calculation was used to calculate 

the free energy of coupling the ligand VdW interactions to the protein, except for 

compound 5 where only 2 ns was used. The first 1 ns was discarded as equilibration. A 
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total of 16 intermediate simulations were used, spaced as in ref. 15. Energy differences 

between states were saved every 0.2 ps. 

 

Step 4: Charge the ligand inside the protein 

Unlike all other steps in the free energy cycle, these simulations were performed using a 

net charge of +9 on the receptor, because a positively charged receptor more closely 

agrees with the experimental conditions, and because this step is the main step which 

could be sensitive to the receptor overall charge. Two trials of this step were performed 

for each ligand. Hamiltonian exchange alchemical free energy calculations were used 

with 8 intermediates, spaced at lambda = 1.0 (ligand fully uncharged), 0.85, 0.75, 0.65, 

0.50, 0.36, 0.18, and 0.0 (ligand fully charged). Simulations were 2 to 6 ns in length, with 

the first 1 ns discarded for equilibration. Energy differences between states were saved 

every 0.2 ps. Finite size corrections were applied as described in SI Methods section 8b. 

 

Step 5: “Release” protein dihedrals and release the ligand harmonic restraints 

As in the confinement step, a single-simulation free energy calculation with extra states 

(8 states total) was used to determine the free energy of releasing the harmonic restraints 

on the protein dihedral angles (sampling with reduced barriers). Simulations were 2-5 ns 

in length with at least the first 1 ns discarded for equilibration (determined based on how 

much simulation time was required for the side chain rotamer populations to stabilize). 
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A 1 ns single-simulation free energy calculation of the unrestrained ligand in the protein 

was used to determine the free energy of releasing the harmonic restraints on the six 

protein-ligand degrees of freedom. 

 

Convergence plots for all Step 4 charging calculations are provided in SI Dataset 1 

(http://www.dillgroup.ucsf.edu/~grocklin/Dataset1.zip) in the Absolute 

Calculations\Absolute charging calculations for cations directory. Numerical values for 

the components of these calculations are shown in SI Table S5. 

 

b. Round 1 relative free energy calculations on charged compounds 

 

In these calculations, each pose of compounds 1 through 5 was transferred from solution 

to the binding site, while a charged reference compound was decoupled from the binding 

site. The reference compound consisted of 5 carbon-like atoms in a regular pentagon, 

each with charge +0.2. For these calculations, the initial state is the fully coupled, 

charged reference compound harmonically restrained to the protein, with the ligand in 

solution at 1 M standard concentration. The final state is the ligand fully coupled in 

complex with the protein, with the reference compound fully decoupled and harmonically 

restrained to the protein. All simulations in the complex were performed using a net 

charge of -5 on the protein, but are overall net neutral. The receptor net charge is not 

expected to affect simulation results because no charges are being added or removed 

from the binding site. Simulations of the charged ligand in solution have a +1 net charge, 

and are neutral when the ligand is uncharged. 
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As before, the “Confine and Release” approach was used to improve convergence. Again, 

all simulations in the receptor were started from a single snapshot, chosen from an 

unrestrained simulation of the complex to be as close as possible to the energy minimum 

of the combined restraining potentials. For the “Confine and Release” approach, the 

angles (listed below) were restrained to their initial positions from this initial snapshot. 

 

Step 1: Transfer the ligand from solution to vacuum. 

These simulations were performed as in the absolute charged free energy calculations. 

 

Step 2: “Confine” protein dihedrals and move the ligand from 1 M to the binding site 

harmonic restraints 

A 15 ns single-simulation free energy calculation (local sampling) was used to determine 

the free energy of confining the protein dihedral angles with harmonic restraints. The 

simulation contained only the reference compound harmonically restrained to the protein, 

and was initiated from a previous simulation of the reference compound which had been 

equilibrated for 1 ns. All protein dihedral angles were unrestrained. Restraining energies 

were stored for analysis every 1.0 ps. Restraints were applied to the N-Cα dihedral of 

Gly178 and the Cβ-Cγ dihedral of Met229, and analyzed if both protein dihedrals were 

restrained simultaneously. 

 

The ligand was transferred from 1 M vacuum to harmonic restraints in the binding site as 

in the absolute charged free energy calculations. A single-simulation free energy 
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calculation (50 ns or longer) of the uncharged ligand in vacuum was used to calculate the 

free energy of applying harmonic restraints on internal ligand degrees of freedom. 

 

Step 3: Couple the ligand Van der Waals interactions to the protein 

A 1.1 ns Hamiltonian exchange alchemical free energy calculation was used to calculate 

the free energy of coupling the ligand VdW interactions to the protein, with the first 600 

ps discarded as equilibration. Simulations were extended if the free energy estimate 

appeared to continue to change with additional simulation time. Exclusions were applied 

to prevent the ligand and reference from interacting with each other. Lambda spacing was 

identical to the absolute binding calculations. Energy differences between states were 

saved every 0.2 ps. 

 

Step 4: Charge the ligand inside the protein while uncharging the reference. 

A 1.1 ns Hamiltonian exchange alchemical free energy calculation was used to calculate 

the free energy of charging the ligand while simultaneously uncharging the reference, 

with the first 600 ps discarded as equilibration. As before, simulations were extended if 

the free energy estimate appeared to continue to change with additional simulation time. 

Again, exclusions were applied to prevent the ligand and reference from interacting with 

each other. Five evenly-spaced Lambda intermediates were used. Energy differences 

between states were saved every 0.2 ps. 

 

Step 5: Decoupling the reference Van der Waals interactions from the protein 
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A 1 ns Standard, pairwise alchemical free energy calculations was used to calculate the 

free energy of decoupling the reference VdW interactions from the protein. The 

equilibration procedure and lambda intermediates were identical to ref. 15. Exclusions 

prevented the ligand and reference from interacting with each other. Energy differences 

between states were saved every 1.0 ps. 

 

Step 6: “Release” protein dihedrals and release the ligand harmonic restraints 

A 1 ns single-simulation free energy calculation (local sampling) was used to determine 

the free energy of releasing the harmonic restraints on the protein dihedral angles, the 

harmonic restraints between the protein and the ligand, and the harmonic restraints on 

internal ligand degrees of freedom. The simulation contained only the unrestrained ligand 

in the protein. If the ligand sampled orientations or conformations which had smaller 

restraining energies to alternate poses of the ligand, these snapshots were discarded, to 

ensure that any particular snapshot of the ligand in the binding site could only contribute 

to the partition function of a single ligand pose15. Restraining energies were saved every 

1.0 ps. Data was analyzed as if all restraints were released simultaneously. The 

simulation was equilibrated using the procedure from ref. 15. 

 

Convergence plots for all Step 4 and 5 alchemical calculations are provided in SI Dataset 

1 (http://www.dillgroup.ucsf.edu/~grocklin/Dataset1.zip) in the Relative Calculations 

directory. Numerical values for the components of these calculations are shown in SI 

Table S6. 
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c. Round 2 relative free energy calculations on charged compounds 

  

Round 2 relative free energy calculations on charged compounds were performed using 

the same procedure as in Round 1, with the following changes. 

 

1. Permanent restraints on Heme angles and Asn 202 

Rather than calculating binding free energies to the fully flexible protein model, binding 

free energies were calculated to the protein with four additional harmonic restraints 

applied, which are not part of the force-field. Three of these restraints were applied to the 

Heme, because without them, the Heme frequently adopted conformations which have 

not been observed in CCP crystal structures, and the age of the existing Heme parameters 

made us doubt their accuracy. The restraint on Asn 202 was also applied to prevent the 

residue from sampling conformations not observed in the crystal structure. These 

restraints were not part of the “Confine and Release” approach, because the free energies 

of applying the restraints were never computed. Instead they simply changed the 

underlying energy function used in the simulations. 

 

The applied restraints were: 

Heme C2A C3A CAA CBA (89º) 

Heme C3D CAD HP62 CGD (167º) (not contiguous atoms) 

Heme C2D C3D CAD CBD (76º) 

Leu201 C-Asn 202 Cα-Cβ-Cγ (200º) (not contiguous atoms) 
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2. Asn 202 movement 

While we decided to calculate all Round 2 free energies using the Asn 202 dihedral angle 

restrained at 200º as described above, not all simulations were conducted using this 

restraint. For Steps 3-5 of the free energy cycle, Asn 202 was restrained to its initial angle 

in the snapshot used to initiate the simulations. Therefore, in order to determine to the 

ligand binding free energy with Asn 202 restrained to 200º using simulations performed 

with Asn 202 restrained to an arbitrary other angle X, a “Move Asn from 200 to X” 

simulation was added before Step 3, and a “Move Asn from X to 200” simulation was 

added after Step 5. A 1-ns single-simulation free energy calculation was used for these 

steps. For some ligand poses, the initial angle X started in a separate energy well near 

300º, making a single-simulation free energy calculation impractical. For these 

simulations, a single-simulation free energy calculation was used to move the angle to 

300º exactly, and then an umbrella sampling free energy calculation was used to move 

the angle from 300º to 200º. By combining these steps, all Round 2 free energies were 

calculating using the Asn 202 angle restrained at 200º, regardless of which angle was 

used during Steps 3-5.  

The umbrella sampling calculation moving Asn202 between 200º and 300º with only the 

reference bound was 1.6 ns, with the first 800 ps discarded as equilibration. Asn202 

umbrella sampling calculations for each ligand which required these calculations were 

500 ps, with the first 250 ps discarded as equilibration. 

3. “Confine and Release” angles 
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In addition to the permanent restraints applied, we changed which angles were sampled 

using the “Confine and release” approach between Round 1 and Round 2. The confined 

angles were the Cα-Cβ dihedral of Thr180, the N-Cα dihedral of Gly178, the Cβ-Cγ 

dihedral of Met229, and the Cα-C dihedral of Gly190. These angles were “Confined” 

using simulations of the fully-coupled reference compound harmonically restrained to the 

protein (Step 2). Confinement energies for Thr180 and Gly178 were calculated from the 

same 15 ns simulation used for Round 1 (local sampling). Confinement energies for 

Met229 and Gly190 were calculated based on Umbrella sampling free energy 

calculations (forced sampling). For both angles, 32 evenly spaced intermediates were 

used to sample the angle between 0º and 360º. Simulations were 650 ps in length, and the 

first 300 ps were discarded for equilibration. Data for all four angles was analyzed as if 

each angle was independent; i.e. a separate confinement free energy was calculated for 

each angle while the others were unrestrained, and these were added together.  

 

These angles were then “Released” for a given ligand pose in a simulation of the fully 

coupled ligand (in step 6). “Release” energies for Thr180 and Gly178 were calculated 

from a 1 ns single-simulation free energy calculation (local sampling). If, for a given 

ligand pose, Met229 and Gly190 were confined at angles similar to their angles in the 

apo protein, a single-simulation free energy calculation was also used to determine 

“Release” energies for these angles. If Met229 and Gly190 had moved into different 

energy wells during the unrestrained equilibration of the ligand, then Umbrella sampling 

free energy calculations were used to determine the full energy landscape for these 

angles, as in the Confinement calculations (forced sampling). These calculations were 
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500 ps in length, and the first 250 ps were discarded for equilibration. Again, data for all 

four angles was analyzed as if all angles were independent. 

 

Convergence plots for all Step 4 and 5 alchemical calculations are provided in SI Dataset 

1 (http://www.dillgroup.ucsf.edu/~grocklin/Dataset1.zip) in the Relative Calculations 

directory. Numerical values for the components of these calculations are shown in SI 

Table S7. 

 

d. Absolute binding free energy calculations on neutral compounds 

 

Absolute binding free energy calculations on the neutral compounds were performed 

using the same procedure as absolute binding free energy calculations on charged 

compounds, with several modifications. 

• The “Confine and Release” approach from the Round 2 relative calculations on 

charged compounds (including moving Asn 202) was used instead of the original 

“Confine and Release” approach. The “Confining” energies were calculated from 

a 20 ns single-simulation free energy calculations with additional states (4 states 

total), simulating the apo protein. 

• The force field was modified with the permanent restraints applied in the Round 2 

relative calculations on charged molecules. 

• All simulations in the protein were performed using the protein with net charge -

5, which is not expected to impact calculations without changes in net charge. 

• No finite size corrections needed to be applied. 
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Convergence plots for all Step 3 and 4 alchemical calculations are provided in SI Dataset 

1 (http://www.dillgroup.ucsf.edu/~grocklin/Dataset1.zip) in the Absolute 

Calculations\Neutral Binding directory. Numerical values for the components of these 

calculations are shown in SI Table S8. 

 

e. Absolute binding free energy calculations in the miniature site 

 

Absolute binding free energies of all compounds to the miniature site were calculated 

using the same procedure as absolute binding free energy calculations to the full protein, 

with several modifications. 

• All alchemical simulations in the miniature site (charge and VdW coupling) were 

at least 10 ns in length. 

• Van der Waals coupling simulations used 8 lambda intermediates, spaced at 

lambda = 1.0 (VdW interactions decoupled), 0.85, 0.75, 0.65, 0.55, 0.4, 0.2, and 

0.0 (VdW interactions fully coupled). 

• The “Confine and Release” approach was not applied, because alchemical 

simulations were long enough to effectively sample all protein conformations 

• Only ligand poses which were within 1 kcal/mol of the most favorable pose in the 

full protein were sampled. We did not attempt to discover new, favorable poses in 

the miniature site, because we wanted to examine the effect of the change in 

dielectric environment. 

• No counterions were added to the simulations in the miniature site 
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• The system net charge was -1 in the absence of the ligand, and neutral in the 

presence of the charged ligands. Finite size corrections were applied as described 

in SI Methods section 8b. 

• The long-range dispersion corrections were taken from the calculations in the full 

protein. This ensured that the binding affinities to the miniature site differed 

because of the change in the electrostatic environment, rather than the change in 

the long-range dispersion interactions. 

 

f. Charge scaling calculations 

 

To compute what the simulated absolute binding free energies would have been if both 

the ligand and Asp233 had reduced net charge, we added two extra steps to the Round 1 

and Round 2 Relative Free Energy Calculations on Charged Compounds procedures. 

Instead of the initial state being the fully charged reference compound bound to the 

protein, the initial state is the apo protein with a smaller charge on the Asp233 (-q). Prior 

to Step 1, an additional step is added in which the Asp233 is charged from –q to -1. After 

Step 6, an additional step is added in which Asp233 and the ligand are uncharged 

together from -1/+1 to –q/+q. Thus, the final state is the protein-ligand complex with 

scaled charges instead of full charges. In between these two steps, Steps 1 through 6 are 

identical, and the same free energies for these steps were used to calculate the scaled 

binding free energies as when calculating the unscaled binding free energies. While the 

charge scaling affects the protein in both the bound and unbound states, it only affects the 
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ligand in the bound state, because we hypothesized that missing screening would not 

affect the ligand’s hydration energy. 

 

The actual scaling calculations (before Step 1 and after Step 6) were performed using a 

Hamiltonian exchange alchemical free energy calculation, with 5 intermediates and 

q=1/sqrt(2) (Round 1), or 4 intermediates and q=0.96 (Round 2). Energy differences 

between states were calculated every 0.2 ps. To determine the binding free energies at the 

values of q described in the paper (q=0.981 and q=0.986), we interpolated the change in 

binding free energy with respect to q using a second degree polynomial, as expected from 

linear response theory (a linear change in potential with respect to q). 

 

The additional step before Step 1 required perturbing the net charge of the system (as 

only the aspartate is changing with no compensating change), so this step was performed 

in the same manner as Step 4 of the Absolute binding free energy calculations on charged 

ligands. This calculation (in the net +9 receptor) used a system net charge of +(1-q) in the 

initial state (Asp charge –q) and a system net charge of 0 in the initial state (Asp charge -

1). Finite size corrections were applied as described in SI Methods section 8b. 

 

g. Hydration free energy calculations 

 

Hydration free energy calculations were performed using standard, pairwise alchemical 

free energy calculations as in ref. 25, in dodecahedral boxes with 1.2 nm between the 



267 
 

ligand and the box edge. Hydration energies of charged ligands were corrected for finite 

size artifacts as described in SI Methods section 8a. 

 

h. Charge perturbation (AM1-BCC � ESP) calculations 

 

Binding free energies for ligands using ESP charges were calculated based on perturbing 

the original AM1-BCC charges to ESP charges both in the protein and in solution. The 

free energy change in the protein was calculated using a 1.1 ns Hamiltonian exchange 

alchemical free energy calculation with no restraints, 5 intermediate states, analyzing 

differences in energy between all states every 0.2 ps, and discarding the first 600 ps of 

data as equilibration. The free energy change in solution was calculated using a 5 ns 

standard, pairwise alchemical free energy calculation with 5 intermediate states, 

equilibrated as in the other hydration free energy calculations, and analyzing differences 

in energy between all states every 1 ps.  

 

6. Uncertainty analysis 

Nearly all components of the binding free energy have associated uncertainties resulting 

from limited sampling, which were propagated into the final binding affinity. In the 

following cases, we neglected to propagate the uncertainty because it was much smaller 

than the uncertainties in other aspects of the calculation: when transforming ligands from 

AM1-BCC charges to ESP charges in the protein and in solution, when applying charge 

scaling, and when applying the finite size corrections to the charging energies in the 

protein and in solution. For all other components, uncertainties were computed according 

to method of data analysis, described below. 
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Zwanzig equation. Because free energies computed using the Zwanzig equation can be 

sensitive to small numbers of snapshots, no subsampling of data was performed. To 

determine the number of independent samples, the total number of snapshots was divided 

by the statistical inefficiency of the work values timeseries. Using this number of 

samples, we computed the standard error of the mean of the exponential average, and 

then propagated this error into the resulting free energy estimate to determine the 

uncertainty in free energy. 

BAR & MBAR. Data analyzed by BAR and MBAR was subsampled at intervals of the 

statistical inefficiency, calculated from the total dV/dλ timeseries. The uncertainty in the 

free energy estimates were determined according to the method of Shirts and Chodera23 

using their implementation. 

Cationic absolute binding affinities. The uncertainty in ∆GP 
�

 PR , which was 

propagated into all absolute binding affinities of charged compounds, was the SEM of the 

six separate calculations using three different ligands from which ∆GP 
�

 PR was 

calculated. See SI Results section 8, Figure S7, and SI Table S5. 

 

7. Long range dispersion corrections 

We included the effect of long-range dispersion interactions using the end-point method 

described in Shirts and Mobley26. To determine this contribution, we calculated the free 

energy of changing the VdW switching and cutoff distances from 0.8 and 0.9 nm to 3.9 

and 4.0 nm, both with ligands bound and in the apo protein, using snapshots saved every 

1 ps. For each charged compound, this was calculated by re-analyzing each of the 16 
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simulations from Step 5 of the relative free energy procedure (analyzed as if the reference 

compound was completely decoupled in every simulation). For each neutral compound, 

this was calculated for each of the 5 simulations from Step 4. The mean value of the 16 or 

5 simulations was used as the actual value, and the standard error of the mean was used 

as the uncertainty. We noticed no trend in this term across the 16 or 5 simulations, despite 

being run under slightly different conditions. For the apo protein, we calculated this term 

from a single 50 ns simulation. The difference between the free energy of extending the 

LJ interactions in complex versus in the apo protein is the contribution of the missing 

long-range dispersion interactions to the binding affinity. Long range dispersion 

corrections were not computed for the ligands in solution because the homogeneous 

density of the surroundings is automatically corrected for. 

 

8. Finite-size corrections for alchemical changes in net charge 

a. In solution 

Using the method of ref. 11 (described in SI Results section 9), three corrections need to 

be applied to charging energies computed using PME calculations: the type B correction 

(eqn. S1), the type C1 correction (eqn. S2), and the type C2 correction (eqn. S3). The 

formula for the type B correction in ref. 11 assumes that raw (uncorrected) energies do 

not include the self-energy (the interaction between a charge and the “neutralizing 

background charge”), but this term is included in our raw energies, so we used eqn. 41 

from ref. 9 (rewritten as eqn. S1) for the type B correction instead, from which eqn. 32 in 

ref. 11 was derived. In eqn. S1, we used the radius of gyration (Rg) of the ligand as R, 

and used the value for L which, as a cube, would generate the same volume as the 
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average truncated dodecahedron volume from the five intermediate uncharging 

simulations. While Rg leads to a smaller ionic volume than is likely appropriate, this 

correction is small overall (approximately 0.3 kcal/mol). 

 

For the type C1 correction (eqn. S2), we used the number density of water in the 

simulation box (Nwat / Vbox) as ρ * f (the number density of water at 1 atm times the 

fraction of water in the box), which avoids the need to specify RI (the radius of the ion). 

The quadrupole-moment trace of the solvent molecule (γ) was recalculated for TIP3P 

water. Vbox was the average box volume for each intermediate uncharging simulation, 

which all had an identical number of water molecules (Nwat). The C2 correction is 

miniscule (<0.04 kcal/mol) in systems larger than 128 water molecules, so we did not 

include it. 

 

While the calculations were applied individually to each system, they can be 

approximately reproduced using the average volume of our ligand-in-solvent simulations 

(21.4 nm3), the average number of water molecules (700), and the average ligand radius 

(0.21 nm). 

 

Note: When originally calculating ∆GP 
�

 PR, for the blind predictions, we unintentionally 

omitted the type B correction for uncharging the ligands in solution. As a result, the 

unscaled binding affinities shown in Figure 4b, Figure 4c, and Table S2 are 

approximately 0.3 kcal/mol less favorable than they should be. The effect on the scaled 

binding affinities will be smaller, because we would have selected a different scaling 
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factor based on the different unscaled affinities. Figure S7 shows corrected values of ∆GP 

�
 PR for both the original and new calculations. For the components showing how ∆GP 

�
 

PR was calculated, see SI Table S5. 

b. In complex with the protein 

The type C1 correction was applied as in solution, using Nwat / Vbox as ρ * f in eqn. S2. 

The C2 correction was applied using eqn. S3, but with the fitted value of r derived from 

Figure S9 (r = 0.2 nm). The type B correction was applied as in solution, eqn. S1. For R, 

we used the fitted value from Figure S10 (R = 1.256 nm). Both corrections were applied 

to the absolute binding free energy calculations on charged molecules, as well as to the 

free energy calculation on weakening the aspartate charge for charge scaling. 

 

While the calculations were applied individually to each system, they can be 

approximately reproduced using the average volume of our protein complex simulations 

(513 nm3) and the average number of water molecules (15282). 

c. In the miniature site 

Rather than separately calculating B and C corrections for each ligand as was done for 

the calculations in the full protein, a single correction was applied to all absolute 

uncharging energies for cations in the miniature site. The B correction was calculated 

using R = 0.458 nm and V = 64.4 nm3, again using V-3 as L. The C correction was 

calculated using the same value of V and Nwat = 2023 water molecules. 
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9. Miniature site parameterization 

The harmonic force constants were designed to reproduce the deviations from the average 

structure in the full protein (SI Figure S5), with especially strong force constants on OD1 

of Asp233 and Hδ of H175, in order to maintain that hydrogen bond. After the force 

constants were selected, the ideal geometric model was chosen by extracting 100 frames 

from a 20 ns trajectory of the unrestrained protein, simulating them as miniature sites, 

and examining how these frames reproduced the distances between the four hydrogen 

bond acceptors in the binding site: CG of Asp233 (representing the carboyl O pointing 

into the site), the backbone O of Met228, the backbone O of Gly178, and the backbone O 

of Leu177. Based on this data, we selected 80 additional frames from the entire 20 ns 

trajectory which we predicted to best reproduce the inter-donor distances in the full 

protein, and simulated them as miniature sites. Of these 80 frames, we selected the frame 

which best reproduced the inter-donor distances of the full protein. We further verified 

that, when using this frame, these distances could expand and contract with different 

ligands bound in the same manner as the original protein (Figure S7). 
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