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 Computer vision is a research field that teaches computers to perform visual tasks such as 

understanding of a robot’s surroundings or the ability to recognize objects. These are done 

through the use of sensors and algorithms. In the world today, many algorithms are able to 

accurately perform complex tasks by emulating various aspects of biological systems. This thesis 

investigates a novel human-inspired camera system (HICS) which emulates the side-to-side 

motion of a walking person and evaluates how it affects depth estimation accuracy. It is then 
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demonstrated that the HICS camera improves depth estimation accuracy for monocular and 

stereo cameras compared to traditional stationary cameras.



1 

 

Chapter 1 

Introduction  

Depth estimation is an important computer vision problem with applications in fields such as 

autonomous vehicles, VR/AR, video surveillance, robotics, medicine, and more. In these 

applications, estimating the distance of objects from a sensor is important as it increases the 

safety of people and property. Especially for autonomous vehicles, safety of inside passengers 

and outside pedestrians is extremely important since cars travel at high speeds and accidents can 

lead to severe injury and even death. The self-driving car crash percentage rate is more than 

double that of human drivers and the injury rate more than triple as much [1]. As such, for 

autonomous vehicles to be safe for transportation, it is highly important that they are able to 

accurately detect obstacles in their surroundings such as trees, buildings, and other vehicles. Two 

of the most popular sensors for this detection task are cameras and lidars.  

Lidar, while accurate and precise, are expensive [2] and bulky. Due to these disadvantages, 

cameras are often the sensor of choice for many depth estimation machine learning algorithms. 

This has resulted in the majority of depth estimation research focusing on improvement of 

camera sensor algorithms with the aim to develop a more effective, yet practical sensor device to 

estimate depth. The focus of most research in this area has been on improving results from the 

software/algorithmic side with only a few notable approaches developed from the hardware side 

[3][4], some of which are mentioned in Section 3.1. This being the case, there is potential in 

exploring and possibly improving depth estimation from the hardware side. In this thesis, a new 
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camera system is designed which imitates the side-to-side motion of a walking person on which 

experiments are conducted to test if it can estimate depth better compared to stationary cameras. 

We note that most cameras are limited by being rigidly fixed in the up/down/left/right 

directions, not allowing them to see as much scene information as if they were allowed to move 

more freely. However, when people walk, they move side-to-side and up-and-down which 

provides additional scene information for helping determine how far objects in a scene are from 

a camera. This comes from parallax [5] which is the effect where given two camera views of a 

scene, larger disparity is observed for closer objects and smaller disparity for further objects. We 

hypothesize  that the additional information gained from people’s motion when walking allows 

more views of the same scene, enabling a better understanding and thus more accurate depth 

estimation of a scene. We test our hypothesis by creating camera systems which emulate the 

motion of people’s heads as they walk and then demonstrate that with these camera systems, 

higher accuracy depth estimation maps of images can be attained compared to when regular rigid 

camera systems are used. 
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Chapter 2 

Background and Overview  

Depth estimation is a complex problem which has been explored by researchers for many 

decades. Recently, it has grown in importance due to the prevalence of its use in fields such as 

IoT, medicine, and robotics. Some key, existing methods to estimate depth include training 

computers to emulate the human visual system (HVS) [6] through methods such as neural 

networks and stereo cameras. Both these methods mimic aspects of the HVS which are 

responsible for a person’s perception of their surroundings. This is shown by  how neural 

networks imitate the neural webs in brains while stereo cameras mimic the two eyes of a person 

to determines the disparity of a scene. 

Disparity is a key component of the HVS defined as the difference between two views of a 

scene. In the brain, disparity can be automatically calculated, as it being one aspect of HVS 

which allows people to accurately estimate how far away an object is (depth being estimated 

from disparity by equation (1) [7]). 

                                        

However, computationally, we determine disparity by calculating the number of pixels a 

particular point in a scene shifts between two images of the same scene, where the images are 

captured by forward facing cameras. 

There are several ways to estimate depth, where camera-based methods are the most popular. 

Most camera methods rely on the use of either monocular or stereo cameras for capturing RGB 

images from which depth can be computed. Monocular cameras consist of an individual camera 
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with a single lens and often rely on image processing algorithms and trained neural networks to 

estimate depth. On the other hand, stereo cameras are composed of two cameras with a single 

lens each where the distance between the two cameras is called the baseline of the stereo camera. 

Stereo cameras often estimate disparity first and then calculate depth. Disparity is obtained by 

evaluating the distance a point in a scene shifts between two images captured by a pair of stereo 

cameras. Pixel shift is obtained using triangulation and stereo matching. The more a pixel shifts, 

the greater the disparity. Once the disparity value for every point in a frame of a scene is 

calculated, the values together form a disparity map. Using the disparity map, camera geometry 

(which includes intrinsic and extrinsic camera parameters), and image processing algorithms, a 

depth image (also called a depth map) can then be produced using the disparity to depth 

equation. Some examples of RGB images and their disparity maps and depth maps are shown in 

Figure 1. 

 

 

 

Figure 1. Depth Estimation Examples. 
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Chapter 3 

Related Works 

3.1 Stereo Depth Estimation 

Most depth estimation methods utilize stationary stereo or monocular cameras. Some 

even use arrays of cameras [3] to allow for greater versatility of baselines. Our research, 

however, presents a novel test bed for both stereo and monocular camera models. As a result, we 

survey some current state-of-the-art methods to provide comparative perspective. Some stereo 

depth estimation methods utilize camera arrays [3][8] to capture images at varying baselines in 

hopes of capturing both horizontal and vertical scene information. These are similar to the stereo 

model we use except that the cameras of camera arrays are stationary, limiting the amount of 

information they can perceive. Stationary camera array models increase accuracy but are limited 

since they only allow a set number of baseline variations. However, the HICS camera system is 

not limited by this, utilizing its side-to-side motion to produce more accurate depth estimates.  

Currently, DeepPruner [9] is one of the best neural network-based stereo depth estimation 

methods. It uses a patch matching algorithm to reduce the complexity of its search space in 

matching corresponding pixels between left and right images. Patch matching significantly 

reduces required memory and computation, making DeepPruner a high-accuracy method which 

is faster than other real-time methods. Due to its state-of-the-art performance, we implement 

DeepPruner to evaluate the HICS horizontal moving camera model. An example disparity 

estimation output from DeepPruner is shown in Figure 2. 
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Figure 2. Disparity map of Stereo images as estimated by DeepPruner. 

 

3.2 Monocular Depth Estimation 

Monocular depth estimation has increased in popularity in recent years because of its 

practical applications. Notable monocular methods are Godard’s unsupervised depth estimation 

method [10] and DepthNet [11]. Most recent monocular depth estimation models are based on 

Godard’s work; since it is unsupervised and relied on only monocular images, the model trains 

quicker than prior supervised methods. DepthNet is one of the many recent monocular methods 

based on [10]. It utilizes a Long Short-Term Memory (LSTM) network to learn depth purely 

from appearance while its model learns object pose and temporal variation implicitly.  

Another interesting spatio-temporal monocular depth estimation network is one proposed 

by Zhang et al. [12]. This method uses a convolutional long short-term memory (ST-CLSTM) 

network where its trained model is able to capture both spatial and temporal information, 

outperforming [10]. Furthermore, another accurate and efficient depth estimation method is 

DenseNet [13] which is composed of densely connected layers. Each layer connects to every 

other layer rather than the traditional single connection between each layer and every subsequent 
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layer. This model type strengthens feature propagation, reduces the number of parameters 

needed, alleviates the vanish-gradient problem, and encourages feature resuse. This is the model 

we use to test the performance of HICS in both linear motion and oscillating (semicircular) 

motion. Most current work try to improve depth estimation by focusing on new models and 

algorithms. However, our approach differs in that we move the camera to capture more 

information about the scene.  
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Chapter 4 

Data Collection/Camera Design  

4.1 Modeling Human Walking Motion 

We collect both virtual and real world data on which to test the performance of the HICS 

camera. To collect real world data, we design two HICS camera test stands1 which imitate the 

side-to-side motion people make when walking. We then perform a dot-tracking experiment to 

understand and formulate this motion. Doing this involves having test subjects of different 

heights and gaits walk on a treadmill. Each test subject has colored dot stickers placed on their 

faces as they walk and are recorded with a camera which faces them and captures video of their 

upper body. The recorded video data is then passed through a tracking algorithm which tracks 

the pixel location of the green dot in each frame and draws a bounding box around it as well as 

provides the pixel coordinates of the corners of the bounding box. From the pixel coordinates, 

we obtain the center of the dot and observe its movement over time as shown in Figure 3b. 

Finally, we model the movement of the dot with an equation which turns out to be similar to a 

parabola. From this, we conclude that the side-to-side motion that people make when walking is 

roughly parabolic and create an oscillating camera test stand to approximate this motion. 

 

 
1 Camera test stands are designed by Jonathan Mi 
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                                                         (a)                                                                   (b)                                                             

Figure 3. (a) Test Subject with dot tracking, (b) Mapping of test subject dot tracking 

 

4.2 Oscillating Camera Test Stand 

The first camera test stand we create is one which is able to move parabolically using a 

mechanical system of gears and an Intel RealSense D435 camera [14]. We call this camera stand 

an oscillating camera test stand where the purpose of the Intel camera is to collect RGB video 

footage as well as ground truth depth data for ground truth analysis of our results. 

                            

(a)                                            (b) 

Figure 4. (a) Oscillating Camera Test Stand, (b) Oscillating camera movement 
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4.3 Linear Camera Test Stand 

We noted that while people do move side-to-side in a parabolic motion when walking, 

the majority of the movement is in the horizontal direction and not the vertical. From this, we 

conjecture that a camera test stand which moves only in the horizontal direction would improve 

depth estimates nearly as much as an oscillating camera test stand while simplifying the stand 

build. This led to the design and assembly of a second test stand which moves a camera in the 

horizontal direction only. We call this camera stand a linear camera test stand. In the case of both 

the linear and oscillating camera test stands, their movement is controlled by a 9V battery-

powered Arduino. The Arduino is programmed to determine how fast the camera should move 

side-to-side and how many frames should be collected every second while the 9V battery enables 

the camera stand motors to generate enough torque to move the mechanical components of the 

camera stands. 

               

(a)                                                            (b) 

Figure 5. (a) Linear Camera Test Stand, (b) Linear camera movement 

4.4 Dual Camera Test Stand 

A third and final camera test stand we create is a dual camera test stand. This test stand is 

similar to the linear camera test stand, but features two cameras instead where one of the cameras 
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is locked in place and the other camera is able to move side-to-side. This test stand enables linear 

and stationary data to be collected at the same time, speeding up data collection. This is 

especially  useful for scenarios with moving objects since real world scenarios are difficult to 

recreate with exactness. We primarily use this test stand to collect data for linear HICS camera 

scenarios. 

 

Figure 6. Stereo Linear Camera Test Stand 

 

4.5 Data 

 We collect two primary types of data to test on: real-world data captured with Intel 

RealSense cameras [14] and virtual data created using Unity [15] which is a 3D game engine. 

We choose to test with both data types as there are pros and cons to each. For real-world data, it 

is important to test with since it is the type of data which would be encountered if the human-

inspired camera system (HICS) was used in real-world applications. However, for real-world 

data, the ground truth depth is often noisy, containing inconsistencies at distances greater than 3 

meters. In Unity however, this is not a problem as the scenarios are set up virtually in a game 

engine and thus have perfectly known depth. This enables virtual data to more accurately 

evaluate the improvement of HICS over normal, rigid camera stands.  
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 We create 7 virtual Unity datasets2, shown in Figure 7, of varying degrees of complexity. 

For simple datasets, we capture several blocks at varying distances in a room. For complex 

datasets, we capture objects at close (dataset 5), moderate (dataset 6), and far distances (dataset 

8), as well as scenarios with low occlusion (dataset 6,8) and high occlusion (dataset 5,7). Each 

dataset contains 540 640x480 frames where the HICS camera moves side-to-side for 4.5 periods, 

a period being where the camera moves from its far right position to as far left as it can move, 

and then back to its far right position. There are also linear, oscillating, and stationary versions of 

each dataset. Stationary versions of datasets being created by generating copies of a dataset 

frame where the camera is halfway between its rightmost and leftmost position. 

 

Figure 7. Created and collected Virtual Data 

For real-world scenarios, we collect datasets of smaller (less than or equal to 5m) 

maximum distances. This enables the Intel RealSense camera to produce ground truth depth 

maps which are not as patchy and noisy. Scenes collected include a dataset with objects of 

varying type and distance (dataset 0). We also collect real world scenes with varying surface 

textures (dataset 8,10) and distance (dataset 9,11,12). These datasets are shown in Figure 8. 

 
2 Virtual datasets created by Qingyuan Zhang 
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Figure 8. Collected Real World Data 
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Chapter 5 

Stereo Depth Estimation 

 To perform stereo depth estimation with HICS, we formulate our approach into two 

parts, the first part being depth estimation, and the second, temporally combining estimated 

disparity frames. These sections are shown in Figure 9. For the depth estimation part, we use the 

DeepPruner [9] depth estimation algorithm shown in Figure 10 which takes as input 2 RGB 

images captured by a stereo camera and then outputs an estimated disparity map from which a 

depth image can be obtained. DeepPruner has exceptional estimation speed (62ms/frame) and 

accuracy (Rank 2 on SceneFlow dataset in 2019 + 8x faster than best methods in 2019 [9]).  

 

Figure 9. Two Part Depth Estimation Pipeline 

5.1 DeepPruner Network Architecture 

 The main idea behind DeepPruner is to speed up its patch matching [16] algorithm 

which is how it determines disparity from stereo RGB images. Patch matching refers to when an 

algorithm tries to match pixels between left and right image frames, a method used to calculate a 

disparity map from two RGB images. DeepPruner speeds up the pixel matching process by 

noting that a lot of potential matches for a given pixel can be confidently discarded without 

spending additional time checking every pixel to see if it is a match for every given pixel. 

Discarded pixels are often adjacent pixels which regularly possess similar disparities. Thus, 
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when one pixel’s disparity is known, that information can be used by nearby pixels to determine 

pixels which are unlikely to be a match, reducing the algorithm’s runtime. This is implemented 

in DeepPruner which propagates the estimated pixel disparity information of evaluated pixels to 

surrounding pixels, decreasing how long it takes to estimate the pixel disparity of each future 

image pixel. Since the search space for matching algorithms is quite large, by reducing the 

number of pixels which its stereo matching algorithm needs to go through to find a matching 

pixel, DeepPruner is able to significantly decrease its runtime per estimation.  

 

Figure 10. DeepPruner Pipeline [10] 

5.1.1 Feature Extraction 

  The first step in DeepPruner is feature extraction which aims to learn a set of deep 

features for each image pixel. To do this, a set of deep features is learned by a CNN with a 

spatial pyramid pooling [17] module. It also uses 4 residual blocks and 2 dilated convolution 

layers at the end of the network. In the end, the feature extraction network takes as input a stereo 

image pair and outputs a feature map one-fourth the size of the input images while capturing 

large context and maintaining high spatial resolution. 
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5.1.2 Differentiable Patch Matching 

Following the feature extraction step, DeepPruner estimates the disparities of a small 

subset of pixels belonging to likely pixel matches gained from features extracted in the feature 

extraction step. When the disparity estimation is finished, there is a particle sampling step which, 

for each pixel, randomly generates k disparity values of uniform distribution over the 

predicted/pre-defined pixel search space. In the following Propagation Layer step, adjacent 

particle pixels are then propagated together by convolution with a pre-defined one-hot filter 

pattern which encodes how each pixel propagates particles to its 4-neighbors. Then, in the 

evaluation layer step, a matching score is then computed for each pixel by taking the inner 

product between the left/right features for all potential pixel match candidates. The best k 

disparity value for each pixel is then carried to next iteration. As a final step, the results are 

backpropagated to train the network’s recurrent neural network (RNN) [18] model. 

 

Figure 11. Differentiable Patch Matching Step [10] – (1) Particle Sampling Layer (2) 

Propagation Layer (3) Evaluation Layer (4) Backpropagate + Repeat to train RNN 
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5.1.3 Confidence Range Prediction 

            The next step in DeepPruner is to determine which disparity values have the highest 

probability. This is done using disparity subsets estimated by the Patch Matching step and the 

left/right image from the previous step warped according to sparse disparity estimations. The 

output of this step is then a reduced search range for every pixel’s likelihood to be a match for 

another pixel. 

 

5.1.4 3D Cost Aggregation and Refinement 

The final two steps in the DeepPruner pipeline are a 3D Cost Aggregation step and 

Refinement step. The 3D Cost Aggregation step determines the cost for each pixel’s reduced 

pixel match search range and uses this cost value in the Refinement block to refine its output 

disparity estimation. The Refinement step is also based on features detected during the Feature 

Extraction step. From this final step, the DeepPruner algorithm outputs a fine-tuned disparity 

estimation image. 

 

5.2 Temporally Combining Frames 

Now, we move on to the second part of our depth estimation pipeline, temporally 

combining estimated disparity frames. For this, we use an algorithm by Chan et al. called 

Deconvtv [19]. We utilize Deconvtv to combine estimated disparity frames temporally so that 

our depth estimation pipeline takes into account additional information gained from the HICS 

camera moving side-to-side or swinging in human walking motion. The algorithm reduces 

spatio-temporal inconsistencies between images by treating a series of image frames as a space-
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time volume. It then applies total variation regularization to the space-time volume of images by 

solving the minimization problem (2)  where µ is a regularization parameter, f is an optimization 

variable, g is a vector denoting the observed video, and D is a 3D forward finite difference 

operator. 

                                                                                          

This in effect reduces the temporal and spatial noise of the image volume, producing an image 

frame which takes into account information from multiple frames while keeping its edges sharp. 

An example of Deconvtv temporally combining depth frames is shown in Figure 12. 

 

Figure 12. Deconvtv: 1st row – RGB image frames, 2nd row – Individual depth estimation 

images, 3rd row – Depth estimation images temporally combined  using Deconvtv [19] 
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Chapter 6 

Monocular Depth Estimation 

6.1 DenseNet Network Architecture 

 To predict depth, we use an accurate DenseNet [20] depth estimation algorithm from 

Alhashim et al. DenseNet is a transfer learning model pretrained on ImageNet [21], a database of 

14 million images of a wide variety of classes. We repurpose this network to estimate depth from 

RGB images. The architecture of the DenseNet depth estimation algorithm used consists of an 

encoder and decoder section as shown in Figure 13, both of which are composed of 

convolutional layers. The encoder section is a DenseNet-169 [22] network and the decoder 

section consists of upsampling layers and skip connections. 

 

Figure 13. Differentiable Patch Matching Step [10] 

 We train a densedepth estimation model on a GPU for 10 epochs with a batch size of 4 on 

the NYU Depth V2 [23] dataset. The resulting trained model is then utilized to output an 

estimated depth map image from a single RGB image input. 
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6.2 Temporally Combining Frames 

 We include the use of Deconvtv [19], an algorithm developed by Chan et al. to 

temporally combine multiple image frames of a scene. Deconvtv takes as input multiple images 

and outputs a single image which combines information from the multiple frames to create a 

more accurate image frame. The general idea of how Deconvtv works is discussed in Section 5.2. 

We use it to allow the HICS depth estimation pipeline to make use of the additional information 

obtained from the linear and oscillating cameras moving side-to-side and pendulum-like motions.  

For testing, we use Deconvtv to create temporally combined versions of each of the 

virtual and real world datasets shown in Section 4.5 where every 10, 20, and 30 frames are 

temporally combined together. This generates versions of each dataset which take into account 

the movement of the HICS camera. Having versions where 10, 20, and 30 frames are combined 

allows us to test the change in estimation accuracy when varying number of captured HICS 

camera frames are combined. We temporally combine frames using Deconvtv to generate new 

datasets for both the HICS and stationary camera datasets. 

6.3 Preprocessing 

Next, the image frames from the temporally combined datasets described in the previous 

section need to be preprocessed before estimating their depth maps and computing the depth 

accuracy of the HICS and stationary depth estimation datasets. The preprocessing steps we 

utilize are summarized in Figure 14. 
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Figure 14. Depth Image Preprocessing Steps 

The first preprocessing step is to convert the depth estimation images from the Intel 

camera ground truth from jet colormap to grayscale colormap so that they have the same 

colormap as the output depth images from the DenseNet algorithm. Then, the Unity ground truth 

depth (but not real world depth data) is inverted by subtracting each of its depth values from 255. 

This is necessary since Unity’s depth capture assigns high depth values to nearer objects and low 

depth values to further objects. The Unity ground truth image data are also resized from 480x640 

to 1080x1920 so that they are the same dimensions as the DenseNet estimated depth images. 

We tested the use of normalization, predicting that without it, it would be difficult to 

accurately compare error results between different datasets. This would possibly be due to the 

MSE errors computed having values scaled relative to the minimum and maximum depth values 

of each test dataset. For this reason, we test normalization as a preprocessing step. We normalize 

the DenseNet depth images and ground truth depth images between 0 and 1 using the 

normalization equation (3). 

                                                                                                          

In the normalization equation,  represents the depth value of a pixel in a depth frame while 

‘min( )’ and ‘max( )’ represent the minimum and maximum depth values respectively of an 

image frame. Normalizing depth values would theoretically allow the dataset’s MSE errors when 

computed later to have the same error scale and to be more accurately compared. However, in 

our tests, we found normalization to be error-inducing since it prevents errors between the 
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DenseNet and ground truth images from being compared relative to their original scales, scales 

which provide useful information about the amount of error induced relative to image objects 

and max depth in each dataset. As such, we end up leaving out normalization in preprocessing 

our output depth images. 

Lastly, we account for differences in unit scaling between DenseNet estimated depth and 

Unity ground truth depth by rescaling our output DenseNet depth dataset images to have the 

same unit scale as their corresponding ground truth depth dataset images. The rescaling 

conversion for each dataset is found using third degree polynomial regression which takes as 

input 2 vectors and outputs 2 parameters to represent a scaling relation. The 2 input vectors are 

 and  where  is a vector of pixels from 180 frames of DenseNet depth estimate images 

and  is a vector of pixels from 180 frames of ground truth depth images from the same dataset 

as . The output is parameters  and  which represent a generated regression model. 

Specifically,  contains polynomial coefficients and  contains mean and 

standard deviation values which center the polynomial function at 0 and scales it to have unit 

standard deviation. 

For each dataset, the polynomial regression relation is calculated between the dataset’s 

DenseNet depth estimate images and its ground truth images as well as the dataset’s stationary 

DenseNet depth images and its ground truth images. The average of the resulting HICS and 

corresponding stationary dataset’s  and  regression parameters is then taken for each dataset 

and used to rescale the DenseNet depth data as the final preprocessing step before comparing the 

depth accuracy of the combined and stationary DenseNet depth estimates. An example of what 

the rescaling step does to depth images is shown in Figure 15. 
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Figure 15. Non-Rescaled vs. Rescaled Depth 
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Chapter 7 

HICS and Stationary Camera Comparison 

7.1 Monocular Depth Accuracy Evaluation 

We evaluate our results by using the MSE (mean-squared error) and PMSE (percentage 

mean-square error) error metrics. We choose to use MSE since it is used by many depth 

estimation research papers which allows our results to be more easily compared to other works. 

PMSE meanwhile is useful as a way to obtain a holistic view of how much the HICS camera’s 

depth estimation improves over that of stationary cameras.  

The MSE equations we use are shown below where the difference between each pixel 

coordinate’s estimated depth image and ground truth depth image is calculated and squared. The 

next step varies depending on the type of MSE being calculated. We calculate two types of MSE, 

dataset MSE and pixel MSE. For calculating dataset MSE, which represents the MSE of a 

dataset as a whole, the previously calculated squared difference values for every pixel in the 

given dataset are summed together and the resulting value divided by the number of pixels in a 

frame. Finally, the resulting value is divided by the number of frames in the dataset to obtain a 

dataset MSE value. 

To calculate pixel MSE, which represents the MSE of a particular pixel coordinate, the 

previously calculated squared difference values are summed for each pixel coordinate 

respectively. Then, for each pixel, its calculated error value is divided by the number of frames 

in the dataset it is in. The equations for both Dataset MSE (4) and Pixel MSE (5) are shown 



25 

 

below where ‘nof’ is the number of frames in a dataset, ‘m’ is image height, ‘n’ is image width, 

‘gt’ stands for ground truth, and ‘est’ stands for estimated. 

            

                                       

PMSE (6) calculates the percentage decrease in MSE error between the MSE values of 

stationary camera and HICS camera datasets. The calculated percentage decrease in MSE error is 

the percent improvement in the error for an evaluated dataset. We call this percentage 

improvement PMSE improvement which denotes by how much percent more accurate the depth 

map from a HICS camera is compared the depth map obtained by a stationary camera. We also 

use PMSE with ‘Dataset MSE’ substituted in for ‘MSE’ in (6) to find the overall PMSE 

improvement of a given dataset.  

            

7.2 Monocular Results 

 Before comparing the depth estimation accuracy of HICS vs. stationary cameras for 

every dataset, we perform an experiment on datasets 0 to 8 to compare the PMSE improvement 

when the Linear HICS camera is used vs. the Oscillating HICS camera as well as when 10 vs. 20 

vs. 30 frames are combined at a time by the HICS camera. The results for these are shown in 

Figure 16.  
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Figure 16. PMSE Improvement of Monocular HICS on Virtual Datasets 

From Figure 16, it can be seen that combining 10 frames generally yields higher PMSE 

improvement. It can also be seen that the linear camera generally performs better, especially on 

scenarios where objects are closer to the camera like scenarios 1, 2, and 3. The oscillating 

camera on the other hand has higher PMSE improvement when objects are further away like in 

scenarios 6 and 7. As a result, for the rest of our experiments, we combine 10 frames at a time 

for the deconvtv portion of the our HICS depth estimation pipeline and use the linear HICS 

camera only for real world data. 

Using the equations in the previous section, we compare the depth estimation accuracy of 

the monocular HICS camera to that of a regular stationary camera for Datasets 0 to 18. The goal 

is to show that the HICS camera improves depth compared to a stationary camera. For each 

dataset, we show 5 images: an RGB image showing a frame from the dataset, a bar graph which 
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shows the PMSE improvement, an error heatmap for the stationary camera and given HICS 

camera, and finally a heatmap showing the PMSE improvement.  

The RGB image is simply a sample frame to show the scene represented by a dataset. 

The bar graph shows the distribution by which HICS improves depth estimation. The y-axis 

shows the percentage of pixels in a given dataset which has improved PMSE values. These 

values are obtained using equations (4) and (6) and are capped at 60% to prevent extremely large 

values causing smaller percentage improvements to lump together in the graph. Another plot 

shown is the PMSE improvement heatmap which shows PMSE improvement in a different 

format so it can be seen which areas of a scene are being improved by HICS and by how much. 

The values for the PMSE heatmap are obtained using equations (5) and (6). Lastly, 2 error 

images are shown for each dataset to show how the depth estimation error changes in different 

scenarios. Note that in many of the scenarios, especially virtual ones, the increase in estimation 

accuracy is not clearly visible. This is since the errors heatmaps are displayed for single frames 

while the PMSE improvement plots are calculated per entire datasets. 

For Scenarios 1 to 4, we show the result of Scenario 4 since the scenarios are relatively 

similar. For testing on all virtual and real world datasets, we plot the PMSE improvement and 

error frame results for each dataset below in Figures 17 to 30. 
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Figure 17. Linear HICS vs. Stationary Camera Improvement Comparison – Scenario 4 

 

Figure 18. Oscillating HICS vs. Stationary Camera Improvement Comparison – Scenario 4 

 

Figure 19. Linear HICS vs. Stationary Camera Improvement Comparison – Scenario 5 
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Figure 20. Oscillating HICS vs. Stationary Camera Improvement Comparison – Scenario 5 

 

Figure 21. Linear HICS vs. Stationary Camera Improvement Comparison – Scenario 6 

 

Figure 22. Oscillating HICS vs. Stationary Camera Improvement Comparison – Scenario 6 
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Figure 23. Linear HICS vs. Stationary Camera Improvement Comparison – Scenario 7 

 

Figure 24. Oscillating HICS vs. Stationary Camera Improvement Comparison – Scenario 7 

 

Figure 25. Linear HICS vs. Stationary Camera Improvement Comparison – Scenario 0 
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Figure 26. Linear HICS vs. Stationary Camera Improvement Comparison – Scenario 8 

 

Figure 27. Linear HICS vs. Stationary Camera Improvement Comparison – Scenario 9 

 

Figure 28. Linear HICS vs. Stationary Camera Improvement Comparison – Scenario 10 
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Figure 29. Linear HICS vs. Stationary Camera Improvement Comparison – Scenario 11 

 

Figure 30. Linear HICS vs. Stationary Camera Improvement Comparison – Scenario 12 

From the results above, we note several patterns. First, we note that most of the improved areas 

in the PMSE heatmap plots are slanted surfaces and the edges of objects. Seeing improvement in 

the estimated depth of slanted surfaces when using HICS makes sense since the HICS camera 

allows more views of slanted surfaces to be seen. This would then give additional information to 

the HICS depth estimation pipeline to aid it in generating more accurate depth in those image 

areas.  
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The improvement seen in the edges of objects such as the chair in Figure 27’s Scenario 9 

or the side of the fridge in Figure 29’s Scenario 11 also make sense since those are areas which 

the side-to-side motion of the HICS camera allows more of to be seen. We also note there are 

large flat surfaces which see improvement. This makes sense since the temporal aspect of the 

HICS depth estimation pipeline is expected to naturally denoise such areas. Something else 

notable is that large objects such as the boxes in Figure 17’s Scenario 4, the back chair in Figure 

20’s Scenario 5, the log in Figure 23’s Scenario 7, and the bass case in Figure 25’s Scenario 0 

show significant improvement in depth accuracy. This cannot be attributed merely to deconvtv 

smoothing depth estimations results out across frames since many of those objects do not have 

flat or smooth surfaces. As such, it can be concluded that the motion of the HICS camera had a 

role in the improved depth of said objects.  

The improved objects tend to be medium distance objects which were not extremely 

close to the camera like the chair closer to the camera in Figure 20’s Scenario 5. This makes 

sense since the HICS camera is intuitively able to get the most views of objects which are not too 

close or too far. If objects are too close to the camera, it prevents the camera from seeing the 

sides of the objects from wider angles. Too far and the same conclusion applies. A final 

interesting thing to note from comparing the PMSE improvement distribution plots is that the 

linear camera generally appears to perform better than the oscillating camera, confirming our 

conclusion regarding the graphs shown in Figure 16 that the linear HICS camera improves depth 

more than the oscillating HICS camera. 

Overall, experimental resultds show that in most scenarios, the HICS system is able to 

produce higher accuracy depth estimates than normal, rigid cameras are able to. This makes 
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sense since HICS cameras are able to capture more views of a scene, providing greater scene 

information. When this additional information is utilized in our depth estimation algorithm 

pipeline, the resulting depth map estimate is expectedly more accurate. In cases where objects 

have slanted areas, it is seen that the depth map is more accurate than in cases where objects are 

very close or far, not allowing the movement of the HICS camera to gain and utilize additional 

information. Of the two HICS camera systems we tested on, the Linear HICS camera performed 

the best. 

 We performed another experiment to see if the baseline of the Linear and Oscillating 

cameras, that is how far apart the cameras move apart at their far left and right points of motion, 

we used was optimal for maximizing PMSE improvement. Specifically, we tested on 1.5x, 2x, 

and 5x the initial baseline used for both the linear and oscillating HICS cameras. The result of 

the experiment is shown in Figure 31 where the PMSE improvement for the initial baseline used 

is included as well for reference. From the results, it is clear that increasing the HICS camera 

baselines beyond their initial distance has a negative effect on depth estimation accuracy. It can 

also be seen in Figure 31 that when 10 frames are combined at a time in the temporal section of 

the HICS depth estimation pipeline, the linear camera performs better than the oscillating camera 

in the 0x, 1.5x, and 5x baseline cases. This confirms our conclusion from Figure 16 that the 

Linear HICS camera generally has greater PMSE improvement than the oscillating HICS 

camera. 
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Figure 31. PSE Improvement of Monocular HICS with varying baselines 

 The results above show that HICS has better performance and improvement than 

stationary cameras. We conclude that the extra motion of HICS improves depth estimation. One 

interesting question to ask is whether other camera motions can produce similar improvements. 

We propose this as a topic of study for the next chapter. 

 

7.5 Stereo Depth Accuracy Evaluation 

 For stereo depth estimation, we used the pipeline from Figure 9 to estimate and compare 

the disparity maps of images captured by linear HICS and stationary cameras. We compare the 

disparity map accuracies of the two cameras types by using a metric known as pixel error. We 
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use DeepPruner to estimate disparity and deconvtv to combine multiple frames together which 

reduces spatio-temporal inconsistencies between frames. The result is the estimated disparity 

map of a moving camera. If this result is more accurate than the estimated disparity map of a 

stationary camera, we conjecture that the HICS camera is a more superior solution for stereo 

disparity estimation. We test this conjecture on Scenario 5 (see Fig. 32) where we first calculate 

the ground truth disparity from the synthetic depth maps using (1). We verify the baseline and 

focal length by manually selecting multiple scene points and measuring their pixel displacement. 

Then, we use deconvtv to see if estimating disparity from a moving camera performs better than 

a static one. 

 

Figure 32. Stereo HICS Results 

To compare the disparity estimation results, we calculate the pixel accuracy between them. 

Figure 32 shows the percentage of pixels with no error (r=0) and the percentage of pixels with -1 

or +1 disparity error (r=1). Note that the disparity estimate from HICS is more accurate 

compared with conventional stationary camera. 
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Chapter 8 

Evaluation of Various Camera Motions 

8.1 Data Collection 

First, we conjecture that depth estimation improvement might be gained not only through 

linear or oscillatory camera motions, but through other camera motions as well. As such, we test 

our HICS depth estimation pipeline (Fig. 9) on datasets captured with a camera moving in 

various motions. Second, we test if the improvement of the HICS camera comes primarily from 

the motion of the cameras or the temporal nature of the deconvtv algorithm in our depth 

estimation pipeline. We do this by considering the improvement in smaller scene objects which 

have more varied color and texture. The reasoning is that large flat objects would expectedly 

show improvement due to the temporal nature of the algorithm used. However, improvement on 

smaller objects with more varied color and texture can be attributed to the camera motion and not 

just the temporal nature of the algorithm. 

We test the above two hypotheses by collecting a preliminary dataset of a chair in a living 

room (Fig. 33) which we call dataset 13. The dataset is captured with the camera moving in the 

following motions: circular, linear, zoom, linear and zoom, and random. 
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Figure 33. Collected Real World Dataset with Varying Camera Motion 

We process dataset 13 through our depth estimation pipeline which estimates the depth 

image of each frame in the dataset and temporally combines every 10 depth images together. The 

resulting depth images are then evaluated by calculating the PMSE improvement at the pixel 

locations of each dataset and plotting those values as a heatmap, allowing it to be seen which 

areas of the dataset’s images have improved results. The heatmap results are shown in Fig. 34 for 

dataset 13 when various camera motions are used. 
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        (a)                                                     (b) 

                                            

         (c)                                                      (d) 

               

               (e) 

Figure 34. Varying Motion Cameras vs. Stationary Camera Improvement Comparison – Dataset 

13 – (a) Circular Camera, (b) Linear Camera, (c) Zoom Camera, (d) Linear and Zoom Camera, 

(e) Random Camera 

 

From the above result, we notice that the PMSE improvement when using the circular 

camera (Fig. 34a) is high everywhere in flat similar colored surfaces such as the couches and 

walls as well as multicolored areas like the painting and multitextured areas like the fan. For the 

linear motion camera results (Fig. 34b), the PMSE improvement is highest in areas such as the 

floor, right side wall, and somewhat on the fan and left couch. It shows overall moderate 

improvement in surfaces and objects. Looking at the zoom motion camera’s results (Fig. 34c), its 
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PMSE improvement is similar between objects such as the fan and painting as well as more large 

flat surfaces like the couches and some of the floor. Most of the dataset’s improved depth 

estimation can be attributed to  the camera’s zooming motion because it has high improvement in 

small multi-colored and multi-textured objects. In evaluating the result of the PMSE 

improvement of the camera which moves in both linear and zoom motions (Fig. 34d), its 

improvement seems low everywhere which is expected since the motion of the camera moving 

linearly and zooming in and out at the same time would be expected prevent the temporal 

algorithm from integrating the additional information from the HICS camera in its depth 

estimation predictions. Lastly, we see that when the camera moves in random motion, there is  

PMSE improvement in some of the right wall, some of the chair, the fan, and a bit of the floor. 

The improved depth estimation when using the random camera motions, while high, is 

inconsistent and only applies to certain smaller areas of the dataset so we do not consider it to 

have high overall accuracy improvement. 

We find from dataset 13 that generally having the camera move in circular, linear, and 

zoom motions results in the highest overall accuracy improvement with circular being the best, 

zoom being the second best, and linear being the third best. This result makes sense since these 

are motions which are similar to human walking motion, but also consistent enough to allow the 

temporal algorithm to effectively combine frames. It is interesting to note that these three 

motions are ones which closely mimic aspects of human walking motion. We conclude that the 

circular, zoom, and linear motion cameras produce the best results. 

Having tested on a preliminary dataset, dataset 13, we collect and test on two additional 

datasets to see if the same conclusion can be drawn for them as well. Since from dataset 13, we 

found circular motion to be the camera motion which improves depth estimation accuracy the 
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most, we capture versions of each new dataset with the camera in circular motion of different 

radii to see what radius yields the best performance. The datasets collected are a scenario of a 

storage cabinet and one of a bedroom. In both, there are smaller objects with varying colors and  

textures and large flat surfaces of similar color and texture. Once again, we focus on whether 

there is improvement seen in smaller objects of varied color and texture and by how much. Since 

these objects aren’t smooth and of similar color, improvement of their depth can be attributed to 

coming from the camera motion rather than the temporal nature of the depth estimation 

algorithm used. Example frames from the two datasets collected are shown in Fig. 35. 

 

Figure 35. Collected Real World Datasets with Varying Camera Motion 

For both datasets, versions are collected with the camera moving in the following motions: 

circular, circular with radius 1.5in, circular with radius 3in, circular with radius 6in, linear and 

zoom, linear, zoom, and random motion. Key frames from each camera motion dataset are 

shown in Figure 36 to show how the image data changes with each camera motion.  
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Figure 36. Example key frames from various camera motions of dataset 14 

Similar to dataset 13, we evaluate datasets 14 and 15 using our depth estimation pipeline and 

compute the PMSE improvement separately for each camera motion version of the datasets. The 

results are shown below in Fig. 37 and 38. 
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8.2 Results 

                          

      (a)                                                              (b) 

                          

        (c)                                                  (d) 

                          

        (e)                                                  (f) 

                   

             (g)                                                                   

Figure 37. Varying Motion Cameras vs. Stationary Camera Improvement Comparison – Dataset 

14 – (a) Circular Camera w/ 1.5in radius, (b) Circular Camera w/ 3in radius, (c) Circular Camera 

w/ 6in radius, (d) Linear Camera, (e) Zoom Camera, (f) Linear and Zoom Camera, (g) Random 

Camera 
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For the results for Dataset 14, we focus on the amount of PMSE improvement seen in 

objects in the shelves as these are the areas with the most varied colors and textures where 

improvement can be attributed to the camera motion and not just the temporal nature of the 

algorithm. In Fig. 37a, it can be seen that when the camera moves in circular motion with radius 

1.5in, there is improved depth accuracy for most of the objects in both the top shelf and bottom 

shelf. While the improvement is only moderate compared to when the camera moves with 

circular motion of radius 3in or 6in (Fig. 37b,c), it shows improvement for the largest area of 

objects in the shelves. However, the improvement from the camera moving with a circular radius 

of 6in is the best circular camera result since it shows a high percentage of PMSE improvement 

while also improving on almost as many shelf objects as that of the circular motion camera with 

radius 1.5in. It is interesting to note that the PSME improvement is worst when the camera 

moves in circular motion with radius 3in while both radius 1.5in and 6in show greater 

improvement. 

When the camera moves in linear motion (Fig. 37d), moderate improvement is seen in the 

objects in the bottom shelf as well as the right side of the shelf. This camera motion is tied for 

having improvement in the largest area of shelf objects. Only the circular motion camera with 

radius 1.5in has improvement in a similar amount of shelf object pixel area or more. This shows 

the linear camera motion to be a relatively good method for aiding in depth estimation 

improvement. 

The zoom motion camera (Fig. 37e)  meanwhile shows lots of PMSE improvement in 

similar colored and textured areas which is likely due to the temporal algorithm. It only has some 

improvement in some small areas of the shelf objects which shows it is not particularly good for 

estimation in this scenario. It is interesting to note though that the zoom camera performed well 



45 

 

on dataset 13, but not on datasets 14 and 15. This seems to show it generally doesn’t usually 

yield depth improvement except in some particular cases. 

In Fig. 37f, we notice that the camera moving in both linear and zoom motion has depth 

improvement in the third most (besides circular motion with radius 1.5in, circular motion with 

6in camera motions) objects in the top and bottom shelf which show it provides moderate depth 

improvement. Lastly, when the camera moves in random motion, little depth improvement is 

seen in the shelf objects which show its camera motion is not very effective at improving depth 

estimation. 
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                                  (a)                                                  (b) 

                 

                                  (c)                                                   (d) 

                 

                                  (e)                                                    (f) 

             

                                    (g)                                                                   

Figure 38. Varying Motion Cameras vs. Stationary Camera Improvement Comparison – Dataset 

15 – (a) Circular Camera w/ 1.5in radius, (b) Circular Camera w/ 3in radius, (c) Circular Camera 

w/ 6in radius, (d) Linear Camera, (e) Zoom Camera, (f) Linear and Zoom Camera, (g) Random 

Camera 
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 Looking at the results for dataset 15 in Fig. 38, we consider PMSE improvement seen in 

the smaller objects in the shelf as these are areas we can attribute depth improvement to the 

motion of the camera. This is since larger areas of the dataset with similar color and texture will 

naturally be improved by the temporal algorithm used. 

 Evaluating the results, it can be seen that the shelf objects are most improved when the 

camera moves in linear motion (Fig. 38d), linear and zoom motion (Fig. 38f), and circular 

motion w/ radius 1.5in (Fig. 38a). These camera motions yield the best depth improvement due 

to the motion of the camera makes sense intuitively since these are the three camera motions we 

tested that imitate some aspect of the motion a person makes when walking and so would be 

expected to have the best results. Lastly, we note that when the camera moves in random motion 

(Fig. 38g), we see little improvement in the shelf objects which shows its camera motion doesn’t 

aid in improving depth. This makes sense since the random motion would expectedly make it 

difficult for deconvtv to temporally combine frames and to improve depth. 

 From the results in Fig. 34, 37, and 38, it is seen that the linear camera motion and 

circular camera motion w/ radius 1.5in are the camera motions which yield the greatest depth 

improvement amongst all the camera motions. In each dataset, they are amongst the top 3 camera 

motions with the most improvement of multi-colored, multi-textured objects. The linear and 

circular camera motions improve depth the most makes sense intuitively since both camera 

motions allow more views of a scene to be captured which would expectedly allow the temporal 

algorithm to utilize the additional information to create a more accurate depth estimation. It is to 

be noted though that the circular camera generally has higher depth estimation improvement 

while the linear camera more consistently shows moderate improvement in a larger area of multi-

colored, multi-textured objects. As such, we conclude that the circular motion camera produces 
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the highest amount of depth improvement. Though the circular camera has the best results 

something to consider is its tradeoff in terms of the improved depth versus how easy it is to use 

such a system in real life. Overall, the linear camera is easier to use in practical systems such as 

autonomous driving while showing moderate improvement. Using either camera motion in a 

camera system is useful, but actual use would depend on the use case. 
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Chapter 9 

Conclusion/Future Work 

 This thesis explores the use of a novel human-inspired camera system (HICS) to estimate 

depth while utilizing temporal information from surrounding frames to produce higher accuracy 

depth maps. From the above discussed experiment results, it is clearly shown that the HICS 

system is able to produce higher accuracy depth images than normal, rigid camera systems can. 

The results showed that in cases where objects have lots of slanted surfaces, the improvement 

when using HICS is significant while in other cases such as when objects are relatively large or 

have flat surfaces, the improvement is minimal.  

Furthermore, we compared the performance of the HICS camera when various camera 

motions were used. We found that while the circular camera motion produced the highest overall 

depth estimation improvement, the linear horizontal camera motion yielded moderate 

improvement, the second most overall, while being more practical for real-world use. Choosing 

which to use for a particular application would depend on the use case. Lastly, it was proved the 

depth accuracy improvement from our depth estimation pipeline comes from the camera motion 

and not the temporal algorithm used. 

 Depth estimation is an increasingly important problem to be able to accurately solve as it 

is being more and more used in cutting-edge fields like autonomous vehicles, robotics, and 

medical devices. As products such as autonomous cars and VR/AR rise in popularity, the HICS 

system, with its lower cost and higher accuracy compared to camera arrays, regular camera 

systems, or lidars, have the potential to bring safer travel in autonomous vehicles and more 
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immersive VR experiences to people at a lower cost. With the HICS system’s novel use of 

additional information captured from its side-to-side linear and oscillating human walking 

motion to produce higher accuracy depth estimates, there is great potential for such a system to 

be used to perform other machine learning and computer vision tasks more accurately as well. 

 In the future, we plan to test the HICS system on more complex datasets such as ones 

with cameras moving forward and backwards as well ones where scenes are moving, to see if the 

HICS system also improves depth map accuracy in those situations which would be encountered 

in some potential applications. Additionally, it would also be interesting to test this camera 

system on other computer vision tasks like object detection and segmentation to see if the HICS 

system can be used to improve the accuracy of estimates in these other useful tasks. This would 

show that there is a wider spectrum of applications the HICS system can be utilized for in 

addition to depth estimation. Lastly, it would be interesting to be able to create and train a 

custom depth estimation network designed and built specifically for HICS data. Such a network 

would likely be able to produce even higher accuracy depth due to it being trained specifically 

for side-to-side motion HICS temporal data. 
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