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Abstract 
 

Ab Initio Discovery of Regulatory Sequences 
and Characterization of Their Evolutionary Patterns 

 
by 
 

Garmay E. Leung 
 

Joint Doctor of Philosophy in Bioengineering with University of California, San 
Francisco 

 
University of California, Berkeley 

 
Professor Michael Eisen, Chair 

 
 
Background 
     Recognizing regulatory sequences in genomes is a continuing challenge, despite a 
wealth of available genomic data and a growing number of experimentally validated 
examples. 
 
Methodology/Principal Findings 
     We discuss here a simple approach to search for regulatory sequences based on the 
compositional similarity of genomic regions and known cis-regulatory sequences. This 
method, which is not limited to searching for predefined motifs, recovers sequences 
known to be under similar regulatory control. The words shared by the recovered 
sequences often correspond to known binding sites. Furthermore, we show that although 
local word profile clustering is predictive for the regulatory sequences involved in 
blastoderm segmentation, local dissimilarity is a more universal feature of known 
regulatory sequences in Drosophila. 
 
Conclusions/Significance 
     Our method leverages sequence motifs within a known regulatory sequence to identify 
co-regulated sequences without explicitly defining binding sites. We also show that 
regulatory sequences can be distinguished from surrounding sequences by local sequence 
dissimilarity, a novel feature in identifying regulatory sequences across a genome. 
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Chapter 1: Background  
 
1.1.1 Background 
 
Every living cell carries out their biological functions by producing proteins, often known as the 
workhouses of the cell.  These proteins are responsible for breaking down molecules, channeling 
ions between cells, and various other biological tasks that ensure the cell is properly developing, 
growing, and functioning within the context of the whole organism.  Protein levels within each 
cell must be regulated, allowing for specialized cells to assume specific functions and to respond 
to developmental and environmental cues.  The ability of the cell to coordinate the transcription 
and translation of proteins from genes is rooted in a complex system of regulatory mechanisms 
that ultimately dictate when and where genes are expressed.  
 
A gene is expressed through the processes of transcription and translation, whereby the coding 
sequence of the gene is transcribed from the genome into RNA, which is then translated into a 
peptide chain.  Gene expression is regulated at every step of this process, from the unraveling of 
chromatin to allow access to gene sequences embedded in DNA, to the regulation of the 
transcription of these sequences, to the post-translational modification of gene products that 
produces functional protein products.  This work focuses on the identification of cis-regulatory 
sequences, also known as promoters and enhancers, which are directly involved with the 
initiation of transcription.  It is widely accepted that this level of regulation is one of the most 
influential in determining how a gene is expressed [Wray et al, 2003; Mitchell and Tijan, 1989].  
Identifying the regulatory sequences within a genome, along with the sequence differences that 
separates one species (or individual) from another, would allow us to firmly link sequence to 
function and phenotype in a predictive manner. 
 
 
1.1.2 Motivation 
 
Long before the advent of genome sequencing technology, a growing body of evidence 
suggested that changes in the regulation of gene expression were at the heart of the genetic basis 
of evolutionary change [Carroll, 2000; Davidson, 2001; Wray et al, 2003; Stern, 2000].  Early 
studies comparing homologous coding sequences of divergent species indicated that genes are 
remarkably well-conserved at the molecular level [Kimura, 1969; King and Wilson, 1975].  
Upon observing that the biochemical foundations of all living organisms are largely similar 
[Jacob, 1977], some biologists speculated that evolution primarily affects gene regulation 
[Britten and Davidson, 1969] - instead of disrupting basic biochemical functions by mutating 
sequences that code directly for proteins, perhaps evolution creates diversity and allows for 
adaptation by altering the spatial and temporal distribution of proteins.   
 
Experimental evidence demonstrates that significant changes in phenotype are possible without 
changing protein-coding sequences themselves.  For example, ectopic expression of development 
genes can drastically affect the development of an organism’s body plan [Schnewly et al, 1987; 
Gibson and Gehring, 1988; Lufkin et al, 1992; Richardson et al, 1995], suggesting that the 
precise spatiotemporal regulation of these proteins is critical for the proper development of an 
organism.  Significant phenotypic differences found in mutants or in closely related species map 
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to sequence differences outside of coding regions [Warren et al, 1994; Simon et al, 1990; Fitch, 
1997].  Population studies have also uncovered polymorphisms in human promoters that have 
diverse functional consequences, illustrating the potential of cis-regulatory sequences to generate 
diverse phenotypes within a species [Rockman and Wray, 2002]. 
Studies in embryonic development also suggest that regulatory sequences are critical in 
generating diversity within and between species.  During embryonic development, networks of 
patterning genes specify the body plan of the organism, allowing for the formation of specific 
anatomical features.  Families of these developmental genes across morphologically diverse 
species are highly conserved, both in structure and in functional equivalence [de Rosa et al, 
1999; Carroll, 2000, 2005; Prud’homme et al, 2007].  For example, Hox genes - arguably the 
most iconic class of developmental genes - are involved in body patterning in the developing 
embryo, and have been conserved in sequence, organization, and expression across much of the 
animal kingdom, from nematodes to chordates [Carroll, 1995].  This extreme level of 
conservation in developmental genes in organisms with significantly diverse body plans is 
commonly referred to as the “Hox paradox.”  This “paradox” has widely been considered yet 
another clue that molecular evolution outside of protein-coding regions may be largely 
responsible for producing morphological diversity [Carroll, 1995; Wray et al, 2003].  These 
views are corroborated by experimental evidence and by sequence conservation levels of 
flanking non-coding sequences [Belting et al, 1998; Santini et al, 2003].   
 
Developmental genes, which often encode for transcription factors, are also far more likely to be 
pleiotropic in nature, and thus play an important role in a number of traits under natural 
selection.  Changes in the coding regions of these transcription factors are unlikely, as any 
protein sequence changes of phenotypic consequence would necessarily affect the regulation of 
all genes downstream of the transcription factor.  Such a change could be beneficial in some 
tissues, but deleterious in others.  By contrast, a change in a cis-regulatory sequence would only 
affect the gene expression of the downstream protein, as dictated by the biological jurisdiction of 
the modified cis-regulatory sequence.  The evolutionary potential of cis-regulatory sequences to 
effect phenotypic changes is widely recognized, while changes in protein-coding sequences 
appear to be more likely to occur in genes that are less pleiotropic in nature [Carroll, 2005; 
Prud’homme et al, 2007]. 
 
These observations led biologists to conclude that while genes and their protein products define 
specific biochemical behaviors, the regulation of gene expression effectively defines the 
phenotype of an individual, differentiating humans from monkeys, as well as differentiating us as 
individuals within the human race.  This idea is central to the study of evolution, as mutations in 
regulatory sequences are believed to be a primary mechanism for evolutionary change.  The 
accumulation of these mutations provides an avenue for adaption, natural selection, and 
speciation.  Pinpointing the changes in regulatory sequences that drive evolution is critical to our 
understanding of evolutionary mechanisms at a molecular level, providing a direct link between 
sequence and phenotype. 
 
Changes in regulatory sequence elements can also result in genetic diseases [D’haene et al, 2009; 
De Gobbi et al, 2006; Epstein, 2009].  Current studies estimate that roughly 0.1% of the human 
genome differs between any two individuals [Jorge and Wooding, 2004].  Identifying the 
variations among individuals that influences one’s susceptibility to diseases is of particular 
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interest in medical research, allowing for the development of screening and treatment methods 
[Schneider et al, 2003].  Their identification also furthers the understanding of the genetic basis 
of disease, as a number of variants in cis-regulatory sequences have been linked to a variety of 
human diseases [Iafrate et al, 2004; Epstein, 2009].   
 
The study of the evolution of regulatory sequences and its consequences also became one of the 
more compelling reasons behind the sequencing of related genomes [Bergman et al, 2002; 
Cameron et al, 2000].  This data would allow the evolution of regulatory sequences to be studied, 
as we expect these sequences be functionally constrained.  Understanding the selective pressures 
on cis-regulatory sequences can in turn aid in the search of these sequences in the genome de 
novo.  Genome-wide scans of extreme conservation in non-coding sequences have proven to be a 
useful tool in identifying likely candidates of functional cis-regulatory sequences [Visel et al, 
2008; Woolfe et al, 2004; Prabhakar et al, 2006]. 
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1.2 Biological Background 
 
Every organism is ultimately defined by its genome: the DNA sequences that contain the 
blueprints for all of its genes along with the regulatory sequences that dictate the expression of 
these genes.  Genes are expressed through the processes of transcription and translation, allowing 
protein-coding DNA sequences to serve as the template for the composition of the resulting 
proteins.  Although there are mechanisms for the regulation of gene expression that occur 
throughout these processes, this study focuses on the process of transcriptional initiation, 
whereby cis-regulatory sequences directly influence the spatial and temporal expression of their 
target genes. 
 
In eukaryotes, the transcriptional machinery consists of the RNA polymerase II complex (Pol II) 
and other proteins that help recruit this complex to the DNA at the basal promoter, which is 
found immediately upstream of the transcription start site.  Pol II passes along protein-coding 
DNA sequences, synthesizing the RNA template that will later be translated into the encoded 
protein.  Pol II must be properly positioned at the transcription start site for the initiation of 
transcription to occur.  Although Pol II can transcribe at basal rates, DNA-binding proteins 
known as transcription factors (TFs) ultimately regulate its activity by stabilizing or destabilizing 
the placement of Pol II on the DNA strand, which in turn can significantly increase or decrease 
the transcription rate of the target gene (Fig. 1).  Transcription factors are typically identified as 
either activators or repressors to describe their regulatory role with respect to the transcription of 
a particular target gene. 
 
When bound to DNA, TFs can interact with components of the transcriptional machinery or with 
other TFs that interact with the transcriptional machinery.  This interaction can help secure the 
positioning of Pol II, or can undermine existing stabilizing interactions.  If repressors have 
binding sites at the basal promoter, they can physically block Pol II from assembling at the 
transcription start site.  TFs that have antagonistic functions (i.e. activator/repressor) sometimes 
compete for overlapping or nearby binding sites, a mechanism by which transcription can be 
regulated by negative feedback.  TFs can also affect the initiation of transcription by influencing 
the looping or bending of DNA that would allow distant regulatory sequences (also known as 
long-range enhancers) to interact with other TF-bound regulatory sequences.  Note that the 
transcriptional influence of a given TF will depend considerably on the cellular concentrations of 
all relevant transcription factors, which are constantly changing in response to the cell’s 
environmental conditions; the presence of one TF could inhibit the regulatory ability of a 
secondary TF by competing for binding sites, by altering the accessibility of other regulatory 
sequences, or by repressing the transcription of the secondary TF itself [Wray et al, 2003; 
Davidson, 2001]. 
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Figure 1. Transcriptional regulation in eukaryotes [adapted from Halfon, 2006].  A 
collection of closely spaced transcription factor binding sites that regulate a discrete 
expression pattern is collectively known as a cis-regulatory module.  In the example 
above, we have four different transcription factor binding sites, each recognized and 
bound by a different transcription factor that can interact with each other and with RNA 
Pol II at the transcription start site.  These interactions ultimately activate or repress the 
transcription of the downstream gene.  Closely spaced or overlapping binding sites, such 
as the orange and blue binding sites in the above figure, may compete for transcription 
factor binding, and may be responsible for creating antagonistic regulatory responses.  
Note that this toy example does not illustrate the full complexity or all of the various 
forms transcriptional regulation can take, as the number, variety, and spacing between 
binding sites, between cis-regulatory modules, and between regulatory sequences and the 
transcription start site of the target gene can vary significantly.  Transcriptional regulation 
is very flexible, allowing it to take many forms and result in nuanced regulatory control 
of gene expression. 

 
 
Each transcription factor binds to a set of short, characteristic DNA sequences known as 
transcription factor binding sites (TFBSs).  Cis-regulatory sequences contain one or more 
TFBSs, and are found in non-coding sequences surrounding the target gene, including upstream, 
downstream, and intronic sequences.  Binding sites are sometimes found grouped together, 
suggesting that TFs may act in a combinatorial fashion to promote or repress transcription 
[Fickett and Wasserman, 2000; Yuh et al, 1998].  These regulatory sequences are also referred to 
as cis-regulatory modules (CRMs), which highlights the finding that regulatory sequences can be 
modular in nature: each CRM drives an expression pattern that is distinct and separable from the 
total expression pattern of the gene [Kirchhamer et al, 1996; Arnone and Davidson, 1997; 
Ohtsuki et al, 1998].  
 
Perhaps one of the most canonical examples of this modularity is the set of stripe CRMs found to 
surround the gene eve in the fruit fly genome as shown in Figure 2 [Goto et al, 1989; Small et al, 
1993; Ludwig et al, 2005].  Classic genetics have revealed that the seven-striped expression 
pattern exhibited by eve in Drosophilid embryos could be separated, such that a particular 
subsequence of the regulatory region (i.e. a CRM) can solely account for one or more of the 
stripes [Goto et al, 1989; Small et al, 1994].  TFBSs of activators and repressors are tightly 
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packed together along the well-dissected 480-bp stripe 2 CRM (see Figure 1C).  The close 
proximity of these sites to each other is believed to allow for these transcription factors to 
interact with each other in a synergistic fashion [Small et al, 1992].  Cis-regulatory sequences are 
often interchangeably referred to as CRMs, enhancers, and promoters. 
 
While biologists have long understood how protein-coding sequences are organized, few 
structural or organizational rules appear to apply to cis-regulatory sequences.  Binding sites 
occur irregularly within regulatory sequences – sometimes they are tightly clustered together, 
and sometimes they are found to be fairly sparse with a CRM.  Many CRMs have been identified 
by looking within several kilobases of the coding sequences, while others have been found tens 
of kilobases away; one extreme case places a developmental regulatory element 1 Mb away from 
its target gene [Lettice et al, 2003].  The observed variety of identified CRMs suggests that the 
regulatory mechanisms that rely on these sequence signals are both numerous and flexible.  This 
flexibility would also allow for flexibility in sequence evolution, allowing the accumulation of 
random mutations and different routes to achieve phenotypically identical endpoints.  
 
The underlying architecture of the regulation of gene expression is often described as a network, 
where TFs serve as regulatory inputs to cis-regulatory modules, which directly leads to a 
functional output in the form of a gene expression profile [Davidson, 2001; Davidson et al, 2002; 
Levine and Davidson, 2005].  These networks can be fairly complex, as a transcription factor can 
serve as input into multiple CRMs, and the target gene can be another TF, which in turn serves as 
input to other CRMs.  Disentangling regulatory networks is beyond the scope of this work, but 
identifying the sequence inputs (TFBSs and CRMs) is critical to ultimately understanding their 
how their functional outputs are achieved.   
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Figure 2. Cis-regulatory modules of eve.  [A] Early blastoderm expression pattern of eve 
in a D. melanogaster embryo, as published by Ludwig et al, 2005. Each stripe is 
identified by its position numbered from left to right.  [B] The seven-stripe pattern is 
directed by 5 CRMs that are both upstream and downstream of the coding sequence.  
Each CRM is labeled with the stripe(s) whose expression it directs.  [C] One of the most 
well-studied cis-regulatory modules is the stripe 2 enhancer of eve. Bcd and Hb, shown as 
diamonds below the sequence, are transcription factors that activate transcription, while 
the transcription factors shown above the sequence as circles, Kr and Gt, serve as 
repressors to define the stripe borders [Arnosti et al, 1996].  Sequence blocks in [B] and 
[C] are drawn to scale based on the genome coordinates of CRMs and TFBSs available 
on the REDfly database [Gallo et al, 2006]. 
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1.3 Existing methods for CRM discovery 
 
A number of approaches have been developed with the goal of identifying novel cis-regulatory 
sequences.  These methods can be categorized based on the source of information used: known 
binding sites, known CRMs, coexpression data, clustering, or evolutionary conservation.  Some 
approaches employed multiple sources of information, which typically improve predictive power 
over using only one source.  The challenges involved in solving the CRM discovery are also 
discussed here to give context and motivation to the strategies presented. 
 
1.3.1 Binding sites occur frequently by chance 
 
The composition of CRMs is a combination of TFBSs and intervening, presumably random 
sequences.  Thus, the identification of CRMs often relies on the identification of its constituent 
TFBSs, either explicitly, such that specific sequences are identified as binding sites, or 
implicitly, such that the binding site sequence signals are approximated or generalized.  The 
fundamental difficulty in identifying TFBSs lies in its short length, typically 4-20 bp, and the 
degeneracy of the binding motif, allowing functional binding to occur to a diverse set of binding 
sites.  This level of binding site degeneracy is compounded by <promiscuous binding> Given 
this length and the ability of a TF to bind to a wide variety of binding sites that can be found both 
near and far from the target gene, the probability of encountering a binding site by chance alone 
is extremely high.  
 
For example, suppose we are interested in a TFBS that spans 6 bp, and for simplicity, let us 
consider only the consensus sequence, or the sequence represented by the most likely nucleotide 
at each position.  Given 4 possible nucleotides, there are 46 = 4096 unique hexamers possible.  
However, given that a strand of DNA is represented by both itself and its reverse complement 
and a TF can bind to either strand, there are only (46 - 43)/2 non-palindromes + 43 palindromes = 
2080 unique hexamers that can occur in DNA sequences.  The probability of encountering an 
exact match of a given binding site hexamer at any place in genome is 1 / 2080; with almost 3 
billion bases in the human genome [Venter et al, 2001], we expect to observe over 1.4 million 
instances of this consensus sequence by chance alone.  If we restrict our search to 5 kb of non-
coding sequence, we still expect to see 2 exact matches within 5 kb simply by chance.  
 
Furthermore, if we remove the unrealistic simplification of a TF specifically binding to only one 
possible binding site, the number of potential binding sites encountered by chance alone can be 
staggering.  Binding site profiles typically allow for a great degree of variability, such that only a 
small number of positions within the binding site typically match the consensus [Stormo, 2000].  
Thus, it is common for sequences in the genome to appear to be binding sites by random 
similarity.  Many of these sites are likely to lack transcriptional consequence, as the regulation of 
transcription is context-dependent: chromatin condensation, cellular conditions, the accessibility 
of other binding sites, and the availability of other transcription factors all contribute to the 
regulation of transcriptional initiation [Pan et al, 2009; Li and Johnston, 2001; Li et al, 2008].  
 
Given the ubiquity of short matches to known binding sites, it is generally not sufficient to use 
known binding site preferences to search for cis-regulatory sequences within genomic sequences.  
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However, these binding site profiles can be used in conjunction with other available information 
to pinpoint likely true binding sites; these additional sources of information are discussed further 
below. 
 
1.3.2. Despite binding site clustering, binding site organization is largely unconstrained 
 
Some cis-regulatory sequences have been carefully dissected, characterizing binding site patterns 
with respect to the clustering, orientation, spacing, and binding affinity [Kulkarni and Arnosti, 
2005; Yuh et al, 1998; Hsiau et al, 2007; Parker et al, 2011; Markstein et al, 2002].  Some of 
these characterizations have allowed for the prediction of similar CRMs.  However, the only 
characteristic of binding site “grammar” that has been consistently found to have predictive 
power is binding site clustering.   
 
Binding site clustering refers to one or more binding sites found in relatively high densities 
within CRMs.  This discovery was ground-breaking, as this finding provides a concrete, 
measureable clue about how binding sites are organized, and remains the most salient indicator 
of true regulatory sequences to date.  Many successful approaches to CRM discovery depend 
heavily on leveraging binding site clustering [Su et al, 2010; Berman et al, 2002; Markstein et al, 
2002; Lifanov et al, 2003; Rajewsky et al, 2002; Frith et al, 2003; Bailey and Noble, 2003]. 
 
Although binding site clustering is undeniably an extremely useful metric, there may be some 
bias in the set of known CRMs typically used to validate CRM discovery algorithms.  When 
conceiving an algorithm to look for regulatory sequences, one looks for a well-studied set of 
known CRMs, preferably annotated with relevant binding sites.  The accuracy of the algorithm 
can then be properly validated by determining how often known CRMs are detected by the 
algorithm, and sometimes how often true binding sites contribute to their detection.  One of the 
most compelling, well-annotated data sets available was mentioned in the previous section – the 
CRMs responsible for early embryonic anterior-posterior patterning in Drosophila, for which 
many TFBSs are known and annotated.  Because of these features, this benchmark data set has 
been used extensively to validate many CRM discovery algorithms [Rajewsky et al, 2002; Chan 
and Kibler, 2005; Sinha et al, 2003; Nazina and Papatsenko, 2003; Abnizova et al, 2005; 
Pierstorff et al, 2006; Grad et al, 2004; Zhou and Wong, 2004].   
 
The high-density clustering observed in these developmental CRMs may be characteristic of 
some classes of CRMs, but this level of clustering does not appear to be universal for all CRMs 
[Li et al, 2007; Ochoa-Espinoa and Small, 2006].  Regulatory sequences that do not exhibit high 
levels of binding site clustering do not appear to be as easily distinguishable from random 
sequences as highly clustered sequences, suggesting that the canonical data sets used are biased 
towards identifying this class of CRMs [Li et al, 2007; Su et al, 2010].  This bias will be 
alleviated as emerging data on novel CRMs appear in literature, providing additional clues and 
examples of how CRMs are organized.  However, existing computational methods will continue 
to be biased towards the discovery of CRMs with clustered binding sites. 
 
Whereas computational biologists have developed robust tools to scan the genome for protein-
coding sequences based on splicing signals, the presence of uninterrupted open reading frames, 
and well-defined start and stop codons, cis-regulatory sequences do not appear to be similarly 
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constrained.  Binding sites are often found upstream of the transcriptional start of a gene, but 
have also been found downstream and within intronic sequences.  The spacing between binding 
sites is highly variable.  The number of binding sites required for transcriptional output also 
appears to be flexible, and characteristic for each transcription factor and for each target.  The 
lack of common organizational features in regulatory sequences has served as a significant 
impediment to the computational annotation of regulatory sequence features in the genome. 
 
1.3.3 Flexible CRM structures allow for flexible evolutionary signatures 
 
There are many reported cases in the literature that illustrate extreme cases of conservation found 
in non-coding sequences [REFs], and many of these cases have been experimentally verified to 
be of regulatory significance [REFs].  Thus, extreme conservation at levels that far exceed that of 
protein-coding sequences is strongly predictive of functional regulatory sequences.  The 
persistence and immutability of some regulatory sequences across large evolutionary distances 
strongly suggests that some regulatory sequences cannot be easily permuted without drastic 
consequences to the organism.  These examples of cis-regulatory sequences can be easily 
identified through cross-species comparisons of related genomes, though it is not always clear 
how to pinpoint the constituent binding sites and the transcription factors involved in each 
regulatory system. 
 
However, there are also well-studied examples of CRMs that are poorly conserved [REF], and 
others whose conservation levels appear to evolve at rates similar to surrounding non-coding 
sequences [REF].  Although natural selection at the sequence level would stipulate the 
preservation of functional sequences, it appears that function can be preserved by the fluid 
evolution of regulatory sequences.  Binding sites can shuffle [Sanges et al, 2006] and turn over 
[Dermitzakis et al, 2003; Dermitzakis and Clark, 2002; Moses et al, 2006] with relative ease, 
permitting cis-regulatory sequences to evolve significantly while maintaining its function.  
Furthermore, recall that the binding sites themselves appear to be flexible, as transcription 
factors can bind to a number of related sequences. This degree of binding site promiscuity allows 
functional sites to rapidly evolve from random sequence with relatively short fixation times 
[Stone and Wray, 2001].  While this plasticity may be advantageous for natural selection and our 
ability to evolve and adapt, it hinders our ability to recognize these weak sequence signals in the 
genome, especially in cases when binding site clustering is weak or absent.   
 
It is difficult to estimate how often these evolutionarily flexible cis-regulatory sequences occur in 
contrast to those that are strictly conserved.  Many of the stringently conserved regulatory 
sequences found across vertebrates appear to be involved in critical developmental functions 
[REF], suggesting that these functions are more invariant to evolutionary pressures.  However, 
some CRMs involved in developmental processes are not nearly as well constrained across 
closely related Drosophilids [REF], findings that led investigators to believe that binding site 
number was an important element in modeling the transcriptional output of a CRM [REF].   
 
While it is undeniable that sequence conservation is an important tool in uncovering functional 
regulatory sequences, these methods are insufficient to reliably identify functional sequences that 
are under flexible evolutionary constraint.  
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1.3.4. Repetitive sequences confound de novo search algorithms 
 
Outside of protein-coding regions, the genome is largely unannotated.  The sheer quantity of 
intergenic sequences for which discernible functions were not readily identified has led 
biologists to dismiss non-coding sequences as ‘junk DNA’ for decades [Ohno, 1972].  Non-
coding sequences are now known to contain a great variety of functional sequences, such as 
micro RNA and transposable elements, suggesting far more intricate mechanisms with respect to 
both gene regulation and the evolution of complex diverse species via mutations in previously 
dismissed ‘junk’ sequences [Biemont and Vieira, 2006; Makalowski, 2003].  
 
However, simple sequence repeats, also known as microsatellites, are particularly problematic 
given the sequence search problem under consideration in this study.  Consisting of tandem 
repeats of one to several nucleotides, stretches of simple repeats are common features in 
eukaryotic genomes, and their lengths can vary widely within a population due to slipped-strand 
mispairing during DNA replication [Levinson and Gutman, 1987].  While these sequences may 
play a functionally role [Kashi and King, 2006; Bacolla et al, 2008], simple repeats are both 
qualitatively and operationally different from the cis-regulatory sequences discussed in this 
study. 
 
As discussed previously, cis-regulatory sequences contain specific binding sites recognized by 
specific transcription factors, whose binding can activate or repress the transcription of a 
flanking gene.  This mechanism provides a direct link from sequence to function.  Thus, the 
target of de novo search algorithms relies on the recognition of sequence patterns indicative of 
function – in this case, on the recognition of binding site patterns in non-coding sequences.  
When searching for short sequence patterns that occur more often than expected by chance, 
measures of pattern overrepresentation are likely to yield simple repeat sequences as the most 
compelling sets of hits, as they are often found to occur frequently throughout the genome.  
Since tandem repeats represent short sequences that are repeated identically side by side, these 
short sequences are naturally “clustered” together, which is often used as another hallmark of 
true regulatory sequences.  While it may appear to be superficially trivial to overlook these 
repeat sequences, there are instances when the binding site itself can be mistaken as a simple 
repeat, or can be found within repeat sequences themselves [Polak and Domany, 2006; Schmid 
and Bucher, 2010; Anderson et al, 1994].  Although repeat-finding algorithms exist to pre-screen 
and mask repetitive noncoding sequences [Smit, 1996; Morgulis et al, 2006], the level at which 
repeat sequences and cis-regulatory sequences overlap can often result in the exclusion of known 
instances of cis-regulatory sequences.  For example, the Hunchback transcription factor, heavily 
involved the embryonic development of fruit flies, preferentially binds to short poly-A (or poly-
T) sequences (see Figure 3).  Long stretches of poly-A sequences are commonly found dispersed 
throughout eukaryotic genomes [Tautz and Renz, 1984; Shenkin and Burdon, 1972], and are 
often classified as “repetitive” by repeat-screening search algorithms [Smit, 1996]. 
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Figure 3. Hunchback binding site can be mistaken a “repetitive sequences.”  The most 
salient feature of the binding site specifically recognized by the Hunchback (Hb) 
transcription factor is the poly-A portion.  This binding site profile represents known and 
predicted instances of the Hb binding site as curated by the JASPAR database of 
transcription factor binding sites [REF]. 

 
1.4.1 Modeling of transcription factor binding sites 
 
As the identification of regulatory sequences is often dependent on the recognition of TFBSs, it 
is important to consider how binding sites are modeled, along with the advantages and 
disadvantages of these models. Transcription factor binding sites are typically represented as 
either a consensus sequence or as a probabilistic sequence model based on known binding sites. 
 
1.4.2. Binding sites as “words” 
 
The consensus sequence is the sequence representing the most likely nucleotide at each position 
for a given TFBS.  The nucleotide alphabet (A, C, G, T) is sometimes extended to allow other 
letters to represent 2 or more possible nucleotides, permitting degenerate consensus sequences to 
loosely represent variances in binding site composition.  This model treats all binding sites 
derived from the degenerate consensus sequence as equally likely, a necessary consequence of its 
concise representation.   
 
This formulation of binding sites implies that the likely binding sites are a collection of related 
words; in the case of strict consensus sequences, the consequence sequence is essentially viewed 
as a canonical pattern of the binding site, from which variants of the TFBS do not stray far.  
Viewing binding site sequences of length k as words or k-mers has yielded a handful of word-
based algorithms [van Helden, 2004, 1998; Chan and Kibler, 2005; Brazma et al, 1998; Jensen 
and Knudsen, 2000; Eskin and Pevzner, 2002; Bussemaker et al, 2000; Abnizova et al, 2005].  
These methods break up non-coding sequences into constituent words, and look for words that 
are statistical overrepresented.  Common word motifs are evaluated as putative TFBSs, or 
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stretches of non-coding DNA that exhibits high concentrations of overrepresented word motifs 
are considered to be possible CRMs.  Binding sites whose length are unknown, or variable in 
length due to a spacer of variable length, cannot be easily identified using this formulation.   
 
Word-based approaches are computationally limited in word size, as each additional nucleotide 
adds an exponential number of possible words, and therefore exponentially expands the search 
space.  Similarly, they are also limited in the number of allowed mutations within a word, as 
increasing the number of mismatches also exponentially dilutes the signal of the original 
consensus sequence.  Because of these constraints, these methods work best for those binding 
sites that exhibit high information content, which is a measure of how consistent binding site 
examples are to each other [Stormo, 2000].  These algorithms are typically used to discover 
regulatory sequences de novo, using known TFBSs and CRMs for validation.   
 
1.3.3. Binding sites as “profiles”  
 
Although the consensus sequence is succinct, it does not represent binding site preferences as 
completely as the more typically favored probabilistic representation, also is known as a 
position-specific scoring matrix (PSSM) or position-specific weight matrix (PWM).  A PWM is 
an m by 4 matrix representing the binding site profile of an m-bp long TFBS.  The ith column of 
this matrix corresponds to the likelihoods or probabilities that the ith position is one of the four 
nucleotides.  Using the probabilities found in a PWM, an m-bp sequence can be evaluated for the 
likelihood that it matches a corresponding TFBS [Hertz and Stormo, 1999].   
 
This model of a binding motif lends itself to probabilistic formulations of the TFBS- and CRM-
discovery problems, such that each nucleotide position of a sequence can be evaluated 
probabilistically as either belonging to functional (i.e. part of a TFBS or CRM) or background 
sequence [Sinha et al, 2003; Frith et al, 2003; Rajewsky et al, 2002].  These models are 
fundamentally very similar to successful probabilistic sequence models used to identify protein-
coding sequences by linearly scanning the genome [Burge and Karlin, 1997].  The underlying 
sequence model is known as a hidden Markov model, or HMM, a method borrowed from the 
field of statistical machine learning model [Durbin et al, 1998].  
 
While word-based models are more often used for de novo discovery algorithms, these models 
are more appropriate to use with TFBSs with many known examples, with the goal of 
uncovering novel CRMs that are also under similar regulatory control.  These probabilistic 
methods can be naturally extended to include evolutionary data [Sinha et al, 2006], and can also 
incorporate the notion of TFBS clustering by estimating how often we expect to encounter a 
particular binding site in a CRM.  However, as these models require relatively well-annotated 
binding data and a pre-determined expectation for the degree of clustering for each binding site, 
these models are limited to uncovering CRMs with very similar properties to known CRMs.  
 
 
1.3.4. Data used in prediction algorithms 
 
Computational methods employed to identify cis-regulatory sequences typically rely on more 
than one source of input data to aid in this difficult sequence search. These inputs can include 
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binding site models based on known TFBSs, known CRMs, coexpression data, and evolutionary 
sequence data. 
 
The composition of CRMs is a combination of TFBSs and intervening, presumably random 
sequences.  Thus, the identification of CRMs often relies on the identification its constituent 
TFBSs, either indirectly or directly.  Without prior knowledge of explicitly known TFBSs, 
binding sites can be inferred indirectly by looking for motif overrepresentation, either across 
putative regulatory sequences near co-expressed genes or within a subsequence of non-coding 
DNA (see Existing Methods section).  Looking for binding sites that are common to putative 
regulatory sequences associated with co-expressed genes is limited to cases where co-expression 
data is available and reliable.  This method is also restricted in the amount of non-coding 
sequence that can be evaluated, as longer stretches of non-coding DNA will undoubtedly include 
nonfunctional DNA, resulting in spurious motif hits that may be more representative of 
surrounding non-functional DNA than regulatory sequences.   
 
Methods based on motif overrepresentation have proven successful in cases where CRMs consist 
of dense clusters of binding sites [Gotea et al, 2010; Lifanov et al, 2003; Berman et al, 2002].  
There have also been a handful of attempts to use known examples of CRMs to search for novel 
instances, attempting to leverage features of known CRMs in the CRM discovery problem [Chan 
and Kibler, 2005; Abnizova et al, 2005; Nazina and Papatsenko, 2003; Kantorovitz et al, 2009].  
However, these methods use metrics that fundamentally rely word frequencies of known CRMs, 
an approach which is significantly bolstered by binding site clustering – the frequent occurrence 
of binding sites within a CRM yields a far larger “signal” using these methods than it would for a 
solitary binding site.  Many well-annotated CRMs correspond to the set of regulatory sequences 
that are known for binding site clustering, and it is precisely these sequences that are used to 
validate these prediction methods – in particular, CRMs known to regulate early embryonic 
patterning in Drosophila.  Although this organizational feature of binding sites appears to have 
the greatest degree of predictive power to date, it does not appear that this level of clustering is 
common to all classes of cis-regulatory modules [Halfon, 2006; Li et al, 2008; Papatsenko et al, 
2011].  This lack of a clear, universal “grammar” associated with regulatory sequences 
significantly hinders our informatic ability to detect them.  In the absence of known binding site 
sequences, searching for regulatory sequences still relies on recognizing short, degenerative 
sequence signals, while in the absence of known protein sequences, coding sequences can be 
efficiently and accurately detected based on their organizational cues alone.  
 
When there are known examples of a particular TFBS, we can build a PSSM, which serves as a 
probabilistic model that can be used to directly look for instances of that particular TFBS.  This 
model is important, as the set of sequences to which it binds is often imprecise, and the full set of 
sequences to which a TF can functionally bind is not typically known.  
 
The ease with which binding sites can arise and disappear – also known as binding site turnover - 
illustrates the evolvability of regulatory sequences by chance sequence mutation, which 
contributes to both the evolutionary flexibility of cis-regulatory sequences and the robustness of 
our transcriptional machinery to interpret these sequences meaningfully.  However, this 
mutability also greatly hinders our informatic ability to recognize functional CRMs from 
sequence data alone.  Although a CRM may appear to have significantly evolved from another 
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species based on pairwise sequence analysis, functional binding sites may have simply been 
rearranged as sequences evolved, permitting the transcriptional output of orthologous regulatory 
sequences to be very similar [Dermitzakis	   and	   Clark,	   2002;	   Ludwig,	   2002].  Some 
evolutionary sequence studies have found evidence of unexpectedly high levels of conservation 
in non-coding sequences, further complicating our determination of which of these sequences 
may correspond to true TFBSs [Andolfatto, 2005; Halligan and Keightley, 2006].   
 
Thus, despite a wealth of genomic data in recent years, the flexibility of the underlying 
evolutionary dynamics makes their identification problematic.  Sequence data may be 
insufficient to reliably distinguish functional sites from nonfunctional sites, as the 
conformational data of both the transcription factors and the chromatin in vivo may need to be 
taken into account [Pan et al, 2009].  To this end, experimental data now allows us to produce an 
accurate binding site profile for a transcription factor of interest based on its targets across a 
genome [Jothi et al, 2008; Valouev et al, 2008], and largely obviates the need for computational 
approaches to identifying regulatory sequences.   
 
1.4 Existing Methods 
 
Regulatory sequences tend to be found near their target genes, but the boundaries surrounding 
the gene of interest are not well-defined; regulatory sequences have been found to be tens of 
thousands of bases away from their target gene [Wray et al, 2003]. Therefore, regulatory 
sequences can theoretically occur within any of the noncoding sequences found within a genome. 
Eukaryotic genomes are relatively large, and coding regions constitute a small fraction. For 
example, only 1.1% of the human genome, estimated to consist of 2.91 billion bases overall, are 
believed to code for proteins [Venter et al, 2001]. Furthermore, TFs typically bind to a family of 
related sequences, and TFBSs are relatively short (4-20 bp). The binding profile of a 
transcription factor This level of binding promiscuity across a short sequence, along with a small 
4-letter alphabet of nucleotides, allows for instances of seemingly valid binding sites to occur 
frequently throughout any given genome by chance alone. Thus, even with known examples of 
binding sites for a particular TF, the search of cis-regulatory sequences often involves long 
stretches of DNA for non-specific sequences.  
 
Although progress has been made in the past decade, the contextual clues that distinguish true 
binding sites or regulatory sequences from random sequences are far from well-understood.  
 
A few insights into the organization of cis-regulatory sequences have aided biologists in their 
computational approaches to identify regulatory sequences.  
 
Given a known TF and its binding profile, target genes can be isolated based on functional 
similarity. Non-coding sequences surrounding functionally similar genes with instances of 
TFBSs can be good candidates for cis-regulatory sequences [REF]. This method is limited to 
genes with known function, and can be limited in utility for larger genomes with significantly 
long non-coding sequences surrounding the genes of interest.  
 
A more powerful screen has allowed clustered occurrences of known TFBSs to be concurrently 
screened, which has been particularly successful across developmental genes with a high density 
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of TFBSs [REFs]. These methods are often associated with the terms “cis-regulatory element” or 
“cis-regulatory module” (CRM), both of which refer to a discrete enhancer sequence that 
regulates the expression of the target gene, often described as the minimal sequence required to 
achieve a particular expression pattern of the target gene [REF]. Recent studies suggest that 
defining enhancers as modular units overshadows surrounding regulatory sequences that also 
contain TFBSs [REF].  
 
Another popular approach leverages the evolutionary signatures of regulatory sequences. Given 
related genomes of an appropriate evolutionary distance, TFBSs that remain functional across 
the evolutionary tree should be more conserved than surrounding sequences, allowing conserved 
sequences to be candidates of functional constraint [REF]. A number of strongly conserved 
noncoding sequences across large evolutionary distances have been shown to drive expression, 
confirming the validity of this approach [REF]. However, close inspection of well-known 
examples of orthologous enhancers have also illustrated the evolutionary flexibility of regulatory 
sequences, as the mutation rate of binding sites within enhancers can mimic that of surrounding 
noncoding sequences [REF].  
 
Coding sequences between related species tend to be the most conserved, often serving as 
anchors in modern whole genome alignment algorithms []. Proteins are highly conserved across 
evolution [REF], suggesting that drastic changes within coding regions of the genome are not 
well-tolerated. It is therefore unlikely that variations in coding sequences between and within 
species can explain the degree of phenotypic diversity observed. In general, regulatory sequences 
are more amenable to sequence changes, allowing for both nuanced changes in gene expression 
as well as accumulated mutations that can result in more drastic changes [REFs]. Experimental 
evidence also corroborates the idea that variation in regulatory sequences can result in 
phenotypic changes. For example, genetic screens resulting in extreme developmental mutants 
revealed how small changes in transcriptional regulation can significantly influence the resulting 
phenotype [REFs]. The genetic basis of natural selection is widely accepted to be largely due to 
changes in transcriptional regulation [REF]. Identifying the regulatory sequences within a 
genome, along with the sequence differences that separates one species (or individual) from 
another, would allow us to firmly link sequence to function and phenotype in a predictive 
manner. 
 
 
Genomic Regulatory Systems: In Development and Evolution, EH Davidson Publisher: 
Academic Press; 1st edition (January 25, 2001) 
 
Although the chromosomal structure can create steric hindrances that restrict DNA access, a 
number of these underlying signals, or cis-regulatory elements, are short stretches of DNA 
embedded in our genomes. Regulatory elements are specifically bound by regulatory proteins, 
known as transcription factors (TFs). Transcription factors have DNA-binding domains that can 
bind to a set of similar sequences, known as transcription factor binding sites (TFBSs). This 
binding consequently inhibits or promotes the transcription of other proteins, effectively 
dictating when and where proteins will function. Careful coordination of proteins is critical in 
embryonic development, as each cell must differentiate according to its position in the body and 
to its eventual cell type [REF]. At a more subtle level, the regulation of our proteins determines 
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much of our overall phenotype, differentiating humans from monkeys, as well as differentiating 
us as individuals within the human race. Whole genome alignments  
 
Although genetic differences in proteins, the workhouses of the cell, will clearly give rise to 
inter- and intra-specific variation, we now know that the vast majority of this variation arises 
from the differences in the way proteins are regulated [REF]. This realization was in part 
precipitated by the genome movement, where sequencing technology has allowed biologists to 
compare whole genomes between and within species. For example, studies have shown that the 
human genome is 98% similar to the chimp genome [REF]. This degree of similarity between the 
genomes of related species was not expected, and provided clear evidence that relatively small 
differences in genome sequences can account for significant phenotypic differences. Identifying 
these sequence differences would provide insight in a number of mysteries in biology, including 
understanding what makes one species (or individual) distinct from another, learning how 
sequences evolve and how that leads to evolutionary change, linking sequence to biological 
function, and predicting specific phenotypes from an individual's genome.  
 
These responses can be combinatorial in nature, and sequences can be bound by competing 
transcription factors, allowing for the cell to robustly respond to developmental and 
environmental cues in a coordinated manner 
 
While proteins, the workhouses of the cell, execute specific tasks in the cell, regulatory networks 
ultimately define the phenotype of an individual organism. Both proteins and their regulatory 
signals are encoded in an individual's genome, and differences between genetic codes 
 
How the body develops from the embryo state, the pigmentation defining the eye or skin color 
color of an individual, the ability of one individual to digest certain foods than another individual 
has an allergic reaction to - these characteristics and how they vary are largely determined by 
one's genetic code.  
 
The wealth of genome data that has become available in the past decade provides biologists with 
what appears to be ample raw materials to investigate not only the identification of regulatory 
elements, but also their evolutionary properties by comparing orthologous sequences. Before 
high-throughput sequencing techniques became available, studies on orthologous regulatory 
sequences indicated that salient features, such as transcription factor binding sites,  
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Chapter 2: Analysis of Conservation of Non-Coding Sequences 
 
2.1 Introduction 
 
While the organization of protein-coding sequences in the genome is well-understood, a full 
understanding of their surrounding sequences continues to elude us. Protein-coding sequences 
are known to constitute only a small fraction of eukaryotic genomes (i.e. <5% in the human 
genome, Lander et al 2001), leaving the vast majority of the genome labeled as “non-coding.” 
Despite its colloquial designation as “junk DNA,” these sequences consist of functional 
sequences embedded in long stretches of non-functional sequences. These functional sequences 
consist of non-coding RNA, nucleosome binding sites, and regulatory sequences that ultimately 
dictate which genetic material is expressed at any given time for a given cell. Furthermore, non-
coding sequences serve as the raw material for sequence evolution, from which functional 
regulatory sequences can arise and disappear through natural selection and random mutations. 
Such sequence-level changes can result in both drastic and nuanced changes in phenotypic 
expression. Understanding how to distinguish these sequences from their surrounding non-
functinoal sequences is fundamental to linking sequence to function. 
 
It is expected that functional sequences are under purifying selection, and are therefore less 
likely to be mutated from their original ancestral sequences. Given a set of orthologous 
sequences from species that share a common ancestor, clearly alignable sequences are clear 
candidates for functional constraint. When this approach is applied to identifying cis-regulatory 
sequences, it is often referred to as phylogenetic footprinting. This method has been used 
successfully to identify sequences that have been experimentally verified as functional 
enhancers. However, this method is limited, as there are cases of known transcription factor 
binding sites that appear to be no more conserved than surrounding sequences. Transcription 
factors are known to be flexible with their DNA recognition binding sites, and can bind to many 
DNA sequences with variable affinity. Consequently, substitutions within binding sites can occur 
without any measurable or selective consequences. 
 
In recent years, the explosion of genomic data has allowed us to look for conserved non-coding 
sequences at an unprecedented scale. One of the most surprising findings was the existence of 
long stretches of uninterrupted perfect conservation between diverged vertebrates, known as 
ultraconserved elements [Bejerano 2004, Drton 2005]. Although some of these sequences 
overlap exons, most of these sequences are classified as non-coding, which were previously 
believed to be under no constraint (non-functional) or under relatively flexible constraint 
(regulatory sequences). It was not expected find this level of constraint across millions of years 
of evolution. This finding resulted in a number of studies to determine the function and 
evolutionary significance of these sequences. This chapter explores my attempts to classify this 
new data, as well as the current state of our understanding of ultraconserved elements. 
 
2.2 Sequence Data 
 
The first ultraconserved elements described were defined as perfectly conserved sequences of at 
least 200 bases between human and mouse [Bejerano, 2004]. Bejerano et al. characterized 481 
sequences that qualified as “ultraconserved” by this definition. For the purposes of this study, I 
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looked at the perfect conservation across nine vertebrate genomes, as extracted from their 
multiple alignment (Figure 2.1). Using orthologous genes as anchors, Mercator [Dewey, 2005] 
binned together orthologous sequences, and MAVID [Bray and Pachter, 2004] was applied to 
each bin to build multiple alignments across these vertebrate genomes. The vertebrates under 
consideration include five mammals (human, H. sapiens; chimp, P. troglogytes; mouse, M. 
musculus; rat, R. norvegicus; dog, C. familiaris), three fish (zebrafish, D. rerio; fugu, T. 
rubripes; pufferfish, T. nigroviridis), and the chicken (G. gallus). 
 

 
 

Figure 2.1. Phylogenetic tree of the nine vertebrates used in this study. The branch 
lengths are estimated using PAML [Yang, 1997] using all 6.3 million ungapped columns 
of the nine-way vertebrate multiple alignment (see text for alignment details). The 
topology of this tree is well-known and was therefore fixed. 

 
Because of the evolutionary distance covered across these nine species (roughly 450 million 
years), extended stretches of perfection conservation are more rare than between the human and 
mouse genomes. There are 237 ultraconserved elements that are at least 20 bp in length, with 
only 10 regions exceeding 50 bp and the longest sequence being 125 bp. Based on the PAML 
branch lengths shown in Figure 2.1 and the HKY85 model of evolution [Hasegawa, 1985], the 
probability of observing this level of conservation is 6.2 x 10-28. [Drton 2005]. These sequences 
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are often found clustered together, representing larger regions of conservation. When this set of 
sequences is collapsed such that short (< 10 bp) ungapped intervening sequences bridge together 
nearby ultraconserved elements, the number of regions exceeding 50 bp in length increases to 26. 
The remainder of the analyses found in this chapter refers to this collapsed set, totaling 209 
sequences spanning 6,610 bp. 
 
2.3 Characterization of ultraconserved sequences by gene feature overlap 
 
Before large-scale genomic data was available, it was widely believed that the strongest 
conservation signals would exist within protein-coding regions. However, the wobble base 
hypothesis allows for frequent synonymous substitutions without changes to the protein end 
product. Therefore, even long stretches of perfect conservation would be unexpected in exons. 
To begin understanding the functional consequence of ultraconserved elements, I used the 
human genome coordinates and the current human gene annotations from the UCSC genome 
browser (refSeq database, hg19, http://genome.ucsc.edu) to associate each ultraconserved 
sequence to a gene feature category (exon, intron, 5’UTR, 3’UTR, and intergenic). Only gene 
annotations that are labeled as complete are considered in this study.  
 
To look for functional clues, I used the Gene Ontology annotations (available at 
http://geneontology.org) to associate genes with their function. Each annotation is associated 
with an evidence code to indicate the source of a given functional annotation. Annotations with 
an evidence code of “IEA” (inferred from electronic annotation) are ignored, as these annotations 
have been assigned by automated methods and have not been curated. When ignoring “IEA” 
annotations, there are 7,289 unique GO terms associated with 11,549 genes (62.9% of the genes 
in the refSeq database). 
 
Enrichment of GO terms for gene sets is determined by using Fisher’s exact test on the 2x2 
contingency table for each GO term associated with the gene set, where genes are evaluated on 
two binary classifications: membership in the gene set of interest and annotation by a given GO 
term. Significant p-values indicate that the two classifications are unlikely to be independent of 
each other, signifying enrichment of a GO term for a given gene set. To correct for multiple 
hypothesis testing, I applied a partial Bonferonni correction as described by Shriner et al (2008). 
Given m hypotheses, a typical Bonferroni correction increases the stringency of the statistical 
significance level by m to control the probability of incorrectly assigning significance when 
making multiple tests. Thus, p-values are multiplied by m before a significance cutoff is applied. 
Due to the hierarchical organization of GO terms, these annotations are not independent of each 
other, making the standard Bonferonni correction overly conservative. To determine a more 
appropriate correction term m, the Velicer MAP criterion is applied to a correlation matrix 
between GO terms (Shriner et al, 2008). Velicer’s MAP test is implemented in R (http://r-
project.org) based the algorithm outlined by Connor (2000). After applying the partial 
Bonferroni correction to each p-value, a significance cutoff of p ≤ 0.05 is applied. 
 
To test this hypothesis, random sets of sequences are drawn from all refSeq exons to match the 
size of the ultraconserved exonic set, such that the likelihood that an exon is chosen by random is 
directly proportional to its length. Random sets of genes selected in this manner are more likely 
to be longer than those found in the ultraconserved set. 
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Basic gene statistics (i.e. average exon lengths, overall coding sequence coverage, UTR lengths) 
are computed to determine whether conservation patterns are related to commonalities in gene 
structure. For example, is the presence of ultraconserved elements in UTRs correlated with the 
longer instances of UTRs, or with longer coding sequences? For each gene, statistics are 
averaged over all of the transcripts associated with the gene. Significant deviations (i.e. p-values) 
in these statistics for a subset of n genes are determined by comparing its mean gene statistics 
with that of random sets of n genes. When appropriate, random sets are drawn from “relevant” 
genes – for example, intron statistics are drawn from genes with more than one coding exon. 
 
Ultraconservation is rare across this vertebrate tree, and may represent the tail-end extreme of 
conservation. If conservation is viewed to be such a continuum, then we may be more likely to 
observe such extreme cases of conservation associated with gene features that span a greater 
portion of the genome. To test this hypothesis, for each gene feature associated with m 
ultraconserved sequences, random sequence sets of size m are drawn from the total set of 
sequences associated with a gene feature from the human genome, such that the likelihood of a 
sequence is chosen is directly proportional to its length. The significance of the observed gene 
feature lengths can then be determined based on the distribution of corresponding lengths in 
these random sets.  
 
2.3.1 Exonic ultraconserved elements  
 
There are 28 (14.2% by base coverage) ultraconserved elements that overlap more than one 
feature due to alternative splicing (2), spanning the boundary between two features (20), or a 
combination of the two (6). Three of these boundaries are between the 5’UTR and first exon, 
while the rest of these boundaries are between exons and introns, and always include the 
canonical conserved splice site (5’ GT or GC, 3’ AG) at the minimum. There are two instances 
in this set that include the entirety of one exon and some of its flanking intronic sequence on both 
sides. Both of these genes, SR140 and DAZAP, are known as RNA binding proteins. While the 
ultraconserved DAZAP exon corresponds to its RNA recognition motif, the ultraconserved 
SR140 exon does not, and does not correspond to any other known protein domain. 
 
In addition to the 26 sequences from the above set that overlap exons, there are 35 sequences that 
are unambiguously annotated as coding exons. Synonymous codon usage should easily allow for 
point mutations across millions of years of sequence evolution, although it is known that the 
frequencies of codons are biased and genome-specific (Karlin and Mrazek, 1996). Based on 
human codon frequencies (obtained from http://www.kazusa.or.jp/codon), the observed level of 
conservation cannot be entirely explained by the codon usage bias, as only 14 of the 61 exonic 
sequences are wholly composed of the most commonly used codon for each amino acid.  
 
These 61 exonic ultraconserved elements are associated with 57 genes, 41 of which have GO 
annotations. This set of genes appears to be enriched for protein kinases (Table 2.1). Although 
the 5 genes responsible for this enrichment signal all have a protein kinase domain and an ATP 
binding domain, the region of conservation is not consistent. DYRK1A and STK11 have short 
ultraconserved elements within their protein kinase domains, CDK18 and HIPK3 at their 
transcription start sites, and TAOK3 within a potential coiled coil. This inconsistency suggests 
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that the selective pressures behind ultraconservation are not strongly driven by specific protein 
domains. 
 
All 57 genes with exonic overlap have multiple exons, with significantly more exons than 
expected by chance (p < 1.0e-6). Although the overall exon coverage (i.e. amino acid length) is 
higher than expected (p = 7.0e-5), when compared to random exon coverage weighted by exon 
length, this coverage is not significant (p = 0.38). Thus, it may be the case that some of the 
conservation we observe is skewed towards genes with long exonic coverage. However, the 
protein kinases discussed above do not have exceptionally long proteins compared to the 
genome-wide average. 
 
Thus, these genes are also enriched for longer 5’UTRs and longer 3’UTRs (p = 0.024 and p = 
0.026, respectively).  
 
 
2.3.2. UTR ultraconserved elements 
 
Untranslated regions are known to be involved in the regulation of gene expression by various 
mechanisms at the level of translational regulation (reviewed by Wilkie et al, 2003). 5’UTR 
sequences typically contain a ribosomal binding site to allow for proper translation, and can also 
contain binding sites to regulatory proteins, upstream ORFs and start codons (uORFs and 
uAUGs) to stutter and slow translation, and internal ribosome entry sites (IRES) to allow for cap-
independent initiation. 3’ UTR sequences also contain regulatory elements to which regulatory 
proteins and anti-sense microRNAs can bind.  
 
Experimentally verified UTR elements and HOCTAR-predicted miRNA sites are catalogued in 
UTRdb [Mignone, 2005; http://utrdb.ba.itb.cnr.it/]. To determine whether ultraconservation in 
these sequences is correlated with known functional sequences, the overlap between these 
annotations and UTR ultraconserved sequences is calculated. Seven of the 11 5’UTR sequences 
overlap experimentally verified motifs annotated in UTRdb, but only 2 of the 16 3’UTR 
sequences correspond to regulatory motifs. However, on average, 5’UTR annotations cover 
45.2% of the 5’UTR sequences, while 3’UTR annotations only cover 8.1% of the 3’UTR 
sequences. Based on random sequences drawn from this UTR set length-matched to the 
ultraconserved elements found in these sequences, the observed overlap to motif annotations is 
not significant. It has also been shown that ATGs are found to be significantly conserved in 
5’UTRs [Churbanov, 2005]. However, ATGs are not significantly enriched in the 5’UTR 
ultraconserved elements compared to size-matched subsequences drawn from these 5’UTR 
sequences (p = 0.10). 
 
There are 9 genes with 5’UTR ultraconserved elements, 6 of which have GO annotations. All 6 
genes are associated with protein binding (Table 2.1). The 14 genes with 3’UTR ultraconserved 
sequences are enriched for cell proliferation, one of many developmental processes under 
translational control dictated by 3’UTR elements [Kuersten & Goodwin, 2003].  
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2.3.3. Intronic ultraconserved elements 
 
Introns found in the human genome can be quite long, with a median length close to that of 
intergenic sequences (3024 bp for introns, 3166 bp for intergenic sequences) and an average 
length of 6100.7 bp. Long ultraconserved sequences tend to be found in introns and intergenic 
sequences.  
 
There are 33 genes associated with the 59 ultraconserved elements that are unequivocally 
annotated as introns (either introns between exons or between UTRs) by the refSeq database. 
Based on the 23 genes in this set with GO annotations, these genes are enriched localizing in the 
nucleus and in negative regulation of transcription (Table 2.1). Upon closer inspection, these 
genes are enriched for “negative regulation” (p = 0.009) and “development” (p = 0.016), given 
1137 genes in the genome are associated with GO terms containing the phrase “negative 
regulation,” and 979 genes are associated with “development.”  
 
Ultraconserved elements found in introns tend to be found in genes with many exons (p = 1.1e-3) 
and in genes with long intron coverage (p = 4e-6). However, random intron sets indicate that 
genes with longer overall intron coverage are more likely to be chosen by chance, and that the 
total intron lengths associated with this set of genes are significantly shorter than random chance 
would dictate (p = 0.03). These genes are also more biased towards longer 5’UTRs (p = 0.022). 
 
2.3.4. Intergenic ultraconserved elements 
 
There are 65 ultraconserved sequences that fall in intergenic sequences, making up the largest 
fraction of ultraconserved elements (41.2% by base coverage, Figure 2.2). As noted in previous 
studies, many of these fall in “gene deserts,” or large genomic segments devoid of genes 
(Ovcharenko et al, 2005). Thus, there are only 22 unique intergenic regions under consideration. 
These regions are flanked by 42 unique genes, 26 of which are annotated with GO terms. These 
genes are enriched for transcription factor activity (Table 2.1) and for “development” terms (p = 
0.001), with a moderate enrichment for “positive regulation” terms (p = 0.021). 
 
Intergenic ultraconserved elements tend to cluster together, representing larger regions of 
sequence conservation. Six of 22 intergenic regions contain 99 or more ultraconserved bases, 
comprising 74.4% of the total intergenic set by base pair coverage. Three of these 6 regions are 
found within gene family clusters of transcription factors involved in development (DMRT1 and 
DMRT3; IRX3 and IRX5; IRX5 and IRX6), and all of these regions are flanked by at least one 
transcription factor.  
 
The clustering of ultraconserved regions is particularly interesting near the Iroquois (Irx) genes. 
There are two genomic clusters of Irx genes, IrxA and IrxB, each containing 3 Irx genes spanning 
over a megabase of sequence (in humans) with no other potential coding sequences found within 
these clusters. This clustered organization of Irx genes is conserved across vertebrates, which 
may be due to shared cis-regulatory elements. The developmental expression pattern of these 
genes also overlap with each other. There are 488 bp of ultraconserved sequences within the IrxB 
cluster (IRX3, IRX5, IRX6) mapped to chromosome 16 in the human genome.  
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On the whole, there does not appear to be a functional relationship among the genes with 
ultraconserved exons. However, even for those exons that overlap functional protein domains, 
strict conservation at the nucleotide level is unexpected given the evolutionary distance covered. 

 
Figure 2.2. Nucleotide coverage of unambiguous ultraconserved sequences by gene feature. 
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Ultraconserved Exons [41 genes, 186 annotations, m = 17] 
GO:0006468 protein amino acid phosphorylation 1.8e-3 
GO:0004674 protein serine/threonine kinase activity 4.4e-3 
Ultraconserved 5’UTR [6 genes, 24 annotations, m = 3] 
GO:0005515 protein binding 1.7e-2 
Ultraconserved 3’UTR [11 genes, 132 annotations, m = 11] 
GO:0008283 cell proliferation 1.7e-2 
Ultraconserved Introns [25 genes, 162 annotations, m = 9] 
GO:0032582 negative regulation of gene-specific transcription 7.0e-3 
GO:0005634 nucleus 4.3e-2 
Ultraconserved Intergenic Sequences [26 genes, 123 annotations, m = 12] 
GO:0003700 transcription factor activity 3.4e-3 
 

Table 2.1. Enrichment of GO terms by gene feature category. p-values listed on the 
righthand side reflect calculated using Fisher’s exact test a partial Bonferroni correction 
based on Velicer’s MAP criterion (m). Listed GO terms have corrected p-values ≤ 0.05 
and are associated with at least 3 of the genes in a given category.  

 
Most of the ultraconserved sequences are associated with non-coding sequences. 
Only 56 (26.8%) of the 209 collapsed ultraconserved elements overlap exons. Furthermore, 
exonic overlap is associated with shorter ultraconserved sequences (Figure 2.2), demonstrating 
that ultraconservation is most commonly associated with intergenic regions and introns. 
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Figure 2.2. Fraction of (collapsed) ultraconserved elements associated with exons, 
introns, UTRs, and intergenic regions. Dark gray bars represent ultraconserved elements 
shorter than 50 bp (and at least 20 bp long), light gray bars represent those that are at 
least 50 bp in length. Shorter ultraconserved elements are more associated with exons, 
while long stretches of extreme conservation are typically found in introns and intergenic 
regions. 

 
Before large-scale genomic data was available, it was widely believed that the strongest 
conservation signals would exist within protein-coding regions. However, only 56 (26.8%) of 
these ultraconserved elements overlap exons. Furthermore, exonic overlap is associated with 
shorter ultraconserved sequences (Figure 2.2). Since this chapter focuses on extreme 
conservation found in non-coding sequences, the following analysis focuses on the set of longer 
collapsed ultraconserved elements described above. 
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Chapter 3: Identifying cis-regulatory sequences by word profile similarity 
 
Introduction 
 
Rates of transcription from different promoters in animal genomes are influenced by the 
binding of sequence-specific DNA-binding transcription factors to cognate binding sites 
within compact regulatory sequences known collectively as cis-regulatory modules [1]. 
However, the identification of CRMs is confounded by our incomplete understanding of 
the rules that govern the relationship between the organization and composition of 
regulatory sequences and their function.  
 
Where the transcription factors involved in regulating a battery of genes are known and 
their binding specificities characterized, regulatory sequences responding to these factors 
can often be identified [2-4], especially when comparative sequence data is used [5-6]. 
However, except in a handful of well-characterized regulatory systems, the binding 
profiles of the relevant transcription factors are unknown. Furthermore, these methods are 
most effective where the local concentrations of transcription factor binding sites 
(TFBSs) in regulatory sequences are high, and such “binding site clustering” is not a 
universal feature of CRMs [7]. 
 
To circumvent this limitation, several methods have been developed to identify shared 
sequence features of known CRMs and exploit these signals to identify novel instances. 
The fluffy-tail test takes advantage of a characteristic word distribution of CRMs to 
identify regulatory sequences [8]. HexDiff uses the hexamer frequencies of co-regulated 
and of non-regulatory sequences, and has proven to be successful given appropriate 
positive and negative training sets [9]. LWF groups together words that have similar local 
word frequencies, building a statistical likelihood profile based on known CRMs that 
allows for prediction of similar CRMs [10]. Another class of ab initio CRM discovery 
programs looks for CRMs within a set of sequences by stochastically searching for 
subsequences that are maximally similar, which shows promise in identifying CRMs 
when a set of co-expressed genes is known (CSam, D2Z-set [11]).  
 
Although the use of auxiliary information can be extremely valuable in predicting CRMs, 
such information is not always available. We developed a method called WPH-finder, a 
means to identify co-regulated sequences in the absence of explicit TFBSs, alignments, or 
large training sets of co-expressed sequences or genes. Given a known cis-regulatory 
module, WPH-finder uses its word composition to search for other putative CRMs with 
similar word composition. We also show that although stripe CRMs can be recovered by 
identifying clustered word profiles, neighboring dissimilar word profiles are a more 
common feature of regulatory sequences. 
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Results 
 
Word profiles of known regulatory sequences recover co-regulated sequences 
 
Given a known CRM, we would like to identify similar sequences in the genome as 
putative co-regulated sequences. To this end, we defined a score (Z) that measures the 
pairwise similarity between two sequences based on their word content. The score 
measures how likely the words found in one sequence would be found in a second 
independently-generated sequence. A given sequence is represented by its word profile, 
or its 8-mer composition, and is associated with a set of genome sequences that have 
similar word contents, which we refer to as word profile hits (WPHs). A known CRM 
can thus be used to scan the genome for putative co-regulated CRMs using our WPH-
finder program (Figure 1). 
 

 
Figure 1. WPH-finder: Finding putative co-regulated CRMs (WPHs). To identify 
putative co-regulated sequences given a known CRM, we first split the CRM into 
overlapping windows to allow us to leverage closely linked word or motif 
combinations. Each of these windows is represented by its word counts, or its 
word profile, which is then used to identify similar word profiles in the genome. 
A set of WPHs for a given CRM window consists of genome sequence windows 
whose word profiles are similar to the word profile of the CRM window, as 
measured by our similarity score Z. 
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To determine whether WPH-finder can accurately detect co-regulated sequences, for a 
given CRM, we evaluated the degree to which its known co-regulated sequences are 
overrepresented in its set of WPHs. Our first dataset consists of the stripe CRMs 
regulating the primary pair rule genes (eve, h, and run) in Drosophila melanogaster. 
These well-characterized CRMs are known to share common TFBSs and are all involved 
in anterior-posterior patterning during embryonic development. The availability of chIP-
chip binding data for known regulators of these stripe CRMs [12] allows us to evaluate 
the predictive power of stripe WPHs on additional test sets, specifically the regions 
bound by transcription factors BCD, GT, HB, and KR near pair-rule genes. Pair rule 
genes each exhibit different segmental phasing in response to the concentrations and 
combinations of maternal (i.e. BCD and HB) and gap (i.e. GT and KR) transcription 
factors [13], and these bound regions likely share TFBS combinations with the stripe 
CRMs. Since it is unlikely that the boundaries of experimentally verified CRMs are 
perfectly annotated, for the purposes of this validation step, we collected WPHs for each 
500 bp sequence window (shifted by 100 bp) across 15 kb regions that span known stripe 
CRMs (see Methods). This windowing allows closely linked binding sites to be 
considered simultaneously. Each sequence window is associated with a set of similar 
sequences from the genome (WPHs). We assessed the predictive power of a given set of 
WPHs by determining the significance of its overlap with a set of known regulatory 
regions.  
 
Stripe WPHs exhibit significant overlap with these test sets, while surrounding non-
coding WPHs generally do not (Figures 2, 4, S1-2). Peaks that do not correspond to the 
reported minimal enhancers largely correspond to 1% FDR chIP-chip bound regions, 
suggesting that some of these binding sites occur outside of minimal enhancers. This 
finding is corroborated by the modeling of sequences upstream of eve [14]. These results 
demonstrate that CRM word profiles can be used to specifically predict other CRMs 
under similar regulatory control.  
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Figure 2. Significance of overlap between eve WPHs and test sets. Each sequence 
window across the eve locus is associated with a set of WPHs. We observe 
significant overlap between WPHs corresponding to annotated CRMs and our test 
sets (stripe CRMs and four sets of chIP-chip peaks). Stripe CRMs are shaded in 
gray, and chIP-chip bounds regions are boxed in a dotted line. For p < 1e-5, the p-
value is reported as 6.1e-6 (-log(p) = 12). The dashed line represents p = 0.05. 

 
 
By contrast, only portions of the runt stripe CRMs demonstrate predictive power (Figure 
S2). Since our method relies on identifying similar combinations of regulatory signals 



 40 

within the same short sequence window, each runt stripe word profile may not capture 
the sparse binding sites known to span these CRMs [15]. However, the additional stripe 
peaks found along the runt stripe 1+7 CRM that are absent from the chIP-chip test sets 
suggest that these WPHs are composed of binding sites for transcription factors other 
than the four considered. This observation highlights another feature of our method: the 
binding motifs of a given CRM need not be explicitly known to identify co-regulated 
sequences since the entire sequence is used. 
 
Our second dataset is drawn from the NRSF-bound sequences found on chromosome 19 
in the human genome specified by the analysis of chIP-seq binding data (see Methods). 
For each 500 bp window (shifted by 100 bp) spanning these sequences, we calculated the 
significance of overlap between its corresponding WPH set and the NRSF-bound 
sequences. To ensure the degree of overlap we observed was not due to noisy pairwise 
matches, we repeated this calculation between each WPH set and 100 randomly 
generated test sets. NRSF WPHs are far more predictive of other NRSF sequences than 
of our random test sets (Figure 3). However, the degree of false positives at higher p-
values indicates that there are a large number of noisy pairwise hits across chromosome 
19.  

 
Figure 3. Significance of overlap between NRSF WPHs and test sets. WPHs are 
collected for windows spanning NRSF-bound sequences. At all p-value cutoffs 
considered, these NRSF WPHs significantly overlap with the NRSF dataset 
considerably more than they overlap with randomly generated test sets.  

 
 
Shared words among stripe WPHs correspond to known TFBSs 
 
Each set of WPHs consists of sequences that are similar in word composition to a single 
seed sequence. To determine whether WPHs share words that correspond to known 
regulatory sequence signals, for each set of WPHs, we collected the words in the seed 
sequence whose 1-neighbors are most commonly found among the WPHs and compared 
these words to predicted TFBSs (see Methods). These frequent WPH words often 
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correspond to TFBSs predicted across the stripe CRMs (Figure 4). However, only 17.8% 
of the NRSF-bound sequences containing an NRSE (the sequence bound by NRSF) have 
a window with significant (p ≤ 0.05) overlap between its NRSE its frequent WPH words. 
This percentage increases to 68.6% when only considering frequent words among NRSF 
hits in each WPH set, which suggests that the false positives in these WPH sets are likely 
masking NRSE signals. These results demonstrate that the false positives in larger 
genomes are a significant hurdle to isolating relevant regulatory sequence signals from 
WPHs. 
 

 
Figure 4. Summary of predictive power of stripe WPHs and their frequent words. 
For WPHs associated with stripe CRMs or with chIP-chip bound regions found 
near the primary pair-rule genes, most demonstrate significant overlap (p ≤ 0.05) 
with stripe CRMs (dark blue, light blue). Words overrepresented in these WPHs 
also correspond well with predicted TFBSs (p ≤ 0.05, red, pink).  

 
 
Word profiles of stripe CRMs recover orthologous CRMs in distant species 
 
To study the subtleties of sequence evolution, sequencing projects are currently underway 
to sequence closely related genomes. These studies require tools to translate existing 
annotations to the new related genomes. Regulatory sequences can be a particularly 
difficult sequence feature to translate, as they tend to be in more flux than coding 
sequences, and any organizational constraints they are subject to are not well understood. 
Alignments have proven unreliable for some enhancers, especially in distantly related 
species. The accurate identification of regulatory sequences in related species is critical to 
understanding their evolution as well as the intricacies of the regulatory code. 
 
Several eve enhancers (stripe 3+7, stripe 2, stripe 4+6 and MHE) have been manually 
identified in sequences of the eve locus of several distantly related fly species (S. 
lebanonensis, T. putris, T. superba, S. cynipsea) which have minimal non-coding 
similarity to D. melanogaster [16]. Although the manual methods used to identify these 
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enhancers were successful, they do not scale well. Using eve enhancers from D. 
melanogaster, we scanned the scaffolds on which eve is found for the tested species. All 
four of the eve enhancers were identified in S. lebanonensis and S. cynipsea, but only the 
stripe CRMs were verified in T. putris, and only the MHE CRM was verified in T. 
superba. Figure 5 summarizes our results: we recovered 8 of the 12 verified enhancers, 
detecting all of the CRMs for the more closely related S. lebanonensis, but only the stripe 
3+7 and stripe 4+6 CRMs in the remaining species. These findings illustrate the ability to 
identify orthologous CRMs in species that have diverged approximately 120  million 
years ago. 
 

 
Figure 5. Identifying orthologous CRMs in distant fly species. We scanned eve 
CRMs from D. melanogaster against the eve loci of several distant fly species, 
Sepsis cynipsea (A), Themira putris (B), Scaptodrosophila lebanonensis (C). The 
upper blue track indicates experimentally verified CRMs, the lower green track 
shows the best match to the indicated D. melanogaster CRM. The best match is 
not shown if the score did meet the score threshold (Z ≥ 6). 

 
 
Local word profile clustering is predictive of stripe CRMs 
 
The stripe CRMs are examples of regulatory sequences that are not only modular, but are 
also somewhat repetitive: these CRMs are regulated by a similar set of transcription 
factors and are found clustered together in the genome. Although many regulatory 
sequences are known not to operate under these design principles, we attempted to 
recover CRMs that are by searching for local word profile clustering. This search is based 
on our pairwise similarity score: a genome window is considered a putative clustered 
CRM if it has a high pairwise score with another nearby non-overlapping window within 
B kb (see Methods, Figure 6).  
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Figure 6. Finding similar and dissimilar sequence neighbors (HSNs and LSNs). 
Given a block size B and a threshold pairwise score of similarity, we scanned the 
genome for sequence windows with either high-scoring or low-scoring 
neighboring sequences within B kb.  

 
 
Using several score cutoffs and neighborhood (B) sizes, we collected sets of high-scoring 
neighbors (HSNs), or sequences with a high-scoring neighbor within a given 
neighborhood size. We calculated the significance of overlap between these HSN sets 
and two CRM test sets, the REDfly CRMs and the well-studied stripe subset of REDfly. 
Although HSNs for smaller block sizes are enriched for stripe CRMs (Figure 7A), they 
are not enriched for REDfly CRMs (p > 0.05 for all block sizes and Z-scores, data not 
shown), suggesting that the repetitive modular regulatory sequences characteristic of 
stripe CRMs are not a common design feature of many CRMs. 
 

 
Figure 7. Significance of overlap between HSNs/LSNs and REDfly CRMs. Each 
set of HSNs (or LSNs) represents sequences with a high-scoring (or low-scoring) 
neighbor within a given block size for a given Z-score threshold. The significance 
of overlap between an HSN (or LSN) set and known CRMs is represented by a 
color scale (-log(p)), such that blue shades represent significant enrichment of 
CRMs (p < 0.05). While HSNs are enriched for stripe CRMs (A), they are not 
enriched for the broader set of CRMs in REDfly (p > 0.05 for all block sizes and 
Z-scores, data not shown), suggesting that CRM clustering is not a common 
feature of CRM organization. LSNs are enriched for both stripe CRMs (B) and 
REDfly CRMs (C) at modest score cutoffs. For p < 1e-5, the p-value is reported 
as 6.1e-6 (-log(p) = 12).  
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Locally dissimilar sequences are predictive of REDfly CRMs 
 
We looked more closely at the neighborhood of CRMs as measured by our similarity 
score to see if the level of local similarity near REDfly CRMs is indistinguishable from 
that of non-coding sequences. As suggested by our findings with sets of HSNs, stripe 
CRMs have high-scoring neighboring sequences on average relative to non-coding 
sequences (Figure 8). Non-coding sequences also appear to be more similar to its 
neighbors than expected by chance based on our scoring scheme. This finding may 
illustrate the degree to which non-coding sequences in Drosophila are inherently 
repetitive, beyond what is annotated by Flybase and RepeatMasker. More precisely, it is 
likely that the non-uniform distribution of microsatellites in the D. melanogaster genome 
contributes to the observed level of local similarity, as we do not explicitly correct for 
biases in dinucleotide and trinucleotide frequencies [17]. By contrast, REDfly CRMs 
have relatively low-scoring neighbors. This observation may be due to measurable 
differences between regulatory sequences and their flanking non-regulatory sequences or 
other nearby CRMs that do not share similar binding sites.  
 
We used this feature of REDfly CRMs as a criterion for identifying regulatory sequences 
de novo. Instead of looking for sets of high-scoring neighbors, we scanned the genome 
for sequences with low-scoring neighbors (LSNs, Figure 7B-C). At modest score cutoffs 
and broad neighborhood sizes, LSNs are strongly enriched for REDfly CRMs. LSNs are 
also enriched for stripe CRMs for larger block sizes.  
 
To determine whether these CRMs are dissimilar to other nearby regulatory sequences, 
we looked for enrichment of REDfly CRMs in sequences that are dissimilar neighbors (Z 
≤ -1.5) of REDfly CRM sequences. The overlap of these neighbors with REDfly CRM 
sequences is significant (p < 0.001) for all block sizes considered (Figure 9). Larger block 
sizes may include more distant CRMs that are not identified as CRMs in the REDfly 
database. This finding suggests that differences between nearby regulatory sequences 
may account for the decreased similarity among sequences surrounding REDfly CRMs 
versus non-coding sequences on the whole (Figure 8).  
 
 



 45 

 
Figure 8. Average pairwise Z-score as a function of distance. Pairwise sequence 
similarity decreases as the distance between the two sequences in the genome 
increases. On average, non-coding sequences (black) are more similar to 
neighboring sequences than REDfly CRM sequences (blue). Stripe CRMs (red), 
known to cluster together, are similar to close neighboring sequences. 
 

 
Figure 9. Significance of overlap between low-scoring neighbors of REDfly 
sequences and REDfly CRMs. Low-scoring (Z ≤ -1.5) neighbors of REDfly CRMs 
overlap REDfly CRMs more than expected by chance compared to its coverage of 
“valid” non-coding sequences surrounding REDfly CRMs. For p < 5e-7, the p-
value is reported as 3e-7 (-log(p) = 15). The dashed line represents p = 0.05. 
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Discussion 
 
We have presented WPH-finder, a means of looking for co-regulated sequences given a 
known CRM in the absence of explicit TFBS models. Given a known CRM, a genome-
wide scan of its word profile returns a small handful of sequences (typically < 1% of non-
coding sequences) that are found to significantly overlap CRMs known to be under 
similar regulatory control. The vast majority of existing methods rely on prior knowledge 
about the binding profiles of particular transcription factors, conservation information, or 
other known co-expressed sequences, information which may or may not be available. 
Despite success in leveraging binding site clustering as a predictive measure of regulatory 
potential, either by looking for overrepresentation of known or derived motifs [2-3, 18], it 
is not clear that this is the only means of organizing regulatory signals. [7, 19]. Similarly, 
although conserved sequences have been shown to correspond to true regulatory 
sequences, there are other known regulatory sequences that are not well-conserved, even 
within functional binding sites, or whose conservation levels are similar to those of other 
non-coding sequences [20-21]. 
 
In light of these findings, it is a tantalizing problem to identify other sequence signals to 
help us identify novel CRMs that do not rely on these fallible sources. Other de novo 
approaches make use of word frequencies to look for overrepresentation of word motifs 
[8-10], or use comparative data to look for conserved CRM subsequences [22-24]. We 
use a simple word-based motif model and a straightforward score of pairwise sequence 
similarity as an alignment-free and efficient means to look for similar regulatory 
sequences, without relying on orthologous sequences or an explicit requirement of motif 
overrepresentation. Such a model greatly simplifies the degeneracy of binding motifs, 
and therefore we expect to miss CRMs whose motifs exhibit low information content. A 
position weight matrix (PWM) offers a much more precise description of the binding 
preferences for a given transcription factor, but the total space of all possible PWMs 
across each subsequence of a genome cannot be completely explored in an efficient 
manner. Despite using a limited motif model, our genome-wide word profile scans are 
able to recover known co-regulated CRMs. Furthermore, these recovered sequences share 
word motifs that correspond to predicted TFBSs of the original CRM. 
 
We note that our pairwise score is similar to the D2z score applied to comparing 
regulatory sequences [25]. Unlike the D2z score, our score corrects for GC-skews 
without an explicit Markov chain background model and makes the simplifying 
assumption of word independence, which allows for its efficient calculation in genome-
wide scans while allowing for mismatches. Our score also avoids overcounting repetitive 
sequences by allowing each k-mer to contribute only once to the similarity score and 
permits mismatches. 
 
A strength and weakness of our method is using only one CRM sequence to search for 
co-regulated CRMs. A CRM can be isolated without prior knowledge of its regulators or 
which genes are co-expressed with its target genes, such as those CRMs identified by 
deep conservation with greatly diverged species [26-28]. Without such prior knowledge, 
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sequences that are co-regulated with this CRM cannot be identified with other existing 
computational methods. 
 
While we do not require a set of co-expressed sequences to produce meaningful hits, our 
method is subject to noisy pairwise matches and is unlikely to capture all sequences that 
share a common set of input TFBSs. Another source of false positives can come from 
recent duplications in the genome, whereby paralogous genes may fall under different 
regulatory controls but share similar word motifs due to lack of evolutionary distance. 
Since our method for finding co-regulated sequences is predicated on using the word 
profile of a known seed regulatory sequence, we should pick up paralogous regulatory 
sequences in the same WPH set only if those sequences share more word motifs with the 
seed sequence than expected by chance. Thus, the co-occurrence of these paralogous 
regulatory sequences in the same WPH set is evidence that these sequences may still be 
under similar regulatory controls. 
 
Our method is unique in that we can mine the genome sequences similar to a single CRM 
sequence to uncover shared words. These words are good candidates for TFBSs, which in 
turn can be used to filter out noisy sequence hits. Thus, despite starting out with a single 
CRM, our method can overcome some of its limitations via post-processing and analysis 
of genome-wide hits. These analyses may also prove useful in identifying transcription 
factors in otherwise uncharacterized CRMs, such as those uncovered by deep 
conservation. Meaningful hits can also be filtered from those recovered across the 
genome by looking at non-coding sequences surrounding known co-regulated genes, 
which may be especially useful to reduce false positives hits in large genomes. We do not 
explicitly enforce this constraint, as this data is not always readily available or reliable. 
 
We also showed that our model could be used towards identifying orthologous hits in 
greatly diverged sequences. The flexibility afforded regulatory sequences, believed to be 
critical for diversity and evolutionary change, can yield unreliable alignments for large 
evolutionary distances between CRMs. Searching for similar word profiles in distant 
species provides an alignment-free and highly specific means of looking for conserved 
motif combinations that may have been greatly permuted.  
 
In an attempt to exploit local CRM clustering, we looked for novel CRMs by looking for 
local word profile clustering.  Although we recovered many stripe CRMs, we failed to 
recover the vast majority of REDfly CRMs. This result suggests that clustering of CRMs 
may be a feature of stripe CRMs, but not one of CRMs in general.  
 
Interestingly, our more successful CRM screen utilized the opposite approach, looking 
for dissimilar neighboring sequences. REDfly CRMs are measurably dissimilar from its 
neighboring sequences, and oftentimes, their dissimilar neighbors correspond to other 
REDfly CRMs. These findings suggest that these nearby sequence dissimilarities may be 
a universal feature of CRM organization, as evolution may favor differentiating different 
CRMs from each other, especially those located near each other. This feature may be 
even more critical in compact genomes such as D. melanogaster, where much of the 
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genome appears to be under functional constraint and it is therefore more likely for 
functional elements to be located near each other [18].  
 
The stripe CRMs are well-characterized and share spatial and temporal expression in 
embryonic development, making them an extremely useful test set in identifying common 
TFBSs and common properties of regulatory sequences. However, the disparity in these 
two approaches underscores the need for insight in other regulatory systems to learn more 
general characteristics of CRMs and their organizational properties. Further experimental 
investigation will allow computationalists to train more robust CRM-finding algorithms, 
which in turn will provide greater insight into the evolution of regulatory sequences. 
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Methods 
 
Pairwise similarity score 
 
A word profile of a sequence is defined as its 8-mer composition. Each 8-mer in the 
sequence is considered equally, except to correct for base composition skews as 
described below. The similarity between two sequences is determined by comparing the 
degree of word overlap between two profiles with the expected overlap given the number 
of words in each sequence. More precisely, for two sequences A and B, a word w of 
length k (k = 8) in A contributes to the observed word overlap ovA→B if a 1-neighbor of w 
occurs in j. A 1-neighbor of w, w', is defined as a word that has no more than one 
mismatch with w. Note that each pair of sequences defines two overlaps (i.e., ovA→B and 
ovB→A), and accordingly, there are two resulting scores, zA→B and zB→A.  The overall 
pairwise similarity between two sequences is defined as the minimum of these two 
scores. Taking the minimum ensures that similarity requires many words in A to have 1-
neighbors in B and vice versa. For simplicity, we proceed by showing the derivation of 
overlap score zA→B, which is clearly equivalent to that of zB→A. 
 
We used the Poisson distribution to calculate the probability of these overlaps. Let W(A) 
be the set of all words found in sequence A, and W’(A) be the total set of words in the 1-
neighborhood of W(A), including duplicates. Given n unique words for fixed word length 
k (i.e. n=32,896 for k=8; a word maps to itself and to its reverse complement), the 
probability that a given word w occurs at least once in A is 
 

€ 

pw (A) =1− exp(− |W (A) | /n)  
 
Similarly, the probability that a 1-neighbor of a given word w occurs in A is 
 

€ 

pw' (A) =1− exp(− |W '(A) | /n) 
 
The probability that a given word w occurs in A and has a 1-neighbor in B is then 
calculated as 
 

€ 

pov (A→ B) = pw (A) ⋅ pw' (B) 
 
Let 

€ 

XA→B
w  be the indicator variable that represents whether w occurs in A and w’, a 1-

neighbor of w, occurs in B. We make the simplifying assumption that each word occurs 
independently, which suggests a binomial distribution with the following characteristics: 
 

€ 

Pr(XA→B
w =1) = pov (A→ B)

XA→B = XA→B
w

w∈{A ,C ,G,T}k∑
E[XA→B ] = Pr(XA→B

W =1) ⋅ n

σA→B = Pr(XA→B
w =1) ⋅ n ⋅ (1−Pr(XA→B

w =1))
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The pairwise overlap score zA→B is then defined as the corresponding z-score, which 
compares the degree of actual overlap, VA→B, to that of what is expected, E[XA→B]. Pairs of 
sequences with significant overlap will have high positive scores, while the expected z-
score of between a pair of unrelated sequences is zero.  
 

€ 

zA→B =
VA→B − E[XA→B ]

σA→B

 

 
As stated above, the overall pairwise similarity score Z(i,j) is then calculated as 
 

€ 

Z(A,B) =min(zA→B ,zB→A )  
 
Accounting for composition bias 
 
One of the major complications we encountered upon applying this scoring scheme is 
that sequences with similar GC-content would preferentially cluster together. This 
problem arises because the above scheme assumes that each word is equiprobable. 
However, sequences with significant skews in base composition will have skewed word 
occurrence probabilities. We corrected for GC-biases by binning together words with 
equal GC-ratios and calculating the probability of word overlap for each bin. This 
correction allows sequences with similar GC-content to have a higher probability of 
overlap, thereby reducing the observed GC-biases. 
 
For a fixed word length k, there are nr words for each GC-ratio r = 0, 1/k, 2/k, …, 1. Let 
Wr(A) be the set of words in A with a GC-ratio of r, and W’r(A) be the set of words in the 
1-neighborhood of Wr(A). The word occurrence probabilities for a given GC-ratio r is 
 

€ 

pwr
(A) =1− exp(− |Wr (A) | /nr)

pw' r (A) =1− exp(− |W 'r (A) | /nr )
 

 
The corresponding pairwise word overlap probability between sequences i and j for 
words with a given GC-ratio r is 
 

€ 

povr (A→ B) = pwr
(A) ⋅ pw' r (B) 

 
The overall probability of word overlap sums over all possible GC-ratios: 
 

€ 

pov (A→ B) =
nr
n
povr (A→ B)

r
∑  

 
The overlap Z score is calculated as before, based on this overlap probability. 
 
The D. melanogaster genome is highly AT-rich, with many runs of A's occurring in the 
non-coding regions. To avoid overcounting words associated with this ubiquitous 
sequence, we remove all words within the 1-neighborhood of AAAAAAAA from 
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consideration. The word counts (nr and n) reflect this omission (i.e. n = 32,871, n0 = 127, 
n1/8 = 1008 for k = 8). As an additional safeguard against stretches of repetitive sequences 
and microsatellites, if the same occurrence of a given word w in sequence A overlaps with 
a previous occurrence, only the first occurrence counts towards W(A). For example, for 
long tandem repeats of the microsatellite CAA, only the first occurrence of overlapping 
8-mers (i.e. CAACAACA, AACAACAA, and ACAACAAC) is counted towards the total 
count of words. 
 
To ensure that these measures correct for base composition biases, we compare pairwise 
scores (i.e., zA→B, zB→A) with and without taking GC skews into account over several sets of 
random sequences. Each of the 1000 sequences in a given random set is generated by a 
0th order Markov model based on a GC content chosen from a normal distribution. The 
first random set has a distribution of GC ratios based on the observed distribution of 
random D. melanogaster 500 bp sequences (µ = 0.41, σ2 = 0.06). The base composition 
of the second set is unskewed, representing sequences whose scores do not benefit from 
these base composition correction measures (µ = 0.5, σ2 = 0.03). The last set represents 
the reciprocal of the first set, where sequences are GC-rich (µ = 0.59, σ2 = 0.06). Figure 
S3 illustrates that our new scoring scheme indeed corrects for skews in base composition. 
 
The sequence composition skews we encountered upon applying our scoring scheme to 
human sequences exceeded those found in fly sequences, with background word 
distribution skews not easily accounted for by base composition or by overlapping 
repeats alone. To more accurately compute pairwise scores between human sequences, 
we allow for the input of arbitrary background word frequencies. Words are binned on 
both frequency and GC content, such that the standard deviation of word frequencies in a 
given bin does not exceed a tenth of the mean and large frequency bins (> 2000 words) 
are subdivided by GC content. Bins closely related in GC content and frequency are 
merged to ensure that each bin has at least 20 words. Background word frequencies of 
chromosome 19 are obtained by scanning non-repetitive sequences. Overlapping copies 
of the same word are not counted, and the final background frequency of a given word is 
set as the average of the frequencies of its 1-neighbors. Probabilities are calculated as 
described above, such that the probability of overlap is determined for each bin and 
weighted accordingly in the overall probability calculation. 
 
Sequences 
 
Our analysis was performed on the D. melanogaster genome Release 4.3 
(http://flybase.net). We masked the genome for CDS, repeat regions, transposons, rRNA, 
and tRNA as annotated by FlyBase, and for repeat regions as reported by the UCSC 
Genome Browser RepeatMasker track (http://genome.ucsc.edu). All of our analyses make 
predictions on 500 bp sequence windows shifted by 100 bp across the masked genome. 
Since much of the genome is masked, only “valid” windows, or windows containing at 
least 300 unmasked words (60% of the window size), were considered in generating 
prediction sets. “Valid” sequences cover 92.2 Mb of the D. melanogaster genome. 
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Our CRM datasets are the REDfly database and the stripe CRM subset found within 
REDfly for the primary pair rule genes, eve, h, and run (http://redfly.ccr.buffalo.edu, 
accessed April 2007). Overlapping CRMs were consolidated, and we excluded those that 
were longer than 3 kb or shorter than 300 bp. Some CRMs were heavily masked for 
coding and repetitive sequences (as described above). Unmasked sequences that are less 
than 100 bp and are found between masked sequences are masked, and masked sequences 
that are greater than 200 bp are removed. The resulting REDfly dataset covers 229.6 kb 
of the genome over 196 consolidated CRMs. The stripe subset consists of 11 consolidated 
CRMs covering 13.5 kb. 
 
The chIP-chip binding datasets are drawn from [12] for transcription factors Bcd, Gt, Hb, 
and Kr. Each of these four datasets consists of the 500 bp windows surrounding the 1% 
FDR peaks near the nine pair rule genes (eve, ftz, h, odd, opa, odd, prd, run, slp1, slp2). 
ChIP-Chip peaks for each of the four transcription factors above are found near all of the 
9 pair-rule genes and cover 10.5 – 21.5 kb of the genome. As in the REDfly sets, long 
stretches of masked sequences were excluded. 
 
Our human data set consists of the NRSF-bound chIP-seq sequences found on 
chromosome 19 as reported by Wold et al [29, Table S2 and S3]. Chromosome 19 has the 
highest concentration of NRSF-bound sequences. Long (≥ 200 bp) and trailing sequences 
that are annotated as repetitive by the UCSC genome browser (release hg17) are removed 
from the set. After removing repetitive sequences, sequences shorter than 300 bp are 
removed, as we require at least 60% of the words in a 500 bp window to be unmasked. 
Our final dataset consists of 121 unique sequences spanning 82,829 bp, 118 of which 
contain an annotated binding site (NRSE).  
 
Finding co-regulated CRMs (WPHs) 
 
A set of WPHs is defined as a set of sequences that are all pairwise similar to a given 
seed sequence by our pairwise similarity score described above (Figure 1). In our analysis 
of stripe CRMs, we used a similarity score threshold of Z ≥ 5, and seed sequences are 500 
bp sequence windows across the eve, h, and run regulatory regions shifted by 100 bp. 
These regulatory regions were chosen to encompass 15 kb surrounding known stripe 
CRMs (D. melanogaster release 4.3 coordinates: eve, chr2R:5,485,827-5,500,826; h, 
chr3L:8,634,112-8,649,111; run, chrX:20,487,522-20,502,521). These regulatory regions 
and the WPHs are drawn from the masked genome described above.  
 
We extended the 121 NRSF-bound sequences such that each sequence in the dataset is a 
multiple of 100 and the minimum length is 500 bp. As with the stripe CRMs, seed 
sequences are 500 bp sequence windows shifted by 100 bp across this length-extended 
set and are masked for repetitive sequences. We used a score cut-off of Z ≥ 2 to identify 
WPH sets for each sequence window, and compare the overlap of each WPH set with the 
original NRSF dataset described in the previous section as well as with 100 randomly 
generated test sets. These random test sets are drawn from chromosome 19 such that each 
set contains 121 sequences that are length-matched to the NRSF set and have few (< 
10%) repetitive sequences. 
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Finding shared words in WPHs 
 
To identify shared words across WPHs, we looked at the most frequent words found 
among the sequences in a WPH set that are in the 1-neighborhood of the words in the 
original seed sequence. Given the background genome word frequency for each word w 
in the seed sequence, f(w), we normalized f(w) with respect to all words in the seed 
sequence, f’(w) = f(w) / ∑w f(w), and we scored each word based on the difference 
between the expected frequency of w and its observed frequency in the WPH set, log 
(f’(w) / fobs(w)). Each word is also assigned a score based on its frequency in repeat 
sequences, fr(w), allowing words that look repetitive, log (f(w) / fr(w)) < 0.2, to be 
removed from consideration. The top m words are reported as the set of overrepresented 
words in a WPH set. Since the median coverage of an NRSE is 21 bp while the stripe 
CRMs are known to be densely populated with binding sites, we set m = 5 for the stripe 
WPHs and m = 3 for the NRSF WPHs. 
 
We looked at the overlap of these words with predicted binding sites of transcription 
factors known to be involved in early stripe patterning. These TFBSs were identified 
across the stripe CRMs with Patser [16], using empirically determined score cutoffs (Bcd 
-6; Hb -6; Gt -5.5; Kr -6; Slp1 -6; Kni -6.5; Dstat -6). The predictions of NRSF binding 
sites (NRSE) are taken from Table S2 in [29]. 
 
Finding orthologous CRMs 
 
Scaffolds of distant fly species (Scaptodrosophila lebanonensis, Themira putris, Themira 
superba, Sepsis cynipsea) were made available through a sequencing project with the 
Joint Genome Institute [16]. The genomic location of some of the eve enhancers have 
been verified by transgenic experiments and were manually identified by careful 
inspection of dotplots with orthologous D. melanogaster sequences [16]. To identify 
orthologous CRMs using their word profiles, the entire scaffold on which the target gene 
is found was scanned against the desired query CRM from D. melanogaster, in the same 
manner that we look for WPHs (see above). The 500 bp window with the best match to 
each 500 bp CRM window was returned, provided that the best match exceeds a high 
threshold (Z ≥ 6). 
 
Finding locally similar and dissimilar sequences (HSNs and LSNs) 
 
Sequence neighbors are defined as non-overlapping sequence windows that are found 
within the same sequence block, or within B kb of each other (B = 1.5, 2, …, 4). For a 
given block size B and score cutoff Z, a set of HSNs (or LSNs) is defined as all “valid” 
sequence windows in the genome (see above) with a high-scoring (or low-scoring) 
sequence neighbor.  
 
To determine appropriate score cutoffs, we looked at the distribution of pairwise scores 
between 1000 “valid” sequence windows (Figure S4). These sequence windows are 
randomly chosen such that each pair of windows is separated by at least 50 kb to avoid 
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comparing neighboring sequences. To capture sequences that occur ~5% by random, we 
used score thresholds of Z ≥ 3 to collect sets of HSNs and score thresholds of Z ≤ -1.5 to 
form sets of LSNs.  
 
Assessing predictive power 
 
Given a set of sequences that are putative regulatory sequences (i.e., WPHs, HSNs, 
LSNs), we evaluated their predictive potential by computing the significance of their 
overlap with one or more test sets. We calculated p-values by comparing this overlap 
with the overlap between a given test set and random sequence sets (n = 100,000). These 
random sequence sets are created by permuting the lengths and distances of sequences 
found in the original sequence set across the “valid” non-coding genomic sequences. This 
method was similarly applied to assessing the significance of the overlap between 
sequences that are dissimilar neighbors of REDfly CRMs and the REDfly set, aside from 
using only “valid” sequences that are within neighborhood boundaries of REDfly CRMs 
instead of all “valid” non-coding sequences across the genome (n = 2,000,000). 
 
We calculated analogous p-values when comparing the overlap of common word signals 
in a WPH set with the predicted TFBSs across the seed sequence window. In this case, 
the seed sequence is fragmented into (overlapping) common words and the intervening 
spacers. Random word sets were formed by permuting the lengths of the fragments 
separated by spacers of random length (n = 100,000).  
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Supplemental Figures 
 

 
 
Figure S1: Stripe WPHs exhibit significant overlap with these test sets, while 
surrounding non-coding WPHs generally do not. 
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Figure S2: Stripe WPHs exhibit significant overlap with these test sets, while 
surrounding non-coding WPHs generally do not. 
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