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Abstract

Water Effectiveness and Targeting
Insights from a Geospatial Dataset on Uganda Water Projects

by

David Berger

Doctor of Philosophy in Economics

University of California, Berkeley

Professor Edward Miguel, Chair

Developing countries have long relied on foreign aid and international NGOs to pro-
vide supplemental public goods such as communal drinking water points. Exploiting
a geospatial dataset of water projects in Uganda, I consider both effectiveness and
targeting of projects. To evaluate effectiveness as practiced at scale, I use a re-
trospective design that links placement of water projects with Demographic and
Health Survey (DHS) clusters, finding that over a five year span, protected sources
produce statistically significant improvement of weight-for-age, height-for-age, fever,
and hemoglobin levels, but not of weight-for-height and diarrhea. In exploring po-
verty targeting, I link water data with spatial poverty data and argue for a relative
targeting measure that compares different entity types to one another in terms of
how progressive their allocation of projects is. Finally, I use a similar procedure to
analyze placement in terms of its correlation with election outcomes.
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CHAPTER 1. WATER EFFECTIVENESS

Chapter 1

Water Effectiveness
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1.1. INTRODUCTION CHAPTER 1. WATER EFFECTIVENESS

1.1 Introduction

Clean water is a major development intervention. Much research is done on the
health impacts of clean water, from lab experiments on the life cycle of waterborne
pathogens to field experiments on specific clean water interventions. Of interest is
the impact of all clean water interventions over a given time span throughout an
entire country to demonstrate the effectiveness of said interventions at scale and
according to the common practices of the status quo rather than the specifics of any
one intervention.

To accomplish this, I combine the 2000–2001 DHS survey wave in Uganda with a
government census of all waterpoints. I deal with the potential of endogenous place-
ment by using OLS with nested totals, a novel procedure that leverages subsequent
placement of waterpoints to control for the placement tendencies of waterpoints.
The residual is taken to be effectively random, and provides the variation used to
estimate effectiveness. To my knowledge, this is both the first evaluation of a com-
prehensive census of waterpoints and the first application of this simple empirical
strategy, which could also be applied to understand any number of interventions that
occur repeatedly but non-systematically. The advantage of OLS with nested totals
is that it allows for causal evaluation of full scale, status quo interventions.

I follow with an instrumental variables approach that uses the actual drinking
water choices of survey respondents as the explanatory variable. The purpose of this
additional specification is to provide a rescaling that is robust to the measurement
error induced by jitter in the DHS. I also propose methods of anticipating the error
induced by the jitter and correcting the OLS estimates accordingly. In both the OLS
and IV specifications, I consider a variety of child health outcomes.

The paper is structured as follows. Section 1.2 provides a literature review and
section 1.3 describes the data. Section 1.4 defines the empirical procedures in de-
tail, while Section 1.5 presents the results. Section 1.6 concludes. Two appendices
follow. Appendix 1.A provides a mathematical model that satisfies the conditional
independence assumption used to justify the OLS procedure. Appendix 1.B provi-
des calculations of magnitude corrections for OLS estimates that rely on combining
jittered data, such as DHS, with other geographic data to construct independent
variables. Both appendices are intended to be useful in other contexts and therefore
refer sparingly to the subject matter of waterpoints.
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1.2. LITERATURE REVIEW CHAPTER 1. WATER EFFECTIVENESS

1.2 Literature Review

The link between clean water and child health is well-founded. A systematic review
meta-analysis of water quality interventions (such as chemical treatment, boiling,
pasteurization, and solar disinfection) in less developed countries found that these
interventions do indeed reduce the risk of illness (Fewtrell et al. 2005). The overall
relative risk of disease1 from pooling fifteen studies is .69 (statistically significantly
different from 1). However, the effect seems largely driven by the interventions classi-
fied as point-of-use, which apply some treatment or storage practice at the household
level, with a relative risk of 0.65 (statistically significant). The three studies that
apply a quality improvement at the source (generally distant from the home, and
therefore subject to recontamination after gathering), produce a combined relative
risk estimate of 0.89 (not statistically significant). My analysis is more concerned
with expansions to water supply, although one might find some ambiguity whether
an intervention such as protecting a spring with concrete counts as an expansion
of water supply or as an improvement of water quality at source. Again, Fewtrell
et al. (2005) examine six interventions expanding water supply, five of which measure
diarrhea as the health outcome, cholera and typhoid also being examined. While the
overall results yield suggest an improvement in health outcomes (relative risk 0.75,
statistically significant), diarrhea-specific results yield no discernible effect (relative
risk 1.03, not statistically significant). Because diarrhea is such a standard indicator
of waterborne illness in the literature and it is readily available via self-report in the
DHS, it is included as an outcome measure. However, it will not be at all surprising
if this analysis fails to uncover a relationship between expanded water supply and
diarrhea. Fever is included as an additional marker of recent illness, which may or
may not be redundant with diarrhea as an indicator.

Giardia is a waterborne illness and a leading cause of malabsorptive diarrhea
(Savioli, Smith, and Thompson 2006). Intestinal inflammation results in poor ab-
sorption of nutrients, presenting a risk for those repeatedly or chronically infected as
children. The results may be diminished growth, decreased weight, and nutritional
deficiencies, among which I pay attention to iron deficiency, because that is linked
to anemia, an outcome tracked by DHS. Botero-Garcés et al. (2009) find Giardia
is a predictor of stunting but not decreased weight or iron-deficiency anemia in a
Colombian population. Ertan et al. (2002) finds that serological levels of iron are
significantly lower among those with giardiasis than among age-matched controls in
a Turkish population, and Olivares et al. (2004) find similar results in a Spanish po-

1Outcome measures are defined differently for each study, but 13 out of 15 included studies use
diarrhea or severe diarrhea as the main outcome. Other outcomes studied are dysentery, giardia,
and cholera.
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1.2. LITERATURE REVIEW CHAPTER 1. WATER EFFECTIVENESS

pulation. Moreover, Sackey, Weigel, and Armijos (2003) find that children infected
with Giardia have lower levels of hemoglobin and are more likely to be stunted (but
not more likely to be underweight) than their healthy counterparts. In keeping with
this literature, I use the anthropometric measurements weight-for-age, height-for-age,
and weight-for-height as outcome measures, as well as the hemoglobin concentration
in the blood.

Similar to this present study, Fink, Günther, and Hill (2011) use DHS surveys to
investigate the relationship between clean water and child health. Using 171 surveys
from 70 low- and middle-income countries, they find that springs, boreholes, and
other below-surface point-sourcs are associated with reduced reported diarrhea in
the two weeks preceding the survey, with an odds ratio of .92 when compared with
surface water. The corresponding odds ratio for stunting (height more than two
standard deviations below reference median) is .97. These are both significantly
different from 1 at the 5% level. Although my study is also based on DHS and
considers both diarrhea and anthropometric measurements, it differs in method and
scope. First, I focus on a single DHS survey, the Uganda 2000–2001 wave. This
allows me to go beyond a treatment-on-treated effect—the natural limit of a purely
survey-based approach that necessarily constructs its independent variable from self-
reported usage—to something more resembling intention-to-treat effect by matching
the survey to a census of waterpoint construction. For comparison, Table 1.6 provides
the relative difference in a range of outcomes associated with using a given water
type.

Another study to employ DHS survey data to examine the relationship between
water and child health is Pickering and Davis (2012). The study focuses on water
quantity, arguing that better hygeine practices such as regular hand-washing are as-
sociated with easier access to clean water. Uniquely, they exploit a geography-based
model of water runoff as an instrument for water-fetching time. Doing so simul-
taneously eliminates two confounders: first, that wealthier households (or otherwise
healthier households) might live closer to a ready water supply, and second, that hou-
seholds more motivated to practice better hygeine might be willing to walk farther
for cleaner water. Since they control for reported source type used, the variation is
orthogonal to the water-quality variation explored in Fink, Günther, and Hill (2011).
Using surveys from 26 African countries, the study concludes that a fifteen minute
decrease in one-way walk time is associated with a decrease in prevalence of diarrhea
(7.1 percentage points), fever (4.5 pp), cough (3.9 pp), and mortality (1.1 pp), as
well as increases in weight-for-age z-score (0.6 standard deviations), height-for-age
z-score (0.3 sd), and weight-for-height z-score (0.5 sd).
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1.3. DATA CHAPTER 1. WATER EFFECTIVENESS

1.3 Data

1.3.1 DHS

Demographic and Health Surveys provide geocoded data on anthropometric measu-
rements (height-for-age, weight-for-age, weight-for-height), recall data on diarrhea
and fever, and hemoglobin levels measured from blood samples for the survey wave
2000–2001 of the Uganda DHS. Although subsequent waves of the survey are avai-
lable and contain the relevant information, my methodology depends on using long
leads of waterpoint data, hence the use of an older wave.

Rural DHS clusters are jittered up to 5 kilometers. Hence, well counts are taken
in the 5 kilometer radius around the coordinates indicated for a given survey cluster.
Counts of wells in the five years immediately prior to the 2000-2001 survey (1995–
1999) are used as the main measure of treatment, while counts of wells in the years
following and preceding a survey (1995–2013) are used as control.

1.3.2 Waterpoint Data

The most recently available complete survey of all Uganda waterpoints was upda-
ted in early 2014. It contains comprehensive data as of 2012 going back as far as
1930. The data include the year of construction, the name of the funder or funding
organization, the type of waterpoint, and the geocode of the waterpoint. The survey
aimed to capture details of the functionality, usability, and management structure.
Direct experience with a local subsample leads me to discard this additional infor-
mation as unreliable. However, the location and type of a waterpoint is in all cases
directly available to the enumerator, and the year of construction and funder are
usually directly observable on a waterpoint’s accompanying inscription and (especi-
ally for recent decades) documentation deposited at a local Ministry of Water and
Environment office.

Table 1.1 shows how the raw data provided by the Ministry of Water and Envi-
ronment survives the cleaning and matching process. Roughly 12% of the initial data
are discarded, either because of missing missing year of construction or because of a
missing or implausible geocode. The remaining waterpoints are aggregated within a
5 kilometer buffer of each DHS survey cluster’s coordinates. Only 22.5% are captu-
red within one or more of these buffers. Since the revision of the waterpoint census
is from mid-2014 and was being continually updated to reflect new additions, 2013
is the last year with complete waterpoint data. Waterpoints from before 1995 are
ignored, since the DHS survey of primary focus occurs in 2000–2001 and the im-
pact of wells over a duration of up to five years is of interest. Thus, of the 22,113
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Table 1.1: Waterpoint Sample

Raw Wells 111,777

Bad Geocodes 6,963 6.2%
Year Omitted 6,568 5.9%

Wells with Known Location and Year 98,246 87.9%

Within 5km of Survey 22,113 22.5%

Within 5km of Survey and Built from 1995–2013 18,543 83.9%
Within 5km of Survey and Built from 1995–1999 3,089 14.0%

waterpoints matched to at least one DHS survey cluster, 18,543 (83.9%) are from
1995–2013 and 3,089 (14.0%) are from 1995–1999. Section 1.4 describes how the
1995–2013 aggregates are used as control variables and the 1995–1999 aggregates are
used as the independent variable of interest.

Table 1.2: Waterpoint Categorization and Counts

1995–1999 1995–2013

unprotected
Dam 4

6
19

34Valley Tank 2 15

ambiguous Shallow Well 369 369 2,903 2,903

protected point sources

Protected Spring 1,445

2,321

5,013

11,051Deep Borehole 653 2,714
Rainwater Harvest Tank 223 3,324

centralized taps

Kiosk 23

393

207

4,555Public Stand Post 245 2,320
Public Yard Tap 125 2,028

3,089 18,543

Table 1.2 shows how the waterpoints in the census are labeled by type of wa-
terpoint. There are nine types of waterpoint in the data, however two of these
categories, dams and valley tanks, are merely means of collecting surface water for
irrigation and might not be comparable to improved sources of drinking water that
are protected from backflow. They are not used in the analysis.
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1.3. DATA CHAPTER 1. WATER EFFECTIVENESS

The meaning of shallow well is unclear, and might encompass a range of designs.
Of the nine available categories, shallow well is the best description of a hand-dug
well without cover or raised rim, but it would also be the best description of a well
fully surrounded by concrete and covered. A well may even have a handpump and
still be considered a shallow well; while such a design might resemble a borehole, it
might not be deep enough to be fall into the “deep borehole” category. Indeed, when
matched with the DHS data and used to predict household drinking water usage as in
Section 1.4.2 and Equation 1.3, shallow wells are more associated with drinking from
boreholes than from any other source type. For this reason, shallow wells are used in
the analysis described in 1.4.1 but not in the analysis described in 1.4.2. Moreover,
they are excluded from the aggregated “all protected sources”. This exclusion is
significant but not critical; their inclusion would generally weaken all results, but as
they would contribute less than 15% of total waterpoints between 1995 and 1999,
the dilution would not be enough to undermine very significant results.

Protected springs, deep boreholes, and rainwater harvest tanks are each treated
separately in the analysis. Protected springs2 and deep boreholes appear in sufficient
numbers to have adequate power, and rainwater harvest tanks are frequent enough
to want to attempt to detect an impact.

I lump kiosks, public stand posts, and public yard taps together as centralized
taps. They have in common that they are all taps on a pipe network drawing from
a central reservoir or tank (the characteristics of which are unavailable in the data).
While it is possible that different reservoirs have different qualities, it is unlikely
that the different types of taps listed vary systematically, although they may vary in
usage patterns. This might be especially true of kiosks, which are often attended by
someone collecting a fee for use. However, kiosks are a particularly small category,
and it is potentially more informative to lump these with other taps rather than
analyzing them separately at low power. Meanwhile, it may be worthwhile to analyze
taps separately from decentralized waterpoints, since taps exist in an institutional
background that monitors service, as tap water is frequently viewed as a continual

2Protected springs suffer from a similar problem as shallow wells when it comes to matching
them with the drinking water choice from the DHS. While there is an option in the DHS for spring
water, it is categorized as a sub-option of surface water. There is evidence that spring water in DHS
corresponds exclusively to unprotected springs, since the “spring” response in DHS is negatively
associated with protected springs built before the survey and postively associated with protected
springs built after the survey in a multivariate regression (not shown, significant at 1% level). This
is consistent with the hypothesis that having a protected spring makes one less likely to drink from
an unprotected spring (even if it is simply by removing an unprotected option) and that, where
unprotected springs exist and are used, they are eventually converted to protected springs. For the
analysis described in Section 1.4.2, protected springs are mapped to protected wells, since it is the
best match ex ante and because ex post the fit is quite good.
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1.4. EMPIRICAL SPECIFICATIONS CHAPTER 1. WATER EFFECTIVENESS

service delivery while a point source is often viewed as a one-time investment. On the
other hand, taps are part of a larger system that introduces more potential failure
points.

To maximize power, my analysis also considers all protected sources lumped
together. Throughout the analysis, protected sources refer to all waterpoints except
dams, valley tanks, and shallow wells. In the instrumental variables results, drinking
from a protected source will refer to drinking from boreholes, rainwater tanks, taps,
and covered shallow wells (but not uncovered shallow wells). This last is done since
shallow wells in the waterpoint census line up well with covered wells in the DHS
(see footnote 2).

1.4 Empirical Specifications

1.4.1 OLS with Nested Totals

The primary specifications are ordinary least squares regressions of several outcome
measures of child health on the number of new waterpoints constructed within five
kilometers of the survey coordinates in the five years leading up to the first year of the
survey. Thus, for 2000–2001 survey wave, waterpoints constructed from 1995–1999
are counted.

To deal with the potential endogeneity of waterpoint construction with respect to
health outcomes, a forward looking control is used. Specifically, the average number
of wells constructed from 1995–2013, that is, both before and after the survey, is
used as a control. Thus my specification is

yic = β0 + β1w
1995−1999,s
c + β2w

1995−2013,s
c + u1ic (1.1)

where yic is an outcome measure for child i in cluster c, w1995−1999,s,f
c is the number

of wells built from 1995 to 1999 in cluster c of source type s, and w1995−2013,s
c is the

number of wells built per year in cluster c of source type s.
This identification strategy is, which I call OLS with nested totals, is to my kno-

wledge original. The logic underpinning it is that if there is any omitted variable
that governs both health outcomes and the construction of new waterpoints, assu-
ming that variable is constant over time, it should be adequately proxied for by the
comprehensive time average of new waterpoint construction. In particular, given
the comprehensive average, the average in some subset of years does not improve
the ability to predict the omitted variable, so, in particular, the 1995–1999 average,
conditional on the 1995–2013 average, is independent of any potential omitted vari-
able. This would be true if, conditional on projects being selected for completion,
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1.4. EMPIRICAL SPECIFICATIONS CHAPTER 1. WATER EFFECTIVENESS

the timing of these projects is random and false if, for example, projects are timed in
a way that is correlated with potential outcomes. For a mathematical treatment of
this identification scheme, see appendix 1.A. Note that if more needed projects are
completed first (and hence have lower potential outcomes) this will bias estimates
against finding impacts, making this a conservative methodology.

Among experimental techniques, OLS with nested totals is most similar in spirit
to a stepped wedge design. In such a design, once units or clusters are selected
for treatment, the order of treatment is randomized (Hussey and Hughes 2007).
Looking at any single time period, conditional on being in the sample, assignment to
treatment is random, and one can expect balanced covariates between treatment and
control. The same logic could be applied if instead of crossing over treatment status,
treatment intensity were increased over time in a way that temporarily created a
range of treatment intensities. With non-experimental data, one would still assume
a difference between units if one unit receives more treatment at all time periods,
which is why nested totals controls for the total treatment received after evaluation,
assuming that two units which go on to receive similar treatment intensities are
comparable and therefore differences in outcome can be attributed to differences in
treatment prior to treatment.

The 2000–2001 DHS survey is used to maximize the data available on waterpoints
following the DHS survey. Naturally, the 1995–1999 sum of waterpoints will be cor-
related with the 1995–2013 sum, both because of any unobserved variable governing
the process over time and because of the mechanical inclusion of the 1995–1999 sum
in the 1995–2013 average. This mechanical inclusion is worse the shorter the horizon
after the DHS survey is. Thus, for the 2006 and 2011 surveys, collinearity makes
precise estimation difficult.

1.4.2 Instrumented Measures

The independent variable suffers from two sources of measurement error:

1. timing error

2. geographical error

Timing error is a challenge to estimating efficacy, the impact of an ideal treatment
with 100% adoption, but not for estimating effectiveness, the impact of a treatment
as implemented in practice, with potentially limited adoption and limited lifespans
due to breakage. This is because the set of wells built in the past five years is not
identical to the set of wells currently in operation and in use. However, adopting the
interpretation of the average effect one to six years after construction, this is exactly
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1.4. EMPIRICAL SPECIFICATIONS CHAPTER 1. WATER EFFECTIVENESS

the desired measure, assuming that the percent of wells built from 1995 to 1999 that
work in 2000 is a good estimate of the expected fraction of a five year duration that
a given new well could last.

Geographical error is more serious, because it arises from a data limitation that
is unrelated to any treatment intentions. Since the DHS data are jittered up to
five kilometers, a five kilometer radius is used around the reported survey coordi-
nates, although the usable range for clean water is substantially smaller. Kremer
et al. (2011) examine the impact of distance on use of protected springs and distance
in Kenya, finding that households on average use water sources with an 11.6 minute
round trip walking distance. At a 5 kilometer-per-hour speed, this corresponds to
just .48 kilometers, making the effective radius of a well on the order of one tenth the
radius used in my measure. In Uganda’s DHS 2000–2001 survey, the mean trip time
is 45 minutes, with a median trip time of 30 minutes, corresponding to 1.875 and
1.25 km, respectively. While one might posit an intention to treat a five kilometer
radius, such an intention is not highly plausible, and a more modest intention ought
to be used.

Beyond the radius used, there is the issue that the jitter causes the center of
each cluster to be misplaced. Thus, if one is interested in the set of wells within two
kilometers of the survey cluster, the appropriate area to count is a circle with radius
2 km, centered up to 5 km away from the jittered survey coordinates. The area
actually counted is a circle with 5 km centered at the jittered survey coordinates.
These circles are guaranteed to overlap, and it is likely that one even contains the
other. Thus the measured variable gives a noisy measurement of the variable of
interest.

I take two approaches to solving this problem. The first is the OLS procedure
described in 1.4.1. This is interpreted as a conservative approach to detecting a
non-zero effect, with the caveat that magnitudes may be attenuated. A discussion
of how the attenuation bias might be estimated, and thus how the point estimate of
the magnitudes might be adjusted, appears in Section 1.B. The second approach is
to instrument the survey value of water source with the count of waterpoints built
in the last five years. The specification designed to uncover the effect of waterpoint
type s on outcome y through endogenous variable ds, an indicator that the household
drinks from source type s is:

yic = β0 + β1d
s
ic + β2w

1995−2013,s
c + u1ic (1.2)

dsic = Π0 + Π1w
1995−1999,s
c + Π2w

1995−2013,s
c + u2ic (1.3)

where w1995−1999,s
c is the number of waterpoints of type s constructed between 1995

and 1999 in cluster c, dsic is an indicator that child i drinks water of type s.
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1.5. RESULTS CHAPTER 1. WATER EFFECTIVENESS

The exclusion restriction is justified in the same way as the OLS: conditional on
the comprehensive average, the sum of waterpoints in the five year period leading
up to the survey ought to be uncorrelated with the residual u1. One might contend
that the exclusion restriction may not hold because the number of wells of a given
type influences not only the chosen drinking water of child i, but also the drinking
water choice of the rest of the cluster. Since this analysis is about health outcomes
impacted by waterborne diseases, which may be spread from one host to a neighbor
indirectly through poor sanitation, one might argue for the importance of the cluster-
average drinking drinking water decision, d̄sic = N−1

c

∑Nc
i=1 d

s
ic, in determining yic. In

this case, the true second stage relationship is

yic = β0 + β1d
s
ic + γ1d̄

s
ic + β2w

1995−2013,s
c + u1ic

Since d̄sic is omitted and therefore part of the residual, and is in fact determined by
the availability of water points of a given type, which are the first stage instruments,
the instruments would be correlated with the residual. However, since the first stage
is a linear probability model with cluster level covariates, the predictions for each

unit will equal the predicted cluster average, that is, d̂sic = ˆ̄dsic. In this case, the IV
estimator will be consistent for β1 +γ1, that is, the total effect (treatment effect plus
spillover effect) of drinking water from a particular source.

1.5 Results

1.5.1 OLS

Table 1.3 shows the estimated impact for each type of waterpoint on several outco-
mes. The final row is the most important, since it broadly includes all water sources
that might be expected to have a similar impact, that is, all sources protected from
surface runoff. It shows a significant effect on weight-for-age, height-for-age, fever
(reported in the last two weeks), and hemoglobin, but no detectable effect on weight-
for-height or diarrhea (reported in the last two weeks).

Deep boreholes (row 4) also show a statistically significant impact (of the ex-
pected sign) for several outcomes: weight-for-age, height-for-age, diarrhea, and fever.
Moreover, the magnitude of each coefficient for deep boreholes is larger than the cor-
responding coefficient for all protected sources, from almost double (height-for-age)
to more than quadruple (fever). It is not clear why this should be the case, but the
hypothesis that deep boreholes have higher adoption rates can be ruled out. The IV
specification, discussed in the following section, estimates adoption as its first stage.

11



Table 1.3: OLS 5-Year Waterpoint Total

(1) (2) (3) (4) (5) (6)
Weight-for-Age Height-for-Age Weight-for-Height Diarrhea Fever Hemoglobin

Shallow Wells 0.00266 0.00109 -0.147 0.00216 -0.00690 0.0177
(0.0135) (0.0152) (0.0892) (0.00515) (0.00607) (0.0191)

Protected Springs 0.00560 0.00185 0.0578 -0.000431 -0.00607∗∗ 0.0160
(0.00425) (0.00464) (0.0499) (0.00172) (0.00218) (0.00894)

Rainwater Tanks -0.0119 0.0136 -0.0841 -0.000998 -0.000777 0.0247
(0.0109) (0.0133) (0.0748) (0.00302) (0.00496) (0.0287)

Deep Boreholes 0.0256∗∗ 0.0236∗ 0.0673 -0.0101∗∗∗ -0.0162∗∗∗ 0.0241
(0.00891) (0.0114) (0.0694) (0.00264) (0.00472) (0.0176)

Taps 0.0133∗ 0.00945 -0.0598 0.00115 -0.000771 -0.00940
(0.00561) (0.00842) (0.0693) (0.00164) (0.00374) (0.0171)

All Protected Sources 0.00863∗ 0.0126∗∗∗ 0.0358 -0.000805 -0.00394∗∗ 0.0123∗

(0.00336) (0.00376) (0.0294) (0.00115) (0.00139) (0.00626)
Mean -1.135 -1.639 2.022 0.207 0.455 9.967
SD 1.184 1.409 14.63 0.405 0.498 2.120

Standard errors in parentheses

Weight-for-age, height-for-age, and weight-for-height are z-scores

Diarrhea and fever are binary dependent variables

Hemoglobin is measured as grams per deciliter
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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1.5. RESULTS CHAPTER 1. WATER EFFECTIVENESS

Estimates of Equation refeq:stage-one (not shown) do not produce substantially dif-
ferent adoption results between deep boreholes and other protected sources.

The lack of effect on weight-for-height is unsurprising, since weight-for-height is
a measure of acute malnourishment, appropriate for nutritional changes that make
an abrupt impact on weight before the more slowly reacting height can respond.
Indeed, it would be surprising, although not impossible, if weight-for-height respon-
ded to an additional well built any time in the past five years, as this would most
likely reflect the contribution of only the most recent wells. However, the lack of
significant effect on two-week diarrhea, especially in light of the significant effect on
weight, height, fever, and hemoglobin, is surprising. Diarrhea is often thought to be
the telltale sign of waterborne illnesses (and hence ought to be reduced if fever is
reduced) and the mechanism through which precious nutrients are lost (and hence
ought to be reduced when hemoglobin and anthropometric outcomes are improved).
The most plausible explanation for this combination of results is that self-reported
diarrhea with a two-week recall is noisier than the measurements for which there
is a statistically significant result. This is consistent with the hypothesis that deep
boreholes, which do significantly reduce diarrhea, are driving many of the results,
with other sources adding or subtracting power.

What stands out about these estimates is the very low magnitudes. For example,
even though the impact of protected sources on height-for-age (row 6, column 2) is
statistically significant at the 0.1% level, each well contributes an additional 0.0126
standard deviations to height-for-age. For reference, the weighted sample mean is
-1.639 standard deviations below the reference mean.3 The other columns are similar
for the other statistically significant results: each protected source improves weight-
for-age by 0.00863 standard deviations (compared to a mean that is -1.135 standard
deviations below the reference mean)4, reduces fever (in a linear probability model)
by 0.394% (compared to a mean of 45.5%), and increases hemoglobin by 0.0123
grams per deciliter (compared to a mean of 9.967). (Diarrhea, for which all protected
sources do not show a significant effect, has a mean of 20.7%.)

These low magnitudes may indeed reflect small effects, or may reflect the mea-
surement error discussed in Section 1.4.2 and Appendix 1.B. If a well only has an
impact up to a radius of 1 kilometer, for example, then each coefficient would need
to be multiplied by 14.6763 (Table 1.B.2) to produce an unbiased5 estimate. More

3Assuming a normal distribution, a z-score of -1.639 corresponds to a percentile of 5.061. An
increase in z-score of 0.0126 corresponds to a percentile increase of 0.187.

4Assuming a normal distribution, a z-score of -1.135 corresponds to a percentile of 12.819. An
increase in z-score of 0.00863 corresponds to a percentile increase of 0.182.

5The bootstrap procedure used to calculate the correction factor is based on conservative as-
sumptions that minimize the correction factor. Alternate assumptions produce a larger correction
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1.5. RESULTS CHAPTER 1. WATER EFFECTIVENESS

conservatively, using a 2 km radius of effect, a correction factor of 4.4063 is warran-
ted. Thus, the impact of a protected source on weight-for-age in a 2 km radius is
0.00863× 4.4063 = 0.03803 standard deviations, and the impact on height-for-age is
0.0126 × 4.4063 = 0.0555 standard deviations. Other corrections can be calculated
in a like manner. Note that even this correction is conservative, both because 2 km
is a fairly large radius for the impact of a waterpoint and because of the conservative
assumptions that go into the construction of the correction factor (see footnote 5).

Table 1.4 presents a placebo test using leads instead of lags. It applies the same
methodology, but treating the survey year as though it were 2006 and starting in
2001 in order to omit wells that were constructed prior to the actual DHS survey.
Specifically, it includes the control of 2001–2013 count of wells instead of the 1995–
2013 count and the independent variable of interest is the number of wells constructed
from 2001–2005 instead of 1995–1999. Logically, since the survey is conducted from
2000–2001, there should be no impact. If there appears to be one, it points to a flaw
in the methodology. As expected, none of the coefficients in Table 1.4 are statistically
significant.

To highlight the full extent of the contrast between the OLS results in Tables
1.3 and 1.4, I focus on the final row and stack all six outcomes in a seemingly
unrelated regression as in Zellner (1962). Although seemingly unrelated regression
is not truly appropriate in this scenario, since it does not accommodate clustered
data, it provides a consistent method of aggregating outcomes in both the main
and placebo specifications to verify what casual inspection suggests: that the main
specification is impactful for at least some outcomes while the placebo specification
has mere chance correlations. In the main specification, testing the compound null
hypothesis that the independent variable has no effect on any outcome, that is, β1 = 0
in equation 1.1 for all six stacked equations, produces a χ2

6-statistic of 59.32, which
has a p-value of 6.181 × 10−11. Meanwhile, the same test conducted in the placebo
specification yields a χ2

6-statistic of 2.68, for a p-value of 0.847.
For a visual comparison of the OLS vs. Placebo coefficients, Figure 1.5.1 plots

the point estimates and the confidence intervals. Again, only the coefficients for all
protected sources are used.

In this section, I have used OLS to provide very conservative impact estimates
of clean water sources. Although they suffer from attenuation bias, I have provided
a potential means of correcting the estimates conservatively. An alternative to this
magnitude correction is to use the imperfect measure as an instrument for another
measurement, which is the strategy of the following subsection. Section 1.5.2 pursues

factor, 27.3164 for the 1 km radius. If the truth is somewhere between these two sets of assumptions,
using the smaller correction factor still produces results with some attenuation bias.

14
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Figure 1.1: OLS and Placebo Coefficients
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Table 1.4: Placebo: OLS 5-Year Waterpoint Lead

(1) (2) (3) (4) (5) (6)
Weight-for-Age Height-for-Age Weight-for-Height Diarrhea Fever Hemoglobin

Shallow Wells 0.0116 0.0177 -0.0928 0.00266 0.00446 0.00954
(0.00980) (0.0129) (0.0923) (0.00325) (0.00485) (0.0169)

Protected Springs -0.00191 -0.000877 -0.0259 -0.00149 0.00130 0.00897
(0.00657) (0.00691) (0.102) (0.00178) (0.00294) (0.0173)

Rainwater Tanks -0.000902 0.00303 -0.00306 0.000534 0.00137 0.00411
(0.00310) (0.00362) (0.0210) (0.000761) (0.00105) (0.00819)

Deep Boreholes 0.00512 -0.0134 0.0851 0.00110 -0.00151 0.0356
(0.0115) (0.0144) (0.0820) (0.00363) (0.00721) (0.0223)

Taps 0.00378 -0.00329 0.0548 0.000164 -0.00183 -0.00333
(0.00378) (0.00425) (0.0551) (0.000922) (0.00232) (0.0111)

All Protected Sources 0.00163 -0.000761 0.0340 0.0000418 -0.000292 0.00502
(0.00313) (0.00366) (0.0414) (0.000679) (0.00120) (0.00784)

Mean -1.135 -1.639 2.022 0.207 0.455 9.967
SD 1.184 1.409 14.63 0.405 0.498 2.120

Standard errors in parentheses

Weight-for-age, height-for-age, and weight-for-height are z-scores

Diarrhea and fever are binary dependent variables

Hemoglobin is measured as grams per deciliter
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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an alternate measurement that is invariant, but the interpretation of those coefficients
does not directly correspond to the impact of an individual waterpoint.

1.5.2 IV

Table 1.5 presents the results of the second stage regression described by Equation
1.2. As is typical, cluster robust standard errors are reported in parentheses below
each point estimate. However, since the first stage of these estimates proves to be
weaker than necessary for true trustworthiness, Anderson-Rubin p-values (Anderson
and Rubin 1949) are reported in brackets.6 Since Anderson-Rubin p-values are ro-
bust to weak instruments, clustered standard errors, and weighted regressions, and
they work with just-identified models, they are the most useful tool for determining
statistical significance in this setting.

By this test of statistical significance, it is clear that drinking water from protected
sources in general (row 4), and drinking from protected point sources specifically (row
2) are effective for the same outcomes as were significant in Table 1.3, that is, weight-
for-age, height-for-age, fever, and hemoglobin. Unlike Table 1.3, the magnitudes in
table 1.5 are quite large. Compared to a child in a household that does not drink
water from a protected source, a child in a household that drinks water from a
protected source can expect to be 0.859 standard deviations higher in weight-for-
age and 1.254 standard deviations higher in height-for-age. That child is also 38.0
percentage points less likely to have a fever and can expect to have 1.216 g/dl more
hemoglobin.

A word is in order about the interpretation of these coefficient magnitudes. First,
these are not simply treatment-on-treated effects, where the treatment is drinking
water of a certain type, because traditionally, these effects are assumed to con-
tain variation coming from unobserved characteristics of compliers compared to non-
compliers. But since the first stage of the instrumental variables procedure rests on
variation in the supply of water, which is exogenous to compliance status, the best
interpretation is the effect of an additional person drinking water of a certain type.

6 Anderson-Rubin p-values do not necessarily monotonically decrease as the null hypothesis
and point estimate get farther apart, resulting in the possibility of disconnected confidence regions.
It is not at all comforting if a conditional likelihood ratio test for a positive estimate rejects the
null that the true value is 0 but fails to reject for a null at some point less than 0. For this reason,
all positive (negative) point estimates are also checked against Anderson-Rubin p-values for a null
hypothesis of a large negative (positive) number, where this number is the lower (upper) bound of
a doubled conventional confidence interval, that is, 2× 1.96 standard deviations below (above) the
point estimate. When this yields a larger p-value than the p-value from the test at 0, the larger
p-value is used, hence this precaution can only weaken statistical significance. In no case does this
make a substantial difference.
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Table 1.5: IV Drinking Water Instrumented With Water Options

(1) (2) (3) (4) (5) (6)
Weight-for-Age Height-for-Age Weight-for-Height Diarrhea Fever Hemoglobin

Rainwater Tanks 4.045 -4.605 27.93 -1.727 -1.369 -20.47
(6.345) (3.159) (35.49) (11.92) (13.29) (37.66)
[0.288] [0.382] [0.233] [0.755] [0.874] [0.303]

Protected Springs 0.433 0.143 4.407 -0.0340 -0.478∗∗ 1.201
(0.395) (0.366) (4.249) (0.135) (0.250) (0.808)
[0.161] [0.683] [0.224] [0.798] [0.006] [0.061]

Deep Boreholes 1.357∗ 1.249 3.519 -0.475∗∗ -0.760∗ 1.283
(0.612) (0.556) (4.415) (0.242) (0.446) (0.993)
[0.016] [0.056] [0.287] [0.002] [0.014] [0.220]

Taps 1.891 1.340 -8.715 0.159 -0.108 -1.453
(1.413) (1.424) (11.16) (0.250) (0.507) (2.920)
[0.057] [0.264] [0.361] [0.471] [0.839] [0.587]

All Protected Sources 0.859∗∗ 1.254∗∗ 3.541 -0.0776 -0.380∗∗ 1.216∗

(0.435) (0.544) (3.395) (0.116) (0.175) (0.768)
[0.004] [0.003] [0.229] [0.468] [0.004] [0.032]

Mean -1.135 -1.639 2.022 0.207 0.455 9.967
SD 1.184 1.409 14.63 0.405 0.498 2.120

Standard errors in parentheses

Anderson-Rubin p-values in brackets

Weight-for-age, height-for-age, and weight-for-height are z-scores

Diarrhea and fever are binary dependent variables

Hemoglobin is measured as grams per deciliter

18



1.5. RESULTS CHAPTER 1. WATER EFFECTIVENESS

If the model is properly identified and the exclusion restriction truly holds, then it
ought to be the same effect as any other treatment that results in one additional
person drinking water of the given type.

To compare the IV estimates with the OLS estimates, suppose the expected
outcome for those who drink water from a protected source is Y1 and the expected
outcome for those who do not is Y0. If p is the probability that someone drinks from
a protected source, then the expected outcome is E [Y ] = (1 − p)Y0 + pY1. If w is
the number of protected sources, then the impact of an additional protected source
is ∂E[Y ]

∂w
= (Y1 − Y0) ∂p

∂w
. Here, Y1 − Y0 is the effect of adoption, and it is all that the

IV measures. The OLS, in contrast, measures the entire ∂E[Y ]
∂w

, and has substantially
smaller magnitudes than the IV. One possible explanation is attenuation bias due to
jitter, but even with the proposed magnitude correction, the magnitudes are all much
smaller than the IV estimates. The likely explanation is that the adoption rate ∂p

∂w
is

small. This should not be discouraging, considering that this is the average adoption
rate among all households within the impact radius of the waterpoint—taken to be
5 km in the original OLS and 2 km in the example magnitude correction. This is
naturally a large radius with a lot of households, so a small adoption rate still means
that a waterpoint potentially impacts a large population.

As discussed in Section 1.4.2, this is all assuming a complete absence of spillovers.
In the presence of spillovers, the coefficient represents the sum of the effect of the
child’s own household drinking water from a protected source and the effect of 100%
of his neighbors (all units that could potentially have a spillover effect) drinking
from protected sources, assuming linearity. (This is due to the special structure of
the data, since our instrument is constant within a cluster, hence the predicted value
of the binary variable for whether a household drinks water of a given type becomes
a decimal corresponding to the fraction of the cluster that is predicted to drink water
of a given type.) Alternately, abstracting away from multiple-child households and
assuming a one-to-one relationship between household and child in a cluster with N
households, if γ is the effect of the entire cluster drinking clean water and β is the
effect of drinking clean water on one’s own children (over and above the feedback
through γ), then each household that drinks water from a protected source has an
impact on all N households of γ/N and an additional impact on itself of β. In this
model, γ and β are note separately identified, but the parameter γ + β is identified.
Thus, one can say that each household that drinks water from a protected source
results in 1.222 standard deviations of height increase, although ambiguously divided
between the children of that household and the children of the rest of the cluster,
since 1.222 = β +Nγ/N .

For comparison, Table 1.6 presents coefficients from OLS regressions of outcomes
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on reported drinking water choice. These results are not intended to be causal, but
they present a baseline as to how much the raw measure of drinking water choice
covaries with each outcome. What is significant is similar to Table 1.5, although
there are significantly negative impacts on weight-for-height (plausibly due to the
greater impact on height-for-age than on weight-for-age) and protected taps seem to
be more significant here than in Table 1.5. The biggest qualitative difference is that
the magnitudes of the coefficients are between one tenth and one fifth those in the
instrumental variables regression. This is perhaps surprising, considering one might
expect OLS estimates to be biased upwards (in magnitude) if those choosing to drink
from cleaner sources have better sanitation and hygeine practices in general. I can
think of two reasons why the results might be biased downwards. The first is that
social desirability bias may result in over-reporting of usage of good drinking wa-
ter. This creates an error-in-variables problem that will bias the results downward.
Instrumental variables will not have this problem, so long as the error in the endoge-
nous variable is not correlated with any error in the instrument. The second is that
these OLS results do not control for the level of need in a given cluster, and this may
be negatively associated with outcomes of interest. For example, suppose a village
is poor, with low anthropometric outcomes and epidemic waterborne illness. This
might be the sort of village that receives more waterpoint construction and therefore
has more people reporting that they use said waterpoints. The waterpoints may be
effective, but placement may be positively correlated with need, that is, negatively
correlated with potential outcome, biasing estimates toward 0. The instrumental va-
riables estimates, in contrast, control for the total amount of placement in a village,
a proxy for the amount of need. The variation comes from the placement of wells
prior to the survey, which is taken as conditionally random given the total number
of wells (see Appendix 1.A).

To validate the methodology, once again a placebo test is used, where the placebo
is the number of wells constructed from 2001–2005 while controlling for the num-
ber of wells constructed from 2001–2013. Once again, the placebo fails to produce
significant results, as is desired from placebo tests.

1.6 Conclusion

Altogether, there is strong evidence that clean water has positive impacts on child
health, particularly on anthropometric measurements. The nested totals OLS proce-
dure, which uses leads of waterpoint placement to control for endogenous placement,
finds a statistically significant impact of protected water sources on weight-for-age,
height-for-age, fever, and hemoglobin, but not on weight-for-height or diarrhea at a
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Table 1.6: OLS Drinking Water Choice

(1) (2) (3) (4) (5) (6)
Weight-for-Age Height-for-Age Weight-for-Height Diarrhea Fever Hemoglobin

Rainwater Tanks 0.240 -0.126 6.939 0.217∗ -0.0261 0.728
(0.175) (0.260) (9.290) (0.0910) (0.0783) (0.937)

Protected Springs -0.0897 -0.194∗ -0.651 -0.0148 -0.0306 0.0161
(0.0601) (0.0794) (0.640) (0.0210) (0.0299) (0.128)

Deep Boreholes 0.134 0.339∗∗∗ -1.649∗∗∗ 0.00929 0.0676∗ -0.154
(0.0707) (0.0717) (0.442) (0.0196) (0.0333) (0.128)

Taps 0.274∗∗∗ 0.336∗∗∗ -0.243 -0.0329 -0.155∗∗∗ 0.682∗∗∗

(0.0758) (0.0966) (0.655) (0.0256) (0.0297) (0.139)

All Protected Sources 0.132∗ 0.239∗∗∗ -1.548∗∗ -0.00876 -0.0173 0.0988
(0.0529) (0.0599) (0.470) (0.0181) (0.0244) (0.0998)

Mean -1.135 -1.639 2.022 0.207 0.455 9.967
SD 1.184 1.409 14.63 0.405 0.498 2.120

Standard errors in parentheses

Weight-for-age, height-for-age, and weight-for-height are z-scores

Diarrhea and fever are binary dependent variables

Hemoglobin is measured as grams per deciliter
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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Table 1.7: Placebo: IV Drinking Water Instrumented With Lead Water Options

(1) (2) (3) (4) (5) (6)
Weight-for-Age Height-for-Age Weight-for-Height Diarrhea Fever Hemoglobin

Rainwater Tanks -3.001 10.10 -11.62 0.404 1.037 8.305
(9.880) (20.02) (80.41) (0.652) (0.954) (18.81)
[0.791] [0.328] [0.886] [0.434] [0.251] [0.597]

Deep Boreholes -0.309 0.809 -5.177 -0.0751 0.102 -2.109
(0.831) (0.742) (5.334) (0.250) (0.464) (2.108)
[0.652] [0.373] [0.318] [0.769] [0.832] [0.121]

Protected Springs -0.143 -0.0656 -1.876 -0.118 0.103 0.631
(0.478) (0.511) (7.350) (0.163) (0.237) (1.277)
[0.777] [0.899] [0.801] [0.406] [0.664] [0.590]

Taps 2.259 -1.965 34.87 0.113 -1.306 -2.079
(3.034) (3.743) (58.97) (0.720) (1.807) (7.876)
[0.346] [0.426] [0.341] [0.858] [0.453] [0.766]

All Protected Sources -0.562 0.262 -12.74 -0.0180 0.120 -2.018
(1.157) (1.250) (20.41) (0.296) (0.471) (3.433)
[0.585] [0.837] [0.428] [0.951] [0.803] [0.499]

Mean -1.135 -1.639 2.022 0.207 0.455 9.967
SD 1.184 1.409 14.63 0.405 0.498 2.120

Standard errors in parentheses

Anderson-Rubin p-values in brackets

Weight-for-age, height-for-age, and weight-for-height are z-scores

Diarrhea and fever are binary dependent variables

Hemoglobin is measured as grams per deciliter
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five year horizon. Non-results for weight-for-height are likely explained by a greater
impact on height than on weight and the longer-term horizon of the intervention
measure. Non-results for diarrhea are disappointing but not surprising given the
literature (Fewtrell et al. 2005). Results for hemoglobin, although only marginally
significant, ought to encourage continued exploration of iron-deficiency and anemia
as maladies that may be partly treated with improved water.

To account for the measurement error due to jitter, multiple magnitude correcti-
ons are calculated. One set is calculated geometrically for a range of maximum
impact radii, and one set is calculated by a conservative bootstrap procedure, also
for a range of maximum impact radii. Even employing the conservative magnitude
correction for a maximum impact radius of 2 kilometers, the magnitudes are modest,
although considering they apply to every child over a five year horizon and 2 km
radius, they are still impactful.

The IV procedure, which instruments drinking water choice with waterpoint con-
struction in a first stage similar to the OLS estimates, finds similar results as the OLS
procedure. The magnitudes here are very substantial, but must be interpreted as
the causal effect of an additional person choosing a given drinking water type rather
than any intention to treat effect. Combined with the comparably low magnitudes
from the OLS procedure, this points to a very high impact of adopting improved
waterpoints, but a fairly low rate of adoption. While this may be due to limited
sensitivity to water alternatives or even limited usability or lifespan of a waterpoint,
it could also simply be that the geographic area examined is too coarse, diluting the
adoption rate by including too large an area.

Deep boreholes perform particularly well in both the OLS and IV specifications.
Even compared with the all protected sources, the magnitudes are substantially
higher for the weight-for-age and fever effects, and boreholes even reduce diarrhea
significantly. Moreover, this is not due to increased adoption for boreholes. I leave
to further research whether boreholes are superior to other types of water sources.

Placebo tests using leads validate the plausibility of both the OLS and IV pro-
cedures. This is comforting, as the OLS procedure and the first stage of the IV
procedure rests on the novel nested totals procedure. Further work applying this
procedure in other contexts or to other types of interventions could yield many usa-
ble results on the average impact of interventions as practiced and at scale.
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Appendix

1.A Conditional Independence of Nested Totals

Suppose a data-generating process is of the form

xit = µi + ζit

yi = β0 + β1s1i + g (µi) + εi

where g is any transformation of µi and s1i =
∑k1

t=1 xit/k1. ζit, µi, and εi are unob-
servable and jointly independent. Further, assume that ζit is distributed normally,
with zero mean and, without loss of generality, unit variance. µi is a mean parame-
ter, which is itself random. It may affect the outcome of interest, yi, unobservably
through g (µi). It also affects the outcome through observables xit, which are avera-
ged together in s1i.

We may also construct s2i =
∑k2

t=1 xit/k2 for k2 > k1. The sample from which
s1i is constructed is nested in the sample from which s2i is constructed, making s2i a
strictly better estimator for µi than s1i. Indeed, s1i conveys no additional information
given s2i:

E [g (µi) |s1i, s2i] = E [g (µi) |s2i] (1.A.1)

To see this, the right side is defined as
∫
g (µ) fµ|s2 (µ) dµ which by definition

gives
∫
g(µ)fµ,s2 (µ,s2)dµ∫
fµ,s2 (µ,s2)dµ

. Since
∑k2

t=1 ζit/k2 = s2i − µi and the average of indepen-

dent standard normals is an independent normal with variance 1/k2, fµ,s2 (µ, s2) =

fµ (µ)φ (k2 (µ− s2)) and the right hand side of (1.A.1) becomes
∫
g(µ)fµ(µ)φ(

√
k2(s2−µ))dµ∫

fµ(µ)φ(
√
k2(s2−µ))dµ

.

Similarly, the left side of (1.A.1) is
∫
g(µ)fµ(µ)fζ̄1,ζ̄2

(s1−µ,s2−µ)dµ∫
fµ(µ)fζ̄1,ζ̄2

(s1−µ,s2−µ)dµ
where ζ̄1 is the

average of the first k1 ζit and ζ̄2 is the average of the first k2 ζit. Defining ζ̄2−1 =∑k2

t=k1+1 ζit, then ζ̄2−1 is a normal with variance 1/ (k2 − k1) and is independent of

ζ̄1. Moreover, (k2 − k1) ζ̄2−1 = k2ζ̄2 − k1ζ̄1, so

fζ̄1,ζ̄2 (s1 − µ, s2 − µ) = φ
(√

k1 (s1 − µ)
)
φ

(
k2s2 − k1s1 − (k2 − k1)µ√

k2 − k1

)
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making it possible to rewrite the left side as

∫
g(µ)fµ(µ)φ(

√
k1(s1−µ))φ

(
k2s2−k1s1−(k2−k1)µ√

k2−k1

)
dµ∫

fµ(µ)φ(
√
k1(s1−µ))φ

(
k2s2−k1s1−(k2−k1)µ√

k2−k1

)
dµ

.

Note that if φ
(√

k1 (s1 − µ)
)
φ
(
k2s2−k1s1−(k2−k1)µ√

k2−k1

)
= Cφ

(√
k2 (s2 − µ)

)
for some

C that is constant with respect to µ, then (1.A.1) will hold, since C will multiply
numerator and denominator of the left side. So, ignoring multiplicative constants
and exponential terms independent of µ,

φ
(√

k1 (s1 − µ)
)
φ

(
k2s2 − k1s1 − (k2 − k1)µ√

k2 − k1

)
∝ exp

(
−k1

2
(s1 − µ)2

)
exp

(
−k2 − k1

2

(
k2s2 − k1s1 − (k2 − k1)µ

k2 − k1

)2
)

∝ exp

(
−1

2

(
k1µ

2 − 2k1s1µ
))

exp

(
−1

2

(
(k2 − k1)µ2 + 2k1s1µ− 2k2s2µ

))
= exp

(
−k2

2

(
µ2 − 2s2µ

))
∝ exp

(
−k2

2
(s2 − µ)2

)
∝ φ

(√
k2 (s2 − µ)

)
Thus we have that µi conditional on s2 is independent of s1. It follows that

including s2i in a linear regression with s1i allows for an unbiased estimator of the
coefficient on s1i. This shows the conditional independence of nested averages, but
since the total is a linear function of the average, the same holds for nested totals.
It should be noted that the assumption of normality for ζit, while necessary for
mathematical exactness, is only to assert that ζ̄1 and ζ̄2 are normally distributed.
This will of course hold in approximation for sufficiently large k1 and k2, whatever
the distribution of ζit, so long as they are independent.

1.B Magnitude Adjustments

The estimated magnitudes of the impact coefficients in the OLS specification are
vanishingly small, even when they are highly statistically significant. This is at least
partly because of the measurement error problem described in Section 1.4.1. Since
the coordinates of the DHS survey are jittered up to five kilometers, counts of wells
within five kilometers of the reported coordinates will not be perfectly correlated
with counts of wells within five kilometers of the true coordinates.
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Figure 1.B.1: Jittered Measurement

Figure 1.B.2: Jittered Measurement—Small Impact Radius

Figure 1.B.1 helps illustrate and concretize the problem. The four-sided stars
represent features being counted, which in this application are wells. The circle on
the left, marked Cm, represents the area considered in the measurement. Let S be
a function from an area to the number of features contained within that area. Then
in Figure 1.B.1, S (Cm) = 6. However, the true location of the survey is w away
from the center of the measurement area. If any feature can have an impact at a
distance of re, then Ce represents the area that should be counted. In this illustration,
S (Ce) = 5. The intersection of Ce and Cm, shaded and labeled Rem, mechanically
induces a correlation between S (Ce) and S (Cm).
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Note that if the jitter is uniform within a radius of rj (for the DHS survey, rj =
5km), then the distance between the reported coordinates and the true coordinate
of the survey is a random variable with density k (w) = 2w/r2

j . The area of the
region of the overlap Rem is also random, because it varies with w. Also note that
there is no ex ante reason why rm, the radius within which the researcher chooses
to count, is necessarily equal to re, the maximum distance at which a feature has an
impact. Nevertheless, as Figure 1.B.2 shows, Rem still has positive area, hence there
will still be a correlation between S (Cm) and S (Ce), although a scale adjustment is
necessary.

With this setup in mind, consider the following linear relationships:

S (Cei) = γ0 + γ1S (Cmi) + u1i (1.B.1)

Yi = β0 + β1S (Cei) + u2i (1.B.2)

where i indexes observations, Yi is some outcome of interest, and the u terms
are independent of each other and the count variables. Suppose Yi is regressed on
S (Cmi), producing slope coefficient β̃1. Then we have

β̃1
p→ Cov (Yi, S (Cmi))

Var (S (Cmi))

=
γ1Cov (Yi, S (Cei))

γ2
1Var (S (Cei)) +Var (u1i)

= β1
γ1Var (S (Cei))

γ2
1Var (S (Cei)) +Var (u1i)

(1.B.3)

which reduces to classical measurement error atttenuation bias if there is no rescaling
necessary, that is, if γ1 = 1.

We can mathematically model this attenuation bias by making two simplifying
assumptions:

Assumption 1. The placement of features follows a poisson arrival process with
parameter λ.

Assumption 1 is necessary to make the mean and variance simple functions of
area (and to make covariance a simple function of areas of intersection).

Assumption 2. Conditional on feature locations, the density of true survey locations
is uniform within the jitter radius.
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Assumption 2 allows for a simple calculation of the area of intersection by assu-
ming that the true survey location is equally likely to be anywhere within the jitter
radius. This would not be true, if, for example, the presence of features indicates a
greater (or lesser) probability that the true survey location were nearby.

Using these assumptions, and letting a (·) denote the area of a region, I conclude
that Var (S (Cmi)) = λa (Cmi) and Var (S (Cei)) = λa (Cei). Using the law of itera-
ted expectation, an alternate linear form for the conditional expectation of S (Cmi)
given S (Cei) presents itself:

E [S (Cmi) |S (Cei)] = E [E [S (Cmi) |a (Remi)] |S (Cei)]

= λ (a (Cmi)− a (Remi)) +
E [a (Remi)]

a (Cei)
S (Cei)

where Assumption 2 allows substituting E [a (Remi) |S (Cei)] with E [a (Remi)]. Since
it is also true that E [S (Cmi) |S (Cei)] = γ0 + γ1S (Cei) we may conclude that γ1 =
E[a(Remi)]
a(Cei)

and that Var (E [S (Cmi) |S (Cei)]) = λE[a(Remi)]
2

a(Cei)
. Applying the conditional

variance identity givesVar (u1i) = E [Var (S (Cmi) |S (Cei))] = λ
(
a (Cmi)− E[a(Remi)]

2

a(Cei)

)
.

Plugging these into equation 1.B.3 gives

β̃1
p→ β1

E [a (Remi)]

a (Cmi)
(1.B.4)

What remains is to express E [a (Remi)] as a function of the radius of effect re,
the radius of measurement rm, and the radius of jitter rj. (In the diagrams, rm = rj
is implicitly assumed, although this need not be the case.) To avoid proliferation of
cases, I assume re ≤ rm ≤ rj ≤ re + rm. The jitter is of length w with probability
density k (w) = 2w/r2

j . When w ≤ rm − re, then the area of overlap is the area of
the smaller circle, πr2

e . When w > rm− re, the law of cosines is applied to derive the
quantity

r2
ecos−1

(
w2 + r2

e − r2
m

2wre

)
+ r2

mcos−1

(
w2 + r2

m − r2
e

2wrm

)
−

.5
√

(−w + re + rm) (w + re − rm) (w − re + rm) (w + re + rm)

Denote this quantity as g (w, re, rm). The expected area of intersection is then cal-
culated by integrating with respect to k (w) dw:∫ rm−re

0

πr2
ek (w) dw +

∫ rj

rm−re
g (w, re, rm) k (w) dw
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Table 1.B.1: Attenuation and Correction Factors (Geometric)

Effect Radius Attenuation Correction (1/Attenuation)

1 km 0.0366 27.3164
2 km 0.1329 7.5218
3 km 0.2692 3.7153
4 km 0.4262 2.3461
5 km 0.5865 1.7050

based on jitter radius and measurement radius of 5 km

The integral is calculated numerically using rj = rm = 5 km. The results for

the attenuation E[a(Remi)]
a(Cmi)

and its inverse (the multiplicative factor that ought to be

applied to each estimated coefficient to achieve an unbiased result) are presented in
Table 1.B.1. The fifth and final row presents a base case, where the jitter radius,
measurement radius, and radius of effect are the same. In such a case, the attenuation
bias is substantial, and any effectiveness coefficient, such as those in Table 1.3, need
to be multiplied by 1.705 to generate an unbiased point estimate.

The truly large multiplicative corrections occur higher in the table. The first row,
corresponding to a scenario in which each feature has an effect over 1 kilometer, and
hence the area measured is 25 times larger than the area affected, has a correction
factor of 27.3164. This is similar to the scenario in which there is no jitter at all,
where E[Remi]

Cmi
= Cei

Cmi
= 1

25
, since the expected area of overlap is simply the area of the

smaller circle. When re � rm, the error has much less to do with jitter and much
more to do with dilution due to attempting to measuring an effect well outside its
true radius. In this sense, the trouble of selecting the proper radius within which to
measure is a problem that faces researchers whether or not there is jitter.

These assumptions are non-trivial, and will certainly need to be relaxed. Figure
1.B.3 illustrates a plausible violation of both assumptions in a non-neutral way.
Consider the case where surveys are taken at the center of a village. Features, in this
case waterpoints, are located in clusters around a village center. Villages are spaced
out, so that fairly few of them are located within a jitter radius. In that case, area
does a poor job predicting both the needed scale adjustment and the correlation,
because if all the features within Am form a tight cluster, it is highly likely that the
center of Ai is nearby and also probable that a smaller radius ri would be sufficient
to include these features. I deal with this case via bootstrap.

From equation 1.B.3, the goal is to estimate γ1Var(S(Cei))

γ2
1Var(S(Cei))+Var(u1i)

, which can be

rewritten as Cov(S(Cmi,S(Cei)))
Var(S(Cmi))

, that is, the regression coefficient of the effect of the
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Figure 1.B.3: Jittered Measurement—Clustered Features

number of features within the measurement radius of the reported cluster center
on the number of features within the effect radius of the true center. Note that in
order to estimate the attenuation via bootstrap, all that is necessary is to simulate
a sample of cluster centers in a way that replicates the population distribution. If
each point on the map were equally likely to be the true center of a sample cluster,
then one could generate uniformly random points. Call this set of generated points
K. Since the jitter rule is uniform with radius rj, if Cj is the circular area of radius
rj around the reported coordinates of a cluster, then each point in K∩Cj is equally
likely to be the true center of that cluster, by Bayes’ rule. Then the attenuation
can be estimated by regressing S (Ceik) (the sum of features within re of a point
cik ∈ K ∩ Cji) on S (Cmi) (the sum of features within rm of the reported cluster
center), weighted by |K ∩ Cj|.7

Of course, the generation of K and the application of Bayes’ rule rest on Assump-
tion 2, which must be relaxed. Different applications may follow different procedures
for generating K, but for this scenario, I wish to consider the possibility of positive
correlation between cluster center and feature location. I take this to the extreme
by assuming that they are perfectly correlated, that is, my set K is simply the set of
all features.8

7The logic for weighting the regression is that there is in reality a one-to-one correspondence
between reported coordinates and true coordinates. If K is generated such that one cluster has only
1 possible eligible true coordinate value and another has 10, each of the 10 possibilites is one tenth
as informative about the latter as the single possibility is about the former.

8The set K is all waterpoints with valid coordinates. The set of features actually counted varies
with the regression, depending on the type of waterpoint. For the purposes of estimating attenuation
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Table 1.B.2: Bootstrapped Attenuation and Correction Factors

Attenuation Correction (1/Attenuation)
Effect Radius Bootstrapped SE Geometric Bootstrapped Geometric

1 km 0.0681 (0.0066) 0.0366 14.6763 27.3164
2 km 0.2269 (0.0136) 0.1329 4.4063 7.5218
3 km 0.4841 (0.0227) 0.2692 2.0656 3.7153
4 km 0.7521 (0.0327) 0.4262 1.3296 2.3461
5 km 0.9928 (0.0424) 0.5865 1.0073 1.7050

N=120,725

Standard Error adjusted for 1,344 clusters.

based on jitter radius and measurement radius of 5 km

Table 1.B.2 shows the results of this procedure. The first column labels the effect
radius, from 1 km to 5 km. The second column provides the regression coefficient,
which is also the estimated attenuation bias, with the third column showing the
cluster robust standard error. The fourth column provides the equivalent calculation
from Table 1.B.1 for ease of comparison. The fifth column provides the correction
factor, which is the inverse of the attenuation, and the sixth column provides the
equivalent calculation from Table 1.B.1. From this table, it is clear that the ge-
ometric calculations provide a reasonable order of magnitude calculation, but the
bootstrapped calculations estimate considerably less attenuation. Ultimately, the
bootstrapped and geometric procedures for calculating the attenuation bias will dif-
fer in terms of how correlated the true cluster center is with feature locations. Perfect
correlation is probably as unlikely as zero correlation, and hence the true correction
factor probably lies in between the bootstrap value and the geometric value. The
message, however, is consistent whichever factor is used: if the radius of effect is
small, the correction is potentially quite large.

bias, I count only the waterpoints labeled as protected. Moreover, since my OLS regressions use
the count of waterpoints from 1995–2013 as a control and the count of waterpoints from 1995–1999
as the independent variable, my “count” variables are replaced with the residual from regressing
the 1995–1999 count on the 1995–2013 count.
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2.1 Introduction

Clean water is a major topic for public health researchers and economist alike. Pu-
blic goods provision in the developing world is a challenging and interesting field of
research, in no small part because it is a shared effort with no clear model of coordi-
nation. While the government participates in the provision of public goods, it is far
from having a monopoly, as international diplomatic aid and non-government organi-
zations contribute significantly to waterpoint construction. How does this determine
who receives water?

This analysis aims to answer that by comparing each funder type in terms of the
characteristics of their typical beneficiary. Factors considered are poverty concentra-
tion, remoteness, population, and the previous number of waterpoints per person.
All of these factors are in to some extent motivated by an ex ante concern that some
groups may be systematically overlooked in favor of more convenient groups. Poverty
in particular is of major interest, both because water infrastructure provides a stream
of consumption and poor households have high marginal utility of consumption and
because poor households may be most at risk of waterborne illness that water inter-
ventions might ameliorate. Thus, while a social planner might place some emphasis
on serving the poor, it is easy to imagine a scenario in which the semi-cooperative
regime of government and non-government provision largely overlooks the poor. In
particular, if all providers were mainly concerned with quantity of waterpoints pro-
vided, perhaps because one village looks much like another to outside providers and
because the government prioritizes political returns to provisions, then it may hap-
pen that wells are largely provided only in convenient locations. Remoteness, as
measured by distance from the nearest road, is one measure of such convenience,
both in terms of actual cost to install a waterpoint and in terms of the information
gathering necessary to become aware of the need. Similarly, waterpoints per person
are a measure of how pioneering a given provider is, while population is another
measure of efficiency.

The analysis proceeds as follows. Section 2.2 reviews the literature. Section 2.3
provides a model under which one can interpret observed correlations as differences
in agency preferences. Section 2.5 outlines the empirical specification and section 2.6
describes the results. Section 2.7 concludes.

2.2 Literature Review

Coady (2002) provides an analysis of poverty targeting of 111 anti-poverty programs
in 47 countries, finding that the median program does provide more to the targeted
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group than to the untargeted group. There is considerable variation among programs
and countries, with strategies such as means testing and geographic targeting perfor-
ming well in general. Analyzing Mexico’s PROGRESA, Skoufias, Davis, and Vega
(2001) compare the multi-step selection process used in practice to alternative se-
lection criteria—unifrom, consumption-based, and geographic—in terms of potential
poverty alleviation, concluding that PROGRESA’s targeting scheme outperforms al-
ternatives, although geographic targeting is nearly as effective. My subject—water
infrastructure—although neither truly non-rival nor non-excludable, is close enough
to be treated as a local public good. Hence, geographic targeting—providing in-
frastructure to the poorest locations as opposed to the poorest households—is the
extent of my concern. My analysis differs from these analyses, and the literature
in general, because waterpoints are not an explicitly targeted or anti-poverty in-
tervention. Rather, they are a form of basic infrastructure. Yet the circumstances
under which they are provided, where not only the local government but diploma-
tic aid and international NGOs pay for provision, imply a pro-poor motivation. It
is entirely plausible that waterpoint provision exhibits a combination of features:
a uniformly available basic infrastructure from the government’s perspective and a
targeted intervention from the perspective of international donors. Moreover, rather
than treating a single clean water program, this analysis looks to understand the
status quo of waterpoint provision by including all waterpoints included under any
program. Some wells are clearly geographically targeted, as they are provided under
the auspices of geographically-named initiatives, but whether the overall pattern is
one which targets the poor, one which overlooks the poor, or something in between,
is a matter for investigation.

Alderman (2002) examines how decentralizing provision of social assistance im-
proves targeting. Examining a social assistance program in Albania, he finds that
decentralizing the management of the program allows for program officials to more
accurately target the poor than could a centralized program. Galasso and Raval-
lion (2004) examine delegation of village-level targeting in Bangladesh’s Food-for-
Education Program to community organizations, which have local information but
may capture benefits for themselves rather than for those they intend to serve. There
is a comparison to be made between the water provision regime and the decentrali-
zation literature. Most directly, the government portion of water provision is decen-
tralized, with provincial offices of the Ministry of Water and Environment overseeing
local projects. But they operate around an informally coordinated network of NGOs
and international government aid organizations. It would be impossible to fully cha-
racterize how centralized these decisions are made, although to the extent that this
informal amalgam represents a class of institution all its own, it is worth exploring
what the result is. It may be that this informal network can leverage informal infor-
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mation effectively in the same way as local authorities in Alderman (2002), but unlike
other schemes where targeted spending is decentralized, there is no clear mandate at
the highest level to ensure that funding at the regional or district level is proportional
to poverty level. This allows for the possibility that within-district targeting might
be better than across-district targeting.

Gelbach and Pritcbett (1997) derive a model of social insurance wherein a govern-
ment will maximize social welfare by not targeting at all. The key is that the budget
for social insurance is endogenous within the political process, and a more uniform
distribution results in greater popularity and more funding for the program. The
many differences between social insurance and water infrastructure notwithstanding,
the logic of reaching as wide an audience as possible, at the expense of explicit targe-
ting, in order to maintain popularity for continued expansion of water infrastructure,
plausibly applies here. Of course, it should apply more to government actors than
to outside actors, since the funding for international aid and NGOs does not rely on
contributions from individuals who see themselves as potential beneficiaries. More-
over, it is ambiguous whether this anti-targeting pressure would apply at all levels
of allocation—a mandate to make sure all strata of society might benefit from wa-
ter infrastructure—or the anti-targeting pressure applies at the top level only—a
mandate to make sure every district benefits from water infrastructure. Thus, total
targeting and within-district targeting are both considered.

2.3 Social Preferences Model

The empirics of this paper are concerned with the relative tendencies of providers
of water projects in Uganda. Atheoretically, I will say that if certain features of a
project, such as its remoteness or the poverty level of the location, are disproporti-
onately associated with a certain type of provider, that provider has a tendency to
choose that type of project. The main aim of this paper is to understand differences
in tendencies. However, it is helpful to consider general conditions under which one
could reason from differences in tendency to differences in preference or cost or both.
Since the setting of multiple providers cooperating to provide public goods is fairly
novel, a model of behavior is offered.

2.3.1 Single Provider

I model the preferences of a provider of water. This is meant to be thoroughly gene-
ric, capturing the preferences of the government, international aid organizations, and
NGOs, and apply not only to water providers but to any public good provider (here-
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after PGP). In contrast to firms, which we can assume maximize a well-understood
profit function, government and non-government organizations have hard-to-quantify
objectives, which can only be inferred through a revealed preference strategy.

Suppose W represents a universe of potential well-water sites, indexed by w. At
every successful well installation, the PGP derives an intangible benefit of uw. This
benefit is denominated in dollars.

A cost cw, also measured in dollars, is applied so that, assuming additive separa-
bility, we can write the PGP’s unconstrained objective function as

U (I) =
∑
w∈W

Iw (uw − cw) (2.1)

where I is a vector of binary choice variables, each element representing whether
or not to build at site w. This is clearly solved by choosing Iw = 1 whenever uw > cw.

2.3.2 Multiple Providers

Now suppose that there are multiple PGPs providing water in overlapping areas, and
that only a single provider can provide any project. Specifically, let d = 1, . . . , D
index donors who might potentially provide any project, and assume that they can
all provide any well:

Assumption 3 (Common Choice Set). Any practical outcome that one public good
provider can achieve in a given location can be achieved by any other public good
provider as well.

It is possible for this assumption to fail if different providers develop different
institutional knowledge and learn to operate in different spheres. However, this
possibility would merely defer the targeting question to an earlier stage; one might
as easily ask why a particular specialty as why a particular project.

Similar to the single provider case, let Iwd be the indicator denoting whether
provider d builds project w, and Iw =

∑D
d=1 Iwd is an indicator for whether the

project is built by anyone. Each provider receives ũwd if the project is built,
regardless of who built it, and an additional vwd ≡ uwd − ũwd − cwd if they build the
well. Provider payoffs are thus

Ud (I) =
∑
w

Iwũwd + Iwdvwd

(2.3)

This is enough to state the simplest sharing condition
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Condition 1 (Conditional Altruistic Sharing). Conditional on being completed, pro-
ject w is completed by the provider that values it the most according to vwd.

This condition would be satisfied if the actual bargaining process followed a two-
step procedure, where

1. The projects to be completed are decided (in any way, not modeled). Iw ∈
{0, 1} is fixed ∀w.

2. The projects are assigned to providers, that is, Iwd ∈ {0, 1} are chosen to
maximize

∑D
d=1 U ({Iwd}) subject to

∑D
d=1 Iwd = Iw.

Note that a scheme such as this is most plausible where payoffs follow a logical,
fixed scale (so that inter-agent payoff comparisons are possible) and side payments
are possible (so that inter-agent payoff comparisons are relevant). I consider this
setting to approximate these conditions, taking into account that provider d can
compensate provider d′ by completing additional projects and providing the shared
payoff ũ. Suppose instead that projects are allocated by some other process, and that
side payments and tit-for-tat agreements are impossible. Then w is only completed
if ũwd+vwd ≥ 0, since given the opportunity to complete a project, funder d declines
whenever the payoff is negative. Suppose also that there exists a project w that no
one completes (ũwd + vwd = 0∀d) but is marginal for one provider d (ũwd + vwd ≈ 0),
providing all other funders d′ with positive payoff ũwd′ , and being nearly payoff-
neutral for d.

The ability to make such side payments depends on the availability of potential
projects, relative to the number of projects that would violate condition 1 in the
status quo before trades. That is, for every project w that d′ completes but vwd >
vwd′ , there must exist a set S of projects that otherwise would not be built that
adequately compensate d′ (

∑
w′∈S ũw′d′ ≥ vwd′) while still being worthwhile for d

(vwd +
∑

w′∈S ũw′d + vw′d ≥ 0). This is plausible in the case where the number
of potential projects is very large, providers mainly care about whether a well is
completed, so that ũ is generally large compared to v, and the naive assignment is
not too pathological.

2.4 Data

2.4.1 Waterpoint Data

The source of the waterpoint data is as discussed in 1.3.2, but the cleaning is diffe-
rent for a separate analysis. Table 2.1 shows how the raw data provided by the
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Table 2.1: Water Sample Construction

Raw Wells 111,777
Bad Geocodes 6,963 6.2%
Year Omitted 6,568 5.9%

Available to Categorize 98,246
< 3 Wells Per Funder 3,916 4.0%
Could Not Categorize 2,113 2.2%

No Funder Listed 25,391 25.8%

Successfully Categorized 66,826
Year 2000 to 2013 48,049 71.9%

Uganda Government 17,559 36.5%
Diplomatic Aid 17,017 35.4%

NGOs 13,473 28.0%

Ministry of Water and Environment survives the cleaning process. Roughly 12% of
the initial data are discarded, either because of missing missing year of construction
or because of a missing or implausible geocode. The remaining data are categorized
by funder. The funder information is listed in a non-standardized way, which makes
it difficult to link funders to every well they provided. To address this, research
assistants looked up each funder name or abbreviation, and identified whether it
corresponded to the Uganda government (or a subunit thereof), a bilateral or multi-
lateral aid organization such as USAID or the World Bank, or an international NGO
(hereafter, Government, Diplomatic Aid, and NGO). All imputations were indepen-
dently confirmed by a second analyst, and a third analyst reviewed any conflicts.
This process was performed for all funders where an identical name is used for at
least three wells, leaving 4% uncategorized due to time. Ambiguous names or abbre-
viations, or disputed interpretations of said names, led to a further 2.2% that could
not be categorized. A full 25.8% of the sample could not be categorized because
no funder name is recorded. Finally, the bulk of the analysis concentrates on the
years 2000 to 2013, chosen because it captures 71.9% of the identifiable sample while
avoiding excessively old data, as the quality of the waterpoint census likely declines
for earlier years. Additionally, geographic covariates are measured only once some
time after 2000, creating an error-in-variables problem when older wells are matched
with newer measurements.
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2.4.2 Demographic and Map Data

Demographic data come from WorldPop spatial datasets, which are 100m resolution
interpolations of official population numbers based on satellite imagery of landcover
and settlement locations. My preferred measure of poverty is the percentage of the
population living below the $2 per day poverty level, which is likewise an interpolation
based on geographic covariates and satellite imagery, fit using Demographic and
Health Survey and Living Standards Measurement Survey clusters.

Map outlines of district, subcounty, and parish administrative units are provided
by humanitarian response. Parts of my analyses aggregate up to the parish level,
which has 4,293 distinct values. When appropriate, 56 district clusters are used.
This differs from the total number of districts because new districts have been in-
troduced over time, and reconstructing consistent units is problematic. I have taken
the approach that if n districts are reapportioned into m districts, that all districts
are treated as 1 district for all time.

2.4.3 Road Data

Remoteness is used as a potential cost measure, one which may be correlated with
poverty. Therefore, a measure of distance from the road is calculated. Road maps
are from the Digital Chart of the World and include primary and secondary routes
throughout the country. The maps have not been updated since 1992, which ma-
kes them imperfectly accurate. However, it is worth noting that since this paper is
about public goods provision, and roads are themselves public goods, that inclusion
of recent routes could confound interpretation of results more than improve accu-
racy. If, for example, location preference for road provision and well provision by
the government are positively correlated, that would induce a negative correlation
between the distance from road and the likelihood that a given well is provided by
the government. However, a better interpretation would simply be that the govern-
ment provides both roads and wells to the same location. Ideal data would be a road
suitability measure, a historical road proposal, or a road map predating 1986 when
Yoweri Museveni took power and the current Ugandan government regime begins.
This map, while not perfectly meeting this latter requirement, comes close.
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2.5 Empirical Specification

2.5.1 Estimation Framework

The data are organized as individual projects that have been undertaken and com-
pleted. By design, each project corresponds to a single funder.1 If funder d completes
project w, the indicator Iwd = 1 and the category variable yw = d. Let independent
variable Xw reflect characteristics of the well. Then each funder d has a valuation of
the well

vwd = Xwβ
d + εwd (2.1)

By the altruistic sharing condition, yw = d iff d ∈ arg maxd∈{1,...,N} vwd. This is
exactly the use case for multinomial logistic regression.

It is necessary to establish that E [εwd|Xw] = 0. To make this case, I first note
that since only the order of vw1, vw2, . . . , vwD matters, all that is really necessary is
E [εwd − εwd′|Xw] = 0 ∀d, d′. My main variable of interest is poverty concentration,
and it is entirely conceivable that different entities have a comparative advantage
serving the poorest of the poor, for example, if the poorest live in the remotest re-
gions and institutional differences make assessing needs or delivering materials cost
different, which would be reflected as a nonzero εwd − εwd′ . Likewise, underlying
hydrological differences correlated with Xw might require different levels of sophi-
stication in type of water project, which might be another situation of comparative
advantage. Including distance from road as a measure of remoteness and fixed effects
for project type addresses some of these potential sources of estimator bias. However,
I consider targeting a unique setting, because we care about any observed de facto
favoritism. Although there may always be an unobservable factor that more directly
explains observed allocations, if one institution can achieve a more progressive al-
location than another, it has better targeted the poor, whether due to comparative
advantage, pure preference, or a correlated third factor.

1 In practice, there are many sites with multiple adjacent projects. There are also project notes
that make clear that some projects were undertaken as part of a collaboration. However, the data
do not report this in any structured way, and I find no way to account for this. Inspection of more
detailed records from the Ministry of Water and Environment suggest that explicitly collaborative
efforts among funders are rare, with the exception that wells funded by diplomatic aid frequently
acknowledge participation or cooperation of the Ugandan government. Moreover, anecdotal expe-
rience with beneficiaries suggests that they often credit, wholly or partially, the national government
with wells provided by international NGOs, even if the extent of their involvement is suggesting
beneficiaries. My analysis ignores collaboration on any project because of data unsuitability.
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2.6 Results

2.6.1 Parish Level Regression

To start, I simplify equation 2.1 by proxying vwd, the latent variable underlying the
discrete choice of whether or not to provide a given potential well, with ipdt, an
indicator variable representing the number of wells completed in parish p by funder
type d in year t. This is useful since 0 is the median and mode of the number of
wells provider by a funder type in a given parish-year, and the distribution falls
of sharply after 1, but with a large right skew. For simplicity, a linear probability
model is used, with funder-year fixed effects controlled for in all specifications. In
some specifications, fixed effects for larger geographic groups, interacted with funder
type, are used.

Table 2.2 compares the chance of a parish receiving a well from each funder type
in any given year. Each observation is a funder-parish-year. The government is the
omitted group in each column, and they complete a well in 15.2% of parishes in
any given year. Funder means are removed in each specification. In specifications
1 and 2, observations are demeaned by the yearly averages of each funder type.
In specification 3, observations are demeaned by the yearly averages and district
averages for each funder type. In specification 4, observations are demeaned by the
yearly averages and sub-county averages for each funder type.

Column 1 is the simplest specification, including only variation based on poverty.
Row 1 shows that the omitted group, the government, does not systematically vary
its provision with poverty level. Row 2 shows that international diplomatic aid
behaves similarly to the government with respect to poverty level, while the third
row shows that, relative to the government, NGOs increase their provision of wells
in impoverished areas. 17.6% (row 3) represents the double-difference between NGO
and government probability of building a well in a parish where 100% live below the
poverty line, less the same difference in a parish where 0% live below the poverty line.
Of course, in practice, parishes are strictly between 0% and 100% of the population
below the poverty line, the interquartile range is helpful. The 25th percentile for
poverty concentration is 65.69% and the 75th percentile for poverty concentration
is 79.67%, making the interquartile range 13.98%. Thus, going from a parish at the
25th percentile to one at the 75th percentile, the gap between NGO and government
probility of provision increases by 2.4%, roughly a sixth of the average provision per
parish-year by the government.

Column 2 is the preferred specification, since it includes all geographic variation
while controlling for population density and the number of wells in a parish as of the
previous year. We still see no indication of government progressiveness, although the
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Table 2.2: At Least One Well Built

(1) (2) (3) (4)
% Poverty -0.0185 0.0220 0.00839 -0.0996∗

(0.0202) (0.0221) (0.0402) (0.0432)

Diplomatic Aid × % Poverty 0.0540 0.0271 -0.0338 0.0122
(0.0296) (0.0336) (0.0551) (0.0568)

NGO × % Poverty 0.176∗∗∗ 0.0997∗∗∗ 0.0543 0.0601
(0.0260) (0.0289) (0.0486) (0.0529)

Log Pop. Dens. 0.00552∗ -0.00586∗∗ 0.00182
(0.00217) (0.00217) (0.00275)

Diplomatic Aid × Log Pop. Dens. -0.00812∗∗ 0.00250 0.00223
(0.00315) (0.00300) (0.00348)

NGO * Log Pop. Dens. -0.0202∗∗∗ 0.00314 0.00124
(0.00294) (0.00267) (0.00345)

Wells to Date 0.00222∗∗∗ 0.00229∗∗∗ 0.000598∗∗

(0.000443) (0.000432) (0.000216)

Diplomatic Aid × Wells to Date 0.000899∗∗ 0.0000654 -0.000184
(0.000322) (0.000264) (0.000271)

NGO × Wells to Date 0.000754∗∗ -0.0000182 0.000173
(0.000268) (0.000262) (0.000295)

N 203112 202986 202986 202986
Govt Mean 0.152 0.152 0.152 0.152
For. Aid Mean 0.153 0.153 0.153 0.153
NGO Mean 0.0996 0.0996 0.0996 0.0996
Funder-Year Fixed Effects Yes Yes Yes Yes
Funder-District Fixed Effects No No Yes Yes
Funder-Subcounty Fixed Effects No No No Yes
Number of Fixed Effects 42 42 327 2871

Standard errors in parentheses

Probability of one or more wells built by parish-year-funder-type

Government is the omitted funder-type category.

All fixed effects are interacted with funder-type dummies.
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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relative improvement by NGOs is diminished, but still significant. However, the go-
vernment tends to provide more wells in more densely populated areas, although the
magnitude is quite small, indicating a 0.00552% increase in probability of receiving
a well for every 1% increase in population. The interaction of log population density
with diplomatic aid shows that diplomatic aid provision of wells decreases relative
to government as population goes up, and in absolute terms, diplomatic aid tends to
keep a near constant provision of wells as population density increases. Meanwhile,
NGOs not only decrease provision relative to government as population density in-
creases, but in absolute terms, NGOs decrease provision as log population density.
This result is larger than the government result in magnitude, but ultimately still
fairly small.

Column 2 also shows that the government is likely to provide wells in parishes
with more existing wells, increasing probability of provision by 0.222% per existing
well. Given a mean of 9.2 and a standard deviation of 10.7 wells per parish in the
sample, this amounts to moderately sized effect. It is certainly wrong to interpret
this causally. There are certainly many omitted factors influencing the suitability of
a location for a water project. The same factors that influence the number of wells
accumulated to date influences whether a new well will be placed. However, the
coefficient is an inverse measure of how much a funder seeks out new and underserved
locations. Thus, the positive coefficients on the interaction terms with the diplomatic
aid and NGO dummies tell us that, compared to the government, diplomatic aid and
NGOs are more likely to go to already served locations.

Columns 3 and 4 consider variation within a district or subcounty, respectively. It
is likely that institutional limitations may prevent systematic targeting within finer
geographic areas. The only consistent result is the relationship between government
provision and the number of wells to date, which, as discussed, might be due to any
suitability factor that is persistent over time.

2.6.2 Logistic Regression

Table 2.3 shows the results from a logistic regression of funder type on poverty con-
centration, log population density, log distance from the nearest road, and dummies
for the type of well, jointly. Year fixed effects are used, and standard errors are
clustered at the parish level. The results are expressed as the change in probability
that a well is constructed by a given funder type as the independent variable changes
by one unit. The results for poverty concentration, which ranges from 0 to 1, indi-
cate that a well in a hypothetical location in which everyone lives below the poverty
line, compared to a well in a location in which no one lives below the poverty line,
is 16.5% less likely to have been built by the government, .8% less likely to have
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Table 2.3: Multinomial Logit Marginal Effects

dydx p-value IQ Range
Poverty Concentration
Government -0.169∗∗ (0.002) -0.0265
Diplomatic Aid -0.00918 (0.861) -0.00153
NGO 0.178∗∗ (0.002) 0.0280
Log Pop. Dens.
Government 0.0395∗∗∗ (0.000) 0.0478
Diplomatic Aid 0.00226 (0.673) 0.00259
NGO -0.0417∗∗∗ (0.000) -0.0504
Log Dist. from Road
Government 0.0149∗∗∗ (0.000) 0.0267
Diplomatic Aid -0.00581 (0.103) -0.0104
NGO -0.00909∗ (0.018) -0.0162
N 47537

dydx is the marginal change in predicted probability.

dydx Poverty Concentration is the marginal change of a 1 percentage point increase in Poverty Concentration.

dydx Log Pop. Dens. is the marginal change of a 1% increase in population density.

dydx Log Dist. from Road is the marginal on probability of a 1% increase in distance.

IQ Range represents the interquartile difference in fitted probability.

been built by diplomatic aid, and 17.3% more likely to have been built by an NGO.
All coefficients sum to 1, since the sample is wells that were actually built by one
of these three types. Since most locations in Uganda fall strictly between 0% and
100% poverty, the inter-quartile range is used to illustrate the difference in funders
between a well at the 75th percentile of poverty and a well at the 25th percentile.
Compared to its share of wells at the 25th percentile of poverty concentration, the
government’s share of wells at the 75th percentile of poverty concentration is 2.58%
less, diplomatic aid’s share is .137% less, and NGOs’ share is 2.72% greater. The
results for government and NGOs are statistically significant at the 1% level. Clearly,
relative to the government, NGOs target poorer locations for their wells.

Even more statistically significant are the results for log population density.
Going from the 25th percentile to the 75th percentile of population density, go-
vernment share increases by 4.88%, diplomatic aid’s share increases by .251%, while
NGOs’ share decreases by 5.13%, making the government more prone to target po-
pulous regions. Somewhat surprisingly, the government also targets more remote
locations as well, with interquartile ranges for log distance from road of 3.15%, -
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1.12%, and -2.03% for government, diplomatic aid, and NGOs, respectively. Thus,
the relative targeting of the poor by NGOs cannot be explained merely by looking
for the remotest places.

It is important to emphasize that these margins are the product of joint re-
gression. Remoteness and poverty are strongly correlated, but in this case, there is
enough orthogonal variation to see that government can target the more remote while
controlling for poverty. If the specification were simplified to only consider log dis-
tance from road and year and source dummies, there would be no clear pattern as to
who targets which remoteness (not shown). Conversely, the tendency of government
to choose more populous locations is robust to excluding poverty and remoteness.
One possible interpretation of this result is that NGOs prioritize poverty, but seek
cost savings by choosing locations near roads. Meanwhile, government prioritizes
projects based on how many are served, and does not necessarily rule out remote
locations, perhaps taking them as a sort of residual claimant.

2.7 Conclusion

Taken together, the analysis demonstrates that NGOs are more pro-poor in their
water provision than diplomatic aid, which is more pro-poor than the Uganda go-
vernment. In absolute terms, the government is neither progressive nor regressive
in its provision, except when looking within a sub-county, where it appears slightly
regressive. Rather, it is NGOs which are particularly progressive.

It is interesting that all parties appear to be less progressive when looking within
a sub-county. If it were simply government, this would point to a limitation of the
political system, which might have an easier time prioritizing a need-based allocation
at the highest administrative levels, but could be constrained to pursue low-hanging
fruit at the finest levels of granularity. But the similar reduction in progressiveness
by all groups might be an indication of the general challenge of using need-based
information at the lowest level. Perhaps those initiatives that most aim to target the
poorest of the poor begin by considering the variation at the highest administrative
levels first because such information is fairly easy to gather.

The analysis is also consistent with the government being the residual provider
in pursuit of universal coverage. While the number of waterpoints already present
in a parish positively predicts the likelihood of receiving additional waterpoints, it
is least predictive for the government, suggesting a higher priority of reaching new
and uncovered locations. Likewise, their greater share of waterpoints in more remote
areas, after conditioning on poverty level, suggests a greater willingness to serve
higher cost groups. Population density, not poverty, predicts government waterpoint
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selection, consistent with government placing a greater weight on number served
than on the means of those served.

Interestingly, no clear niche appears for international diplomatic aid. It is more
progressive than government, but less progressive than NGOs. It is the least pio-
neering inasmuch as the number of already existing has more impact on whether
a parish receives an additional well for diplomatic aid than for other providers of
waterpoints, but this is comparable to NGOs. Its sensitivity to remoteness and to
population density also fall between that of the government and NGOs.

Ultimately, the exact process by which projects are shared by multiple sources
of funding in a development environment is still unclear. However, the outcome as
regards waterpoints in Uganda points to an NGO sector that most prioritizes poverty.
Meanwhile, the government appears to go to great lengths, even finding locations
distant from the nearest road, to reach those that have not yet been reached. This
should be comforting to anyone concerned with whether money donated to NGOs
is truly targeted to the poor. It should also be comforting to anyone concerned
with whether such aid crowds out the government’s initiative. While this analysis
cannot speak to how non-government activity impacts the level of government water-
provision, it can verify that the government is, relative to other parties, more focused
on areas that have received less attention. Thus, if government water provision is
being spatially displaced by other sources, it seems as if it is toward more universal
coverage.
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3.1 Introduction

When providing local public goods, it is necessary to consider who will benefit.
When a government is the provider of those goods, it is necessary to consider how
the political process influences the selection of recipients for two reasons.

One reason is to gain insight into the nature of government spending. The na-
ture of pork-barreling (the providing of goods for some constituents out of political
motivation, discussed in section 3.2) is well-researched, but theories differ over the
predicted pattern. Of interest is the ambiguity of whether an incumbent will choose
to target swing voters in hopes of cheaply swaying them or to target core supporters,
because of the relative ease with which they can be targeted, a problem highlighted
by Dixit and Londregan (1996). Empirical studies find support for both possibi-
lities, depending on context, with papers such as Dahlberg and Johansson (2002),
Castells and Solé-Ollé (2005), Cadot, Röller, and Stephan (2006), and Gupta and
Mukhopadhyay (2014) showing benefits going to swing voters while papers such as
Costa-I-Font, Rodriguez-Oreggia, and Lunapla (2003), Kauder, Potrafke, and Reis-
chmann (2016), and Mason, Jayne, and De Walle (2016) showing favors going to core
supporters.

The second reason is practical, and stems from the peculiar institutional overlap
in developing countries where public goods are provided by multiple entities, only
some of which are agencies of that country’s government. One might therefore expect
to find a difference in the allocations of government and non-government entities,
which matters when the international community faces the choice of supporting the
institutional capacity of the government or directly competing with the government
to provide its own competing brand of institution. This is exactly the context of
water projects Uganda, where foreign governments and NGOs fund the construction
of waterpoints that are visibly linked to the donor.

This paper examines the relationship between election outcomes and the provision
of waterpoints by government relative to non-government sources in Uganda, in order
to identify whether a political dimension to allocation exists. Further, it aims to
address whether that political dimension is consistent with strategic vote-getting,
or whether it is best seen as a non-strategic form of favoritism that coincides with
the political alignment of the favored. Section 3.2 lays out the potential motives
that are suggested by the literature. Section 3.4 presents the results, beginning
with graphical descriptions and continuing on with a range of specifications to test
whether predictions from each strategy are present. Section 3.5 concludes.
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3.2 Summary of Political Motivations

3.2.1 Quid Pro Quo with or without Relative Efficiencies

Dixit and Londregan (1996) dichotomize optimal vote-seeking behaviors as either
courting core support or the marginal voter. In this framework, candidates promise
transfers to whomever they can influence the most cheaply. Ceteris paribus, the
poor are most targeted since a high marginal utility of consumption makes them
more responsive to small transfers. Assuming that no candidate has an efficiency
advantage in directing transfers to any particular group, candidates preferentially
target marginal voters, because their near indifference maximizes the number of
voters who will be motivated to switch by a potential transfer, as in the earlier work
of Lindbeck and Weibull (1987). If there are relative efficiency advantages, such
that each candidate can provide certain constituents with transfers at a lower cost
than the opponent, then there is a potential for a core support strategy. In this
case, each candidate targets constituencies who are already strongly aligned with
the candidate, because even though few voters are near enough to indifference to be
swayed by transfers, the transfers are cheap enough for those constituencies (and not
others) to warrant targeting transfers to them.

I refer to these strategies as poll-based quid pro quo with or without relative effi-
ciencies. They are at their core quid pro quo, and they are poll-based because they
presume an information set that includes detailed knowledge of each constituent
group’s ex ante preference for each candidate.1

In this class of models, it is only the relative efficiencies that determine whether
marginal voters or core support are targeted. In Dixit and Londregan (1996), these
efficiencies are described as increased efficiency (or reduced inefficiency) at redistri-
bution towards a core group, for example due to improved information as to that
groups needs and preferences. But, using a slightly more general setup, one might
simply assume that groups differ not only in their ex ante support level for candida-
tes, but in their sensitivity to benefits received from one candidate or another, as in
Cox and McCubbins (1986).2

1 Formally, it is necessary to know the distribution of Xi|g, where Xi is the size of a transfer
(positive or negative) that would make individual i indifferent between the incumbent and his
opponent, and g identifies a group of which i is a member. No poll actually captures this information;
however, under certain distributional assumptions, one can infer the necessary information about
the distribution of Xi|g given less precise information, such as the percent in favor of the incumbent
and demographic information such as income.

2 While it is true that Cox and McCubbins (1986) uses risk aversion rather than relative
efficiencies to generate an equilibrium in which incumbents favor their core supporters, the empirical
distinction between this and relative efficiencies is difficult to observe when both the cost and payoff

49



3.2. SUMMARY OF POLITICAL MOTIVATIONS CHAPTER 3. POLITICAL ECONOMY

These explanations have in common the characteristic that when core groups
are favored, it is a strategically efficient allocation that maximizes votes per dollar.
It is especially important in a development setting to consider these in contrast to
irrational strategies, or, more precisely, strategies with objectives beyond winning
an election. These strategies are discussed more in section 3.2.2.

3.2.1.1 Election Cycle Timing

Note that a strategic motivation ought to exploit recency bias. That is, assuming
human gratitude diminishes over time, it is most cost-effective to provide transfers
nearest the time of the election. There may be a limit to how much a candidate
or party can bunch transfers, which avoids the corner case of all transfers occurring
exclusively in the election year. In this application, that would be the extreme result
of all wells being provided in the election year or, since Ugandan elections are early in
the year, the year prior. Practically, this extreme result would produce an inefficient
use of resources, for example, by having Ministry of Water and Environment labor
idle in non-election years, but it seems plausible that a secondary prediction of this
model is a peak of total transfer activity near the election year. In general, a quid
pro quo strategy ought to distinguish itself from other theories by temporal bunching
around election years, with the year of the election or the immediately preceding year
being the peak.

This logic is well supported by the political budget cycle literature. Nordhaus
(1975) argued that government deficits will increase leading up to elections as unem-
ployment is targeted at the delayed cost of inflation. incentive to time it with electi-
ons. Aidt, Veiga, and Veiga (2011) argue that while opportunistic budget manipula-
tion works, there is more incentive to do so the closer the elections. Since Ugandan
presidential elections are not particularly close, one might not expect to find op-
portunistic manipulation. However, the same reasons one might not expect to find
spending timed to the election cycle—too high social or political costs for little mar-
ginal effect in the face of sure victory— would apply to strategic targeting of key
constituents. If there is incentive to strategically target, there is there ought to be
incentive to optimize the timing of doing so.

are at least partly intangible and unobservable. That is, in both models, incumbents would seem to
spend too much per expected vote on core supporters, Dixit and Londregan (1996) would conclude
that this must mean the core supporters have a cost advantage, while Cox and McCubbins (1986)
would conclude that the core supporters (if not simply more responsive than swing voters) must
have less variance in their responsiveness, which matters because the true payoff is not expected
votes but expected utility. One might still call this relative efficiency, if cost of votes is considered
in a pessimistic scenario rather than an average scenario.
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One might rightly be skeptical of the sustainability of such aggregate manipu-
lation if voters are sophisticated. In a macro-economic panel of all democracies,
Brender and Drazen (2005) shows that budget deficits do tend to follow the election
cycle, but that this effect is entirely driven by countries that have democratized since
1960, confirming that while sophisticated institutions and experienced voters might
be immune to such manipulation, nascent democracies are not. Moreover, the poten-
tial could still exist for manipulation of spending on particular voter-sensitive goods.
Drazen and Eslava (2010) develop a model that predicts this more specific kind of
opportunistic budget manipulation leading up to elections, and test it on munici-
pal elections in Colombia, indeed finding that politicians tend to redirect spending
toward voter-sensitive goods. Schady (2000) finds that the Peruvian Social Fund
(FONCODES), a highly voter-sensitive spending item, expands just prior to the na-
tional elections, particular in the poorest and most politically undecided locations.
Whether wells qualify as voter-sensitive is at the heart of this analysis.

Alternately, if congestion effects are so severe that the total number of projects
per year is entirely constrained, then one would expect the greatest incentive to
allocate projects politically to occur in an election year, resulting in a steady level
from year to year but a steeper relationship in election years between new wells and
marginality and/or core support. This model is developed and discussed in Drazen
and Eslava (2010).

3.2.1.2 Maximizing Turnout

Another potential motivation for targeting areas in which one already has a strong
support is maximizing voter participation. In an extreme example, suppose two
candidates are each favored by equal-sized, fully polarized factions. Each geographic
unit has different concentrations of either faction. It is impossible to change any
voter’s preference, but it is possible to increase their motivation to exert costly effort
in order to cast a vote. This is consistent with the findings of Posner and Simon
(2002) where voters respond to worsening economic conditions in Zambia not by
changing affiliation but by withdrawing from the political process. It is easy to see
that in such a case, candidates will direct their efforts in the places which are most
saturated with their faction, which will also be the places that give that candidate
the highest vote share.

This is consistent with a quid pro quo with relative cost advantages framework.
However, the cost advantage is subtly different from the Dixit-Londregan setup.
The DL setup asserts relative advantages at converting money into marginal utility.
Candidates operating in their area of core support, know what their constituents
need, and hence can make more attractive promises for the same amount of money.
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But delivering additional utility still has a weak effect on total votes because there are
rather few marginal voters. In this setup, one need not assume any cost advantage at
providing marginal utility. Costs can be entirely symmetric, and plausibly are in the
case of standardized public goods such as water points. However, when voting effort
is costly, transfers may increase the likelihood of favorably disposed voters to show up
to vote. Thus, areas of core support generate more votes in response to any transfer,
because they are already inclined toward the candidate promising the transfer. Using
a differences-in-differences approach, De La O (2013) finds that Progresa increases
votes for incumbents but does not decrease votes for rivals, concluding that the
margin must be at the level of participation.

This explanation will not exclude an efficiencies argument, it produces an extra
testable prediction. If maximizing expected turnout is rational, then actual turnout
will respond to transfers, but only turnout among incumbent supporters. Let Tpt be
total votes cast in parish p in an election in year t and T ipt is total votes cast for the
incumbent. ∆ log (Tpt) is percent change in turnout. If transfers improve turnout
for incumbent supporters, ∆ log

(
T ipt
)
− ∆ log (Tpt) should be increasing in the size

of the transfer.

3.2.2 Innate Mutual Preference

Perhaps the simplest explanation for political favoritism is the pre-existence of sub-
group allegiances. This is particularly relevant in post-colonial contexts, where na-
tional entities are formed on top of tribal identities, demarcated by differences in
language, culture, religion, perceived ancestry, and almost anything else. For conve-
nience, I refer to any such pre-existing group identity as a tribal identity, although
this need not exclusively apply to a literal tribe. Where such loyalties are strong,
democracy risks devolving into an ethnic census. As observed in Bratton and Kime-
nyi (2008) in Kenya and then in Bratton, Bhavnani, and Chen (2012) in a survey
of voters from sixteen African countries, tribal identity competes with recent eco-
nomic performance as the major explanation for vote intentions, with both being
relevant. Similarly, Ferree (2006) identifies a mechanism by which ethnic identity
and performance-based voting can both be relevant, wherein, lacking perfect infor-
mation on a candidate’s type, co-ethnics are assumed to be more likely to be superior.
Strong tribal identity can plausibly create a dynamic in which candidates are partly
motivated by promoting the interests of their group relative to other groups. This
can either be thought of as a non-strategic preference or as strategy being inver-
ted; rather than presenting a show of loyalty to a group in order to further power
ambitions, a candidate is ambitious to benefit his group.
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The multiplicity of possible motivation requires a generalization of a candidate’s
motivation into a strategic and an innate component. Suppose that a candidate is
an incumbent in periods 1 and 2, after which he is up for re-election. The choice is
over feasible combinations of possible projects, that is, binary vectors for each period
It such that

I ≡ I1 + I2 (3.1)

I1I2 = 0 (3.2)∑
w∈W

cwIw ≤ B (3.3)

cw = c̃w exp (−γiw) (3.4)

where inequality 3.3 is the familiar budget constraint and B is unknown. Equations
3.1 and 3.2 define I as the indicator for whether well w is built in either period.
Equation 3.4 assumes a common cost component c̃w that any provider would face,
while γ represents the elasticity of cost to incumbent support iw. If political parties
have information advantages or other efficiencies that allow them to provide more
efficiently for their staunchest supporters, then γ > 0.

The candidate places an intrinsic value on the completion of projects, and some
projects are allowed to be more valued than others. Similarly, the candidate expects
projects to increase the probability of re-election. The candidate receives lump sum
utility V , additively separable from the intrinsic value of completed projects, nor-
malized to 0 if the candidate loses and constant V̄ if the candidate wins. I simplify
the candidate’s chance of winning to linear probability; each well w increases the ex-
pected value of winning by νw if it is built in period 1 and by (1 + ζ) νw if it is built in
period 2, closer to the time of election, with ζ representing the relative premium to
timing, consistent with the literature on opportunistic budget manipulation (Aidt,
Veiga, and Veiga 2011). νw will vary with a given constituency’s strategic value. I
do not explicitly model it here, but consistent with the Dixit and Londregan (1996)
I assume it is highest for swing voters, that is, among groups near 50% support for
the incumbent.
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U (I1, I2) =
∑
w∈W

Iwλw + E [V |I1, I2]

=

∑
w∈W

Iwλw + E [V |0,0] +
∑
w∈W

(I1w + (1 + ζ) I2w) νw

≡ E [V |0,0] +
∑
w∈W

Iw

λw + (1 + I2wζ) νw︸ ︷︷ ︸
≡θw


︸ ︷︷ ︸

≡uw

(3.5)

which decomposes utility into a constant and variable components uw received if a
well is completed. uw is decomposed further into the politically-motivated component
θw = νw (1 + I2wζ) and the preference λw. νw is political benefit of providing the
well overall, while ζνw is an additional strategic benefit from providing the well near
the election.

We would expect Iw = 1 for the highest values of y∗w = uw
cw

, i.e.

λw
cw

+
θw
cw

This allows multiple interpretations of the case where wells are disproportiona-
tely built in areas that are strongly supportive of the incumbent. In the Dixit and
Londregan model, only strategic motivation matters, so if an incumbent dispropor-
tionately rewards any constituency, it must be explained as a rational attempt to
get votes, i.e. the second term, which will be largest in core support areas when
γ > 0. When that constituency is a core supporting constituency, θw is necessarily
low, since a well does not make the difference between them voting or not voting for
the incumbent. Thus, it must mean that cw is especially low, perhaps due to infor-
mation rents. However, allowing non-strategic motivation provides the alternative
possibility that the driving factor is a high λw, i.e. the incumbent likes the same
people who like him.

Empirically, the difference can be seen in the timing. If there is a cyclical pattern
that tracks with the election cycle, then it is evidence in favor of the strategic moti-
vation. If favoritism is consistent across years, with no cyclical pattern, and with no
sensitivity to time variation in the degree of support from each region, then this is
evidence of ex ante favoritism. There is even a scenario in which one might expect
favoritism to decline in an election year. Suppose a large portion of the electorate
is concerned with fairness and is aware of political favoritism. Each project that
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benefits a favored group may increase support from that group, but the strategic
contribution is low since that group already is in favor of the incumbent. Meanwhile,
non-favored or neutral groups who do not benefit from that project respond negati-
vely. It is entirely possible, in this sense, for νw to be negative, but even if not, it
might be negatively correlated with λw, since as a group becomes more favored, the
backlash from any provision for it becomes even more pronounced. In such a case,
the sensible thing to do is to provide for the favored group in the non-election year
and the non-favored group in the election year.

Table 3.1 summarizes the distinct predictions each theory will have.

Table 3.1: Summary of Political Theories

number of wells increases with: voter turnout
increases
with wells

incumbent
support

voter
marginality

immediacy
of election

Quid Pro Quo without
Cost Advantages

X X

Quid Pro Quo with Cost
Advantages

X X X

Maximizing Turnout X X X

Innate Mutual Preference X

3.3 Data

The construction of the waterpoint data is discussed 2.4.1.

3.3.1 Election Data

Election results, coded as the percentage voting for Yoweri Museveni, are taken
from the Uganda electoral commission. Presidential election results are available in
table form from the election commission for the 1996, 2001, 2006, 2011, and 2016
elections. However, the 1996 and 2001 elections are not as finely disaggregated as
the subsequent elections, and the unit of disaggregation does not directly correspond
to any administrative unit, making a text-based match of table to map problematic.
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Figure 3.1: Fan Regression: Wells vs Museveni Support

The 2016 election results come several years after the most recent well data, and are
therefore not used.

3.4 Results

3.4.1 Graphical Trends

Figures 3.1 provides a non-parametric fit of the number of new waterpoints per
parish-year on the percent support for President Museveni, measured as the average
of the 2006 and 2011 election results (highly correlated). The specific fit is a local
polynomial fit as in Fan (1992) with a bandwidth of 5 percentage points. This
bandwidth is chosen to mask very local fluctuations, while still allowing a comparison
of slopes between parishes at 50% support and parishes at 60% support.
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Figure 3.2: Fan Regression: Wells vs Museveni Support by Year

Theories predicting only patronage for core supporters would predict a monotonic
increase in would expect a monotonic increase, while marginal voter theories predict a
spike near the 50% mark. Theories encompassing both facets may or may not predict
monotonicity, but it seems likely that at least the slope would decrease beyond
the 50% mark. Instead, the government monotonically increases water provision
up to 80% support, past which is there a slight dip. Conversely, other providers
of wells (NGOs and bilateral or multilateral aid organizations) appear to provide
evenly across the distribution, with a spike early in the distribution, around 25%
support. Assuming access to similar technology, one would expect the distributions
to be similar in absence of political incentives. Certainly, if it were true that those
locations more supportive of the president are desirable or economical locations for
reasons unrelated to politics, one would expect non-government sources of provision
to also increase monotonically. Instead, only the government source demonstrates
this political relationship.
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Figure 3.2 provides a year by year breakdown of new well construction versus
the average of 2006 and 2011 election results. The figures show an increasing trend
in many years, but the strongest on both graphs appear to be 2006–2008. Since
both the 2006 and 2011 elections were held in February, it is reasonable to look at
2005 and 2010 as the most politically critical years. In comparison to other years,
these years stand out neither for large absolute levels of government wells nor for
any particularly steep slope. The pictures look quite similar if the 2006 and 2011
election results are considered separately.

3.4.2 Voter Turnout

Table 3.1: Voter Participation Rate vs. New Wells

2006 2006 2011 2011
New Wells -0.115 -1.242 -0.176 -0.0867

(0.575) (0.490) (0.285) (0.756)

Museveni Support -3.948 -2.775
(0.465) (0.635)

Interaction (Museveni * Wells) 1.755 -0.101
(0.467) (0.614)

Observations 4833 4203 4833 4774

p-values in parentheses
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Table 3.1 shows the results for participation. There is no statistically significant
relationship between the number of wells built in and one year prior to either election
year and the participation rate of parishes (columns 1 and 3). Under the hypothesis
that political favoritism can only increase participation among those that favor the
incumbent, an interaction between new wells and the percent who favor the incum-
bent is taken (columns 2 and 4, row 3). This also shows no significant relationship.
From this, it would seem that if maximizing voter turnout is a motivating factor, it
is a strategically poor choice, as the participation rate does not seem to be related
to the number of wells provided by the government, relative to the wells provided by
other sources. The results for wells provided by the government (without reference
to other providers) and wells provided by all sources (not shown) are similar, so that
even with the possibility of voter misattribution of well supplier, there is not strong
evidence that expanding well supply would result in greater voter turnout.
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Table 3.2: New Wells by Core and Marginal Support

(1) (2) (3) (4)
2006 2011 Both Elec. Cycle

Museveni Support 2006 0.368∗∗∗ 0.453∗∗∗

(0.0362) (0.0576)

Marginal 2006 0.0302 0.0252
(0.0230) (0.0232)

Museveni Support 2011 0.362∗∗∗ -0.171
(0.0654) (0.0923)

Marginal 2011 -0.0197 -0.00909
(0.0249) (0.0249)

Museveni Support (Avg. 2006 & 2011) 0.467∗∗∗

(0.0486)

Marginal (Avg. 2006 & 2011) 0.0628∗∗

(0.0217)
Observations 58380 58380 58380 58380

Standard errors in parentheses
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

3.4.3 Core Support and Marginality

Table 3.2 relates the relative number of wells provided by the government compared
with the number provided by other souces to two political variables: core-support
and marginality. The specification is simply

nit = βssi + βmmi + αi + τt + εit (3.1)

that is, a random effects model. nit is the number of wells built by the government
in parish i and year t, less the number of wells built by any other source. si is
the fraction of parish i supporting Museveni in the election in question, either 2006
or 2011, while mi is a dummy taking value 1 if between 40% and 60% support
Museveni. t ranges from 2000 to 2013. Note that si and mi do not change over time.
This model assumes that the number of wells provided by non-government sources is
the best indicator of the optimal number of wells the government could provide, and
assumes that deviations from this reveal the government’s relative priorities. Time
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variation is not examined in the base specification, but it is assumed that allocation
of resources may not re-optimized every year, potentially producing intra-cluster
correlation mechanically, hence the random effects. Cluster-robust standard errors
are presented.

The first two columns follow the pure relationship between the 2006 and 2011
election outcomes and the number of wells received by each parish. The coefficients on
Museveni support are consistent. A hypothetical parish in which everyone supported
president Museveni in 2006 receives an expected .368 more wells than a hypothetical
parish in which no one supported president Museveni, holding constant the number
of wells provided by non-government sources. The same comparison using support
in 2011 shows an expected increase of .362. Since support for Museveni is spatially
located and may not change over time, column three includes both years. The coef-
ficient for support in 2006 increases, while the coefficient for 2011 becomes negative
and insignificant, meaning Museveni support in 2006 predicts the number of wells
controlling for support in 2011, but not vice versa. Considering a correlation coef-
ficient of .820 between the two, it is somewhat surprising that the residuals predict
anything at all. The one-sided nature of this suggests that the 2006 elections are a
better signal than the 2011 elections. This might be because the sample runs from
2000 to 2013, and hence 2006 is a better signal for more years.

Somewhat surprisingly, marginality only appears to matter when measuring sup-
port for the president as the average of the 2006 and 2011 election results (column 4).
Being marginal (supporting the president between 40% and 60%) nets an additional
.467 government waterpoints relative to non-government waterpoints. A hypotheti-
cal parish with 100% support for the president relative to one with 0% support for
the president nets an additional 0.467 government waterpoints. Translating this into
more practical terms, consider a parish which has 50% support for the president and
another parish which support the president at 70.7% (one standard deviation away).
This model predicts that government provision for the second town would increase
by 0.467 ∗ 0.207 = 0.097 relative waterpoints for being more in the core support, but
that it would decrease by 0.0628 because it is no longer a marginal. Overall, provi-
sion still increases, but there is some evidence in this specification that it increases
more slowly as one transitions outside the range of marginality.

3.4.4 Election Timing

In Table 3.3, a dummy representing whether a year is an election year or just prior to
an election year (that is 2000, 2001, 2005, 2006, 2010, and 2011) is added to equation
3.1 and the year dummies are dropped. For simplicity, the average of the 2006 and
2011 election results are used.
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Table 3.3: New Wells by Core and Marginal Support with Timing

(1) (2) (3)
2006 2011 Both

Museveni Support (Avg. 2006 & 2011) 0.467∗∗∗ 0.624∗∗∗ 0.641∗∗∗

(0.0486) (0.0601) (0.0666)

Marginal (Avg. 2006 & 2011) 0.0628∗∗ 0.0882∗∗∗ 0.0707∗

(0.0217) (0.0267) (0.0285)

Election Year 0.0387∗∗ 0.290∗∗∗ 0.306∗∗∗

(0.0126) (0.0388) (0.0424)

Interaction (Support × Elec. Year) -0.366∗∗∗ -0.363∗∗∗

(0.0594) (0.0643)

Interaction (Marginal × Elec.) -0.0592∗ -0.0630∗

(0.0254) (0.0276)

Log Pop. Density 0.0810∗∗∗

(0.00934)

% Poverty in Parish 0.0709
(0.112)

Log Wells per Person 0.0834∗∗∗

(0.00932)
Observations 58380 58380 53530

Standard errors in parentheses
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Column 1 shows that adding in the election dummy alone maintains the positive
relationship between core support government well provision and the non-relationship
between marginality and well provision. It adds a statistically significant positive re-
lationship between election cycle and government well provision. Government well
provision (relative to other providers) increases by .0387 wells per parish in election
years relative to non-election years, which is not particularly substantial economi-
cally. In comparison, the coefficient on Museveni support is .467, nearly ten times as
high. Given that this coefficient represents the difference between parishes in which
no one supports Museveni to one in which everyone supports Museveni, it is perhaps
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more reasonable to compare the election dummy to a one standard deviation change
in Museveni support. Since the standard deviation is .207, the resulting change in
relative government provision of change from a one standard deviation change in
Museveni support is .0967, nearly 2.5 times the change associated with an election
year.

Column 2 adds in interactions between the election year dummy and the measures
of core support and marginality. If there is an exploitable recency bias, one would
expect not only more transfers leading up to election years, but also more transfers to
the most strategic groups. In fact, the opposite result obtains. The raw dummy for
election year is substantially higher, at .290 more wells provided by the government
relative to other providers. But this is offset by diminished provision for areas of core
support and marginality. All of these are highly significant. Rather than discuss
raw coefficients, it is informative to combine the coefficients for different levels of
Museveni support. A hypothetical parish supporting Museveni 25%, making it non-
marginal, would see government relative provision increase by .199 = .290 − (.25 ×
.366) wells, a parish supporting Museveni at 50%, making it marginal, would see
government relative provision increase by .0478 = .290−(.5× .366)− .0592 wells, and
a parish supporting Museveni at 75%, making it non-marginal, would see government
relative provision increase by .016 = .290 − (.75 × .366) wells. Clearly, the bulk of
election year increased activity occurs in non-marginal, non supporting parishes.

3.5 Conclusion

From the range of competing theories, Innate Mutual Preference, that is, providing
for constituents who already like you because you like them, makes the most sense
in light of the evidence. Overall, water benefits are targeted toward areas that most
strongly support the president. This trend appears more or less monotonic, although
there is some evidence for a modest pursuit of the swing vote. The rewarding of core
supporters is definitely the stronger and more robust trend.

This trend cannot be explained by a strategic maximization of voter turnout
in core territories. If this were the operating mechanism, we would expect to see
turnout displaying more sensitivity to water provision.

What remains are the variety of strategic core support explanations—wherein fa-
voring core supporters is instrumental in obtaining re-election—and Innate Mutual
Preference—favoring core supporters not because they benefit re-election, but be-
cause the incumbent is simply more motivated to favor them. But it is quite difficult
to generate a scenario in which core supporters are favored because of their use in
obtaining re-election that does not follow a political budget cycle. One would expect
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both marginal targeting and core support targeting to spike in election years if they
are being used as vote-maximizing mechanism, but instead, they both seem to de-
cline. This is most consistent with the idea that targeting is based on preference. It
is not that strategy is absent—certainly it seems that absolute provision does spike
in election years—but if anything the administration shies away from providing for
core support in election years, perhaps out of a fear of alienating other voters.

Although the literatures on pork-barreling and the political budget cycle are
both broad, I am not aware of another study that examines how the distribution of
goods with respect to political variables changes throughout the election cycle. This
intersection should in general provide useful insight into the strategic operations and
institutional limitations of both pork-barreling and political budget cycles. It is an
important check when there is doubt as to whether a correlation between favorable
distribution and political variables is the result of strategic behavior or some other
common cause, particularly in developing economies, where it is always plausible that
favorable treatment of some groups is an embedded feature of the political landscape
that is not strictly optimal from a vote-maximization perspective.

The welfare consequences of this pattern, wherein core supporters are dispro-
portionately favored, but less so in election years, point strongly to the benefit of
democratic elections. Distributional outcomes of political processes are most often
benchmarked against a hypothetical social planner. Since such a planner is ultima-
tely unknowable, this analysis has taken the more modest approach of comparing
distribution of the same type of good by the Uganda government against agencies
that ought to value social welfare but that have no stake in the national political
process. But another counterfactual, that of a dictator unchained by electoral con-
sequences, looms large in the imagination. Without the need to seek re-election,
such a leader has no reason not to plunder national resources and distribute favors
to cronies and co-ethnics. And though in Uganda core supporters are favored by
President Museveni, who has been in office for decades and has handily won each
election with large majorities, electoral dominance is not the same as a complete lack
of electoral discipline, as election years see a distribution of waterpoint construction
less tilted toward core supporters. It is for future work to confirm whether similar
trends apply in other developing democracies, with other classes of public goods and
services, and, importantly, with other degrees of re-election pressure.
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