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Occlusions and disocclusions are essential cues for human perception in understanding the layout of a scene. By analyzing how some parts of the scene go out of the
sight (occluded) and new parts appear (disoccluded), one can infer the topology of the
objects in it. Since the scene geometry and its dynamics induce this phenomena, they
are fundamental cues in computer vision and video processing tasks such as visual
exploration, object recognition, activity recognition, tracking and video compression.
In this thesis, we first introduce three methods to detect occlusions in an image
sequence: (1) a motion segmentation algorithm which partitions an oversegmented
image into two parts: a region on which optical flow is expressed with a piecewiseconstant field and occluded regions where flow is not defined, (2) an optical flow estimation method which additionally detects occlusions modeling them as sparse subset
of the image domain, and (3) a saliency detection algorithm which detects the parts of
the image domain whose motion is inconsistent with the camera motion. In the second
part of the thesis, we show that the problem of object detection in a video can be cast
as an unsupervised segmentation scheme using occlusion cues and solved using convex optimization for an unknown number and geometry of objects in the scene. We
further extend this approach by incorporating semantic priors for object categories that
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are learned from object recognition datasets. This enables the detection algorithm to
segment and categorize objects jointly.
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CHAPTER 1
Introduction
For a visual system, portions of the scene that go out of the sight during the exploration
are defined as occlusion, Fig. 1.1. Likewise, portions of the existing surfaces that come
into sight can be identified as disocclusion. In an image sequence, occlusions can happen due to the ego-motion of the visual system or the action in the scene. It occurs
when some portion of the scene either leaves the field of view, or disappears behind
another object that is closer to the viewer. Gibson in [Gib79] emphasizes its significance in the perception of the layout of the scene as it yields to the relative position of
the objects. Since the scene geometry and its dynamics induce this phenomena, they
are a critical component of the image formation process and influences the statistics
of natural images. Hence, they are fundamental cues in computer vision and video
processing tasks such as visual exploration, object recognition, activity recognition,
tracking and video compression.

Figure 1.1: Detected occlusions are depicted with red. These regions are not visible at
the subsequent frame.
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Visual exploration, in general, is not trivial due to the complex scene geometry.
Human or a mobile robot, can not observe the scene instantaneously due to occlusions
that keep some parts of the scene hidden. Since occlusions are non-invertible nuisances
in image formation process [Soa09, Soa11], the agent should have the capability of
exercising control, e.g. changing the vantage point, to build a complete representation
of the scene. The regions that are discovered (disoccluded) are not only essential part
of this representation but also guide the agent to hidden parts. Soatto [Soa09] relates
the complexity of the image in the disoccluded regions, that are revealed during the
exploration, to the Actionable Information Increment. In other words, the “value” of
a new frame is related to the content of the disoccluded regions. Therefore, detection
and analysis of disocclusions is primal for making a decision during exploration.
Analysis of occlusions and disocclusions are also prime to achieve object and activity recognition in image sequences. Recognition has gained increasing attention
from the community in the last decade due to the significant increase in the amount of
the visual data. Especially, video streaming is becoming the main source of the traffic
on the Internet. CISCO predicts that 90% of the IP traffic will be video data in 2013,
and in 2010 alone, more than 13 million hours of video were uploaded to Youtube.
Automatic understanding of such data is vital to index and manage it properly. Unlike
still images, video streams offer a lot of information about the scene geometry and its
dynamics. Therefore, it would be disappointing to slightly tailor the recognition methods specialized on single images to achieve the same task in video. For example, bag
of words approach for object recognition attempts to solve the problem for still images
under background clutter without focusing on the regions of interest. However, in a
video, occlusions and disocclusions points out the location of the objects and the actors
as they induce occlusions under camera or their own motion. Once the layout of the
scene is known, it is easier to achieve recognition task in the case of objects [RG10a]
or activities [RKS12] as the background clutter which is a significant problem is not
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valid any more.
Occlusions and disocclusions are also fundamental for tracking task. Tracking an
object in an image sequence can be considered as segregation of foreground and background at each frame, and occlusions and disocclusions locally provide this relation
between the surfaces.
Disoccluded regions are also crucial for video compression. In a video stream, one
can encode any frame up to some noise with respect to the previous one via optical
flow. However, the flow field is defined only at the parts that are co-visible in both
images. Therefore, it is important to the detect disoccluded parts and encode them
separately.
In spite of their importance, computer vision community, in general, portrays occlusions as a nuisance that should be coped with. It is common to see methods trying
to achieve tasks like object detection [VZ09], face recognition [ZWM05, WYG09],
tracking [SYM09] or optical flow estimation [BA96, BBP04] by suppressing the error
introduced by occlusions. On the contrary, we will explore the benefits of occlusions
in this thesis.

1.1

Thesis Outline

The primary focus of this thesis is first construction of methods to detect occlusions
and disocclusions that appears in image sequences due to ego- or scene motion, and
then utilization of them in vision tasks such as object segmentation and categorization
in video.
We consider the problem of occlusion localization as detection of outliers when
finding the correspondence between the images. We propose three methods following this approach. Each method assumes a different motion model for the scene. We
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first propose a motion segmentation algorithm which considers the motion segments
as union of the superpixels and occlusions as their subdivision. Second, we present
an optical flow estimation method which models occlusions as sparse signals and estimate both occluded areas and flow jointly and efficiently in a convex optimization
framework. Third, we propose and investigate a saliency detection approach which
identifies the portions of the image that violates the rigidity assumption (parts of the
image domain whose motion is inconsistent with camera motion) as salient.
In the second part of this dissertation, we will focus on object detection and recognition in video relying on occlusion cues. We first propose a method that partitions the
image domain into parts that correspond to objects which induce occlusions and disocclusions under camera or scene motion. Second, we present a method that extends this
framework by including appearance models for object categorization. This framework
simultaneously segments objects and assigns a category label to them.
In Chapter 2, we present a motion segmentation algorithm that partitions the image plane into disjoint regions based on their parametric motion. It relies on a finer
partitioning of the image domain into regions of uniform photometric properties, with
motion segments made of unions of such superpixels. Furthermore, it models the occluded regions as violation of the piecewise motion model and represents them as
subdivision of superpixels. We exploit recent advances in combinatorial graph optimization that yield computationally efficient estimates. The energy functional is built
on a superpixel graph, and is iteratively minimized by computing a parametric motion
model in closed-form, followed by a graph cut of the superpixel adjacency graph. It
generalizes naturally to multi-label partitions that can handle multiple motion motion
estimates.
In Chapter 3, we take a different path and present a method that approximates
the flow fields matching frames in a video stream with a general differomorphism in-
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stead of partitioning of the domain into piecewise constant motion segments. In this
approach, we also identify the sparse violation of the motion model as occlusions.
Under assumptions of Lambertian reflection and static illumination, the task is posed
as a variational optimization problem, and its solution approximated using convex optimization problems. We describe efficient numerical schemes such as Nesterov’s algorithm [Nes83, NN03] and split-Bregman technique [GO09] that reach the global
optimum of the relaxed cost functional, for any number of independently moving objects.
In Chapter 4, we present a model and an algorithm to detect salient regions in
video taken from a moving camera. Specifically, we adopt a robust statistical inference
approach to simultaneously estimate a maximally reduced regressor, and select regions
that violate the null hypothesis (co-visibility under an epipolar domain deformation)
as salient. In other words, the salient regions in this scenario are occluded parts of
the image domain under rigid-motion assumption. We show that our algorithm can
perform even in the absence of camera calibration information: while the resulting
motion estimates would be incorrect, the partition of the domain into salient vs. nonsalient is unaffected.
In Chapter 5, we describe an approach for segmenting a moving image into regions that correspond to surfaces in the scene that are partially surrounded by the
medium. We integrate both appearance and motion statistics into a cost functional,
that is seeded with occluded regions and minimized efficiently by solving a linear
programming problem. When a short observation time is insufficient to determine
whether the object is detachable, the results of the minimization can be used to seed
a more costly optimization based on a longer sequence of video data. The result is an
entirely unsupervised scheme to detect and segment an arbitrary number of objects.
In Chapter 6, we extend the detachable object detection approach discussed in
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Chapter 5 by incorporating semantics into detection and localization step. Our method
requires video to determine occlusion regions, and thence local depth ordering, and any
visual recognition scheme that provides a score at local image regions, for instance
detection probability. We set up a cost functional that incorporates occlusion cues
induced by moving objects, label consistency and recognition priors, and solve it using
linear programming. We show that our approach improves localization accuracy of
existing recognition approaches, or equivalently provides recognition labels to pixellevel localization and segmentation.
In Appendix A, we propose a new example-based video upscaling technique that
exploits self-similarity among patches of a video in both space and time. We encode
image patches with over-complete dictionaries constructed in a local spatio-temporal
neighborhood. To establish temporal correspondence between the frames, we use the
optical flow estimation technique described in Chapter 3. The resulting method performs favorably compared to the state-of-the-art in super-resolution techniques.
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CHAPTER 2
Motion Segmentation with Occlusions on the
Superpixel Graph
Changes of vantage point and the motion of objects in a scene induce a deformation
of the domain of the image, and estimating this motion field has been a central problem in computer vision for many years. Horn and Schunck’s pioneering work [HS81]
proposed approximating such ”optical flow” by a smooth vector field on the entire image domain. More modern renditions of their program include robust regularization
that enable preserving motion discontinuities [WRV98, BA96], as well as motion segmentation techniques that partition the domain into regions where the motion is well
approximated by a low-dimensional parametric model [CS05]. Although in principle
such techniques can handle an arbitrary number of regions, in practice the optimization
becomes non-convex and rather laborious as soon as there are more than two independently moving objects in the scene [CE05]. There has also been work combining
motion with intensity and texture cues [Bla92].
In this chapter, we show that one can, without loss of generality, approximate a
given motion field to an arbitrary degree by a partition of the image domain within
which motion is constant, and thn show that such a domain can be described as the
union of a finer partition based on photometric characteristics of a static image. Then
we formulate the ensuing problem, that yields a multi-phase partitioning of the image
domain into regions of constant motion, as a graph optimization problem, and exploit
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recent techniques that yield fast and accurate results. This framework enables us to
handle multiple moving objects at no additional cost.

2.1

Motion Estimation and Segmentation

Let I(x, t) : D ⊂ R2 × R+ → R+ denote a time-varying image. Assuming a Lambertian scene seen under constant illumination, it is common to model the domain
deformation induced by scene motion by assuming the existence of a motion field
v : D → R2 ; x 7→ v(x) such that I(x, t + dt) = I(x + v(x)dt, t) + n(x, t), where
the L2 -norm of the residual n is assumed to be small. In the limit where n = 0
and dt → 0, this is called the brightness constancy constraint (BCC). As usual in
functional approximation problems, one has the choice of approximating v globally
(on the entire image domain D) with a very complex function, for instance a general
(infinite-dimensional) diffeomorphism [SPV09], or restricting the class of models significantly (e.g.translational v(x) = d ∀ x or affine fields v(x) = Ax + d), and then
partitioning the domain into regions, which we call Ωi , in which the model fits the data
within a specified accuracy. So, as long as the field is square-integrable, either choice
can make the residual n arbitrarily small (for instance in the sense of L2 ). The first
approach has been pioneered by Horn and Shunck [HS81], while the second approach
has been dubbed motion competition [CS05]. Even more popular are local optical flow
approaches that arbitrarily select both the model class and the domain partition Ωi , typically made of rectangular windows of fixed size [BFB94]. These approaches, while
attractive from a computational standpoint, do not offer any guarantees of approximating the original motion field, assuming there was a “true” one to begin with. Indeed,
typically there is not. In fact, even the previous two approaches are only valid on a
subset of the image domain D, away from occluding boundaries. Occluded regions
Ω ⊂ D are those visible in one image but not the other. In these regions, v(x), x ∈ Ω
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is simply not defined, as there is no possible correspondence. Various approaches have
been proposed to address this issue [IK08, SLK05, Bla99], along with techniques to
preserve discontinuities in the vector field (by using Total Variation as a regularizer,
rather than L2 , [AWS99, Sch92, DKA95, JBJ96, HAP92]). Most methods for dealing
with occlusions that we are aware of can be reduced to the optimization of variants of
the following functional:
Z
Z
2
(I(x, t + dt) − I(x + v(x)dt, t)) dx + λ1
v̂ = arg min
k∇vk1 dx
{z
}
v,Ω D\Ω |
D
|
{z
}
BCC
regularization
Z
+ λ2
εdx . (2.1)
| Ω{z }
occlusion

. ∂I
where ∇I = [ ∂x
1

∂I
]
∂x2

.
denotes the gradient of the image (a row vector), It =

∂I
,
∂t

λ1 , λ2 , ε are weighting coefficients. There are several possible variants of this model
depending on the choice of regularization or occlusion penalties.
The alternative model would simultaneously attempt to partition the domain into
regions Di , with ∪i Di = D, within which the vector field is constant, say v = vi :
Z
Z
N
X
N
2
{v̂i }i=1 = arg min
(I(x, t + dt) − I(x + vi dt, t)) dx + λ2 εdx.
vi ,Di ,Ω

i,Di ∩Ω=∅

Di

Ω

(2.2)
Note that there is no need for an explicit regularization term, assuming N is finite. The
advantage of this formulation is that, since each vi is constant in Ωi , it can be solved for
in closed-form given the region Ωi ; omitting the arguments for simplicity, and using
the derivative notation to denote first differences, we have
Z

Z
Z
Z
2
T
T
(∇Ivi + It ) dx = vi
∇I∇I dx vi + 2
It ∇Idx vi +
It2 dx (2.3)
Di
| Di {z
}
| Di {z }
| Di{z }
G(Di )

E(Di )

F (Di )

so vi (Di ) = G−1 (Di )E(Di ), where G is called the second-moment matrix, which has
to be invertible, as we discuss shortly. So, the problem becomes that of finding the
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partition {Di } and the occlusion Ω. This can be cast as a region-based segmentation problem, and solved using variational techniques in the framework of Level Set
methods [OS88]. This is easy to do for the case of two regions (e.g.“foreground”
and “background”), because it can be cast as a convex optimization problem [CE05].
Unfortunately, in the presence of multiple motions (three or more), the problem becomes non-convex, and approaches involving logical combinations of level set functions quickly become unmanageable. For this reason, although developed in full generality, variational motion segmentation approaches are mostly used for binary (foreground/background) classification.
Consider a partition of the image domain sub-partitioned into regions that have
constant color or gray level to within a specified accuracy ,
R
I(x, t)dx
Si | ∪i Si = D and I(x, t) − Si R
≤
dx
Si
where the distance from the mean can be interpreted as a proxy for constancy, and can
be generalized to a small gradient norm as a proxy for continuity. This partitioning
can be easily obtained with a number of “superpixel” over-segmentation algorithms,
for instance [VS08]. It is immediate to see that the partition {Di }N
i=1 must be a superset of the partition {Si }M
i=1 , in the sense that, at least away from occluding boundaries,
each Di must be a union of Sj ’s. If this was not the case, I(x, t) would be constant
(approximately within ), and therefore ∇I(x, t) ' 0 ∀ x ∈ Di , and the corresponding
vi would be undefined, in the sense that vi would have no effect in the BCC component
of the cost ∇Ivi + It = 0vi + It = It . Therefore, it makes sense to restrict the partition
{Di } to be made of unions of superpixels.

Note also that this guarantees that the

second-moment matrix G(Di ) is invertible, as previously mentioned.
We now address the issue of occlusions. In general, there will be a subset of superpixels Sj that are entirely occluded, but it is also possible for a superpixel region
to be only partially occluded. In other words, at occlusions, the motion regions Di
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can split the superpixels Sj . However, these are easily detected, for in this case,
∇I(x, t) = 0, x ∈ Sj , but at the same time I(x, t + dt) − I(x + vj dt, t) > 0, by
the occlusion assumption (unless the occluder region has the same graylevel as the
occluded region, in which case it cannot be detected as an occlusion anyway). An
accurate solution of the functional (2.2) will have high residual at occluded regions,
therefore, the superpixel Sj is better off contributing to the occlusion region Sj ⊂ Ω.
If a finer partition is desired, so partially occluded superpixels are further segmented into an occluded and an unoccluded part, one can compare the intensity at
time t with that at t + 1 restricted to the superpixels that are detected as occluded; by
assumption, the occluding boundaries in each image will be captured by the oversegmentation (illusory contours, or boundaries between regions with identical photometric properties will, again, not be detected).
In the next section, we illustrate our approach to carrying out the minimization of
the functional (2.2) using recently introduced graph-based optimization methods, and
in section 2.3 we show the results of our approach on representative image data. ,
including quantitative comparisons with motion competition of [CS05].

2.2

Implementation

In this section, we describe how we minimize the problem (2.2) by restricting the
regions Di and Ω to be unions of superpixels Sj . We have implemented both the case
of translational motion as well as affine motion, which we compare in section 2.3.

2.2.1

Superpixelization

We use the publicly available Quick Shift [VS08] to extract superpixels at multiple
scales from the input frames. We use a three-dimensional representation of each
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pixel, a concatenation of the intensity value and its location within the image. Unlike normalized-cut [SM00] superpixelization techniques, the number of the superpixels are not fixed, since the size and the number of superpixels is directly related to
the complexity of the scene. The outcome of the process in [VS08] is determined by
three parameters: γ, the trade-off between the intensity and the position of the pixel,
σ, the scale at which the density is estimated, and τ , the maximum distance in feature space between pixels in the same cluster. The parameter used for the experiments
are σ = 1, γ = 0.25 and τ = 3. A low value of sigma can be used to arrive at a
conservative superpixelization.
Once the finer partitioning of the image is computed, the superpixel graph is constructed. Each node in the graph represents a label. An edge is added between any two
adjacent neighbors. Furthermore, the features defined on regions such as mean and
standard deviation of the pixel intensities are stored on the nodes while the lengths of
the shared boundaries between two regions are stored on the edges.

2.2.2

Motion Segmentation Functional on Superpixel Graph

We now write the data portion of the cost functional (2.2) directly in terms of the superpixels; we also include the shortest boundary length regularization which separates
the partitions:
{v̂i }N
i=1

= arg min
vi ,Ωi

N X Z 
X
i=1 Si ⊂Di

Si

2
XZ
∂I
∇Ivi (x, t) +
(x, t) dx +
ds, (2.4)
∂t
∂Ωi
Ω
i

where s denotes arc-length. In the next section, we describe the minimization of this
functional.
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2.2.3

Energy Minimization

We use an alternating minimization scheme to optimize (2.4). For each given partitions
Ωi , first we compute the motion for each partition in closed form as defined in section
2.1. For the case of affine motion, we follow the lines of [CS05], and solve for the
parameters in closed form.
Given motion estimates for all the regions Ωi , we can address the optimization of
{Ωi } using the techniques developed in [GA08]. Since both the BCC and boundary
regularization terms are sub-modular, we can solve for {Ωi } as a max-flow/min-cut
computation [KZ04] which gives an optimal solution in the case of only two regions,
foreground and background. The first term in (2.4) describes unary terms penalizing
the optical flow residual, and the third term penalizes the contour length and can be
written in terms of pairwise entities on the edges. Note that if we put the shared
boundary length of two neighboring superpixels as an entity on the edges, when a
minimal-cut computed on the graph, this gives the total shared boundary length. This
value is basically the length of the boundary separating two regions, see Fig. 2.1.

2.2.4

Dealing with Multiple Classes

Our optimization scheme generalizes naturally to partitioning of the image plane when
multiple motions exist. While α-expansion and αβ-swap algorithms provide an optimal solution for binary graph cuts minimization, they also provide an approximate
solution to the multi-labeling problem on graphs [BVZ01, KZ04, BK04].

2.2.4.1

Occlusion Detection

Theoretically, the superpixels at the occlusion should not be assigned any flow since
there is no correspondence. Nevertheless, in practice, we start the minimization of
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Figure 2.1: Graph Cuts optimization: The red cut separates the superpixels {S1 , S4 }
from {S2 , S3 }. It is clear that the cut does the summation through the residuals which
is the first term of our motion segmentation functional. In addition, it sums the shared
boundary lengths L({S1 , S2 }) and L({S3 , S4 }) which is the boundary length separating these two partitions.
(2.2) with the assumption that there is no occlusion, and apply the motion segmentation
algorithm explained in this section. In the next step, given {Ωi , vi } pairs, occluded
regions that minimizes the energy (2.2) can be detected. In the case that a superpixel
Sj is fully occluded, it is straightforward to mark it as occluded since any flow vector
vj assigned will lead to high residual. However, for a partially occluded superpixel
Sk , the residual computed on the pixels inside Sk can be small unless vk is the correct
motion that would have been estimated in the case that Sk was never occluded.
To overcome this problem, we take advantage of intensity as a coupling term in our
motion segmentation algorithm. When the intensity similarity term exp(β(µj − µk )2 ),
where µj and µk are the intensity means of the superpixels Sj and Sk and β is the
coefficient, weights the edges of superpixel graph, the graph cuts labeling will fa-
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vor the assignment of the same motion model to the superpixels with similar intensity profile. This approach is similar to that of other occlusion detection algorithms
[XCS06, SFV04b, IK08] which rely on anisotropic diffusion to recover from the error that occluded regions cause. Once we have a proper motion segmentation, we can
detect fully or partially occluded superpixels easily using graph cuts minimization.
Subsequently, we split the partially occluded superpixels, and exclude them together
with the fully occluded ones from the domain D. We repeat this procedure, alternating
between the motion segmentation and occlusion detection, until the energy converges.
R
In our experiments, we use area based occlusion penalty Ω εdx, rather than the
area weighted by the gradient of the image.

2.3

Experiments

Fig. 2.2 illustrates the features of our algorithm on a synthetic example. In this test
video, a puzzle-piece shaped region of a carpet texture is sliding to the left while the
rest of the image is moving to the right. The clustering algorithm extracted 1,352 superpixels in the first frame of the test video. The algorithm successfully segments the
puzzle piece in 3 iterations, each taking about 10ms, starting from a random initialization in a bounding box. So, assuming that we are given the superpixels, our algorithm
finalizes the segmentation in 30ms. Superpixelization on this image takes about 0.4
secs in MATLAB, so the overall cost is still a fraction of that of competing motion
segmentation schemes.
Such a small number of iterations is made possible by the optimal moves in the
graph-cuts minimization and the fast computation of the graph cut that relies on the
superpixelization. Also, note that the initial bounding box does not need to be close to
the object to have a good segmentation.
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(a)

(c)

(b)

(d)

(e)

Figure 2.2: Synthetic Example: A puzzle-shaped part of the carpet is sliding to the left
while the rest is moving to the right. (a) The puzzle shape. (b) Superpixels (c),(d),(e)
Motion segmentation at the first (initialization), second and third (and last) iterations,
respectively. The red superpixels describe the foreground while the blue ones describe
the background. The green arrows, starting from the centroid of the superpixels, represent the velocity of the superpixels.
In the following experiment, we have used two image sequences recorded by D.
Koller and H.-H. Nagel (KOGS/IAKS, University of Karlsruhe) 1 . First, we have
1

http://i21www.ira.uka.de/image_sequences/
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Figure 2.3: Translational vs. Affine model: Motion segmentation for frame-13 of
the “Taxi” sequence. (first column) Initial bounding box on the reference frame and
superpixels. (column 2,3,4) Evaluation of the segmentation regions and the motion
fields for both translational and affine motion models, in iteration one, two, and four.
The affine motion model yields a spatially-varying field on the turning taxi, but almost
identical segmentation. Note that part of the background pavement is attributed to the
car, as the background has constant intensity and therefore there is no penalty in (2.2),
and no incentive to break the super-pixel based on spatio-temporal statistics. One could
disambiguate split superpixels as described in the text and in Fig. 2.7, although in this
case, due to the constant background, technically one could not know for sure whether
the car is indeed traveling with a “halo” underneath.
tested our algorithm using both a translational and an affine motion model and compared them in Fig. 2.3. In this example, a white car is turning to the right at the corner.
Segmentation and motion estimation are shown on the top, relative to the translational
model, and on the bottom relative to the affine model. Both are computed in 4 iterations, each taking 10ms for the translational model, and 60ms for the affine one.
We also test the segmentation of two distinct object moving with the same motion,
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Figure 2.4: Topological changes: Two distinct objects sharing the same motion are
shown. Although our algorithm is initialized with a single object, it accurately labels
the scene since it allows splitting.
Fig.-2.4. Even though we initialize our algorithm with a single object, since the graph
cuts allows topological changes such as splitting and merging, our motion segmentation algorithm accurately labels these distinct objects.

Figure 2.5: Multiple Motion Segmentation: Three objects are shown: The white vehicle, the black vehicle, and the background. This poses no significant difficulty in our
approach, that successfully estimates the motion and boundary of the objects.
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In the next experiment, we test the estimation of multiple motions. Graph cut
minimization in this case provides a more natural way of generalizing the approach
to multi-label segmentation, via a multi-way cut. Although there is no polynomial
time optimal solution for this problem, an approximate solution is possible using the
algorithms proposed by [BVZ01].
The multi object motion segmentation for the frame-13 of the Taxi sequence is illustrated at Fig. 2.5. In this frame, the white car is still turning to the right (object
1) while another black car is entering the scene from the left (object 2), and the background is, for the most part, moving with trivial (zero) motion, nevertheless, its motion
is estimated (object 3). The segmentation and affine motion estimation is accurate for
both of the cars, and is a slight improvement on the translational model.

Figure 2.6: Effect of boundary regularization: The “halo” effect discussed in Fig. 2.3
can also be easily eliminated by increasing the weight on the boundary length regularizer; the effect is shown for frame 1 of the Taxi sequence relative to the translational
and affine motion model.

Observe the “halo” effect, whereby an object includes as part of its motion regions belonging to the uniform background. This can be eliminated by increasing the
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weight of the boundary length regularizer, as shown in Fig. 2.6. Several authors have
addressed this issue, including using combinations of features [RBD03, PD00]. However, partially occluded superpixels still remain as a problem which will be solved with
the proposed occlusion detection method.

Figure 2.7: Handling Occlusions: Here we illustrate the disambiguation of boundary
superpixels that are split by an occlusion, using intensity as a coupling term in the
segmentation. We show the final segmentation for frame 1 and frame 13 respectively,
which can be seen to eliminate the “halo” underneath the vehicles. Superpixels that
are splitted and marked as occlusions are represented with yellow boundaries.
In the next experiment, the proposed occlusion detection method is tested on frame1 and frame-13 of the Taxi sequence, Fig.-2.7. Since the motion of both cars are
slow and the road beneath is smooth, in both cases the super- pixels at the boundary
are occluded only partially. Our approach successfully detects them, and splits to
subregions that are subsequently labeled as occlusions.
In order to arrive at a quantitative comparison, we use [CS05] as a reference, we
generated multiple sequences similar to that in Fig. 2.2 (with different foreground and
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background texture), by randomizing the shape of the foreground region and its motion
under noise levels ranging from 1% to 15%. We measured accuracy by averaging
the set-symmetric difference between the estimated foreground region and the ground
truth, normalized by the area of the true foreground. This yields a figure of merit
between 0 and 1. Our algorithm presents superior robustness against salt and pepper
noise compared to [CS05], Fig. 2.8. While the error of our algorithm is 0.08 ± 0.01 at
the 8% noise level, [CS05] achieved a poor accuracy with the error of 0.37 ± 0.01 and
could not converge at the higher noise ratios.
Since we adopt a partition-based approach to functional estimation, the accuracy
of the estimate is reflected in the partition, and therefore we have chosen to compare
the set-symmetric difference, rather than the flow vector as one would do in a plain
optical flow algorithm.

normalized set symmetric difference (accuracy)

our method
motion competition
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Figure 2.8: Accuracy: This figure presents the comparison between the accuracy of
both algorithms under different noise levels.
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Then we have measured the robustness to initialization by computing the percentage of trials where the final solution at convergence was within expected error ratio.
This clearly depends on the initial conditions. While in our case the algorithm is not
particularly sensitive to initialization, [CS05] exhibited some sensitivity, performing
best with an initialization that was partially overlapping the object of interest. In the
absence of noise, both algorithms achieved 100% convergence. However, at 3% noise
level, [CS05] converged only 66% of the times within the error of 21%, whereas our
algorithm converged 98% of the times within the error of 7%. Furthermore, we have
tested only our algorithm at the noise level 10%, and it has managed to converge at
96% of the trials.
Finally, as the computational efficiency was discussed earlier, our approach converges to a solution with high accuracy much faster than [CS05]. It should also be
noted that we are restricting this simulation experiment to two regions, otherwise the
approach [CS05] would require multi-phase level set implementation at significantly
increased computational complexity.

2.4

Discussion

It may be at first seem surprising that we can outperform pixel-based motion segmentation schemes, since we constrain the regions to be unions of superpixels. However, the
partition imposed by superpixels is non-committal from the point of view of motion
estimation, for it is a partition within which the second-moment matrix is not invertible, and therefore there is no added benefit in further subdividing these regions, for
instance into pixels. On the other hand, the computational advantage of operating on
superpixels is evident in the computational improvements. Although a vast literature
on optical flow estimation exists, with benchmark data sets [BFB94], our model is
more powerful than any of the (fixed-block partition) models thus described. There
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are also other approaches based on Markov Random Fields [KD92] deterministic relaxation [BF93], normalized cuts [SM00] and expectation-maximization [Wei97] that
are significantly slower than our approach.
Our approach is different than other methods utilizing superpixels for motion segmentation [TIC08] and motion estimation [ZJK05]. The algorithm proposed in [TIC08]
exhaustively matches superpixels in two frames and solves the motion segmentation
problem on the pixel domain where the superpixel matching is a motion prior. In the
case of [ZJK05], the authors propose a method for constructing consistent segments
(superpixels) across the frames. In other words, the segments that are matching to each
other have similar shape and appearance.
We are able to obtain our result, also thanks to recent advances in combinatorial
optimization schemes for solving variational problems of the kind (2.2) [KZ04, SM00,
ZCP06, EXS07], and in particular [GA08].
Of course, our model has limitations. Since it relies on superpixels, if superpixels
fail to (over)segment the image, and instead include within each region Sj significant
photometric variability, our algorithm will fail. Therefore, a key to the successful use
of our model consists in choosing a conservative threshold for the superpixels.
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CHAPTER 3
Sparse Occlusion Detection with Optical Flow
Occlusion phenomena are a critical component of the image formation process, shaping the statistics of natural images. Occlusion detection plays an important role in
priming visual recognition of detached objects, in navigation and interaction with natural environments, and more in general in the visual information-gathering process:
The complexity of the image in the “discovered region” is related to the Actionable
Information Increment in visual exploration [Soa09, Soa11].
Occlusions arise when a portion of the scene is visible in one image, but not another. In Da Vinci Steropsis, portions of the scene that are visible from the left eye are
not visible from the right eye, and vice-versa. In a video-stream, occlusions typically
occur at depth discontinuities. We are interested in determining the occluded regions,
that is the subset of an image domain that back-projects onto portions of the scene
that are not co-visible from a temporally adjacent image.1 The occluded region is, in
general, multiply connected, and can be quite complex, as the example of a barren tree
illustrates.
Portions of the scene that are co-visible can be mapped onto one another by a domain deformation [SPV09], called optical flow. It is, in general, different from the motion field, that is the projection onto the image plane of the spatial velocity of the scene
[VP89], unless three conditions are satisfied: (a) Lambertian reflection, (b) constant
1

This process could be generalized to global co-visibility, resulting in a model of the world with
topologically distinct “layers” [WA94]. This is beyond the scope of this paper and has already been
addressed in a variational setting, the first example being [JYS05, JYS08].
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illumination, and (c) constant visibility properties of the scene. Most surfaces with
benign reflectance properties (diffuse/specular) can be approximated as Lambertian
almost everywhere under sparse illuminants (e.g., the sun). In any case, widespread
violation of Lambertian reflection does not enable correspondence, so most optical
flow methods embrace (a), either implicitly or explicitly. Similarly, constant illumination (b) is a reasonable assumption for ego-motion (the scene is not moving relative
to the light source), and even for objects moving (slowly) relative to the light source.
Assumption (c) is needed in order to have a dense flow field: If an image contains
portions of its domain that are not visible in another image, these can patently not be
mapped onto it by optical flow vectors; (c) is often assumed because optical flow is defined in the limit where two images are sampled infinitesimally close in time, in which
case there are no occluded regions, and one can focus solely on discontinuities2 of the
motion field. Thus, the great majority of variational motion estimation approaches provide an estimate of a dense flow field, defined at each location on the image domain,
including occluded regions. In their defense, it can be argued that for small parallax
(slow-enough motion, or far-enough objects, or fast-enough temporal sampling) occluded areas are small. However, small does not mean absent, nor unimportant, as
occlusions are critical to perception [Gib79] and a key for developing representations
for recognition. For this reason, we focus on occlusion detection in video streams.
Occlusion detection would be easy if the motion field was known. Vice-versa,
optical flow estimation would be easy if the occluded domain was known. As often
in vision problems, one knows neither, so in the process of inferring the object of
inference (the occluded domain) we will estimate optical flow, the “nuisance variable,”
as a byproduct.
2

In occluded regions, the problem is not that optical flow is discontinuous; it is simply not defined;
it does not exist. Motion in occluded regions can be hallucinated or extrapolated, based on the prior or
regularizer. However, whatever motion is assigned to an occluded region cannot be validated from the
data.
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In this chapter, we (I) show that, starting from the standard assumptions (a)-(b),
the problem of detecting (multiply-connected) occlusion regions can be formulated as
a variational optimization problem (section 3.3). We then (II) show how the functional
to be minimized can be relaxed into a sequence of convex functionals and minimized
using re-weighted `1 optimization (Eq. 3.16). At each iteration, the functional to be
minimized is related to those used for optical flow estimation, but the minimization is
with respect to the indicator function of the occluded region, not just the (dense) optical flow field. We then bring to bear two different approaches to optimize these functionals, one is (III) an optimal first-order method, due to Nesterov (section 3.4), and
the other one is (IV) an alternating minimization technique, known as split-Bregman
method (section 3.5). We evaluate our approach empirically in sections 3.6 and 3.2,
and discuss its strengths and limitations of in section 3.7.
To the best of our knowledge, neither the formulation of occlusion detection and
motion estimation as a joint minimization problem under sparsity prior on the occluded regions (I), nor the use of re-weighted `1 (II), Nesterov’s algorithm (III), or
split-Bregman method (IV) have ever been presented before in the optical flow literature. We have also included experiments analyzing re-weighting steps and compares
proposed method to robust flow estimation methods.

3.1

Related Work

Several algorithms have been proposed to perform occlusion detection. Many define occlusions as the regions where forward- and backward-motion are inconsistent
[PVO94, ADP07]. This is problematic as the motion in the occluded region is not just
inconsistent, it is undefined, as there is no “motion” (domain deformation) that takes
one image onto another. Other approaches [LDC02, KZ01, SLK05] formulate occlusion directly as a classification problem, and perform motion estimation in a discrete
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setting, where it is an NP-hard problem. This can then be approximated with combinatorial optimization. Others [IK08, BS07] also exploit motion symmetry to detect
occlusions and weight the inconsistencies with a monotonically decreasing function.
The residual from optical flow estimation has also been used to decide whether a
region is occluded. Strecha et al. [SFV04a] proposed a probabilistic formulation to
detect occluded regions using the estimated noise model and histogram of occluded
pixel intensities. Xiao et al. [XCS06] threshold the residual obtained using level-set
methods to find occluded areas. Both try to minimize a non-convex energy function
by iterating between two subproblems, occlusion detection and motion estimation.
Another set of algorithms infer occlusion boundaries [SH09, HY10] and occluded
regions [HMB11] training a learning based detector using appearance, motion and
depth features. The accuracy of these methods largely depends on the performance of
underlying feature detectors.
Occlusions have also been a concern in the optical flow community since the first
global formulation was proposed by Horn and Schunck [HS81]. Black and Anandan
[BA96] proposed replacing the `2 norm of the residual with a non-convex Lorentzian
penalty. Another common criterion used for this purpose is the `1 norm of the residual, which is non-trivial to minimize since it is non-smooth. [BWS05, BBP04] use
Charbonnier’s penalty that is a differentiable approximation of the `1 norm; others
[WPZ08, WCP09, WTP09] solved the non-smooth problem with primal-dual methods
decoupling the matching and regularization terms. However, none of these robust flow
estimation methods focus on the detection of occlusions.
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3.2

Evaluation

Optical flow estimation is a mature area of computer vision, and benchmark datasets
have been developed, the best known example being the Middlebury [BSL11]. Unfortunately, no existing benchmark provides ground truth for occluded regions, nor a
scoring mechanism to evaluate the performance of occlusion detection algorithms. Unfortunately, this also biases the motion estimation scoring mechanism as ground truth
motion is provided on the entire image domain, including occluded regions, where it
can be extrapolated using the priors/regularizers, but not validated from the data.
To overcome this gap, we have produced a new benchmark by taking a subset of
the training data in the Middlebury dataset, and hand-labeling occluded regions. We
then use the same evaluation method of the Middlebury for the (ground truth) regions
that are co-visible in at least two images. This provides a motion estimation score.
Then, we provide a separate score for occlusion detection, in terms of precision-recall
curves.

3.3

Joint Occlusion Detection and Optical Flow Estimation

In this section, we show how the assumptions (a)-(b) can be used to formulate occlusion detection and optical flow estimation as a joint optimization problem. We
assemble a functional that penalizes the (unknown) optical flow residual in the (unknown) co-visible regions, as well as the area of the occluded region. The resulting
optimization problem has to be solved jointly with respect to the unknown optical flow
field, and the indicator function of the occluded region.
Let I : D ⊂ R2 × R+ → R+ ; (x, t) 7→ I(x, t) be a grayscale time-varying
image defined on a domain D. Under the assumptions (a)-(b), the relation between
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two consecutive frames in a video {I(x, t)}Tt=0 is given by


I(w(x, t), t + dt) + n(x, t), x ∈ D\Ω(t; dt)
I(x, t) =

ρ(x, t), x ∈ Ω(t; dt)

(3.1)

.
where w : D × R+ → R2 ; x 7→ w(x, t) = x + v(x, t) is the domain deformation
mapping I(x, t) onto I(x, t + dt) everywhere except at occluded regions. Usually
.
optical flow denotes the incremental displacement v(x, t) = w(x, t) − x. The occluded
region Ω can change over time depending on the temporal sampling interval dt and is
not necessarily simply-connected; so even if we call Ω the occluded region (singular),
it is understood that it can be made of several disconnected portions. Inside Ω, the
image can take any value ρ : Ω × R+ → R+ that is in general unrelated to I(w(x), t +
dt)|x∈Ω . In the limit dt → 0, Ω(t; dt) = ∅. Because of (almost-everywhere) continuity
of the scene and its motion (i), and because the additive term n(x, t) compounds the
effects of a large number of independent phenomena3 and therefore we can invoke the
Law of Large Numbers (ii), in general we have that
IID

(i) lim Ω(t; dt) = ∅, and (ii) n ∼ N (0, λ)
dt→0

(3.2)

i.e., the additive uncertainty is normally distributed in space and time with an isotropic
and small variance λ > 0. We define the residual e : D → R on the entire image
domain x ∈ D, via
.
e(x, t; dt) = I(x, t) − I(w(x, t), t + dt)


n(x, t), x ∈ D\Ω(t; dt)
=

ρ(x, t) − I(w(x, t), t + dt),
3

(3.3)

x ∈ Ω(t; dt)

n(x, t) collects all unmodeled phenomena including deviations from Lambertian reflection, illumination changes, quantization error, sensor noise, and later also linearization error. It does not capture
occlusions, since those are explicitly modeled.
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which we can write as the sum of two terms, e1 : D → R and e2 : D → R, also
defined on the entire domain D in such a way that

.

e1 (x, t; dt) =
ρ(x, t) − I(w(x, t), t + dt), x ∈ Ω(t; dt)

.
e (x, t; dt) =
n(x, t),
2

(3.4)

x ∈ D\Ω(t; dt).

Note that e2 is undefined in Ω, and e1 is undefined in D\Ω, in the sense that they can
take any value there, including zero, which we will assume henceforth. We can then
write, for any x ∈ D,
I(x, t) = I(w(x, t), t + dt) + e1 (x, t; dt) + e2 (x, t; dt)

(3.5)

and note that, because of (i) e1 is large but sparse,4 while because of (ii) e2 is small
but dense4 . We will use this as an inference criterion for w, seeking to optimize a data
fidelity term that minimizes the number of nonzero elements of e1 (a proxy of the area
of Ω), and the negative log-likelihood of n.
1
.
ψdata (w, e1 ) = ke1 kL0 (D) + ke2 kL2 (D) subject to (3.5)
λ
1
= kI(x, t) − I(w(x, t), t + dt) − e1 kL2 (D) + ke1 kL0 (D)
(3.6)
λ
.
. R
where kf kL0 (D) = |{x ∈ D|f (x) 6= 0}| and kf kL2 (D) = D |f (x)|2 dx. Unfortunately,
we do not know anything about e1 other than the fact that it is sparse, and that what
we are looking for is χ(Ω) ∝ e1 , where χ : D → R+ is the characteristic function
that is non-zero when x ∈ Ω, i.e., where the occlusion residual is non-zero. So, the
data fidelity term depends on w but also on the characteristic function of the occlusion
domain Ω. For a sufficiently small dt, we can approximate5 , for any x ∈ D\Ω,
I(x, t + dt) = I(x, t) + ∇I(x, t)v(x, t) + n(x, t)
4

(3.9)

Sparse stands for almost everywhere zero on D. Similarly, dense stands for almost everywhere
non-zero.
5
In a digital image, both domains D and Ω are discretized into a lattice, and dt is fixed. Therefore,
spatial and temporal derivative operators are approximated, typically, by first-order differences. We use
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where the linearization error has been incorporated into the uncertainty term n(x, t).
Therefore, following the same previous steps, we have
ψdata (v, e1 ) = k∇Iv + It − e1 kL2 (D) + λke1 kL0 (D) .

(3.10)

Since we typically do not know the variance λ of the process n, we will treat it as
a tuning parameter, and because ψdata or λψdata yield the same minimizer, we have
attributed the multiplier λ to the second term. In addition to the data term, because
the unknown v is infinite-dimensional and the problem is ill-posed, we need to impose
regularization, for instance by requiring that the total variation (TV) be small
ψreg (v) = µkv1 kT V + µkv2 kT V

(3.11)

where v1 and v2 are the first and second components of the optical flow v, µ is a
multiplier factor to weight the strength of the regularizer and the weighted isotropic
TV norm is defined by
kf kT V (D)

Z q
=
(gx (x)∇x f (x))2 + (gy (x)∇y f (x))2 dx,
D

where gx and gy are given by
gx (x) = exp(−ζk∇x I(x)k2 ) + ν,

(3.12)

gy (x) = exp(−ζk∇y I(x)k2 ) + ν.

(3.13)

where ν is small constant, preventing gx and gy to take the value 0 and ζ is a normalizing factor. TV is desirable in the context of occlusion detection because it does not
the formal notation



  
1
I
x
+
, t − I(x, t)
. 

 0  
∇I(x, t) = 

0
I x+
, t − I(x, t)
1
.
It (x, t) = I(x, t + dt) − I(x, t).
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T




(3.7)
(3.8)

penalize motion discontinuities significantly. The overall problem can then be written
as the minimization of the cost functional ψ = ψdata + ψreg , which is
v̂1 , v̂2 , ê1 = arg min k∇Iv + It − e1 k2L2 (D)
v1 ,v2 ,e1

+ λke1 kL0 (D) + µkv1 kT V (D) + µkv2 kT V (D) (3.14)
In a digital image, the domain D is quantized into an M × N lattice Λ, so we can write
(3.14) in matrix form as:
v̂1 , v̂2 , ê1 = arg min

v1 ,v2 ,e1

1
kA[v1 , v2 , e1 ]T + bk2`2 + λke1 k`0 + µkv1 kT V + µkv2 kT V
2
(3.15)

where e1 ∈ RM N is the vector obtained from stacking the values of e1 (x, t) on the
lattice Λ on top of one another (column-wise), and similarly with the vector field
components {v1 (x, t)}x∈Λ and {v2 (x, t)}x∈Λ stacked into M N -dimensional vectors
v1 , v2 ∈ RM N . The spatial derivative matrix A is given by
A = [diag(∇x I) diag(∇y I) − I],
where I is the M N ×M N identity matrix, and the temporal derivative values {It (x, t)}x∈Λ
p
hu, ui,
are stacked into b. For finite-dimensional vectors u ∈ RM N , kuk`2 =
kuk`0 = |{ui |ui 6= 0}| and kukT V is defined as
kukT V =

Xq

((gx )i (ui+1 − ui ))2 + ((gy )i (ui+M − ui ))2

where g1 and g2 are the stacked versions of {gx (x)}x∈Λ and {gy (x)}x∈Λ .
The problem (3.15) is NP-hard when solved with respect to the variable e1 whose
nonzero elements indicates the occluded region at each pixel in the image. A straightforward relaxation into a convex would simply replace the `0 norm with `1 . Unfortunately, this implies that “bright” occluded regions are penalized more than “dim” ones,
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which is clearly not desirable. Therefore, we relax the `0 norm with the weighted-`1
norm such that
v̂1 , v̂2 , ê1 = arg min

v1 ,v2 ,e1

1
kA[v1 , v2 , e1 ]T +bk2`2 +λkW e1 k`1 +µkv1 kT V +µkv2 kT V .
2
(3.16)

where W is a diagonal matrix and resort to an iterative procedure called reweighted-`1 ,
proposed by Candès et al. [CWB08] to adapt the weights so as to better approximate
the `0 norm. W is initially set to be the identity matrix, and correspondingly (3.16)
is the customary convex relaxation6 of the original NP-hard problem [Tib96]. Each
iteration has a globally optimal solution that can be reached efficiently from any initial
condition. An improved approximation of the l0 norm can be obtained by adapting
the weight W iteratively, for instance choosing W to be a diagonal with elements
w(x) ≈ 1/(|e1 (x)| + ) as proposed in [CWB08]. The resulting solution of (3.16)
greatly improves sparsity, and the residual e1 is closer to a piecewise constant (indicator) function, as shown in Fig. 3.1.
Note that the residual e1 in (3.5) is sometimes referred to as modeling illumination changes [SH89, Neg98, TLC05, KMK05]. However, even though the model (3.5)
appears similar, the priors on e1 are rather different. They favor smooth illumination
changes; we favor sparse occlusions. While sparsity follows directly from the assumption (i), illumination changes would require a reflectance function to be modeled.
Instead, all models of the form (3.5) lump reflectance and illumination into a single
irradiance term [SYJ03].
6

This norm has been previously used in optical flow estimation, and it makes sense in that context where occlusions are the “nuisance factors.” In our context, however, occlusions are the object
of inference, and we do not wish to suppress them in order to provide an optical flow reading in the
occluded region, where it is undefined. Instead, optical flow is the nuisance. Therefore, while interesting, this interpretation offers no insight. Instead, we prefer using the reweighted approach as a better
approximation of the original problem (3.16) that does not penalize bright occlusions.
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3.4

Minimization with Nesterov’s Algorithm

In this section, we describe an efficient algorithm to solve (3.16) based on Nesterov’s
first order scheme [Nes83] which provides O(1/k 2 ) convergence in k iterations, whereas
for standard gradient descent, it is O(1/k), a considerable advantage for a large scale
.
problem such as (3.16). To simplify the notation we let (e1 )i = wi (e1 )i , so that
.
A = [diag(∇x I) diag(∇y I) −W −1 ]. The main steps of the algorithm are shown in
the following table
Initialize v10 , v20 , e01 . For k ≥ 0
1. Compute ∇ψ(v1k , v2k , ek1 )
2. Compute αk and τk
αk = 1/2(k + 1), τk = 2/(k + 3)
3. Compute yk
yk = [v1k , v2k , ek1 ]T − (1/L)∇ψ(v1k , v2k , ek1 ),
4. Compute zk
zk = [v10 , v20 , e01 ]T − (1/L)

Pk

i
i i
i=0 αi ∇ψ(v1 , v2 , e1 ),

5. Update [v1k , v2k , ek1 ]T = τk zk + (1 − τk )yk .
Stop when the solution converges.

In order to implement this scheme, we need to address the nonsmooth nature of
`1 . This is done in [Nes05], that has already been used profitably for noise reduction,
inpainting and deblurring [WBA09, DHJ09], and incorporated in software libraries for
sparse recovery [BBC09]. In our case, we write ψ(v1 , v2 , e1 ) as a summation of terms
ψ(v1 , v2 , e1 ) = ψ1 (v1 , v2 , e1 ) + λψ2 (e1 ) + µψ3 (v1 ) + µψ4 (v2 ),
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(3.17)

and compute the gradient of each term separately: The first is straightforward
∇v1 ,v2 ,e1 ψ1 (v1 , v2 , e1 ) = AT A[v1 , v2 , e1 ]T + AT b.
The other three, however, require smoothing. ψ2 (e1 ) = ke1 k`1 can be rewritten in
terms of its conjugate ψ2 (e1 ) = maxkuk∞ ≤1 hu, e1 i. The smooth approximation proposed in [Nes05] is
1
ψ2σ (e1 ) = max hu, e1 i − σkuk2`2
kuk∞ ≤1
2

(3.18)

which is differentiable; its gradient is uσ , the optimal solution of (3.18). Consequently,
∇e1 ψ2σ (e1 )) is given by
uσi =



σ −1 (e1 )i ,

|(e1 )i | < σ,

(3.19)


sgn((e ) ), otherwise.
1 i
Following the lines of [BBC09], ∇v1 ψ3 is given by is given by
∇v1 ψ3σ (v1 ) = GT uσ

(3.20)

where G = [Gx , Gy ]T , Gx and Gy are weighted horizontal and vertical differentiation
operators, and uσ has the form [u1 , u2 ] where


σ −1 (Gx,y v1 )i , k[(Gx v1 )i (Gy v1 )i ]T k`2 < σ,
1,2
ui =

k[(G v ) (G v ) ]T k−1 (G v ) , otherwise.
x 1 i
y 1 i
x,y 1 i
`2

(3.21)

∇v2 ψ4 can also be computed in the same way. We now have all the terms necessary to
compute
∇ψ(v1 , v2 , e1 ) = ∇ψ1 + [λ∇e1 ψ2 , µ∇v1 ψ3 , µ∇v2 ψ4 ]T .

(3.22)

We also need the Lipschitz constant L to compute the auxiliary variables yk and zk to
minimize ψ. Since kGT Gk2 is bounded above [DHJ09] by 8, given the coefficients λ
and µ, L is given by
L = max(λ, 8µ)/σ + kAT Ak2 .

35

A crucial element of the scheme is the selection of σ. It trades off accuracy and speed
of convergence. A large σ yields a smooth solution, which is undesirable when minimizing the `1 norm. A small σ causes slow convergence. We have chosen σ empirically, although the continuation algorithm proposed in [BBC09] could be employed to
adapt σ during convergence.

3.5

Minimization with Split-Bregman

We also describe an alternative method for solving the optimization problem (3.16)
based on the split-Bregman method proposed by Goldstein and Osher [GO09], by decoupling the differentiable and non-differentiable portions of the cost function (3.16).
(1,2)

We replace Gx v(1,2) by dx

(1,2)

and Gy v(1,2) by dy

yielding to a constrained prob-

lem,
v̂1 , v̂2 , ê1 = argmin
v1 ,v2 ,e1

+

1
kA[v1 , v2 , e1 ]T + It k2`2
2µ

λ
kW e1 k`1
µ

+ k(d1x , d1y )k`1 + k(d2x , d2y )k`1

(3.23)

subject to:
d1x = Gx v1 , d1y = Gy v1 ,
d2x = Gx v2 , d2y = Gy v2 .
where for finite dimensional vectors u1 , u2 ∈ RM N , k(u1 , u2 )k`1 =

PM N p
i=1

(u1 )2i + (u2 )2i .

By relaxing the hard constraints, the cost function (3.23) takes a form that can be min-
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imized by split-Bregman such that
(1,2)
v̂1 , v̂2 , ê1 , dˆ(x,y) =

1
kA[v1 , v2 , e1 ]T + It k2`2
(1,2) 2µ
v1 ,v2 ,e1 ,d
argmin

(x,y)

λ
+ kW e1 k`1
µ

(3.24)

+k(d1x , d1y )k`1 + k(d2x , d2y )k`1
β
β
+ kd1x − Gx v1 − b1x k2`2 + kd1y − Gy v1 − b1y k2`2
2
2
β
β 2
+ kdx − Gx v2 − b2x k2`2 + kd2y − Gy v2 − b2y k2`2
2
2
where β indicates the amount of relaxation. To solve (3.24), we divide the optimization
problem into three subproblems and solve them iteratively. The first subproblem is
1
kA[v1 , v2 , ek1 ]T + It k2`2
v1 ,v2 2µ
β
+ k(d1x )k − Gx v1 − (b1x )k k2`2
2
β
(3.25)
+ k(d1y )k − Gy v1 − (b1y )k k2`2
2
β
+ k(d2x )k − Gx v2 − (b2x )k k2`2
2
β
+ k(d2y )k − Gy v2 − (b2y )k k2`2
2
The solution of this problem is straightforward. From the optimality conditions, we
v̂1k+1 , v̂2k+1 = argmin

reach to the following system of equations
1

1
IxT Ix + β(GxT Gx + GTy Gy ) v1 + IxT Iy v2 =
µ
µ


1 T
− Ix (−e1 + It ) + β GTx (d1x − b1x ) + GTy (d1y − b1y ) ,
µ
1

1
T
T
T
Iy Iy + β(Gx Gx + Gy Gy ) v2 + IyT Ix v1 =
µ
µ


1 T
− Iy (−e1 + It ) + β GTx (d2x − b2x ) + GTy (d2y − b2y ) .
µ
where to simplify the notation we have defined the diagonal matrices Ix = diag(∇x I)
and Iy = diag(∇x I). Following [GO09], to achieve efficiency, we solve the system of
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equations using Gauss-Seidel’s method. The component-wise Gauss-Seidel solution
to this problem is given by

−µ(k2 )i (Iy )i (Ix )i + (k1 )i (µ(Iy )2i + (k3 )i ))

= (γ1 )i
(k3 )i µ(Ix )2i + µ(Iy )2i + (k3 )i
−µ(k1 )i (Iy )i (Ix )i + (k2 )i (µ(Ix )2i + (k3 )i ))

(v2 )i =
= (γ2 )i
(k3 )i µ(Ix )2i + µ(Iy )2i + (k3 )i

(v1 )i =

(3.26)

where k1 , k2 and k3 are given by
(k1 )i = − µ(Ix )i (−(e1 )i + (It )i )


2
2
2
2
+ β (gx )i−1 (v1 )i + (gx )i (v1 )i+1 + (gy )i−M (v1 )i + (gy )i (v1 )i+M


T 1
T 1
T 1
T 1
+ β (Gx dx )i + (Gy dy )i + (Gx bx )i + (Gy by )i
(k2 )i = − µ(Iy )i (−(e1 )i + (It )i )


2
2
2
2
+ β (gx )i−1 (v2 )i + (gx )i (v2 )i+1 + (gy )i−M (v2 )i + (gy )i (v2 )i+M


T 2
T 2
T 2
T 2
+ β (Gx dx )i + (Gy dy )i + (Gx bx )i + (Gy by )i
k3 =β diag(GTx Gx + GTy Gy ).
Subsequently, we need to solve the second subproblem which is given by

k+1 
k+1
(1,2)
(1,2)
ˆ
ˆ
dx
, dy
=
argmin k(d(1,2)
, d(1,2)
)k`1
x
y
(1,2)

dx

(1,2)

,dy

(3.27)
β
+ k(d(1,2)
) − Gx v(1,2) − (b(1,2)
)k k2`2
x
x
2
β
+ k(d(1,2)
) − Gy v(1,2) − (b(1,2)
)k k2`2 .
y
y
2
This problem can be solved analytically using the generalized shrinkage formula [WYZ07]
such that


dˆ(1,2)
x



dˆ(1,2)
y

k+1
k+1

(1,2) k

k

= max(s − 1/β, 0)
= max(sk − 1/β, 0)
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k
Gx v(1,2)
+ (bx

)

sk
(1,2)
k
Gy v(1,2)
+ (by )k
sk

(3.28)

where sk(1,2) is given by
(sk )i =

q

(1,2) k 2
) |

k
+ (bx
|Gx v(1,2)

(1,2) k 2
) |.

k
+ (by
+ |Gy v(1,2)

The remaining subproblem is
ê1 = argmin
e1

1
λ
kA[v1 , v2 , e1 ]T + It k2`2 + kW e1 k`1 .
2µ
µ

(3.29)

and can also be solved using shrinkage operator. The solution is
(e1 )k+1
i

rik
= k max(|rik | − λwi , 0).
|ri |

(3.30)

where rk = Ix v1k + Iy v2k + It .
The main steps of the algorithm can be summarized as follows
Initialize v1 , v2 , e1 , d1x , d1y , d2x and d2y with 0. For k ≥ 0
v1k+1 = Gk1 , v2k+1 = Gk2


d(1,2)
x

k+1

k

= max(s − 1/β, 0)

(1,2) k
)

k
Gx v(1,2)
+ (bx

sk
(1,2)
k
Gy v(1,2)
+ (by )k

k+1
d(1,2)
= max(sk − 1/β, 0)
x
sk

k+1 
k 

k+1 
k+1
(1,2)
(1,2)
b(1,2)
=
b
−
d
+
G
v
x (1,2)
x
x
x


k+1 

k+1 
k
k+1
(1,2)
(1,2)
(1,2)
by
= by
+ Gy v(1,2) − dy


(e1 )k+1
=
i

rik
max(|rik | − λwi , 0)
|rik |

Stop when the solution converges.

3.6

Experiments

Following Section 3.2, evaluation of our algorithm on standard datasets is not straightforward, because these typically do not provide ground-truth occlusions. The only
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benchmark that provides occlusion, in at least parts of the dataset, is [BSL11], so we
used it as a starting point, and generated occlusion maps as follows: for each training
sequence, we computed the residual given the ground truth motion and marked the
regions where the residual is high. Next, we annotated the regions where ground truth
is not defined. Finally, we manually fixed obvious errors in the occlusion maps. In
this section, we evaluate the motion estimation and occlusion detection performance
of our approach on this dataset and on the well-known Flower Garden sequence. We
have also compared our algorithm to [WPZ08], [BA96] and [KZ01] quantitatively.
To handle the large motion, we run our method on a Gaussian pyramid with a scale
factor 0.5 up to 5 levels. We also apply 5 warping steps at each pyramid level. In all
the experiments, the coefficient λ is fixed at 0.01 while µ is increased gradually from
0.00008 to 0.01 with each warping step at each pyramid level. Relying less on the prior
of the flow field at the early warping steps results in more accurate flow estimates. For
the re-weighting step, we have also fixed the coefficient  to 0.001. In our experiments,
we also use a non-linear pre-filtering of the images to reduce the influence of illumination changes [ROF92, WPZ08, SRB10] to initialize the re-weighting stage with an
accurate flow field. However, at re-weighting steps we use the original images since
pre-filtering reduces the occlusion detection accuracy.
We start with unit weights W = I and solve the convex problem (3.16) (referred
as Huber-`1 model in our experiments). We then adapt the weights iteratively, thus
improving sparsity and achieving a better approximation of the indicator function e1
of the occluded domain, Fig. 3.1. One can also observe a gradual improvement of the
sparsity of |W e| after each re-weighting iteration, Fig. 3.2. At each step, the accuracy
of occlusion detection also improves.
Representative results for the Flower Garden sequence are shown in Fig. 3.3, where
the complex occlusions produced by the foliage are also detected successfully.
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Figure 3.1: The result of the proposed approach on “Venus” from [BSL11] and
“Flower Garden.” The first column shows the motion estimates, color-coded as in
[BSL11], the second is the residual I(x, t) − I(w(x), t + dt) before re-weighting stage;
the third shows |W e1 | after re-weighting, and the fourth is the sparse error term e1 .

Figure 3.2: This figure illustrates the initial estimate of the error term e1 (first column)
and how sparsity of |W e1 | improves with each of the three re-weighting iterations.
In Fig. 3.5, Fig. 3.6 and Fig. 3.7 we show the effects of re-weighting on the
Middlebury data set. The weighted e1 is not only sparser compared to the residual
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Figure 3.3: Occlusion and motion estimates for more frames of the Flower Garden.
Left to right: initial frame, flow estimate (left), initial estimate of the error term e1
(middle), and occluded region (right).
|I(x, t) − I(w(x), t + dt)| computed before the re-weighting steps but also has a superior occlusion detection accuracy unlike the residual which contains regions that are
not occluded. One might think that the residual could just be thresholded, instead of
iteratively re-weighted. To evaluate that, we have generated precision-recall curves
and observed the change of occlusion detection performance in terms of F-measure by
thresholding both signals while varying the threshold value in the interval [0, 1], Fig.
3.4. In most cases, the accuracy of the re-weighting approach is superior and more
stable under the varying threshold values since |W e1 | better approximates an indicator
function. Therefore, one can just choose non-zero elements of e1 7 to detect occluded
regions instead of searching for a global threshold. Note that here the weight matrix
7

Notice that w(x) > 0, ∀x. Therefore, W e1 6= 0 ⇐⇒ e1 6= 0
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W is the one computed at the previous re-weighting step. We have also observed that
the precision-recall curves for |W e1 | does not span the whole recall range, since recall
value 1 is not reachable unless all the zero-elements added to the decision which is not
meaningful for the analysis of a sparse signal (Fig. 3.4, PR-curves).
We have also compared our approach to the robust flow estimation methods proposed by Black and Anandan [BA96] (using the improved version (Classical-L) by
Sun et al. [SRB10]) and Wedel et al. [WPZ08] by evaluating the occlusion detection accuracy on the residual |I(x, t) − I(w(x), t + dt)| computed using their flow
fields, Fig. 3.4. Furthermore, since violations of the symmetry between backward
and forward flow estimations have been used intensively as an indicator of occlusions
[ADP07, IK08, KZ01, SLK05], we have also implemented another baseline algorithm
checking such mismatch between flow fields estimated with [WPZ08]. Note that neither residual nor flow field symmetry violations provides a sparse solution, therefore,
to reach to a conclusion, it is required to threshold such a signal after normalization.
Hence, we have measured the accuracy of these techniques in terms of precision-recall
and F-measure under varying threshold, Fig. 3.4. Our method outperforms both approaches.
One might be tempted to regularize the geometry of the occluded region, for instance by adding a regularizing term kW e1 kT V to (3.16). We have also evaluated this
model, Fig. 3.4. However, occlusions can manifest themselves with very complex
geometry and topology, as the Hydrangea in Fig. 3.7 and Fig. 3.4 illustrate. In such
cases, a geometric regularizer is counter-productive as it generates a large number of
missed detections.
We have compared our occlusion detection results to [KZ01], using the code provided on-line by the authors. Table 3.1 shows that we outperform [KZ01]. Comparing
motion estimates gives an unfair advantage to our algorithm because their approach is
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based on quantized disparity values, so the accuracy of our motion estimates is predictably superior.

Venus

RubberWhale Hydrangea Grove2

Grove3 Urban2 Urban3

F-measure [KZ01]

0.63

0.28

0.31

0.62

0.52

0.43

0.53

F-measure (our method)

0.77

0.52

0.37

0.67

0.60

0.69

0.83

Table 3.1: A comparison of the F-measure of our algorithm and [KZ01] on the Middlebury dataset. Since Kolmogorov et al. [KZ01] provide an occlusion detector whose
output is binary, we simply compute the precision and recall of the output and report
the F-measure based on these values. For comparison, we chose non zero elements of
e1 as detected occlusions and provide F-measure with respect to them.

We have also compared the accuracy of the solution of Nesterov’s algorithm and
split-Bregman’s method and their convergence speed, Fig. 3.5, Fig. 3.6, Fig. 3.7,
Fig. 3.4, Table 3.2 and Table 3.3. Both methods provide similar performance both in
occlusion detection and motion estimation. However, split-Bregman method converges
significantly faster, Table 3.2.
We have evaluated the accuracy of the flow estimates of our method and compared to other robust flow estimation techniques [BA96, SRB10, WPZ08], Table 3.3.
Huber−`1 −TV model minimized with Nesterov’s algorithm provides superior accuracy. However, once the re-weighting stage is initialized with these estimates, and
flow estimation is performed on the original images instead of the pre-filtered ones,
the accuracy decreases.
Finally, we have evaluated the performance of our algorithm on the Middlebury
evaluation dataset, Table-3.4. Nesterov’s algorithm is used to estimate the optical flow
on the evaluation set. In this experiment, we constructed the image pyramid with 11
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Venus

RubberWhale Hydrangea

Grove2

Grove3

Urban2

Urban3

Nesterov’s algorithm

222 secs

342 secs

355 secs

463 secs 494 secs 499 secs 483 secs

Split Bregman method

90 secs

111 secs

133 secs

260 secs 360 secs 288 secs 277 secs

Table 3.2: The comparison of convergence time of the split-Bregman method and
Nesterov’s algorithm.
Venus

RubberWhale Hydrangea

Grove2

Grove3

Urban2

Urban3

Huber−`1 −TV (Nesterov)

3.99/0.28

2.94/0.09

2.09/0.17

2.19/0.15

6.78/ 0.67 2.59/0.29

4.35/0.66

`2 −reweighted−`1 −TV (Nesterov)

3.96/0.31

5.09/0.16

2.36/0.19

2.60/0.17

7.71/0.78

3.41/0.38

4.91/0.76

`2 −reweighted−`1 −TV (split-Bregman)

4.09/0.33

4.91/0.16

2.34/0.19

2.31/0.15

7.72/0.75

2.86/0.35

4.20/0.63

Black & Anandan[BA96]

7.81/0.44

5.06/0.14

2.48/0.21

2.76/0.20

6.90/0.75

4.06/0.54

11.18/0.94

Classic-L [SRB10]

4.75/0.29

3.15/0.09

2.06/0.17

2.49/0.17

6.49/0.66

2.96/0.37

4.72/0.60

Wedel et al. (Improved L1-TV) [WPZ08] 4.45/0.30

3.61/0.11

2.25/0.18

3.26/0.23

7.07/0.69

2.74/0.36

6.26/0.64

Table 3.3: Quantitative comparison of the proposed models and other robust flow estimation methods [BA96, SRB10, WPZ08] in terms of Average Angular Error (AAE) /
Average End Point Error (AEPE)
levels with scale factor 0.75 and applied 10 warpings at each level. The flow fields
estimated before the reweighting stage are ranked 10th and 12th in terms of AEPE and
AAE respectively while the estimates after reweighting step are ranked 13th in terms of
both error measures as of June 7, 2011. Our method also detects the occluded regions
accurately on most of the sequences at evaluation set, Fig. 3.8.

3.7

Discussion

We have presented an algorithm to detect occlusions and establish correspondence
between two images. It leverages on a formulation that, starting from standard assumptions (Lambertian reflection, constant diffuse illumination), arrives at a varia-
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Army

Mequon

Schefflera

Wooden

Grove

w/o reweighting 3.62/0.09

2.92/0.16

4.49/0.22

3.14/0.17

3.26/0.75

3.52/0.34 5.10/0.22

2.02/0.53

w reweighting

4.03/0.30

5.13/0.42

3.56/0.20

3.23/0.75

3.22/0.33 2.81/0.15

1.94/0.55

4.30/0.11

Urban

Yosemite

Teddy

Table 3.4: Quantitative evaluation of the proposed models on Middlebury test set in
terms of AAE/AEPE.
tional optimization problem. We have shown how this problem can be relaxed into
a sequence of convex optimization schemes, each having a globally optimal solution,
and presented two efficient numerical schemes for solving it.
We emphasize that our approach does not assume a rigid scene, or a single moving
object. It also does not assume that the occluded region is simply connected. Instead,
our model is general under the assumptions (a)-(b), and allows arbitrary (piece-wise
diffeomorphic) domain deformations, corresponding to an arbitrary number of moving
or deforming objects, and an arbitrary number of simply connected occluded regions
(jointly represented by a multiply-connected domain Ω).
The fact that occlusion detection reduces to a two-phase segmentation of the domain into occluded Ω and visible region D\Ω should not confuse the reader familiar
with the image segmentation literature whereby two-phase segmentation of one object (foreground) from the background can be posed as a convex optimization problem
[CEN06]. Note that in the approach of [CEN06] the problem can be made convex
only in occluded region term, e1 , but not jointly in both e1 and the motion field, v.
Therefore, such an approach does not in general yield a global minimum.
The limitations of our approach stand mostly in its dependency from the regularization coefficients λ, µ and coefficient σ in the optimization. In the absence of some
estimate of the variance coefficient λ, one is left with painstakingly tuning it by trialand-error. Similarly, µ is a parameter that, like in any classification problem, trades
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off missed detections and false alarms, and therefore no single value is “optimal” in
any meaningful sense. These limitations are shared by most variational optical flow
estimation algorithms.
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Figure 3.4: Comparison of the occlusion detection accuracy of different variants of
proposed technique and two other baseline methods in terms of precision-recall curves
and F-measure. The first baseline method considers the residual of the optical flow
estimated via [BA96] or [WPZ08] as an indicator of occlusions while the second one
identifies the regions of mismatch in forward and backward flow fields estimated with
[WPZ08] as occluded.
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1

Figure 3.5: This figure presents the occlusion and motion estimates on the sequences
Venus and Grove2 from Middlebury dataset. Each sequence occupies two rows. The
odd rows, left to right: ground truth optical flow, flow estimates before re-weighting
stage and flow estimates after reweighing with Nesterov’s algorithm and split-Bregman
method. The even rows, left to right: ground truth occluded regions, the initial estimate
of the error term e1 , the estimate of |W e1 | after the reweighting step with Nesterov’s algorithm and split-Bregman method. The parts that are carried out of the image domain
under v̂ are also marked on the occlusion maps.
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Figure 3.6: This figure presents the occlusion and motion estimates on the sequences
Urban2 and Grove3 from Middlebury dataset. Each sequence occupies two rows. The
odd rows, left to right: ground truth optical flow, flow estimates before re-weighting
stage and flow estimates after reweighing with Nesterov’s algorithm and split-Bregman
method. The even rows, left to right: ground truth occluded regions, the initial estimate
of the error term e1 , the estimate of |W e1 | after the reweighting step with Nesterov’s algorithm and split-Bregman method. The parts that are carried out of the image domain
under v̂ are also marked on the occlusion maps.
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Figure 3.7: This figure presents the occlusion and motion estimates on the sequences
RubberWhale, Hydrangea and Urban3 from Middlebury dataset. Each sequence occupies two rows. The odd rows, left to right: ground truth optical flow, flow estimates before re-weighting stage and flow estimates after reweighing with Nesterov’s algorithm
and split-Bregman method. The even rows, left to right: ground truth occluded regions,
the initial estimate of the error term e1 , the estimate of |W e1 | after the reweighting step
with Nesterov’s algorithm and split-Bregman method. The parts that are carried out of
the image domain under v̂ are also marked on the occlusion maps.
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Figure 3.8: Occlusion and flow estimates on the sequences Teddy, Grove, Wooden,
Yosemite, Backyard, Basketball, Dumptruck, Evergreen, Army, Mequon, Urban and
Schefflera from Middlebury evaluation set: Estimated flow fields are depicted at odd
rows while the estimates of |W e1 | after the reweighting step are illustrated at even
ones.
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CHAPTER 4
Actionable Saliency Detection
A subset of a sensing field (e.g. visual) is ordinarily deemed “salient” if it is “sufficiently different” from its surroundings. Saliency is therefore a detection and localization task (illustrated in Fig.4.1), often motivated by resource constraints: if one can
process only a subset of the data, which subset is most “valuable” or “informative”?
Traditionally, saliency detection has been agnostic of the underlying task. More
recently, however, several authors have attempted framing saliency detection in an
information-theoretic context, by looking at the “most informative” subset of the data,
where “information” is measured in the traditional sense of Wiener and Shannon. For
instance, Itti and Baldi [IB09] measure the relative entropy between the prior and the
posterior of an image, interpreted as a distribution of pixel values, and use it as a
measure of saliency or “surprise”.
In this paper, we focus on classes of tasks that involve decisions about the scene,
rather than about the image. These include detection, localization, recognition of objects, events, or spatial locations from images, as well as navigation, manipulation
and other spatial control tasks. While often “salient” locations in the image correspond to salient geometric or topological characteristics of the scene (e.g. occluding
boundaries), this is not always the case (e.g. material or illumination boundaries).
Moreover, whether a salient region of the image does indeed correspond to a geometric or topological characteristic of the scene cannot be positively ascertained from one
image alone; therefore, we are interested in saliency detection mechanisms that in-
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Figure 4.1: Detecting salient regions under camera motion: Left: Tracked feature
points (blue) are classified as inliers (green) or outliers (red). Right: Estimated salient
point density obtained by our algorithm.
volve multiple images. Of course, because part of the motivation for detecting salient
regions is to expedite processing (at the expense of a loss in discriminative power), we
are interested in temporally adjacent images (“small baseline”), such as two or more
temporally consecutive frames of a video.
When the camera is static, as in the case of video surveillance, anything that moves
is salient. There is a considerable amount of literature on background subtraction, that
can be thought of as a form of saliency detection for the specific case of surveillance
tasks (see [ISB99] and references therein). However if the camera is moving, then de-
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tecting objects that are moving independently is a notoriously difficult problem, for it
amounts to detection of independent rigid motions. This involves model selection and
regression to find the independently moving objects and their motion. And yet, even
when driving, we can easily spot a moving animal in the distance. When flying we
can detect another flying vehicle, or vehicles moving on the ground. Several attempts
to perform “background subtraction from moving cameras” [YOT09] have improved
efficiency compared to multi-rigid motion estimation, that was using algebraic geometric methods [Vid03] or sampling methods that would clearly not be viable for the
task of rapid detection of “informative” regions of a video. Moreover, there is no direct
link between any of these algorithms and a notion of what “informative” means.
A definition of “information” in the context of visual decision tasks [Soa09], that
draws on ideas from Gibson’s Ecological Approach to Visual Perception [Gib79], can
shed some light on this issue. While the complexity of the image is not necessarily
related to its value in a visual decision task, the complexity of the part of the image that
would be discovered after a finite time interval represents the “Actionable Information
Increment” provided by the “next image” [Soa09]. It is the decrease in uncertainty
about the scene provided by the data. Such a discovery could be due to motion of the
viewer, or motion of an object within the scene, or both. In any case, this suggests that
occlusion detection is a natural form of saliency detection.
However, the problem with occlusion detection is that equivalence up to a diffeomorphism is too general, and can explain as ordinary (no violation of the null hypothesis) situations that we want to consider salient. We would indeed prefer to detect
as salient, any violations of the rigidity assumption, but we do not want to perform
independent detection of multiple rigid bodies, because that strides with our goal of
computational efficiency.
The key idea of this paper is to still pursue saliency detection as violation of co-
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visibility, but define co-visibility in terms not of diffeomorphic equivalence, but rather
epipolar equivalence. This means that, of all possible diffeomorphisms w : D → D,
we only consider those that are compatible with an overall rigid motion of the viewer
(ego-motion).
In principle, this could be done by computing the “dominant motion”, and then detecting outlier regions as salient. However, we do not actually care to even estimate the
motion of the viewer; we just want to compute the discriminant for the null hypothesis
in the most efficient way, so that it would depend on the smallest possible number of
free parameters. As we show in Sect. 4.2, this number is two.

4.1

Related work

At face value, what we propose looks more complicated than testing for diffeomorphic
equivalence, for we would have to enforce the additional condition that the diffeomorphism is compatible with a rigid motion. In formulas, we would have to test for:

H1 ={∃ V ∈ S2 , ω ∈ R3 , Z : D → R+ |
w(x) = π(b
ω x̄Z(x) + V )}

(4.1)

where V is the translational velocity direction, ω is the rotational velocity vector, Z(x)
is the depth map, x̄ = [xT 1]T is the homogeneous coordinate of x, and π is a canonical
central projection 1 . In words, in order to determine whether a region is salient, we
would have to search at each instant for all possible translational directions, rotational
velocities and depth maps until none of them fits the data up to a white residual. The

0
.
1
Note that ω̂ =  ω3
−ω2
.
so(3) = {S|S T = −S}.

−ω3
0
ω1


ω2
−ω1  belongs to the Lie algebra of the skew-symmetric matrices
0
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result would be akin to devising a robust ego-motion estimation scheme, whereby one
simultaneously tries to find the translational direction V , rotational velocity ω, depth
map Z, and occluded region Ω. This has been indeed done before in the literature
on “dominant motion estimation” [IRP92] and robust motion estimation [SL03], and
relates to robust statistics [Hub81] and outlier rejection in motion estimation [FB81].
This would already be an improvement on multi-body motion segmentation. If we
have a number, say K, of independently moving objects, and N sensors, then multiple
motion estimation requires inferring N + 5K unknown parameters [Vid03]. Dominant
motion estimation, on the other hand, only requires inferring N +5 parameters. Nevertheless, when N is large, this becomes prohibitive. When the calibration of the camera
is unknown, in addition to these parameters one would also have to infer 5 additional
parameters (optical center x0 ∈ D, focal length f , aspect ratio s and skew θ).
As we have already anticipated, our goal is not to estimate ego-motion, but to detect
salient regions in the image based on violation of rigidity. Therefore, we seek for ways
to reduce the discriminant to its minimal form, which we do in Sect. 4.2. Several algorithms [HE03, IA98, RCH03, SGK00, YMK07] have been proposed to detect salient
regions with background subtraction techniques by removing the stationary camera
limitation. However, these methods largely rely on estimation of a homography or a
2D affine transform to compensate for the camera motion for the scenes that can be
approximated well by a plane and do not work in the case of a complex scene.
Most relevant to our work is Sheikh et al. [YOT09] which also detects independently moving objects by exploiting a geometrical constraint. In their case, they exploit
the rank-constraint on trajectories on the background and hence they overcome the restrictions on the scene models shared by others. However, this method requires a large
number of frames to operate. This is a limitation of their algorithm since salient regions might appear in very few frames (e.g. Fig. 4.3,4.4) and the extracted trajectories
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might have an even shorter length. On the other hand, our method only requires 2
frames to detect salient regions.

4.2

Derivation of the discriminant

If we consider the instantaneous motion of the scene relative to the viewer, where
the entire scene is moving rigidly, the deformation of the entire domain of the image
can be explained as a function of the motion (translational velocity direction V and
rotational velocity ω) and the shape of the scene, described by a scalar function from
the image domain D to the positive reals, Z : D → R+ , as described in (4.1). If we
call y(x) ∈ R2 the velocity of the projection of the point with coordinates x̄Z(x) ∈ R3
onto the image, we have that [SFP94]:
y(x) = A(x)

V
+ B(x)ω
Z(x)

(4.2)

where:


1 0 −x1

.
A(x) = 

0 1 −x2



−x1 x2

.
B(x) = 

−1 −

x22


(4.3)



1 + x21 −x2
x1 x2

x1




(4.4)

Traditional dominant motion estimation and robust statistical approaches search for
the unknown motion V, ω and range map Z(·) that solve the following optimization
problem:
Z
ky(x) − A(x)

Ẑ, V̂ , ω̂ = arg min
D

V
− B(x)ωkH dx
Z(x)

(4.5)

where k · kH denotes a robust norm, for instance a Huber norm [Hub81]. After this is
done, one would find the salient regions that violate this model, that is:
V̂
.
Ω = {x ∈ D | ky(x) − A(x)
− B(x)ω̂k > }
Ẑ(x)
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(4.6)

where  is related to the regularization parameter in the Huber norm. Note that the
region Ω can, and in general will be multiply-connected, so even though this is a binary classification problem, it enables detecting any number of independently moving
objects, each projecting onto a different simply-connected subset of the image domain.
Furthermore, when (4.5) is solved in the continuum, regularization on Z has to be imposed (this is not necessary when (4.5) is computed at a sparse set of locations). This
is laborious, especially because the procedure of finding the motion V̂ , ω̂ and the range
map Ẑ has to be iterated once the outlier set Ω is removed, which in turn changes the
motion and range estimates, resulting in a non-convex optimization problem.
Therefore, we resort to a trick introduced by Heeger and Jepson [HJ92], whereby
one solves the problem above for the case of the `2 norm, by exploiting the geometry
of Hilbert spaces to “eliminate” the unknown depths Z(x) and unknown rotational
velocity ω from (4.5). This can be done easily since the model (4.2) is linear in

1
Z

and ω, and therefore one can solve-and-substitute, thereby leaving a set of constraints
on the unknown V alone. It has been shown [CBS00] that this can be done without
altering the topology of the solution space, in the sense that no spurious solutions are
introduced by the algebraic manipulation.
Formally, this can be accomplished (Sect. 4.2.1) by rewriting the model (4.2) in
terms of an operator C(V ) that multiplies all the unknown depths and rotational velocity, then multiplying by the orthogonal projector operator Ĉ(V ) that eliminates the
dependency on ω and Z, and leaves constraints on the unknown V only.

4.2.1

Computation of the optimal discriminant

Following the discussion in Sect. 4.2, salient points x ∈ Ω will be detected as a
violation of the hypothesis provided by the model (4.2). Equivalently, one can seek
to infer V in a robust fashion and detect Ω as the outlier set. We focus on a finite
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number of N sparse measurements, xi , i = 1, . . . , N and introduce a diagonal weight
matrix W ∈ R2N ×2N . Ideally, W should be zero except for points that follow (4.2).
Writing (4.2) as a system of linear equations for all points and introducing W as a
weight matrix we have:
W Y (X) = W C(V )
.
where, p(xi ) =

1
,
Z(xi )

h

p(x1 ) . . . p(xN ) ω

iT

(4.7)

.
.
.
Y = [y(x1 )T , . . . , y(xN )T ]T , X = [xT1 , . . . , xTN ]T , W =

diag(w1 , w2 , . . . , w2N −1 , w2N ),

A(x1 )V

. 
C(V ) = 




...
A(xN )V

B(x1 )


..

.

B(xN )

(4.8)

.
For any (unknown) V , we can solve for P = [p(x1 ) . . . p(xN )]T and ω using Least
Squares:
[P, ω]T = (W C(V ))† W Y (X)

(4.9)

.
= (C(V )T W T W C(V ))−1 C(V )T W T W Y (X)
For readability purposes, we will henceforth drop the explicit dependence of C on V
and of Y on X. We can then plug the solution of this equation back to the model to
get W Y = W C(W C)† W Y . Rearranging, we get:

.
Ĉ(V )Y = I − W C(W C)† W Y = 0

(4.10)

The above constraint is true even in the presence of outliers when the elements of W
corresponding to those equations are 0. In practice, this cannot be achieved though,
due to the presence of noise and unmodeled phenomena. Assuming that the error in
motion estimation follows a Gaussian distribution the Least Squares estimation of P
and ω is optimal. Hence it is important to calculate W properly so that inference of V
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is improved. To estimate V we solve the following minimization problem:
1
minimize ψ(V ) = ||Ĉ(V )Y ||22
V
2

(4.11)

where V ∈ S2 . To calculate the weight matrix W we employ a more traditional
M-estimator, as customary in robust statistics, that does not explicitly infer W , but
instead uses a composite norm residual where the weight of the outliers is reduced.
This yields a minimal model, where the only unknowns are the directional coordinates
of the translational velocity V , as discussed in the previous section.
Since we expect that most points in the scene will move rigidly, we anticipate
that Ĉ(V )Y is sparse. We would hence want to choose the diagonal elements of W
to enhance sparsity of the residual. In addition, every pair of elements of Ĉ(V )Y ,
corresponds to the residual for a single point and hence this should also be taken into
account when estimating W . The outline of the algorithm is given below.
Algorithm 1: Iterative reweighted subspace minimization (IRWSM).
Initialize W (1) = I, V (0) = [1, 0, 0]T
foreach k = 1, 2, 3, . . ., K do
Solve the following problem initializing with V (k−1) :
V̂ (k) = arg min 12 ||Ĉ(V, W (k) )Y ||22
V

(k)

e

= Ĉ(V̂

(k)

, I)Y

λ = 1/mean(||e(k) ||)
foreach i = 1, 2, 3, . . ., N do
(k+1)

(k+1)

w2i−1 = w2i

(k+1)

W (k+1) = diag(w1

1
(k)
(k)
||[e2i−1 ,e2i ]||2 +ε

=

(k+1)

, . . . , w2N )

V (k+1) := V̂ (k) /kV̂ (k) k

where 1 is the indicator function. Note that this is a generalization of the case proposed by [HJ92]. The authors of [HJ92] minimized (4.11) with W = I using ex-
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.
haustive search. In that case the above problem is reduced to minimizing C ⊥ Y =


I − C(C T C)−1 C T Y . By introducing W , we solve this more general minimization problem to improve outlier rejection. Since the problem is non-convex, we use
gradient descent with backtracking line search to estimate V. The details of the computation of the gradient of (4.11) are provided in the supplementary material2 . We
.
classify a point as an outlier as follows: define ê = [ê1 . . . ê2N ]T = Ĉ(V (K) , I)Y and
.
Ei = [ê2i−1 , ê2i ]T for i = 1, . . . , N . A point i is classified as an outlier when ||Ei ||2
exceeds . The threshold  can be determined using various techniques, one of which
is explained in Sect. 4.3.

4.2.2

Effects of (mis)calibration

The model we have derived assumes that the image coordinates xi and their corresponding velocities yi are calibrated, that is they are available in metric units relative
to the reference frame having origin at the principal point (intersection of the optical
axis with the image plane), with the optical axis orthogonal to the image plane and
aligned with the spatial Z axis. Most often, however, coordinates and velocities are
given in pixel units, relative to, say, the top-left corner of the image. One cannot expect, in general, to just be able to plug the latter into the equation and get a sensible
answer. Therefore, in this section we explore the effects of miscalibration on outlier
detection.
We first show that knowledge of the principal point and the focal length does not
affect the classification of outliers. We introduce the calibration matrix K ∈ R3×3 in
(4.2) and rewrite it in homogeneous coordinates:
2

http://vision.ucla.edu/˜giorgos/cvpr2012/

62




y
0





=K

AV
0

B
0



1/Z



ω









f s f sθ Ox 
 A V + Bω
 x



=  0 f sy Oy   Z


0
0
0
1

(4.12)

From (4.12) it is obvious that y(x) is independent of (Ox , Oy ). On the other hand,
also obvious from (4.12), the focal length and scale do indeed affect the estimation of
the velocity. But the focal length does not affect the outlier distribution: writing the
expressions of y, from (4.12), similarly as in Sect. 4.2.1, we get:
W Y (X) = f W KC(V )[P, ω]T
.
= f D[P, ω]T

(4.13)

whereK ∈ R2N×2N is a block diagonal matrix with its block diagonal entries being
sx sθ
.
 ∈ R2×2 . Solving for the same unknowns as before:
K̂ = 
0 sy
[P, ω]T = (f D)† W Y (X) = (f 2 DT D)−1 f DT W Y (X)
W Y (X) = f D(f 2 DT D)−1 f DT W Y (X)
= D(DT D)−1 DT W Y (X)

(4.14)

Focal length is cancelled out in the expression and hence it is not necessary in order
to employ our algorithm. In addition, since scale consists of two positive real numbers
(or one number, if the pixels are square, or if the form factor of the pixel is known),
one can simply augment the search from two parameters, corresponding to V , to four
parameters, corresponding to sx , sy . In the following experiments we normalize the
pixel coordinates to [−1, 1]. Regarding the skew of the pixel array, it can be assumed
to be zero; that is, the pixels are rectangular, and not generic parallelograms.
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4.3

Empirical evaluation

We tested our algorithm on 15 sequences. The sequences People-1, People-2, Cars3, Cars-4, Cars-5, Cars-6 shown in this order in Fig. 4.2 and Cars-2/06 are from the
Hopkins 155 motion segmentation dataset [TV07] and ground truth was provided. In
addition, the trajectories of feature points are provided by the dataset and are available
over the whole duration of the video sequence. This makes the dataset appropriate for
comparison with Sheikh et al. [YOT09] which requires the trajectories to be present in
an extended period of time. These sequences contain objects that move slowly between
consecutive frames, they are close to the camera and are moving independently from
it.
The sequences Traffic-1,-2,-3,-4 (Fig. 4.3) were recorded from a helicopter monitoring a traffic jam. The motion of the camera covers a wide variety of translations and
rotations. Bridge-1,-2,-3 (Fig. 4.4) were taken from an airliner approaching Boston
Logan airport. People-3 (second row in Fig. 4.1) is an aerial view of closed distanced
objects. These 8 sequences were manually annotated. In addition, to extract trajectories in these sequences we used the code provided by [SBK10] that yields dense point
trajectories. We used the Harris corner detector [HS88] to eliminate trajectories on
textureless regions. Subsequently, an average of 1300 trajectories per frame are left.
Since the extracted trajectories are not guaranteed to be present in all frames hence
these sequences are not suitable for comparison with [YOT09]. On the other hand, our
algorithm is not limited by the temporal support of trajectories. Using the resulting
trajectories for a pair of frames in a sequence (we use the middle pair), we calculate
the optical flow i.e. y(xi ) for i = 1, . . . , N which is then used as the input to Algorithm
1 to estimate V and determine the salient regions.
To distinguish between inliers and outliers, we calculate ||Ei ||2 for each point xi
as its residual. We then construct the histogram of the residuals and find the local
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Figure 4.2: Sample results from the Hopkins 155 dataset: Odd rows: Images with
tracked points. Red and green points show the locations of tracked points as predicted
by the model. Points in green are the points that are classified as inliers and in red
those that are classified as outliers. Blue dots (not visible for inlier points) are the true
positions of tracked points. Even rows: Images showing in color the detected outliers.
The color corresponds to a sum of Gaussians centered at each salient point.
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Figure 4.3: Four aerial views of a motorway. In all images cars in the right lane are
stationary and cars in the left lane are moving. The true outliers in these cases are
the moving cars in the left lane. The first row shows the dense tracked points in each
image. The second row shows in color the detected outliers. Color convention is the
same as in Fig. 4.2.

Figure 4.4: Three aerial views of a bridge taken from an airliner during a turn approaching Boston’s airport. The first row shows the images with the tracked points
and the second highlights the salient regions. The color codes are the same as in Fig.
4.2.
minimum nearest to the 0 residual bin. The residual value corresponding to this bin is
selected as the threshold .
We successfully detect most of the salient regions in all sequences. In Fig. 4.1,
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4.2, 4.3 and 4.4 we show the tracked regions and the salient regions as classified by
our method. In Table 4.1, we compare the performance of our algorithm to three other
methods using the F-measure: (i) RANSAC [FB81] with epipolar constraint. We fixed
the number of iterations to 1000 and varied the threshold for each sequence to obtain
the best results, (ii) we implemented the original method proposed by [HJ92] but minimized it with gradient descent rather than exhaustive search i.e. we used K = 1 and
W = I as parameters in our algorithm, and (iii) we implemented the outlier detection
method proposed by Sheikh et al. [YOT09] that enforces the rank constraint on trajectories using RANSAC. We also fixed the number of iterations to 1000 and varied
the threshold to obtain the best results. This method requires trajectories available in
an extended period of time which means it is only possible to compare with it on the
Hopkins 155 dataset. For their method, in all experiments, we used either trajectories
of length 30 or of the whole video, whichever was the smallest (27 frames on average).
Our algorithm significantly outperforms the other methods in 13 out of 15 sequences and achieves comparable results in the other two, Table 4.1. Although [YOT09]
uses a large number of frames to detect outliers, our algorithm still performs better even though we make use of just 2 frames to make a decision. In addition, our
method automatically chooses the threshold value whereas for RANSAC and [YOT09]
we manually chose the best one. Even so, we still perform significantly better than
both of these methods. For the Hopkins 155 dataset, it takes on average 32.6 seconds for a non-optimized MATLAB implementation of our algorithm to converge to
a solution, whereas for the rest of the sequences, it takes 68 seconds with an average of 1300 tracked points. We terminate our minimization at each iteration when
||V (k) − V (k−1) ||/||V (k−1) || < 10−3 . The average runtime of RANSAC was 2.3 seconds and that of [YOT09] was 2.6 seconds. Experiments were ran on an Intel 2.4 GHz
dual core processor machine.
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Failure modes. The most significant failure case of our method is shown in Fig. 4.4.
Moving cars at the far end of the bridge are not detected. This can be accounted to
the fact that the outliers that are not detected are far from the camera and they appear
stationary due to their relatively small motion.
People-1

People-2 Cars-2/06

Cars-3

Cars-4

Cars-5

Cars-6

People-3

Ours

1.00

1.00

1.00

0.99

1.00

1.00

1.00

0.91

Heeger & Jepson [HJ92]

0.35

0.06

0.43

0.24

0.22

0.69

0.11

0.88

RANSAC

0.64

0.77

0.54

0.69

0.21

0.65

0.56

0.69

0.90

0.94

0.93

0.80

-

Sheikh et al. [YOT09]

0.91

0.68

0.95

Traffic-1

Traffic-2

Traffic-3

Ours

0.78

0.80

1.00

0.93

0.55

0.52

0.63

Heeger & Jepson [HJ92]

0.78

0.80

1.00

0.93

0.54

0.51

0.63

RANSAC

0.11

1.00

0.11

0.35

0.49

0.60

0.50

-

-

-

-

-

-

-

Sheikh et al. [YOT09]

Traffic-4 Bridge-1

Bridge-2 Bridge-3

Table 4.1: Comparison on salient point detection performance of our algorithm against
[HJ92], RANSAC under epipolar constraint and [YOT09] in terms of the F-measure.
We compared the performance on 15 sequences. The ground truth and trajectories
for the first 7 sequences were provided by the Hopkins 155 dataset. The last 8 were
manually annotated by the authors and trajectories were extracted using [SBK10]. Our
algorithm significantly outperforms all other 3 methods in almost all sequences.

4.4

Discussion

We have presented a model for detecting “salient” regions in an image that correspond
to objects that are moving in a way that is incompatible with a single rigid motion.
Note that, even if the motion is rigid, the deformation it induces on the domain of the
image is, in general, as complex as a general diffeomorphism, depending on the shape
of the scene, and even more complex if one considers occlusions. Therefore, simple
“background subtraction” relative to a small-dimensional parametric motion model
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(such as an homography) does not work in general. Even occlusion detection, that in
principle can be used for testing the co-visibility hypothesis, fails in the presence of
objects moving on a homogeneous background.
Therefore, we have proposed a scheme to test for violations of co-visibility, relative
to an epipolar domain deformation (as opposed to a general diffeomorphic domain deformation) using tools of robust statistics, and a simple expedient to eliminate motion
and structure parameters that do not affect the outlier distribution.
We have also shown that accurate calibration of the camera is not necessary: while
calibration error clearly affects the motion estimates, we have shown that some calibration parameters (principal point, focal length) do not affect the decision boundary
between inlier and outlier, so they can be ignored for the purpose of saliency detection. Scale can either be coarsely calibrated, or estimated as a hidden variable in the
regression/classification task.
Failure modes of our algorithm, illustrated in the experiments, include cases where
the objects are moving too slowly. As with any classification scheme, there is a dependency on a scalar parameter (detection threshold) that we have chosen using standard
guidelines from robust statistics. Our algorithm is currently not operating in real time.
However, the problem has significant structure that could be exploited to devise efficient implementations in hardware platforms in the near future.
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CHAPTER 5
Detachable Object Detection
A “detached object” was defined by Gibson [Gib79] as “a layout of surfaces completely surrounded by the medium.” He argued that a “topologically closed surface
can be moved without breaking its surface.” This property is functionally important
as it gives objects “typical affordances like graspability”. Unfortunately, unless they
are floating in midair, most objects are attached to something. Absent the ability to
actively intervene by attempting to grasp an object, the most we can determine from
passive imaging data is whether it is partially surrounded by the medium. Therefore,
we call “detachable object” a (compact and simply-connected) subset of the domain
of an image that back-projects onto a layout of surfaces that is partially surrounded by
the medium. These include protruding objects resting on the ground plane or hanging,
but not flat picture. Detachable objects are defined in the image, rather than the scene,
since we want to detect them without having to explicitly reconstruct a spatial layout
of surfaces. However, they correspond to regions of space that may be detached, given
sufficient force.
A direct consequence of the definition is that detachable objects yield occlusion
phenomena in response to either object or viewer motion. A single image is not sufficient to determine whether an object is detachable. At least two are necessary (three,
in our approach), and more are beneficial.
In this paper, therefore, we detect detachable objects in two stages: First, we detect
occlusion regions. They provide local (and sparse) evidence of detachable objects,
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as well as local depth ordering constraints. In a second stage, these constraints are
integrated into a partition of the entire image into different depth layers (Sect. 5.2).
The first stage requires motion. While in some cases two adjacent video frames
may be sufficient to generate occlusion regions at the interface with the medium, there
is typically no motion discontinuity at the support region where the object is attached
(e.g., the right foot in Fig. 5.1-left). Photometric statistics (color, texture, intensity)
may provide evidence of the boundary of the object, but in general extended observation is needed to determine whether the contact region changes, and therefore the
object is detachable. For instance, the right foot in Fig. 5.1-right, is eventually lifted,
the bench in Fig. 5.7 (top row) is seen against a varying background during the short
sequence, and a moving car changes its point of contact with the ground, so they are
all detachable, even though at no point are they actually detached.
The partition of the overall detection task into two stages sacrifices end-to-end optimality. However, it comes with a considerable benefit: The first stage is known to
admit a convex relaxation, Chapter 3; we show that the second reduces to a linear
programming problem. The key idea of our approach is to use occlusion regions as
“seeds” in a supervised segmentation scheme, so the overall system is entirely unsupervised, and does not require any manual labeling or annotation. We also perform
model selection, that is the determination of the number of detachable objects, all by
solving a linear program. We pay in end-to-end optimality, but we gain in computational efficiency. If optimality and long-term temporal integration is a concern, we can
always use our results to seed a global variational optimization scheme [JYS08].
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5.1

Related work

This paper relates to a vast literature on video-based segmentation, for instance [JYS08,
SC08, CS05, PTZ08, BWS09, UMP09]. Such approaches work well with few independently moving objects and require a reasonable initialization that is increasingly
difficult as the scene becomes more cluttered. Our method does not require knowledge of the number of objects [HLM09], nor any user input, initial bounding boxes,
or scribbles [WXS04, BWS09]. Instead, occluded regions, detected with the approach
proposed in Chapter 3, provide the “supervision mechanism” to seed to our method.
For this reason, we refer to “short-baseline video” in our title, although the method
is agnostic to whether one has short- or wide-baseline motion, video or unordered
snapshots, ego-motion or object motion, so long as they yield occlusion evidence. In
principle we could forgo a two-step approach and directly segment a video by processing it in a batch as in [BM10, BT09c]; however, we find that the algorithmic benefits
outweigh the loss of end-to-end optimality [VAP10].
Occlusions have of course been used before as a cue for layering: [BE99], however,
assumes a static camera; [OFA05] classifies three kinds of occlusions to prime motion segmentation; [FW08] perform local analysis using spatio-temporal filters to estimate depth ordering. Other methods for layered motion segmentation [IP93, JFB02,
SDC04] also take occlusions into account, but use more restrictive parametric motion
models, and do not scale well as the number of object increases beyond few. Similarly, [ATM08, AF06] use occlusion boundaries inferred using appearance, motion
and depth cues [SH09, SBM09, HY10] or T-junctions [AF05] to segment image sequences; however, they require the number of segments to be known a priori. Our
work is rather different in spirit from those attempting to obtain a depth map from a
single image [MS08, ART10].
We capitalize on efficient supervised segmentation algorithms that, starting from
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labeled seeds (“scribbles” for background/foreground [Gra06, BVZ01]), produce a
segmentation by solving a linear program. However, we use the occluded regions
as “local scribbles” in a supervised segmentation scheme, Fig. 5.1. This evidence
is globally integrated into a graph partitioning algorithm that can be solved by linear
programming. It assigns each pixel to a depth ordering label that provides a putative
segmentation of detachable objects, even in the presence of multiple objects that otherwise cause standard segmentation schemes to lose convexity [CE05]. This idea is
formalized in the next section where we introduce our optimization scheme.
In our implementation, for computational convenience we solve our linear program on a superpixel graph, rather than the image lattice. However, this step is not
conceptually necessary, and can be foregone.

5.2

From local occlusion ordering to global consistency

Let I : D ⊂ R2 × R+ → R+ ; (x, t) 7→ It (x) be a grayscale time-varying image sequence defined on a domain D. Under the assumption of Lambertian reflection, constant illumination and co-visibility, It is related to its (forward and backward)
neighbors It+dt , It−dt by the usual brightness-constancy equation
It (x) = It±dt (x + v±t (x)) + n± (x), x ∈ D\Ω± (t)

(5.1)

where v+t and v−t are the forward and backward motion fields and the additive residual
lumps together all unmodeled phenomena. In the co-visible regions, such a residual is
typically small (in some norm) and spatially and temporally uncorrelated. However,
in the presence of parallax motion, there generally are regions in the current image
that are not visible in the forward (backward) neighbor, Ω+ (t) (Ω− (t)). In these regions, one cannot find a motion field v+t (v−t ) that maps the image onto its neighbors.
Therefore, the residual is typically large and not uncorrelated (unless the occluded re-
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gion has identical statistics of the occluder, in which case we cannot tell that there has
been an occlusion in the first place). One can use this observation to simultaneously
determine the motion fields, v±t (x) and the occluded regions Ω± (t) by solving convex
optimization problems, , Chapter 3. From now on, therefore, we assume to be given, at
each time t, the forward (occlusion) and backward (un-occlusion) time-varying regions
Ω+ (t), Ω− (t), possibly with errors, and drop the subscript ± for simplicity. The local
complement of Ω, i.e. a subset of D\Ω in a neighborhood of Ω, is indicated by Ωc and
can be obtained by using morphological dilation operators, or simply by duplicating
the occluded region on the opposite side of the occlusion boundary (Fig. 5.1).

Figure 5.1: Left to right: Ω− (t) (yellow); Ω+ (t) (yellow); Ω (yellow) and Ωc (red)
on the 168th frame of the Soccer sequence [BHD07]. Segmentation based on shortbaseline motion does not allow determining whether the right foot and leg are detachable; however, extended temporal observation enables eventually to associate the entire
leg with the body, and therefore detecting the person as a whole detachable object.
It is important to note that these regions are in general multiply-connected, so Ω =
∪K
k=1 Ωk , and each connected component Ωk may correspond to a different occluded
region. However, occlusion detection is a binary classification problem because each
region of an image is either co-visible (visible in a temporally adjacent image) or not,
regardless of how many detachable objects populate the scene. In order to detect the
(multiple) detachable objects, we must aggregate local depth-ordering information into
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a global depth-ordering model. To this end, we define a label field c : D × R+ →
Z+ ; x 7→ c(x, t) that maps each pixel x at time t to an integer indicating the depth order,
c(x, t). For each connected component k of an occluded region Ω, we have that if
x ∈ Ωk and y ∈ Ωck , then c(x, t) < c(y, t) (larger values of c correspond to objects that
are closer to the viewer). If x and y belong to the same object, then c(x, t) = c(y, t). To
enforce label consistency within each object, we therefore want to minimize |c(x, t) −
c(y, t)|, but we want to integrate this constraint against a data-dependent measure that
allows it to be violated across object boundaries. Such a measure, dµ(x, y), depends
on both motion and texture statistics, for instance, for the simplest case of grayscale
statistics, we have dµ(x, y) = W (x, y)dxdy where

W (x, y) =



 αe−(It (x)−It (y))2 + βe−kvt (x)−vt (y)k22 kx − yk < ,

(5.2)


 0 otherwise;

where  identifies the neighborhood, α and β are the coefficients that weight the intensity and motion components of the measure. We then have
Z
|c(x, t) − c(y, t)|dµ(x, y)
ĉ = arg min
c:D→Z

D

(5.3)

s. t. c(x, t) < c(y, t) ∀ x ∈ Ωk (t), y ∈

Ωck (t),

with k = 1, . . . , K and kx − yk2 < . This problem would be solved trivially by
a constant, e.g., c(x) = 0, if it were not for the boundary conditions imposed by
occlusions.
To translate this into a linear program, we quantize D into an M × N grid-graph
G = (V, E) with the vertex (node) set V (pixels or super-pixels), and the edge set E ⊆
V × V denoting adjacency of two nodes i, j ∈ V via i ∼ j. We then identify location
of i, j with xi , xj , their corresponding depth ordering ci = c(xi , t), cj = c(xj , t), and
the measure dµ(xi , xj ) as a symmetric positive-definite matrix wij = W (xi , xj ) that
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measures the affinity between two nodes i, j. The problem (5.3) then becomes the
search for the discrete-valued function c : V → Z+
X
N
{ĉi }M
wij |ci − cj |
i=1 = arg min
c

i∼j

s. t. ci < cj , i ∼ j, i ∈ Ωk (t), j ∈

(5.4)
Ωck (t),

with 1 ≤ ci ≤ L. In the case of L = 2, this problem can be interpreted as binary graph
cut [SL07]. Unfortunately, for L > 2 this is an NP-hard problem so, as customary, we
relax it by dropping the integer constraint and allowing c : V → R+ .

5.3

Automatic model selection

A natural criterion for model selection is to trade off model complexity with data fidelity, as customary in minimum-description length (MDL) [GR07]. In our case, an
obvious complexity cost is the number of layers, that is the largest value taken by the
N
label field, max{ci }M
i=1 . This leads to the straightforward modification of the problem

(5.4) into
N
{ĉi }M
i=1 = arg min
c

X

wij |ci − cj | + γ max(c)

i∼j

(5.5)

s. t. cj − ci ≥ 1, i ∼ j, xi ∈ Ωk (t), xj ∈ Ωck (t),
with 1 ≤ ci where γ is the cost for adding a new layer. Note that relaxing the integer
constraint requires the difference between label values to be at least one at the layer
boundaries. While this problem is convex, it is not amenable to being solved using
linear programming (LP). Therefore, we introduce auxiliary variables {dij |i ∼ j} and
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σ, so that (5.5) can be written as
min

dij ,ci ,σ

X

wij dij + γσ

i∼j

s. t. 1  c  σ,

(5.6)

cj − ci ≥ 1, i ∼ j, xi ∈ Ωk (t), xj ∈

Ωck (t)

− dij ≤ ci − cj ≤ dij .
This makes the problem amenable to deployment of a vast arsenal of efficient numerical methods. As customary, we will quantize the label map after solving the optimization problem by rounding its values to the nearest integer.

5.4

Errors in occlusion detection

Since we have decomposed the original problem into two separate stages, it is important for the second to handle the inevitable errors made by the first. To model errors in
occlusion detection, we introduce slack variables {ξk }K
k=1 to relax the hard constraints,
to
min

dij ,ci ,σ

X

wij dij + λ

i∼j

K
X

ξk + γσ

k=1

s. t. 1  c  σ,
cj − ci ≥ 1 − ξk , i ∼ j, xi ∈ Ωk (t), xj ∈ Ωck (t)

(5.7)

0 ≤ ξk ≤ 1 ∀ k,
− dij ≤ ci − cj ≤ dij .
where λ is the penalty for violating the ordering constraints. The problem of detachable object detection is finally in a form that is suitable for feeding to a standard numerical solver, for instance CVX[GB10]. Note that layers obtained may consist of
multiple objects, so to enforce simple connectivity of detachable objects we can iso-
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late each connected component using standard morphological operators within each
depth level on c.

5.5

Extended temporal observations

As we have anticipated, one could wrap occlusion detection, motion estimation, and
depth ordering into one large optimization problem. This can be done by combining
(5.3) with the cost functional in Chapter 3 and summing over time through an entire video sequence. The result is [JYS08], and the ensuing optimization is unwieldy.
Therefore, for simplicity and modularity, we prefer to keep the two stages separate,
and describe the simplest form of temporal integration, that is to enforce label consistency not only spatially but also temporally with minimization of |c(x, t) − c(y, τ )| by
integrating it against the measure W(x, y, t, τ )dxdydtdτ where


 W (x, y) exp(−k(x + Vtτ (x)) − yk) exp(−|t − τ |), |t − τ | < T,
W(x, y, t, τ ) =

 0, otherwise
(5.8)
R
τ
where Vtτ (x) = t v(x, Γ)dΓ and T identifies the range of temporal neighborhood.
Then, we can modify (5.3) as
Z
min
W(x, y, t, τ ) |c(x, t) − c(y, τ )| dxdydtdτ
c

D×D×R+ ×R+

(5.9)
c

s. t. c(x, t) > c(y, t), x ∈ Ω(t), y ∈ Ω (t), kx − yk < .
Even though 5.3 and 5.9 are different, the discretization of both on a graph gives
the same minimization problem (5.7). We can also use CVX [GB10] for solving the
minimization problem in the case of multiple frames. However, when the problem
size increases significantly due to temporal extension, the solution of a linear program
becomes very costly. Therefore, we propose an alternative solver in the next section.
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5.5.1

Minimization with Split-Bregman

Let G is a |E| × |V | matrix that acts as a weighted gradient operator on the functions
defined on G which is given by

Gi∼j,k





wij ,



=
− wij ,





 0,

if k = i
if k = j

(5.10)

otherwise.

where wij = W(xi , xj ). Likewise, let H be a K × |V | difference matrix encoding
occlusion ordering constraints and given by




+ 1,



Hi∼j,k =
− 1,





 0,

if k = i,
if k = j,

(5.11)

otherwise,

then we can write the ordering constraints as −Hc ≥ 1−ξ or equivalently as Hc−ξ ≤
−1. To solve the problem with Split-Bregman, we need to convert this inequality
constraint to an equality one. Therefore, we add slack variables s ∈ RK to the system
and rewrite the constraint as Hc − ξ + s = −1 such that s ≥ 0. After these changes,
the final form of (6.3) is
min kGck1 + λT ξ + τ max(c)
c,ξ,s

subject to Hc − ξ + s = −1

(5.12)

0 ≤ ξ ≤ 1, 0 ≤ c, 0 ≤ s.
This problem can be “split” as in [GO09] by introducing an auxiliary variable d
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and a corresponding equality constraint:
min kdk1 + λT ξ + τ max(c)

d,c,ξ,s

subject to Gc = d

(5.13)

Hc − ξ + s = −1
0 ≤ ξ ≤ 1, 0 ≤ c, 0 ≤ s.
We introduce an additional variable σ and replace the term τ max(c) with τ σ. Since
σ = max(c), σ becomes an upper-bound on c and we add the inequality constraint
c ≤ σ. Obviously, this inequality constraint should be converted to an equality one to
solve the problem with splitting. Therefore, we add a new set of slack variables q :
min

d,c,ξ,s,σ,q

kdk1 + λT ξ + τ σ

subject to Gc = d
(5.14)

c+q =σ
Hc − ξ + s = −1
0 ≤ ξ ≤ 1, 0 ≤ c, 0 ≤ s, 0 ≤ q, 0 ≤ σ.
Then we can relax the hard equality constraints to reach to the final form:
min

d,c,ξ,s,σ,q

kdk1 + λT ξ + τ σ
βd
βσ
kd − Gc − bd k22 + kc − σ1 + q − bσ k22
2
2
βξ
+ kHc − ξ + s + 1 − bξ k22
2

+

(5.15)

subject to 0 ≤ ξ ≤ 1, 0 ≤ c, 0 ≤ s, 0 ≤ q, 0 ≤ σ
where bd ∈ R|E| , bσ ∈ R|V | and bξ ∈ RK carry the resildual.

5.5.2

Alternating Minimization

We are led to alternating minimization to solve the problem (5.15). At each iteration,
we solve the following sub-problems and update bd , bσ and bξ subsequently. The first
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problem is
βd
kd − Gc − bd k22
2

d∗ = arg min kdk1 +
d

(5.16)

This problem can be solved analytically with soft-thresholding and the solution is
given by
d∗i = max{0, Gc + bd


i

−

1
}.
βd

(5.17)

The second sub-problem is a separable-constrained one:
ξ ∗ = arg minξ

X

αi ξi +

i

s.t.

βξ
(Hc + s − ξi + 1 − bξ )2
2

(5.18)

0≤ξ≤1

whose solution is given by




0



ξi∗ = 1





hi −

α
βξ

if hi −

α
βξ

≤0

if hi −

α
βξ

≥1

(5.19)

else

where h = Hc + s + 1 − bξ .
The third subproblem is another constrained problem:
σ ∗ = arg min τ σ +
σ

βσ
kσ1 − q − c − bσ k22
2

σ≥0

s.t.

(5.20)
(5.21)

whose solution is given by
n

σ ∗ = max{0,

1 X
1
(q + c + bσ )i −
τ}
|V | i=1
|V |βσ

(5.22)

The fourth and fifth subproblems are both constrained least squares problems:
βξ
ks + Hc − h − ξ − bξ k22
s
2
βσ
= arg min kc − σ1 + q − bσ k22
q
2

s∗ = arg min

(5.23)

q∗

(5.24)
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where both s ≥ 0 and q ≥ 0. Their solutions are given by


0
if (h + ξ − Hc + bξ )i ≤ 0
∗
si =

(h + ξ − Hc + b )
otherwise
ξ i


0
if (σ1 − c + bσ )i ≤ 0
∗
qi =

(σ1 − c + b )
otherwise
σ i

(5.25)

(5.26)

The last one is a least-square problem with a simple constraint set:
c∗ = arg min
c

+

βd
βσ
kd − Gc − bd k22 + kc − σ1 + q − bσ k22
2
2

βξ
kHc − ξ + s − h − bξ k22
2

(5.27)
(5.28)

where c ≥ 0. We solve this problem iteratively with FISTA [BT09a] projecting the
solution to the feasible set at each iteration.

5.6

Experiments

Rather than solving (5.7) on the pixel grid, we pre-compute a partition of the doSN
main into N non-overlapping superpixels {si }N
i=1 such that
i=1 si = D, si ∩ sj =
∅, ∀i 6= j, as done by [SH09], using a watershed-based approach driven by a statistical
multi-cue edge detector [MFM04]. However, since superpixels may cross occlusion
boundaries, we subdivide them to ensure that each superpixel is a subset of one of the
three regions: Ω, Ωc and D\(Ω ∪ Ωc ). This superpixelization is not necessary, but it
reduces the size of the linear program while enabling integration of simple low-level
cues. Since the minimization (5.7) is already written for a general graph, it does not
matter whether it is performed on the pixel grid or the superpixel graph. The only
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change is the weight matrix wij , that in the case of superpixels is given by

2
2
¯
¯
wij = |∂si ∩ ∂sj |ψ αe−(I(si )−I(sj )) + βe−kv̄(si )−v̄(sj )k2 + κ(1 − P b(si , sj )) − 0.5 ,
(5.29)
¯ =
where I(s)

1 R
1 R
I
(x)dx,
v̄(s)
=
vt (x)dx and
t
|s| s
|s| s
Z
1
0
P b(s, s ) =
P b(x)dx,
∂s ∩ ∂s0 ∂s∩∂s0

(5.30)

where P b : D → [0, 1] is the probability of a location being a (material, occlusion, or
illumination) boundary, and ψ(x) = 1/(1+e−µx ) is the sigmoid function. Note that the
edge features are incorporated into the computation of the weights since the domain D
is partitioned based on P b. In our experiments, we have assigned the weights α, β, κ
to 0.25, 0.5 and 0.25 respectively and the slope µ to 10.
We have used the CMU Occlusion/Object Boundary Dataset1 [SH09] to evaluate
our approach. It includes 16 test sequences with a variety of indoor and outdoor scenes,
mostly seen under small camera motion. It provides ground truth segmentation for a
single reference frame in each sequence. We also report our results on the Soccer
sequence [BHD07], to illustrate the typical effect of extended temporal observations,
and on a sequence portraying a drawing of a girl playing ball near an intersection in
West Vancouver (Fig. 5.5).
Even though both split-Bregman method and CVX converge to the same solution since they solve equivalent convex problems, CVX reaches to a solution faster
then split-Bregman in case the problem is small. However, if the problem is large
due to temporal extension, split-Bregman scales significantly better than CVX, Fig.
5.2. Therefore, in our experiments, we have used CVX to detect the objects on CMU
dataset since we only consider three frames to perform the task. Meanwhile, we have
employed split-Bregman for the problems that involves multiple frames.
1

http://www.cs.cmu.edu/∼stein/occlusion data/
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Figure 5.2: The comparison of the convergence time for CVX and split-Bregman with
respect to the size of the problem in terms of number of variables.
5.6.1

Qualitative performance

Representative examples of successful detection are shown in Fig. 5.3, 5.6 and 5.7.
In Fig. 5.3, a hiker and his hand are detected as separate detachable objects. The
support region (left foot) is attributed to the ground plane, as expected, since there is
insufficient evidence (photometric discontinuity) to separate it from the ground. The
same goes for the squirrel (Fig. 5.3 bottom row), and the cat in Fig. 5.6 (fifth row).
Note that the arm in Fig. 5.3 appears as a detached object, since its support region
(where it is attached) is outside the field of view, and therefore it appears to be floating
in midair. The same goes for the chair, couch, hand, and horse in Fig. 5.6 (first to
fourth row, respectively).

84

Figure 5.3: Sample frames from Walking Legs, Couch Color and Squirrel4 (first column), affinities between superpixels on the reference frame (second column), output
of our algorithm (third column).
The sequence in Fig. 5.3, from [SH09], is too short to capture an entire walking
cycle, so the person cannot be positively identified as detachable. Using a longer sequence, such as the Soccer scene in Fig. 5.4, shows that we can successfully aggregate
the entire person into one segment, and therefore positively detect him as a detachable
object. The sequence in Fig. 5.5 is taken at an intersection where a child figure is
painted on the road. Unlike a real pedestrian or a car, this does not trigger occlusions,
and is therefore not detected as a detachable object, unlike the nearby car.
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Figure 5.4: Detachable object detection on the Soccer sequence with and without temporal consistency enforced.
5.6.2

Failure modes

Our method does not always work. Representative examples are shown in Fig. 5.3,
where the closest box (second row) is not detected as a detachable object. This is

Figure 5.5: A child figure is painted on the road in West Vancouver (a). Unlike a real
pedestrian or a car, this drawing does not cause any occlusion (b). Therefore, given
the image and motion features (c), our algorithm does not detect it as a detachable
object while it segments the nearby car (d). The original sequence can be seen at
http://www.preventable.ca/2010/09/shifting-attitudes-with-illusions/.
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because its support region is large and its occluding boundaries are not very salient. In
order to detect it as a detachable object, one would have to see the box under sufficient
parallax, for instance by moving around it, or to see it moved relative to its support
base. One could also determine that the object is detachable by considering different
images of the same object in different contexts, without any temporal continuity, but
this would require (wide-baseline) co-segmentation [RMB06], that is beyond the scope
of this paper. The chair behind the hand in Fig. 5.6 (third row) are also not detected
because the motion is too small and there is no significant motion signal around its
boundaries. Longer sequences would easily disambiguate these objects.
Another failure mode can be seen in Fig. 5.6 (top row), where the inside of the
bowl behind the chair is detected as a detached object, because the water reflection
violates the Lambertian assumption implicit in the occlusion detection functional.
Perhaps the most obvious failure mode is shown in the bottom line of Fig. 5.6,
where only one of the three objects (the Coffee mate container, a pen and the box in
the background) is detected as detached. Again, this can be attributed to the small
motion that does not elicit significant enough signal to trigger an occlusion detection.
Some of the failure modes are alleviated by automatic model selection (Fig. 5.8).

5.6.3

Quantitative assessment

Our quantitative evaluation follows the lines of [AMF09]. The covering score of a set
of ground truth segments S 0 by a set of segments S can be defined as
Score(S 0 , S) = P

1

s0 ∈S 0

X
|s0 | s0 ∈S 0

max
s∈S

|s ∩ s0 |
|s| + |s0 |

(5.31)

Note that comparing our approach to [ATM08] is not straightforward, and possibly unfair, since the latter is an over-segmentation method where the number of segments are
predetermined; our algorithm, on the other hand, performs automatic model selection.
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To be fair to [ATM08], we have selected the cases where their algorithm yields a single segment, discarding all others that would negatively bias their outcome. [ATM08]
reports segmentation covering scores of 0.72 for the pedestrian, 0.84 for the tissue box
and 0.71 for the squirrel which are depicted in red in Fig 5.3. By comparison, our
algorithm achieves scores of 0.90, 0.95 and 0.90 respectively.
We have also compared our method to normalized cut [SM00], as the superpixel
graphs depicted at Fig. 5.5 can be partitioned using this technique. However, normalized cut also requires the number of segments to be known a priori, therefore, in our
experiments, we have used self-tuning spectral clustering proposed by [ZP04] which
addresses this limitation. Our performance on the whole dataset considering all the
ground truth objects is shown in Table 5.1, which shows that our algorithm outperforms [ZP04] in most of the sequences.
Bench

Car2

Chair1

Fencepost

Hand3

Score with model selection

0.89

0.52

0.78

Coffee Stuff Couch Color Couch Corner
0.43

0.63

0.95

0.42

0.74

Score [ZP04]

0.67

0.52

0.66

0.40

0.40

0.93

0.42

0.65

Score with true L

0.89

0.53

0.78

0.40

0.72

0.96

0.41

0.73

Score when forcing L = 2

0.89

0.52

0.67

0.41

0.32

0.76

0.38

0.73

Intrepid

Post

Rocking Horse

Squirrel4

Trash Can

Tree

Walking Legs

Zoe1

Score with model selection

0.85

0.98

0.78

0.90

0.75

0.69

0.92

0.72

Score [ZP04]

0.55

0.98

0.70

0.75

0.73

0.89

0.64

0.71

Score with true L

0.66

0.98

0.77

0.91

0.75

0.74

0.91

0.72

Score when forcing L = 2

0.66

0.98

0.77

0.91

0.75

0.74

0.80

0.72

Table 5.1: Performance of our approach on the CMU dataset computed based on the
covering score (5.31) and compared to [ZP04] in case the correct number of layers is
provided and when L is set to 2.
As seen in Table 5.1, testing with and without automatic model selection yields
comparable results when the correct number of layers L is given. However, automatic
model selection significantly improves performance when the assumed number of lay-
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ers is incorrect.
In terms of running time, once occluded regions are detected, it takes 2.1 seconds
for CVX [GB10] to solve the linear program (5.7) with 310 depth ordering constraints
on a frame over-segmented to 4012 superpixels. The run-time for occlusion detection in described in Chapter 3 can be reduced to a few seconds per frame using splitBregman implemented on a Graphics Processing Unit (GPU), depending on the size of
the images; superpixelization is not a necessary step, but recent work has shown that it
too can be performed at a rate of a few frames per second [FS10].

5.7

Discussion

We have presented a method for detecting “objects” in a scene. While functionally
important properties such as graspability cannot be ascertained from passive imaging
data, we have defined properties that a moving image of an object must have in order
to correlate to topological properties of the scene, such as being partially surrounded
by the medium. We have defined these objects as detachable, conscious that this may
be a misnomer in some cases, for instance houses and trees.
Occlusions play a key role in the detection of detachable objects. Leveraging prior
work, we show that once (binary) occlusion regions are available, integrating local
ordering information into a coherent depth ordering map can be achieved by simple
linear programming. The key to our approach is to convert a supervised segmentation
problem into an unsupervised one using occlusions as the supervision mechanism. As
a result, we have a fully unsupervised method for detecting and segmenting an unknown number of objects, and estimating their number in the meantime, all by solving
a linear program.
Our method is not panacea. Despite our efforts to manage errors in the occlusion
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detection stage, we still suffer from complete failures of the occlusion detection mechanism. In many cases, this is due to insufficient motion in the scene, and the results
improve under extended temporal observation.
Our approach has a few tuning parameters, but fewer than most competing schemes
since we perform model selection. Of course, even model selection requires tuning the
tradeoff between complexity and fidelity, and there is no “right” choice of parameters.
Our approach also shares the limitation of all schemes that break down the original problem (detached object detection, in our case) into a number of sequential steps,
whereby failure of the early stages of processing cause failure of the entire pipeline.
This predicament comes with the benefit of solving an otherwise very complex computational problem using efficient numerical schemes.
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Figure 5.6: Sample results from the CMU dataset (first column), ground truth objects
on these sequences (second column) affinities between superpixels computed on the
reference frames (third column), output of our algorithm (fourth column). Note that
color coding does not represent the layers rather the distinct components on the layer
map.
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Figure 5.7: Additional samples from the CMU dataset (first column), ground truth
objects on these sequences (second column) affinities between superpixels computed
on the reference frames (third column), output of our algorithm (fourth column). Note
that color coding does not represent the layers rather the distinct components on the
layer map. Failures are related to small motion and miss detection of occluded regions.
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Figure 5.8: Top: Effects of increasing layer cost γ on model selection. From left to
right, the number of regions σ̂ is estimated as 4 (background, hand-arm, body and
pivot leg, swinging leg), 3 (background, body, and swinging arm) and 2 (whole body).
Note that the pivot foot is attached to the ground, and is therefore classified as such.
Middle: Effects of model selection on representative samples from the CMU dataset.
Ground truth is on the left, segmentation with manual setting of L = 3 is in the middle,
and segmentation with automatic model selection is on the right. Allowing automatic
model selection enables the detection of the horse handles as separate detachable objects. On the bottom row, the algorithm fails to detect the closer cleenex box as a
detachable object, because of insufficient parallax, so the box is either lumped with
the horizontal cushion, or with the entire couch.
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CHAPTER 6
Semantic Labels for Detachable Objects
Object detection, recognition and localization in images have occupied a large part
of the efforts of the vision community during the last decade. Detection refers to the
binary decision as to whether an object (or object class) represented by a prior model
(or training set) is present in an image. A positive outcome for an object or class label
provides an answer of the recognition (or categorization) task. Given that an object
is present, pixel-level localization is the binary decision, performed at each pixel,1 as
to whether it back-projects onto the object. In most prior work, such a decision was
performed independently at each pixel or super-pixel, leading to imprecise localization
that needed to be cleaned up after the fact.
Rather than relying on a context-poor recognition module to perform detection at
each pixel, and then clean up the result with, say, a conditional random field, we let
the class label guide the detection process in a way that respects the topology of the
image formation process. Objects typically project onto simply-connected regions of
the image, and their motion relative to the scene or camera induces occlusions, that in
turn provide constraints on the spatial distribution of class labels.
Thus, our approach requires video to generate local occlusion regions, and produces a segmentation of the image domain into semantic labels represented in the
training set, plus a generic “background” class. It integrates low-level (scene topol1

This is unlike “coarse localization” that aims to determine few location parameters, say position
and scale of a bounding box.
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ogy), mid-level (label consistency) and high-level (class label) priors in the inference
process. The result can be seen as either a method for segmentation that provides class
identity, or a method for recognition that provides accurate pixel-level localization.

6.1

Related Work

Pixel-wise labeling in single images has been well studied, mostly using conditional
random fields (CRFs) to enforce label consistency [VT07, SWR06, GGK09, KT08,
LRK09, HRW07]. A current trend is to use higher order potentials [KT08, LRK09]
to model relationships beyond pairwise constraints [KH05]; [LCS10] rank object hypotheses. Except for [SWR06], these methods are computationally intensive and do
not exploit temporal consistency between successive frames in video data.
Object segmentation in video is typically accomplished via background subtraction [AP07], possibly accounting for camera motion [YOT09], or via motion analysis and grouping, either using sparse features, which are easier to match and track
across sequences [VTH08, BM10], or dense optical flow [ARS10] possibly aggregated into layers [WA94, BA96]. One can also apply normalized-cuts based methods
to video segmentation [SM00], possibly incorporating tracking [RM07]; [HLM09]
connects regions in the video volume when the motion profile and appearance features
are similar; [BT09b] forgoes appearance and relies solely on boundary contour similarity, which affords a reduced computational cost. Tracking-based approaches also
include [LKG11, WLP09], where the foreground and background are explicitly modeled. However, tracking-based approaches often require a user-assisted initialization
and typically provide only foreground/background labels, rather than arbitrary category labels.
Joint recognition and segmentation is most often performed in single images
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[BU02, CF07, PVJ11, SV11]. Existing methods that are improving recognition using segmentation are based on local representation (super-pixels or stable segments)
[MRE04, RVG07] and top-down segmentation for verification [Ram07]. Others use
generic shapes (e.g., rectangles [FMZ08]) to highlight foreground regions of people in
movies; [RG10b] shows improvement in recognition based on a segmentation within
a domain-specific setting. The use of video for joint recognition and segmentation is
relatively uncommon, although [OMB09] exploit it for segmentation and recognition
applied to street scenes.

6.2

Formalization

Given a video sequence It : D ⊂ R2 → R+ ; x 7→ It (x), t = 1 . . . N , we are interested
in determining whether an object of interest is present in the scene, and where in the
image it projects to. The resulting labeling is represented by a set of binary indicator
functions ul : D → {0, 1}; x 7→ ul (x) of the presence/absence of an object of category
l ∈ {0, 1, 2, . . . } at location x ∈ D (l = 0 represents the background).
Let I be the set of all possible images defined on the domain D and S = {s | s ⊂
R2 , (0, 0) ∈ s} be the set of regions centered at the origin. A detector for object l is
a function f l : D × I × S → [0, 1]; (x, I, s) 7→ f l (x, I, s) that yields the probability
that object l projects onto a location x based on statistics of the image restricted to a
neighborhood s of x: I|{x+x0 |x0 ∈s} .
Label consistency: In principle, we could run a detector for every pixel location x ∈
D independently of the outcome of detectors at other locations y ∈ D. Clearly, this
would miss important correlations and spatial regularities that natural images exhibit.
To take these into account, we enforce label consistency between neighboring locations
x, y ∈ D by requiring that |ul (x) − ul (y)| be small unless a data-dependent measure
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dµ(x, y) provides evidence of the contrary. Such a measure can be written in terms of
a kernel dµ(x, y) = W (x, y)dxdy with


 e−γ(It (x)−It (y))2
W (x, y) =

0

kx − yk2 < ,

(6.1)

otherwise

where γ is a regularization parameter. Using the detector responses {f l (x)}Ll=0 and the
label consistency, instantaneous localization at time t could be framed as the following
optimization
{ûl }Ll=0 = argmin α
u0 ...uL

+β

L Z
X
l=1
L
XZ
l=0

s. t.

L
X

(1 − f l (x))ul (x)dx − ν

D

L Z
X
l=1

|ul (x) − ul (y)|dµ(x, y)

!
ul (x)dx

D

(6.2)

D

ul (x) = 1, ∀x ∈ D

l=0

where α, β, ν are tuning parameters. The constraint

PL

l=0

ul (x) = 1 enforces that only

a single object is present at each pixel (opacity), and ν penalizes assignment to the
(necessarily complex and multi-faceted) background class.
Topological (occlusion) constraints: Multiple images {Iτ }tτ =1 provide more than just
repeated trials to compute the likelihood in (6.2). They provide information on the
topology of the scene and the resulting occlusion regions in the image, that in turn
yield constraints on label consistency. Around each occlusion, the label field c =
D → Z+ ; x 7→ c(x) maps each image location x to an integer indicating the depth
order, where the occluder maintains a higher value (closer) then the occluded one
(farther). Let Ωt (x) denote occluded regions visible in one of two adjacent images,
It (x), It−1 (x) but not the other. Then Ωct (x) is the occluder, which can be restricted to
a local region around the occluded region by using simple morphological operations.

97

At each instant t, given2 two adjacent images and the resulting Ωt , we have, omitting
the subscript t for simplicity
Z
|c(x) − c(y)|dµ(x, y)

ĉ = argmin
c

D

(6.3)
c

s. t. c(x) > c(y), x ∈ Ω , y ∈ Ω, kx − yk < ε,
and the super-level set {x|c(x) ≥ 1} is an indicator for simply-connected regions of
the image that called “detachable objects.” Although it is a misnomer, we adopt this
characterization of objects as label-consistent regions that do not violate occluding
boundaries. As we show in the experiments, it is possible for an object of a certain
class to occlude another instance of the same class. Thus an occlusion region does not
necessarily force a change of label.
Semantic priors: While labels obtained by solving (6.3) are consistent with the topology of the scene, there is nothing in the approach of detachable object detection that
couples them with object identity. Prior knowledge implicit in the training set, which
could facilitate detection and localization, is discarded in (6.3). We need to enable
cross-talk between high-level (semantic) priors and low-level (topological) constraints,
so that object hypotheses from the probabilistic detectors can inform occlusion-consistent
segmentation and vice-versa. To this end, without loss of generality, assume that the
lowest-value label is the background. We can then relate the label field to the object
identity via
c(x) ≥

L
X

ul (x), ∀ x ∈ D.

(6.4)

l=1

This constraint not only implies that when c(x) = 0 (background layer), we obtain
P
u0 (x) = 1 based on the exclusion constraint Ll=0 ul (x) = 1, but also encourages
c(x) to become nonzero when there is a strong detector response for any object class.
2

Although for the purpose of exposition we assume here that the occlusion region Ωt is correct, in
the implementation section we show how to handle errors in occlusion detection via the incorporation
of slack variables in the optimization.
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Unfortunately, we cannot add additional constraints between the layers and the object
labels as any object can be present in any layer. With this constraint, we propose the
following optimization problem:
{ûl }Ll=0 , ĉ

L Z
X

= argmin α
u0 ...uL ,c

l=1
L
XZ

+β

l=0

l

l

Z

(1 − f (x))u (x)dx + ν

D

!
0

u (x)dx
D

|ul (x) − ul (y)|dµ(x, y)

D

Z
|c(x) − c(y)|dµ(x, y)

+
D

s. t.

L
X

(6.5)

ul (x) = 1, ∀x ∈ D,

l=0

c(x) > c(y), x ∈ Ωc , y ⊂ Ω,
c(x) ≥

L
X

ul (x).

l=1

This inference criterion incorporates high-level (category), mid-level (label consistency) and low-level (occlusion) information. In what follows, we show how the above
minimization problem can be solved efficiently with linear programming.

6.3

Implementation

The domain D is typically a discrete lattice Λ of M × N pixels, that we can represent
as a graph G = (V, E): Each pixel x = xi is identified with a node i in the vertex
set V , and adjacency relationships between pixels i and j are encoded in the edge
set E ⊂ V × V via i ∼ j. The location of each pixel i in the image is given by
xi ∈ D. Abusing this notation, we define the discrete versions of the category indicator
functions {ul : V → {0, 1}; i 7→ uli }Ll=0 , the layers c : V → Z+ ; i 7→ ci and the
object detectors {f l : V → [0, 1]; i 7→ fil }Ll=0 where each fil is the probability of
vertex i belonging to object l. By introducing auxiliary variables {dij }i∼j and {vij }i∼j
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and relaxing the integer constraints for {ul }Ll=0 and c, we can write (6.5) as a linear
program:
φsemantic

z

L X
X

{ûl }Ll=0 , ĉ = argmin α
u0 ...uL ,c

}|
(1 − fil )uli + ν

l=1 i∈V

+

X

s. t.

L
X

u0i

i∈V

dij + µ

i∼j

|

!
X

X

ci + λ

i∈V

K
X

+β

L X
X

{
vij

l=0 i∼j

ξk

k=1

{z

}

φtopological

(6.6)
uli

= 1, ∀x ∈ D,

l=0

− v ≤ Gu ≤ v, − d ≤ Gc ≤ d
ci − cj ≥ 1 − ξk , xi ∈ Ωc , xj ⊂ Ω, i ∼ j,
ci ≥

L
X

uli .

l=1

where G is a |E|×|V | matrix that acts as a weighted gradient operator on the functions
defined on the graph G which is given by




wij ,



Gi∼j,k =
− wij ,





 0,

if k = i
if k = j

(6.7)

otherwise.

where the measure dµ(xi , xj ) becomes a symmetric matrix wij = W (xi , xj ). Also
P
note that we incorporate model selection in the model via i ci in (6.6) which favors
a small total number of objects. We also introduced a slack variable set {ξk }K
k=1 , one
for each of K occluder-occluded constraint on a pair of pixels, allowing us to ignore
spurious occlusion constraints by paying a penalty λ. This enables us to deal with
inevitable errors in occlusion detection. The formulation of the problem as a linear
program enables us to benefit from a vast arsenal of efficient numerical solvers.
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Following common practice to reduce the complexity of the optimization, we partiSN
tion the domain D into N non-overlapping superpixels {si }N
i=1 such that
i=1 si = D,
as done in [SH09], using a statistical multi-cue edge detector [MFM04]. The form
of the optimization (6.6) is unchanged, since it is already written for a general graph.
This reduces the size of the linear program to a manageable complexity.

6.4

Experiments

We tested our model on video sequences from the Berkeley MOSEG dataset [BM10],
which contains short sequences (20-60 frames) of moving objects such as cars and
people. Ground truth segmentations are provided for a few frames in each video sequence. As we are interested in both detecting and classifying moving objects, we
added object category labels for evaluation. We show several qualitative results and
report quantitative findings using the F-measure, a metric that incorporates both precision and recall. Since ground truth is only provided for moving objects, we exclude
detection of stationary ones for evaluation purposes.
While our algorithm is designed to run on video, our categorization component
only considers features from a single frame. This is convenient as there exist many
publicly available image categorization datasets with densely labeled annotations and a
number of baseline evaluation methods to choose from. We chose the Graz02 database
[OP05] as our training set and construct three classes (cars, people, and background)
as these classes are all present in the MOSEG test sequences. We chose not to train
on the MOSEG sequences since only the test frames are annotated. Training and testing on the same sequences would yield trivially positive outcomes. Using the Graz02
database for training and MOSEG for testing also better tests the ability of our proposed method to generalize to other datasets and scenarios.
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So long as our algorithm is provided with per-class probability maps over the whole
image, any single image classification scheme can be used as our baseline categorization method. For reason of convenience and availability of source code on-line,
we choose as a baseline [FVS09], a bag-of-features approach shown to perform well
for single image recognition and localization on Graz02 and Pascal VOC 2007/2009
[EVW11]. Our implementation is similar to the original method with a few modifications of specific choices that are made in the pipeline.
We used dense SIFT features [Low04] extracted on patch size of 12 around each
pixel and quantized them into a codebook using K-means (K = 400). Histograms of
these quantized features in each superpixel were aggregated over a neighborhood of
size N = 2 and an SVM classifier with an intersection kernel was learned on them.
We refer the reader to [FVS09] for further details.
Forward and backward optical flow are extracted for our image set (3 images) using
the energy minimization approach described in Chapter 3, for which source code is
available on-line.
Comparison with other localization approaches based on bounding boxes is not
straightforward, as the pixel-level localization score would unfairly penalize them.
Often such approaches have different purposes and therefore pixel-level classification
error is not their focus. We also do not perform comparison with methods that require manual initialization, and restrict our attention to fully automatic schemes. Most
approaches also do not post their source code on-line, making direct comparison laborious and prone to debate in case of error or even subtle variations in implementation.
Comparative evaluation: In our experiments, we compare four approaches: (1) the
baseline categorization component applied individually to each frame of the video
[FVS09]; (2) textonboost which partitions still images into regions each labeled with a
specific object class considering textural properties of objects [SWR06]; (3) the two-
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stage pipeline of first partitioning the image into segments and then classifying each
segment; and (4) the proposed approach that unifies the segmentation and classification
steps into a single energy minimization framework.
We accomplish method (1) by assigning every pixel in the image to the class inferred from the detection probabilities under a CRF model enforcing spatial continuity.
(2) We use publicly available code3 for partitioning the frames with textonboost. (3)
is accomplished by first obtaining an image segmentation from the depth layers estimated by the approach of described in Chapter 3. The connected components of all
the depth layers are subsequently labeled by a simple bag-of-features classifier. Like
our baseline algorithm, this classifier is trained on the person and car classes of the
Graz dataset. However, instead of being trained on the superpixel histograms, we use
the whole object segment to produce training histograms, providing a more holistic
representation of the objects than that obtained from statistics computed from individual superpixels. The background class was seeded by randomly generated bounding
boxes with an overlap of less than 50% with the ground truth regions. Histograms are
constructed from features quantized to a codebook trained by K-means (K = 400).
The SVM classifier uses a χ2 RBF kernel. Lastly, (4) is accomplished as described in
the previous sections.
Our method includes a choice of free parameters: α, β, µ, λ. In all experiments
they have been kept constant at α = 0.11, β = 1.9, λ = 0.6, µ = 0.06 and ν = 0.7.
Qualitative performance: We first show the qualitative performance of our method
from a sequence outside of the MOSEG dataset to illustrate the workings of our method
in Fig. 6.1. This scene contains three soccer players walking on the field. The original
frame is shown in the far left. To the right of it in the upper row are the detector
responses for each class (background, car, and person). The detection results roughly
3

http://jamie.shotton.org/work/code.html
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Object Detector Probabilities
Input Video Frame

background

car

person

Our Result

Occlusion Cues

Figure 6.1: Flow of our system. We incorporate probabilities from class-specific detectors (top row), where red indicates high and blue indicates low detection probability.
Occlusion regions (bottom row), with red and yellow indicating occluded and occluder
regions, respectively. They are fed into a single optimization and solved efficiently
with linear solver to produce a pixel-level classification (right).

Figure 6.2: Our algorithm outperforms baseline methods. Left to right: original image,
same with groundtruth overlaid (col. 2), detector responses for category car (cyan)
and person (red), occluded (red) and occluder (yellow) regions, layer segmentation
produced from occlusion cues (dark blue is the lowest layer and red is the highest)
(col. 5), and finally our classification result (col. 6). Notice the classification baseline
labels much of the image as car, while the layer segmentation often misses objects due
to errors in occlusion detection. In the top row, the car is the same layer as the ground
while the left of it is separated. In the bottom, we miss the car in the far field.
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localize the person, but do not provide accurate boundaries. Instead the players are
recognized as two amorphous blobs in the image. Below the category probabilities
are the occluder (yellow) and occluded (red) regions as obtained from the occlusion
detection. Finally, we show the result of our method in the last column. Notice that
we are able to obtain accurate boundaries for the legs of the players as well as their
bodies as a consequence of integrating the occlusion cues. However, we do not obtain
the soccer player’s foot in the left of the image, as both the occlusion cues and the
detector response are weak. When both of the base systems fail, we do so as well.
Nevertheless, if we compare our results to those of the constituent methods, we see a
drastic improvement in the localization and classification of objects, Fig. 6.2. Further
examples of this improvement over methods (1) and (3) can be found in Fig. 6.5 and
Fig. 6.6.
It should be noted that our method produces pixel-level localization, but also a
global depth ordering, so that if an object of a certain class (say, a person) occludes another one, we do not just return an amorphous blob of pixels that respond to a “person
detector.” Instead, the combination of the label field and the occlusion layer provides
information about which instance of the object is in front of which other instance. This
is visible in Fig. 6.3 for the case of people.
We present qualitative results of our method from MOSEG sequences in Fig. 6.5
and 6.6. From left to right, we show frames from cars9, cars10, cars4, and person1
in Fig. 6.5 and cars1, cars8, cars5, and person2 in Fig. 6.6. From top to bottom we
show the original image (row 1), the ground truth (row 2), the probabilities (row 3) and
resulting segmentation (row 4) from [FVS09], the segmentation from [SWR06] (row
5), the segmentation from the segment and then classify method (row 6), and lastly the
pixel level classification (segmentation) from our proposed algorithm. Our algorithm
consistently outperforms the baseline and textonboost [SWR06]. However, we notice
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for cases when there is either very small or very large motion, occlusion detection fails
systematically. In spite of these issues, our method either matches or outperforms the
two-step pipeline approach, often recovering from failures in layer estimation caused
by weak occlusion cues (the more distant car is not captured in cars3 and where the
top half of the vehicle is cutoff in cars4) or spurious occlusion detections producing
excess layers (cars3).

Figure 6.3: Example of a video where objects of the same class appear in different layers.
Left to Right: The original image, the occlusion cues detected in the scene, the layers of the
different objects present in the scene and finally the class label of the objects.

Table 6.1: Performance results for the baselines ([FVS09] and [SWR06]), the two step
approach of segmenting and then classifying, and finally the proposed method on the
Berkeley Motion Segmentation [BM10] dataset. Reported F-measure scores have been
computed for the ground truth class in each image and averaged over the sequence. In
cars4, both objects from classes ’People’ and ’Car’ appear in the scene.
Sequence

cars1

cars2

cars3

cars4

cars5 cars6

cars7 cars8

cars9

cars10

person1

person2

Fulkerson et al. 2009

0.71

0.51

0.50

0.34

0.41

0.26

0.31

0.57

0.44

0.39

0.38

0.65

Textonboost

0.37

0.59

0.44

0.57

0.47

0.00

0.51

0.01

0.29

0.18

0.13

0.41

TwoStep

0.86

0.83

0.92

0.88

0.58

0.95

0.91

0.88

0.68

0.90

0.03

0.95

Our Method

0.90

0.90

0.96

0.94

0.86

0.95

0.92

0.89

0.69

0.92

0.72

0.85

Quantitative assessment: Table 6.1 details the quantitative results of the baseline
categorization segmentation, textonboost, the two step approach, and our proposed
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method. We compared these methods on all images where the ground truth annotation was provided, totaling 25 frames for evaluation. The F-measure scores were then
averaged over their respective sequences. The proposed algorithm significantly outperforms the baseline approaches and performs at par or better than the two-step approach.
In person2, our algorithm falls short of the two step approach. In this sequence, the
woman on the left appears partially occluded when she is leaving the camera’s field of
view. Therefore, she generates a much smaller detection response, and as a result of
(6.4), is subsequently pushed to the background class.
We do not test our scheme on the “Tennis” and “Marple” sequences, since the
annotated segmentations capture a range of scale and viewpoint that is not represented
in Graz02, our training set.
After pre-processing (occlusion detection and probability map generation), the optimization takes 12.6 sec/frame in CVX. The entire pipeline including optical flow and
occlusion detection, edge detection and categorization scheme followed by the minimization stage runs in 55 secs for a 640 × 480 frame. We use a GPU implementation
of the optical flow estimation and run it on an NVIDIA GeForce GTX 560Ti, while
the other stages are performed on a single core 2.5 Ghz CPU.
In order to visualize the effects of the parameters, we obtained the minimizer of
φsemantic + ωφtopological for different choices of ω. In other words, we fixed α and β
and used ω to scale the other parameters i.e. ω, ωµ and ωλ. Fig. 6.4 illustrates the
variation of the pixel-level classification accuracy as a function of ω. Note that the
segmentation results remain constant over large intervals of ω. This shows that our
formulation is robust to reasonable perturbations in the parameters.
Failure modes: Our method does not always work. In the case when the training
set is not representative of the conditions to be encountered in the test set, unsurprisingly the prior does not help improve segmentation. Our method is also susceptible
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Figure 6.4: The graph shows the F-measure scores for pixel level classification results obtained as a result of varying ω between 0.2 and 2. Notice that the F-measure remains constant
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the introduction of slack variables. We are also sensitive to failure of the low-level
object detection module. These characteristics are common to any cascade-like approach, and would be alleviated by the integration of all modules into one fell swoop
optimization. That would, however, be computationally unwieldy and make an already
costly procedure forbidding. Fig. 6.6 (row 7) illustrates some sample failure modes.

6.5

Discussion

We have presented a method to integrate (low-level) local topology information from
occlusions, (mid-level) label consistency, and (high-level) semantic information via
object class detectors to provide pixel-level localization in object recognition, or equivalently to augment segmentation with object labels. We use existing occlusion detection methods to extract occlusion regions from video and thus provide local depth
ordering constraints and existing object detection schemes to provide the probability
of correct detection for a region of an image relative to a training set of objects or object classes. We incorporate all of these cues into a cost functional that we discretize
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and solve using modern combinatorial optimization schemes. Our approach improves
localization performance of existing segmentation and recognition schemes, including those enforcing label consistency using conditional random fields or other generic
priors.
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Figure 6.5: Representative results on (top to bottom) cars9, cars10, cars4, and person1 sequences from the MOSEG database. (First row) Original frame. (Second row) Ground Truth
annotations for cars (blue), person (red), and masked off regions (gray). (Third row) Probabilities from baseline [FVS09]. (Fourth row). Segmentation from [SWR06] with masked off
regions in yellow. (Fifth row) Segmentation from the segment-then-classify approach. (Sixth
row) Proposed method
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Figure 6.6: Representative results on (top to bottom): cars1, cars8, cars5, and person2 sequences from the MOSEG database. (First row) Original frame. (Second row) Ground Truth
annotations for cars (blue), person (red), and masked off regions (gray). (Third row) Probabilities from baseline [FVS09]. (Fourth row) Segmentation from [SWR06] with masked off
regions in yellow. (Fifth row) Segmentation from the segment-then-classify approach. (Sixth
row) Our method
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CHAPTER 7
Summary and Discussion
In this thesis, we have explored methods for detection of occluded regions in a video
under different motion modalities and show benefits of occlusions for the computer
vision tasks such as object detection and recognition. Now, we summarize our findings.
Occlusion detection by motion segmentation. In Chapter 2, we found that the
partition of the image domain into motion segments composed of superpixels is noncommittal, because within each superpixel the second-moment matrix is not invertible. Therefore, there is no reason to further subdivide these regions, for instance
into pixels. However, unlike estimation of motion segments, occlusion detection step
in this approach requires subdivision of superpixels into occluded and not-occluded
parts. Furthermore, we observed that there is significant gain in terms of computational speed, since the number of variables to be inferred are largely reduced due
to superpixelization. In our experiments, we showed that our approach outperforms
pixel-based motion segmentation schemes in terms of speed, accuracy and robustness
against noise.
Sparse occlusion detection. In Chapter 3, we presented an algorithm that detects occlusions and establishes correspondence between two images. It relies on the
assumption that when the temporal sampling interval is small, the support of the occluded regions is sparse. We found out that the occlusion detection and motion estimation problem can be formulated as a joint minimization problem under sparsity
prior on the occluded regions and can be solved using Nesterov’s algorithm or split-
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Bregman method. In this chapter, we also showed that reweighted-`1 norm on the error
term reaches to a sparser solution than `1 norm does for occlusion detection.
Saliency detection under rigidity assumption. In Chapter 4, we proposed a
method for detecting “salient” regions in an image which correspond to objects whose
motion is inconsistent with the camera motion. Therefore, we proposed a scheme to
detect violations of co-visibility, relative to an epipolar domain deformation. We also
found that accurate camera calibration is not necessary for this task even though it is
vital for accurate estimation of the camera motion.
Detachable object detection. In Chapter 5, we showed that occlusions and disocclusions that are induced by an object can be used to distinguish it from the background. Once occlusion cues are available, we can extend local ordering information
into a coherent depth ordering map by linear programming. The key to our approach
is that occluded regions act as a supervision mechanism to reach to a pixel-level object
localization. The result is a fully unsupervised method for detecting and segmenting
object in a scene. We also showed that automatic model selection can be performed by
imposing complexity constraints by minimizing the maximum number of depth layers. We showed that our approach outperforms competing schemes on CMU occlusion
boundary dataset.
Semantic labels for detachable objects. In Chapter 6, we extended the object
detection method that was introduced in Chapter 5. In addition to occlusion cues providing information on the local topology of the scene, in this method, we utilized object
class detectors to achieve pixel-level localization in object recognition. We found that
the extended minimization problem can still be expressed as a linear program. Our
approach outperforms existing segmentation and recognition schemes, including those
enforcing label consistency using conditional random fields or other generic priors.
Finally, we outlined our work on video super resolution in Appendix-A. In this
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work, we proposed a new video upscaling technique that uses patches that are discovered in both space and time in an image sequence. To discover self-similar patches
in time, we use the optical flow estimation method introduced in Chapter 3. We also
took advantage of the occlusion detection ability of this method to improve results. We
showed that our approach surpasses state-of-the-art methods in terms of upscaling and
denoising quality.
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APPENDIX A
Video Upscaling via Spatio-Temporal Self-Similarity
Recent technological advances have resulted in the proliferation of imaging devices as
well as high-resolution display units. However, there exists a gap between the resolution of imaging devices and display capabilities. This could be addressed by employing
better imaging devices, but this comes at a cost. Thus, we propose a method to increase
the resolution of an image sequence by exploiting spatio-temporal self-similarity.
The literature on such super resolution or upscaling procedures is vast and growing, both for single images and video (or multiple frames). In the multi-frame case,
the classical approach [ZRP01, IP90] assumes that enough low-resolution images of
the same scene are available at subpixel misalignment and imposes a set of constraints
on the latent high-resolution image via correspondences between them. However, the
most crucial step for such an approach to succeed lies in the motion estimation. In
the presence of complex domain deformations and occlusion, this task was poorly executed [TMP09]. As a result, some recent upscaling techniques [TMP09, PET09] bypass optical flow estimation and instead establish correspondence between frames via
nearest neighbor search by matching patches, that carries a significant computational
cost. However, significant progress in optical flow has revived interest in registrationbased approaches, and our method relies on one of them that explicitly models occluded regions. An extensive list of recent methods, together with their performance
on a collection of sample scenes with labeled ground truth can be found at [BSL11].
Another genre of upscaling algorithms, namely example-based non-parametric tech-
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niques, recover the high-resolution images using either a database of low and high
resolution image patch pairs [FJP02] or taking advantage of self-similarity in natural
images where image structures redundantly recur many times inside the image not only
within the same scale but across different scales [GBI09, FF11]. Specifically, Freedman and Fattal [FF11] show that self-similar examples can be observed across small
scale changes and the nearest patch search can be done in a limited local region. Although it achieves only a small increase at the resolution, it can be applied iteratively
to reach higher upscaling factors. The computational cost of the procedure is very low
since the patch search windows are very small.
In this paper, we propose a method that generalizes example-based methods to
video, exploiting the temporal coherence between the frames by optical flow estimation and merging the self-similar examples with nonlocal-means [BCM05]. Our algorithm requires explicit motion estimation and occlusion detection unlike other video
upscaling methods [TMP09, PET09] to achieve more precise patch correspondence,
which then improves the upscaling results.

A.1

Upscaling by Example

A.1.1

Single Image Upscaling

Let I : D ⊂ Z2 → R+ be a gray-scale image defined on a subset D of the planar
lattice. We consider windows with r × r pixels, centered at pixels x ∈ D away from
the boundary of the image, and indicate them with Br (x). The vectorized version of an
.
image patch is denoted by Ixr = I(y)|y∈Br (x) . We build a dictionary using the ensembles
of all patches in the image as
.
A = [Ixr1 , . . . , IxrN ]
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with N , the cardinality of the domain of the image minus its border. Provided that
image is “sufficiently rich,” the dictionary A, will be overcomplete. Under these assumptions, any patch in the original image can trivially be represented as a (sparse)
linear combination Ix = Aα(x).
. R
Now, consider a blurred version of the image, L(x) = k(x − y; σ)I(y)dy with
a Gaussian kernel k. Again, we consider a patch centered at x with size r × r of the
original image, and produce a blurred patch by writing the blurring as a linear operator
K(σ):
Lx = K(σ)Ix = K(σ)Aα(x).

(A.1)

From this equation we can see that the coefficients α(x) that encode the original patch
Ix relative to the basis A also encode the blurred patch Lx relative to the “blurred
.
basis”, B = K(σ)A, [LBS11]. We use this dictionary to encode an up-sampled,
.
(bicubically) interpolated image J(x) = I (x/s). As usual, we select a patch of the
.
same size, Jxr = J|y∈Br (x) and call β(x) the coefficients that encode it relative to the
basis B: Jx = Bβ(x). Here s and σ are design parameters. Now, using blurred
dictionary, we get that
.
Jx = Bβ(x) = K(σ)Aβ(x) = K(σ)Iˆx

(A.2)

where we see that the quantity Iˆx is the patch that, if blurred, would yield the upsampled interpolated patch Jx , in its (up-sampled) resolution. We call Iˆx the superresolved patch.
Super-resolution is a form of hallucination, a process that is self-referential and
hinges entirely on the priors that are assumed or implied in the algorithm. In our
algorithm, the assumptions are that (a) the original image provides an over-complete
dictionary, and (b) that the blurred dictionary B retains the same coherence properties
of the original dictionary A.
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A.1.2

Multiple Images

Under the assumptions of Lambertian reflection, constant illumination, and co-visibility,
a collection of images It (x) of the same scene taken at different time instants t ∈
[1, . . . , T ] are related by flow fields vt : D → Z2 such that It (x) = I0 (x+vt (x))+nt (x)
where the additive residual nt (x) models the traditional “noise” phenomena, and I0 is
the latent image. We will make the assumption that nt is temporally independent and
has a simple statistical description (e.g. Normal), with zero-mean in both space and
time.
As an alternative to inferring a latent image, one can pick one frame as reference
and consider it is generated from I0 under additive noise,


It0 (x) = I0 (x) + n(x)

(A.3)


I (x) = I (x + v (x)) + n (x), t 6= t0 ,
t
0
t
t
where t0 is the time instant that reference image is observed. If only one image is given,
say It0 (x), the super-resolution procedure provides an estimate of not I0 , but of I0 + n.
In the presence of multiple images, we can attempt to super-resolve I0 , rather than its
noisy version.
Since flow field v is not known, a principled solution would therefore attempt to
solve for I0 and v jointly, which is possible and indeed customary, but computationally
costly. A simpler approach consists in finding v using optical flow, that is by minP
imizing some norm {v̂t }Tt=1 = arg minv t,x knt (x)k subject to (A.3) at the native
resolution. This provides an estimate of I0
T
X
1
I0 (x) = It0 (x) +
It (x − v̂t (x)).
T − 1 t=1,t6=t0

(A.4)

One may be tempted to super-resolve I0 as described in the previous section.
However, in order to benefit from the availability of multiple images, one should en-
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code the “base patch” Ix as if it came from I0 but using time varying dictionaries
.
At = {Ix−vt }x∈D where Ix−vt = It (y)y∈Br (x−vt ) are “translated” patches. For obvious
reasons of simplicity we will assume that the optical flow v̂t (x) = vt is constant in a
patch, and therefore only index it with time. Note that we have lumped all patches in
an image at time t into the dictionary At . This can become unwieldy. An alternative is
to maintain each dictionary local, in space such that At (x) = {Iy }y∈BR (x−vt (x)) where
R > r is the size of the search window. That is sufficient for the super resolution task
so long as s and σ are small, [FF11]. This means that At (x) is composed of patches
that are close to x. Now following the steps of the previous section, we have that





J(x) = I0 xs






βt (x) | Jx = K(σ)At (x)βt (x)
(A.5)



At (x) = {Iy }y∈BR (x−vt (x)) , t ∈ [1, . . . , T ]





P

Iˆx = 1 t At (x)βt (x).
T
However, in our implementation, we prefer to recover the missing high-frequency elements of Jx to construct super-resolved patch Iˆx instead of constructing it directly
from the dictionary elements of At . Therefore, we replace the last step of (A.5) with
1X
Iˆx = Jx +
[At (x) − K(σ)At (x)]βt (x).
T t

(A.6)

where [At (x) − K(σ)At (x)] is the dictionary of high-frequency elements.
We can compute βt based on the similarity of dictionary elements to the base patch.
For instance, we can use a gated exponential weight for the first k-nearest neighbors.
This means that, of the components of βt , [βt ]i with i = 1, . . . , n, we pick only k nonzero ones. n is the number of r × r patches inside an R × R window. If Ik = i1 , . . . , ik
are the indices of the k-nearest neighbors, and Ikc are the remaining n − k indices,
∀i ∈ Ik , j ∈ Ikc , we have that
kJx − [K(σ)At ]i k ≤ kJx − [K(σ)At ]j k
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(A.7)

Then, we compute the βt (x) as


1

 exp(−kJx − [K(σ)At ]i k22 ), i ∈ Ik ,
Z
t
[βt (x)]i =


0, otherwise

where Zt =

P

i∈Ik

(A.8)

exp(−kJx − [K(σ)At ]i k22 ).

Since the encoding of patches around different x ∈ D is independent, the overlapping patches can be combined by averaging at the overlapping parts.

A.2

Experiments

In our experiments, instead of averaging the warped images to estimate the denoised
image I0 , we perform non-local aggregation akin to [BCM05]. In addition to spatial
neighborhoods, we also search over time using the flow fields {v̂t }. Furthermore, as in
[LF10], instead of using a single query patch Ix , we consider a query patch set whose
elements are patches from other frames that are matched to the base patch Ix via optical
flow, {Ix−vt }Tt=1 . In fact, the denoising technique in (A.4) is equivalent to applying
non-local means with k = 1 neighbor patches. We also take into account occluded
regions in the estimation of Iˆx . If a pixel x that is visible at time t0 disappears at time
t, then vt is not defined at x. Therefore, neither Ix−vt nor At (x) can be constructed.
Hence, At (x) is assumed to be an empty matrix for occluded pixels. We use the sparse
occlusion detection algorithm we have describe in Chapter 3 to detect occlusions and
estimate optical flow.
We tested our method on five videos: ToysNGuitars, Boat, TheCity1, TheCity2 and
Model, Fig.A.1 and Fig.A.2. Even though the frames are in HD resolution (720 ×
1280), they suffer from structured noise and compression artifacts. We compared our
method against: bicubic interpolation, [FF11] which exploits local self-similarity in
a single image and [TMP09] which upscales video sequences without explicit motion
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estimation using space-time kernel regression (ST-KR). We used the publicly available
code1 for testing [TMP09] on our sequences. However, this code does not include the
final deblurring step, therefore, we have used Adaptive Kernel Total Variation (AKTV)
[TFM08] for post processing.
Our method includes a choice of free parameters: r, R, k, s and σ. The parameters
remain fixed throughout our experiments: r = 5, R = 11, k = 7, s = 1.5 and σ = 1.
For the denoising stage we enlarged the search window to 21 × 21. In the experiments,
we applied our method twice on each video sequence to reach to 2.25 times increase
in the resolution.
Qualitative comparison: We show qualitative performance of our method on several
videos in Fig.A.1 and Fig.A.2. Fig.A.1 shows that our method consistently outperforms the baseline methods: bicubic interpolation and [FF11]. Our approach not only
removes noise and produces sharp boundaries, but also completes several details that
are corrupted by structured noise: the front of the boat (Fig.A.1), strings of the guitar
and hair of the model in Fig.A.2. Our method also outperforms ST-KR which exploits temporal coherence in video like our method. When the results are observed
closely (Fig.A.2), we see that our method preserves image structures, e.g. the hair of
the model and mole on the cheek meanwhile ST-KR does not reproduce the mole at
all. Additionally, our approach produces sharper results compared to ST-KR, e.g. the
text “MESA” and the cheek boundary of the model. We also wish to point out that our
method runs 29 times faster than ST-KR per HD frame.
Failure cases: Our method does not always work. In the case of small size “text”
in the images, it tends to lump the text into a single blob, instead of bringing up the
details. This is a consequence of the limited local dictionaries that are used to encode
patches. We can overcome this problem by extending the dictionaries with an external
1

http://users.soe.ucsc.edu/∼htakeda/SpaceTimeSKR.htm
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database.

(a) Upscaled with our method (b) Our method

(c) Bicubic

(d)[FF11]

Figure A.1: Zoomed upscaling results: From top to bottom are Boat, TheCity1 and
TheCity2 sequences.

A.3

Discussion

We have presented a method that performs upscaling of video sequences by leveraging
repeated occurrences of patches in space and time using motion estimation. Our experiments show that our method outperforms state-of-the-art super resolution techniques
that do not exploit temporal coherence or explicit optical flow estimation. Our future
work will include the incorporation of external patches to complete the dictionaries
when the samples from the video are not sufficient.
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(e) ST-KR
(a) Upscaled with our method (b) Our method

(c) Bicubic
[TMP09]

Figure A.2: Zoomed upscaling results: From top to bottom are ToysNGuitars and
Model sequences.
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