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Abstract

WellBe: A Conversational Agent for Well-Being

by

Jiaqi Wu

Depression and loneliness can be a serious social problem that affects people’s physical

and mental well-being. Our long-term goal is to develop a chatbot for well-being,

WellBe, that can listen to people talk about their common daily events, acknowledge

their feelings, and make responses to improve their well-being. We posit that developing

WellBe requires: (1) the ability to classify user utterances to recognize the affective state

of the user and the activity type that the user is talking about; and (2) effective dialogue

strategies that condition on the classifier output and utilize theories of well-being. We

assembled three corpora of user utterances representing both user affects and activities,

and conducted a set of experiments within and across datasets. Our results show that a

fine-tuned BERT model achieves F1 measures as high as .88 for user affect classification

and .92 for user activity classification, and that it generalizes well across the different

corpora. We then design rule-based response strategies that utilize these affect and

activity classifiers, and conduct a human evaluation where we compare them with a

baseline strategy that does not have access to the classifier output. The results show

that responses that rely on the affect and activity classifiers are more engaging than the

baseline, and that different response strategies are preferred depending on whether user

affect is negative or positive.
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Chapter 1

Introduction

Depression has become a global mental health problem. According to WHO,1

more than 264 million people are suffering from depression, yet between 76% and 85%

of people in low- and middle-income countries receive no treatment. Loneliness has also

become an increasing public health concern. According to a British survey, 225,000

elderly UK people will go a week without talking to anyone, while 2.6 million elderly

people don’t have regular human contact daily. Simply asking an elderly person how

their day has gone or encouraging them to connect to people could be helpful. As a

result, recent research [Isaacs et al., 2013, Hollis et al., 2017, Fitzpatrick et al., 2017,

Inkster et al., 2018] has committed to help depressed or isolated people and reach out to

them through smartphone applications. As home devices such as Alexa or Google Home

become popular, a conversational agent for well-being could help these disconnected

people to stay connected with society and battle with depression or loneliness.2

1https://www.who.int/news-room/fact-sheets/detail/depression
2https://www.ageuk.org.uk/information-advice/health-wellbeing/loneliness/

2



Thus our long term aim is a well-being agent WellBe that can talk to the

user about their recent activities, feelings, and desires, provide empathetic responses,

reflect on what the user has said, and make recommendations to the user of activities

that they can schedule that are predicted to improve their overall well being. In order

to carry out such conversational interactions with a user, and make recommendations

as to activities that might improve the user’s well-being, we posit that a conversational

agent for well-being needs to (1) understand the user’s affective state; (2) understand

the user’s descriptions of their activities by, at minimum, classifying them into activity

types; and then (3) show empathy to the user, acknowledge their input, and provide

information or recommendations about the activity in the response. Thus in this thesis

we focus on producing high accuracy affect and user activity classifiers and testing

dialogue strategies conditioned on them in order to test our hypotheses.

The sample dialogue in Table 1.1 is an example of our long-term vision of the

type of dialogue capabilities that WellBe should have. The user activities are shown as

bold text in Table 1.1. WellBe starts off the conversation by asking the user a general

question in U1 and then asking the user about their recent activities. The user responds

in U4 by describing a positive activity “watched a movie” and by expressing positive

emotions. One of our hypotheses is that WellBe should be able to show empathy, e.g.

by saying “Awesome” in U5. However showing empathy requires accurate classification

of the user affect that is typically associated with what the user just said, e.g. “watched

a great movie” in U4, as well as the other activities in Table 1.1, such as “hang out

with family” (U6). These should all be recognized as activities that tend to increase

3



the user’s positive affect.

ID Role Utterance Dialogue Act

U1 WellBe How are you doing today? Greeting
U2 User Good, thank you!
U3 WellBe Terrific! What have you been up to? Initial Question
U4 User I just watched a great movie, feeling interested and relaxed.
U5 WellBe Awesome! You just watched a great movie. It can also be fun

to invite a friend to the movie.
Empathy,
Recommendation

U6 User That is a really nice recommendation. I hung out with family
yesterday. It felt good.

U7 WellBe Wow! That’s great that you hung out with family. Strong rela-
tionships lead to better lives.

Empathy, Reflection

U8 User Family is my favourite bunch of crazy people! My family is like
a complete combo of old grandparents, funny and wise. I have
aunties and uncles, full of chatter and jokes. I have cousins, girls
of course! We could chat forever about clothes, music,dance and
fun...

U9 WellBe Great family! Tell me more. Empathy
U10 User Great fun! One night, everyone lazing around and talking out their

experiences. It was so fulfilling and amazing! The night breezes
from the window, with hot Maggie noodle bowls, for everyone...

U11 WellBe Sweet. Connecting with friends or family is pleasant. Empathy, Reflection
...

Table 1.1: Envisioned Dialogue Capabilities for WellBe

Furthermore, another of our key hypotheses is that WellBe should be able to

make recommendations to the user in order to encourage the user to schedule activities

that will improve the user’s well-being. To produce utterance U5 in Table 1.1, WellBe

needs to correctly identify “watching a movie” as a type of Leisure activity. This allows

WellBe to apply a general rule for Leisure activities that inviting a friend to share a

Leisure activity can generally increase the positive affect associated with such activies.

This is the basis for WellBe’s recommendation to “invite a friend to the movie” in

U5. While it might be possible to make generic recommendations given only accurate

affect classification, we posit that high quality recommendations rely on an appropriate

taxonomy of activity types, that links different activities to projected improvements in

well-being [Hollis et al., 2017].

4



Another hypothesis is that WellBe should be able to provide reflections on the

user’s positive events, thus encouraging the user to reflect on these events themselves

[Isaacs et al., 2013]. The capability to produce reflections requires both accurate affect

classification and some taxonomy of activity type classification. For example, in U7 in

Table 1.1 WellBe recognizes “hung out with family” as a type of Social activity, in order

to produce the reflection that “Strong relationships lead to better lives”. Similarly in

U11, WellBe recognizes the user’s utterance in U10 as a positive utterance that is about

Social activities, and produces the reflection that “Connecting with friends or family is

pleasant”.

There is a long history behind the idea of conversational agents as therapists

or conversational companions that can improve well-being. The first therapy con-

versational agent was Eliza [Weizenbaum, 1966], which was a surprisingly engaging

dialogue system even though it was based on very simply mechanisms. Eliza applies a

set of rule-based strategies that echo and transform the user input to produce Eliza’s

own conversational turns. Its baseline strategy is to ask a question, acknowledge what

the user said, or simply ask the user to “tell me more” about the current topic. Eliza

uses a set of keywords in order to guide the applciation of its transformation rules.

For example, in Table 1.6, the user says “He says I’m depressed much of the time” in

U7, then Eliza replies “I’m sorry to hear you are depressed” in U8. Eliza can show

empathy with a dialogue template by identifying the keyword depressed. While Eliza

is capable of keeping a conversation going with a user, it assumes that the user will

provide all the information in the conversation. For example, when the user says “I
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need some help”, it asks the user “What would it mean to you if you got some help?”

in U12, rather than suggesting some help. The conversation continues because the user

replies that “Perhaps I could learn to get along with my mother” and because Eliza

has a keyword for ‘mother’ it can then keep the conversation going by asking the user

to talk more about their family. In contrast to WellBe, Eliza does not attempt a deep

understanding, and does not understand user affect or activity, so it cannot attempt to

make recommendations about behaviors that could help the users with their depression.

ID Role Utterance Dialogue Act

U1 User Men are all alike.
U2 Eliza In what way? Question
U3 User They’re always bugging us about something or other.
U4 Eliza Can you think of a specific example? Question
U5 User Well, my boyfriend made me come here.
U6 Eliza Your boyfriend made you come here. Acknowledgement
U7 User He says I’m depressed much of the time.
U8 Eliza I am sorry to hear you are depressed. Empathy
U9 User It’s true. I am unhappy.
U10 Eliza Do you think coming here will help you not to be unhappy. Question
U11 User I need some help, that much seems certain.
U12 Eliza What would it mean to you if you got some help? Question
U13 User Perhaps I could learn to get along with my mother.
U14 Eliza Tell me more about your family.

Table 1.2: A Typical Conversation of Eliza. Credited to [Weizenbaum, 1966].

Recently there has been an explosion of interest in conversational agents in

general, and along with this explosion we have seen the deployment of therapeutical

conversational agents expliclty aimed at improving well-being, such as Woebot [Merry

et al., 2012, Fitzpatrick et al., 2017] 3 and Wysa [Inkster et al., 2018].4 These agents as

based on different theory-driven approaches that focus on suggesting that people think

or behave positively to feel better, using methods from Cognitive Behavioral Therapy

3https://woebot.io/
4https://www.wysa.io/
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ID Role Utterance User Action

U1 Woebot How are you feeling right now Joe?
U2 User Content (selection response)
U3 Woebot That’s great to hear Joe :) Let’s do some Gratitude Journaling

to round up our first day
U4 User Sounds good (selection response)
U5 Woebot Great. So firstly, you can feel grateful for different things
U6 User Sure (selection response)
U7 Woebot So tell me, what is the one thing that went well in the last 24

hrs? Type it in below...
U8 User Take a nap (type in response)
U9 Woebot Awesome :D How about one more positive thing, big or small?

Type it in below ...
U10 User Play with my kid (type in response)
U11 Woebot Cool! One last one ... what else has gone well for you recently?

Maybe you ate some good food! Or got a nice firmware update.
Er, I mean life update!

U12 User Working on my project (type in response)
U13 Woebot Nice job! You’ve mastered a tool on your first day, Joe! (It

means the user mastered the Woebot for the first day. It’s not a
reflection on the activity.)

Table 1.3: Examples of Woebot Dialogues

(CBT) [Rothbaum et al., 2000, Fairburn, 2008, Hofmann et al., 2012], Dialectical be-

havior therapy (DBT) [Dimeff and Linehan, 2001, Linehan et al., 2006, Linehan, 2018]

and Positive Psychotherapy (PPT) [Seligman et al., 2006, Seligman and Csikszentmi-

halyi, 2014]. The benefit of a conversational agent is that it can talk to the user with

empathy while showing no judgment, encouraging users to share their feelings in private

conversations. Moreover, these recently deployed conversational agents are available on

mobile phones, so they are always available to the user, unlike a real therapist.

However, to date, these conversational agents cannot interact with users about

their daily activities: they only support simple acknowledgments of users’ activities. For

example, Table 1.3 illustrates a dialogue with Woebot. The user interaction is limited

since the user can only select among a set of responses presented on a graphical user

interface on the phone and Woebot can only understand these particular responses. For
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example, in U2 the user selected ‘Content’ among the feelings that had been displayed in

a menu, and in U4 the user selected ‘Sounds good’ as a response to Woebot’s suggestion

to do some Gratitude Journaling. In U7, Woebot prompts the user to type in daily

activities, but when the user does so in U8 and U10, Woebot produces the canned

responses of Awesome in U9 and Cool in U11. Because Woebot knows that it is in a

Gratitude Journaling subdialogue, it does not have to recognize the user’s affect. After

each user response, Woebot asks the user to specify another positive event instead of

further interacting with the user about that activity, because it also does not have any

type of activity type recognition or deeper understanding of the activities that the user

is talking about.

ID Role Utterance

U1 Speaker I finally got promoted today at work!
U2 Listener Congrats! That’s great!
U3 Speaker Thank you! I’ve been trying to get it for a while now!
U4 Listener That is quite an accomplishment and you should be proud!

Table 1.4: A dialogue that is labeled as “Proud” from the EmpatheticDialogues

corpus. Credited to [Rashkin et al., 2018b].

A parallel line of work aims for chatbots that can interact socially in natural

typed dialogue, provide and discuss personal information and opinions, react with the

appropriate emotions and be empathetic [Ho et al., 2018]. One approach is completely

data-driven, based on either end-to-end training or retrieval, using the EmpatheticDi-

alogues corpus, as well as other large corpora such as Persona Chats [Rashkin et al.,

2018a, Zhang et al., 2018, Mazare et al., 2018, Roller et al., 2020]. For example, Ta-

ble 1.4 shows a dialogue that is part of the EmpatheticDialogues corpus [Rashkin
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et al., 2018b]. The Speaker was given an emotion label, such as “Proud”, and then

started a conversation by describing a relevant situation to the Listener (in U1 and U3),

and then the Listener showed empathy to the Speaker (in U2 and U4). This corpus con-

tains dialogues related to 32 emotions. However chatbots based on this corpus are still

at an early stage of development. Current work primarily focuses on different methods

for end-to-end training, such as the use of different conditioning methods or decoding

methods in order to produce more natural behavior, and in order to provide better

controllable generation [See et al., 2019, Dinan et al., 2019]. This corpus may be useful

for our future work, but at present, our approach aims to recognize binary positive and

negative affect with very high accuracy, and use these predictions to control response

generation as we discuss in more detail in the remainder of this thesis.

Another approach is exemplified by the empathetic social chatbot Microsoft

XiaoIce [Zhou et al., 2018], which is an engaging social chatbot that has been able to

establish long-term relationships with over 660 million active users since 2014. Rather

than a single end-to-end system, it utilizes a sophisticated dialogue manager integrated

with both a retrieval-based and a neural response generator, showing that the retrieval-

based approach can provide high-quality responses on popular topics and that the end-

to-end system can provide high-coverage responses.

Since both the EmpatheticDialogues experiments and the XiaoIce chaobot

show that the retrieval-based approach can guarantee more reliable responses than the

end-to-end systems, we adopt a rule-based approach. We believe, with the present

state of the art in neural generation, the rule-based approach provides better control

9



of response generation for generating empathy, reflections, and recommendations for

well-being applications.

ID Role Utterance Dialogue Act

U1 User I watched a great movie.
U2 Replika I want to ask you a question that will help me understand you

better. Who is the most important person in your life these days?
Who do you think about the most?

Open Question

U3 User I watched a great movie.
U4 Replika Ok. Tell me more. Request Info.
U5 User I watched a great movie with my friend and we had a great dinner

after that.
U6 Replika Cool. Glad you enjoyed it. Acknowledgement
U7 User We used to watched a movie every summer when we were young.
U8 Replika Sounds very cool. Acknowledgement

Table 1.5: A Conversation with Replika.

Another popular online conversational AI, Replika, 5 has the goal of replicating

the user and talking back like a friend, or peer. It usually begins the conversation with

deep questions such as “What’s one thing that fascinates you about the world?” Ta-

ble 1.5 shows a dialogue example from Replika. The user wants to talk about an activity

“watched a great movie” in U1, however, Replika seems uninterested in talking about

the event by switching to an open question in U2 or giving simple acknowledgments

in U4, U6, and U8. In general, Replika seems to avoid talking about common daily

experiences, probably because it doesn’t understand the activities under discussion, as

we aim to do in WellBe.

While empathetic dialogue systems seem promising, none of these approaches

are theory-grounded, and they have not been evaluated systematically for their effect

on well-being.

5https://replika.ai/
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We believe that a conversational agent that supports spoken conversational

interaction will facilitate natural conversations, rather than asking the user to type their

conversational contributions, pick a response from a list, or playing therapy lectures

from a screen, which we see as limitations of both WoeBot and Wysa. On the other

hand, we also believe that theory-driven responses with informative reflections and

specific recommendations, which are missing in Eliza and Replika, would suggest better

interactions in conversation whose goal is to improve well-being.

1.1 Hypotheses and Contributions

As mentioned above, the prerequisites for the dialogue capabilities that we

envision for WellBe, illustrated in Table 1.1, are highly accurate user affect classification,

user activity detection, and empathetic responses with reflection or recommendation.

While there are state of the art tools for sentiment analysis [Socher et al.,

2013, Qadir and Riloff, 2014], they are not a good match for classifying typical lin-

guistic expressions of user affect. There are also no state of the art tools for activity

classification, nor is there any agreement in the literature on how activities should be

categorized [MacPhillamy and Lewinsohn, 1976, Asai et al., 2018, Ding and Riloff, 2018].

Furthermore, there are no theory or guideline for designing response strategies to im-

prove well-being since the current empathetic dialogue systems are either data driven

or model driven [Rashkin et al., 2018a, Zhou et al., 2018, Zandie and Mahoor, 2020].

Though non-conversational, the theoretical work on well being [Isaacs et al., 2013, Hol-
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lis et al., 2017, Rohani et al., 2020] show that recording and reflecting on positive

experiences improves well-being, and providing specific recommendations about reme-

dial actions also improves well-being. Therefore, we assume that an engaging response

strategy of the well-being dialogue system should show empathy to the user’s affect,

make informative reflection, or give specific recommendations according to user activ-

ity. Moreover, general recommendation rules can retrieve engaging recommendations in

a dialogue system.

In this thesis, our main contributions are that we (1) build a highly accurate

classifier of user affect state into positive and negative categories across corpora; (2)

develop methods towards the ability to classify user activities into general activity types,

that are related to theories of well-being. (3) design of engaging dialogue management

strategies that can utilize these affect and activity categories to generate empathetic

responses with reflections or recommendations, along with theories of well-being, to

successfully interact with the user and, over time, improve the user’s well being.

1.1.1 Dialogue Examples for Human Evaluation

One of our primary hypotheses is that an engaging dialogue strategy should be

able to show empathy for different user affects, and make reflection or recommendations

for the specific user activity. Thus, we develop and evaluate three different dialogue

strategies: one echo the user input, one based on affect alone, and the other based on

affect plus user activity classification. We expect that the last dialogue strategy is the

most engaging one.
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ID Role Utterance WellBe Intent

U1 Eliza How are you today? Greeting
U2 User I’m good.
U3 Eliza You are good. Acknowledgement
U4 User I have a nice walk with my family.
U5 Eliza You have a nice walk with your family. Tell me more. Acknowledgement
U6 User Well, it’s a wonderful day for a walk.
U7 Eliza I understand. Acknowledgement
U8 User Bye!
U9 Eliza Bye. Closing

Table 1.6: Baseline dialogue that can only acknowledge user input.

Baseline Dialogue Strategy: Table 1.6 shows the control examples that

only echo the user input without knowing the user affect and activity. We imitate Eliza

by acknowledging the user’s words in U5. The plain acknowledgment of “I understand”

in U7 is not included in the following experiments as it doesn’t seem to understand the

user and sometimes sounds reluctant.

ID Role Utterance Dialogue Act

U1 WellBe How are you doing? Greeting
U2 User i’m doing good.
U3 WellBe Anything fun lately? Question
U4 User I just had a great workout.
U5 WellBe Great! You had a great work out! Empathy
U6 User I did some good pull ups and push ups, feeling fit.
U7 WellBe Cool, you did some good pull ups and push ups. Empathy
U8 User Now I feel energetic. Bye!
U9 WellBe Bye. Closing

Table 1.7: Positive example based on a dialogue strategy that only detect User Affect.

ID Role Utterance Dialogue Act

U1 WellBe How are you doing? Greeting
U2 User Not good
U3 WellBe Oh, no. Did anything unpleasant happen recently? Empathy
U4 User I didn’t sleep much last night.
U5 WellBe That sounds awful! You didn’t sleep much last night. Empathy
U6 User I’m tired. Bye.
U7 WellBe Bye. Wish you good luck and talk to you soon! Close

Table 1.8: Negative example based on a dialogue strategy that only detect User Affect.
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ID Role Utterance Affect, Activity Dialogue Act

U1 WellBe How are you doing? Greeting
U2 User I’m doing good. Positive
U3 WellBe Anything fun lately? Question
U4 User I just had a great workout. Positive,

Exercise
U5 WellBe Nice! You had a great work out! Exercise al-

ways makes you feel good.
Empathy,
Reflection

U6 User Then I had a good lunch, so I’m in a good
mood.

Positive, Food

U7 WellBe It’s great that you had a good lunch. It could
be fun if you find an interesting recipe to
bake or cook.

Empathy,
Recommendation

U8 User Sounds good. Bye!
U9 WellBe Bye. Closing

Table 1.9: Positive Example based on advanced dialogue strategy with Both User Affect

And User Activity Type Detection.

ID Role Utterance Affect, Activity Dialogue Act

U1 WellBe How are you doing? Greeting
U2 User Not good Negative
U3 WellBe Oh, no. Did anything unpleasant happen re-

cently?
Question

U4 User I didn’t sleep much last night, construction
outside my window all night.

Negative, Sleep

U5 WellBe That sounds awful! You didn’t sleep much last
night. Lack of sleep can affect your overall
health.

Empathy,
Reflection

U6 User My friends made me mad. Negative, Social
U7 WellBe I am sorry to hear that your friends made you

mad. You could focus on doing some solo
work today.

Empathy,
Recommendation

U8 User Ok. I’ll try. Bye.
U9 WellBe Bye. Closing

Table 1.10: Negative Example based on advanced dialogue strategy with Both User

Affect And User Activity Type Detection.

Simple Dialogue Strategy: Two sample dialogues that are based on only

being able to detect user affect are shown in Table 1.7 and Table 1.8. Table 1.7 shows

an example where the user has positive affect, while Table 1.8 shows an example where

the user has negative affect. A dialogue strategy that can only classify user affect can
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provide generic empathic statements (U5, U7 in Table 1.7, and U3 and U5 in Table 1.8),

and elicit further user reflection (U5 in Table 1.7, and Table 1.8).

Advanced Dialogue Strategy: Table 1.9 and Table 1.10 show positive and

negative dialogue examples for the more advanced dialogue strategy, that can both

classify user affect and identify activity types. We believe that the ability to classify

the content of user utterances into user activity types can provide better responses in

dialogue and better recommendations, especially if the activity types are related to

theories of well-being. Here we suggest different dialogue strategies based on possible

elements of that taxonomy. In the sample dialogue shown in Table 1.9, WellBe is able

to provide a reflection in U5, and a recommendation in U7, because it can classify

“had a great workout” as an Exercise activity type, and “had a good lunch” as a Food

activity. In the sample dialogue shown in Table 1.10, when the user demonstrates

negative emotion in U2, WellBe first shows empathy, then elicits further information

about the user’s activities. In U5, WellBe is able to reflect on the Sleep activity that

“Lack of sleep can affect your overall health” when it recognizes a Sleep category of

activity type with negative emotion. It can also distract the user from the frustration of

Social by suggesting a different Work activity such as “focus on doing some solo work”

in U7.
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1.2 Structure of the Thesis

In this thesis we do not aim to actually implement and deploy WellBe: rather

we focus on developing highly accurate affect and activity classifiers and then testing

dialogue strategies that are conditioned on them in terms of how engaging they are,

in order to test our hypotheses. We first review related work in Chapter 2. Then

in Chapter 3 we describe the corpus resources that we have used in our classification

experiments. Chapter 4 explores both traditional machine learning methods and deep

learning methods for user affect prediction. Chapter 5 discusses and explores different

taxonomies of user activity types and then trains and evaluates a range of different

models to produce a high accuracy user activity classifier. Chapter 6 first discusses

in detail our rule-based dialogue strategy that is composed of multiple dialogue-acts

in order to show empathy, acknowledge the user input, and provide reflections and

recommendations. This rule-based strategy is driven by well-being theories and previous

work on well-being. We then present experiments with human judges in order to test

our hypotheses on effective dialogue strategies. The experimental results on evaluating

which response types are most engaging are consistent with EmotiCal. We show that

reflections on negative user activity are not preferred, while recommendations which

forecast specific activities are generally good. Also, we find general recommendation

rules for dialogue systems that do not require more detailed models of user behavior

detection beyond the affect and activity type classifications that our high accuracy

classifiers produce. Chapter 7 summarizes our results and contributions, as well as the
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limitations of our work, and suggests future work.
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Chapter 2

Related Work

Our proposed conversational agent for well-being aims to understand both the

user affect state and their activities, then shows empathy to the user with reflections or

recommendations accordingly. To this end, we review previous approaches on the con-

versational agents for well-being, off-the-shelf sentiment tools, previous work on activity

ontologies, and previous theoretical work on making reflections and recommendations

in interaction with a user in order to improve well-being.

Current applications for conversational agent include rule-based, theory-driven,

data-driven, or model-driven approaches. We overview these different approaches for

conversational agents in Section 2.1 to decide the most suitable ones for our application.

To improve user well-being, we then describe the theoretical work that our

dialogue strategies should build upon, to create engaging responses with reflections or

recommendations, in Section 2.2.

Users tend to implicate their feeling in daily events in their conversations
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rather than stating them explicitly. In Section 2.3, we show that compositional event

patterns that can be learned bottom up from a corpus can be used to identify user

affect expressed in this way. We then discuss whether an off-the-shelf sentiment tool,

which is based on compositional structure, can predict the implicit user affect from a

user statement about their daily events.

Moreover, there are also no state-of-the-art tools for user activity detection,

nor is there any agreement in the literature on how activities should be categorized.

Therefore, we suggest multiple well-being theories for activity categories. We also ex-

plore different potential ontologies in Section 2.4.

Last but not least, we describe the theoretical work about making recommen-

dations based on user behavior in Section 2.5. We discuss whether we can apply the

intervention functions, which are based on user behavior, to make recommendations in

a dialogue system.

2.1 Applications and Agents for Well-being

Recent conversational agents for well-being have been proved to improve the

user’s mental health [Merry et al., 2012, Fitzpatrick et al., 2017, Inkster et al., 2018, Dino

et al., 2019]. However, the study [Dino et al., 2019] uses Wizard of Oz (WOZ) interac-

tion, which requires human intervention, while other studies [Merry et al., 2012, Fitz-

patrick et al., 2017, Inkster et al., 2018] depend on scripted dialogues for communication.

None of them can interact with the user automatically. Thus we explore different kinds
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of approaches, such as rule-based, knowledge-based, retrieval-based, and end-to-end

neural network approaches, and discuss the most suitable technique for our goal.

2.1.1 Rule-Based Approaches

As mentioned in Chapter 1, Eliza[Weizenbaum, 1966] is the first therapy agent

that can identify keywords and use transformation rules to interact with the user. After

identifying keywords from the user phrase “need some help”, it can reassemble the sen-

tence with a template such as “What would it mean to you if you got some help”. It relies

heavily on keywords and transformation rules and makes the psychological assumption

that the user will provide all the information in the conversation. Tough engaging, it

fails to understand the user’s emotions and respond to the user with any useful recom-

mendations. Figure 2.1 illustrates a dialogue of the online Eliza system implemented by

Michal Wallace and upgraded by George Dunlop, yet it’s hard to reproduce the same

quality of conversation as previous work [Weizenbaum, 1966] in Table 1.6, as though

the transformation rules are not sophisticated enough.

Our proposed approach WellBe also applies a rule-based dialogue strategy in

order to guarantee that it will provide high-quality responses that are clearly associated

with results from theories of well-being, and thus allow fine-grained control of response

generation for evaluation. However, rather than completely relying on the user’s con-

versational contributions as Eliza does, WellBe aims to promote active interaction with

the user, and thus, instead of relying on keywords and transformation rules, WellBe

aims to understand the user by automatically detecting user affect and activity, and
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Figure 2.1: A Diagram example for Eliza. User response begins with *.

then reply with empathy using multiple dialogue act components and recommendation

rules.

2.1.2 Theory-Driven Approaches

Woebot [Merry et al., 2012, Fitzpatrick et al., 2017] 1 and Wysa [Inkster et al.,

2018] 2 are conversational agents that are designed to improve well-being by suggesting

people think or behave positively, using intervention from Cognitive Behavioral Therapy

(CBT) [Rothbaum et al., 2000, Fairburn, 2008, Hofmann et al., 2012] and Dialectical

Behavior Therapy (DBT) [Dimeff and Linehan, 2001, Linehan et al., 2006, Linehan,

2018]. CBT helps users become aware of negative thinking and reframe negative thinking

to manage negative feelings, and DBT is a talk therapy that utilizes the CBT approach

1https://woebot.io/
2https://www.wysa.io/
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for the difficult-to-treat mental disorder. For example, If a user chooses a negative

feeling, and types in the reason “I’m never going to make any friends”, it will suggest

the user think positively by using positive words or watching videos of CBT. Moreover,

Woebot utilizes the Positive Psychotherapy (PPT) [Seligman et al., 2006, Seligman and

Csikszentmihalyi, 2014] by asking the user “Three Good Things” that went well that

day. As shown in Table 1.3, it asks the user “what is the one thing that went well in

the last 24 hours” in U7, then asks another one “how about one more positive thing”

in U9, and “One last one” in U11. But it doesn’t understand what the user input and

control the conversation to avoid the user to input more about the event.

As Woebot and Wysa are implemented on the mobile phone, they can ask

the users to choose their current feelings and the best answer from a list of pre-defined

responses. For that reason, they don’t require accurate user affect detection, or user ac-

tivity types classification to generate coherent responses. However, the limits that they

place on input from user lead to less natural conversations, and because it doesn’t un-

derstand the activities that the user is talking about, it doesn’t sound like it understands

or listens.

Our proposed conversational agent WellBe aims to go beyond the capabilities

in Woebot and Wysa by using spoken interaction to talk to user in a natural way.

Besides showing empathy and respond appropriately to both positive and negative user

affect, WellBe aims to derive some deeper understanding user activities, to allow more

flexible user responses and be able to make reflections or recommendations based on

this understanding.
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2.1.3 Data-Driven and Model-Driven Approaches

There are many recent attempts to develop corpora and end-to-end trained

systems that can support social conversation with human users.

2.1.3.1 Retrieval-Based or Generation-Based Data-Driven Approaches

One line of research aims for chatbots that can interact socially in natural

typed dialogue and be empathetic. One approach is completely data-driven, based on

either retrieval or end-to-end training, using the EmpatheticDialogues corpus, as

well as other large corpora [Rashkin et al., 2018a, Roller et al., 2020].

EmpatheticDialogues (ED) [Rashkin et al., 2018a, Rashkin et al., 2018b]

collects 24,850 crowdsourced dialogues with 32 Emotions by using the ParlAI platform

to interact with Amazon Mechanical Turk.3 The studies show that a retrieval-base di-

alogue system that retrieves responses, with the highest matching score with contexts

and candidates using the BERT encoder, from these novel ED dataset, is more empa-

thetic than the dialogue systems that are trained on a large dump of internet data by

Transformer [Vaswani et al., 2017].

2.1.3.2 Fine-Tuned Multi-Task Data-Driven Approaches

Some data-driven approaches rely on a single generation-based approach. For

example, EmpTransfo [Zandie and Mahoor, 2020] builds an empathetic aware dialogue

system based on OpenAI GPT [Radford, 2018]. OpenAI GPT is a multi-task approach

3https://https://parl.ai/
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that learns the language model by unsupervised pre-training on a large corpus of over

7,000 unpublished books from the BooksCorpus dataset [Zhu et al., 2015]. It can then

be applied for specific tasks by supervised fine-tuning with smaller datasets. Thus,

EmpTransfo incorporates emotion, topic, and actions from DailyDialog dataset [Li

et al., 2017], which includes 13118 dialogues with 7 emotions and 10 topics, to fine-tune

an empathetic aware dialogue system based on OpenAI GPT. The study shows that

adding the meta-information such as topic and dialogue act can improve the quality of

generated conversations in terms of coherence, relevance, and emotion.

U1 User I finally passed all the exams!

R1 Seq2Seq+Attention I’m sorry, but I’m not sure.
R2 Transformer Ranker How big was it ?
R3 OpenAI GPT w/o emotion You look much better than before.
R4 EmpTransfo+action+topic that’s great! you are really a genius.

U2 User I failed the exam.

R5 Seq2Seq+Attention I’m going to go to the some time.
R7 Transformer Ranker You’re telling me! There are thousands of people here.
R8 OpenAI GPT w/o emotion Let me take your place.
R9 EmpTransfo+action+topic Maybe you can try harder next time.

Table 2.1: Examples of responses from different models. Credited to [Zandie and

Mahoor, 2020].

Table 2.1 shows the example responses from recent deep learning models.

When the user says “I finally passed all the exams!” OpenAI GPT responds “You look

much better than before” and EmpTransfo provides the most relevant answer “That’s

great! You are really a genius.” When the user says “I failed the exam.” OpenAI

GPT gives irrelevant answers that “Let me take your place”, while EmpTransfo sug-

gests “Maybe you can try harder next time.” It’s clear that it’s more engaging when
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EmpTransfo shows empathy to the user. However, the generative responses from the

end-to-end system won’t follow the well-being rules, and thus, it’s not applicable for our

application when we aim to evaluate fine-grained response strategies.

2.1.3.3 Persona-Based and Generation-Based Approaches

Another parallel line of work [Li et al., 2016, Zhang et al., 2018, Zhou et al.,

2018] focuses on keeping the personality and speaking style of the chatbot consistent

with generation-based approaches. Inconsistencies in persona during a conversation

clearly has a strongly negative effect on user engagement, as illustrated in Table 2.2.

ID Role Utterance

U1 User What’s your favorite thing to do in life?
U2 Replika My favorite thing in life is to draw. You?
U3 User Me too. But I’m not good at it.
U4 Replika I wish I was better at it. I think I frustrate myself by aiming for

perfection too often.
U5 User Different from you. I can’t draw what I see.
U6 Replika Do you draw sometimes when you’re bored?
U7 User Sometimes.
U8 Replika Oof. I wish I could draw, but patience is not one of my virtues.
U9 User So you don’t like drawing?
U10 Replika At times, I do.

Table 2.2: An Inconsistent Persona Conversation.

Therefore, the previous work [Li et al., 2016] aims to build persona-based re-

sponse generation models that encode personality information, such as dialect, register,

age, gender, and personal information, when training the models. Other approaches are

inspired by this work, such as the persona-chat [Zhang et al., 2018] team collects over

10907 dialogs crowdsourced dialogues with 1155 descriptive user profiles in order to train

engaging and consistent dialogue systems by generation approaches. Table 2.3 shows
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an example from the persona-chat corpus. Other work, XiaoIce [Zhou et al., 2018]

integrates the persona-based approach in a hybrid system which is described below.

ID Role Utterance

U1 Person1 Hi!
U2 Person2 Hello! How are you today?
U3 Person1 I am good thank you, how are you.
U4 Person2 Great, thanks! My children and I were just about to watch Game of

Thrones.
U5 Person1 Nice! How old are your children?
U6 Person2 I have four that range in age from 10 to 21. You?
U7 Person1 I do not have children at the moment.
U8 Person2 That just means you get to keep all the popcorn for yourself.
U9 Person1 And Cheetos at the moment!
U10 Person2 Good choice. Do you watch Game of Thrones?
U11 Person1 No, I do not have much time for TV.
U12 Person2 I usually spend my time painting: but, I love the show.

Table 2.3: A Dialogue from the persona-chat corpus. Credited to [Zhang et al.,

2018].

2.1.3.4 Hybrid Approaches

ID Role Utterance

U1 User Hey, I’m so nervous.
U2 XiaoIce What’s the matter? Why are you so nervous?
U3 User My company asked me to participate in the singing competition, with

me as the lead singer.
U4 XiaoIce So are you better at singing now?
U5 User Anyway, at average level of my company.
U6 XiaoIce Not everyone can be a lead singer. You are so great!
U7 User It’s nice of you saying that
U8 XiaoIce Haha, my idol is a lead singer in a band.
U9 User Your idol? Who’s that?
U10 XiaoIce Ashin from Mayday.
U11 User Umm...Okay
U12 XiaoIce Never mind, you won’t understand anyway.

Table 2.4: A Dialogue from XiaoIce. Credited to [Zhou et al., 2018]

Rather than relying on a single approach, some approaches apply multiple ap-

proaches by a hybrid system. A popular social chatbot XiaoIce [Zhou et al., 2018], which
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is an engaging social chatbot that has been able to establish long-term relationships with

over 660 million active users since 2014, combines the retrieval-based, generation-based,

and persona-based approaches. It provides high-quality responses on popular topics

by retrieval-based methods and improves the coverage of the responses by also using a

neural response generator. Table 2.4 shows an example dialogue of XiaoIce.

2.1.3.5 Discussion: Rule-Based Approach for Fine-Grained Control

While these approaches seem promising, none of them are theory-grounded,

and they have not been evaluated systematically for their effect on well-being. More-

over, it requires a large scale of data to train an open-domain chatbot by end-to-end

approaches. The promising open-domain chatbot Meena [Adiwardana et al., 2020] is

built on 341GB of text. The multi-task approach GPT-2 [Radford et al., 2019] is pre-

trained on 40GB of internet text. Though GPT-2 requires fewer data to fine-tune for

an empathetic dialogue system, it still needs a large set of dialogue data labeled with

emotion, topic, and action [Zandie and Mahoor, 2020].

We believe that a conversational agent that supports spoken conversational

interaction will facilitate natural conversations, rather than asking the user to type their

conversational contributions, pick a response from a list, or playing therapy lectures from

a screen, which we see as limitations of both WoeBot and Wysa.

Also, we believe that theory-driven, rule-based dialogue strategies that provide

informative reflections and specific recommendations, would allow better interactions in

conversations and improve user well-being. In addition, a well-being agent needs to
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have fine-grained control of system output, which can be challenging for neural models

like EmpTransfo and XiaoIce.

Therefore, our approach adopts rule-based dialogue strategies driven by well-

being theories instead of data-driven and model-driven approaches that require a large

scale of data. Since the approach is rule-based, the quality of conversation will rely on

accurate user affect and activity detection.

2.2 Theories for Reflection and Recommendation

Our work also builds on two well-being applications that are not conversational,

Echo and Emotical [Isaacs et al., 2013, Hollis et al., 2017]. Echo is a smartphone

technology-mediated reflection (TMR) application that is designed to encourage users

to react to daily events as well as to periodically reflect on past events [Isaacs et al.,

2013]. Figure 2.2 depicts the user interface, showing a recording from today, as well

as prompts to reflect on events from the past. Echo initiates user-written reactions to

daily events, called recordings, as well as subsequent reflections on those events at

points in the future [Isaacs et al., 2013].4 Each reaction is labeled at the time of recording

or reflection by the user, the first-person experiencer, with a happiness rating from 1

and 9. Note that all users’ posts and ratings are private, distinguishing this corpus

from public sources like LiveJournal, where the content of posts might be influenced by

considerations of self-presentation.

4The ECHO corpus is not publicly available because of the ethical agreement with ECHO users. To
protect users’ privacy, the uploaded images are not stored for analysis.
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Figure 2.2: Screenshot of the Echo Interface

Echo has been deployed with 134 users, in three different experiments on well-

being [Konrad et al., 2016a, Konrad et al., 2016b], and a number of studies on well-being

have been carried out. The studies [Langston, 1994, Gable et al., 2004, Reis et al., 2010]

find that people tend to share positive activities, which will improve their positive feel-

ings. The studies [Isaacs et al., 2013, Hollis et al., 2017] find that echoing peoples’

activities, either positive or negative, could improve their well-being. Moverover, the

study of MoodAdaptor [Hollis et al., 2017] find that Technology Mediated Reflection

(TMR) regulates emotion; when participants reflected on memories with valences oppo-

site to their current mood, their mood became more neutral. We build on this previous

work in echo by designing dialogue strategies for WellBe that aim to reflect on the user
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activities, and encourage users to further reflect on their own activities.

Figure 2.3: Screenshot of the Emotical

EmotiCal [Hollis et al., 2017] is another TMR application on the web and

smartphone. EmotiCal is based on the goal of making recommendations to users of ac-

tivities that they can engage in that will improve their well-being. Like echo, EmotiCal

records user activities as well as affects, then suggests future activity plans. Experiments

with EmotiCal show that reflection technologies help people better understand them-

selves and improve future well-being. However EmotiCal requires the user to explicitly

enter three types of information before it can make a recommendation: (1) the user must

specify their current affect (mood) on a scale of −3 (Very Negative) to 3 (Very Positive);

(2) the user must classify their recent activities into a set of activity types, such as work,

social, and health; and (3) recommending future activities depends on a user-specified

profile of favorite activities and user history. Below, we describe how we use the user
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utterances collected with these systems for training our classifiers. Figure 2.3 depicts

the EmotiCal user interfaces.

Our overall design of WellBe is inspired by these studies on echo and Emoti-

cal. We posit that a simple version of WellBe that can reflect and acknowledge people’s

positive/negative activities could improve well-being. We attempt to make these re-

flections conversational by providing useful information about the activities instead of

repeating user activities. Like Emotical, we also aim for WellBe to suggest activities to

the user to improve well-being. For instance, as shown in utterance U15 in Table 1.1, it

may suggest that the user connects with family or friends, an activity that would be of

the category social in Emotical. Thus while our general model of well-being interaction

for WellBe parallels that for Emotical in many ways, we aim to automate both user

affect classification and user activity type recognition, and we aim to interact with the

user conversationally, rather than through typing on a smartphone.

2.3 User Affect Recognition

Here, we use the term affect to reference the protagonist-centered notion of

opinion. Being able to reliably predict the affect a person may feel towards events they

encounter has a range of potential applications, including monitoring mood and mental

health [Isaacs et al., 2013] and getting conversational assistants to respond appropri-

ately [Bowden et al., 2017]. A central obstacle to reliable affect prediction is that that

people tend not to explicitly flag their affective state, by saying I am happy. Large-scale
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sentiment dictionaries focus on compiling lexical items that bear a consistent affect all

on their own [Wiebe et al., 2004].

Recent work has attempted to build new sentiment resources and dictionaries

that go beyond these word level resources [Goyal et al., 2010, Balahur et al., 2012, Choi

and Wiebe, 2014, Ruppenhofer and Brandes, 2015]. This more recent work, including

our own, recognizes that people tend to describe situations, such as My friend bought

me flowers, or I got a parking ticket, from which other humans can readily infer their

implicit affective reactions [Ding and Riloff, 2016, Reed et al., 2017].

2.3.1 Lexical Patterns for User Affect Recognition

X Y Ehve Elck Example

+ + + - I have a new kitten.

+ - - + I got a parking ticket.

- + - + My rival got a prize.

- - + - My rival got a reprimand.

X have/lack Y

Table 2.5: Functions for verbs of possession.

One approach aims to model the user’s affect to an event compositionally,

e.g. [Anand and Reschke, 2010] (A&R) proposed that the affect a lexical predicate

communicates should be modeled as an n-ary function, taking as inputs the affect that

the user bears towards each participant. Table 2.5 contains A&R’s functions for verbs of
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possession: a state in which X has Y or X lacks Y does not convey a clear affect unless

we know what the user thinks of both X and Y . If the user has positive affect toward

both X and Y (Row 1), then we infer that her attitude toward the event is positive, but

if either is negative, then we infer that the user is negative toward the event. Similarly,

[Rashkin et al., 2015] represent the typical affect communicated by particular predicates

via connotation frames. Here we are finding the internal sentiment of the user, or, as

Rashkin et al. refer to it, the “mental state” of the user.

Another approach to this problem aims to directly learn units larger than a

lexical item that reliably bear some marker of polarity or emotion [Goyal et al., 2010, Mo-

hammad et al., 2013, Reckman et al., 2013, Vu et al., 2014, Li et al., 2014, Russo et al.,

2015, Ding and Riloff, 2016]. In our work, described in Section 4.1.3, we examine learn-

ing activity patterns bottom up from our training data. The work that is most similar

to our own is that reported by Ding & Riloff [Ding and Riloff, 2016] who present a new

database called AffectEventDB. This database consists of a set of patterns composed

of verbs and their top level arguments that were learned automatically from a large

corpus of blogs. Like our work, this learning process focuses on first-person sentences

in the blogs. AffectEventDB provides an interface where patterns can be entered, and

the interface returns a probability distribution that the events matching the pattern are

positive, negative or neutral. In pilot work, we investigated using AffectEventDB to im-

prove affect classification on the First-Person sentiment corpus described in Chapter 3,

and found it difficult to match the AffectEventDB event descriptions, or to gain any

improvement in affect classification.
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2.3.2 Off-the-shelf Sentiment Tool for User Affect Recognition

Figure 2.4: The Recursive Neural Tensor Network. Credited to [Socher et al., 2013].

The well-known off-the-shelf sentiment tool Stanford Sentiment 3.8 [Socher

et al., 2013, Manning et al., 2014] is build on compositional structure. It is an RNN

model trained on Stanford Sentiment Treebank, which includes 11855 single sentences

of movie reviews and 215154 unique phrases with five sentiment labels. Such model is

supposed to identify sentiment on compositional semantic patterns (Figure 2.4). How-

ever, it might not be able to predict phrases it hasn’t seen, for example, “I lost weight

successfully.” is labeled as Negative. Also, it fails to recognize the negation, for exam-

ple, “not happy” is predicted as Positive, and “I’m not happy” is predicted as Neutral.

Therefore, Stanford Sentiment is not generalized across different corpora that are not

movie reviews.5 We try to improve it in Section 4.1.3 by adding additional phrases and

5http://nlp.town/blog/off-the-shelf-sentiment-analysis/
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retrained the model, yet it doesn’t improve the classifier.

Since the performances of the off-the-shelf sentiment tools vary across corpora,6

we will develop accurate user affect classifier to recognize the implicit user affect in

common daily events in Chapter 4.

2.4 Ontology of User Activity Types

Another challenge we need to resolve is to find the ontology of user activity

types that trigger similar user affect. Lewinsohn had collected 320 typical happy (Pos-

itive Events) and 320 sad events (Unpleasant events) [MacPhillamy and Lewinsohn,

1976, Lewinsohn et al., 1976, MacPhillamy and Lewinsohn, 1982] by repeatedly asking

human subjects to list events and then examining the types of events that are repeatedly

mentioned, and generalizing them. The Positive Events schedule includes activities that

people enjoy, such as recalling and discussing past events, or having meals with friends

and family. The Negative Events schedule includes activities such as disliking being

expected to take on more work, or being alone. The benefits of this framework is that

it’s very detailed and that it has been clinically tested as a therapeutic tool. However,

we would prefer an activity type classification that is more abstract, and it is unclear

what might be the most useful ontology of user activity types.

6http://nlp.town/blog/off-the-shelf-sentiment-analysis/
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2.4.1 Well-Being Theories for Activity Categories

In our own work, reported in Section 5.2, we explore an unsupervised way

to define an ontology of activity types based on a combination of different theories of

well-being.

Different theories posit different sources for feelings of well-being and happi-

ness. Appraisal theory grounds our emotional responses in our goals and desires and

their fulfillment, or lack of fulfillment [Scherer et al., 2001, Scherer et al., 1986, Ortony

et al., 1990].

There are significant critiques of the adaptive goal-based account espoused

in Appraisal theory. Appraisal theory focuses on short-term personal goals, but Eudai-

monic psychologists instead focus on what determines long-term happiness. Eudaimonic

theorists suggest that certain fundamental psychological needs have to be satisfied for

people to experience sustained positive long-term emotions. Self-Determination the-

ory posits that the basis for well-being rests on our assessments of our competence,

connection, and autonomy [Bandura, 1977, Ryan and Deci, 2000, Deci and Ryan,

2010].

In addition, there is strong evidence from savouring theory [Bryant et al.,

2011, Jose et al., 2012] arguing that people often experience highly positive or negative

emotions arising from situations that aren’t directly goal-related, and that relate more

directly to basic drives [Maslow, 1943, Elson, 2012]. For example, experiences such as

eating, experiencing nature, romance and physical exercise tend to engender positive
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emotions, whereas pain, discomfort and inactivity have the opposite effects, and these

are documented in results from happiness surveys [Kahneman et al., 2004, Seligman

et al., 2006]. Thus while experiences such as eating may serve the survival goal of

preventing starvation, avoiding starvation is unlikely to be a direct personal goal every

time we eat, suggesting that such experiences are not explained by Appraisal theory.

Similar arguments have been made by Lewinsohn and colleagues who have shown that

encouraging people to engage in certain simple activities (shopping, mowing the lawn,

driving, personal hygiene) have quite predictable effects on mood without engaging

significant personal goals [Lewinsohn and Amenson, 1978, MacPhillamy and Lewinsohn,

1982, Lewinsohn et al., 1985].

Section 5.1 suggests ways of defining well-being categories for activities in order

to ground the linguistic descriptions of events that users experience in theories of well-

being. We then examine the extent to which different theoretical accounts can explain

the variance in the happiness scores, in order to better understand the relation between

the user activity types, theories of well-being, and user affect.

2.4.2 Topic-based Activity Types

Some approaches define the activity types by observing the topics that has

the best coverage in data. The HappyDB corpus comes [Asai et al., 2018, Chhaya

et al., 2019] annotated with two different types of annotations that can be considered

activity types. One type of annotation is a binary annotation for two categories: social

and agency. The other annotation is more topic-based and consists of 15 categories,
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called concepts that are claimed to have psychological significance. The annotation

guidelines allows multiple labels on each token. The concepts include Family, Food,

Career, Entertainment, Shopping, Education, Romance, Exercise, Vacation, Animals,

Conversation, Party, Weather, Technology, and Religion.

ID Role Utterance

U1 Speaker1 So Dick, how about getting some coffee for tonight?
U2 Speaker2 Coffee? I don’t honestly like that kind of stuff.
U3 Speaker1 Come on, you can at least try a little , besides your cigarette.
U4 Speaker2 What’s wrong with that? Cigarette is the thing I go crazy for.
U5 Speaker1 Not for me, Dick.

Table 2.6: Examples dialogue labeled as Ordinary Life in DailyDialog.

A similar approach is reported and applied to the DailyDialog corpus [Li

et al., 2017], which includes 10 topics such as Relationship, Ordinary Life, Work,

Tourism, Attitude & Emotion, School Life, Finance, Health, Politics, Culture & Ed-

ucation. The majority of topic categories in DailyDialog are Relationship (33.3%),

Ordinary Life (28.3%), and Work (14.5%). While this seems relevant to our work,

nevertheless, the label is annotated on dialogue level while we need utterance level an-

notations. For instance, the whole conversation in Table 2.6 is labeled as Ordinary Life.

Also, Ordinary Life is too vague to be used for activity recommendation.

We apply the HappyDB corpus in our study since it provides coarser-grained

topics for daily events comparing to Lewinsohn’s 640 activity types. In Section 5.3, we

report experiments testing whether we can train accurate classifiers for these categories

in HappyDB corpus.
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2.4.3 Theory-based Activity Types

Some studies define a number of categories for affective events from a combi-

nation of theory and observation of the data. Based on Maslow’s Hierarchy of Needs

[Maslow et al., 1970, Max-Neef et al., 1991] and Fundamental Human Needs, Ding and

Riloff [Ding and Riloff, 2018] define 7 types of human needs for affective events to explain

people’s motivations, desires, and overall well-being. They represent event representa-

tion with four components: <Agent, Predicate, Theme, PP> and annotate the events

with the 7 Fundamental Human Needs by keyword mappings of the LIWC [Tausczik

and Pennebaker, 2010] dictionary. Since it requires preprocessing the events and the

information of the activities can be lost during extraction, we have not tested in detail

whether this activity type categorization might be useful for our purposes.

Another approach defines the activity types depending on previous work for

well-being. EmotiCal [Hollis et al., 2017] applies the activity categories identified by

previous work for well-being [Konrad et al., 2016a]. These activity types are Food, Sleep,

Exercise, Work, Leisure, Social Activity and Social Company. Though EmotiCal allows

users to custom new activity types, it doesn’t create meaningful activity types. As the

activity types of EmotiCal are aligned with the theoretical work, we investigate building

an accurate activity classifier with these categories in Section 5.4.

One limitation of all the activity type taxonomies discussed above is that none

of them have been applied or tested across multiple corpora. Then we present results

using the taxonomy for HappyDB in Section 5.3, and EmotiCal in Section 5.4.
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2.5 Behavior and Recommendations

We also build on the COM-B theoretical framework to design rules for making

behavioral recommendations to the user [Michie et al., 2011]. The COM-B framework

posits that human behavior is determined by Capability, Opportunity, and Motivation.

Capability is defined as psychological and physical capacity with the necessary knowl-

edge and skills. Opportunity includes all the external factors, which can be divided into

physical opportunity and social opportunity, that makes a behavior possible. Motiva-

tion includes habitual processes, emotional responding, and analytical decision-making.

We describe in Chapter 6 how our dialogue strategies build on this previous work.

Figure 2.5: The Behaviour Change Wheel. Credited to [Michie et al., 2011].

According to the Behaviour Change Technique [Michie and West, 2014], once
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we identify the behavior component of the COM-B system, we can search for inter-

vention functions to make recommendations (Figure 2.5). We only consider a subset

of intervention functions that can be used by our dialogue system, so we can apply

“Education” to Capacity failure by providing more knowledge to the user; “Modeling”

to Opportunity failure by providing a model for the user to imitate; and “Persuasion”

to Motivation failure by communication with the user to induce feelings or stimulate

action. However, “Modeling” and “Persuasion” require further classification of the user

behavior, which goes beyond the scope of this thesis. For that reason, we introduce

general rules for recommendations, and explore empirically user reactions to different

types of recommendations as described in Chapter 6.

2.6 Discussion

To summarize, we aim to understand the user affect and their activities to give

empathetic responses with reflection or recommendations accordingly. After overview

the scripted theory-driven applications and the state-of-the-art data-driven or model-

driven approaches that are built on a large scale of data in Section 2.1, we decide to

apply a rule-based theory-driven strategy to build an engaging and theory-grounded

conversational agent for well-being with a relatively small amount of data.

Thus, in Section 2.2, we introduce theoretical work for reflection and recom-

mendation to improve well-being. However, to implement these theoretical work in a

rule-based dialogue system require high accuracy user affect and activity classifiers. As
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discussed in Section 2.3, the user affect can be implied by the compositional patterns in

daily events, nevertheless, the off-the-shelf sentiment tool might not meet our require-

ments, which is also proved in Section 4.1.3, so we investigate building an accurate user

affect classifier in Chapter 4. In Section 2.4, we notice different ontology can be applied

to activity types, we thus explore both unsupervised methods for well-being categories,

as well as supervised learning with topic-based or theory-based activity types in Chap-

ter 5. In Section 2.5, we introduce theoretical work for behavioral recommendations

to improve well-being, yet this work is non-conversational, we then explore the best

dialogue strategies that are aligned with the theories in Chapter 6.
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Chapter 3

Corpora

In this chapter, we describe the corpora which we have assembled for training

models to classify user affect and activity types, since we use them in multiple places in

the rest of this proposal. Two of these corpora, First Person Sentiment Corpus (FPS)

[Reed et al., 2017] and Happy/Sad DB (HS) [Mihalcea and Liu, 2006], are collected

from public blogs. Two of them are collected from well-being applications called Echo

[Isaacs et al., 2013] and EmotiCal [Hollis et al., 2017]. One of them (HappyDB) is

collected via a HIT on Amazon Mechanical Turk, [Asai et al., 2018]. Echo, EmotiCal

and HappyDB are private, and thus contain more descriptions of private states. The two

corpora harvested from public blogs tend to focus on sharing with readers, and include

informal language, emoji, and second-person pronouns. We believe that it will be useful

to have models that can make good predictions across all these corpora because the user

affect and activity might be general across these corpora and the users of our well-being

conversational agent might have very different speaking styles.
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During our experiments, we also find that the models that are trained at the

sentence-level tend to not work as well, partly because the original source was often

at a post level. Therefore, while we train models at the sentence-level for our early

experiments, we focus on models for classifying at the post-level in our later experiments.

More details are shown at Section 4.2.1.

3.1 Public Blog: First Person Sentiment Corpus (FPS)

We start with a set of first-person narratives (weblogs) drawn from the Spinn3r

corpus, that cover a wide range of topics [Burton et al., 2009, Gordon and Swanson,

2009]. To reduce noise, we restrict the blogs to those from well-known blogging sites

[Ding and Riloff, 2016], and select 15,466 stories whose length ranges from 225 to 375

words. We hand-annotate a set of 477 positive and 440 negative stories, and use these

to bootstrap [Reed et al., 2017] a larger set of 1,420 negative and 2,288 positive stories.

Since state of the art sentiment tools operate at the sentence level, we split

the story into sentences and copy down the story label to its sentences, assuming that a

multi-sentence story can be labeled as a whole as positive or negative, and that each of

its sentences inherit this polarity. This means we can learn the polarity of events in such

narratives from their (noisy) inherited polarity without labeling individual sentences.

Some examples of the sentences in the FPS Corpus are shown at Table 3.1.

However, we need clean annotations to evaluate the models, thus, we create

the test set by selecting 4k random first-person sentences and getting them annotated
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Affect Example

POS We had a marvelous visit and drank coffee and ate home- made chocolate chip cookies.

POS Now, I could swim both froggy and free style swimming!!

NEG But last week, he said that he doesn’t know if he has the same feelings for me anymore.

NEG I didn’t want to lose him.

Table 3.1: Sentence Examples in FPS

on Mechanical Turk. A sentence is defined as a first-person sentence, if it either contain

an explicit first person marker, i.e. we or my, or it starts with either a progressive

verb e.g. going home today or pleonastic it, e.g. It was hard not to cry. To collect

gold labels, we designed a qualifier and a HIT for Mechanical Turk, and put the 4K

selected sentence out for annotation by 5 Turkers, who label each instance as positive,

negative, or neutral. To ensure the high quality of the test set, we select sentences that

were labeled consistently positive or negative by 4 or 5 Turkers. We collected 1,266

positive and 1,440 negative sentences for the test set and 498 positive and 754 negative

sentences for the dev set. The 4k test and dev sentences are available for download at

https://nlds.soe.ucsc.edu/first-person-sentiment.

3.2 Public Blog: Happy/Sad DB (HS)

The Happy/Sad DB (HS) [Mihalcea and Liu, 2006] is collected from the public

blog LiveJournal. The corpus includes 10000 posts, where half of the posts are positive

and half negative. The affect labels on this corpus were provided by the blogger, i.e.
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either happy or sad. During data preprocessing, the SGML tags are removed, and

posts are kept whose length is between 100-8000 characters. We further filter out the

HTML tags as well as the website links. Two examples from [Mihalcea and Liu, 2006]

are displayed in Table 3.2.

Affect Example

POS Well kids, I had an awesome birthday thanks to you. =D Just wanted to so thank you

for coming and thanks for the gifts and junk. =) I have many pictures and I will post

them later. hearts

NEG Home alone for too many hours, all week long ... screaming child, headache, tears that

just won’t let themselves loose.

Table 3.2: Post Examples in HS

The source of this corpus is very similar to the First-Person sentiment corpus,

but we leave the data at the post-level rather than creating a sentence level corpus as

we did with the First-Person sentiment corpus. Because the affect labels on this corpus

were provided by the blogger, we use this corpus to replace the First-Person sentiment

corpus in some of our experiments.

3.3 Private State: Echo

We described the Echo application in Chapter 2. Echo: The total corpus

consists of 10354 posts, where 7573 are recordings and 2781 are reflections, with
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a happiness rating ranged from 1 and 9. 1 While the corpus could be considered

relatively small, these posts provide a window onto users’ private thoughts as opposed

to what users are willing to make public on social media. In addition, the annotations

for happiness are provided by the user, the first-person experiencer, and not by a third

party. When we work with this corpus, we create a binary classification of affect into

Action Affect Example

Recording NEG I have to clean the kitchen since it’s my chore this week, but I really don’t want

to do it!

Reflection POS I’m glad I did it!! The kitchen was clean and I watched the kardashians while

doing it!

Recording POS I am having a lovely lunch with my two friends. We are eating at Pacific Thai.

Tom yuumm!!

Reflection NEG I miss hanging out with friends, I’ve been so busy lately.

Table 3.3: recording and reflection of Echo

simply positive and negative. We map happiness scores between [1, 4] to negative, and

scores between [6, 9] to positive. For posts labeled 5 by the experiencer, we categorize

it as negative if its reflection score decreases to lower than 5, and positive if its

reflection score increases. We label the rest of the 5s as neutral, and leave them

aside. We then have 5997 positive posts and 3573 negative posts.

Table 3.3 shows a recording and reflection from two users, after binning

the happiness ratings into positive and negative. We leave 26% of the data untouched

1The ECHO corpus is not publicly available because of the ethical agreement with ECHO users. To
protect users’ privacy, the uploaded images are not stored for analysis.
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for future study, then we randomly select around 77% of the rest of the data (7092

posts) as the training set, so we have 5572 posts in the training set and 1520 posts in

the testing set. We use these data split for most of our experiments. If we use a different

split, we will mention it in the experiment. Though Echo doesn’t include activity types,

we explore the semi-supervised learning with this data set and study whether we can

build a generalized model for cross-corpora prediction.

3.4 Private State: HappyDB (HD)

HappyDB (HD): [Asai et al., 2018] is collected by asking an Amazon Me-

chanical Turk worker to write down a happy moment in one sentence. It was further

annotated with two binary labels: agency and social, and a multi-label concepts with 15

types. We map the concepts label into activity types: food to Food; exercise to Exercise;

career and education to Work; entertainment, shopping, vacation, party, and weather to

Leisure; and family, conversation, romance, and religion to Social Company. We remove

technology type since it’s not clear which activity type it should belong to. The total

number of remaining posts are 10478. The overall probability of P(agency=yes) is 0.74

and P(social=yes) is 0.53. The distribution of the concept labels is shown in Figure 3.1.

Randomly split around 77% of the data into the training set and testing set,

we have 8057 posts in the training set and 2421 posts in the testing set. As this corpus

only contains data for the positive user affect, it cannot be used for the prediction of

user affect. However, we use it to investigate whether we could build models to learn
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Figure 3.1: The frequency of concepts is ordered from highest to lowest from left to

right. For example, The most common concept is Family with 2504 examples and the

least common concepts is Religion with 193 examples.

activity types across corpora.

This corpus only has data for the positive user affect and activity types, thus

it cannot be used for user affect prediction. However, we use it to investigate whether

we could build general models to learn activity types in Section 5.3, and we whether we

can use it to investigate whether we could build models to learn activity types across

corpora in Section 5.4.

3.5 Private State: EmotiCal

EmotiCal: Similar to Echo Corpus, EmotiCal [Hollis et al., 2017] includes

both reflections and additional activity types. These activity types are Food, Sleep,

49



Affect Agency Social Concepts Example

POS True False exercise, weather The rain stopped and beautiful sunlight appeared so I

went for a walk and took some photographs.

POS False True education, family I was happy when my son got 90% marks in his exam-

ination.

POS True True food I hung out with a close friend last night and had dinner

and drinks with him.

POS False False career In the last 24 hours receiving my raise at work made

me very happy.

Table 3.4: Examples in HappyDB

Affect Activity Example

POS Food, Sleep I ate well and had a nap

NEG Work Homework and classes drain my energy.

Table 3.5: Post Examples in EmotiCal

Exercise Food Leisure Sleep Social Company Work

888 1749 1910 1833 2856 1806

Table 3.6: Distribution of Activity Types in EmotiCal.

Exercise, Work, Leisure, Social Activity and Social Company. EmotiCal allows users to

input activity types. We remove the unnamed custom types and merge the redundant

ones. Also, we merge the Social Company and Social Activity into Social Company. Then

we have six activity types: Food, Sleep, Exercise, Work, Leisure, and Social Company.
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We label the mood with score > 0 as positive user affect, score < 0 as negative user

affect, and the score = 0 as neutral. The corpus includes 5559 posts after filtering

activity types and removing neutral moods. Examples are illustrated in Table 3.5.

The data is imbalanced for user affect for there are 4038 positive posts and 925 negative

posts. Table 3.6 also shows the distribution for activities. Similar to Echo, we randomly

split around 77% of the data into the training set and testing set. Then we have 4188

posts in the training set and 1371 posts in the testing set.

3.6 Experimental Overview

The public corpora FPS and HS contain sentences and posts from informal

first-person narratives which provide a rich resource for computational modeling

of how people feel about the events they report on. We believe that these public corpora

contain similar event patterns for the daily activities that a user would share in their

conversation. However, people are likely to share multiple feelings and activities in

one long public post with informal textual language, and some people might hide their

true feelings. Hence, we consider that the private corpora Echo, HD, and EmotiCal a

better resource to understand the users’ internal mental state and emotional activities.

In the following experiments, we use the public corpora mainly for testing the robust

approaches, and looking for common activity patterns, while we use the private corpora

mainly for building accurate classifiers.

In more detail, we utilize these corpora for different purposes. When we in-

51



vestigate how to build an accurate user affect classifier in Chapter 4, we first use the

public blog FPS to observe the implicit user affect associated with the activity patterns,

and find that the off-the-shelf sentiment tools are not perfect for user affect prediction

across corpora. As a result, we conduct two sets of experiments with deep learning

approaches. Firstly, we do the experiments across public corpora FPS and HS, and

the private corpus Echo in Section 4.2.3 in order to find the robust approaches across

corpora. Secondly, we utilize these robust approaches across private corpora Echo and

EmotiCal in Section 4.2.4 to build accurate user affect classifier.

Then we investigate building the user activity classifier in Chapter 5. In Sec-

tion 5.1, we examine the activity patterns in the form of syntactic patterns across public

blog FPS, private Echo and HD, and we observe that the common syntactic patterns

are associated with the user affect and well-being categories. However, the syntactic

patterns are at a fairly fine level of granularity. Hence, we explore well-being theories

to identify coarser-grained activity categories with unsupervised semantic methods for

Echo in Section 5.2. The results show interesting associations between the well-being

categories and the user affect, nevertheless, it needs improvements before applying to

activity categories identification. The other set of experiments utilize supervised and

semi-supervised learning with labeled activity types. We don’t use public corpora in

these experiments because the blog data doesn’t include the activity labels and it can

contain multiple user feelings and activities in the long post, whereas, the private state

data usually contains a concise description of daily activity annotated with mood and

it’s much similar to the user input in a dialogue system. In Section 5.3 we intend to
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build general models for topic-based activity type with deep learning approaches on HD.

The model provides decent performances, yet HD includes only positive user affect, and

the activity types are not related to well-being theories. Therefore, in Section 5.4, We

apply the theory-based activity ontology of EmotiCal to train our activity type classi-

fier. Since EmotiCal is a small dataset, we include more data from Echo and HD, and

evaluate the model across corpora.
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Part II

User Affect and User Activity

Type Prediction
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Chapter 4

User Affect Classifier

One of our primary hypotheses is that a high accuracy user affect classifier

is required to build an effective well-being conversational agent. As mentioned in Sec-

tion 2.3, it’s common for people to talk about daily events with implicit user affect from

which other people can easily infer the positive and negative user affects, and yet the

off-the-shelf sentiment tools tend to neglect them as neutral affects.

In Section 4.1, we extract the implicit affective events with lexico-functional

linguistic patterns that separate the positive and negative user affect. Then we test the

performances of the recent sentiment tools and attempt to improve their performance by

these affective linguistic patterns. Still, the results show that the off-the-shelf sentiment

tools aren’t good enough for user affect classification, owing to the fact that these

sentiment tools don’t generalize well across corpora.

We thus explore the deep learning approaches to find the generalized ap-

proaches and build an accurate user affect classifier across corpora in Section 4.2. Firstly,
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we do the experiments across public corpora FPS and HS, and the private corpus Echo

in Section 4.2.3, assuming that approaches that are robust across public and private

corpora can learn the general characteristics for user affect prediction. Secondly, we

utilize the approaches that generalize well across corpora to build the best model across

private corpora Echo and EmotiCal in Section 4.2.4. We use private corpora because

they contain concise descriptions of private moods, and the results also confirm that the

combined private corpora can train a better model.

4.1 Implicit Affective Patterns

Across social media, thousands of posts daily take the form of informal first-

person narratives. These narratives provide a rich resource for computational mod-

eling of how people feel about the events they report on. People blogging about their

day tend not to explicitly say I am happy. Instead, they describe situations , such as

My friend bought me flowers, or I got a parking ticket, from which other humans can

readily infer their implicit affective reactions. However, current sentiment dictionaries

are missing much of the information needed to make similar inferences. Therefore, we

attempt to extract the common affective syntactic patterns, to compensate for the miss-

ing information in the current sentiment tools. In Section 4.1.1, we introduce a weakly

supervised syntactic pattern learner, AutoSlog-TS [Riloff, 1996, Riloff and Wiebe, 2003],

to extract compositional patterns that can separate positive and negative user affect in

First-Person Sentiment Corpus. In Section 4.1.2, we explain that these compositional
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semantic patterns can imply user affect and connect with well-being theories. In Sec-

tion 4.1.3, we test the performance of the off-the-shelf sentiment tools and attempt to

improve their performance by adding the syntactic patterns learned by AutoSlog-TS.

Our results show that syntactic patterns learned by AutoSlog-TS can imply user affect

and improve the results of the off-the-shelf sentiment tools. Despite that, the sentiment

tools do not perform well enough for our user affect classifier. The results show that

the first-person affect classification is a challenging task and the recent sentiment tools

don’t generalize well across corpora.

4.1.1 Syntactic Patterns Represent Compositional Event

Informal first-person narratives are a unique resource for computational models

of everyday events and people’s affective reactions to them. For that reason, we use

the FPS which is described in Chapter 3 for our experiments to study the affective

compositional events.

In order to learn the compositional events, we apply the AutoSlog-TS to extract

the syntactic patterns in FP. AutoSlog-TS [Riloff, 1996, Riloff and Wiebe, 2003] is a

weakly supervised pattern learner that operates on training sets that are labeled with

two categories, here positive or negative. AutoSlog uses a set of syntactic templates

to define different types of linguistic expressions. Many of these involve verbs which

define either activities or states. The left-hand side of Table 4.1 lists example pattern

templates and the right-hand side illustrates a specific lexico-syntactic pattern (in bold)
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Row Pattern Template Example Instantiations

1 PassVP Prep <np> Its been over 5 years since she was diagnosed with <Alzheimers> ...

2 <subj> ActVP When it does happen, <I> feel energized because IT IS a special experience
to me.

3 <subj> ActVP Dobj <I> enjoy his efforts lately to make me happier.

4 <subj> ActInfVP Found some some stuff but I AM not sure if <I> want to keep them.

5 <subj> PassInfVP 2 of <my housemates> were supposed to clean on Tuesday and they still
haven’t.

6 <subj> AuxVP Dobj We ate and <We> had a glass of my favorite wine.

7 <subj> AuxVP Adj <All of the colors> are so much more vibrant.

8 ActVP <dobj> Cannot wait to study while eating <this>.

9 InfVP <dobj> Just realized I forgot to turn in <my homework>.

10 ActInfVP <dobj> I really need to start <my hw> sooner...

11 Subj AuxVP <dobj> IT IS the Super Bowl today and THERE IS <a party> at my house.

12 NP Prep <np> Driving in <the rain> is scary.

13 ActVP Prep <np> Almost as if I forgot something terribly important or I messed up
<something> important in my life.

14 PassVP Prep <np> And I feel like I did but just this once I messed up and I might be punished
for <it>.

15 InfVP Prep <np> Felt amazing to be done with <finals>!

16 <possessive> NP <Her> attitude is not working anymore.

Table 4.1: AutoSlog-TS Templates. The words in angle brackets, i.e. < and > are not

part of the final pattern.

that represents an instantiation of each general pattern template.1

AutoSlog-TS computes statistics on the strength of association of each pattern

with each class, i.e. P(positive | p) and P(negative | p), along with the pattern’s

overall frequency. We define three parameters for each class: θf , the frequency with

which a pattern occurs, θp, the probability with which a pattern is associated with the

given class and θn, the number of patterns that must occur in the text for it to be

1The examples are shown as general expressions for readability, but the actual patterns must match
the syntactic constraints associated with the pattern template.

58



labeled. These parameters are tuned on the dev set [Riloff, 1996, Riloff and Wiebe,

2003, Oraby et al., 2015]. We posit that these general pattern templates, if frequent

enough, can serve as activity patterns or compositional events, as long as they are

strongly associated with either the positive or negative class.

The left-hand-side of Table 4.1 shows that the learned patterns can involve

syntactic arguments of the verbal predicate. However, they can also include verb-particle

constructions, such as messed up (Row 13), or verb-head-of-preposition constructions.

In each case though, because these patterns are localized to a verb and only one element,

they can be viewed as schematic activity patterns. AutoSlog simultaneously harvests

both (syntactically constrained) multi-word patterns and more compositionally regular

verb-argument groups at the same time.

Positive Sentences

We had a marvelous visit and drank coffee and ate homemade chocolate chip cookies.

<subj> AuxVp Dobj:POS HAVE VISIT

Now, I could swim both froggy and free style swimming!!

ActVp <dobj>:POS SWIM

Negative Sentences

But last week, he said that he doesn’t know if he has the same feelings for me anymore.

<subj> AuxVp Dobj:POS HAVE FEELINGS

I didn’t want to lose him.

ActInfVp <dobj>:NEG WANT LOSE

Table 4.2: Sentences from the training data of First-Person Sentiment Corpus.

Table 4.2 further illustrates how sentences from the FPS corpus get abstracted
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into an AutoSlog pattern that they instantiate. Below we will discuss the instantiated

patterns in terms of these simpler representations, e.g. HAVE VISIT or HAVE FEELINGS.

4.1.2 Syntactic Patterns Imply User Affect

Here we discuss how the patterns we learned from AutoSlog can supplement

the knowledge encoded in current sentiment classifiers, and in newly evolving sentiment

resources [Goyal et al., 2010, Balahur et al., 2012, Choi and Wiebe, 2014, Ruppenhofer

and Brandes, 2015].

As described in Section 2.3.1, the (A&R) approach [Anand and Reschke, 2010]

models the user’s affect to an event compositionally. Table 2.5 contains A&R’s functions

for verbs of possession: if we know what the user thinks of X and Y , we can infer the

user affect of X has Y or X lacks Y. Inspired by A&R’s framework, our work learns

lexico-functional patterns (patterns involving lexical items or pairs of lexical items in

specific grammatical relations that we show to capture functor-argument relations in

A&R’s sense), about the effects of combining particular arguments with particular verbs

(event types) from first-person narratives.

Our novel observation is that learning these compositional functions is greatly

simplified in the case of first-person affect. People bear positive affect to themselves, so

sentences with first-person elements, e.g. I/we/me, reduce the problem for an approach

like A&R’s to learning the polarity that results from composing the verb with only one

of its arguments, i.e. only Rows 1, 2 in Table 2.5, e.g. “I have a new kitten” and “I got

a parking ticket”, need to be learned for first person subjects. First-person narratives
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are full of such sentences. See Table 4.2. We show that the syntactic patterns in FPS

are often consonant with A&R’s predictions, but are richer, including e.g. many private

state descriptions [Wiebe, 1990, Wiebe et al., 2004].

POS PATTERNS Basic Entailment

HAVE FUN property

HAVE PARTY possession

HEADED FOR location

NEG PATTERNS Basic Entailment

HAVE CANCER property

LOST possession

NOT COME HOME location

NOT GOING KILL existence

Table 4.3: Highly predictable AutoSlog extracted case frames and functional description

More specifically, Tables 4.3 and 4.4 illustrate several learned lexico-functional

patterns for positive events learned by AutoSlog. The patterns shown in Table 4.3 are

predicted by A&R’s framework, some functions of which can be seen in Table 2.5. For

example, we find a range of basic state descriptions (have party, have cancer) whose basic

entailment category is either possessive or property state. Since Ehave is positive for a

first-person subject only if the object is positive, and negative if the object is negative,

we predict that parties are good to possess and that cancer is a bad property to have. In

this way, we can recruit the existing function for have to induce new positive or negative

things to “possess.” In line with A&R’s claims, many events are identified with their

final results: headed for results in being at a desired location, while not coming home
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results in something failing to be at a desired location. We find it a welcome result that

our methods yield patterns that correspond to the A&R classes, thus validating our

suspicion that first-person sentences furnish a simplifying test ground for discovering

functional patterns in the wild.

However, many patterns are not covered by A&R’s general classes, see Ta-

ble 4.4. Looking first at verbs, one major correlation is between positive classes and

public events and negative classes and private states. Verbs extracted from the positive

class tend to be eventive and agentive describing more dynamic activities and interac-

tions, such as played, swim, enjoyed, and danced. Even many positive have uses are

light verbs describing an activity such as have lunch.

Description POS PATTERNS

general activities HAVE DINNER, HAVE WEDDING

competence GOT SEE, WENT WELL

planning HEADED FOR, SET UP

free time HAVE TIME, TIME WITH

social bonding PICTURE OF, OLD FRIENDS

Description NEG PATTERNS

general activities HAVE X-RAY, GET EXAM

knowledge REALIZE, NOT KNOW WHAT

unmet desire WANTS, NEED MONEY

social bonding NOT TRUST

Table 4.4: Highly predictable AutoSlog case frames outside A&R’s functional system

Verbs from the negative class are strikingly different. They are very often sta-

tive, where the author is the experiencer (cognitive subject) of that private state. While
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this state versus event distinction is not one existing computational models of sentiment

or affect discuss explicitly, it replicates a finding that consistently emerges in clinical

psychology, one that is explicitly argued for in cognitive-behavioral accounts of the mood

that particular activities evoke [MacPhillamy and Lewinsohn, 1982, Lewinsohn et al.,

1985, Russo et al., 2015].

In addition, Table 4.4 reveals several novel result state categories associated

with well-being theories. The competence, planning, and unmet desire frames are all

ultimately about goal-fulfillment (or lack thereof). While the competence and unmet

desire cases could be understood as having or lacking something, the planning cases

indicate steps achieved toward a desired end-state. We find that these private state

categories align well with Appraisal theory [Scherer et al., 2001, Scherer et al., 1986,

Ortony et al., 1990] which grounds our emotional responses in our goals and desires and

their fulfillment, or lack of fulfillment. Also, the categories of competence, knowledge,

and social bonding can be associated with the Self-Determination theory [Deci and

Ryan, 2010, Ryan and Deci, 2000, Bandura, 1977] which posits that the basis for well-

being rests on our assessments of our competence, autonomy, and social connection.

While the category of free time sounds related to Hedonic theory [Jose et al., 2012,

Bryant et al., 2011] which grounds happiness in socializing or eating when basic needs

are met. Though these categories show strong relations with well-being theories, some

categories, such as general activities, might contain patterns that belong to multiple

well-being theories, or contrarily, doesn’t belong to any theories.

Previous work on learning affect from eventuality descriptions has largely fo-
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cused on actions. Our results indicate that private state descriptions are another rich

source of evidence. Furthermore, we notice that these syntactic patterns can represent

the affective activities at an interesting level of generalization. As a result, we observe

more syntactic patterns across corpora and examine their association with well-being

theories in Section 5.1.

4.1.3 Experiments with Off-the-shelf Sentiment Tools

Here we test the performance of the off-the-shelf sentiment tools, and attempt

to improve the sentiment tools with the syntactic patterns learned above by using Au-

toSlog (Section 4.1.1). Then, we report results for baseline classifiers with and without

syntactic patterns.

First-Person Sentiment Corpus Dataset: We use the training, dev and test data

partitions for the FPS corpus defined in Chapter 3. There are 46255 positive and 25069

negative sentences for the training set; 498 positive and 754 negative sentences for the

dev set; and 1266 positive and 1440 negative sentences for the test set.

Baseline Classifiers. We first establish results for several baseline classifiers. We

train an SVM classifier from Weka, using default parameters with UniGram features

[Hall et al., 2005]. We also use two off-the-shelf classifiers that are trained on their own

training data. We use Qadir’s version of the NRC-Canada sentiment classifier [Mo-

hammad et al., 2013, Qadir and Riloff, 2014], which was trained for a Sem-Eval shared

task on a set of positive and negative tweets. We also use the Stanford Sentiment

classifier, which was trained on a large corpus of movie reviews [Socher et al., 2013].
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Rows 1-3 of Table 4.5 show the results for the three baselines, in terms of F1 score

for each class and the macro F1. The first thing to note is that none of the baselines

do better than 0.67 F1, which is not high enough accuracy for our purposes. Overall,

Stanford outperforms both NRC and SVM, but misses many cases of positive sentiment,

as shown by the low F1 of 0.54 for the positive class. The NRC classifier also struggles

with the positive class, while the SVM classifier does better with the positive class than

it does with the negative. This suggests that the different classifiers are getting differ-

ent instances of the test set correct, which is one of the motivations for our ensembling

experiments below.

AutoSlog First-Person Sentence Classifier. We then develop a classifier using

AutoSlog-TS. We run AutoSlog over the training corpus, using the dev set to tune the

parameters θf , θp and θn [Riloff, 1996], in order to maximize macro F1 score. Our best

parameters on the dev set for positive is θf=18, θp=0.85 and θn=1 and for negative is

θf=1, θp=0.5 and θn=1. We specify that if the sentence is in both classes we rename

it as neutral. We will refer to this classifier as the AutoSlog classifier. Row 4 of

Table 4.5 shows the results for the AutoSlog classifier. Although AutoSlog itself does

not perform highly, the patterns that it learns can be considered as activity patterns

that are associated with user affect.

Retrained Stanford. The Stanford Sentiment classifier is based on Recursive Neural

Networks, and trained on a compositional Sentiment Treebank, which includes fine-

grained sentiment labels for 215154 phrases from 11855 sentences from movie reviews. It

is claimed that it can accurately predict some compositional semantic affects and handle
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negation. However since it was trained on movie reviews, it is likely to be missing labeled

data for some common phrases in our blogs. Thus we also retrained it (retrained

stanford) on high precision phrases from AutoSlog extracted from our training data

of positive and negative blogs. This provides 67710 additional phrases, including 58972

positive phrases and 8738 negative phrases. The retrained model includes both the

labels from the original Sentiment Treebank and the AutoSlog high precision phrases.

Row 4 of Table 4.5 shows the results for retrained stanford. The F1 scores for

retrained stanford are almost identical to the standard Stanford classifier. This

may be because our data is a small percentage of the entire number of phrases used

in training Stanford. Although retrained stanford prioritizes our phrases, it would

not make sense to remove the original training data.

Row Classifier Pos F1 Neg F1 Macro-F

1 SVM 0.66 0.60 0.64

2 NRC 0.58 0.69 0.64

3 Stanford 0.54 0.73 0.67

4 AutoSlog (ASlog) 0.11 0.68 0.53

5 Retrained Stanford 0.53 0.73 0.67

6 NRC, ASlog 0.60 0.78 0.71

7 Stanford, ASlog 0.55 0.76 0.70

8 NRC, ASlog, Stanford 0.64 0.79 0.74

9 NRC, ASlog, SVM 0.70 0.78 0.75

Table 4.5: Test Set Results

Cascading Classifiers. To test our hypothesis that activity patterns (the lexico-
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functional patterns that AutoSlog learns) aid user affect classification, we implement

cascading classifiers. The cascade classifier has primary and secondary classifiers, and

we invoke the secondary classifiers only if the primary assigns a prediction of neutral to

a test instance, which reflects the lack of sentiment-bearing lexical items. We also have

a cascade classifier with a tertiary classifier, which is invoked in the same fashion as

the secondary classifier after the primary and secondary classifiers have been run. The

cascading classifiers first combine the baseline classifiers (NRC and Stanford), with our

AutoSlog classifier. We do not use SVM as a primary classifier since it has no neutral

label. The results for the cascading experiments are in Rows 6-9 of Table 4.5. Cascading

NRC and AutoSlog provides the best performance, improving both the positive and

negative classes, for a macro F1 of 0.71. This shows that the learned activity-patterns

from AutoSlog are correctly classifying different instances than NRC, and that both

positive and negative classification are improved. Since our best two-classifier cascade

comes from combining NRC and AutoSlog, we also test a cascade that adds Stanford or

SVM. We achieve our best macro F1 of 0.75 for the combination with SVM. However,

we expect better performance for our user affect classifier.

4.1.4 Discussion: Syntactic Patterns Improve Sentiment Prediction

People tend to describe their daily events with implicit user affect. We show

that we can learn the linguistic functions that indicate positive and negative affects for

the first person experiencer, and that they are very different. In first-person descrip-

tions, positive affect is often signaled by active participations in events, while negative
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affect involves private states. Then, we notice that these affective linguistic pattern

can provide some level of generalization for activity representation, and they seem to

associate with well-being categories (in Section 4.1.2). Therefore, we observe patterns

across corpora and examine whether they can provide useful information for activity

ontology in Section 5.1

We also show that the recent sentiment classifiers don’t perform well for the

affect classification, for the highest F1 score is only 0.67. But their performance can

be enhanced by augmenting with the above lexico-functional linguistic patterns. By

adding our AutoSlog classifier’s results to existing classifiers we were able to improve

from a baseline 0.67 to 0.75 Macro F1 with a cascading classifier of NRC, AutoSlog, and

SVM. Still, these off-the-shelf sentiment tools do not perform well enough for the user

affect prediction task. These results show that the first-person affect classification is a

challenging task and the recent sentiment tools don’t generalize well across corpora. As

a result, we explore deep learning methods to find a generalized approach for a better

user affect classifier in the following Section 4.2.

4.2 Deep Learning Approaches for User Affect Prediction

As off-the-shelf sentiment tools do not perform well enough for the user affect

prediction, we explore deep learning approaches in this section. Firstly, we describe the

different characteristics between public and private corpora in Section 4.2.1. Secondly,

we introduce the state-of-the-art deep learning approaches in Section 4.2.2, and train
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the models on public corpus Happy/SadDB (HS) and the private corpus Echo, then

evaluate them across corpora in Section 4.2.3. We find the most generalized approaches

across public and private corpora, then in Section 4.2.4, we apply these approaches to

build the best model across private corpora, Echo and EmotiCal, since they contain

user utterances that are closer to our target use cases for user daily event.

4.2.1 Differences between Public Blog and Private Corpora

So far we have trained and tested models for affect prediction on a single

corpus, but what we need is a robust classifier that works well across many different

types of utterances, with the hope that they will work well for dialogue utterances,

despite being trained on informal textual corpora.

We use three corpora for experiments on the ability of an affect classifier to

generalize across datasets: Echo, First Person Sentiment Corpus (FPS), Happy/SadDB

(HS) (described in Chapter 3). Table 4.6 illustrates some examples from Echo, FPS,

and HS. Note that FPS is at the sentence-level. A post might include mixed user affect,

but it has a major overall affect. Obviously our dialogue behavior depends on getting

the post level affects.

Here we expand our use of the Echo data to a total of 7575 posts. Table 4.7

summarizes the three datasets in terms of their size and their split into training dev

and test sets.

Length Variation Across Corpora. To have a rough idea of how different

these corpora are, we analyze the differences in sentence count, word count, vocabulary
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Data Affect Example

Echo POS I got 100% on my midterm!! So much pain and effort to do well last week has paid off!

Echo NEG Sunday is here and so is the homework load. Time to get working on my paper and

readings.

FPS POS Today I worked a full 8 hours running on 3 hours of sleep, got home and Debbie called

me.

FPS NEG I should have tried a little sensitivity a little understanding a little compromising.

HS POS I m having the BEST time making felted wool balls lately ! Felted balls are great for kids

toys ! Each ball is about the size of an orange and has a bell inside to jingle. Cicely loves

them and Jude does too ! And I love them , too ! Here are a few that I’ve been working

on. I think they re so fun ! And they re such a challenge to see how I can get the fibers

to create different shapes. Sheep jumping over a fence.

HS NEG My grandmother died this morning at the age of 89. She was a wonderful person and she

was always there for me. Although I am deeply saddened by her death I take comfort in

knowing that she went quickly and did not suffer. I will be flying out to San Diego CA

( from Detroit MI ) to attend her funeral. My grandfather is doing well considering he

is also 89 years old and was married to my grandmother for 64 years ! I can t begin to

imagine how it must feel to lose someone after all that time of being with them.

Table 4.6: Examples for each corpus. The FPS corpus is at the sentence level whereas

the others are at the post level.

count, and lexical diversity. Table 4.8 demonstrates the lexical diversity on sentence-

level and Table 4.8 shows the lexical diversity and word count distribution on post level.

The average sentence count for each post in Echo is 2.82 with standard deviation of 1.81.

The maximum sentence count is 41. The sentence length for the whole post in Echo

varies a lot with average word counts equal to 25.32 and standard deviation of 25.99
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Data Dataset # Post Pos Neg # Sent Pos Neg

Train 5572 3491 2081 15111 9802 6209

Echo Dev 478 302 176 1285 780 505

Test 1520 984 536 4075 2493 1582

Train (3388) - - 71324 46255 25069

FPS Dev (139) - - 1252 498 754

Test (296) - - 2706 1266 1440

Train 7272 3706 3566 18047 11031 7016

HS Dev 861 419 442 2240 1404 836

Test 1859 870 989 4849 2886 1963

Table 4.7: Training, development, and test sets for all 3 corpora.

with the maximum word count of 555. As for HS, the average sentence count is 6.06 and

the standard deviation is 7.86; the average word count is 146.79 the standard deviation

is 120.28, and the maximum word count is 659. We can see that the public blog HS

is usually longer than the private micro blog Echo. Besides the length difference, the

language is different in these two corpora, for example, Echo is more private, and the

language is cleaner, while the HS has some intentions of sharing and it contains many

emoji, and second-person pronouns. Below we explore whether it’s possible to train a

model to provide good performance across these different corpora.

lexical diversity =
|vocabulary|
|word|
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Data Sentiment # Word # Vocabulary Lexical Diversity

Echo Positive (8.6, 7.11) (3.36, 2.82) (0.98, 0.07)

Echo Negative (9.77, 8.25) (4.20, 4.89) (0.97, 0.08)

Echo Overall (9.07, 7.62) (3.67, 3.77) (0.98, 0.07)

FPS Positive (13.99, 8.99) (13.04, 7.81) (0.96, 0.06)

FPS Negative (15.57, 9.08) (14.3, 7.67) (0.94, 0.07)

FPS Overall (14.56, 9.06) (13.49, 7.78) (0.95, 0.07)

HS Positive (46.3, 64.95) (34.18, 39.19) (0.88, 0.13)

HS Negative (77.54, 94.19) (51.84, 51.3) (0.82, 0.15)

HS Overall (58.5, 79.17) (41.08, 45.15) (0.86, 0.14)

Table 4.8: Average word count, vocabulary count, and lexical diversity on sentence

level. (mean, standard distribution)

Lexical Diversity of Different User Affect. As we can see from both

Tables, the positive sentences have slightly larger lexical diversity than the negative

sentences in all three corpora, while the negative sentences usually have a bigger vo-

cabulary size. People are likely to write more words to express negative feelings with

fewer repeating words than when they express positive feelings. Perhaps, the positive

events are more common among people, while negative events need more description to

express. Moreover, people might have an intrinsic need to use more words to describe

their negative feeling. Therefore, we expect that the negative affects might be more
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difficult to predict than the positive affects.

Dataset Sentiment # Word # Sent Lexical Diversity

Echo Positive (2.85, 1.43) (2.85, 1.43) (0.98, 0.07)

Echo Negative (32.70, 34.71) (3.29, 2.41) (0.97, 0.08)

Echo Overall (25.32, 25.99) (2.82, 1.81) (0.98, 0.07)

HS Positive (141.55, 117.11) (6.91, 8.24) (0.74, 0.13)

HS Negative (152.03, 123.15) (4.72, 7.03) (0.71, 0.14)

HS Overall (146.79, 120.28) (6.06, 7.86) (0.73, 0.13)

Table 4.9: Average word count, Sentence count, and lexical diversity on post level.

(mean, standard distribution)

Integrated Information over a whole Post. Table 4.10 shows baseline

experiments with SVM (hinge loss, 1-2 Grams) indicating that classification at the post

level outperforms accuracy at the sentence level. The sentence-level F1 score for Echo

is 0.72 and 0.49 for HS, while the post level F1 score for Echo is 0.88 and 0.82 for HS.

Hence, we will do all following experiments at the post level. Since the FPS has only

sentence-level data, we experiment with the Happy/Sad blog data which contains the

full posts. However, since the testing data of the FPS corpus was labeled by Amazon

Mechanical Turk, we use it as test set in Section 4.2.3.
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Sent/Post Dataset Pos F1 Neg F1 Overall F1 Accuracy

Sent Echo 0.82 0.69 0.72 0.77

HS 0.67 0.32 0.49 0.55

FPS 0.65 0.49 0.57 0.59

Post Echo 0.87 0.74 0.80 0.82

HS 0.82 0.82 0.82 0.82

Table 4.10: SVM results at sentence level and post level

4.2.2 Deep Learning Models

Here we apply state-of-the-art deep learning approaches that are potentially

good for user affect prediction after exploring a range of recent models. We also use

some of these models below for activity prediction.

Stanford Sentiment [Socher et al., 2013] is a Recursive Neural Network

Model pre-trained on compositional affective phrases on movie reviews. It’s the most

popular off-the-shelf sentiment tool that claims to be capable of predicting the com-

positional affect. Figure 2.4 illustrated its architecture, while we already showed that

it doesn’t perform well enough in Section 4.1.3, we still use it as a baseline in these

experiments.

Convolutional Neural Network (CNN) [Pennington et al., 2014, Zhang

and Wallace, 2015, Wu et al., 2019] learns the weights for NGram patterns, it might be

able to learn affective event patterns. However, it might not learn contextual information

that is not local to the pattern of interest. After tuning the hyperparameters, we set
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Figure 4.1: A Diagram for the CNN model with region size (2, 3, 4) and filter size 3 for

a single sentence. In some cases, we concatenate extra feature vectors.

them as below: maximum sequence number = 100, filter size = 3, multiple region size =

(2, 3, 4), max pooling size = 1, drop percentage = 0.2, learning rate = 1e-3, batch size

= 32, and epochs = 10. The region size implies a windows size for N-grams. We train

the user affect model with the pre-trained 100 dimension GloVe embedding [Pennington

et al., 2014] on Widepedia2014 and Gigaword5 with 6B tokens. We posit that because

the CNN model can learn the weights of 2-4 Grams (by the CNN Model). Its structure

is shown in Figure 4.1. In some cases, we concatenate extra feature vectors, such as

the syntactic features and the emotional features that are extracted from a sentence to

the univariate vectors, then forward it to the softmax layer for the multi-task output.

Otherwise, the output layer will use the sigmoid function for binary classification.
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Figure 4.2: A Diagram for the ELMo model. Credited to [Devlin et al., 2019].

ELMo FFN [Peters et al., 2018] has been shown to be capable of model-

ing complex syntactic and semantic characteristics of text and learn deep contextual

word embedding by training a deep bidirectional language model on a large text corpus

(sentence-level Billion Word Benchmark [Chelba et al., 2013]) on character level. How-

ever, previous work suggests, that important context can still be forgotten when it is

too distant. Figure 4.2 shows its architecture. We restrict the maximum sequence num-

ber to 100, then utilized the pre-trained small ELMo model (1024/128 LSTM hidden

size/output size), set the trainable flag to be True and add the embedding to a simple

Feed Forward Network (ELMo FFN) with 256 hidden nodes, then make the prediction

by the sigmoid function. The learning rate = 0.001, batch size = 32, epochs = 10.

Hierarchical Attention Network (HAN) [Yang et al., 2016], on the other

hand, have been proposed as a way to keep important information that is distant at

the document level. It trains the model with bidirectional GRU and a hierarchical

attention structure to learn the different weights at both the sentence level and the

post level. Moreover, it can apply the attention weights to visualize the important
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Figure 4.3: A Diagram for the HAN model. Credited to [Yang et al., 2016].

words or sentences, shedding light on finding common patterns. Figure 4.3 cites the

HAN structure. In this experiment, we parse the words with 100 dimension GloVe

embedding, with 30 maximum number of sentences, and 50 maximum words/sentence.

The hyperparameters of HAN include hidden dimension of GRU cell = 50, attention

dimension = 100, learning rate = 0.0005, drop out rate = 0.5, batch size = 64, epochs

= 20.

BERT [Devlin et al., 2019], Bidirectional Encoder Representations from Trans-

formers, can learn the context of words with fully connected self-attentions. It is a
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Figure 4.4: A Diagram for the BERT model. Credited to [Yang et al., 2016].

promising model that connects all the context bidirectionally in all layers with its at-

tention structure. In other words, this model is likely to keep all the important informa-

tion for prediction. Below we describe these approaches and the settings with diagrams.

Figure 4.4 shows its structure. However, The default input for BERT is on the sentence

level, but in the paper of DocBERT [Adhikari et al., 2019], they do experiments on

the document level without changing the structure of BERT. As our pilot studies show

that the most important sentences are usually the first two sentences, and the average

sentence length varies from 10 to 78 for different corpora , we simply input the text

at the post level, cutting the post with max sequence length = 100, to BERT. Though

lacking a hierarchical structure for the post, BERT’s fully connected attention network

should be able to learn the contextual relation between sentences. The learning rate

= 2e-5, batch size = 16, epochs = 3. Note that it’s important to choose the learning

rate as suggested in the paper [Devlin et al., 2019], and the epochs number is small

since the training takes a long time. We utilize the pre-trained uncased base BERT

(12-layer, 768-hidden, 12-heads, 110M parameters), which is trained on document-level

data BooksCorpus (800M words) [Kiros et al., 2015] and English Wikipedia (2,500M
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words), and fine-tune it with our training data.

4.2.3 Best Model across Public and Private Corpora

In these experiments, we evaluate the above deep learning approaches across

public corpus HS and private corpus Echo in order to find approaches that are robust

across corpora. The gold label of the FPS test set, which is described in Chapter 3, can

be used for sentence-level evaluation for public blogs. The train/test splits are the same

as Section 4.2.1.

Model Train Test Pos F1 Neg F1 Overall F1 Accuracy

Stanford Sentiment — Echo 0.64 0.75 0.69 0.70

— HS 0.67 0.46 0.57 0.59

CNN Echo Echo 0.84 0.69 0.77 0.79

HS HS 0.75 0.72 0.74 0.74

Echo + HS Echo + HS 0.78 0.71 0.75 0.75

ELMo FFN Echo Echo 0.86 0.75 0.81 0.82

HS HS 0.77 0.77 0.77 0.77

Echo + HS Echo + HS 0.80 0.78 0.79 0.79

HAN Echo Echo 0.87 0.74 0.80 0.82

HS HS 0.76 0.78 0.77 0.77

Echo + HS Echo + HS 0.81 0.76 0.79 0.79

BERT Echo Echo 0.91 0.84 0.88 0.89

HS HS 0.84 0.85 0.85 0.85

Echo + HS Echo + HS 0.87 0.84 0.85 0.85

Table 4.11: User Affect Prediction within Corpus of Public and Private Corpora.
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Model Train Test Pos F1 Neg F1 Overall F1 Accuracy

SVM

Echo

FPS

0.68 0.72 0.70 0.70

HS 0.62 0.69 0.65 0.66

Echo + HS 0.67 0.72 0.70 0.70

HS
Echo

0.79 0.55 0.67 0.72

Echo + HS 0.87 0.73 0.80 0.82

Echo
HS

0.71 0.75 0.73 0.73

Echo + HS 0.81 0.81 0.81 0.81

Table 4.12: Baseline for User Affect Prediction across Public and Private Corpora.

Best Model within Corpus. Table 4.11 shows the evaluation results for user

affect prediction for both public corpus and private corpus. The Stanford Sentiment

model yields F1 score of 0.69 for Echo and 0.57 for HS. It again shows that the Stanford

Sentiment model, which is trained on movie reviews, doesn’t generalize well to user

affect prediction on both the public and private datasets.

The CNN model is better than the Stanford Sentiment model with F1 score

of 0.77 for Echo and 0.74 for HS. HAN and ELMo, on the other hand, provide similar

results. ELMo yields an F1 score of 0.81 for Echo and 0.77 for HS while HAN yields

0.80 for Echo and 0.77 for HS. As suggested in Section 4.2.2, the CNN model can learn

the weights of NGram patterns but loses context information, while ELMo and HAN

are more likely to retain contextal information. The results show that ELMo and HAN

are better than CNN for user affect prediction. Since the mechanisms and performances

of ELMo and HAN are similar, we only apply the sophisticated ELMo approach in the

next study.
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Finally, the fine-tuned BERT model achieves the best macro F1 score of 0.88

for Echo and 0.85 for HS. When combining the Echo data and HS data, and testing on

their combined test sets, the F1 score is still 0.85. We posit that BERT outperforms

CNN, ELMo, and HAN because it learns the weights for all the context with its full

connected attention. The best performance within-corpus is given by BERT fine-tuned

on the private Echo corpus. Therefore, we predict that the BERT model will be the

most suitable deep learning model for cross-corpora user affect prediction.

Best Model across Corpora. In the second evaluation, we use the trained

models to predict the user affect on test sets that are different from the trained corpus.

Table 4.10 shows the within-corpus result for baseline SVM, the F1 score is 0.8 for

Echo and 0.82 for HS. Table 4.12 shows the baseline results for SVM for cross-corpora

evaluation. When training on the individual datasets, SVM with Echo yields an F1

score of 0.70 for FPS and 0.73 for HS, while SVM with HS yields an F1 score of 0.65 for

FPS and 0.67 for Echo. Table 4.12 shows the results for training on combined Echo and

HS, SVM provides better overall performance: it yields an F1 score of 0.70 for FPS, 0.8

for Echo, and 0.81 for HS. This clearly shows same generalization of the SVM model

across corpora.

Table 4.13 shows the results of the experiments for the deep learning models

across corpora. When training on the individual datasets, CNN with Echo yields an

F1 score of 0.72 for FPS and 0.66 for HS. While CNN with Echo improves the result of

testing FPS from 0.70 to 0.72, the score for testing HS drops from 0.73 to 0.66. CNN

with HS yields an F1 score of 0.64 for FPS and a better score of 0.71 for Echo. When
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Model Train Test Pos F1 Neg F1 Overall F1 Accuracy

CNN

Echo

FPS

0.75 0.70 0.72 0.72

HS 0.61 0.66 0.64 0.64

Echo + HS 0.74 0.70 0.72 0.72

HS
Echo

0.61 0.80 0.71 0.74

Echo + HS 0.68 0.84 0.76 0.78

Echo
HS

0.68 0.63 0.66 0.66

Echo + HS 0.73 0.73 0.73 0.73

ELMo

Echo

FPS

0.74 0.78 0.76 0.77

HS 0.81 0.57 0.69 0.73

Echo + HS 0.76 0.74 0.75 0.75

HS
Echo

0.81 0.57 0.69 0.73

Echo + HS 0.86 0.73 0.80 0.82

Echo
HS

0.61 0.68 0.65 0.65

Echo + HS 0.80 0.73 0.76 0.77

BERT

Echo

FPS

0.84 0.85 0.85 0.85

HS 0.84 0.80 0.82 0.82

Echo + HS 0.82 0.83 0.83 0.83

HS
Echo

0.86 0.75 0.81 0.82

Echo + HS 0.90 0.82 0.86 0.87

Echo
HS

0.77 0.77 0.77 0.77

Echo + HS 0.83 0.85 0.84 0.84

Table 4.13: Evaluation for User Affect Prediction across Public and Private Corpora.

combining the Echo and HS datasets, it yields an F1 score of 0.72 for FPS, 0.76 for

Echo, and 0.73 for HS. It’s surprising the scores for CNN (with Echo + HS) drop from

0.8 to 0.76 for Echo and from 0.8 to 0.73 for HS when compared with SVM. It seems
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that CNN works well with the Echo data, which implies that CNN is sensitive to the

noise in data as the long post data in HS might contain multiple affects. We still use

the CNN model as a baseline model for the deep learning approach because it tends to

learn the basic NGram weights.

When training on the individual datasets, ELMo with Echo yields an F1 score

of 0.76 for FPS and 0.65 for HS. ELMo with HS yields the same F1 score of 0.69

for FPS and Echo. Though ELMo is better than CNN for within-corpus evaluation

in Table 4.10, the overall scores for cross-corpora evaluation of ELMo are worse than

CNN. When combining the Echo and HS datasets, it yields an F1 score of 0.75 for FPS,

0.80 for Echo, and 0.76 for HS, which is slightly better than CNN. It’s interesting that

ELMo provides slightly better results than CNN within corpus (Table 4.10), but the

CNN model provides better scores when evaluating across corpora, which implies that

the language characteristics that are learned by CNN are more general even though the

distant contextual information is missing. Since both ELMo and CNN don’t outperform

SVM while CNN generalizes better than ELMo, we use CNN as the baseline in the

following studies.

The fine-tuned BERT model outperforms the above models dramatically. When

training on the individual datasets, BERT with Echo yields an F1 score of 0.85 for FPS

and 0.77 for HS. BERT with HS yields an F1 score of 0.82 for FPS and 0.81 for Echo.

When combining the Echo and HS datasets, it yields an F1 score of 0.83 for FPS, 0.86

for Echo, and 0.84 for HS. There is no doubt that the BERT model is capable of learning

the shared characteristics of user affect across both public and private corpora.
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4.2.4 Best Model Across Private Corpora

Our aim is to build a general model for user affect prediction that performs

well across our three corpora, with the expectation that it should then generalize well

to user utterances in WellBe. The above experiments in Section 4.2.3 demonstrate that

the CNN model provides a good baseline model, and the BERT model is the best model

across public and private corpora. Here, we train the baseline CNN model and fine-tune

the BERT model on three private datasets: Echo, EmotiCal, and combined Echo and

EmotiCal, and then evaluate the results across these datasets. We believe these private

datasets, which contain short and private descriptions of user’s daily events, are a better

match for our goal of training a user affect classifier for WellBe.

As shown in Chapter 3, we leave 26% of the Echo data untouched for future

study, then we randomly select around 77% of the rest of the data (7092 posts) as the

training set, so we have 5572 posts in the training set and 1520 posts in the testing set.

We also split approximately 77% of the EmotiCal data into the training set and testing

set. Then we have 4188 posts in the training set and 1371 posts in the testing set.

Our experimental results in Table 4.14 show that Stanford Sentiment achieves

a 0.69 F1 for Echo with more success predicting negative sentiment, and achieves 0.62

for EmotiCal with more success predicting positive sentiment. Table 4.14 also presents

a number of different experiments aimed at testing how well a classifier trained on Echo

performs on Emotical and vice versa, and whether combining the datasets in training

improves performance on each of the test sets, thereby showing in effect that there are
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Model Train Test F1 Accuracy
F1

Positive Negative

Stanford Sentiment
— Echo 0.69 0.70 0.64 0.75

— EmotiCal 0.62 0.78 0.87 0.36

CNN

Echo

Echo

0.77 0.79 0.84 0.69

EmotiCal 0.65 0.72 0.81 0.49

Echo + EmotiCal 0.74 0.78 0.84 0.65

Echo

EmotiCal

0.74 0.83 0.89 0.59

EmotiCal 0.69 0.84 0.91 0.48

Echo + EmotiCal 0.74 0.86 0.91 0.57

BERT

Echo

Echo

0.88 0.89 0.91 0.84

EmotiCal 0.82 0.85 0.89 0.75

Echo + EmotiCal 0.87 0.89 0.92 0.83

Echo

EmotiCal

0.85 0.90 0.94 0.76

EmotiCal 0.85 0.91 0.94 0.76

Echo + EmotiCal 0.87 0.92 0.95 0.79

Table 4.14: Model Evaluation for User Affect Prediction across Private Corpora.

similarities across the different private corpora.

We first discuss the CNN model results. Interestingly these results show that

the best model results from training on Echo even when the test set is Emotical. The

Echo trained model achieves an F1 score of 0.77 on the Echo test set, and achieves an

F1 of 0.74 on the EmotiCal test. Combining Echo with Emotical leads to a reduction

in performance when Echo is the test (F1 of 0.74) but the same overall F1 of 0.74 when

tested on EmotiCal.

The best model is clearly the fine-tuned BERT model, shown in the bottom
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part of Table 4.14, which achieves F1 scores as high as 0.88. Here again, the Echo

trained model performs best when tested on Echo (F1 of 0.88). However, interestingly,

the best EmotiCal performance results from training on the combined Emotical and

Echo training sets, with an increase in F1 from 0.85 to 0.87. This shows that the two

corpora must share some expressions of affect in common, that allows the model to make

good use of the combined training data. This result also clearly demonstrates that the

BERT model is superior in being able to make this kind of generalization. On the other

hand, the experiments in Section 4.2.3 show that the F1 score of the BERT model that

is trained on combined Echo and HS drops from 0.88 to 0.86 for within-corpus Echo test,

and drops from 0.85 to 0.84 for within-corpus HS test, implying that the combination of

datasets might improve performance when they share similar characteristics. Therefore,

we use the BERT model with Echo and EmotiCal as the affect classifier in the remainder

of our experiments.

4.3 Discussion

In this Chapter, we build an accurate user affect classifier as a pre-request of

building an effective well-being conversational agent. In Section 4.1, we observe the

user affects are implicit when the user talks about their daily activity. Such implicit

affect can be identified by compositional syntactic patterns, which we consider a good

representation of activity. Also, these patterns can be cluster into categories that are re-

lated to well-being theories. Thus, in Chapter 5, we investigate whether these linguistic

86



patterns can reveal insight into the associations between activity types and well-being

theories.

On the other hand, the off-the-shelf sentiment tool Stanford Sentiment, which

aims to detect compositional affect, yields an F1 score of 0.67 on FPS. This suggests

that it does not generalize for user affect prediction on different corpora.

We develop and test a large number of deep learning approaches with the goal

of building a highly general user affect classifier in Section 4.2. We first explore robust

approaches that generalize well across the public corpus HS and the private corpus Echo

in Section 4.2.3. The results show that the BERT model is superior in being able to

make this kind of generalization with average F1 scores above 0.8 across both public

and private corpora. We then utilize this general approach to build the best model

across private corpora Echo and EmotiCal in Section 4.2.4. We use private corpora

because they contain concise descriptions of daily events associated with user affect,

which we believe are the closet match to the types of user utterances that an agent like

WellBe would need to respond to. The final results demonstrate that the BERT model,

when fine-tuned on the combined private corpora of Echo and EmotiCal, achieves the

best overall performance with the F1 score as high as 0.87. Therefore, we use the

BERT model with Echo and EmotiCal as the affect classifier in the remainder of our

experiments.
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Chapter 5

User Activity Classifier

Remember that one of our primary hypotheses is that we need both a high

accuracy user affect classifier and a high accuracy user activity classifier to build an

effective well-being agent. Another hypothesis is that activity types, at the right level

of granularity, can help us to understand the reasons why a user feels a particular way,

and help a conversational agent make better recommendations of what type of activities

might improve the user’s well-being.

Many possible taxonomies of activity types have been suggested in Section 2.4,

and we observe that compositional syntactic patterns can imply user affect, represent

activity patterns, and connect to well-being theories (in Section 4.1). Hence, we further

examine whether the syntactic activity patterns can be grouped into activity types that

can be grounded in well-being theories, across public corpus FPS, private corpus Echo,

and private corpus HappyDB, which contains potential activity labels (in Section 5.1).

We find that these syntactic patterns are too fine-grained, and also, they do not offer
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total coverage of the data.

Thus, we conclude that we need a coarser-grained taxonomy of activity types

that provide high coverage of the data, that can also be associated with well-being

theories so as to make recommendations. Different theories of well-being posit different

sources for feelings of well-being and happiness. Therefore, in Section 5.2, we define 5

well-being categories that might offer the highest coverage of activities and attempt to

identify these categories automatically by using the semantic frames from FrameNet in

an unsupervised way.

Finally, in Section 5.3, we experiment with supervised learning of the activity

labels of HappyDB that are suggested in Section 2.4.2. However, the topic-based labels

of HappyDB are not linked to the well-being theories directly. In addition, it contains

only positive activities. Thus, in Section 5.4, we utilize the theory-based activity types

from EmotiCal (which is suggested by Section 2.4.3), convert the labels in HappyDB,

apply semi-supervised learning to include more data from Echo, and build the best

model using BERT. Section 5.5 summarizes the results.

5.1 Syntactic Patterns for Activities

In Section 4.1, we mentioned that compositional syntactic patterns, learned

by AutoSlog-TS [Riloff, 1996, Wu et al., 2017], can imply user affect, and provide

some level of generalization for activity representation, and also be associated with

well-being theories (in Section 2.4.1). Here, we again apply the AutoSlog-TS to learn
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typical activity patterns on the FPS corpus in Section 5.1.1, and on the Echo corpus

in Section 5.1.2, as well as on the HappyDB corpus in Section 5.1.3, we then discuss

whether these activity patterns can inform the final activity type ontology that we will

use.

5.1.1 Activity Patterns in First-Person Sentiment Corpus

Description POS PATTERNS

general activities HAVE DINNER, HAVE WEDDING, HAVE FUN, HAVE PARTY

competence GOT SEE, WENT WELL

planning HEADED FOR, SET UP

free time HAVE TIME, TIME WITH

social bonding PICTURE OF, OLD FRIENDS

savouring GREAT WEEKEND

Description NEG PATTERNS

health HAVE X-RAY, GET EXAM, HAVE CANCER

wealth LOST

knowledge REALIZE, NOT KNOW WHAT

unmet desire WANTS, NEED MONEY

social bonding NOT TRUST, NOT COME HOME

Table 5.1: Highly predictable AutoSlog case.

Remember that in Section 4.1.2, we observed that the affective syntactic pat-

terns can provide some level of generalization for activity representation, and they are

different for positive affect and negative affect. Table 5.1 illustrates several highly pre-

dictable activity patterns that are learned by AutoSlog when apply to the FPS corpus
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in Section 4.1. The positive patterns can be grouped as general activities, competence,

planning, free time, social bonding, and savouring. The negative patterns can be grouped

as health, wealth, knowledge, unmet desire, and negative social bonding.

We found that these private state categories align well with well-being theories.

The competence, planning, and unmet desire categories are strong related to Appraisal

theory [Scherer et al., 2001, Scherer et al., 1986, Ortony et al., 1990]. The categories of

competence, knowledge, and social bonding can be associated with Self-Determination

theory [Deci and Ryan, 2010, Ryan and Deci, 2000, Bandura, 1977]. The categories of

free time, and savouring are related to Hedonic theory [Jose et al., 2012, Bryant et al.,

2011]. While Hedonic theory only occurs in the positive categories, both Appraisal

theory and Self-Determination theory cover the positive and negative cases and overlap

with each other in the competence category.

Despite the fact that these activity patterns show a strong relation to well-

being theories, categorizing these categories correctly require linguistic knowledge and

labor-intensive expertise to categorize these patterns correctly. Moreover, the learned

patterns don’t cover all the cases because AutoSlog provides high-precision, but low-

recall, as demonstrated in the previous experiments in Section 4.1. For that reason, in

Section 5.2 we investigate unsupervised methods to identify activity categories grounded

in well-being theories and analyze whether they offer higher coverage.
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Prob Freq Pattern and Text Match Sample Post

Positive Example Patterns

1.00 11 ActVp Prep <NP> (WENT ON) I just went on a hike this is the best thing ever.

1.00 7 <subj> ActVP Dobj (MADE FOOD) Made a German pancake for breakfast.

1.00 7 NP Prep <np> (CATCHING WITH) Catching up with old friends!

1.00 7 ActVP <dobj> (USED) Used the Laurel’s Kitchen Bread Book recipe.

1.00 6 ActVP Prep <np> (GOT OFF) Got off work.

1.00 4 NP Prep <np> (TALK WITH) Having a really nice talk with my aunt.

0.95 18 ActVP <dobj> (FINISHED) Finished my paper.

0.78 39 ActVP <dobj> (TOOK) Took a walk after class and truly enjoyed the outdoors!

0.78 25 <subj> ActVP (ATE) We ate and had a glass of my favorite wine.

0.73 11 InfVP Prep <np> (SPEND WITH) Happy to simply spend time with friends.

Table 5.2: Positive examples of Characteristic Echo Patterns using AutoSlog-TS Tem-

plates. Here we also show their strength of association with each class, and their fre-

quencies.

5.1.2 Activity Patterns in Echo

After examining the activity patterns in the public FPS corpus, we also analyze

the activity patterns for the private corpus Echo, and examine them. Positive patterns

are shown in Table 5.2 and negative patterns are in Table 5.3. The frames show many

specific types of food (cake), and we use a comprehensive list from DBpedia [Lehmann

et al., 2014] to collapse all these to the general type food, allowing us to develop patterns

such as made food.

In Table 5.2 and Table 5.3, one large class includes straightforward lexical

patterns: finished, finish, and finally which are indicative of the competence
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Prob Freq Pattern and Text Match Sample Post

Negative Example Patterns

1.00 9 InfVP <dobj> (AVOID) Better buy ... in smaller packaging to avoid

wasting again.

1.00 8 ActVP <dobj> (USE) All she did was use water and wipe a few corners.

1.00 7 InfVP <dobj> (STOP) I need to stop smoking.

1.00 6 <subj> ActVP Prep <np> (NOT TALK TO) And now my bf is busy and can’t talk to me.

1.00 5 <subj> ActVP Dobj (TEXTED ME) He texted me finally but then he randomly

stopped.

1.00 5 <subj> ActVP (NOT SLEEP) Have to get up early and I can’t sleep.

1.00 4 ActVP <dobj> (NOT FIND) I did not find the time to finish my homework.

0.82 14 <subj> ActVP (REALIZED) I JUST realized that I have to go tomorrow.

0.81 13 <subj> ActVP (TAKE) Since I take around 35 minutes to get ready, I

missed ...

0.80 20 ActVP <dobj> (TOLD) Told my mom about my grades.

Table 5.3: Negative examples of Characteristic Echo Patterns using AutoSlog-TS Tem-

plates.

category, key feature of both Appraisal theory and Self-Determination theory. Verbal

patterns with eat and ate indicate Hedonic theory, with not eat reliably marking

negative sentences.

Autoslog also discovers many patterns syntactically linking content (nouns and

verbs) and function words (e.g., prepositions and light verbs). It thus furnishes a ready

source for multi-word, partially compositional expressions of positivity or negativity. In

what follows, we provide some examples. Note that in the patterns below, expressions

in brackets are used to indicate expressions not part of the pattern that correlate with
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it in the data.

There are 262 positive patterns of the form Verb/Noun + with, for example,

talked with, dinner with, breakfast with, studying with, played with, time with,

met with, shopping with, coffee with, all of which describe activities that involve the

connection category, an important component of Self-Determination theory. There

are also 100 negative patterns of this form, which are much more heterogenous, involv-

ing both negative social experiences (argument with, drama with, infuriated with,

fight with), but also various problematic events (stressed with, difficulties with,

dissatisfied with) and instruments for negative events (stop with, poisoning with).

Moreover, while the positive patterns cover 523 sentences in the data, the negative pat-

terns cover only 133.

There are 62 patterns involving the word talk, 32 positive (71 items) and

30 negative (66 items). The positive ones strongly indicate connection. These in-

clude talk with, have talk, remember [to] talk, got [to] talk, and talk through.

In contrast, the negative ones index either the obligation to talk (e.g., trying talk,

need talk, have [to] talk) or a failure to talk (e.g., not talk to, not want talk,

stop talking).

There are 36 patterns with the string go, 12 positive (16 items) and 24 negative

(40 items). There are 34 patterns involving the past tense form “went”, which reverses

the polarity to 25 positive patterns (273 items) and 9 negative (9 items). Across the two

versions of the lemma, the positive patterns provide several expressions for savouring

(went/go on/for [a walk, a hike, a ride], went/go shopping/swimming, went/go to
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[the mall, a movie]). For the negative, the predominance of “go” comes from the fact

that they are largely negated (not go to [the movies]) or in infinitive contexts that sug-

gest obligation ([have to] go to [class], [have to] go work). Similarly, the positive

class contains 9 patterns with “bought” and 1 with “buy” (enticed [to] buy) and the

negative class has 6 patterns with “bought” and 16 with “buy”, all emphasizing buying

necessities (buy groceries/ticket, need/want buy, not buy) Thus, even though these

expressions all involve the same verbs and prepositions, the surrounding environments,

as reflected in the form of the verb, split between positive and negative sentence classes.

There are 73 bigram patterns of the form new x, 56 positive (83 items) and

17 negative (21 items). In general, the positive ones describe new objects – shirt,

sheets, computer, clothes, tea – and acquaintances (new friend), thus encompass-

ing both connection and possibly savouring. In contrast, the negative patterns

describe changes to routines – habits, school quarter, professor, living [condi-

tions], or schedule – which are likely to engender a sense of instability, and hence be

Eudaimonically negative.

Thus, these patterns illustrate that the syntactic patterns are clustered into

categories that are aligned with well-being categories, and that lexical items in these

well-being categories can be, at times, associated with both positive and negative af-

fect. However, the patterns are at a very fine-grained level and require knowledge and

linguistic expertise to cluster them manually. Therefore, in Section 5.2 we investigate

unsupervised methods to identify activity categories that are aligned with well-being

theories in Echo.
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5.1.3 Activity Patterns in Happy DB

We further examine the syntactic patterns in HappyDB generated by AutoSlog.

Unlike FPS and Echo, HappyDB includes potential activity labels of agent, social, and

topic-based label concepts, so we can also examine whether these labels have a direct

relation with well-being theories then consider them as potential activity types.

Table 5.4 illustrates the most frequent syntactic patterns. For each pattern, we

list the top 3 concepts with the highest probability (no less than 10%) given the pattern.

In the top 15 list, there are 3 patterns include MY (FAMILY MEMBER). These patterns are

strong markers for the social class. As for the concepts labels, a Family concept usually

includes MY (FAMILY MEMBER), which implies that Romance and Family are likely to

co-occur, they can involve the connection category. The Career concept contains

frequent patterns like GOT and BE ABLE which involve the competence category.

These examples suggest that the concepts label has some relation with well-

being theories, but some concepts such as Technology don’t clearly indicate any well-

being categories. Furthermore, some well-being categories might be mapped to multiple

concepts that don’t sound related. For example, the competence category, which is

entailed by GOT and MADE, might be mapped to Family and Food concepts. Hence, we

need to investigate whether the concepts labels can be used as our activity classifier in

Section 5.3.
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Freq Pattern and Text Match Concepts Probability and Examples

1395 <subj> ActVp (WENT) Family 0.15, Shopping 0.14, Food 0.12

I went for a walk with my wife.

1303 <subj> ActVp (GOT) Career 0.25, Family 0.17, Food 0.10

I finally got a job interview.

1153 <subj> ActVp (MADE) Family 0.23, Food 0.23, Career 0.13

I made a delicious meal.

605 Subj AuxVp <dobj> (HAVE I) Food 0.32, Career 0.12, Family 0.12

I had excellent dinner.

571 <subj> AuxVp Adjp (BE HAPPY) Family 0.23, Career 0.13

I was happy to see some friends while they were on va-

cation.

518 Adj Noun (MY HUSBAND) Family 0.44, Romance 0.27, Food 0.13

My husband surprised me with my favorite treats.

500 <subj> AuxVp Adjp (BE ABLE) Career 0.16, Family 0.13, Shopping 0.12

I was able to get off of work early.

495 Adj Noun (MY WIFE) Family 0.40, Romance 0.28, Food 0.13

I got a kiss from my wife!

476 ActVp <dobj> (BOUGHT) Shopping 0.61

I bought a new laptop.

458 Adj Noun (MY FAMILY) Family 0.51, Food 0.13, Vocation 0.12

I went on vacation with my family

Table 5.4: Selected top 15 syntactic patterns using AutoSlog-TS Templates.

5.1.4 Discussion: Common Syntactic Patterns Across Corpora

We examine the above common syntactic patterns across both public and

private corpora with and without topic-based labels, trying to see if they strongly indi-

cate a general ontology for activities associated with affect and hence, with well-being.
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These compositional lexical patterns show an association with user affect and well-being

categories. Activities associated with well-being categories such as competence, social

relations, food, sleep, health, goal, work, and shopping, are very common across corpora.

Accordingly, these recurrent syntactic patterns encompass different well-being theories,

such as Appraisal theory, Self-Determination theory, and Hedonic theory.

Despite the fact that these syntactic patterns demonstrate interesting associ-

ations between well-being theories and the affective activity across corpora, it’s labor-

intensive to make general categories from these fine-grained, high-precision but low-

recall patterns. Also, it requires expertise to cluster these patterns into well-being cate-

gories. Therefore, we study the semantic patterns and the possible well-being categories

with unsupervised methods in Section 5.2.

5.2 Unsupervised Well-Being Categories

In Section 5.1, the syntactic patterns reveal connections between the affective

activities and well-being theories (which are described in Section 2.4.1), and show that

these activities, which suggest Appraisal theory, Self-Determination theory, and Hedonic

theory, are very common across both public and private corpora.

Here, we aim to identify the well-being categories automatically and analyze

whether these categories offer higher coverage in our data. In Section 5.2.1, we explain

the above well-being theories in more details and propose five well-being categories ac-

cordingly. In order to automatically extract these well-being categories, in Section 5.2.2,
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we discuss the possible application of psychological features of LIWC [Tausczik and

Pennebaker, 2010] to represent well-being categories, and in Section 5.2.3, we apply the

semantic frame of FrameNet [Baker, 2014, Baker et al., 2015] to represent well-being

categories. In Section 5.2.4, we compare the separability of these feature sets on positive

and negative user affect, assuming that the right set of well-being categories should be

descriptive features that retain the activity information for user affect prediction. In

Section 5.2.5, we discuss the results.

5.2.1 Five Categories based on Theories of Well Being

As described in Section 2.4.1, different theories of well-being posit different

sources for feelings of well-being and happiness.

Influential accounts such as Appraisal Theory [Scherer et al., 2001, Scherer

et al., 1986, Ortony et al., 1990] argue that success or failure of personal goals directly

mediates affect. Rows 1 and 2 in Table 5.5 illustrate Echo posts that revolve around

goals. Such mediation arises because emotions have an important adaptive signaling

function that serves to motivate future behaviors in relation to those goals. Row 1 pro-

vides a description from Echo of successfully achieving goals. Appraisal theory posits

that goal achievement promotes positive affect, which then serves to reinforce the rele-

vant behavior. Row 2 provides an example of failing to achieve an important personal

goal, which is posited to promote negative affect, motivating people to modify current

behaviors to change that negative outcome.

Appraisal theory focuses on short-term personal goals, but Eudaimonic psy-

99



Row Source Subtype Affect Example

1 Goals Achieved POS I applied to an scholarship got a large

chunk of my reading done and got

started cramming for next test .

2 Thwarted NEG Wasn’t able to get back in time for my

class section .

3 Eudaimonics Autonomy POS Good day at work had the right support

and students were listening and behav-

ing which was awesome.

4 Lack-Autonomy NEG Long list of things to do before going

out tonight.

5 Competence POS After working hard and spending so

many countless hours, I finally finished

my project for my psych class !

6 Incompetence NEG My midterm was really long and I

didn’t finish.

7 Connection POS Having a nice time with my parents

watching the Opening Winter Olympic

Ceremony.

8 Lack or Neg-Connection NEG My friend needs a bone marrow biopsy

and chemo.

9 Hedonics Savouring POS I love home cooking! Especially if it’s

Italian.

10 Savouring NEG The bus was rather packed and had a

few people bump into me from where I

was sitting.

Table 5.5: Examples of Theoretical Categories and Instantiations in Echo
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chologists instead focus on what determines long-term happiness. More specifically,

Self-determination theory argues that there are 3 basic psychological needs: auton-

omy, competence and connection [Bandura, 1977, Ryan and Deci, 2000, Deci and

Ryan, 2010]. We add these to our inventory in Table 5.5 in Rows 3 to 8. According to

Self-Determination theory, satisfaction of these basic needs results in positive emotions.

Row 3 describes a good day at work. Row 5 describes feeling competent because hard

work led to an achievement, and Row 7 describes feeling connected with family. On the

other hand, if these basic needs are not satisfied, then negative emotions will regularly

arise. For example, obligations to do things one does not feel like doing (Row 4), or a

job that does not engage personal decision making or involvement (lack of autonomy)

can make one feel unhappy. Similarly, people may feel unhappy due to an experience

where the demands of the situation outstrip one’s basic abilities, such as doing poorly on

a test (lack of competence), as in Row 6. In addition, bad things happening to friends

(Row 8) as well as separation from family or friends often reduces happiness (lack of

connection).

In addition, there is strong evidence from savouring theory [Bryant et al.,

2011, Jose et al., 2012] arguing that people often experience highly positive or negative

emotions arising from situations that aren’t directly goal-related, and that relate more

directly to basic drives [Maslow, 1943, Elson, 2012]. For example, experiences such as

eating, experiencing nature, romance and physical exercise tend to engender positive

emotions, whereas pain, discomfort and inactivity have the opposite effects, and these

are documented in results from happiness surveys [Kahneman et al., 2004, Seligman
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et al., 2006]. Row 9 describes feeling satisfaction with Italian food. Row 10 describes

feeling annoyed because an uncomfortable packed bus.

We thus define 5 general categories of activity types inspired by these theories.

We posit a goals category, corresponding to Appraisal theory. We posit autonomy,

competence, and connection categories corresponding to Self-Determination theory.

And then we posit a savouring category to capture activities related to simple hedonic

pleasures such as eating or sleeping. We then test to what extent these categories of

activity types are predictive of user affect.

In order to use them, we must first map these categories into lexical items

that occur in the Echo corpus. We explore three different ways for mapping the well-

being event categories into lexical descriptions, one of which is by the finest grain

UniGram, one of which is by the psychology dictionary LIWC, and one of which is

based on mapping general event types from the semantic frames of FrameNet to the

theoretical categories enumerated in Table 5.5.

5.2.2 Mapping Categories based on UniGram and LIWC

We note that the word-level representations of the features do not help us

with our goal to understand how linguistic descriptions of events that affect well-being

map onto theoretical constructs. For example, Table 5.6 provides the most informative

UniGrams learned by Information Gain, but we cannot recommend to an Echo user that

they should for example, try to avoid the word why less (Row 7) because it is correlated

with negative feelings, or try to use less negation (Rows 9 and 10). It is difficult to
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Row Unigram LIWC

1 fun affect,posemo,leisure

2 good affect,posemo,drives,reward

3 we we,social,drives,affiliation

4 lunch bio,ingest

5 glad affect,posemo

6 want cogproc,discrep

7 why interrog,cogproc,cause

8 need cogproc,discrep

9 no negate

10 not negate,cogproc,differ

Table 5.6: The most informative UniGram features weighted by Information Gain

Row LIWC Words Row LIWC Words

1 negemo stress*, sad, sick, hate 11 anx stress*, nervous, worried

2 posemo fun, well, great, love 12 ingest food*, dinner*, lunch*

3 negate dont, didnt, no, cant, havent 13 body sleep, slept, stomach*

4 anger hate, frustrat*, annoying 14 insight feel, know, think, found

5 i i, my, me, im, myself 15 affiliat we, friends, friend, love

6 differ but, not, really, didnt 16 reward good, got, get, great

7 leisure fun, game*, relax*, family 17 feel feel, feeling, felt, hard

8 discrep want, need, would, should 18 family family, mom, sister*, dad

9 sad sad, miss, hurt*, missed 19 we we, our, us, weve, lets

10 risk stop, problem*, avoid*

Table 5.7: The most informative LIWC features ranked by Information Gain.
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associate these features with well-being classes. Even in cases where the words seem

to be strongly related to a well-being category, a single word typically fails to provide

enough information, e.g., “it was fun talking to him” and “worked on a fun project”

belong to different well-being classes.

LIWC v2007 [Tausczik and Pennebaker, 2010] is a lexicon providing frequency

counts of words indexing important psychological constructs. With the LIWC dic-

tionary, we can map the LIWC categories to the Echo data, and examine the most

informative LIWC features. Table 5.7 shows the most informative LIWC categories,

however, the mapping of LIWC categories to words are many-to-many, e.g. the “dis-

crep” category contains words related to both goals and autonomy. It is ambiguous

to group the LIWC categories into activity categories, we thus posit that we need more

semantically-grounded information to construct an effective well-being agent.

5.2.3 Mapping Categories based on Semantic FrameNet

As discussed above, UniGram and LIWC might not be sufficient for identifying

the well-being categories. For that reason, we suggest a higher level of features which

evoke the meaning that human can understand: the semantic frames that are defined by

FrameNet [Baker, 2014, Baker et al., 2015].1 A semantic frame can describe the type

of event, relation, or entity and the participants. For example, a frame of Apply heat

can be evoked by lexical unit (LU) broil with frame elements (FEs) such as Cook,

Food, Heating instrument, and Container. FrameNet includes more than 1200 semantic

1https://framenet.icsi.berkeley.edu/fndrupal/WhatIsFrameNet
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Well-Being Frames Example Lexical Units

Goal Desiring, Intentionally Act, Pur-

pose

want, feel like, hope, wanted, wish, do, did, done,

doing, does, plan, purpose, in order, intention, goals

Autonomy &

Obligation

Being obligated, Required event,

Avoiding, Inhibit movement,

Have as requirement, Complaining

complain, grumble, complaints, have to, had to,

should, having to, need, get to, had to, have to,

got to, should, avoid , ducking, take, need, needed,

requires

Competence Activity done state, Attempt,

Capability, Bungling, Difficulty,

Practice, Activity finish,

Accomplishment

finished, trying, try, tried, effort, attempt, efforts,

can, could, exercise, practice, rehearsal, exercising,

able, ability, unable, messed up; ruined; screwed up

, ruin, hard, difficult, easy, tough, easier challeng-

ing, impossible, a breeze, hardest, finish, finishing,

completed, accomplished, achieve

Connection

& Lack-of

Connection

Death, Forming relationships,

Social event, Kinship, People,

People by residence, Telling,

Communication response

birthday, married, divorce, befriend, dinner, social,

party, picnic, mom, family, parents, sister, cousin,

told, tell, informed, people, girl, man, roommate,

reply, answers, answer, reacted

Savouring Emotions of mental activity,

Feeling, Annoyance, Desirability,

Food, Chemical-sense description,

Ambient temperature, Intoxicants,

Emotions-by-stimulus,

Stimulus focus, Biological urge,

Communication noise, Death ,

Experiencer Focus,

Perception experience

enjoyed, like, hate, glad, annoyed, cry, yelled,

whooped, honked, irritated, feel, feeling, yummy, al-

cohol, weed, drugs, dope, see, felt, seeing, hear, ex-

perience, senses, experiences, taste, feel, delicious,

tasty, sweet, food, coffee, bread, cheese, good, bad,

great, better, best, horrible, worst wonderful, weird,

nice, relaxing, annoying, interesting, sad, weird, en-

joyable, comforting, entertaining, unpleasant, hilar-

ious

Table 5.8: Frame Categories, Lexical Units, and Associated Well-Being Classes.
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frames with more than 13000 word senses, annotated on more than 200000 sentences.

We map the semantic frames from FrameNet to the theoretical categories enu-

merated in Table 5.5. We take frame specific features for each theoretical category from

the lexical units for each frame. For example, goals are often discussed in terms of

specific frames from the Desiring and the Intentionally act frames. Table 5.8 provides

our posited mapping from frame categories to the appraisal category of goals as well

as to the Eudaimonic categories of autonomy, competence and connection, and

to the Hedonic category of savouring. This mapping also shows some lexical items

which evoke the frame categories in the right column.

To develop features related to these frame categories, we apply SEMAFOR

[Das et al., 2013] to label the Echo posts with their corresponding frames using FrameNet

1.5 [Baker, 2014, Baker et al., 2015]. We partition frame features into subsets corre-

sponding to the different theoretical constructs as defined in Table 5.8. We acknowledge

that our mapping may not be perfect, and that some frames could conceivably be cat-

egorized as both goal related and eudaimonic.

5.2.4 Representative Experiments and Results

We believe the best granularity of the activity categories would be representa-

tive features for user affect prediction. It won’t be too coarse and lose information, nor

will it be too specific and become sparse in the data. Thus, we carry out experiments

to predict the user affect with the feature sets of UniGram, LIWC, frames, and the 5

well-being categories respectively on Echo. The ideal feature set should have a similar
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prediction power, if not better than, to the UniGram features.

Dataset Pos Neg Total

Train 4743 3180 7923

Test 810 515 1325

Table 5.9: Number of Sentences for Training and Testing

Echo Sentiment Dataset: As introduced in Chapter 3, Echo includes 5997 positive

posts and 3573 negative posts. In these exploratory experiments, we only use a random

sample of 2868 posts as training data, and 478 as test data (without using the untouched

data). Then we split the posts into sentences. Table 5.9 shows the splits for each class.

We reserve a larger set of Echo data for our deep learning experiments described in

Section 5.4.

Features Data Pos Neg Total

UniGram Train 8.5 9.9 9.1

Test 8.1 9.8 8.7

LIWC Train 25.4 31.4 27.8

Test 23.8 30.6 26.4

ALL Train 2.7 5.2 3.7

FRAMES Test 3.3 4.0 3.6

Table 5.10: Average Feature Counts for Sentence

UniGram/LIWC: We first test the separability of the positive and negative sentences

with an SVM classifier from Weka 3.8, using UniGram and LIWC as baselines. Results
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Features Metric Pos Neg All

UniGram Prec 0.75 0.66 0.72

Rec 0.81 0.59 0.72

F1 0.78 0.62 0.72

LIWC Prec 0.72 0.72 0.72

Rec 0.89 0.45 0.72

F1 0.80 0.55 0.70

Table 5.11: Weighted Metrics for SVM on Test

for these baseline classifiers are in Table 5.11, illustrating that the the positive and

negative classes can be separated with F1 0.78 by UniGram, and 0.80 by LIWC, though

LIWC performs worse on the negative class. It means that LIWC dictionary retain

the prediction ability as UniGram by mapping the word tokens to its psychological

meanings, however, as we mentioned in Section 5.2.2, as each token can belong to

multiple psychological categories, it is ambiguous to group the LIWC categories into

activity categories. Moreover, the performance of LIWC might be credited to the strong

polarity features, such as negemo and posemo, which couldn’t be used for identifying

well-being categories directly.

FrameNet/Well-being Categories: We train an SVM with each feature subset, and

evaluate the models on our test set, with results in Table 5.12. The general all frame

feature is also listed for comparison. The 0.67 F1 of frame is slightly lower than liwc

in Table 5.11, but in our view, more interpretable. In addition, the average count of

frame features per sentence is an order of magnitude less than liwc features (hence,
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Features Metric Pos Neg All

GOALS Prec 0.62 0.49 0.57

Rec 0.94 0.09 0.61

F1 0.75 0.15 0.51

EUDAIMONIC Prec 0.63 0.58 0.61

Rec 0.93 0.16 0.63

F1 0.75 0.25 0.56

SAVOURING Prec 0.61 0.44 0.55

Rec 0.97 0.04 0.61

F1 0.75 0.08 0.49

ALL FRAMES Prec 0.69 0.74 0.71

Rec 0.91 0.38 0.70

F1 0.78 0.50 0.67

Table 5.12: Coverage of Different Theoretical Categories.

much less than unigram features), suggesting the targeted power of these features. See

Table 5.10. We posit that frames are thus more discriminative than liwc for well-

being classes, and that frame features are more naturally categorized into well-being

categories at a semantic level.

The goals section of Table 5.12 shows that Appraisal theory does well at

predicting positive events, but performs poorly for negative events, primarily due to

low recall. All features achieve good F1 for the positive class, but not the negative

class. This is consistent with the results in Table 5.11.

The eudaimonic features include Autonomy & Obligation, Competence and
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Features Metric Pos Neg All

AUTONOMY Prec 0.0 0.39 0.15

Rec 0.0 1.0 0..39

F1 0.0 0.56 0.22

COMPETENCE Prec 0.56 0.58 0.60

Rec 0.98 0.04 0.61

F1 0.76 0.07 0.49

CONNECTION Prec 0.62 0.58 0.60

Rec 0.97 0.06 0.62

F1 0.76 0.11 0.49

Table 5.13: Results for Individual Eudaimonic Categories.

Connection. The SVM trained with just eudaimonic features produces the highest

F1 score for the negative class, highlighting the role of eudaimonic related events in

negative well-being. See Table 5.12. The results for an separating eudaimonic into its

constituent categories is in Table 5.13. The results show that most of our autonomy

categories are related to negative autonomy, to obligations that cause feelings of negative

well-being. On the other hand, the results indicate that competence and connection play

a large role in positive well-being.

Informative Frames: The top 25 most informative frame features are illustrated in

Table 5.14 (out of 639 instantiated in Echo). These illustrate general events for well-

being, but compositional differences, such as “spending my nights by the side of my

textbook” and “spending my nights with friends” are not captured. The first “spend

(time)” evokes the theoretical construct of obligation, while “spend (time with)” is
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Well-Being Frame Affect Example

GOALS Desiring POS I think it went well and I hope I did a good job.

Intentionally act NEG My midterm was really long and I didn’t finish.

AUTONOMY Being obligated NEG I’m mad that I had to drive all the way to

Fresno.

Required event NEG I need to stay awake and listen, but it ’s hard.

COMPETENCE Capability POS I feel so empowering whenever I’m able to help

others.

Attempt NEG Tried to chat with some people online, did n’t

work out.

CONNECTION Kinship POS My mom and I hung out and walked around for

6 hours .

Telling NEG I wonder how much they will tell me my teeth

are bad today.

SAVOURING Chemical-sense description POS Yummy burgers and sides.

Food POS Made homemade ice cream with my hus-

band:cookie dough

Table 5.14: Top Frame Categories and Associated Well-Being Classes.

related to connection.

We show that FrameNet features do provide an interesting level of generaliza-

tion but much of the compositional semantics of events is still missing from this char-

acterization (Section 5.2.1). On the other hand, the AutoSlog linguistic-pattern learner

to induce lexically-grounded predicate patterns from the Echo data (Section 5.1.2). We

show how many light verbs acquire a specific semantics with their arguments, and how
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common events like “Talking” are separated into positive and negative events depending

on whether they are “Talking about” or “Talking with”.

5.2.5 Discussion: Further Exploration for Well-Being Categories

Section 5.1 showed that the lexical patterns learned by AutoSlog-TS can be

used to represent activity patterns at a fine level of granularity. We also show that

adding the lexical patterns to an ensemble of classifiers improves user affect prediction

in Section 4.1.3. However these patterns are fairly fine-grained to represent activity

types and require labor-intensive expertise to associate them with well-being theories,

and hence, it is desirable to represent activity types at a much coarser level of granularity.

We then define 5 general categories of activity types inspired by the well-being

theories. We posit goals category, corresponding to Appraisal theory, autonomy,

competence, connection categories corresponding to Self-Determination theory, and

savouring categories corresponding to Hedonic theory for activity class. We then

investigate the right granularity of the categories by UniGram, LIWC, and FrameNet,

and test to what extent these categories of activity types are predictive of user affect,

assuming that the right set of features can retain the descriptive information of activities

for user affect prediction.

We explore UniGram and LIWC features with SVM models to predict user

affect in Echo. LIWC features are psychologically motivated and thus introduce psy-

chological information at the token level.

Our experiments show that even though UniGram and LIWC provide better
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accuracies than some of the off-the-shelf sentiment tools, they don’t seem to be a good

solution for representing activity types because they are at the token level. We also

tested features based on semantic Frames from FrameNet and show that the Frame

features are descriptive enough to represent activity types and easy enough to map to

well-being theories. The F1 score of frames is relatively good, though not as good as

UniGram and LIWC. The frame experiments also suggest that recurrent event types,

such as obligation and incompetence, which affect people’s feelings of well-being

are not captured in current lexical or semantic resources.

These well-being categories are capable of representing the correlation between

user activities and affect with a deep linguistic understanding of user behaviors, and

thus, we consider these unsupervised well-being categories a promising approach for

making better recommendations. However, our experiments also show that a single Well-

Being theory by itself does not cover all the user activity types, with Self-Determination

theory covering more activity types than either Appraisal theory or Savouring theory.

Additionally, the identification of the well-being categories depends on the mapping

between the semantic frames and the well-being categories, as well as the accurate

detection of frames by SEMAFOR. For future improvement, we should allow a user ac-

tivity to associate with multiple well-being categories, define a comprehensive mapping

between the semantic frames and the well-being categories, and apply the improved

FrameNet analyzer.

On the other hand, our choice of well-being theories was driven by bottom-up

methods such as examining by hand the highly predictive syntactic patterns that were

113



learned by Autoslog-TS, as well as analyzing the frequent informative UniGrams, and

observing the distributions of the existing activity types. In future, it may be important

to examine the role that other theories of well being might play in determining categories

of activities and their analysis.

Though we have explored unsupervised automatic methods to identify activity

categories, there are still many obstacles to using this approach in a sophisticated way

in WellBe. Thus we conclude that in the short term, the best approach will be to build

classifiers using existing corpora that are labeled with activity types. Section 5.1.3

showed that the labels of HappyDB have some relation with well-being theories. As a

result, we try to build an activity type classifier with supervised learning methods and

examine whether it can be used as our activity classifier in Section 5.3.

5.3 Annotated Activity Types

In this section, we examine the existing datasets HappyDB and EmotiCal with

labeled activity types in order to find the most suitable activity ontology for building

our WellBe system. We also investigate building a generalized models for activity clas-

sification, and include more data by semi-supervised learning.

5.3.1 Activity Labels of HappyDB: Agency, Social, and Concepts

As described in Section 2.4.2 and Chapter 3, the HappyDB (HD) [Asai et al.,

2018] suggests three general ways of characterizing user activity types by labeling user

utterances with the labels social, agency, and concepts. Their intention is to understand
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the context surrounding happy moments and potentially find factors associated with

these three labels. We note that the social category may be strongly synonymous with

the Connection category, the agency category may be strongly synonymous with the

Autonomy category, and that the concepts category may be related to some well-being

theories as discussed in Section 5.1.3.

5.3.1.1 Models for Activity Type Prediction

Feature Extraction. We first develop a set of features that we posit might be useful

for these two activity type prediction tasks. We aim to understand whether syntactic

features and emotional features compare to word embedding, can improve the perfor-

mance of traditional machine learning method and deep learning method, and decide

whether we should preprocess the data for additional feature sets.

Syntactic Features: Our syntactic features are limited to Part of Speech

(POS) tagging, by applying a POS tagger to count the relative frequencies of syntac-

tic nouns, verbs, adjectives and adverbs, use of questions as well as tense and aspect

information [Toutanova et al., 2003]. There are 36 POS features.

Emotional Features: We use 4 different types of emotional features. LIWC

v2007 [Tausczik and Pennebaker, 2010] is a lexicon providing frequency counts of words

indexing important psychological constructs, as well as relevant topics (Leisure, Work).

The Emotion Lexicon (EmoLex) [Mohammad and Turney, 2010] contains 14,182 words

classified into 10 emotional categories: Anger, Anticipation, Disgust, Fear, Joy, Nega-

tive, Positive, Sadness, Surprise, and Trust. The Subjectivity Lexicon is part of Opin-
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ionFinder [Wilson et al., 2005]. It consists of 8222 stemmed and unstemmed words,

annotated by a group of trained annotators as either strongly or weakly subjective.

Our last feature is our own regression model from prior work on predicting the level

of factual and emotion language. Details about this model can be found in [Compton

et al., 2017]. There are 94 features in total.

Word Embedding: We utilize GloVe [Pennington et al., 2014] 100 dimension

word vectors for word representation. GloVe is expected to encode distributional aspects

of meaning.

Supervised Learning. For modeling the syntactic features and emotional features,

we use traditional machine learning method XGBoosted Random Forest [Chen and

Guestrin, 2016] with out-of-the-box values for all parameters except for the following:

250 number of estimators, a learning rate of 0.05, and a maximum tree depth of 6. For

the Convolutional Neural Network (CNN) model [Zhang and Wallace, 2015] with

word embedding, we explore its performance with different parameter settings. The

best hyperparameters of the CNN model include filter size 3, multiple region size (2,

3, 4) and max pooling size 1, or filter size 4, multiple region size (2, 3, 4, 5) and max

pooling size 1. The region size implies a windows size for N-grams. After getting the

best hyperparameters, we train the model with word embeddings, and word embeddings

concatenated with syntactic and emotional features, to test whether syntactic and emo-

tional features improve performance. Figure 4.1 illustrates the diagram of the CNN

model. We apply the 10-fold cross-validation to evaluate the supervised models with

the 10560 labeled data.
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5.3.1.2 Agency and Social Activity Type Prediction

In this section, we compare the performance of XGBoosted Random Forest

and the CNN model on the prediction of agency and social.

Model Features
Agency Social

P R F1 Acc P R F1 Acc

XGBoosted Forest Syn & Emo 0.78 0.79 0.78 0.81 0.90 0.90 0.90 0.90

CNN (2,3,4)
GloVe 0.81 0.79 0.80 0.85 0.89 0.89 0.90 0.89

GloVe & Syn & Emo 0.81 0.78 0.79 0.85 0.90 0.90 0.90 0.90

CNN (2,3,4,5)
GloVe 0.83 0.78 0.80 0.85 0.89 0.89 0.89 0.89

GloVe & Syn & Emo 0.80 0.77 0.78 0.84 0.89 0.89 0.89 0.89

Table 5.15: 10-fold cross-validation supervised learning for agency and social.

Table 5.15 shows the 10-fold cross-validation results for the 10k labeled data.

The macro-f1 score is reported along with the Precision, Recall, and Accuracy per label

type. The CNN with GloVe yields the best F1-score 0.80 for agency prediction and

0.90 for social prediction. These results demonstrate that the happy moment contains

enough information for the affective classification for the deep learning approach.

The XGBoosted Forest with syntactic and emotional features also reaches a

competitive F1-score of 0.78 for agency prediction and 0.90 for social prediction, mean-

ing that these features are as representative as the word embedding for traditional

machine learning method. An additional experiment run to explore this was the addi-

tion of the top 1000 unigrams as features for the XGBoosted Forest, however this led

to little (1-2%) to no increase in predictive power.
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The different results of social and agency imply that the prediction of social

label might be easier to predict, as the MY (FAMILY MEMBER) is a very frequent social

pattern in the HD as analyzed in Section 5.1.3.

We use the same settings of the best models in the following experiments,

assuming that general characteristics are shared between these tasks.

5.3.1.3 Topic-Based Activity Types Prediction

This work extends the modeling procedures described above to predicting the

concepts label within the HD. We are interested in the concepts features since they

represent the theme of different types of happy moments. However, we expect that this

is a much more difficult task as it is a multi-class problem.

There are 15 unique concepts in the corpus, which are shown in Figure 3.1

in Chapter 3. The most frequent concepts are Family (24.0%), Food (15.0%), Career

(14.5%), Entertainment (14.1%), and Shopping (10.3%). The percentage is calculated

by the number of examples divided by the total number of the 10478 happy moments.

These labels suggest that the majority reasons for people’s happy moment are associated

with connection, savouring, and competence, which is consistent with the findings

in Section 5.2. They are commonly associated with each other as some instances within

HappyDB have multiple concepts attached.

We simplify the experiment for the XGBoosted Forest model by keeping

only the examples with a singular concepts tag. Table 5.16(a) shows the performance

of the model on each unique concepts tag. The rows of the table are ordered by the
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(a) XGBoosted Forest

Concept P R F1

Family 0.73 0.90 0.81

Food 0.81 0.86 0.83

Career 0.67 0.80 0.72

Entertainment 0.70 0.75 0.72

Shopping 0.67 0.66 0.66

Education 0.54 0.40 0.46

Romance 0.65 0.48 0.56

Exercise 0.48 0.36 0.42

Vacation 0.50 0.34 0.40

Animals 0.59 0.58 0.58

Conversation 0.56 0.52 0.54

Party 0.71 0.33 0.45

Weather 0.54 0.41 0.47

Technology 1.00 0.11 0.20

Religion 0.86 0.95 0.90

(b) CNN

Concept P R F1

Family 0.86 0.83 0.84

Food 0.91 0.86 0.88

Career 0.85 0.87 0.86

Entertainment 0.88 0.86 0.87

Shopping 0.88 0.84 0.86

Education 0.88 0.73 0.79

Romance 0.77 0.64 0.68

Exercise 0.82 0.74 0.76

Vacation 0.84 0.71 0.75

Animals 0.92 0.84 0.87

Conversation 0.82 0.71 0.75

Party 0.89 0.70 0.76

Weather 0.88 0.72 0.77

Technology 0.83 0.59 0.64

Religion 0.98 0.91 0.94

Table 5.16: Concepts prediction. Concepts are sorted by distribution in DEC order.

distribution of the concepts label. Whereas, the CNN model can handle multiple

classes easily, we convert the value of concepts into a one-hot vector with 15 dimensions,

allowing multiple concepts attached to a happy moment.

In Table 5.16(a), the XGBoosted Forest model yields F1 scores above 0.66 for

the top 5 concepts: Family (0.81 F1), Food (0.83 F1), Career (0.72 F1), Entertainment

(0.72 F1), Shopping (0.66 F1). However, other F1 scores are lower than 0.60, except

the smallest concept Religion reach 0.90 F1.
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In Table 5.16(b), the CNN model yields much better F1 scores above 0.64 for

all the concepts. The F1 scores are above 0.86 for the top 5 concepts: Family (0.84

F1), Food (0.88 F1), Career (0.86 F1), Entertainment (0.87 F1), Shopping (0.86 F1).

It shows that the CNN model is generally better than the XGBoosted Forest Model for

the concepts prediction, meaning that the CNN model is more robust and steady for

multi-class prediction.

5.3.1.4 Discussion: Common Characteristics for General Models

Our results show that there are general characteristics that shared between

the potential activity classes of agency, social and concepts.

We had hoped that the concepts activity types could be general enough to

represent well-being theories then we can train a better activity type classifier based on

the human annotations in HappyDB. However, we notice that the ontology of concepts

might not satisfy our need for two reasons: (1) the ontology covers most of the cases

in HappyDB, yet HappyDB only contains positive examples, so the trained classifier

is unlikely to provide good coverage of negative examples; (2) the definition of some

concepts are confusing and overlapping. For example, “I bought a new laptop” is labeled

with both of the concepts of technology and shopping. Shopping seems understandable

in terms of well-being, but it seems difficult to map the technology concept to well-being

theory.

As mentioned in Section 2.4.3 and Chapter 3, EmotiCal [Hollis et al., 2017]

applies the activity categories identified by previous work for well-being [Konrad et al.,
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2016a]. As a result, we decide to use the EmotiCal activity labels to train our classifiers

in Section 5.4.

5.4 Activity Classifier Across Corpora

Model Train Test F1
F1

Exercise Food Leisure Sleep Social Work

RF
EmotiCal EmotiCal 0.21 0.05 0.17 0.14 0.31 0.41 0.20

HD HD 0.26 0.07 0.17 0.33 —– 0.47 0.26

CNN

EmotiCal

EmotiCal

0.47 0.06 0.65 0.38 0.66 0.58 0.48
HD 0.40 0.24 0.53 0.41 0.45 0.45 0.36
HD&EmotiCal 0.58 0.50 0.70 0.43 0.67 0.59 0.58
HD&EmotiCal&Echo 0.51 0.15 0.71 0.41 0.59 0.59 0.62

EmotiCal

HD

0.52 0.09 0.71 0.46 —– 0.72 0.62
HD 0.77 0.50 0.90 0.85 —– 0.85 0.75
HD&EmotiCal 0.76 0.55 0.89 0.72 —– 0.83 0.79
HD&EmotiCal&Echo 0.69 0.23 0.88 0.72 —– 0.84 0.80

EmotiCal

EchoAnno

0.52 0.12 0.67 0.39 0.63 0.70 0.61
HD 0.52 0.35 0.81 0.61 —– 0.45 0.36
HD&EmotiCal 0.63 0.38 0.84 0.50 0.64 0.71 0.74
HD&EmotiCal&Echo 0.56 0.13 0.73 0.50 0.61 0.71 0.69

BERT

EmotiCal

EmotiCal

0.71 0.65 0.79 0.58 0.79 0.77 0.71
HD 0.58 0.50 0.64 0.51 —– 0.57 0.66
HD&EmotiCal 0.81 0.80 0.83 0.70 0.87 0.83 0.82
HD&EmotiCal&Echo 0.81 0.78 0.84 0.72 0.87 0.84 0.82

EmotiCal

HD

0.73 0.75 0.87 0.50 —– 0.76 0.74
HD 0.89 0.81 0.92 0.91 —– 0.93 0.90
HD&EmotiCal 0.92 0.86 0.94 0.94 —– 0.94 0.93
HD&EmotiCal&Echo 0.92 0.86 0.94 0.95 —– 0.93 0.94

EmotiCal

EchoAnno

0.78 0.83 0.85 0.54 0.78 0.81 0.88
HD 0.79 0.74 0.85 0.73 —– 0.80 0.86
HD&EmotiCal 0.80 0.79 0.85 0.68 0.82 0.80 0.88
HD&EmotiCal&Echo 0.81 0.74 0.90 0.72 0.82 0.80 0.87

Table 5.18: Results for Activity Prediction.

Here we aim to build a general model for user activity type prediction that

performs well across our three different corpora, with the expectation that it should

then generalize well to user utterances in WellBe. Our initial activity type classification

is a multi-label multi-class task based on Emotical. However, the EmotiCal dataset
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is relatively small. In order to create a larger dataset and test for generalization, we

convert the “concept” labels of HappyDB to EmotiCal activity types as described above.

We then use this combined dataset to train an activity type classifier and apply it to

Echo to create pseudo-labels for Echo in order to explore whether adding this additional

“silver” data can improve performance. In order to test the performance of classifiers

trained with different combinations of data on Echo, we create a small gold-standard test

set for Echo that we call EchoAnno. Then we compare the performance of traditional

machine learning methods, such as Random Forest (RF) [Pedregosa et al., 2011],

with the CNN model, and the BERT model described in Section 4.2.2.

Table 5.18 shows that the BERT model is also the best model for the activity

classifier and that it shows the best generalization across the different corpora. The

within-corpus baseline scores are given by the Random Forest: the F1 score is 0.21 for

EmotiCal and 0.26 for HD. The CNN model is better than the Random Forest, as the

F1 score is 0.47 for EmotiCal, and 0.77 for HD. The best CNN model is trained on

EmotiCal and HD, as the F1 score is 0.58 for EmotiCal, and 0.76 for HD. The scores

drop for semi-supervised learning. These results demonstrate that the CNN model does

not generalize well across the different corpora. Again, the BERT model gives the best

F1 scores. For the within-corpus evaluation, the F1 score is 0.71 for EmotiCal and

0.89 for HD. For the cross-corpora evaluation, the best performance is provided by the

BERT model trained on EmotiCal: it yields an F1 score 0.73 when testing on HD, and

F1 score of 0.78 on EchoAnno; while the BERT model trained on HD gives F1 score

0.58 when testing on EmotiCal, and F1 score 0.79 on EchoAnno.
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Interestingly the pseudo-labeled Echo training data in general does not improve

performance: it generates an increase of F1 from 0.80 to 0.81 when tested on Echo-Anno,

while producing the same performance on the other test sets. This is probably due to

the same model architecture, which we used for semi-supervised learning, couldn’t learn

additional information for prediction. 2 Even though we see large improvements in the

F1 scores by combining HD and EmotiCal for fine-tuning the BERT models suggesting

that the models can learn more information from an additional dataset. BERT yields

the best results for all three test sets: EmotiCal (F1 = 0.81), HD (F1 = 0.92) and

EchoAnno (F1 = 0.81) when trained on the combined training data. Thus, below, we

use the BERT model as our activity classifier.

5.5 Discussion

As discussed in Chapter 1, one of our primary hypotheses is that we need a

high accuracy user affect classifier and an activity classifier to build an effective well-

being agent. Another hypothesis is that activity types, at the right level of granularity,

can help us to understand the reasons why a user feels a particular way, and help a

conversational agent make better recommendations of what type of activities the might

improve user’s well-being. In Section 2.4, we explore different kinds of ontology for user

activity types, however, we have left open what our final activity type ontology should

be.

In Section 5.1, we observe that the syntactic patterns reveal associations be-

2https://en.wikipedia.org/wiki/Co-training
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tween the activities and well-being categories across public and private corpora, but it’s

inadequate for our needs of coarse-grained and high-coverage activity ontology.

Then, in Section 5.2, we define 5 well-being categories that might offer high

coverage in Echo data. The experiment results show that the FrameNet features are

descriptive enough to represent activity types and simple enough to map to the well-

being theories. Our experiments also show that Self-Determination theory covering more

activity types than either Appraisal theory or Savouring theory, while a single Well-

Being theory by itself does not cover all the user activity types. The results indicate

that the categories of competence, connection, and savouring play a large role in

positive well-being, whereas, obligation and the categories of incompetence, which

affect people’s feelings of well-being are not captured in current lexical or semantic

resources.

These well-being categories are capable of representing the correlation between

user activities and affect with a deep linguistic understanding of user behaviors, and

thus, we consider these unsupervised well-being categories a promising approach for

making better recommendations. However, the identification of the well-being categories

depends on the mapping between the semantic frames and the well-being categories, as

well as the accurate detection of frames by SEMAFOR. For future improvement, we

should allow a user activity to associate with multiple well-being categories, define a

comprehensive mapping between the semantic frames and the well-being categories, and

apply the improved FrameNet analyzer.

On the other hand, our choice of well-being theories was driven by bottom-up
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methods such as examining by hand the highly predictive syntactic patterns that were

learned by Autoslog-TS, as well as analyzing the frequent informative UniGrams, and

observing the distributions of the existing activity types. In future, it may be important

to examine the role that other theories of well being might play in determining categories

of activities and their analysis.

Meanwhile, in Section 5.3, we examine the supervised learning of the topic-

based activity labels of HappyDB suggested by Section 2.4.2. However, the labels of

HappyDB are not linked to well-being theories directly. In addition, it contains only

positive activities. Thus, in Section 5.4, we utilize the theory-based activity types from

EmotiCal which is suggested by Section 2.4.3, convert the labels in HappyDB, apply the

semi-supervised learning to include more data from Echo, and build the best model by

BERT. The BERT model, which is fine-tuned on EmotiCal, converted HD and pseudo-

labeled Echo, achieve an F1 score above 0.81 and as high as 0.92. Thus, we use this

model as our activity classifier.
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Part III

WellBe Conversational Agent for

Wellbeing
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Chapter 6

Designing and Evaluating Response

Generation Strategies

Our primary hypothesis is that we can create better dialogue response strate-

gies by conditioning on the results of the affect and activity classifiers described in

Chapter 4 and Chapter 5. The theoretical work on well being [Isaacs et al., 2013, Hollis

et al., 2017, Rohani et al., 2020] shows that reflecting on positive experiences or pro-

viding specific recommendations about remedial actions can improve well-being (Sec-

tion 2.2). Therefore, we assume that an engaging response strategy for WellBe should

show empathy based on the user’s affect, acknowledge the user’s input, make informa-

tive reflections, or give specific recommendations according to the user activity type.

To validate our assumption, we develop and evaluate different dialogue strategies.

127



6.1 Response Generation Strategies

We believe engaging responses for a conversational agent for well-being should

include multiple components to show empathy, acknowledge the user’s input, and pro-

duce either a reflection or a recommendation. Defining these components clearly as

dialogue acts could enable flexible dialogue strategies and fine-grained control for eval-

uation.

We therefore construct WellBe responses by combining multiple dialogue acts

as shown in Figure 6.1. The dialogue act for empathy aims to respond appropriately

to the user affect and show empathy by producing evaluations such as “Awesome! It’s

great that X”, or “Oh no! That’s too bad that X”, where X is an acknowledgement.

The dialogue act of acknowledgement echoes back the user’s verb phrase: previous

work clearly shows that acknowledgements by themselves are useful in conversation in

general and specifically in well-being conversations [Brennan, 1998, Traum and Allen,

1992, Weizenbaum, 1966]. The dialogue act of reflection provides information based

on the activity type, and are intended to lead to further reflection by the user. For

example, the reflection “Poor nutrition can contribute to stress and tiredness and make

it hard to work” is specific to the Food activity. The dialogue act of recommendation

suggests that the user should do a variation of the current activity.

While Figure 6.1 illustrates the individual components that are combined when

constructing responses, examples for each of the response strategies are shown in Ta-

ble 6.1. The baseline strategy in Row R1 does not rely on either user affect or activity
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Figure 6.1: Response components.

classification: it simply produces an acknowledgement of the user utterance.

Strategy R2 utilizes the affect classifier to augment R1 by showing empathy

based on the user affect. This strategy tests whether showing empathy to the user

without talking about their activities is engaging enough, as most empathetic dialogue

systems as discussed in Chapter 1 and Section 2.1.3, are able to at least show empathy.

Strategy R3 produces a reflection “Exercise always makes you feel good”

conditioned on detecting both user affect and activity. This strategy tests whether

a dialogue system that produces reflections, which are suggested to improve well-

being by the theoretical work [Isaacs et al., 2013, Hollis et al., 2017], would actually be

engaging to users.

Strategy R4, which is then divided into three sub-strategies R4.1. . .3, is based

on replacing the reflection component in R3 with a recommendation, again condi-

tioned on both user affect and activity type. The recommendation that is labeled as

Capacity (R4.3), Opportunity (R4.2), and Motivation (R4.1), are based on the COM-B

theory [Michie et al., 2011, Michie and West, 2014], as discussed in more detail below.

One of our primary hypotheses is that making specific recommendations re-
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ID Strategy Affect Activity Example

R1 Acknowledgement No No I see, you did some good pull ups and push

ups.

R2 Empathy

+ Acknowledgement

Yes No Nice! It’s great that you did some good pull

ups and push ups.

R3 Empathy

+ Acknowledgement

+ Reflection

Yes Yes Nice! It’s great that you did some good pull

ups and push ups. Exercise always makes

you feel good.

R4.1 Empathy

+ Acknowledgement

+ (Motivation) Recommen-

dation

Yes Yes Wow! It’s great that you did some good

pull ups and push ups. You might have

more fun if you invite a friend or a family

member.

R4.2 Empathy

+ Acknowledgement

+ (Opportunity) Recom-

mendation

Yes Yes Wow! It’s great that you did some good

pull ups and push ups. You could try to do

it more often.

R4.3 Empathy

+ Acknowledgement

+ (Capacity) Recommen-

dation

Yes Yes Wow! It’s great that you did some good

pull ups and push ups. It’s also fun if you

explore a scenic place in nature.

Table 6.1: All WellBe response types for user utterance “did some good pull ups and

push ups”.

quires an understanding of user affect and activity. For example, we might suggest that

the user “relax” if the user feels tired after working hard, but we can suggest “do it

again” if the user enjoys working.
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Activity Recommendation

Work Practice something you know you can do well.

Food Find an interesting recipe to bake or cook.

Leisure Explore a scenic place in nature.

Exercise Find a relaxing place and meditate or do yoga.

Social Company Hang out with a friend or family member or contact them by phone.

Table 6.2: Recommended activities.

When the user affect is positive, we recommend a subtle variant for the same

type of activity to enhance the user’s positive feelings, e.g. if the user “just watched a

great movie”, we suggest that the user should “invite a friend to watch a movie”.

When the user affect is negative, we assume there is some kind of failure, but

we cannot tell whether it’s due to Capacity, Motivation, or Opportunity failure. But by

testing all three types of these different recommendation strategies in our experiments,

we can discover what would the best recommendation strategy if we had a finer grained

activity type taxonomy that took into account the COM-B theoretical categories [Hollis

et al., 2017, Rohani et al., 2020]. Thus we create and test recommendations targeting

all three as shown in R4.1 to R4.3 in Table 6.3. For Capacity failure, we suggest a

different type of activity to avoid frustration, e.g. we recommend the user “ride a bike

or skateboard outside” after she said “I can’t focus on work”. For Opportunity failure,

we suggest the user create opportunities to make the activity possible, such as “estab-

lish a routine”. For Motivation failure, we suggest the same type of activity with a
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User Activity Affect Activity ID Type Recommendation

I got a lot of homework done. POS Work

R4.1 Motivation It will be fun to practice

something you know

You could do well.

R4.2 Opportunity You could try to do it

more often.

R4.3 Capacity It might be fun to ex-

plore a scenic place in

nature.

I didn’t sleep much last night. NEG Sleep

R4.1 Motivation It can be helpful to find

a relaxing place and

meditate or do yoga.

R4.2 Opportunity You could try to estab-

lish a relaxing bedtime

routine.

R4.3 Capacity You could try inviting a

friend to a movie.

Table 6.3: Examples of the three types of Recommendations.

variant to encourage or “persuade” the user to achieve the goal, e.g. we suggest Social

activities such as “work and study with your friends” when the user has “lots of work

and studying”. Since the recommendations for positive activities are similar to the rec-

ommendations for Motivation failures, we end up with three types of recommendations.

Using the concepts of the COM-B system we name them Capacity (R4.3), Opportunity

(R4.2), and Motivation (R4.1).

We then pick 22 recommended activities that were used in EmotiCal [Hollis
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et al., 2017, Rohani et al., 2020] to create recommendations. The recommendations

in EmotiCal are based on previous work indicating the effect of various activities on

users’ mood and feelings of well-being. Table 6.2 shows some of the recommended

activities. Note that these activities don’t include examples for the Sleep type because

Sleep isn’t goal-oriented: having a goal to sleep well does not actually guarantee that

you will sleep well. Therefore we provide Opportunity recommendations for negative

examples in Sleep, and Motivation recommendations for positive examples. Table 6.3

shows examples of recommendations for the Work and Sleep activity types illustrating

the differences.

6.2 Evaluation Results

In order to test our hypotheses about which dialogue strategies are most en-

gaging and effective, we conduct a human evaluation of all the response types shown

in Table 6.1. Note that this evaluation also tests our hypotheses about the need for

high accuracy user affect and activity classifiers, since the production of these dialogue

strategies is dependent on having such classifiers.

We first create a dialogue context of a single user utterance that each dialogue

strategy will be a response to. In order to create valid and realistic contexts, we collect

36 examples from EmotiCal, three examples for each affect (Positive and Negative) and

activity (Exercise, Food, Leisure, Sleep, Social, and Work). Each task include twelve

examples based on varying user affect and activity. Appendix A shows the examples
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from EmotiCal.

Figure 6.2: HIT Introduction.

We then create four different kinds of Human Intelligence Tasks (HITs) on

Amazon Mechanical Turk and ask the Turkers to evaluate the different response strate-

gies in terms of how engaging they are on a 1-5 scale (1 being low, 5 being high). In

order to both check Turker reliability, and to provide data for a qualitative analysis,

we also require the Turkers to provide reasons for rating choice in 1 to 2 sentences.

Figure 6.2 shows the introduction for the HITs. We randomize the response candidates

for each question. The questions items are listed in the Appendix B.

To guarantee the quality of work, workers must have (1) a HIT approval rate

≥ 98%; (2) number of HITs approved ≥ 5000; (3) location is one of the English speaking

countries. We begin with 3 workers for each task and add more workers to the tasks

incrementally. Depending on the quality of the answers, specifically on the quality of

the reasons which require a textual response, we request 9 workers to work on one of the

tasks of HIT1, 6 workers/task for HIT2, 11 workers/task for HIT3, and 12 workers/task
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for HIT4. We mark the task as low quality if the worker repeats the answers for all the

questions, or give meaningless answers. Then we filter out these low-quality responses.

The average number of workers working on one question is 9.5 before filtering. After

filtering out the workers who did not provide good reasons for their choices, we have 5

judgments for each task.

Affect
HIT1 HIT2 HIT3 HIT4

R1 R2 R3 R3 R4.1 R4.1 R4.2 R4.3 R1 R2 R3 R4.1

Positive 1.77 2.87 4.34 3.57 3.57 3.48 3.02 3.08 1.5 2.76 4.23 4.26

Negative 1.68 2.83 4.17 2.86 3.67 3.61 3.15 3.09 1.56 2.63 3.71 4.30

All 1.72 2.85 4.25 3.21 3.62 3.54 3.09 3.09 1.53 2.69 3.97 4.28

Table 6.4: Average rating.

Table 6.4 shows the average rating for each response candidate in different

HITs. We also test whether the average ratings vary depending on the user affect, and

whether the best recommendation is dependent on user affect. We conduct a paired t-

test for each pair of response candidates in each HIT to determine statistical significance.

The results are significant when p < 0.05. Table 6.5 illustrates some of the reasons that

the Turkers give for their choices. We summarize these for each response type below.

HIT1: Testing the role of affect and activity classification.

R3 ( µ = 4.3, σ = 1.1) is significantly better than R2 (µ = 2.9, σ = 0.9), and

R2 is significantly better than R1 ( µ = 1.7, σ = 1.0), which supports our hypothesis

that better responses are conditioned on detecting user affect and activity.

As shown in Table 6.5, Turker’s reasons suggest that responses are more en-
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gaging when the response orients to the user’s feelings, provides information about the

activity, and allows for the conversation to continue.

Responses, like R1 (acknowledgement), that merely repeat the user’s phrase,

or are irrelevant to the user activity are not as engaging. Therefore, R3 (empathy +

reflection) is more engaging because it demonstrates that WellBe has understood

the user’s affect, and then WellBe adds information (the reflction) which can be a basis

for further conversation about the activity type. However, sometimes R3 is also consid-

ered as off-key and judgemental. For example, it can be considered judgemental when

WellBe says “It’s too bad that you are tired and drained. Too much exercise can lead

to injuries or exhaustion” after the user says “After walking 11.5 miles in 85 degree

temperatures I am tired and drained!” This shows how challenging it can be to design

unbiased and useful reflections for a dialogue system that will not be misinterpreted by

the user when they are feeling negative affect.

HIT2: Testing for preferences between reflection and recommendation.

R4.1 ( µ = 3.6, σ = 1.2) is significantly better than R3 ( µ = 3.2, σ = 1.2),

suggesting that a recommendation is generally better than a reflection. However,

when the user affect is positive, the difference between R4.1 ( µ = 3.6, σ = 1.3) and R3

( µ = 3.6, σ = 1.0) is not significant (p = 1.0), so a recommendation is better than a

reflection especially when the user affect is negative. This may be partly due to the

tendency of some users to view reflections as critical when they have negative affect, as

discussed above.

Turker’s reasons for their ratings judgements when comparing reflections to
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recommendations, as illustrated in Table 6.5, suggest that responses are more engaging

when they make helpful recommendations (R4.1, empathy + recommendation) or

reflect the user’s feeling and stay on topic (R3, empathy + reflection).

Sometimes user considers reflections as recommendations because they provide

motivational information, e.g. “Exercise always makes you feel good.” This might

explain why R3 and R4.1 have similar scores when the user affect is positive. However,

when the user affect is negative, the user prefers concrete recommendations such as

R4.1, which are perceived as demonstrating greater concern. In Table 6.5, a Turker

mentioned that R3 “feels more like a fact” and R4 shows that WellBe “cares more

about reducing my pain”. This comment was made in the context that WellBe’s R4

response is “It’s too bad that your shoulder is a little sore. A bath is often helpful after

exercising” after the user says “My shoulder is a little sore from exercising”. In other

words, reflection and recommendation are engaging when they are perceived as

being highyly responsive to the user and providing helpful recommendations.

HIT3: Testing for the best behavioral recommendation.

R4.1 ( µ = 3.5, σ = 1.3) is significantly better than R4.2 ( µ = 3.1, σ = 1.3),

and significantly better than R4.3 ( µ = 3.1, σ = 1.4). However, the difference between

R4.2 and R4.3 is not significant (p ≈ 0.9668). Thus, a Motivation (R4.1) recommen-

dation is better than both Capacity (R4.3) and Opportunity (R4.2). It appears that

making a relevant recommendation that is only a small variation on the current activity

type is generally preferred.

The Turker’s reasons specified that all the recommendations are engaging when
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they show concern and care for the user’s feelings and well-being. However, specific

advice such as R4.1 (Motivation), which suggests “invite a friend or family” to the

activity, is better than a vague recommendation of R4.2 (Opportunity) “You can do

it more often”. Turkers say that R4.3 (Capacity) recommendations often appear to

switch the topic of the user activity, such as “It’s also fun if you explore a scenic place

in nature” when the user says “I just had a great workout”.

As a result, giving relevant advice in R4.1 is significantly better than R4.2 and

R4.3. Nevertheless, we also posit that the engagement of recommendations for dialogue

systems also relies on the expression of the responses. It might sound more relevant if

we can show the connection between the user activity and the recommended activity

with clear expression.

HIT4: Testing the best overall strategy.

We conducted a final HIT where we tested all the strategies against one another

in order to verify the results of the individual HITs. The results show a significant

difference where R4.1 ( µ = 4.3, σ = 0.8) is better than R3 ( µ = 4.0, σ = 1.0). The

results also confirm that R3 is significantly better than R2 ( µ = 2.7, σ = 1.0) and R1

( µ = 1.5, σ = 1.0). However, the differences between R4.1 and R3 is not significant for

positive user affect ( p ≈ 0.8362). These results are consistent with and thus confirm

the results from HIT1 and HIT2.
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HIT Not Engaging Engaging

HIT1 Keywords: repeat, bland, disinterest, judge-
mental, unhelpful, off topic

Worker:
“The first two are bad because they basically just
parrot; although the first is a little better since
it shows sympathy. The last is good because it
gives extra info.”

“’Too much exercise’ is off-key for the con-
versation; it is judgmental and unhelpful.”

Keywords: have emotion, information, con-
tinue conversation

Worker: “The high engagement listens and
rephrases while adding more information about
why the person might be tired and drained. The
low engagement basically just acknowledges it
was said that the person is tired and drained.”

“The better reactions have emotion and would
cause further conversation.”

HIT2 Keywords: irrelevant, unhelpful

Worker: “The first response starts with
sympathy and makes a recommendation on what
might improve the user’s mood. The second
response also relates sympathy but does not
specify what could improve the user’s mood
which comes off a little disingenuous.”

“Though both add to the conversation, the
first feels more like a fact and the second feels
more like they care about reducing my pain,
though both are actually just delivering a
statement.”

Keywords: on topic, pay attention, helpful
recommendation, encouraging

Worker: “I felt the first response was en-
gaging but not personal, it fell more in the
enthusiastic category. The second response
though was enthusiastic and reciprocated by
trying to suggest how the user’s experience might
become more enjoyable.”

“The first one was pretty general but the
second one included as suggestion, which raises
the level of engagement.”

HIT3 Keywords: irrelevant, vague, change the topic
rapidly

Worker: “The comment about nature wasn’t
engaging because that wasn’t what the person
was initially talking about. It would be strange
to change the topic that abruptly. The other two
phrases were more engaging because they related
to the activity the person was talking about, and
also expanded on it.”

“The first two responses actively offer spe-
cific advice, while the third response is pretty
vague.”

Keywords: caring, specific advice, continue
conversation

Worker: “The conversation appears fully
developed for sentences rated high engagement.
Medium engagement sentences appear artificial
and manufactured by an algorithm. These are
all engaging responses because they create a
sense of reciprocity in the conversation.”

“I thought the responses that suggested a
specific activity were more engaging. It allows
for the conversation to continue better.”

Table 6.5: Reasons given by the Amazon Mechanical Turk Workers.
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6.3 Discussion

In this Chapter, we define multiple dialogue acts, such as acknowledgement,

empathy, reflection, and recommendation, and define dialogue strategies based

on them in order to generate responses for our targeted dialogue agent WellBe. These

dialogue act response components allow us to design flexible dialogue strategies and

have a fine-grained control of response generation. We then conduct a detailed human

evaluation to systematically compare four different dialogue strategies in terms of how

engaging the responses are perceived to be, in a context where the user has described a

recent activity and/or their affective response to that activity.

The results clearly confirm our hypotheses. The results show that responses

that rely on the affect and activity classifiers are more engaging than the baseline

acknowledgement. The R2 strategy, which shows empathy only based on the user

affect, is better than the plain acknowledgement. The R3 strategy, which shows

empathy and then produces a reflection, which depends on accurate user affect and

activity classification, is better than R2. The R3 strategy is intended to help the user

reflect further on their activity and their affect, and is often perceived as providing

motivational information. Finally, we show that the R4 strategy, which shows the

empathy and make a recommendation, is better than R3. Again R4 requires accurate

user affect and activity classification. Interestingly, when the user affect is positive, a

reflection is as engaging as a recommendation. However, when the user affect is

negative, the human judgements indicate that a recommendation is preferred over a
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reflection, because a recommendation is perceived as showing greater concern and

providing a more concrete and helpful response. These results are consistent with the

theoretical work [Isaacs et al., 2013, Hollis et al., 2017, Rohani et al., 2020] that both

reflections and recommendations on positive user experiences can improve well-being,

while reflections on negative experiences might not.

Additionally, we divide the R4 strategy into three sub-strategies: Capacity

(R4.3), Opportunity (R4.2), and Motivation (R4.1), based on the COM-B theory [Michie

et al., 2011, Michie and West, 2014]. This allows us to test the utility of developing

a more fine-grained activity classifer that can classify failures (negative user affect)

in terms of the source of the failure. The experiments show that Motivation, which

suggests the same type of activity with a variant, is the most engaging recommendation

type. On the contrary, Opportunity, which suggests that the user creates opportunities

to make the activity possible, is perceived as being too vague to show concern for the

user’s negative affect. The R4 Capacity strategy, which suggests a different type of

activity, is perceived as switching the topic too rapidly. While it is possible that the

implementation of these strategies could be improved in future work, it is useful to know

that Motivation is a reliable strategy when it is not possible to more accurately classify

the user’s type of failure.

In sum, these results clearly indicate that accurately detecting the user affect

and activity can facilitate coherent and engaging conversation for a well-being con-

versational agent, by making it possible to provide informative reflections and helpful

recommendations.
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Chapter 7

Conclusion and Future Work

Recent advances in conversational systems has led to a surge in interest in re-

search that is dedicated to help disconnected people battle with depression or loneliness.

One example of this are the introduction of therapy chatbots, with the systems Woebot

[Merry et al., 2012, Fitzpatrick et al., 2017] and Wysa [Inkster et al., 2018] representing

the current state-of-the-art. However, while these systems appear to be somewhat ef-

fective, we have shown that they cannot interact at any deep level of understanding in

conversations with users about their daily activities. We claim this is because they do

not have a deep enough level of natural language understanding. A separate line of work

on the empathetic aware chatbots [Rashkin et al., 2018b, Zhou et al., 2018, Zandie and

Mahoor, 2020] aims to understand user emotions and respond with empathy. Although

this research is rapidly evolving and appears to be promising [Roller et al., 2020], to

date this line of work neglects the importance of making useful recommendations that

are driven by well-being theories.
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Thus our long term aim is a well-being agent WellBe that can talk to the

user about their recent activities, feelings, and desires, provide empathetic responses,

reflect on what the user has said, and make recommendations to the user of activities

that they can schedule that are predicted to improve their overall well being. In order

to carry out such conversational interactions with a user, and make recommendations

as to activities that might improve the user’s well-being, we posit that a conversational

agent for well-being needs to (1) understand the user’s affective state; (2) understand

the user’s descriptions of their activities; and then (3) show empathy to the user, and

provide informative reflections or specific recommendations accordingly. We show in

this thesis that we can develop highly accurate user affect and user activity classifiers

and that dialogue strategies that are conditioned on these classifiers are more engaging

than dialogue strategies that do not have access to user affect and activity information.

7.1 Contributions

In this thesis, our main contributions are:

Accurate Affect and Activity Classification. We build highly accurate

classifiers for user affect and activity, which generalize well across corpora, and makes

it possible to show empathy to the user and produce targeted reflections or recommen-

dations. Our best models are fine-tuned on BERT [Devlin et al., 2018] with combined

private corpora, which achieve F1 scores as high as 0.88 for user affect classification,

and 0.92 for activity classification.
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Automatic Identification of Well-Being Categories for Activities. We

examine the general characteristics of the affective activities in the forms of lexico-

functional linguistic patterns and explore to categorize the activities with 5 well-being

categories that evoke user affect. Our experiments show that Self-Determination theory

covers more activity types than either Appraisal theory or Savouring theory, while

a single Well-Being theory by itself does not cover all the user activity types. The

results also indicate that the categories of competence, connection, and savouring

play a large role in positive well-being, whereas, the categories of obligation and

incompetence affect people’s feelings of well-being negatively.

Engaging Dialogue Strategy for Well-Being. Inspired by the theoretical

work Echo and Emotical [Isaacs et al., 2013, Hollis et al., 2017], we investigate engag-

ing dialogue strategies to provide informative reflections and specific recommendations

in order to improve user well-being. We generate the response candidates with multiple

dialogue acts, such as acknowledgement, empathy, reflection, and recommen-

dation. Then we conduct a human evaluation where we compare them with a baseline

strategy with simple acknowledgment that does not require to detect user affect and

activity. The results show that responses that rely on the affect and activity classifiers

are more engaging than the baseline and that different response strategies are preferred

depending on whether user affect is negative or positive. The most engaging strategy

shows empathy and gives a helpful recommendation, or makes an informative reflec-

tion. Specific and helpful recommendations are better than irrelevant or vague ones. In

addition, users prefer a recommendation rather than a reflection when they feel
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negative. These findings are consistent with previous work [Isaacs et al., 2013, Hollis

et al., 2017, Rohani et al., 2020] that reflection and recommendation on positive user

experiences can improve well-being, while reflection on negative experiences might not.

Coherent Recommendation. We note, however, that it’s challenging to

make good recommendations without a more fine-grained understanding of the types

of failures associated with user behavior. We thus investigate three types of recommen-

dations: Motivation, Opportunity, and Capacity [Michie et al., 2011]. Our experiments

demonstrate that Motivation, which suggests the same type of activity with a variant,

is the most engaging recommendation type. On the contrary, Opportunity, which sug-

gests that the user creates opportunities to make the activity possible, and Capacity,

which suggests a different type of activity, are considered as vague or changing the

topic rapidly. Therefore, making specific recommendations in dialogue systems require

accurate detection of the user affect and activity to facilitate coherent and engaging

conversation.

7.2 Limitations and Future Work

We acknowledge that there are several limitations to our approach, and that

there are clearly a number of directions that future research could take to improve upon

our results.

End-to-End System for Unpredictable Topics. Our approach to dia-

logue strategies and response generation is rule-based. Thus we are not able to generate
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responses to topics that are outside the domain of activities that we can classify, even

though we have shown that we can provide accurate responses for activity types that

are part of our taxonomy [Zhou et al., 2018]. Recent end-to-end approaches, such as

Meena [Adiwardana et al., 2020] appear to produce natural human-like utterances in

open-domain conversation about any topic. This approach however, requires a large

scale of data to train the model, and does not as yet produce highly controllable re-

sponse generation. A similar approach based on OpenAI GPT [Radford, 2018] allows

systems to be fine-tuned on a smaller within-domain dataset and thereby adapt its

knowledge, as well as possibly its style of talking. Thus, future work could explore

whether it is possible to fine-tune OpenAI GPT with data from Echo or EmotiCal or

other corpora of responses such as the empathetic reflections and recommendations that

are generated by our theory-driven strategies. It also might be possible to have a di-

alogue agent that utliizes a combination of rule-based, retrieval and neural generation

strategies. To integrate the systems, one could collect a large dataset for reflection

and recommendation, conditioned on the given meta-information of user affect and

activity, using Amazon Mechanical Turk, then investigate, whether a retrieval-based

approach suggested by previous work [Rashkin et al., 2018a, Zhou et al., 2018], or the

fine-tuned OpenAI GPT, similar to the EmpTransfo [Zandie and Mahoor, 2020], can

build a better system.

Finer-Grained Ontology for Affect. In our work, we use binary affect

classes, which allow us to produce responses that are conditioned on a rough classifi-

cation of user mood. However, in future it would be worth exploring whether a finer-
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grained user affect classification could support better responses that reflect a deeper

understanding of the user. For example, EmpatheticDialogues [Rashkin et al.,

2018b] provides a training set for utterances that reflect 32 different emotions such as

surprised (5.1%), excited (3.8%), and angry (3.6%). In addition, the DailyDialog

corpus [Li et al., 2017] provides training data for six different emotions such as joy

(74.0%), surprise (10.5%) and sadness (6.6%). It would require further investigation

to determine whether the full set of affects provided in EmpatheticDialogues are

distinguishable and can be used in a dialogue system. Furthermore, an examination of

DailyDialog shows that the distribution of affects is quite imbalanced. We leave to

future work to investigate whether the user of a finer-grained affect taxonomy would

provide more effective response generation strategies for a well-being dialogue system

such as WellBe.

Advanced Unsupervised Well-Being Categories for Activity. Simi-

larly, it might be possible to have a more fine-grained ontology of activity types. Here

we adopt the six activity types of EmotiCal in our work. However we explored a number

of different activity type ontologies and it is possible that the well-being categories which

were proposed in Section 5.2 may facilitate better recommendations. For example, in

future work it would be useful to explore whether we can use competence to detect

Capacity failure, autonomy for Opportunity failure, and goals for Motivation failure.

It might also be interesting to improve the unsupervised classification of well-being cat-

egories as we explored in Section 5.2, in order to better understand user behaviors and

make better recommendations.
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On the other hand, our choice of well-being theories was driven by bottom-up

methods such as examining by hand the highly predictive syntactic patterns that were

learned by Autoslog-TS, as well as analyzing the frequent informative UniGrams, and

observing the distributions of the existing activity types. In future, it may be important

to examine the role that other theories of well being might play in determining categories

of activities and their analysis.

User Behavior Detection. In Section 6.1, we realize that to design spe-

cific recommendations, we need to further understand the user behavior besides user

affect and activity. Then we utilize the components of user behavior, Capacity, Op-

portunity, and Motivation, which are defined by the COM-B framework [Michie et al.,

2011, Michie and West, 2014], to design the remedial recommendations. However, devel-

oping a behavioral classifier that can automatically distinguish Capacity, Opportunity

and Motivation failures is out of the scope of this work. Therefore, we set up experi-

ments in Section 6.2 to provide recommendations addressing all three types of failure

in order to determine whether there is a general rule for recommendations in dialogue

systems. Future work could benefit from a user behavior classifier for identifying the

reasons for failure or negative affect, and thus, improve the recommendation rules.

Advanced Semi-Supervised Learning. In our experiments in Section 5.4,

we used the same model architecture to create pseudo-labels on the ECHO data, and

augment the data to train the semi-supervised activity classifier. As a result, the model

does not seem to learn additional information from the pseudo-labeled data for predic-

tion, even though adding more labeled data could in principle improve the performance.
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Previous work on co-training [Mitchell, 2004] suggests using one set of features X1 to

train the first classifier to assign pseudo-labels for unlabelled data by a traditional

machine learning method, and then co-train the second classifier with a different set

of features X2 with the augmented data. In this work, this co-training method can

correctly classify 95% of 788 unlabelled web pages with only 12 labelled web pages.

Recent work on Unsupervised Data Augmentation (UDA) [Xie et al., 2019] shows

how to improve semi-supervised learning with advanced data augmentation methods

for deep learning models. Its empirical experiments show that UDA could improve

the performance of semi-supervised learning with the fine-tuned BERT models for text

classification tasks. Future experiments could explore semi-supervised learning with

various additional model architectures, and apply the UDA methods to effectively de-

noise unlabeled data in order to improve the semi-supervised learning with deep learning

models.

Richer Dialogue Strategies. Additionally, we could include other well-

being strategies such as asking questions about the user’s positive activities according

to positive psychology [Seligman et al., 2006, Seligman and Csikszentmihalyi, 2014],

or rephrase a recommendation in a friendly question, such as “How about X”. On the

other hand, the experiments in Chapter 6 show that the engagement of reflections and

recommendations for dialogue systems relies on the expression of the responses, while

it’s challenging to make the responses sound unbiased and relevant. Thus, future work

could also focus on generating engaging reflections and recommendations with friendly

expressions.
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Comprehensive Experiments for Dialogue Strategies. We acknowledge

that our crowdsourcing experiments, which aim to determine the most engaging dialogue

strategies for well-being dialogue systems can be improved in many ways.

First, the engaging reasons given by the MTurkers can be used for guidelines

for strategy design in future work. However, the reasons that we collected in our ex-

periments do not provide a big enough dataset to apply a thematic or quantitative

analysis. There are 5 judgements for each question and 3 different examples for each

activity and affect, hence, there are only 15 judgements for each activity and affect.

In brief, each HIT (HIT1...4) includes only 180 judgements for each strategy. Future

experiments should include more judges for each strategy, as well as possibly testing

additional different linguistic variations for each type of recommendation.

Second, our experiments evaluate whether a strategy is engaging if affect and

activity types are detected, but we haven’t explicitly evaluated what the effect might be

for varying levels of classification accuracy for affect and activity. Future experiments

should include different levels of noise in the affect and activity detection to generate

response candidates. Also, the experiments could use vague recommendations, instead

of a naive “I don’t know” response, as a baseline when the classifiers fail to detect the

user affect and activity.

Third, we found that the language expressions, i.e. the specific ways that a

response is formulated, as well as dialogue coherence, have an effect on user engagement

according to the reasons given by the MTurkers in Table 6.5. Future experiments should

distinguish the effect of different ways of saying the same thing and specific language
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expressions among the types of recommendations. Moreover, the experiments should

answer whether the lower ratings for Capacity and Opportunity are determined by

the specific level of recommendations, the relevancy of activity types, or because in

general, those kinds of recommendations place stronger constraints on what it means

to be coherent in a dialogue and thus must be targeted to the dialogue context, as

Motivational recommendations are designed to be.

Measuring Well-Being with Real-Time Systems. We haven’t applied

our affect and activity classifiers to in the context of an actual dialogue system that

interacts with users in order to improve well-being. Although the classifiers provide

good performance in our experiments, we haven’t assessed whether they can provide

the same performance in a real-time system. Moreover, we haven’t evaluated whether

indeed our theory-driven strategies can improve well-being, although we have evaluated

them in terms of how engaging they are. Future work could compare our approach with

other theoretically driven applications [Fairburn, 2008, Hofmann et al., 2012, Seligman

and Csikszentmihalyi, 2014], and possibly in this context, directly measure the effect of

such systems on user well-being.

In sum, in future work, we first aim to integrate our results and response

types into a conversational agent for well-being, and be able to test WellBe with human

users. Along the way, we also hope to address some of the limitations in our work, and

contribute to future research on dialogue systems for well-being.
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Appendix A

Simulated User Utterances for HITs

Activity Recommendation

Exercise
I just had a great workout.

I enjoyed my afternoon walk. It helped clear my head and of course was good
exercise.

I did some good pull ups and push ups, feeling fit

Food
I had a good lunch, so I’m in a good mood.

I had dinner with family

I had a really nice lunch of leftovers and my sports drink, feeling good about
bringing my own lunch and being frugal.

Leisure
Just watched a great movie, feeling interested and relaxed

I got a lot of reading done, feel accomplished and like i am making the best
use of my time.

I just watched a great movie, feeling interested and relaxed

Sleep
I got a really good night’s rest.

I woke up feeling rejuvenated and refreshed!

I got a really good night’s rest.

Social
Spending time with friends I haven’t seen in a while.

I’m enjoying this beautiful day with my mother and sister.

I had a good conversation with friends.

Work
Got a lot of homework done. Glad I have a 3 day weekend.

Studying material that I enjoy

I got a call back for a new job

Table A.1: The positive examples of EmotiCal used in the HITs.
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Activity Recommendation

Exercise
After walking 11.5 miles in 85 degree temperatures I am tired and drained!

My shoulder is a little sore from exercising

I weighed myself and did not like the results. I also looked at my efforts to lose
weight and get in shape and did not like the results.

Food
I didn’t have time to eat breakfast, so I’m not feeling great.

I ate a heavy and expensive dinner with frustrating company

We have no food in the house right now. All My dad and me had for breakfast
was a bowl of grits and some toasts.

Leisure
I am all alone at home and there is nothing on tv to watch to pass the time.

I was stuck in an issue and was not able to fix it

I read the rest of the sad book today, and it was rough. In the second half, her
father passes away.

Sleep
Did not get enough sleep. Waking up at 4 is no fun

I have been feeling sleepy for hours but I can’t get to sleep. I’ve took pills
hours ago but nothing works. I hate my insomnia.

Didn’t sleep much last night, construction outside my window all night

Social
My friends made me mad.

I am irritated after driving in car with family for 4 hours

My boyfriend upset me really bad this morning

Work
Lots of work and studying, I feel like I don’t have enough time.

Tired of work. Not making progress with a client. No call backs from other
jobs

I’m so exhausted from work, and gotta go right back in

Table A.2: The negative examples of EmotiCal used in the HITs.
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Appendix B

Question Items for HITs

In this appendix, we list the question items for each HIT (HIT1...4). Table B.1,

B.2, B.3, B.4, B.5, and B.6 show the question items of HIT1. For example, HIT1-A

belongs to one of the thee tasks (HIT1-A, HIT1-B, HIT1-C) in HIT1 and the response

candidates R1...3 are randomized in the HIT. The average rating and the standard

deviation are demonstrated for each item. Similarly, Table B.7, B.8, B.9, B.10, B.11,

and B.12 show the question items of HIT2, Table B.13, B.14, B.15, B.16, B.17, and

B.18 shows HIT3, and Table B.19, B.20, B.21, B.22, B.23, and B.24 shows HIT4.
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Activity Utterance AVG SDT

Exercise user: I just had a great workout. – –
R1: I see, you had a great workout. 1.8 0.7
R2: Wow! It’s terrific that you had a great workout. 4.0 0.0
R3: Wow! It’s terrific that you had a great workout. It’s also fun if
you explore a scenic place in nature.

4.8 0.4

Food user: I had a good lunch, so I’m in a good mood. – –
R1: I see, you had a good lunch. 1.4 0.8
R2: It’s great that you had a good lunch. 3.2 0.7
R3: It’s great that you had a good lunch. It could also improve your
mood if you invite a friend to a movie.

3.8 1.5

Leisure user: Just watched a great movie, feeling interested and relaxed – –
R1: I see, you just watched a great movie. 1.4 0.8
R2: That’s great that you watched a great movie. 2.4 0.5
R3: That’s great that you watched a great movie. It’s also fun if
you learn something new.

3.8 1.2

Sleep user: I got a really good night’s rest. – –
R1: I see, you got a really good night’s rest. 1.4 0.8
R2: It’s nice that you got a really good night’s rest. 3.2 0.7
R3: It’s nice that you got a really good night’s rest. You could try
to engage in an artistic activity such as drawing or painting.

4.0 1.3

Social user: Spending time with friends I haven’t seen in a while. – –
R1: I see, you spent time with friends you haven’t seen in a while. 1.4 0.8
R2: It’s great to spend time with friends you haven’t seen in a while. 3.8 0.4
R3: It’s great to spend time with friends you haven’t seen in a while.
You could tidy up around home to make the space more comfortable
and organized.

4.4 0.8

Work user: Got a lot of homework done. Glad I have a 3 day weekend. – –
R1: I see, you got a lot of homework done 1.2 0.4
R2: It’s great that you got a lot of homework done. 2.8 0.7
R3: It’s great that you got a lot of homework done. It might be fun
to explore a scenic place in nature.

4.2 0.7

Table B.1: The POS items in HIT1-A.

175



Activity Utterance AVG SDT

Exercise user: After walking 11.5 miles in 85 degree temperatures I am tired
and drained!

– –

R1: I see, you are tired and drained. 1.8 1.0
R2: Oh no, you are tired and drained. 3.2 0.4
R3: It’s too bad that you are tired and drained. You could explore
a scenic place in nature to relax.

4.0 1.3

Food user: I didn’t have time to eat breakfast, so I’m not feeling great. – –
R1: I see, you didn’t have time to eat breakfast. 1.4 0.8
R2: I am sorry to hear that you didn’t have time to eat breakfast. 3.6 0.5
R3: I am sorry to hear that you didn’t have time to eat breakfast. It
could make you feel better if you watch a movie that you are looking
forward to.

3.6 1.7

Leisure user: I am all alone at home and there is nothing on tv to watch to
pass the time.

– –

R1: I see, you are all alone at home. 1.4 0.8
R2: I am sorry to hear that you are all alone at home. 3.4 0.5
R3: I am sorry to hear that you are all alone at home. You could
practice something you know you can do well.

4.4 0.8

Sleep user: Did not get enough sleep. Waking up at 4 is no fun – –
R1: I see, you did not get enough sleep. 1.4 0.8
R2: I’m sorry to hear that you didn’t get enough sleep. 3.2 0.4
R3: I’m sorry to hear that you didn’t get enough sleep. You could
invite a friend to a movie.

3.6 1.7

Social user: My friends made me mad. – –
R1: I see, your friends made you mad. 1.4 0.8
R2: I am sorry to hear that your friends made you mad. 3.4 0.5
R3: I am sorry to hear that your friends made you mad. You could
focus on doing some solo work today.

3.8 1.5

Work user: Lots of work and studying, I feel like I don’t have enough time. – –
R1: I see, you have lots of work. 1.4 0.8
R2: I am sorry to hear that you have lots of work. 3.0 0.9
R3: I am sorry to hear that you have lots of work. It might be
relaxing to ride a bike or skateboard outside.

3.4 1.6

Table B.2: The NEG items in HIT1-A.
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Activity Utterance AVG SDT

Exercise user: I enjoyed my afternoon walk. It helped clear my head and of
course was good exercise.

– –

R1: I see, you enjoyed my afternoon walk. 2.6 1.5
R2: Wow! It’s awesome that you enjoyed your afternoon walk. 3.6 0.5
R3: Wow! It’s terrific that you enjoyed your afternoon walk. It’s
also fun if you explore a scenic place in nature.

4.8 0.4

Food user: I had dinner with family – –
R1: I see, you had dinner with family. 2.8 1.8
R2: It’s great that you had dinner with family. 3.0 0.6
R3: It’s great that you had dinner with family. It could also improve
your mood if you invite your family to a movie.

4.4 0.5

Leisure user: I got a lot of reading done, feel accomplished and like i am
making the best use of my time.

– –

R1: I see, you got a lot of reading done. 2.0 1.3
R2: It’s great that you got a lot of reading done. 2.6 0.8
R3: It’s great that you got a lot of reading done. It’s also fun if you
learn something new.

4.2 0.4

Sleep user: I woke up feeling rejuvenated and refreshed! – –
R1: I see, you woke up feeling rejuvenated and refreshed! 2.8 1.5
R2: It’s great that you woke up feeling rejuvenated and refreshed! 2.4 0.5
R3: It’s great that you woke up feeling rejuvenated and refreshed!
You could try to engage in an artistic activity such as drawing or
painting.

4.8 0.4

Social user: I’m enjoying this beautiful day with my mother and sister. – –
R1: I see, you’re enjoying this beautiful day with your mother and
sister.

2.2 1.0

R2: It’s great that you’re enjoying this beautiful day with your
mother and sister.

2.8 0.4

R3: It’s great that you’re enjoying this beautiful day with your
mother and sister. You could tidy up around home to make the
space more comfortable and organized.

4.4 0.8

Work user: Studying material that I enjoy – –
R1: I see, you’re studying material that you enjoy 1.6 0.5
R2: It’s great that you’re studying material that you enjoy. 2.0 0.6
R3: It’s great that you’re studying material that you enjoy. It might
be fun to explore a scenic place in nature.

3.6 0.8

Table B.3: The POS items in HIT1-B.
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Activity Utterance AVG SDT

Exercise user: My shoulder is a little sore from exercising – –
R1: I see, your shoulder is a little sore. 1.8 0.7
R2: Oh no, your shoulder is a little sore. 2.2 1.0
R3: It’s too bad that your shoulder is a little sore. You could explore
a scenic place in nature to relax.

4.6 0.5

Food user: I ate a heavy and expensive dinner with frustrating company – –
R1: I see, you ate a heavy and expensive dinner with frustrating
company

2.2 1.2

R2: I am sorry to hear that you ate a heavy and expensive dinner
with frustrating company

3.0 0.9

R3: I am sorry to hear that you ate a heavy and expensive dinner
with frustrating company. It could make you feel better if you watch
a movie that you are looking forward to.

3.8 1.2

Leisure user: I was stuck in an issue and was not able to fix it – –
R1: I see, you were stuck in an issue and were not able to fix it 2.4 1.0
R2: I am sorry to hear that you were stuck in an issue and were not
able to fix it

2.8 1.2

R3: I am sorry to hear that you were stuck in an issue and were not
able to fix it. You could practice something you know you can do
well.

4.2 0.7

Sleep user: I have been feeling sleepy for hours but I can’t get to sleep.
I’ve took pills hours ago but nothing works. I hate my insomnia.

– –

R1: I see, you have been feeling sleepy for hours. 2.4 1.4
R2: I am sorry to hear that you have been feeling sleepy for hours. 2.8 0.7
R3: I am sorry to hear that you have been feeling sleepy for hours.
You could invite a friend to a movie.

4.8 0.4

Social user: I am irritated after driving in car with family for 4 hours – –
R1: I see, you were irritated after driving in car with family for 4
hours

2.4 1.4

R2: I am sorry to hear that you were irritated after driving in car
with family for 4 hours

3.0 0.9

R3: I am sorry to hear that you were irritated after driving in car
with family for 4 hours. You could focus on doing some solo work
today.

4.2 0.7

Work user: Tired of work. Not making progress with a client. No call
backs from other jobs

– –

R1: I see, you’re tired of work. 1.8 0.7
R2: I am sorry to hear that you’re tired of work. 2.4 1.4
R3: I am sorry to hear that you’re tired of work. It might be relaxing
to ride a bike or skateboard outside.

4.4 0.5

Table B.4: The NEG items in HIT1-B.
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Activity Utterance AVG SDT

Exercise user: I did some good pull ups and push ups, feeling fit – –
R1: I see, you did some good pull ups and push ups. 1.6 0.5
R2: Nice! It’s great that you did some good pull ups and push ups. 3.2 0.4
R3: Wow! It’s great that you did some good pull ups and push ups.
It’s also fun if you explore a scenic place in nature.

4.8 0.4

Food user: I had a really nice lunch of leftovers and my sports drink,
feeling good about bringing my own lunch and being frugal.

– –

R1: I see, you had a really nice lunch. 1.4 0.5
R2: It’s great that you had a really nice lunch. 2.8 0.7
R3: It’s great that you had a really nice lunch. It could also improve
your mood if you invite your family to a movie.

4.4 0.8

Leisure user: I just watched a great movie, feeling interested and relaxed – –
R1: I see, you just watched a great movie. 1.4 0.5
R2: It’s great that you just watched a great movie. 2.0 0.9
R3: It’s great that you just watched a great movie. It’s also fun if
you learn something new.

4.2 0.7

Sleep user: I got a really good night’s rest. – –
R1: I see, you got a really good night’s rest. 1.4 0.5
R2: It’s great that you got a really good night’s rest. 2.4 0.5
R3: It’s great that you got a really good night’s rest. You could try
to engage in an artistic activity such as drawing or painting.

4.6 0.5

Social user: I had a good conversation with friends. – –
R1: I see, you had a good conversation with friends. 1.6 0.5
R2: It’s great that you had a good conversation with friends. 2.6 0.5
R3: It’s great that you had a good conversation with friends. You
could tidy up around home to make the space more comfortable and
organized.

4.6 0.8

Work user: I got a call back for a new job – –
R1: I see, you got a call back for a new job 1.8 1.2
R2: It’s great that you got a call back for a new job. 2.8 1.3
R3: It’s great that you got a call back for a new job. It might be
fun to explore a scenic place in nature.

4.4 0.8

Table B.5: The POS items in HIT1-C.
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Activity Utterance AVG SDT

Exercise user: I weighed myself and did not like the results. I also looked
at my efforts to lose weight and get in shape and did not like the
results.

– –

R1: I see, you weighed your self and did not like the results. 1.2 0.4
R2: Oh no, you weighed your self and did not like the results. 2.2 1.0
R3: It’s too bad that you weighed your self and did not like the
results. You could explore a scenic place in nature to improve your
mood.

3.0 1.7

Food user: We have no food in the house right now. All My dad and me
had for breakfast was a bowl of grits and some toasts.

– –

R1: I see, you have no food in the house right now. 1.6 0.5
R2: I am sorry to hear that you have no food in the house right now. 3.0 0.6
R3: I am sorry to hear that you have no food in the house right
now. It could make you feel better if you watch a movie that you are
looking forward to.

5.0 0.0

Leisure user: I read the rest of the sad book today, and it was rough. In the
second half, her father passes away.

– –

R1: I see, you read the rest of the sad book today. 1.4 0.5
R2: I am sorry to hear that you read the rest of the sad book today. 2.2 0.7
R3: I am sorry to hear that you read the rest of the sad book today.
You could practice something you know you can do well.

4.2 1.2

Sleep user: Didn’t sleep much last night, construction outside my window
all night

– –

R1: I see, you didn’t sleep much last night. 1.4 0.5
R2: I am sorry to hear that you didn’t sleep much last night. 2.4 0.8
R3: I am sorry to hear that you didn’t sleep much last night. You
could try inviting a friend to a movie.

4.8 0.4

Social user: My boyfriend upset me really bad this morning – –
R1: I see, your boyfriend upset you really bad this morning 1.4 0.5
R2: I am sorry to hear that your boyfriend upset you really bad this
morning

2.8 0.7

R3: I am sorry to hear that your boyfriend upset you really bad this
morning. You could focus on doing some solo work today.

4.6 0.5

Work user: I’m so exhausted from work, and gotta go right back in – –
R1: I see, you’re so exhausted from work. 1.4 0.5
R2: I am sorry to hear that you’re so exhausted from work. 2.4 1.0
R3: I am sorry to hear that you’re so exhausted from work. It might
be relaxing to ride a bike or skateboard outside.

4.6 0.8

Table B.6: The NEG items in HIT1-C.
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Activity Utterance AVG SDT

Exercise user: I just had a great workout. – –
R3: Wow! It’s terrific that you had a great workout. It’s also fun if
you explore a scenic place in nature.

4.2 0.7

R4.1: Wow! It’s terrific that you had a great workout. You might
have more fun if you invite a friend or a family member.

4.0 1.1

Food user: I had a good lunch, so I’m in a good mood. – –
R3: It’s great that you had a good lunch. It could also improve your
mood if you invite a friend to a movie.

3.8 0.7

R4.1: It’s great that you had a good lunch. It could be fun if you
find an interesting recipe to bake or cook.

4.4 0.8

Leisure user: Just watched a great movie, feeling interested and relaxed – –
R3: That’s great that you watched a great movie. It’s also fun if
you learn something new.

3.8 1.0

R4.1: That’s great that you watched a great movie. It can also be
fun to invite a friend to the movie.

4.2 0.7

Sleep user: I got a really good night’s rest. – –
R3: It’s nice that you got a really good night’s rest. You could try
to engage in an artistic activity such as drawing or painting.

4.0 1.1

R4.1: It’s nice that you got a really good night’s rest. Spending
time outside or going for a walk can help you sleep better.

4.2 1.2

Social user: Spending time with friends I haven’t seen in a while. – –
R3: It’s great to spend time with friends you haven’t seen in a while.
You could tidy up around home to make the space more comfortable
and organized.

3.8 0.7

R4.1: It’s great to spend time with friends you haven’t seen in a
while. You could invite a friend to a museum, exhibit or art gallery.

4.0 1.1

Work user: Got a lot of homework done. Glad I have a 3 day weekend. – –
R3: It’s great that you got a lot of homework done. It might be fun
to explore a scenic place in nature.

3.8 1.2

R4.1: It’s great that you got a lot of homework done. It will be fun
to practice something you know You could do well.

4.2 0.7

Table B.7: The POS items in HIT2-A.
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Activity Utterance AVG SDT

Exercise user: After walking 11.5 miles in 85 degree temperatures I am tired
and drained!

– –

R3: It’s too bad that you are tired and drained. You could explore
a scenic place in nature to relax.

3.4 1.2

R4.1: It’s too bad that you are tired and drained. A bath is often
helpful after exercising.

4.4 0.8

Food user: I didn’t have time to eat breakfast, so I’m not feeling great. – –
R3: I am sorry to hear that you didn’t have time to eat breakfast. It
could make you feel better if you watch a movie that you are looking
forward to.

4.0 1.1

R4.1: I am sorry to hear that you didn’t have time to eat breakfast.
Eating well can improve your mood.

3.6 1.0

Leisure user: I am all alone at home and there is nothing on tv to watch to
pass the time.

– –

R3: I am sorry to hear that you are all alone at home. You could
practice something you know you can do well.

3.4 1.4

R4.1: I am sorry to hear that you are all alone at home. How about
listening to some favorite music to relax?

4.4 0.8

Sleep user: Did not get enough sleep. Waking up at 4 is no fun – –
R3: I’m sorry to hear that you didn’t get enough sleep. You could
invite a friend to a movie.

3.8 1.2

R4.1: I’m sorry to hear that you didn’t get enough sleep. It can be
helpful to find a relaxing place and meditate or do yoga.

4.8 0.4

Social user: My friends made me mad. – –
R3: I am sorry to hear that your friends made you mad. You could
focus on doing some solo work today.

3.8 1.5

R4.1: I am sorry to hear that your friends made you mad. It might
be helpful if you talk to your family.

3.6 1.5

Work user: Lots of work and studying, I feel like I don’t have enough time. – –
R3: I am sorry to hear that you have lots of work. It might be
relaxing to ride a bike or skateboard outside.

3.0 0.9

R4.1: I am sorry to hear that you have lots of work. It might help
you if you study with your friends.

3.4 1.0

Table B.8: The NEG items in HIT2-A.
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Activity Utterance AVG SDT

Exercise user: I enjoyed my afternoon walk. It helped clear my head and of
course was good exercise.

– –

R3: Wow! It’s terrific that you enjoyed your afternoon walk. It’s
also fun if you explore a scenic place in nature.

3.2 0.4

R4.1: Wow! It’s terrific that you enjoyed your afternoon walk. You
might have more fun if you invite a friend or a family member.

4.4 0.5

Food user: I had dinner with family – –
R3: It’s great that you had dinner with family. It could also improve
your mood if you invite your family to a movie.

2.4 0.8

R4.1: It’s great that you had dinner with family. It could be fun if
you find an interesting recipe to bake or cook.

4.0 0.6

Leisure user: I got a lot of reading done, feel accomplished and like i am
making the best use of my time.

– –

R3: It’s great that you got a lot of reading done. It’s also fun if you
learn something new.

3.2 1.0

R4.1: It’s great that you got a lot of reading done. It can also be
fun to recommend the book to a friend.

3.0 1.3

Sleep user: I woke up feeling rejuvenated and refreshed! – –
R3: It’s great that you woke up feeling rejuvenated and refreshed!
You could try to engage in an artistic activity such as drawing or
painting.

3.8 1.5

R4.1: It’s great that you woke up feeling rejuvenated and refreshed!
Spending time outside or going for a walk can help you sleep better.

2.0 0.6

Social user: I’m enjoying this beautiful day with my mother and sister. – –
R3: It’s great that you’re enjoying this beautiful day with your
mother and sister. You could tidy up around home to make the
space more comfortable and organized.

3.6 0.8

R4.1: It’s great that you’re enjoying this beautiful day with your
mother and sister. You could invite a friend to a museum, exhibit or
art gallery.

1.8 1.6

Work user: Studying material that I enjoy – –
R3: It’s great that you’re studying material that you enjoy. It might
be fun to explore a scenic place in nature.

3.2 1.2

R4.1: It’s great that you’re studying material that you enjoy. It will
be fun to practice something you know you can do well.

3.6 1.2
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Exercise user: My shoulder is a little sore from exercising – –
R3: It’s too bad that your shoulder is a little sore. You could explore
a scenic place in nature to relax.

2.8 0.7

R4.1: It’s too bad that your shoulder is a little sore. A bath is often
helpful after exercising.

4.6 0.5

Food user: I ate a heavy and expensive dinner with frustrating company – –
R3: I am sorry to hear that you ate a heavy and expensive dinner
with frustrating company. It could make you feel better if you watch
a movie that you are looking forward to.

1.2 0.4

R4.1: I am sorry to hear that you ate a heavy and expensive dinner
with frustrating company. Eating well can improve your mood.

2.4 0.5

Leisure user: I was stuck in an issue and was not able to fix it – –
R3: I am sorry to hear that you were stuck in an issue and were not
able to fix it. You could practice something you know you can do
well.

2.8 1.2

R4.1: I am sorry to hear that you were stuck in an issue and were
not able to fix it. How about listening to some favorite music to
relax?

4.2 1.2

Sleep user: I have been feeling sleepy for hours but I can’t get to sleep.
I’ve took pills hours ago but nothing works. I hate my insomnia.

– –

R3: I am sorry to hear that you have been feeling sleepy for hours.
You could invite a friend to a movie.

1.4 0.5

R4.1: I am sorry to hear that you have been feeling sleepy for hours.
It can be helpful to find a relaxing place and meditate or do yoga.

4.4 0.8

Social user: I am irritated after driving in car with family for 4 hours – –
R3: I am sorry to hear that you were irritated after driving in car
with family for 4 hours. You could focus on doing some solo work
today.

2.4 0.5

R4.1: I am sorry to hear that you were irritated after driving in car
with family for 4 hours. It might be helpful if you talk to a friend.

4.0 0.6

Work user: Tired of work. Not making progress with a client. No call
backs from other jobs

– –

R3: I am sorry to hear that you’re tired of work. It might be relaxing
to ride a bike or skateboard outside.

2.2 1.0

R4.1: I am sorry to hear that you’re tired of work. You could do
something you know you can do well.

2.6 1.6
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Exercise user: I did some good pull ups and push ups, feeling fit – –
R3: Wow! It’s great that you did some good pull ups and push ups.
It’s also fun if you explore a scenic place in nature.

3.4 0.8

R4.1: Wow! It’s great that you did some good pull ups and push
ups. You might have more fun if you invite a friend or a family
member.

4.2 0.7

Food user: I had a really nice lunch of leftovers and my sports drink,
feeling good about bringing my own lunch and being frugal.

– –

R3: It’s great that you had a really nice lunch. It could also improve
your mood if you invite your family to a movie.

3.0 0.9

R4.1: It’s great that you had a really nice lunch. It could be fun if
you find an interesting recipe to bake or cook.

4.0 1.3

Leisure user: I just watched a great movie, feeling interested and relaxed – –
R3: It’s great that you just watched a great movie. It’s also fun if
you learn something new.

4.0 0.6

R4.1: It’s great that you just watched a great movie. It can also be
fun to invite a friend to the movie.

3.2 0.4

Sleep user: I got a really good night’s rest. – –
R3: It’s great that you got a really good night’s rest. You could try
to engage in an artistic activity such as drawing or painting.

3.8 0.4

R4.1: It’s great that you got a really good night’s rest. Spending
time outside or going for a walk can help you sleep better.

3.0 0.6

Social user: I had a good conversation with friends. – –
R3: It’s great that you had a good conversation with friends. You
could tidy up around home to make the space more comfortable and
organized.

3.8 0.4

R4.1: It’s great that you had a good conversation with friends. You
could invite a friend to a museum, exhibit or art gallery more often.

3.0 1.4

Work user: I got a call back for a new job – –
R3: It’s great that you got a call back for a new job. It might be
fun to explore a scenic place in nature.

3.4 0.8

R4.1: It’s great that you got a call back for a new job. Doing
something you know you can do well could improve your mood.

3.0 1.1
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Exercise user: I weighed myself and did not like the results. I also looked
at my efforts to lose weight and get in shape and did not like the
results.

– –

R3: It’s too bad that you weighed your self and did not like the
results. You could explore a scenic place in nature to improve your
mood.

2.2 1.0

R4.1: It’s too bad that you weighed your self and did not like the
results. You might have more success if you exercise with a friend.

3.8 0.7

Food user: We have no food in the house right now. All My dad and me
had for breakfast was a bowl of grits and some toasts.

– –

R3: I am sorry to hear that you have no food in the house right
now. It could make you feel better if you watch a movie that you are
looking forward to.

3.2 1.3

R4.1: I am sorry to hear that you have no food in the house right
now. Eating well can improve your mood.

2.4 1.2

Leisure user: I read the rest of the sad book today, and it was rough. In the
second half, her father passes away.

– –

R3: I am sorry to hear that you read the rest of the sad book today.
You could practice something you know you can do well.

3.4 0.5

R4.1: I am sorry to hear that you read the rest of the sad book
today. How about listening to some favorite music to relax?

3.4 0.8

Sleep user: Didn’t sleep much last night, construction outside my window
all night

– –

R3: I am sorry to hear that you didn’t sleep much last night. You
could try inviting a friend to a movie.

2.4 0.8

R4.1: I am sorry to hear that you didn’t sleep much last night. It
can be helpful to find a relaxing place and meditate or do yoga.

3.4 0.8

Social user: My boyfriend upset me really bad this morning – –
R3: I am sorry to hear that your boyfriend upset you really bad this
morning. You could focus on doing some solo work today.

2.8 1.5

R4.1: I am sorry to hear that your boyfriend upset you really bad
this morning. It might be helpful if you talk to your family.

3.4 0.5

Work user: I’m so exhausted from work, and gotta go right back in – –
R3: I am sorry to hear that you’re so exhausted from work. It might
be relaxing to ride a bike or skateboard outside.

3.2 1.5

R4.1: I am sorry to hear that you’re you’re so exhausted from work.
You could do something you know you can do well.

3.2 0.4
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Exercise user: I just had a great workout. – –
R4.1: Wow! It’s terrific that you had a great workout. You might
have more fun if you invite a friend or a family member.

4.4 0.5

R4.2: Wow! It’s terrific that you had a great workout. It can
improve your mood if you do it more often.

3.4 1.4

R4.3: Wow! It’s terrific that you had a great workout. It’s also fun
if you explore a scenic place in nature.

3.2 1.5

Food user: I had a good lunch, so I’m in a good mood. – –
R4.1: It’s great that you had a good lunch. It could be fun if you
find an interesting recipe to bake or cook.

4.2 0.7

R4.2: It’s great that you had a good lunch. You could try to do it
more often.

2.8 1.0

R4.3: It’s great that you had a good lunch. It could also improve
your mood if you invite a friend to a movie.

3.6 1.0

Leisure user: Just watched a great movie, feeling interested and relaxed – –
R4.1: That’s great that you watched a great movie. It can also be
fun to invite a friend to the movie.

4.2 0.4

R4.2: That’s great that you watched a great movie. You could try
to do it more often.

3.6 1.0

R4.3: That’s great that you watched a great movie. It’s also fun if
you learn something new.

3.6 1.0

Sleep user: I got a really good night’s rest. – –
R4.1: It’s nice that you got a really good night’s rest. Spending
time outside or going for a walk can help you sleep better.

3.2 1.2

R4.2: It’s nice that you got a really good night’s rest. You could
try to keep a consistent sleep schedule.

3.2 1.2

R4.3: It’s nice that you got a really good night’s rest. You could
try to engage in an artistic activity such as drawing or painting.

3.0 1.3

Social user: Spending time with friends I haven’t seen in a while. – –
R4.1: It’s great to spend time with friends you haven’t seen in a
while. You could invite a friend to a museum, exhibit or art gallery.

4.4 0.5

R4.2: It’s great to spend time with friends you haven’t seen in a
while. You could try to do it more often.

3.6 0.5

R4.3: It’s great to spend time with friends you haven’t seen in a
while. You could tidy up around home to make the space more
comfortable and organized.

2.8 1.2

Work user: Got a lot of homework done. Glad I have a 3 day weekend. – –
R4.1: It’s great that you got a lot of homework done. It will be fun
to practice something you know You could do well.

2.8 1.6

R4.2: It’s great that you got a lot of homework done. You could try
to do it more often.

3.0 1.1

R4.3: It’s great that you got a lot of homework done. It might be
fun to explore a scenic place in nature.

3.8 0.7
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Exercise user: After walking 11.5 miles in 85 degree temperatures I am tired
and drained!

– –

R4.1: It’s too bad that you are tired and drained. A bath is often
helpful after exercising.

4.2 0.7

R4.2: It’s too bad that you are tired and drained. You could try to
take regular rest while you are exercising.

4.0 0.6

R4.3: It’s too bad that you are tired and drained. You could explore
a scenic place in nature to relax.

2.8 1.0

Food user: I didn’t have time to eat breakfast, so I’m not feeling great. – –
R4.1: I am sorry to hear that you didn’t have time to eat breakfast.
Eating well can improve your mood.

3.2 1.2

R4.2: I am sorry to hear that you didn’t have time to eat breakfast.
Try to make sure that you always have healthy snacks available.

4.2 0.4

R4.3: I am sorry to hear that you didn’t have time to eat breakfast.
It could make you feel better if you watch a movie that you are
looking forward to.

3.6 1.4

Leisure user: I am all alone at home and there is nothing on tv to watch to
pass the time.

– –

R4.1: I am sorry to hear that you are all alone at home. How about
listening to some favorite music to relax?

4.2 0.7

R4.2: I am sorry to hear that you are all alone at home. You could
try listening to your favorite music or movie.

4.2 0.4

R4.3: I am sorry to hear that you are all alone at home. You could
practice something you know you can do well.

3.6 1.4

Sleep user: Did not get enough sleep. Waking up at 4 is no fun – –
R4.1: I’m sorry to hear that you didn’t get enough sleep. It can be
helpful to find a relaxing place and meditate or do yoga.

3.8 0.7

R4.2: I’m sorry to hear that you didn’t get enough sleep. You could
try to establish a relaxing bedtime routine.

4.6 0.5

R4.3: I’m sorry to hear that you didn’t get enough sleep. You could
invite a friend to a movie.

2.6 1.4

Social user: My friends made me mad. – –
R4.1: I am sorry to hear that your friends made you mad. It might
be helpful if you talk to your family.

4.0 0.6

R4.2: I am sorry to hear that your friends made you mad. You
could try to talk to your friends regularly.

3.6 1.0

R4.3: I am sorry to hear that your friends made you mad. You
could focus on doing some solo work today.

4.0 0.6

Work user: Lots of work and studying, I feel like I don’t have enough time. – –
R4.1: I am sorry to hear that you have lots of work. It might help
you if you study with your friends.

3.8 1.2

R4.2: I am sorry to hear that you have lots of work. You could try
to make a better work schedule to work regularly.

3.6 1.4

R4.3: I am sorry to hear that you have lots of work. It might be
relaxing to ride a bike or skateboard outside.

3.4 0.8
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Exercise user: I enjoyed my afternoon walk. It helped clear my head and of
course was good exercise.

– –

R4.1: Wow! It’s terrific that you enjoyed your afternoon walk. You
might have more fun if you invite a friend or a family member.

4.2 1.2

R4.2: Wow! It’s terrific that you enjoyed your afternoon walk. You
could try to do it more often.

3.0 0.6

R4.3: Wow! It’s terrific that you enjoyed your afternoon walk. It’s
also fun if you explore a scenic place in nature.

3.8 1.5

Food user: I had dinner with family – –
R4.1: It’s great that you had dinner with family. It could be fun if
you find an interesting recipe to bake or cook.

4.4 0.8

R4.2: It’s great that you had dinner with family. You could try to
do it more often.

2.8 0.7

R4.3: It’s great that you had dinner with family. It could also
improve your mood if you invite your family to a movie.

2.8 1.2

Leisure user: I got a lot of reading done, feel accomplished and like i am
making the best use of my time.

– –

R4.1: It’s great that you got a lot of reading done. It can also be
fun to recommend the book to a friend.

3.4 2.0

R4.2: It’s great that you got a lot of reading done. You could try
to do it more often.

2.8 1.0

R4.3: It’s great that you got a lot of reading done. It’s also fun if
you learn something new.

3.4 1.0

Sleep user: I woke up feeling rejuvenated and refreshed! – –
R4.1: It’s great that you woke up feeling rejuvenated and refreshed!
Spending time outside or going for a walk can help you sleep better.

2.0 0.9

R4.2: It’s great that you woke up feeling rejuvenated and refreshed!
You could try to keep a consistent sleep schedule.

2.0 1.1

R4.3: It’s great that you woke up feeling rejuvenated and refreshed!
You could try to engage in an artistic activity such as drawing or
painting.

3.4 1.2

Social user: I’m enjoying this beautiful day with my mother and sister. – –
R4.1: It’s great that you’re enjoying this beautiful day with your
mother and sister. You could invite a friend to a museum, exhibit or
art gallery.

1.8 0.4

R4.2: It’s great that you’re enjoying this beautiful day with your
mother and sister. You could try to do it more often.

2.6 1.0

R4.3: It’s great that you’re enjoying this beautiful day with your
mother and sister. You could tidy up around home to make the
space more comfortable and organized.

2.4 1.5

Work user: Studying material that I enjoy – –
R4.1: It’s great that you’re studying material that you enjoy. It will
be fun to practice something you know you can do well.

3.0 1.7

R4.2: It’s great that you’re studying material that you enjoy. You
could try to do it more often.

1.6 0.5

R4.3: It’s great that you’re studying material that you enjoy. It
might be fun to explore a scenic place in nature.

1.8 1.0
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Exercise user: My shoulder is a little sore from exercising – –
R4.1: It’s too bad that your shoulder is a little sore. A bath is often
helpful after exercising.

4.4 0.8

R4.2: It’s too bad that your shoulder is a little sore. You could try
to take regular rest while you are exercising.

3.2 1.5

R4.3: It’s too bad that your shoulder is a little sore. You could
explore a scenic place in nature to relax.

2.0 0.6

Food user: I ate a heavy and expensive dinner with frustrating company – –
R4.1: I am sorry to hear that you ate a heavy and expensive dinner
with frustrating company. Eating well can improve your mood.

2.2 0.7

R4.2: I am sorry to hear that you ate a heavy and expensive dinner
with frustrating company. Try to make sure that you always have a
healthy dinner.

1.8 0.7

R4.3: I am sorry to hear that you ate a heavy and expensive dinner
with frustrating company. It could make you feel better if you watch
a movie that you are looking forward to.

4.4 0.8

Leisure user: I was stuck in an issue and was not able to fix it – –
R4.1: I am sorry to hear that you were stuck in an issue and were
not able to fix it. How about listening to some favorite music to
relax?

4.0 0.9

R4.2: I am sorry to hear that you were stuck in an issue and were
not able to fix it. You could try listening to your favorite music or
movie.

2.8 0.7

R4.3: I am sorry to hear that you were stuck in an issue and were
not able to fix it. You could practice something you know you can
do well.

2.2 0.7

Sleep user: I have been feeling sleepy for hours but I can’t get to sleep.
I’ve took pills hours ago but nothing works. I hate my insomnia.

– –

R4.1: I am sorry to hear that you have been feeling sleepy for hours.
It can be helpful to find a relaxing place and meditate or do yoga.

3.6 1.2

R4.2: I am sorry to hear that you have been feeling sleepy for hours.
You could try to establish a relaxing bedtime routine.

3.2 1.3

R4.3: I am sorry to hear that you have been feeling sleepy for hours.
You could invite a friend to a movie.

1.2 0.4

Social user: I am irritated after driving in car with family for 4 hours – –
R4.1: I am sorry to hear that you were irritated after driving in car
with family for 4 hours. It might be helpful if you talk to a friend.

3.6 1.5

R4.2: I am sorry to hear that you were irritated after driving in
car with family for 4 hours. You could try to talk to your family
regularly.

2.2 0.7

R4.3: I am sorry to hear that you were irritated after driving in car
with family for 4 hours. You could focus on doing some solo work
today.

3.2 1.6

Work user: Tired of work. Not making progress with a client. No call
backs from other jobs

– –

R4.1: I am sorry to hear that you’re tired of work. You could do
something you know you can do well.

2.0 0.9

R4.2: I am sorry to hear that you’re tired of work. You could try
to make a better work schedule to work regularly.

1.0 0.0

R4.3: I am sorry to hear that you’re tired of work. It might be
relaxing to ride a bike or skateboard outside.

3.6 0.8
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Exercise user: I did some good pull ups and push ups, feeling fit – –
R4.1: Wow! It’s great that you did some good pull ups and push
ups. You might have more fun if you invite a friend or a family
member.

3.6 1.4

R4.2: Wow! It’s great that you did some good pull ups and push
ups. You could try to do it more often.

3.4 0.8

R4.3: Wow! It’s great that you did some good pull ups and push
ups. It’s also fun if you explore a scenic place in nature.

4.2 0.7

Food user: I had a really nice lunch of leftovers and my sports drink,
feeling good about bringing my own lunch and being frugal.

– –

R4.1: It’s great that you had a really nice lunch. It could be fun if
you find an interesting recipe to bake or cook.

3.4 0.8

R4.2: It’s great that you had a really nice lunch. You could try to
do it more often.

3.8 0.7

R4.3: It’s great that you had a really nice lunch. It could also
improve your mood if you invite your family to a movie.

2.4 1.4

Leisure user: I just watched a great movie, feeling interested and relaxed – –
R4.1: It’s great that you just watched a great movie. It can also be
fun to invite a friend to the movie.

4.4 0.5

R4.2: It’s great that you just watched a great movie. You could try
to do it more often.

3.6 0.8

R4.3: It’s great that you just watched a great movie. It’s also fun
if you learn something new.

3.0 1.7

Sleep user: I got a really good night’s rest. – –
R4.1: It’s great that you got a really good night’s rest. Spending
time outside or going for a walk can help you sleep better.

3.0 1.1

R4.2: It’s great that you got a really good night’s rest. You could
try to keep a consistent sleep schedule.

3.4 1.0

R4.3: It’s great that you got a really good night’s rest. You could
try to engage in an artistic activity such as drawing or painting.

3.2 1.5

Social user: I had a good conversation with friends. – –
R4.1: It’s great that you had a good conversation with friends. You
could invite a friend to a museum, exhibit or art gallery more often.

4.0 0.6

R4.2: It’s great that you had a good conversation with friends. You
could try to do it more often.

3.6 1.0

R4.3: It’s great that you had a good conversation with friends. You
could tidy up around home to make the space more comfortable and
organized.

2.4 1.2

Work user: I got a call back for a new job – –
R4.1: It’s great that you got a call back for a new job. Doing
something you know you can do well could improve your mood.

2.2 0.7

R4.2: It’s great that you got a call back for a new job. You could
try to do it more often.

2.2 1.5

R4.3: It’s great that you got a call back for a new job. It might be
fun to explore a scenic place in nature.

2.6 1.0
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Exercise user: I weighed myself and did not like the results. I also looked
at my efforts to lose weight and get in shape and did not like the
results.

– –

R4.1: It’s too bad that you weighed your self and did not like the
results. You might have more success if you exercise with a friend.

4.2 0.7

R4.2: It’s too bad that you weighed your self and did not like the
results. You could try adjusting your plan to exercise regularly.

3.6 0.8

R4.3: It’s too bad that you weighed your self and did not like the
results. You could explore a scenic place in nature to improve your
mood.

3.4 1.4

Food user: We have no food in the house right now. All My dad and me
had for breakfast was a bowl of grits and some toasts.

– –

R4.1: I am sorry to hear that you have no food in the house right
now. Eating well can improve your mood.

2.6 1.0

R4.2: I am sorry to hear that you have no food in the house right
now. Try to make sure that you always have healthy snacks available.

2.4 1.2

R4.3: I am sorry to hear that you have no food in the house right
now. It could make you feel better if you watch a movie that you are
looking forward to.

3.4 1.4

Leisure user: I read the rest of the sad book today, and it was rough. In the
second half, her father passes away.

– –

R4.1: I am sorry to hear that you read the rest of the sad book
today. How about listening to some favorite music to relax?

4.6 0.5

R4.2: I am sorry to hear that you read the rest of the sad book
today. You could try listening to your favorite music or movie.

4.0 0.6

R4.3: I am sorry to hear that you read the rest of the sad book
today. You could practice something you know you can do well.

2.4 1.2

Sleep user: Didn’t sleep much last night, construction outside my window
all night

– –

R4.1: I am sorry to hear that you didn’t sleep much last night. It
can be helpful to find a relaxing place and meditate or do yoga.

3.2 1.5

R4.2: I am sorry to hear that you didn’t sleep much last night. You
could try to establish a relaxing bedtime routine.

3.2 1.5

R4.3: I am sorry to hear that you didn’t sleep much last night. You
could try inviting a friend to a movie.

2.4 1.4

Social user: My boyfriend upset me really bad this morning – –
R4.1: I am sorry to hear that your boyfriend upset you really bad
this morning. It might be helpful if you talk to your family.

4.6 0.5

R4.2: I am sorry to hear that your boyfriend upset you really bad
this morning. You could try to talk to your boyfriend regularly.

2.4 1.5

R4.3: I am sorry to hear that your boyfriend upset you really bad
this morning. You could focus on doing some solo work today.

4.0 0.6

Work user: I’m so exhausted from work, and gotta go right back in – –
R4.1: I am sorry to hear that you’re you’re so exhausted from work.
You could do something you know you can do well.

2.8 1.5

R4.2: I am sorry to hear that you’re so exhausted from work. You
could try to make a better work schedule to work regularly.

2.8 1.2

R4.3: I am sorry to hear that you’re so exhausted from work. It
might be relaxing to ride a bike or skateboard outside.

3.4 1.2

Table B.18: The NEG items in HIT3-C.
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Exercise user: I just had a great workout. – –
R1: I see, you had a great workout. 1.6 0.8
R2: Wow! It’s terrific that you had a great workout. 4.0 0.0
R3: Wow! It’s terrific that you had a great workout. It’s also fun if
you explore a scenic place in nature.

4.0 0.9

R4.1: Wow! It’s terrific that you had a great workout. You might
have more fun if you invite a friend or a family member.

4.8 0.4

Food user: I had a good lunch, so I’m in a good mood. – –
R1: I see, you had a good lunch. 1.0 0.0
R2: It’s great that you had a good lunch. 2.2 0.7
R3: It’s great that you had a good lunch. It could also improve your
mood if you invite a friend to a movie.

4.0 0.9

R4.1: It’s great that you had a good lunch. It could be fun if you
find an interesting recipe to bake or cook.

4.0 0.9

Leisure user: Just watched a great movie, feeling interested and relaxed – –
R1: I see, you just watched a great movie. 1.0 0.0
R2: That’s great that you watched a great movie. 2.0 0.6
R3: That’s great that you watched a great movie. It’s also fun if
you learn something new.

4.2 0.7

R4.1: That’s great that you watched a great movie. It can also be
fun to invite a friend to the movie.

4.2 0.7

Sleep user: I got a really good night’s rest. – –
R1: I see, you got a really good night’s rest. 1.2 0.4
R2: It’s nice that you got a really good night’s rest. 2.6 1.0
R3: It’s nice that you got a really good night’s rest. You could try
to engage in an artistic activity such as drawing or painting.

4.0 1.3

R4.1: It’s nice that you got a really good night’s rest. Spending
time outside or going for a walk can help you sleep better.

3.4 1.0

Social user: Spending time with friends I haven’t seen in a while. – –
R1: I see, you spent time with friends you haven’t seen in a while. 1.2 0.4
R2: It’s great to spend time with friends you haven’t seen in a while. 2.6 0.5
R3: It’s great to spend time with friends you haven’t seen in a while.
You could tidy up around home to make the space more comfortable
and organized.

4.0 0.6

R4.1: It’s great to spend time with friends you haven’t seen in a
while. You could invite a friend to a museum, exhibit or art gallery.

4.8 0.4

Work user: Got a lot of homework done. Glad I have a 3 day weekend. – –
R1: I see, you got a lot of homework done 1.0 0.0
R2: It’s great that you got a lot of homework done. 2.8 1.2
R3: It’s great that you got a lot of homework done. It might be fun
to explore a scenic place in nature.

3.6 1.0

R4.1: It’s great that you got a lot of homework done. It will be fun
to practice something you know You could do well.

3.6 1.0

Table B.19: The POS items in HIT4-A.
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Exercise user: After walking 11.5 miles in 85 degree temperatures I am tired
and drained!

– –

R1: I see, you are tired and drained. 1.2 0.4
R2: Oh no, you are tired and drained. 2.4 1.0
R3: It’s too bad that you are tired and drained. You could explore
a scenic place in nature to relax.

3.2 1.0

R4.1: It’s too bad that you are tired and drained. A bath is often
helpful after exercising.

4.4 0.5

Food user: I didn’t have time to eat breakfast, so I’m not feeling great. – –
R1: I see, you didn’t have time to eat breakfast. 1.2 0.4
R2: I am sorry to hear that you didn’t have time to eat breakfast. 2.8 1.2
R3: I am sorry to hear that you didn’t have time to eat breakfast. It
could make you feel better if you watch a movie that you are looking
forward to.

3.4 1.0

R4.1: I am sorry to hear that you didn’t have time to eat breakfast.
Eating well can improve your mood.

3.8 1.0

Leisure user: I am all alone at home and there is nothing on tv to watch to
pass the time.

– –

R1: I see, you are all alone at home. 1.0 0.0
R2: I am sorry to hear that you are all alone at home. 2.0 0.9
R3: I am sorry to hear that you are all alone at home. You could
practice something you know you can do well.

3.2 1.3

R4.1: I am sorry to hear that you are all alone at home. How about
listening to some favorite music to relax?

4.6 0.5

Sleep user: Did not get enough sleep. Waking up at 4 is no fun – –
R1: I see, you did not get enough sleep. 1.0 0.0
R2: I’m sorry to hear that you didn’t get enough sleep. 3.0 1.4
R3: I’m sorry to hear that you didn’t get enough sleep. You could
invite a friend to a movie.

2.8 1.0

R4.1: I’m sorry to hear that you didn’t get enough sleep. It can be
helpful to find a relaxing place and meditate or do yoga.

4.2 1.0

Social user: My friends made me mad. – –
R1: I see, your friends made you mad. 1.4 0.8
R2: I am sorry to hear that your friends made you mad. 2.6 1.0
R3: I am sorry to hear that your friends made you mad. You could
focus on doing some solo work today.

3.0 0.6

R4.1: I am sorry to hear that your friends made you mad. It might
be helpful if you talk to your family.

4.4 0.8

Work user: Lots of work and studying, I feel like I don’t have enough time. – –
R1: I see, you have lots of work. 1.0 0.0
R2: I am sorry to hear that you have lots of work. 2.2 1.2
R3: I am sorry to hear that you have lots of work. It might be
relaxing to ride a bike or skateboard outside.

2.8 0.7

R4.1: I am sorry to hear that you have lots of work. It might help
you if you study with your friends.

4.0 1.1

Table B.20: The NEG items in HIT4-A.
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Exercise user: I enjoyed my afternoon walk. It helped clear my head and of
course was good exercise.

– –

R1: I see, you enjoyed my afternoon walk. 1.0 0.0
R2: Wow! It’s awesome that you enjoyed your afternoon walk. 3.0 0.9
R3: Wow! It’s terrific that you enjoyed your afternoon walk. It’s
also fun if you explore a scenic place in nature.

4.2 0.7

R4.1: Wow! It’s terrific that you enjoyed your afternoon walk. You
might have more fun if you invite a friend or a family member.

4.4 0.8

Food user: I had dinner with family – –
R1: I see, you had dinner with family. 1.2 0.4
R2: It’s great that you had dinner with family. 2.2 1.2
R3: It’s great that you had dinner with family. It could also improve
your mood if you invite your family to a movie.

3.8 0.7

R4.1: It’s great that you had dinner with family. It could be fun if
you find an interesting recipe to bake or cook.

4.6 0.5

Leisure user: I got a lot of reading done, feel accomplished and like i am
making the best use of my time.

– –

R1: I see, you got a lot of reading done. 1.4 0.8
R2: It’s great that you got a lot of reading done. 2.4 0.8
R3: It’s great that you got a lot of reading done. It’s also fun if you
learn something new.

4.0 0.9

R4.1: It’s great that you got a lot of reading done. It can also be
fun to recommend the book to a friend.

4.4 0.5

Sleep user: I woke up feeling rejuvenated and refreshed! – –
R1: I see, you woke up feeling rejuvenated and refreshed! 1.4 0.8
R2: It’s great that you woke up feeling rejuvenated and refreshed! 3.0 0.9
R3: It’s great that you woke up feeling rejuvenated and refreshed!
You could try to engage in an artistic activity such as drawing or
painting.

4.8 0.4

R4.1: It’s great that you woke up feeling rejuvenated and refreshed!
Spending time outside or going for a walk can help you sleep better.

4.8 0.4

Social user: I’m enjoying this beautiful day with my mother and sister. – –
R1: I see, you’re enjoying this beautiful day with your mother and
sister.

1.6 0.8

R2: It’s great that you’re enjoying this beautiful day with your
mother and sister.

2.8 0.4

R3: It’s great that you’re enjoying this beautiful day with your
mother and sister. You could tidy up around home to make the
space more comfortable and organized.

4.2 0.4

R4.1: It’s great that you’re enjoying this beautiful day with your
mother and sister. You could invite a friend to a museum, exhibit or
art gallery.

4.6 0.5

Work user: Studying material that I enjoy – –
R1: I see, you’re studying material that you enjoy 1.2 0.4
R2: It’s great that you’re studying material that you enjoy. 2.4 0.8
R3: It’s great that you’re studying material that you enjoy. It might
be fun to explore a scenic place in nature.

4.0 1.1

R4.1: It’s great that you’re studying material that you enjoy. It will
be fun to practice something you know you can do well.

4.4 0.5

Table B.21: The POS items in HIT4-B.
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Exercise user: My shoulder is a little sore from exercising – –
R1: I see, your shoulder is a little sore. 1.2 0.4
R2: Oh no, your shoulder is a little sore. 2.4 1.0
R3: It’s too bad that your shoulder is a little sore. You could explore
a scenic place in nature to relax.

4.4 0.8

R4.1: It’s too bad that your shoulder is a little sore. A bath is often
helpful after exercising.

3.8 1.0

Food user: I ate a heavy and expensive dinner with frustrating company – –
R1: I see, you ate a heavy and expensive dinner with frustrating
company

1.8 0.7

R2: I am sorry to hear that you ate a heavy and expensive dinner
with frustrating company

2.8 0.7

R3: I am sorry to hear that you ate a heavy and expensive dinner
with frustrating company. It could make you feel better if you watch
a movie that you are looking forward to.

3.8 1.0

R4.1: I am sorry to hear that you ate a heavy and expensive dinner
with frustrating company. Eating well can improve your mood.

4.6 0.8

Leisure user: I was stuck in an issue and was not able to fix it – –
R1: I see, you were stuck in an issue and were not able to fix it 1.2 0.4
R2: I am sorry to hear that you were stuck in an issue and were not
able to fix it

2.4 0.5

R3: I am sorry to hear that you were stuck in an issue and were not
able to fix it. You could practice something you know you can do
well.

4.4 0.5

R4.1: I am sorry to hear that you were stuck in an issue and were
not able to fix it. How about listening to some favorite music to
relax?

4.6 0.5

Sleep user: I have been feeling sleepy for hours but I can’t get to sleep.
I’ve took pills hours ago but nothing works. I hate my insomnia.

– –

R1: I see, you have been feeling sleepy for hours. 1.2 0.4
R2: I am sorry to hear that you have been feeling sleepy for hours. 2.4 0.5
R3: I am sorry to hear that you have been feeling sleepy for hours.
You could invite a friend to a movie.

3.6 0.5

R4.1: I am sorry to hear that you have been feeling sleepy for hours.
It can be helpful to find a relaxing place and meditate or do yoga.

4.6 0.5

Social user: I am irritated after driving in car with family for 4 hours – –
R1: I see, you were irritated after driving in car with family for 4
hours

1.2 0.4

R2: I am sorry to hear that you were irritated after driving in car
with family for 4 hours

2.6 0.5

R3: I am sorry to hear that you were irritated after driving in car
with family for 4 hours. You could focus on doing some solo work
today.

4.4 0.5

R4.1: I am sorry to hear that you were irritated after driving in car
with family for 4 hours. It might be helpful if you talk to a friend.

4.0 0.6

Work user: Tired of work. Not making progress with a client. No call
backs from other jobs

– –

R1: I see, you’re tired of work. 1.4 0.8
R2: I am sorry to hear that you’re tired of work. 2.4 0.5
R3: I am sorry to hear that you’re tired of work. It might be relaxing
to ride a bike or skateboard outside.

4.0 0.6

R4.1: I am sorry to hear that you’re tired of work. You could do
something you know you can do well.

4.2 0.4

Table B.22: The NEG items in HIT4-B.
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Exercise user: I did some good pull ups and push ups, feeling fit – –
R1: I see, you did some good pull ups and push ups. 2.0 1.3
R2: Nice! It’s great that you did some good pull ups and push ups. 3.2 1.0
R3: Wow! It’s great that you did some good pull ups and push ups.
It’s also fun if you explore a scenic place in nature.

4.6 0.5

R4.1: Wow! It’s great that you did some good pull ups and push
ups. You might have more fun if you invite a friend or a family
member.

4.0 0.6

Food user: I had a really nice lunch of leftovers and my sports drink,
feeling good about bringing my own lunch and being frugal.

– –

R1: I see, you had a really nice lunch. 2.0 1.3
R2: It’s great that you had a really nice lunch. 3.0 0.6
R3: It’s great that you had a really nice lunch. It could also improve
your mood if you invite your family to a movie.

4.6 0.5

R4.1: It’s great that you had a really nice lunch. It could be fun if
you find an interesting recipe to bake or cook.

4.2 0.7

Leisure user: I just watched a great movie, feeling interested and relaxed – –
R1: I see, you just watched a great movie. 2.2 1.6
R2: It’s great that you just watched a great movie. 2.8 1.2
R3: It’s great that you just watched a great movie. It’s also fun if
you learn something new.

4.2 0.7

R4.1: It’s great that you just watched a great movie. It can also be
fun to invite a friend to the movie.

4.0 0.9

Sleep user: I got a really good night’s rest. – –
R1: I see, you got a really good night’s rest. 2.0 1.3
R2: It’s great that you got a really good night’s rest. 3.0 1.1
R3: It’s great that you got a really good night’s rest. You could try
to engage in an artistic activity such as drawing or painting.

4.6 0.8

R4.1: It’s great that you got a really good night’s rest. Spending
time outside or going for a walk can help you sleep better.

3.8 1.0

Social user: I had a good conversation with friends. – –
R1: I see, you had a good conversation with friends. 2.2 1.6
R2: It’s great that you had a good conversation with friends. 2.8 0.7
R3: It’s great that you had a good conversation with friends. You
could tidy up around home to make the space more comfortable and
organized.

4.6 0.5

R4.1: It’s great that you had a good conversation with friends. You
could invite a friend to a museum, exhibit or art gallery more often.

4.6 0.5

Work user: I got a call back for a new job – –
R1: I see, you got a call back for a new job 1.8 1.0
R2: It’s great that you got a call back for a new job. 2.8 1.0
R3: It’s great that you got a call back for a new job. It might be
fun to explore a scenic place in nature.

4.8 0.4

R4.1: It’s great that you got a call back for a new job. Doing
something you know you can do well could improve your mood.

4.0 0.9

Table B.23: The POS items in HIT4-C.
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Exercise user: I weighed myself and did not like the results. I also looked
at my efforts to lose weight and get in shape and did not like the
results.

– –

R1: I see, you weighed your self and did not like the results. 2.0 1.3
R2: Oh no, you weighed your self and did not like the results. 3.2 1.0
R3: It’s too bad that you weighed your self and did not like the
results. You could explore a scenic place in nature to improve your
mood.

2.8 1.0

R4.1: It’s too bad that you weighed your self and did not like the
results. You might have more success if you exercise with a friend.

4.4 0.8

Food user: We have no food in the house right now. All My dad and me
had for breakfast was a bowl of grits and some toasts.

– –

R1: I see, you have no food in the house right now. 2.4 1.7
R2: I am sorry to hear that you have no food in the house right now. 2.8 0.7
R3: I am sorry to hear that you have no food in the house right
now. It could make you feel better if you watch a movie that you are
looking forward to.

4.2 1.0

R4.1: I am sorry to hear that you have no food in the house right
now. Eating well can improve your mood.

3.6 0.8

Leisure user: I read the rest of the sad book today, and it was rough. In the
second half, her father passes away.

– –

R1: I see, you read the rest of the sad book today. 2.0 1.3
R2: I am sorry to hear that you read the rest of the sad book today. 3.0 0.9
R3: I am sorry to hear that you read the rest of the sad book today.
You could practice something you know you can do well.

4.0 0.6

R4.1: I am sorry to hear that you read the rest of the sad book
today. How about listening to some favorite music to relax?

4.8 0.4

Sleep user: Didn’t sleep much last night, construction outside my window
all night

– –

R1: I see, you didn’t sleep much last night. 2.2 1.6
R2: I am sorry to hear that you didn’t sleep much last night. 3.0 0.9
R3: I am sorry to hear that you didn’t sleep much last night. You
could try inviting a friend to a movie.

4.4 0.5

R4.1: I am sorry to hear that you didn’t sleep much last night. It
can be helpful to find a relaxing place and meditate or do yoga.

4.8 0.4

Social user: My boyfriend upset me really bad this morning – –
R1: I see, your boyfriend upset you really bad this morning 2.4 1.5
R2: I am sorry to hear that your boyfriend upset you really bad this
morning

2.6 1.0

R3: I am sorry to hear that your boyfriend upset you really bad this
morning. You could focus on doing some solo work today.

4.0 0.6

R4.1: I am sorry to hear that your boyfriend upset you really bad
this morning. It might be helpful if you talk to your family.

4.8 0.4

Work user: I’m so exhausted from work, and gotta go right back in – –
R1: I see, you’re so exhausted from work. 2.2 1.5
R2: I am sorry to hear that you’re so exhausted from work. 2.8 1.2
R3: I am sorry to hear that you’re so exhausted from work. It might
be relaxing to ride a bike or skateboard outside.

4.4 0.8

R4.1: I am sorry to hear that you’re you’re so exhausted from work.
You could do something you know you can do well.

3.8 0.7

Table B.24: The NEG items in HIT4-C.
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