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Abstract
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his dissertation is concerned with the construction, validation, and use of master equa
for the study of macromolecular conformational dynamics. The master equation for
powerful tool for describing the dynamics of a system that can be characterized by a

te, continuous-time Markov process. Once constructed from a large quantities of short

the evolution of experimentally measurable dynamical observables can be computed
'ed with experiment. Additionally, information not yet directly accessible to experiment

ay be useful in aiding understanding or the generation of novel hypotheses, such as
ways, transiently populated conformations, and mean first passage times, can also be
ed. We demonstrate that a master equation model constructed from short trajectories

slow conformational dynamics for a solvated alanine peptide over long times, pro- º

er of tests to tell whether a model constructed from short trajectories will adequately
amics over long times, and describe an algorithm for the automatic construction of
from simulation data. While the focus here is on protein folding and dynamics, these

e very general, and can be broadly applied to problems in biomolecular dynamics.
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Confidence curves for Metropolis Monte Carlo simulations on the 1D model
potential. The fraction of statistically independent blocks for which the true uncer
tainty (the deviation of the estimated expectation over the block from the mean of
the block estimates) is less than a multiplier of the predicted 10 uncertainty (here
plotted as the independent variable). The solid curve shows the fraction expected to
fall within the interval for the normal distribution. Ideally, the curves would coin
cide. The results are shown for (MMC) a single Metropolis Monte Carlo simulation
at 3 = 4; (4MMC) a set of four independent canonical simulations spanning the
range 3 = 1 – 4; (ST) a simulated tempering simulation spanning 3 = 1 – 4; (PT)
a parallel tempering simulation with four replicas spanning 3 = 1 – 4. Uncertain
ties, with 95% confidence intervals shown here as vertical bars, were computed as
described in Appendix 2.9. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Terminally-blocked alanine peptide with (q), wb) torsions labeled. . . . . . . . .
Potential of mean force in up for implicit and explicit solvent parallel tempering
simulations. Left: implicit solvent; right: explicit solvent. Upper panels: The po
tential of mean force in the ºp torsion angle at 300 K. The solid line shows the PMF
estimated from the entire simulation, while the filled circles show the estimated
PMF uncertainty using the method described in the text for a single 2 ns/replica
block. Lower panels: The computed uncertainties for the same 2 ns block (left bars)
along with the average uncertainty expected for a simulation 2 ns/replica in length,
estimated from the standard deviation of the PMFs computed from all nonoverlap
ping blocks of length 2 ns in the full simulation. All uncertainties are shown as one
Standard deviation. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

Confidence curves for implicit and explicit solvent parallel tempering simula
tions. As in Figure 2.1, the fraction of statistically independent 2 ns blocks for
which the true uncertainty is less than a multiplier of the predicted 10 uncertainty is
shown. The observable used is an indicator function for the OR configuration. Left:
implicit solvent (statistics over 50 blocks); right: explicit solvent (statistics over 10
blocks). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
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Chapter 1

Introduction

Perspective

Conformational dynamics plays an integral role in the function of biological macro
molecules. Proteins, after translation by the ribosome, rapidly fold to well-defined native topologies
that bring disparate chemical moieties together into a particular geometry, often conferring the abil
ity to perform chemical catalysis [175). Errant misfolding can lead to aggregation and the formation
of amyloid plaques, a phenomenon associated with diseases such as Alzheimer's, Parkinson's, and
Creutzfeldt-Jacob (“Mad Cow”) Diseases [43]. Once folded, excursions to partially unfolded states
can expose proteins to proteolysis; to avoid this, some organisms appear to have evolved secreted
proteases that are kinetically stable to maintain competitive advantage in harsh extracellular environ
ments (90). Conformational changes of folded proteins can be critical for protein [83] or substrate
binding [193] and catalytic function [15,50, 51,205]. Together with order-disorder transitions [46],
ordered sequences of conformational changes are integral to the transformation of chemical energy
into mechanical work by motor proteins [42,92] or the reverse by ATP synthases [136]. Binding
or post-translational modification events far from the active site can modulate the activity of pro
teins through allosteric effects, which involve poorly understood structural or dynamical changes
transmitted through largely unknown mechanical or electrostatic pathways [21,66,96, 117, 148].
Slow prolyl cis-trans isomerization dynamics can be used as a molecular timer [48], which can be
modulated by phosphorylation events for signaling purposes [203]. Ion channel gating, an inher
ently stochastic kinetic process involving conformational switching between multiple conductance
States [30, 118], can be modulated by transmembrane voltage [14, 29], ligand binding at allosteric

sites [33], temperature [186], mechanical pressure [146], and phosphorylation [107], and undergo





time-dependent inactivation [38]. The conformational plasticity of RNA no doubt contributes to
its many characterized biological roles in information transmission [137, 154], binding [77], and
catalysis [94,208]. In each of these cases, conformational dynamics plays an integral role in macro
molecular folding, assembly, function, and regulation, and a detailed description of this dynamical
behavior is likely critical to achieving an understanding of the corresponding biological phenomena.

Structural biology has proven to be a valuable tool for the study of these machines.
Structural studies, especially X-ray crystallography and nuclear magnetic resonance (NMR) spec
troscopy, allow the determination of experimentally-derived structural models which can aid the

formulation of hypotheses about function, mechanism, and disease. However, these methods have
generally been limited to producing static pictures of macromolecules. While attempts have been
made to relate crystallographic Debye-Waller factors (“B-factors”) to biologically relevant confor
mational fluctuations [6,99], this interpretation is complicated by the fact that the majority of these
crystals are cryogenically cooled before the collection of scattering data to temperatures well below
the glass transition temperature [200) over times sufficiently long to allow for significant struc
tural rearrangement [100]. Additionally, the presence of crystallographic and non-crystallographic
neighbors, salts, and cosolvents, and binding partners in a crystal lattice suggests the relevance of
information on dynamics or heterogeneity obtained from these data should be treated as suspect un
less proven otherwise by extensive comparison with experimental data under more biological condi
tions. In principle, NMR provides information on both conformational heterogeneity and dynamics
in solution, but the difficulty of interpreting this data, coupled with the small number of experimen
tal observations per residue, has made extraction of anything but average structures (a surprisingly
robust problem [181]) difficult, though work continues on improving this situation [110, 151]. Stan
dard NMR refinement protocols (134] produce ensembles of structures, but the resulting ensemble
may not represent conformational heterogeneity; in fact, assumptions that the data comes from a
single conformation ensure this cannot be the case. As a result, the ensemble is composed of vir
tual structures that may not exist in solution with high probability [89]. These structures simply
represent minima of the target function, a sum of a least-squares error function with experiment and
a molecular mechanics forcefield. Additionally, the conformational diversity observed in these en
Sembles cannot easily be determined to be due to conformational averaging in solution or a lack of
Sufficient experimental restraints, but is usually an underestimate of the true diversity that is possible
for an ensemble that satisfies the NMR restraints on average [171]. Despite these problems, these
methods have provided structural models which have been tremendously useful for the generation
of models and experimentally testable hypotheses, rapidly accelerating our ability to understand





biological function and mechanism.
In order to more directly probe conformational heterogeneity and dynamics, a number of

other biophysical techniques have been developed. Certain NMR experiments can provide informa
tion on picosecond and nanosecond timescales [87] or microsecond to millisecond [95, 130}, even
allowing the extraction of rate constants, but the resolution of more than two distinct conformational

states becomes extremely difficult. Förster resonance energy transfer (FRET), in which two fluores
cent probe molecules with overlapping emission and absorbance spectra are covalently attached to
different groups of the molecule, allows for determination of the interprobe distance from the ob

served fluorescence emission. Other spectroscopic assays that do not require covalent modification,
such as UV circular dichroism (CD), Fourier transform infrared spectroscopy (FTIR), and tryp
tophan fluorescence, also provide sensitive probes of different aspects of molecular structure and
environment, though the interpretation of these spectra is often difficult and the information that can

be extracted limited. Recent advances, such as two-dimensional infrared spectroscopy (2DIR) [97)
can provide more information at the expense of sacrificed time resolution, allowing some individual
chemical moieties to be resolved.

These spectroscopic probes can be employed to study either equilibrium thermodynamics
}%(/Over a range of conditions (such as temperature or denaturant concentration) or kinetics, in which

relaxation from nonequilibrium initial conditions or equilibrium fluctuations are observed. In en

semble experiments, in which a solution of many macromolecules is monitored at equilibrium or %
after a rapid perturbation (such as rapid heating of the solvent with a short laser pulse [76]), high
time resolution is possible because signal is collected from many molecules. However, due to the
presence of large numbers of molecules, these experiments can only provide information about the

average spectroscopic signal over the ensemble — information on heterogeneity within the ensem
ble is lost. As a result, much effort has recently been focused on the development of single molecule
experiments, which can provide information about the heterogeneity of both equilibrium distribu
tions and individual microscopic trajectories. To obtain equilibrium distributions, it is sufficient to
work with solutions that are sufficiently dilute such that it is unlikely that more than one molecule
is in the region under spectroscopic surveillance at any one time. To observe dynamic trajectories,
however, these molecules must be prevented from diffusing away from the observation area. This
is typically done through the use of covalently attached or noncovalently-bound molecular linkers
tethered to the glass slide, or by encapsulation in immobilized vesicles [150]. However, to gather
sufficient numbers of photons to give a reasonable signal-to-noise ratio, time resolution must be
Sacrificed, leading to experimental time resolution of milliseconds for single-molecule experiments,
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rather than the nanosecond resolution achievable by ensemble experiments.
Because of these limitations, there is still an unmet desire to observe the dynamics of

individual molecules with high time resolution and in atomic detail. Clearly, further advances in

engineering and ongoing development of new methods will continue to push the boundaries of
what is experimentally observable. However, fundamental limitations, such as the tradeoff between
time resolution and information about heterogeneity in ensemble and single-molecule experiments
above, and the ability to observe only spectroscopically active changes mean there is only so much
information that can be expected from experimental methods.

Additionally, there appears to be a lack of consensus regarding the fundamental physical %nature of the experimental observations and how to interpret them, or even how to summarize them

|in terms of sufficient statistics. The temporal signal from ensemble kinetics experiments, for ex
ample, has been variously fit to exponentials [185], sums of exponentials [129, 173, 184,204), and

*-so-called stretched exponentials [115]. The presence of a burst phase means that there is immediate

and unexplained loss of spectroscopic signal in the dead time of the experiment, immediately after
the perturbation (e.g. stopped flow mixing or laser temperature-jump [76]). A statistical mechanical
framework which would permit explanation of all of these observed phenomena and at least provide
a physical functional form of the resulting observations, and ideally a connection with the actual
microscopic dynamics, would be beneficial,

With the advent of the modern microcomputer, a new kind of experiment became pos
sible, in which the detailed atomic motions of the macromolecule and its environment were sim

ulated given a suitable model for the interatomic forces. These molecular dynamics simulations

promised the ability to model molecular processes in atomic detail and high time resolution, pro
viding the microscopic detail missing from single-molecule or ensemble experiments mentioned
above. However, gathering insight into biological processes from these trajectories faces several
challenges. On contemporary workstations, molecular dynamics simulations with explicit represen
tations of the solvent environment can reach simulation times generally limited to tens of nanosec

onds — far shorter than even the fastest characterized folding protein times of microseconds. While

current-generation supercomputers, with several moths of massively parallel computation, can reach
timescales of up to 10 pus for small proteins [74], a single long trajectory in which only one event
of interest occurs (e.g. a protein folding event) does not give much information about an inherently
stochastic and heterogeneous process. By contrast, distributed computing projects [143, 163] of.
fer the ability to produce many thousands of short trajectories, but there exists the danger that the
mechanism by which the event of interest occurs (e.g. protein folding) may be biased, in that the
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mechanism at short times may differ from the mechanism at long times, where the bulk of events
might occur [60, 119).

The forcefields commonly employed in molecular dynamics simulations are also known
to be vast simplifications of the actual physical interactions, neglecting some contributions, such as
polarizability, completely. Comparison with experiment to assess the severity of these omissions,
however, is frustrated by the fact that ensemble experiments provide information about averages
over many macromolecules while simulations typically consider only single molecules. On the
other hand, comparison with single molecule experiments is difficult due to the low time resolution
of the experimental data and the difficulty of generating sufficiently long simulation trajectories.

As a result, the accuracy with which current-generation forcefields can model biomolec
ular kinetic processes is still largely unknown. What is needed is some way to bridge the timescale
gap between short atomistic simulations of single molecules and long experimental observations

of ensembles of molecules. Ideally, this could be done through the construction of a statistical
model that contains information about the heterogeneity by which the dynamical processes of inter
est may occur. This model would have to be constructed from relatively short simulations of single
molecules, and yet describe the stochastic dynamics of either a single molecule or a (noninteracting)
ensemble of molecules over much longer times.

Fortunately, there is good evidence that the fundamental physical nature of intramolecular
interactions makes it is possible to construct simple stochastic models of macromolecular dynamics.
Pioneering work by Christof Schütte, Huisinga, and coworkers at the Zuse Institute of Berlin [41,
61,61,67,68,84, 157, 159] (and later Weber and Kube [101, 199]), as well as independent work by
Shalloway and coworkers [27, 161,191, 192], and Berry and coworkers [8,39,40,109], proposed that
macromolecules might exhibit behavior suggestive of long-lived metastable conformational states.
The dynamics of a system with strongly metastable states is characterized by long waiting times
within these states, punctuated by infrequent stochastic transitions between states.

The existence of metastable states is a simple consequence of the presence of a separation
of timescales between fast intrastate motion and slow interstate motion. It is widely believed that
the nature of the energy landscape of biomacromolecules is hierarchical [4, 7, 9, 108, 109]. Indeed,
proteins are known to exhibit a wide dynamic range of timescales, from femtosecond bond vibration
to nanosecond helix formation to microsecond or greater folding times. The hierarchical nature of
the energy landscape presents an intriguing possibility: If there are many gaps in the spectrum of
timescales (as would be expected from a hierarchical landscape), rather than a continuum (which
would have to have a continuous and relatively flat distribution of barrier heights), then it should be
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truct many models with different numbers of metastable states capable of describing
dynamics, each with a different spatial and temporal resolution. These models need
led as necessary for describing the phenomena of interest, simplifying the process

Xperiments, understanding dynamics, and extracting chemical insight.
esulting stochastic model, produced by coarse-graining conformation space into
's, is a discrete-state, continuous-time master equation model, in which transitions

are described by first-order kinetics governed by a rate matrix. As will be discussed

mplicity of the model comes at the cost of incurring a coarse-graining in time; tem

is lost because conformational dynamics occurring on timescales comparable with
■ tates is omitted in the model. Despite this, the master equation model possesses
fits. The entire statistical dynamics over times longer than some intrinsic internal

me is available, allowing the production of single-molecule trajectories or ensem
(periments, as well as allowing direct comparison with nonequilibrium relaxation
ments, the computation of unobservable properties like Pold [44] that aid in the un
mechanism [106), and the summarization of primary events in kinetics processes

most notably seen in the work of Banu Ozkan and Ken Dill [140, 141].

hesis is organized as follows. Chapter 2 contains a variant of the weighted his
method that can treat simulated and parallel tempering simulations, and estimate
certainty in equilibrium averages computed from these simulations. This was used
tool in subsequent work. Chapter 3 contains a manuscript which is to appear in
scale Modeling & Simulation that introduces the Markov chain or master equation
lates that a model constructed from short trajectories can describe the long-time sta
of terminally-blocked alanine in explicit solvent. Chapter 4 contains a manuscript
o the Journal of Physical Chemistry B that is concerned with how these models,
short trajectories, can be validated to determine the timescale for emergence of

ior. Finally, Chapter 5 describes progress toward algorithms for the discovery of
without prior knowledge of the relevant degrees of freedom, the final piece of the
for the construction of these models for biomolecules.
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Chapter 2

The weighted histogram analysis method

The material in this chapter was submitted to the Journal of Chemical Theory and Com
putation, and has been accepted to appear as:

Use of the Weighted Histogram Analysis Method for the Analysis of Simulated and Parallel
Tempering Simulations

John D. Chodera' , William C. Swope, Jed W. Pitera, Chaok Seok8, and Ken A. Dill"
* Graduate Group in Biophysics and "Department of Pharmaceutical Chemistry, University of
California at San Francisco, San Francisco, CA 94143
* IBM Almaden Research Center, 650 Harry Road, San Jose, CA 95120
* Department of Chemistry, College of Natural Sciences, Seoul National University, Gwanak-gu,
Shillim-dong, san 56-1 Seoul 151-747, Republic of Korea

Abstract

The growing adoption of generalized-ensemble algorithms (138] for biomolecular simulation has
resulted in a resurgence in the use of the weighted histogram analysis method (WHAM) [103] to
make use of all data generated by these simulations. Unfortunately, the original presentation of
WHAM by Kumar et al. [103) is not directly applicable to data generated by these methods.
WHAM was originally formulated to combine data from independent samplings of the canonical
ensemble, whereas many generalized-ensemble algorithms sample from mixtures of canonical
ensembles at different temperatures. Sorting configurations generated from a parallel tempering
simulation by temperature obscures the temporal correlation in the data and results in an improper





treatment of the statistical uncertainties used in constructing the estimate of the density of states.
Here we present variants of WHAM, derived with the same set of assumptions, that can be directly
applied to several generalized ensemble algorithms, including simulated tempering [123], parallel
tempering (better known as replica-exchange among temperatures) [176), and replica-exchange
simulated tempering [123}. We present methods that explicitly capture the considerable temporal

correlation in sequentially generated configurations using autocorrelation analysis. This allows
estimation of the statistical uncertainty in WHAM estimates of expectations for the canonical

**
ensemble. We test the method with a one-dimensional model system, and then apply it to the

estimation of potentials of mean force from parallel tempering simulations of the alanine dipeptide
in both implicit and explicit solvent.

2.1 Introduction

The difficulty of computing equilibrium averages for complex systems such as solvated
biopolymers by Monte Carlo or molecular dynamics simulation is well-known. Numerous minima
and large free-energy barriers tend to slow exploration in phase space and trap the simulation in

*

metastable regions of configuration space. This hampers the ability of the system both to 2
equilibrate (reach the thermodynamically relevant region of phase space) and to sample sufficiently
for estimates of ensemble averages to converge (reduce the statistical uncertainty in the estimate to

%*
an acceptable level) in finite computer time.
The emergence of a new class of simulation algorithms, termed generalized-ensemble

algorithms [138], has helped to mitigate these problems. In a generalized-ensemble simulation, the
probability distribution from which conformations are sampled is altered from a canonical
distribution to one that will induce a broader sampling of the potential energy. Proper application
should in principle allow the system to overcome energetic barriers and sample configuration space
more thoroughly, at the expense of spending more time in high-energy regions that may be
irrelevant at the temperature of interest. The particular method by which sampling is enhanced
depends on the algorithm. In the multicanonical algorithm (MUCA) [12, 13,56,79, 132),
conformations are sampled with a probability proportional to an approximation of the inverse
potential energy density of states in an attempt to produce a random walk in the potential energy.
In simulated tempering (ST) [113, 120, 123], a random walk between canonical ensembles at
different temperatures is used to produce a random walk in energy, but an estimate of the free
energy as a function of temperature is needed as input to ensure equal visitation of all
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temperatures. Parallel tempering (PT), a special case of the replica-exchange method
(REM) [78, 176], eliminates the need to know these free energies a priori by coupling temperature
changes between pairs of a pool of simulated tempering simulations conducted in parallel. Several
other algorithms and combinations thereof have also been proposed [123–125, 177].
In several of these algorithms, such as simulated tempering and parallel tempering, each replica
generates configurations from a mixed-canonical distribution (a term coined in [62) — that is, a
number of configurations are generated from the canonical distribution at each of several

temperatures. To compute expectations over the canonical ensemble at a single temperature, either
the configurations from all replicas that visit the temperature of interest must be collected and the

remainder discarded (as in [155]) or else a reweighting scheme must be used to properly weight the
data generated at other temperatures. Fortunately, the weighted histogram analysis method

(WHAM) [103], an extension of the single- and multiple-histogram methods introduced by
Ferrenberg and Swendsen [58,59], allows configurations generated from independent canonical
simulations at different temperatures to be reweighted to compute expectations from the canonical

ensemble at any temperature of interest. Okamoto and coworkers have applied this method to both
replica-exchange simulated tempering (REST) [123] and parallel tempering [176) methods by
reordering sampled configurations into pseudotrajectories, grouping configurations generated at a
particular temperature together regardless of which replica they came from. Unfortunately, this
permutation obscures the correlation among the stored configurations, causing the apparent
correlation times for each pseudotrajectory to appear artificially shorter than the true correlation
times within the independent replica trajectories. The permutation also introduces correlation
between the pseudotrajectories, which is problematic because WHAM as presented in [103] is
constructed to operate on independent canonical trajectories. Additionally, it is difficult to estimate

the statistical uncertainty in the resulting estimate of the expectation from these pseudotrajectories,
since standard autocorrelation analysis techniques [65,88, 131, 178] can no longer be applied.
Recently, Gallicchio et al. [69] have described a new method for computing expectations and
uncertainties from canonical simulations at different temperatures based on Bayesian inference.

While Bayesian approaches are usually superior to those based on first-order Taylor expansion
methods for the propagation of uncertainties (of the sort we describe in this work), they are less
suitable for treating highly correlated measurements where the functional form of the correlation is
essentially unknown.
Here, we derive variants of WHAM that operate on replica trajectories that are not reordered or
collected by temperature. It should be noted that even if simulation data has been stored to disk

%
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sorted by temperature, it can be permuted back to the original replica trajectories to perform the
proposed analyses if information about the replica-to-temperature mapping or swapping was
stored. Our presentation takes a careful approach to the correlation times involved, and we show

under which conditions the almost universally omitted statistical inefficiency term that appears in
all formulations of WHAM-like methods can be properly neglected. Finally, we show how the
statistical uncertainty in the estimator for the configuration space average for some observable can
be estimated by considering the effect of temporal correlation. The method is simple and
inexpensive enough to employ in all cases where WHAM is used, and we hope all researchers
using WHAM will report these statistical uncertainties in future to assess both the significance and
the degree of reproducibility of results from simulations.
This paper is organized as follows: In Section 2.2, we present a derivation of the Kumar et al.
WHAM for independent simulations sampling from the canonical ensemble. Careful attention is

paid to the proper treatment of time correlation in estimating the statistical uncertainty in the
histograms and the resulting estimator for the expectation, and a novel way of obtaining estimates
for multiple observables is presented. In Section 2.3, we derive an analogue of the method for
treating simulated and parallel tempering simulations while properly capturing the correlations
among sequential configurations. In Section 2.4, we validate our uncertainty estimates in a
one-dimensional model system and demonstrate an application for biomolecular systems by
estimating the potential of mean force and corresponding uncertainties from parallel tempering
simulations of alanine dipeptide in implicit and explicit solvent. An illustrative efficient
implementation of the method in Fortran 95 for use in the analysis of simulated and parallel

tempering simulations can be found in the Supplementary Material, and a version that can be
compiled and run can be downloaded online”.

2.2 Independent Canonical Simulations

In this section, we review the derivation of WHAM for computing expectations from multiple
independent simulations in the canonical ensemble. Conducting independent simulations at the
same or different temperatures can reduce statistical uncertainty while obtaining perfect
parallelism (after the initial time to reach equilibrium has been discarded). Some of these
simulations might be conducted at a higher temperature than the temperature of interest to promote

*An implementation of the method for the analysis of simulated parallel tempering simulations can be found at http:
//www.dillgroup. ucsf.edu/~jchodera/code/wham.
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greater sampling across barriers, for example. Sometimes, the expectation value of one or more
observables is desired over a range of temperatures. Additionally, simulations started from
different initial conditions can be used as a check of equilibration and convergence [73]. Below, we
follow roughly the same approach as Kumar et al. [103] in deriving the WHAM equations, though
our notation differs substantially and we include a more detailed treatment of statistical
uncertainty. Additionally, we arrive at a novel way of computing expectations of multiple
observables and avoid the use of many-dimensional histograms. While the method presented

in [103] has the full generality of treating simulations conducted with arbitrary biasing potentials, / º
we focus on the case of independent canonical simulations at different temperatures, since ■
variations on this approach will allow us to consider simulated and parallel tempering simulations
in Section 2.3. (For an informative treatment of the case of a multiple biasing potentials at a single
temperature, as in the case of umbrella sampling, see [170].)

2.2.1 Motivation and Definitions.

Suppose we have an observable A that is only a function of the Cartesian coordinates of the system
*q, and we wish to estimate the expectation of A over the canonical ensemble at some temperature º

of interest T. Instead of this temperature T, we will generally refer to its corresponding inverse
temperature 3 = (kBT) ", where kB is the Boltzmann constant. We denote the expectation of A º
over the canonical ensemble at inverse temperature 3 by (A)3, which can be written as

(A)/3 = Taº-Hº- (2.1)

where U(q) is the potential energy function of the system.
Further suppose we have carried out K independent simulations that sample from the canonical
ensemble (using such techniques as Metropolis Monte Carlo or thermally controlled molecular
dynamics) at corresponding inverse temperatures 31, 32, ..., 3K, Some or all of which may be
different from the temperature of interest. We denote the coordinates and potential energies
sampled at a fixed time interval At from simulation k by the time series {qºn, Un}}: 1, where
Ukn = U(qkm) and Nº. is the number of configurations collected from simulation k.
We first consider the probability density function from which the configurations are generated in
simulation k. For a simulation sampling from the canonical distribution, the probability of
generating a configuration with potential energy in the interval d'U about U at inverse temperature
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p(U|3) du = [Z(3)]- Q(U) due-?" (2.2)

malizing constant Z(3), often referred to as the configurational partition function,
sure that p(U) integrates to unity. The quantity Q(U) is the potential energy density of
(U) du represents the volume of configuration space with potential energy in the
round U.

ºltzmann factor e-º" and normalization constant Z (3*) differ for each simulation k,
f states Q(U) is independent of temperature. Since the Boltzmann factor is a known
the configurational partition function is simply a normalizing constant, knowledge of
f states allows the potential energy probability density to be computed at any

If the average of the observable A over all configurations with potential energy U is
can be combined to give the expectation at a desired inverse temperature 3

■ du Q(U)e-º" A(U)
(A) = *-■ (2.3)

is defined as the average of A over all configurations with potential energy U

A(U’) = ■ da5(U(q) = U')4(a), (2.4)■ do 6(U(q) – U')
2n that substituting this expression into Eq. 2.3 recovers the configuration space
|. 2.1.
obtain the best estimate of the density of states and the expectation of the observable
| information from several simulations. Since each simulation samples an energy

ned by its temperature, our final estimate of the density of states will be more
account for the different uncertainties in the estimate obtained from each simulation.

fore need a separate estimate of the density of states and its corresponding
Dm each simulation.

ining an Estimate of the Density of States from Each Simulation.

stimate of the density of states from each simulation, we first need a way of
y expressing the form of the observed probability density function p(U). While it
le to assume a particular functional form for this density, this would generally be
er approach is to use a nonparametric density estimator (see, for example, [164] for
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an overview) that makes no prior assumptions as to the true functional form of p(U). Kumar et
al. [103], as Ferrenberg and Swendsen [58,59] earlier, chose a histogram-based estimator, in which
the range of sampled energies is discretized into a set of nonoverlapping bins of equal width.
While there are a number of more sophisticated smooth nonparametric estimators [201], the
histogram estimator is simpler and more efficient to apply.
Accordingly, we construct an estimate of the probability density function p(U}/3) on a set of M
points, labeled Um, that span the sampled potential energy range and are spaced AU apart. We
denote the estimate of p(UI/3) at Um by pm (3), and the corresponding estimate of the density of
states Q(Um) by Q, n.

2º |
º

pin(3) = p(U,n]9) = [Z(3)] 'Q, eTº". (2.5)

The normalization factor Z(3) can then be approximated by a discretized integration

Z(3) = ■ dU Q(U) e-2"
M

2S3 XC AU Q, e-Pºm (2.6)
m=1

where we have made the assumption that the integrand, Q(U)e^*, does not change significantly
over the bin width AU. As the density of states Q(U) increases with U and the Boltzmann factor
eTº" decreases, their product is expected to vary less rapidly than either term individually.
We define pm (U) as the indicator or characteristic function for the energy bin of width AU
centered about U,n

1 if U e Um – AU/2, Um + AU/2)
tºm (U) = (2.7)

0 otherwise

and the time series defined by this indºor function as ("mº where limºn = ■ m (Ukm). We
denote the count of configurations from simulation k that fall in energy bin m — the “histogram”
from which the weighted histogram analysis method derives its name — by Hºnk, and see that it
can be computed by

Nº.

Hmº =X men. (2.8)
n=1

We will also use the total number of configurations over all simulations that fall in energy bin m,
which we term Hºn:

K Nº.

Hm =XXX|imºn. (2.9)
k=1 n=1
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Note that through out our discussion, pairs of variables that only differ by the number of written
subscripts, such as Hm and Hank, represent similar quantities related in this way.
We can estimate pn(3) by the number of configurations sampled from the simulation at
temperature 3k with energies that fall in the bin centered about Urn:

1 Hmk
pm (3) & AU TNT. (2.10)

Equating this with the definition of pn from Eq. 2.5 and rearranging terms, we can obtain an
estimate of Q, nk, the density of states at energy Um from simulation k, which we will denote by

~-

Qmk:

a... = -1. Hºº. 4%).
mk = AU N. T.

Hmk
F. — . 2.11

Nº. AU exp■ f.
-

(3.0m) ( )

In the last step, we have replaced the partition function Z(3E) by an exponentiated dimensionless
free energy fº = — ln Z(3). Each independent simulation k contributes an estimate of the density
of states Q, for energy bin m. Each of these estimates in turn carries a statistical uncertainty
6%, determined primarily by the number of uncorrelated samples of the energy bin.
(Expressions for 6°0,as will be derived later in Section 2.2.5.) We will combine these individual
estimates Qme to produce a single optimal estimator Qm in a such way that the statistical
uncertainty in the resulting estimate is minimized, giving more weight to the Qme with smaller

uncertainties. To do this, we must first briefly review the maximum-likelihood method for
combining independent measurements with associated uncertainties into an optimal estimate, and
also consider the uncertainty in a mean computed from a set of correlated observations.

2.2.3 Optimal Estimator from Independent Observations and Associated
Uncertainties.

Suppose we have K independent observations or measurements of some random variable X
denoted a 1,..., a k, each with corresponding squared uncertainty 6°rk, defined by

6°rk = ((rk – (r))*) = (aft) – (rk)” (2.12)

where () here denotes the expectation over repeated measurements or experimental trials. We can
then write X, the optimal estimator for (X) in the sense of minimizing 3*X, by a weighted sum of

º ->
ººº
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the individual estimates

K

-
X (6°rºj-" Tk

X = *:
-

(2.13)
XC (52*]−1
k=1

Note that observations with smaller uncertainties get greater weight, and if all the uncertainties are
equal, the weight is simply 1/K, as would be expected.

* sºThe uncertainty in the resulting estimate is simply given by

K –1

6°X = {º} (2.14)k=1

These are standard formulas that come from maximum likelihood considerations [31].

º

º

2.2.4 Statistical Uncertainty in the Estimator for Correlated Time Series Data.

We briefly review the estimation of statistical uncertainty for a time series of correlated
measurements. (See Müller-Krumbhaar et al. [131] for an early exposition of this method as

applied to the analysis of Monte Carlo simulations of spin systems, Swope et al. [178] for the

C. ºanalysis of molecular dynamics simulations, or Janke [88) for a recent general illustration.)

Suppose we have a time series of correlated sequential observations of the random variable X 2º
denoted {an}} 1 that come from a stationary, time-reversible stochastic process. Our estimate for
the expectation of X is given by the time average

-
1 *

X = *XXr, (2.15)
n=1

-

but the statistical uncertainty is more complicated than in the independent observation case

6° x = ((X – (X))”) = (X”) – (X)”
1 *

= }; X (nºw)-(a)(rº
n,n’=1

1 2 2 º= #X [(r;)-(r)"
n=1

1 *
+ yj X (raiºn)- (ru)(a)). (2.16)

n£n'=1

-
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In the last step, we have split the sum into two sums – a term capturing the variance in the
observations, and a remaining term capturing the correlation between observations. Using the
properties of stationarity and time-reversibility, we can further manipulate this to obtain

2 O 1 2 2*x = . [G:)-(r)*
N–1

2 N — t

+ N t=1
(***) (*nºn-t) - (an) (ºn 14)]

2 2 *
O■ O■ *

-
#(1 +27) = H (2.17) /

where the variance a #, statistical inefficiency g, and integrated autocorrelation time T (in units of
the sampling interval) are given by

a. E a:
-

(ra)* (2.18)
N–1 t

T E 1 — — . C 2.19)(-)c. (t=1

g = 1 + 27 (2.20)

º

with the discrete-time normalized fluctuation autocorrelation function C, defined as (/ º
*

— /ºr \? º
C = (a nºn-t) (j)

-
(2.21) *

-(a■ ) – (cm) ~
- 1 NT ~: *The quantity g = (1 + 27) > 1 can be thought of as a statistical inefficiency, in that gT"N gives

the effective number of uncorrelated configurations contained in the time series. The statistical
inefficiency will depend on the time interval at which configurations are collected for analysis;

longer intervals will reduce the statistical inefficiency, which will approach unity as the sampling s

interval exceeds the correlation time. Practically, we use our best estimates for the variance o: and
-

autocorrelation function C, to compute an estimate of the statistical uncertainty 6*X.
º

■2.2.5 Optimal Estimate of the Density of States.

We now construct an optimal estimator of the density of states Qm from the individual estimates
-

- ºobtained from the K independent canonical simulations. From the results of Section 2.2.3, we can

§

º

y
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write this estimator and its corresponding uncertainty as
K - -

XC (6%),as-1 Qmk
= **– (2.22)

XD [620,...]−1
k=1

K —1

6%, - |***)
-

(2.23)k=1

The results of Section 2.2.4 show us how to write the 6°Qae, the uncertainty in our estimate of the

Ö
n

density of states for energy bin m from simulation k. In Eq. 2.11 above, we see that this
uncertainty comes only from 6*Hme, the uncertainty in the histogram count for the energy bin,
since all other terms are known with certainty:

6*Hmº
{N, AU exp■ f. – 9.0...]}*

Hºnk, the histogram count from simulation k, can be written as a time average of the indicator

(2.24)6°0,n. -

function ºn over the correlated configurations collected from the simulation:
1 *

Hink = Nº - mkºn - 2.25* = ** W. X."
k (2.25)

We can use the result of Section 2.24 above to obtain an expression for 6*Hms, the uncertainty in
the histogram count:

2 oil.
6*H,n} = N; ºft 9mkk

= 0 mk Nº. ((\lº)
-

(link)")
= gmi. Nº ("mk) (1 – (link))

= gmi (Hmk) (
-

º) (2.26)

where, because lºn(U) is an indicator function (eq 2.7), ['lm (U )]* = ln(U). If the histograms are
sparsely populated, a reasonable assumption if there are a sufficient number of histogram bins

spanning the energy range sampled by each simulation, then (Hmk)/Nk & 1, and we can further
simplify this to

6*Hms & gmi (Hmk). (2.27)

The statistical inefficiency gink here reflects the number of configurations required for an
uncorrelated sampling of the energy bin. This will, in general, depend on the bin index, bin width,

*>

| º

%~2.
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and temperature. This dependence was omitted in the original Kumar et al. presentation [103]. At
higher temperatures, the correlation time, and hence the statistical inefficiency, is expected to be
smaller as the simulation can move through configuration space more easily. The structure of the
energy landscape may cause the simulation to be stuck in certain regions of configuration space for

different times, hence the dependence on energy bin index is also potentially important.

The expectation (Hank) should be replaced by our best estimate of the histogram count for energy
bin m at temperature 3, which could be obtained from our yet-to-be-determined optimal estimate
of the density of states Qm:

(Hmk) = Nº pm (3*) AU

* Nº AU Q, exp■ f. – 3.0m) (2.28)

Substituting this expression back into Eqs. 2.27 and 2.24, we obtain

gº. Nº AU ºn expf – 30m)
{N, AU exp■ f. – 3 Un]}*

= — Qm
-

(2.29)g. Nº AU exp■ fe – 3 Um]

6°Q,n. F

Using Eq. 2.29 for the uncertainty in the density of states associated with simulation k, and Eq.
2.22 for the best estimate of the density of states, along with Eq. 2.11, we obtain

K 1X 9, Hink
Qm = + k=1 (2.30)

XD g., N, AU exp■ f. - 3.0m)
k=1

Everything in the above expression can be easily evaluated, except for the fº, which depend on the
a

Qm through
M

fº = – in XD 0, AU e-”. (2.31)
m=1

The fe may therefore be solved for self consistency by iteration of Eqs. 2.30 and 2.31 starting from
an arbitrary choice, such as fº = 0.
The statistical uncertainty in Q, is given by Eq. 2.14.

Qm (2.32)26 —
-6*Qm = -R

Y. g., N, AU exp■ fe – 30m)
k=1
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We note that the relative uncertainty in this estimate is given by
~ —1

6%), * -
tº 7 | º - (2.33)7n k=1

which is approximately equal to Hº", the inverse of the total number of configurations from all
simulations in energy bin m, if all gmk are unity. This is reasonable, since the uncertainty in our
estimate for Qrn should diminish as more independent samples are collected in energy bin m.

2.2.6 Estimating an Observable at the Temperature of Interest.

Using the estimate of the density of states obtained above, we can obtain an estimate for the
expectation of any configuration function A(q) at an arbitrary temperature by writing analogous
equations to Eqs. 2.3 and 2.4 where we have discretized the energy U:

M .
XD Q, AU e-* An

m=1
(A)/3 = M (2.34)

Y (), AU e-Bºm
m=1

where

Am ■ da A(q) lºn(UG). (2.35)
■ do ■ ºm(U(q))

Am, the mean of observable A over all configurations with potential energies consistent with
energy bin m, can be best approximated by pooling configurations from all K simulations that
have energies in bin m:

K Nº.

Am F
H." XD XC 'mkn Akn (2.36)

k=1 n-1

where Hm = XX- XD.*1 pm ºn is the total count of configurations in energy bin m from all
simulations. Substituting this expression for Am into Eq. 2.34 above produces an estimator A(3)

* º

º

a
/.



ºº,

º,
º
F.
R.

-
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for (A)g:

*
= **– (2.37)

where we have defined the per-configuration weights wºn (3) by
M

wºn(3) = X ºn H..." Q, et" (2.38)
mn=1

-where only one term of the sum will contribute — the bin m containing the energy Un – due to
|the presence of the indicator function wºmen. Hm is the total count of configurations from all

simulations with energy in bin m. Note that we only need to compute the weight wºn up to a
constant of proportionality because this constant drops out in the normalized sum in Eq. 2.37.
This relationship is significant in that we now have an expression for the canonical expectation of º,

observable A in terms of a weighted sum over all of the data. These weights are determined by the
temperature of interest from the WHAM equations, and are simple functions of the count of
configurations with energies falling in a particular energy bin. The weights wºn (3) can be
computed once for the temperature of interest and then used to calculate expectations of many

observables. !
It should be noted that our estimate of (A)g will only be reasonable if the inverse temperature of
interest 3 lies near or within the range of inverse temperatures sampled by the canonical
simulations – the uncertainty in the estimate will increase as the temperature of interest deviates 2.

from the sampled range of temperatures (see [57, 133] for an examination of this issue).

º



º
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2.2.7 Statistical Uncertainty of the Estimator for the Expectation.

If the observable of interest has a long correlation time compared to fluctuations in the potential
energy (e.g., if the observable is a function of the large scale molecular conformation), then it is
possible that the density of states Q, and dimensionless free energies {fi} may be sufficiently
well-converged that they are not dominant contributors to the uncertainty in the estimate of the
observable of interest. Instead, the long time-correlation in the observable means that there are
many fewer effectively independent observations of the observable than stored configurations. We *

may then use the following procedure.
We can rewrite the expectation (A)/3 as a ratio of two random quantities X and Y

X
(A) = + (2.39)

where

a K Nº. a K Nº.
X = XCXL wºn(3)An Y = XX wºn(3). (2.40)

k=1 n=1 k=1 n=1

Applying standard error propagation techniques for a function of random variables (see,
e.g. [1821), which amounts to a first-order Taylor series expansion of A about (X)/(Y), we can
estimate the uncertainty in A as

2 - 2 a a a a

6°A = |. ■ º
+ *Y

-

*
-

(2.41)Y X2 Y2 X Y

Here, the cross-term 6XóY = ((X – (X ))(Y – (Y))) is nonzero only if the random variables X
and Y are correlated, in which case the term involving it in the equation above serves to reduce the

uncertainty in the estimate of the ratio A.
Recognizing that X and Y include contributions from K statistically independent simulations, we
can collect these terms and write

K K

X = XD Nº. X, ; Y =XXN. Y.
k=1 k=1

1 * 1 *
A 1 = − Akn : Y = RF- 7a. 2.42

k
R.X.”

k k
M. X." (2.42)

where the argument 3 has been omitted for notational convenience. Because the K individual





22

simulations are independent, the uncertainties required in Eq. 2.41 are given by
K R

6°x =XLN; 5°x, ; 6°Y = XLN; 5°y,
k=1 k=1

K

6X6Y = XD N■ 6X.6%. (2.43)
k=1

These uncertainties involve the correlated data of simulation k and can be estimated by Standard

correlation analysis methods [88, 178] or by block transformation methods [65], though the latter
method requires some modification to estimate the uncertainty cross-term ÖAF-6Y.
To compute the uncertainties by correlation analysis methods as in Section 2.2.4, we first define
new observables ackn = wºn Akm and yºn = wºn, and compute the uncertainties

or?
-

or?
-

6°X = ** ; 6°Y = #.
9k, rºr"k 9ky:y^k

of.
9ß, W.

These uncertainties involve (co)variances of the type aft , y, estimated for each replica by
Nk

-
1

- ~

airy = Nº. – 1 X (ºn - Xk)(yºn – Yº). (2.45)
n=1

The statistical inefficiencies of the form glºry are computed by

9k, rºy = 1 + 27kºy (2.46)
Nk–1 t

Tk,ajy = XD (
-

*) Cºtry (2.47)t=1

with the correlation function for simulation k computed by taking advantage of stationarity and
time-reversibility:

1 1

2%, (Nº. – t)
Nk-t

X XD ■ ºn
-

Xs)(Unit
-

Y.)
n=1

Cetry &

+(Vºn-Yº)(rººt- X)
-

(2.48)

See Section 2.5.2 for a discussion on efficiently computing the integrated correlation time T from
Oktºv.



4.
º
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2.3 Simulated and Parallel Tempering

2.3.1 Simulated Tempering.

In a simulated tempering simulation [120, 123], a single simulation is conducted in which
configurations are sampled from a mixed-canonical ensemble [62]. In practice, a simulation
algorithm that samples from the canonical ensemble is used to generate configurations, and at
regular intervals attempts are made to change the temperature among a discrete set of choices
{31, ..., 3L. The probability of accepting a proposed temperature change is given by the
Metropolis-like criterion

P(3 – 31) = min {1, exp■ -(3 – 3) U + (ap – al)]} (2.49)

where the constants al, l = 1,..., L are specified beforehand and chosen, often by tedious
exploratory simulations, to attempt to achieve near-equal visitation of each temperature and,
hopefully, potential energy. The optimal choice of {ai} is given by the dimensionless free energies
{fi} in Eq. above, and proposed temperature changes are usually between neighboring
temperatures because the exchange probability diminishes with increased temperature separation.
Use of the above criterion for accepting or rejecting proposed temperature changes ensures that, if
the configurations were originally distributed from the equilibrium distribution at the old
temperature, they are also distributed from the canonical distribution at the new temperature.
As a result of this procedure, the system spends a fraction of time in each of a number of different
temperatures. Since we know the number of times each temperature was visited, we can write the

probability density for energy bin m as a weighted sum of the canonical probability density
functions at these different temperatures:

L Ni Qm e-810m
m = 2 + —z- 2.* ~ 2: W -25 (2.50)

where Ni/N is the fraction of configurations generated at inverse temperature 3 over the course of
the simulation. As above, we introduce the Helmholtz free energy fi = - ln Z(3), which allows
uS to write

p = 5 #2 ºn-at
l=1 L

= Q, , ) (Ni/N) expf – 3|Um]. (2.51)
l=1
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We can approximate pm as before using our histogram count, Hºn, the number of configurations
with potential energy in the bin centered about U,n:

p = + Hm (2.52)ÄU TNT.

Rearranging and including our definition of fi, we obtain the coupled set of equations for
estimating the density of states

Qm = L Hm (2.53)

2. N, AU exp■ fi – 31U,n]=1

M ^f = −ln XD 0, AU e-” (2.54)
m=1

These equations are similar to Eqs. 2.30 and 2.31 for the canonical ensemble WHAM if the
configurations are grouped by the temperature at which they were generated, but lacking statistical
inefficiency terms since we are not combining data from multiple simulations.
The uncertainty in Qm is then given by

-
6*H,

6%), – L 2{: Ni AU exp■ f. – º)
= + gm (Hm) 2 (2.55){: N AU exp■ f. – º)l=1

where, as in Eq. 2.27, we assume the histograms are sparsely populated and introduce the
statistical inefficiency go, to estimate the histogram uncertainty.
Th estimate for the expectation of the total histogram count in energy bin m is given by the
Sampling probability

(Hºn) = N AU pm

2S3

L

NAU (), XCON/N) expf – BU,n] (2.56)
l=1

which gives the final estimate for the uncertainty as
a

Qm
L

-
(2.57)

2. gº'N AU exp(f -6.Un]=1

6%, a
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Following the approach in Section 2.2.6, we can again write the estimator in the form of a
weighted sum over configurations:

N

2. wn (3) An
- _ n=A(3) = += (2.58)

XD wn (3)
n=1

M -

wn(3) = XD ºn H..." Q,e-" (2.59) *...a
rn=1 2’

where again, only one term contributes to the sum in the expression for the weight wo. The
statistical uncertainty in this estimate, as in Section 2.2.7, can be computed by Eq. 2.41, where X
and Y are now given by

E
#X w. An E

#X w. (2.60)

These uncertainties are simply computed as in Eqs. 2.44 – 2:48, without the subscript k as there is
only one simulation instead of many. The quantities Ä and Y no longer correspond to canonical

averages, since they are the expectations over the simulated tempering trajectory which spends a
different amount of time at each of the L temperatures — it is a mixed canonical average. The
sample mean over the trajectory provides the best estimator for these quantities.
Here, the statistical inefficiency gro appearing in Eq. 2.57 and the inefficiencies required in
applying Eqs. 2.44 – 2.48 are computed from the correlation functions computed over the
simulated tempering trajectory, which includes unphysical jumps in temperature. It is worth noting
that expressions for (A)/3 given in formulations by Okamoto and coworkers (e.g. Eq. 24 of [124])
instead contain a statistical inefficiency for each temperature. In principle, one could account for a
temperature-dependent statistical inefficiency, since one might expect correlation times to be
different at each temperature, but in practice, the limited number of configurations sampled
between temperature changes is likely too short to allow temperature-dependent correlation times
to be computed. Additionally, a temperature-dependent treatment does not account for the
correlation between configurations sampled before and after a temperature swap. The derivation
presented here assumes the statistical inefficiency gm depends only on the energy bin m, which
causes these factors to cancel out of our estimator for (A)6 in Eqs. 2.58 and 2.59.
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2.3.2 Parallel Tempering or Independent Simulated Tempering Simulations.

In a parallel tempering (or replica-exchange among temperatures) simulation [78, 176], it was
recognized that the constants ak needed in the simulated tempering simulation to ensure equal
sampling of temperatures could be eliminated if multiple simulated tempering simulations were
conducted in parallel and the temperature changes of two simulations were coupled together into a
temperature swap between the replicas. In practice, a number K of replicas are simulated
independently at inverse temperatures 31, ..., 3K using some simulation method that samples
from the canonical distribution. At given intervals, an attempt is made to exchange the
temperatures of two replicas i and j, with the exchange accepted with probability

Pexch = min {1, exp■ -(3;
-

3)U, + (aj
-

a;)]}

x min {1, exp■ -(3 – 3;)U} + (a, - ag)]}

F min{1, exp(-(3;
-

6;)(U;
-

U;)]} (2.61)

where 3, is the current inverse temperature of replica i and U; the corresponding potential energy.
Because of this exchange procedure, each replica executes a more or less random walk in
temperature, eliminating the need to perform exploratory simulations to determine the parameters
{ai}{ required for simulated tempering. Each replica simulation is nearly independent, as the
correlation between configurations of different replicas introduced by the exchange of
temperatures is minimal. The dominant contribution to statistical uncertainties will almost

certainly be due to the variance and temporal correlation in the value of the observable of interest
within each replica, which reduces the effective number of independent samples. We can therefore

analyze a parallel tempering simulation as a set of independent simulated tempering simulations,
each with a number L of accessible temperatures, with L equal to the number of replicas K.
Below, we derive an analogue of the Kumar et al. WHAM procedure for the treatment of K

independent simulated tempering simulations (replicas) each capable of visiting L temperatures,
allowing this method to also treat simulations generated by procedures such as REST [123]. We
make use of the sampling distribution for simulated tempering described above and properly
account for the correlation within each replica, eliminating the need to artificially reorder

configurations from parallel tempering simulations by temperature.
We can use the simulated tempering Eqs. 2.53 and 2.57 above to write the estimator and

º>

C%
~ º

!
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-

uncertainty for the density of states obtained from each replica k as

Qm = Hink (2.62)L

XD Nº AU explfi – 31Um]
l=1

Qm
L

gº Y Nº AU exp■ f. - BU,n]
l=1

6°0m. (2.63)

where we have added the index k to denote the replica from which the data is generated. Hank
therefore denotes the number of configurations sampled with potential energy in energy bin m
from replica k, and Nºl the number at temperature 3i from replica k. gnk is the statistical
inefficiency computed from replica k for energy bin m.
Again using the optimal combination rule of Eq. 2.13, we obtain the optimal estimate for the
density of states

R

X 9, Hink
Qm = k=1 (2.64)K L

X 9. * Nº AU exp■ fi – 31U,n]k=1 =1

and the statistical uncertainty from Eq. 2.14:
—1L

K |9|| * Nº AU exp■ fi – 31U,n]=1

6°0, - {XD Ö
k=1

F. L (2.65)K

X glº XX Nº AU exp■ i – 30m)
k=1 l=1

We can rewrite Eq. 2.64 as

a
Heff

L

XC N; AU expf – 31U,n]
l–1

where Hi■ = XX:- 9. Hmk is the effective number of independent samples in energy bin m
from all replicas, and N; E XC:- 9. Nº is an effective number of independent samples at
temperature 3 from all replicas.



º
º,
-
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pute the estimator of the expectation for an observable A, we apply the same technique in
2.2.6 above and write the expectation as a weighted sum over configurations

K Nº.
XD wºn(3) Akn

A(3) = ++- (2.67)K Nº.
XD XD wºn (3)

k=1 n=1

he weights are given by

M

wºn(3) = X Winºn H...' Que’”. (2.68)
mn=1

1. 2.38 and 2.59, the sum over m reduces to a single term, the one with energy bin index
late for configuration n of replica k. Aºn is the value of the observable A for configuration
lica k and Hm = XX- XX- wºmen, the total number of configurations from all replicas
ential energy in bin m.
f the observable of interest has a correlation time that is long compared to fluctuations in
ntial energy, we may compute the dominant contribution to the statistical uncertainty
by Eqs. 2.41 – 2.48, with the important distinction that k now indexes the replicas, rather

temperatures. The correlation times are, as in the simulated tempering case, computed
nonphysical replica trajectories; because the replicas perform random walks in
■ ure, these times are likely to be shorter than the correlation time for this observable

d from a canonical simulation at the lowest temperature. These replica correlation times

capture the correlation between successive snapshots generated by a sampling method
ropolis Monte Carlo or molecular dynamics, and their use in estimating the uncertainty is
ary novel result of this paper. Collecting configurations from all replicas into
ajectories of constant temperature, as suggested in previous attempts to apply the method
:l tempering simulations [176], would give correlation times that are erroneously short and
incorrect assumption that these pseudotrajectories are statistically independent.

pplications

Dne-Dimensional Model Potential.

He the methods described above for estimating expectations and corresponding
ties, we consider a one-dimensional model potential where canonical expectations can be
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computed directly and a large quantity of simulation data can be obtained in order to verify our
uncertainty formulae. We use an asymmetric double well potential, given by

U(q) = (q – 1)*(q+1)* + 0.1 q. (2.69)

All simulations utilize the Metropolis Monte Carlo method [122] with the trial displacement Aq
uniformly distributed on the interval [–0.2, +0.2] to generate a series of configurations which are
sampled every 10 move attempts, resulting in highly correlated data. In the following simulations,

we estimate the expectation (q) g. at 3" = 4, where the integrated correlation time of q is rather
long — approximately 130 samples. The initial conformation was chosen uniformly on the interval

[–1.8, +1.8] and the first 10° steps discarded to equilibration.
Four types of simulations were performed: a standard canonical Metropolis Monte Carlo (MMC)
simulation at 3 = 6* = 4, as described above; a set of four independent canonical (4MMC)

simulations with inverse temperatures 3 exponentially spaced in the range 1–4
(3 = {4, 2.52, 1.59, 1}); a simulated tempering simulation (ST) with the same four possible
temperatures and analytically-computed optimal weights; and a parallel tempering (PT) simulation
with replicas at the same four temperatures.
All simulations were conducted for 5 x 10' steps each (per replica, if multiple replicas are used),
generating 5 × 10° samples (per replica). The data were then divided into 500 sequential blocks of
10" configurations (per replica) each, whose expectations were verified to be statistically
independent by computing the correlation between expectations in neighboring blocks. The
standard deviation of the set of expectations computed from each block is indicative of the
statistical uncertainty in simulations of a single block length – 10" samples (per replica) — and
the difference between the mean of these estimates and the expectation computed from the

potential directly is indicative of the bias. Expectations and uncertainties for each block were
computed using the code appearing in Listing 1 of the Supplementary Material.
To assess the performance of the uncertainty estimate for each block, we compute the fraction of
blocks for which the true magnitude of the deviation from the mean of the block expectations is
smaller than a multiplicative constant o times the estimated uncertainties, for a e (0.1, 3]. This
fraction is related to a confidence interval if compared to the error function Gaussian integral
(Figure 2.1). For example, for our uncertainty estimates to be meaningful, we expect the difference
between the true mean and our estimate to be within one standard deviation o approximately 66%
of the time. It is readily apparent from the figure that the computed uncertainty estimate computed
for each block is in fact quite good. Additionally, the bias is small — less than 10% of the
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Figure 2. 1: Confidence curves for Metropolis Monte Carlo simulations on the 1D model poten
tial. The fraction of statistically independent blocks for which the true uncertainty (the deviation of
the estimated expectation over the block from the mean of the block estimates) is less than a mul
tiplier of the predicted 10 uncertainty (here plotted as the independent variable). The solid curve
shows the fraction expected to fall within the interval for the normal distribution. Ideally, the curves
would coincide. The results are shown for (MMC) a single Metropolis Monte Carlo simulation at
6 = 4; (4MMC) a set of four independent canonical simulations spanning the range 3 = 1 – 4; (ST)
a simulated tempering simulation spanning 3 = 1 – 4; (PT) a parallel tempering simulation with four
replicas spanning 3 = 1 – 4. Uncertainties, with 95% confidence intervals shown here as vertical
bars, were computed as described in Appendix 2.9.

magnitude of the statistical uncertainty in the cases studied (data not shown).

2.4.2 Alanine Dipeptide in Implicit and Explicit Solvent.

To illustrate the utility and verify the correctness of the procedures described above for simulations
of biological interest, we demonstrate their use in the analysis of parallel tempering simulations of
alanine dipeptide in implicit and explicit solvent. A similar strategy to the 1D model system
described above was adopted, with a long simulation partitioned into short blocks (here, 2
ns/replica per block) whose expectations were verified to be statistically independent by the same
procedure described above.

Using the LEaF program from the AMBER7 molecular mechanics package [18], a
terminally-blocked alanine peptide (sequence ACE-ALA-NME, see Figure 2.2) was generated in
the extended conformation. For the explicit solvent system, the peptide was solvated with 431





Figure 2.2: Terminally-blocked alanine peptide with (q), ºp) torsions labeled.

TIP3P water molecules [91] in a truncated octahedral simulation box whose dimensions were

chosen to ensure a minimum distance to the box boundaries from the initial extended peptide
configuration of 7A. Peptide force field parameters were taken from the parm26 parameter
set [98]. For the implicit solvent simulation, the Generalized Born method of Tsui and Case (188)
(corresponding to the flag igb=1) was employed with radii from AMBER6, along with a surface
area penalty term of the default 5 cal mol−" A *. Covalent bonds to hydrogen were constrained
with SHAKE using a tolerance of 107* A (153]. Long-range electrostatics for the explicit solvent *
simulation were treated by the particle-mesh Ewald (PME) method [34] with default settings. f º
Each system was first subjected to 50 steps of steepest descent energy minimization, followed by Cº

-

1000 steps of conjugate gradient optimization. To equilibrate the explicit solvent system to the
appropriate volume, a 100 ps molecular dynamics simulation was performed with the temperature
adjusted to 300 K and the pressure to 1 atm by the Berendsen weak-coupling algorithm [10] with
temperature and pressure relaxation time constants of 1 ps and 0.2 ps, respectively. The simulation
box was fixed at the final size obtained from this equilibration step, with a volume of 13232 Å", in
all subsequent simulations.

A parallel tempering (or replica-exchange among temperatures) molecular dynamics
simulation [176] was conducted using a parallel Perl wrapper for the sander program”.
Replica temperatures were exponentially distributed over the range 273-600K, with 10 replicas
required for the implicit solvent simulation (yielding an exchange acceptance probability between
neighboring temperatures of approximately 75%) and 40 replicas for the explicit solvent
simulation (yielding an acceptance probability of approximately 50%). All momenta were
reassigned from the Maxwell-Boltzmann distribution at the appropriate replica temperature after

*A copy of this Perl wrapper to perform replica-exchange simulations using AMBER7 and AMBER8 can be obtained
from http://www.dillgroup. ucsf.edu/~jchodera/code/rex.
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each exchange attempt. Between exchanges, constant-energy, constant-volume molecular
dynamics was carried out for the explicit solvent simulation, while the implicit solvent simulation
utilized Langevin dynamics with a friction coefficient of 95 ps' to mimic the viscosity of water.
All dynamics utilized a 2 fs timestep. The algorithm used to select pairs of replicas for temperature
exchange attempts starts from the highest-temperature replica and attempts to swap the
configuration for the next-lowest temperature replica using a Metropolis-like criteria, and proceeds
down the temperatures in this manner. On the next iteration, swapping attempts start from the
lowest temperature and proceed upward, and this alternation in direction is continued in
subsequent pairs of iterations.

Starting all replicas from the minimized or volume-equilibrated configuration described above, 100
iterations were conducted with 1 ps between exchange attempts to equilibrate the replicas to their
respective temperatures. This equilibration run was followed by a production run with 20 ps
between exchange attempts, giving a total of 100 ns/replica for the implicit solvent production run
and 20 ns/replica for the explicit solvent run, Solute configurations and potential energies were

saved from the production run every 1 ps. Expectations and uncertainties were again estimated
using Listing 1 appearing in the Supplementary Material.
Over 2 ns blocks of simulation time (containing 2000 configurations/replica in each block), we
computed the probability of the peptide occupying the Cy R conformation at 300K, with of here
defined as –105 s (p < 0 and –1243 p < 28. This corresponds to configurations that would be

classified as right-handed alpha helical. To validate the uncertainty estimates, confidence curves of
the type description in Section 2.4.1 were computed and are shown in Figure 2.4. Though the
confidence intervals are larger because the data contain fewer independent blocks, the uncertainty
estimates are still good indicators of the expected deviation from the true expectation.
The potential of mean force (PMF) for the p torsion angle at 300K was also computed, and is

shown in Figure 2.3. The computed PMF and uncertainty for a representative block is depicted in
the top panel, along with the PMF computed using the entire trajectory. The deviations of the block
PMFs from the whole-simulation estimate fall within the 1a uncertainty bars to the expected
degree. In the lower panel, the uncertainties computed from the representative block are compared
to the standard deviation of the PMF computed from all blocks, which should be indicative (to
within an order of magnitude) of the uncertainty expected from a simulation of the block length.
These too compare favorably.
It is important to note that our neglect of the uncertainty in the dimensionless free energies, (fi}, is
only reasonable if the correlation time of the observable of interest is much longer than that of the
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potential energy. When this condition is satisfied, the dominant contribution to the uncertainty in
the computed expectation of the observable is due to the small number of effectively independent
samples of this observable present in the simulation data. To demonstrate that this is the case for
systems of interest, we have assessed the relative contribution of the neglected uncertainty in the
{fi} to the uncertainty of the estimated probability of the O.R conformation of the alanine dipeptide
system considered here. The resulting contribution is 10 times smaller than the uncertainty due to
the time correlation treated above for the explicit solvent system and 100 times smaller for the
implicit solvent system. [footnote:{The impact of the uncertainty in the {fi} on the uncertainty in
the estimated observable was computed in the following manner: We first computed estimates of
the {fi} over all uncorrelated 2 ns/replica blocks of simulation data to form a pool of dimensionless
free energies that represent the typical uncertainty in a simulation of this length. Next, for each 2
ns/replica block, we computed the standard deviation in the estimated a R probability when all {fi}
in this pool were substituted into the WHAM equations. The mean of this standard deviation over
all blocks then provides an estimate of the magnitude of the impact of typical uncertainties in the

{fi} on the observable of interest.}] However, if the observable has a correlation time comparable
to that of the potential energy (e.g., if the expectation of the potential energy itself is of interest)
then the uncertainty due to imperfect knowledge of the {fi} can be comparable to the uncertainty
due to the correlation in the observable. In these cases where correlation times are comparable, an

algorithm that combines our approach with the T-WHAM method of Gallicchio, et al. [69], which
explicitly treats the uncertainty in the {fi} when the potential energy samples are uncorrelated,
may provide a superior estimate of the uncertainty in the estimate of the observable.
We further note that pathological cases may arise where simulations at neighboring temperatures
may have poor energy overlap, resulting in large uncertainties in some of the {fi}. Fortunately,
these cases are easily detected by examination of the exchange acceptance rates between
neighboring temperatures, where they will be conspicuously low, and detectable early in the
simulation. Such cases are easily remedied by adjusting the temperature spacing or by the addition
of more replicas at intermediate temperatures.

2.5 Practical Considerations

Several issues of great importance to successful implementation of the algorithm have received
little discussion in the literature.
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2.5.1 Choice of Bin Width and Number of Bins.

There is a bias-variance tradeoff in the choice of energy histogram width. As the energy bin width
increases, the uncertainty in our histogram estimator for pm (3), the probability density for energy
bin m, decreases. At the same time, one expects the resulting estimate of the density of states Q,
to become increasingly biased, especially considering the dependence of p(U) on the
rapidly-varying exponential Boltzmann factor e−". Because of this, a reasonable assumption
might be that the bin width AU should be chosen such that AU 3 kBT. However, if the bin size
is too small, the uncertainty in the estimate for the pro (3) will be large. One possibility might be to
use a data-based choice of histogram bin width, as in Wand [197], which uses concepts from
non-parametric density estimation in attempting to minimize the mean integrated square error
(MISE) to the true probability density.
For the alanine dipeptide simulations described in Section 2.4.2 above, we find that the estimated

probability of occupying the O.R region of conformation space is largely insensitive to the number
of bins used to discretize the sampled potential energy range. In fact, the variation in the computed
expectation is well within the statistical uncertainty over the range of 50 to 5000 bins
(corresponding to a range of bin widths of 0.5 kBT to 50 kBT).

2.5.2 Computing Integrated Correlation Times.

Estimating the correlation time T, defined above in Eqs. 2.19 and 2.21, can be difficult when one is

confronted with noisy correlation functions. While ensuring trajectories are many times longer
than the longest correlation times is necessary for an accurate estimate, even if this is achieved,
performing the straightforward sum over the entirety of the correlation function C, as in Eq. 2.19 is
almost always a poor choice, as the uncertainty in the computed correlation function grows
approximately linearly with the lag time t (209). Even for trajectories many times longer than the
correlation length, this sum will be dominated by contributions from the noisy tail, likely resulting
in large errors or even negative values for the computed correlation time T. Janke proposes a
Self-consistent approach where the summation is performed only out to lag times of 67, after
which the correlation function is assumed to be negligible [88]. Evertz contends that this approach
produces incorrect results [54], instead proposing an exponential fit to the tail of the correlation
function and use of this fit to evalute the summand when the correlation function is dominated by
noise. Neither solution is both stable and straightforward to apply, so we instead truncate the sum
when the normalized fluctuation correlation function C, first crosses zero, since it is likely
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unphysical for the correlation function to be negative for most observables". The zero crossing is
an indication that the statistical uncertainty dominates the signal, and that the remainder of the

correlation function should be considered indistinguishable from zero.
For most systems and observables, the correlation function will decay rapidly at first and then

slowly, approximately exponentially for large t. To avoid the expense of computing C, at each
value of t while still obtaining reasonably accurate integrated correlation times for observables
with very different decay timescales, we use an adaptive integration scheme in which the

correlation function C, is computed only at times ti = 1 + i (i − 1)/2, where i = 1, 2, 3, .... In
computing the correlation time T, the sum in Eq. 2.19 is now performed only over the ti terms, à2
with each term weighted by til 1 — ti, with ti = 1. This approach ensures high time resolution at &
small t when C, is likely to be rapidly changing but avoids the expense of computing C, at every t
in the slowly-decaying tails. We find the accuracy of this approach to be acceptable — differences
typically amount to at most ten percent.

2.5.3 Neglect of Bin Statistical Inefficiencies gºn.

ºIt is often assumed or stated without justification that the energy bin statistical inefficiencies grak
appearing in Eqs. 2.30 and 2.64, representing the number of snapshots required for a statistically

º
-independent sampling of the energy bin, are all equal or equal to unity [103,138, 176]. All grak will * *

be equal to unity only if the ("mº are uncorrelated. To test this assumption, we have gºº
computed the statistical inefficiencies for the systems mentioned in Section 2.4 above. To our
knowledge, this is the first time a test of this claim has been reported in the literature. Indeed, for
the explicit solvent system studied in Section 2.4.2 above, we find large differences in the
statistical inefficiencies for the same replica but different energy bins, sometimes differing up to
two orders of magnitude. Similarly, for the same energy bin, the statistical inefficiencies from
different replicas can differ by up to two orders of magnitude.
In the limit that our parallel tempering simulation is very long — long enough for each replica to
execute an unrestricted random walk through all temperatures and explore all relevant regions of
configuration space — each replica can be considered to be equivalent. In this case, the statistical
inefficiencies should be independent of replica index k, and we can write gm as the statistical º

“Velocity correlation functions, where there is often a clear negative peak at short times, are an obvious exception.
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inefficiency for energy bin m. Applied to Eqs. 2.64 and 2.65, this yields a new set of expressions:

K

-
XC Hmk

Qm = − = (2.70)
XC XD Nº AU exp■ fi – 31Um]
k=1 la 1

6%, - K L Qm (2.71)

gin' k * Nº AU exp■ fi – 31Um]c=1 li1

The quantity XX- Nkl, simply represents the total number of configurations stored from any
replica at temperature (31. For a parallel tempering simulation, where each temperature must be
populated by exactly one replica at all times, this is simply N, the total number of configurations

stored per replica. Additionally, Hºn E X - Hink is the total number of configurations over all
replicas (and hence temperatures) with energy in bin m. This gives

Qm = —º- (2.72)L

N * exp■ fi – 31U,n]

which is identical to the WHAM result for independent canonical simulations for the case where
all gms are identical or unity. If there is no correlation in the data — that is, all configurations are
independent — it does not matter whether we apply this analysis to the original data or collect up
the configurations by temperature and apply WHAM equations for independent canonical
simulations. This expression is in fact identical to the one used in many published works that have
previously attempted to use the weighted histogram analysis method for the analysis of parallel
tempering simulations, such as [138, 176].

Under these same assumptions, the correlation functions for any observable A should also be
identical for each replica. One can therefore average estimates of the unnormalized correlation
functions (An An Lt) over the replicas and use optimal estimates of the mean and variance
computed over all of the replicas to obtain an optimal estimate of the statistical inefficiencies and
uncertainties. An implementation illustrating this procedure is provided in the Supplementary
Material as Listing 2.
Note, however, that the above assumptions of equivalence cannot be made in cases where the
replicas are clearly inequivalent, such as in a simulated tempering replica-exchange (STREM)
simulation [123,124). In that case, the expression above will only be recovered if the time between
Samples is so long that all the gmk are unity.

*
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2.5.4 The Statistical Inefficiency for the Cross-Correlation Term, gº wago.

In computing the statistical inefficiency for the cross-correlation term, uncertainties in the
computed integrated autocorrelation times due to insufficient data or approximations may cause
the cross-correlation term to dominate and the estimate of the square uncertainty of A (eq 2.41) to
be negative. Clearly, this should not be allowed to occur, as the squared-uncertainty should be a
strictly positive quantity.
The statistical inefficiencies g should obey the following relation (derived in Appendix 2.8):

9, s (9.9)*** (2.73)
-

|a;,
This is often violated when the correlation function is noisy, and can lead to negative estimates of

the squared uncertainty when the cross-correlation term dominates. In these cases, we find it best
to simply limit grºw to its maximum allowed value computed from the right-hand side of Eq. 2.73.
Since the autocorrelation times are usually shorter than the cross-correlation time, it is believed

that these estimates will be better than the integrated cross-correlation time.

2.6 Conclusion

We have presented an extension of the weighted histogram analysis method (WHAM) for the
analysis of one or more independent simulated tempering or parallel tempering simulations. The
method provides not only estimators of canonical expectations but also estimators for the statistical
uncertainties in the resulting estimates. We hope that, with the availability of the provided example
code, workers using these simulation techniques will provide uncertainty estimates so that the
statistical significance of results obtained from them can be assessed. We have shown that the
estimator for the expectation has small bias and produces excellent uncertainty estimates for both a
1D model system and a solvated biomolecular system in implcit and explicit solvent.
While other workers had attempted to apply WHAM to simulated or parallel tempering data in the
past [123, 176], the key advance here is the consideration of the correlated nature of the
configurations sampled by each replica as it performs a pseudorandom walk in temperature,
allowing a proper assessment of the true number of independent samples present in the data. This
produces correct optimal estimators and makes possible the estimation of statistical uncertainties.
This method can be extended to the analysis of other generalized-ensemble simulations, such as
the multicanonical method (MUCA) [12, 13,56,79, 132], by consideration of replica correlation



º
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times as the system samples various energy levels biased by the estimate of the density of states,

Still, it is important to point out that, while we consider the contribution from time-correlation of
the observable to the uncertainty estimate, we currently neglect the contribution of the uncertainty
in the per-configuration weights (which originates from the uncertainty in the density of states) to
the estimate of the expectation — we assume it is negligible and await a more complete treatment

of the uncertainty in cases where it is not.
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2.8 Relation for Statistical Inefficiencies

Consider a random process where we make a series of N time-correlated measurements of two
(possibly correlated) observables X and Y, resulting in the time series {a, un).-1. We estimate

the quantity Z = (X)/(Y) from our sample means, and wish to compute the uncertainty in our
estimate, defined as

= ((Z – (Z))*) = (Z”) — (Z)”. (2.74)Ö 2 Z E O■ %

To first order about (X)/(Y), this uncertainty is given by

(X) 2 oº: a;
-

a yof - |} |## *wº (2.75)

where ošy denotes the (not necessarily positive) covariance of the expectations of X and Y. The
Schwartz inequality requires that this covariance obey the relation

loºky' s oxoy (2.76)

-

º

º
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(see, for example, [19]). Given this, we note

2
Orºz.

* Yi} 1 (2.77)
O X Oy

Correlation analysis gives estimators for these quantities as

a = 0}/(g "N)
o; = gº/(g)'N)

oxy = gºv/(g. N) (2.78)

where of denotes the sample variance of the observations (T,)}_j and g denotes the statistical
inefficiency obtained from the autocorrelation time, i.e.

gr = 1 + 27, 2 1. (2.79)

Combining Eqs. 2.77 and 2.78 gives

|a. w 9ir;* . —##– < 1 2.80)o, a, (g, gy)"/* T (

where we have moved the statistical inefficiencies and variances out of the absolute value, as they
are always positive. Finally, we obtain an upper bound for grºw:

1/2 0.0 y (2.81)grºw < (grgy)

In using numerical methods to estimate the statistical inefficiencies g from finite trajectories, this
inequality may not hold, sometimes leading to negative squared uncertainties. Limiting the
estimated grº, by capping it at this value will prevent this from occurring.

2.9 Uncertainty Estimates for Confidence Curves

To estimate the uncertainties in Figures 2.1 and 2.4, a Bayesian inference scheme was used. Since
the expectations computed from each block are independent, the number of blocks n that fall
inside the given scaled deviation o is described by a binomial distribution with parameter 9, true
(unknown) probability that the blocks fall within the given deviation a

N!

P(n 0) = HINT"( –0)^-n (2.82)

-
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We can write the posterior distribution for the probability p given the observed number of blocks

within the given deviation n using Bayes' rule

p(9|n) cº p(n)6)p(9) (2.83)

where p(9) is the prior distribution for the parameter 6. If we choose the prior p(9) to be a Beta
distribution with hyperparameters o and 3, given by

p(9|a, 3) = [B(o, 3)) "a" (1 – r)* (2.84)

where B(o., 3) is the beta function, then the posterior p(9|n) will also be a Beta distribution with
parameters n + o and (N – n) + 3, as the Beta distribution is a conjugate prior to the Binomial
distribution. We take the hyperparameters o and 3 to be unity to make the prior distribution
uniform, resulting in a posterior 9 & Beta(n + 1, N – n + 1). A 95% central confidence interval,
corresponding to the location where the cumulative distribution function for the Beta distribution
reaches the values of 0.025 and 0.0975, was plotted.

-
º





implicit solvent
4. T T T

100 ns sim

§ 3 H. 2ns block# 2 H
O

..Y

>< 1
5:
u

0 H.

-1 l __

–150 -100 –50 O 50 100 150

up (degrees)

0.25 T T T

3. - estimated
5 0.2 sto over blocks
73
§ 0.15
2

# 0.1

§ 0.05 º
ºO

–150 -100 –50 O 50 100 150

"p (degrees) * ,

explicit solvent
4 T I T

20 ns sim

# * I - 2ns block T.
E

- -

# 2 º9
>< 1
>

* 0 || 2.
-1 i º º

–150 -100 –50 O 50 100 150 º
u■ (degrees)

~ - estimated
O

§ 03 | Std over blocks
■ º
O
<

> 0.2 H. º,º
nº
53 0.1
c
->

O

150 -100 50 O 50 100 150 -

ly (degrees) º

Figure 2.3: Potential of mean force in p for implicit and explicit solvent parallel tempering
simulations. Left: implicit solvent; right: explicit solvent. Upper panels: The potential of mean 1/
force in the i■ torsion angle at 300 K. The solid line shows the PMF estimated from the entire
simulation, while the filled circles show the estimated PMF uncertainty using the method described

-

in the text for a single 2 ns/replica block. Lower panels: The computed uncertainties for the same º

2 ns block (left bars) along with the average uncertainty expected for a simulation 2 ns/replica in º
length, estimated from the standard deviation of the PMFs computed from all nonoverlapping blocks
of length 2 ns in the full simulation. All uncertainties are shown as one standard deviation.
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Figure 2.4: Confidence curves for implicit and explicit solvent parallel tempering simulations.
As in Figure 2.1, the fraction of statistically independent 2 ns blocks for which the true uncertainty
is less than a multiplier of the predicted 10 uncertainty is shown. The observable used is an indicator
function for the or configuration. Left: implicit solvent (statistics over 50 blocks); right: explicit
solvent (statistics over 10 blocks).
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Chapter 3

A master equation can describe peptide

dynamics

The material in this chapter was submitted to Multiscale Modeling and Simulation, and has been
accepted to appear in a Special Issue on Biological Modeling as

Long-time protein folding dynamics from short-time molecular dynamics simulations

John D. Chodera■ , William C. Swope, Jed W. Pitera, and Ken A. Dillº
| Graduate Group in Biophysics and * Department of Pharmaceutical Chemistry, University of
California at San Francisco, San Francisco, CA 94143

* IBM Almaden Research Center 650 Harry Road, San Jose, CA 95120

Abstract

Protein folding involves physical timescales — microseconds to seconds – that are too long to be
studied directly by straightforward molecular dynamics simulation, where the fundamental
timestep is constrained to femtoseconds. Here, we show how the long-time statistical dynamics of
a simple solvated biomolecular system can be well-described by a discrete-state Markov chain

model constructed from trajectories that are an order of magnitude shorter than the longest
relaxation times of the system. This suggests that such models, appropriately constructed from
short molecular dynamics simulations, may have utility in the study of long-time conformational
dynamics.
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3.1 Introduction

Proteins can fold to well-defined native topologies' with surprising determinism. Many small,
single domain proteins can fold rapidly, reversibly, cooperatively, and without the aid of other
molecular machinery. In response to an environmental perturbation such as the introduction or

removal of denaturant or a rapid change in solvent temperature, these fast-folding proteins exhibit
nearly exponential relaxation kinetics with observed time constants on the order of microseconds.
Other proteins exhibit slow and complex kinetics, suggesting the presence of one or more kinetic
intermediates. A detailed understanding of this process has been the focus of much of modern
biophysics. Ultimately, knowledge of the general mechanistic features by which proteins fold and
aggregate is critical for understanding a variety of folding and misfolding diseases, elucidating
principles necessary for effective protein design, and developing the basic tools needed for other
related technological applications of complex molecular structures.
A description of the mechanism by which a particular protein folds must by necessity be a
statistical one. While the initial microscopic state” and dynamical trajectory may differ for each
molecule in an experiment, many proteins refold to their native (folded) topologies upon the
restoration of native conditions with the certainty of macroscopic law [3]. A proper statistical
description would summarize the salient features and relative probabilities of relevant folding
routes in a way that is meaningful to the physical chemist. This manner of model has been difficult
to extract from experiments. Despite the high time resolution possible with optical spectroscopy,
the majority of these experiments rely on the observation of an ensemble of molecules to obtain
sufficient signal, resulting in the ability to observe only (possibly time-dependent) ensemble
averages, rather than the behavior of any single molecule. While observations of single molecules

are now possible with fluorescence techniques, atomic force microscopy, or optical traps, high s
temporal resolution is sacrificed to achieve sufficient signal for reliable measurement. In contrast,

-

computer simulation promises the ability to produce information with both atomic detail and high
temporal resolution. //

In practice, however, the presence of fast vibrational motion constrains the fundamental integration !

timestep to femtoseconds in order to ensure stability, limiting practical straightforward molecular
dynamics simulations of atomically-detailed representations of solvated proteins to tens of -

"By native topology or native structure, we refer to the ensemble of configurations sharing a coarse overall structure,
or fold, with the experimental structure.

*By microscopic state, we refer to the set of generalized coordinates and momenta that completely determine the &
microscopic state of the system, such as the phase space point.

– __
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nanoseconds. As even the fastest folding proteins exhibit relaxation timescales of several
microseconds [102], this leads to a timescale gap of at least two decades in time. Using

supercomputers such as Blue Gene [70) and software specialized for molecular dynamics
simulations on these computer systems [63,74], one can produce atomistic simulations of protein
molecules with explicit representation of surrounding solvent on several microsecond timescales.
However, the number of trajectories that need be generated to provide an adequate statistical
characterization of the folding mechanism of even a single protein makes such an endeavor
extremely challenging. Distributed computing projects like Folding@Home [144] regularly collect
tens of thousands of trajectories tens of nanoseconds in length, but extracting insight about

microsecond timescale dynamics from these large datasets can be difficult [60, 119, 142].

Kinetics models may provide the necessary link between short simulations of a single molecule and
long experimental observations of ensembles of molecules. If time evolution of a protein system is
characterized by long waiting times within metastable states punctuated by infrequent transitions
between these states, interstate dynamics may appear stochastic and memoryless on some short

timescale. In this case, long trajectories may be modeled as a Markov chain realized on a discrete
state space of a (hopefully small) number of states. While this model could not describe dynamical
behavior at very short timescales, which is dominated by molecular motion within a metastable
state, it could nevertheless faithfully describe long-timescale transitions between states. This

approach would have numerous advantages. It is precisely these slow transitions involving major
structural rearrangements that are of primary interest; elimination of high-frequency detail is often
desirable in aiding interpretation of trajectories. To generate a statistical description of folding
dynamics, instead of generating many simulations each long enough to contain complete folding
events, we need only generate simulations long enough to characterize transition rates between
pairs of conformational substates. Construction would therefore be amenable to parallelization on
loosely-coupled grids of computer systems. The resulting kinetic model could then be used to
compute the stochastic temporal evolution of either a single molecule or an ensemble of molecules,
allowing direct comparison to data from both kinds of kinetics experiments, or to answer statistical
questions about folding pathways and mechanism that are currently experimentally inaccessible.
This proposition is not entirely novel. Several groups have constructed stochastic kinetic models
from states defined by local potential energy minima of small peptides, using transition state theory
to estimate interstate transition rates [8,104,108, 127, 128]. Unfortunately, the number of minima

grows rapidly with increasing system size, making the procedure prohibitively expensive for larger
proteins or systems containing explicit solvent molecules. Other work [2,35,156,167, 172, 180]

ºº
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has focused on the construction of discrete- or continuous-time Markovian models to describe

dynamics between a small number of states. These models, however, have yet to demonstrate that
they can adequately describe the dynamics on timescales much longer than the trajectories from
which the models were constructed.

Here, we present a proof of principle for how the dynamics of a solvated biomolecular system can
be described using information from short simulations. This is illustrated using terminally-blocked
alanine, a system small enough that its dynamical behavior can also be thoroughly characterized by

straightforward molecular dynamics simulation. First, a parallel tempering simulation is conducted
to explore the thermally relevant regions of configuration space. Next, a set of metastable states,

corresponding to regions of configuration space with low probabilities of escape, are identified.
Due to the simplicity of the system chosen in this work, these states can readily be identified by

hand. This removes the complication of choice of state decomposition, which we shall not
consider here. Finally, a number of short trajectories are initiated from each state (possibly in
parallel) and a Markov chain model is constructed from the number of interstate transitions

observed in these trajectories.
This paper is organized as follows: In Section 3.2, the Markov chain model and its method of

construction are described. In Section 3.3, the method is applied to terminally-blocked alanine in

explicit solvent. A discussion of the significance of this result, as well as problems remaining to be
solved before the method can be applied to larger biomolecules, follows in Section 3.4.

3.2 Theory º

3.2.1 Conformational dynamics as a Markov process.

Consider the dynamics of a macromolecular system in equilibrium at some temperature of interest,
where we have decomposed all of configuration space into a set of M disjoint states. If we observe º

a trajectory of this system at times t = 0, T, 2T, ..., nt, where T denotes the observation interval,
we can represent the trajectory in terms of the state the system occupies at each of these discrete º
times, 80, 81, s2, ..., sn. The sequence of states produced by such a trajectory is a discrete-time -

stochastic process. If this process is a Markov chain, it must satisfy the Markov property, whereby %
-

the probability of observing the system in states, at the next time point, nt, given the state history
80, 81, s2, ..., sn_1 is independent of all but the current state sn_1. For a stationary process which

º
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has no explicit dependence on time, this property is given by

P(sn|so, s1, s2, ..., sn-1) = P(sn|sn-1). (3.1)

As there are a finite number of states, this process can be entirely characterized by an M × M
transition matrix T(t) dependent only on lag time T. The element Tji(t) denotes the probability
of observing the system in state j at time T given that it was initially in state i at time 0:

T};(t) = P(j|i). (3.2)

If we do not know the precise initial state of the system at time 0 but only the probability the
system started in each state, or if we observe an ensemble of many non-interacting systems in an
experiment, we can instead consider the probability of finding one particular molecule in each state
i at time nt as components of the vector of state probabilities p(nt). If the initial probability
vector is given by p(0), we can write the probability vector at some later time nT as

p(nt) = T(nt)p(0) = (T(T)]"p(0). (3.3)

This property is termed the Chapman-Kolmogorov equation.
Once the transition matrix is known, the entire statistical dynamics of realizations of this process,
corresponding to trajectories of the macromolecule under equilibrium conditions, could be
extracted from it. Macroscopically observable properties, such as the time evolution of
spectroscopically observable quantities for a noninteracting ensemble of molecules, can be
computed:

A(nt) = a "p(nt)
= a "[T(T)]"p(0) (3.4)

where a denotes the vector containing the phase averages of the observable A over each state. In
addition, microscopic quantities such as state lifetimes [179], mean first-passage times [167],
hidden intermediates [141], and Pold values (transmission coefficients) [106] can be obtained.

3.2.2 Construction of the Markov chain model from simulation.

For a system in which the dynamics are Newtonian but the initial configurations come from a
canonical distribution, Swope et al. [179] show that the transition probability Ti(t) can be written

-

-
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T.(r) = (X,*(I)A (*(9)
J1 (X;(z(0)))

■ dz(0) e-?"(*(0) \,(2(T)) x(z(0))
■ dz(0) e-6H(*(0) x(2(0))

-
■ dz(0) pi(z(0)) X;(z(T)) (3.5)

where z denotes a point in phase space, Xi(z) denotes the indicator function for state i,
3 = (kBT)T' is the inverse temperature, H(z) is the Hamiltonian, and p(z) denotes the
canonical distribution restricted to state i:

e-81 (*) x, (2)
p;(z) F

Jºze=5H(z)|\,(z). (3.6)

This result simply states the obvious: the transition matrix element Tji(T) can be estimated in a
straightforward (though potentially inefficient) manner by initiating a number of simulations from
configurations selected from a canonical distribution within state i, evolving the dynamics for a
time T, and determining the fraction of trajectories that terminate in state j:

Nji(T)
Ti(t) M

-

XD Ny;(t)
j/=1

(3.7)

Here, Nji(t) denotes the number of trajectories initiated from state i that terminate in state j at
time T. This procedure corresponds to the method proposed earlier by Swope et al. in the special
case that the selection cells from which sets of simulations are initiated are coincident with the

states [179].

We do not expect dynamics of a macromolecule in solution to resemble a Markov process for all
observation intervals T, as ballistic motion dominates on very short times and sufficient time must
be allowed for collisions with the solvent and decorrelation of the trajectory within a metastable
State. Imperfect definitions of the metastable states may also lead to non-Markovian behavior on
Short times [179]. At sufficiently long intervals T, however, we may see that dynamics resembles a
Markov process. While it is impractical to test the condition of complete history independence
(Eq. 3.1), we can simply check the (weaker) condition imposed by the Chapman-Kolmogorov
equation: For transition matrices constructed for a given T, we check whether Eq. 3.3 holds for
Several lag times n = 2, 3, 4, ... to within statistical uncertainty. If so, the Markovian model can be
assumed to be a reasonable model of dynamics.
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Figure 3.1: Potential of mean force and state boundaries. Left: The terminally-blocked alanine
peptide with (d), b) torsions labeled. Right: The potential of mean force in the (p, q) torsions at
302 K estimated from the parallel tempering simulation, truncated at 10kBT (white regions), with
reference scale (far right) labeled in units of kBT. Boundaries defining the six manually-identified
States are superimposed and the states labeled.
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3.3 Application to terminally-blocked alanine peptide

3.3.1 System setup and equilibration.

Using the LEaP program from the AMBER7 molecular mechanics package [18], a
terminally-blocked alanine peptide (sequence ACE-ALA-NME, see Figure 3.1) was generated in
the extended conformation, with peptide force field parameters taken from the AMBER parm.96
parameter set [98]. The system was subsequently solvated with 431 TIP3P water molecules [91] in
a truncated Octahedral simulation box with dimensions chosen to ensure all box boundaries were at

least 7 Å from any atom of the extended peptide. All minimization and molecular dynamics
simulations were conducted using the sander program from the AMBER7 package. Default
nonbonded cutoffs were used, bonds to hydrogen were constrained with SHAKE using a tolerance

of 107* [153], and long-range electrostatics were treated by the particle-mesh Ewald (PME) º

method [34] with the default settings. l
The system was first subjected to 50 steps of steepest descent energy minimization, followed by
1000 steps of conjugate gradient optimization. To equilibrate the explicit solvent system to the º

appropriate volume, a 100 ps molecular dynamics simulation was performed with the temperature
adjusted to 300 K and the pressure to 1 atm by the Berendsen weak-coupling algorithm [10] with
temperature and pressure relaxation time constants of 1 ps and 0.2 ps, respectively. The simulation
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Table 3.1: State definitions for the manual decomposition of (p, q)-space into metastable states
and populations at 302 K.

state definitions

State label” q, w!, P.”
1 C5 [117, -105) [28, -124) .4787 (.0613)
2 PII [-105, 0) [28, -124) .4159 (.0486)
3 op (117, -105) [–124, 28) 0425 (.0038)
4 o'R [–105, 0) {-124, 28) 0588 (.0079)
5 Cº [0, 117) [111, -5) 0030 (.0015)
6 o'L [0, 117) [–5, 111) .0011 (.0004)

* Corresponding state labels from [152]. ” Equilibrium probabilities at 302 K estimated from the replica exchange
simulation by WHAM, with corresponding uncertainties representing one standard deviation shown in parenthesis.

box was fixed at the final size obtained from this equilibration step, with a volume of 13 232 Å”, in
all subsequent simulations.

3.3.2 Parallel tempering.

In order to broadly explore the configuration space of the peptide and ensure that all important
conformational substates were located, a parallel tempering (or replica-exchange among
temperatures) molecular dynamics simulation [176] was conducted using a parallel Perl wrapper
for the sander program'. Forty replicas were used, with replica temperatures exponentially
distributed over the range 273–600 K, yielding an average exchange acceptance probability of
about 50%. All momenta were reassigned from the Maxwell-Boltzmann distribution at the
appropriate replica temperature after each exchange attempt, and constant-energy, constant-volume
molecular dynamics with a 2 fs timestep was performed between exchange attempts. The
algorithm used to select pairs of replicas for temperature exchange attempts starts from the
highest-temperature replica and attempts to swap the configuration for the next-lowest temperature
replica using the Metropolis-like criteria, and proceeds down the temperatures in this manner. On
the next iteration, swapping attempts start from the lowest temperature and proceed upward, and
this alternation in direction is continued in subsequent pairs of iterations.
Starting all replicas from the volume-equilibrated configuration described above, 100 iterations
were conducted with 1 ps between exchange attempts to equilibrate the replicas to their respective
temperatures. This equilibration run was followed by a production run of 500 iterations with 20 ps

*A copy of this Perl wrapper to perform replica-exchange simulations using AMBER7 and AMBER8 can be obtained
from http://www.dillgroup. ucsf.edu/~jchodera/code/rex.
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between exchange attempts, a total of 10 ns/replica. Solute configurations and potential energies
from the production run were written to disk every 0.1 ps, while full-system restart files were
recorded every 1 ps for the purpose of starting new simulations from these configurations, as
described in Section 3.3.4.

3.3.3 State decomposition.

The slow degrees of freedom for terminally-blocked alanine peptide (neglecting those involving
solvent motion) can be captured by the two backbone torsion angles labeled (p and b (see Figure
3.1) [17, 114]. To this end, the potential of mean force at 302 K was computed from the parallel
tempering data using the weighted histogram analysis method (WHAM) [26, 103] and is shown in
Figure 3.1. Six free energy basins are readily visible, and rectangular regions around these basins
were chosen for the decomposition of all of configuration space into a set of six states. State

definitions are listed in Table 3.1 and plotted as thick dividing lines in Figure 3.1.

3.3.4 Construction of Markov chain model from short trajectories.

To construct a Markov chain model of dynamics once the states were identified, the interstate
transition probabilities were computed using the procedure described in Section 3.2.2. A set of
1000 energy-conserving trajectories 10 ps in length were generated from a canonical distribution
of initial conditions within each state. This initial distribution was generated by selecting initial

configurations from all replicas of the replica exchange simulation with a probability proportional
to their weight in the canonical ensemble at 302K, as determined by WHAM, and assigning initial
momenta from the Maxwell-Boltzmann distribution. For each lag time T, the state populations,

which correspond to an estimate of the transition probability Tji(T), were then obtained from Eq.
3.7. A bootstrap procedure [49], in which 200 replicates of 1000 trajectories from each state were
chosen with replacement from the set of trajectories emanating from each state, was used to
estimate the uncertainty in the observed transition probabilities.
The observed transition probabilities out of each state as a function of T are shown in Figure 3.2,
along with the corresponding equilibrium probabilities of each state determined from the
replica-exchange simulation. None of the state populations reach their equilibrium values within
10 ps, indicating the slowest relaxation timescales are much longer, perhaps substantially so for
trajectories originating from states 5 and 6. Transition matrices at several lag times —0.1 ps, 1 ps,
6 ps, and 10 ps — are shown in Table 3.2.
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Figure 3.2: Transition matrix elements as a function of lag time estimated from 10 ps shooting
trajectories. Each plot, labeled above by the state from which the trajectories originated, shows
state-to-state transition probabilities as a function of the lag time T estimated from a set of 1000
trajectories 10 ps in length originating from an equilibrium distribution within each state. Vertical
bars depict 95% confidence intervals. Equilibrium state probabilities obtained from the parallel
tempering simulations are shown as solid horizontal lines in the corresponding color.

3.3.5 Comparison with long trajectories.

To determine the accuracy with which transition matrices constructed from different lag times from
short (10 ps) simulations are able to reproduce the statistical dynamics over long times

(approximately 100 ps), state populations for an ensemble of trajectories emanating from each
state were computed from the model and compared to the observed time evolution of a separate set
of long trajectories. For this comparison, 1000 trajectories 100 ps in length were initiated from
each state, using the same protocol in Section 3.3.4. Figure 3.3 shows the time evolution of state
populations from these trajectories (along with corresponding uncertainties) as a function of time.
Superimposed are state populations computed by Eq. 3.3 from the transition matrices constructed
for different lag times T from the short simulations described in Section 3.3.4. These are connected
by straight line segments solely to guide the eye; the model cannot make predictions for the
populations at times that are not integral multiples of the lag time T.
The transition probabilities are poorly reproduced in the model constructed with a lag time of only
0.1 ps. Apparently, this time is so short that the system does not behave in a Markovian manner on
this timescale. At a lag time of 1 ps, the agreement between the model and long simulations is
clearly better, though there are still visible systematic deviations. By a lag time of 6 ps, the
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Table 3.2: Transition matrices” at several lag times estimated from set of 10 ps trajectories.
■ .967 .041 .029 .002 !

.030 .959 .003 .001

.003 .912 .022
T(0.1 ps) = .059 .975

.993 .015 %

-
.007 .982

-

■ .856 .161 .096 .011 .002 .004 T
.130 .835 008 .007 .086
.014 .002 .701 .109 .001

T(1 ps) = .002 .195 .873 .014
.966 .047

-
.017 863

■ .642 .400 .190 .068 .010 .069 T
.324 .586 .069 .043 .011 .268

T(6 ps) = .023 .009 .373 .251 .017 .002pS) = .011 .005 .367 .637 .075 .004
.001 .001 839 . 104

l .048 .553

■ .573 .459 .232 . 157 022 .138 T
.385 .520 - 110 072 .033 .333
.018 013 .286 .235 .030 .005

T(10 ps) = .022 008 .371 .535 .111 .009
.001 .001 .745 - 127

| 002 .059 .388

“Blank entries denote estimated transition probabilities of zero.

agreement is excellent. The model constructed from a lag time of 10 ps also shows excellent

agreement, but by this time, the temporal resolution has started to become rather poor. Information
about the system is only known for times that are integral multiples of 10 ps. One can imagine that
the most useful model would be constructed from the shortest lag time at which dynamics is

Markovian, as this model has the highest temporal resolution while still correctly describing
long-time dynamics
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Figure 3.3: Temporal evolution of state populations from Markov chains constructed at differ
ent lag times compared with long simulations. Evolution of state probabilities from an ensemble
prepared at equilibrium within each state for Markov model estimated from the set of 10 ps shoot
ing trajectories (solid lines) superimposed on fractional population of each state as a function of
time for ensemble of 100 ps trajectories initiated from each state (points). Vertical bars depict 95%
confidence intervals in state populations estimated from the long trajectories.
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Figure 3.4: An artificial trajectory generated from the transition matrix constructed from a
lag time of 10 ps.

3.3.6 Long-time dynamics from the Markov chain model.

As an illustration of the utility of the Markov chain model, Figure 3.4 depicts an artificial
trajectory generated by realization of the Markov process, 10 ns in length, three orders of
magnitude longer than the short trajectories used to construct the model. While statistical

properties of the dynamics can also be extracted in other ways, such as through an eigenvalue
decomposition, it may be useful to generate artificial trajectories and analyze them directly. Note
the infrequent sampling of states 5 and 6, states with very small equilibrium probabilities, and the
long dwell times in the region formed by stable states 1 and 2.

3.4 Discussion

We have demonstrated that a Markov model constructed from simulations roughly one order of

magnitude shorter than the slowest relaxation time in the system is sufficient to capture the
long-time dynamics of a simple biomolecular system, terminally-blocked alanine peptide in
explicit solvent. Instead of generating large numbers of long trajectories to statistically
characterize dynamics, we require only a sufficient number of trajectories to estimate transition
probabilities between pairs of states. In addition, these trajectories need only be long enough for
interstate dynamics to appear Markovian. Once so constructed, the model can be used to answer
Various questions of interest regarding the long-time statistical dynamics without the need to
perform additional simulations.

While it is impossible to predict what the minimum trajectory length required for Markovian
behavior will be for other, larger systems, it is important to recall that most proteins fold on the
millisecond to second timescale. Even fast folding proteins can require tens of microseconds to
fold [102]. To bring the treatment of these systems within the realm of feasibility, the Markov time
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would need to remain sufficiently short to allow the collection of a significant number of
trajectories despite the presence of relaxation times many orders of magnitude longer. No
statement can yet be made about the number of states necessary to model more complex systems,

or whether this number might make this approach prohibitively expensive.
To determine the lag time to construct the transition matrix so that the Markov chain is an accurate

description of long-time dynamics, it was necessary to compare to an additional set of long
trajectories. This, of course, defeats the utility of a model constructed from short trajectories. The
question of how best to validate a Markov chain model constructed from short trajectories without
additional long-time information is a topic of active research. In the worst case, the transition
matrix constructed from a lag time of 0.1 ps clearly disagree at long times — this disagreement is
clearly an indicator of disagreement at long times. Other methods, such as tests of eigenvalue
behavior [179] or direct tests of Markovity [145], may provide alternatives.
In this work, we have avoided the issue of how best to define the number and location of states

used for construction of the Markov model. Ideally, these states will be significantly metastable so

that the system rapidly loses memory of its previous location after entering a state, before making a
transition to another state. For the system considered, the slow degrees of freedom were known
beforehand, so the potential of mean force in these coordinates revealed a useful set of states. In

more complex systems, the coordinates in which dynamics is slow will be much more difficult to
discern; some automatic method for the identification of metastable states is necessary, which is

the subject of work soon to be reported [165].
Here, we employed the most straightforward approach to estimating interstate transition
probabilities, whereby a large number of short trajectories are initiated from equilibrium within
each state. While this approach is amenable to distributed or grid computing, the metastable nature
of well-chosen states will result in many of these trajectories simply remaining in their state of

origin, rather than contributing to estimates of the off-diagonal elements of the transition matrix. It
is precisely these off-diagonal elements that are critical in determining which trajectories through
state space are most likely. Algorithms employing importance sampling techniques in trajectory
space — such as transition path sampling [36], transition interface sampling [194], and the string
method [47] — may provide an efficient way to compute these interstate transition probabilities.
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Chapter 4

Validating master equation models of

macromolecular dynamics

The material in this chapter is being prepared for submission to The Journal of Physical Chemistry
B as

Describing protein folding kinetics by molecular dynamics simulations. 3. Validation of state
space decomposition, with application to terminally-blocked alanine in explicit solvent

John D. Choderal, William C. Swope”, Jed W. Pitera”, and Ken A. Dill”
* Graduate Group in Biophysics and “Department of Pharmaceutical Chemistry University of
California at San Francisco, San Francisco, CA 94143

* IBM Almaden Research Center 650 Harry Road, San Jose, CA 95120

Abstract

Despite recent interest in the construction of simple stochastic models to describe the
conformational dynamics of peptides and proteins, little work has focused on verifying whether
these models provide an accurate description of dynamics. Previously, we demonstrated that the
statistical dynamics of a small solvated peptide (terminally-blocked alanine) over long times could
be described by a discrete-state master equation model constructed from short molecular dynamics
simulations in explicit solvent [25]. The accuracy of the model was verified by comparison with a
large number of trajectories long enough to reach equilibrium, a method which is impractical for
Systems with timescales that exceed typical simulation lengths by orders of magnitude. Here, we
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focus on how to determine whether a model constructed from short trajectories will accurately

reproduce dynamics over long times without the need to conduct additional simulations. We
examine a number of tests of Markovianity to assess their ability determine whether models

constructed from these short trajectories will be able to reproduce dynamics over long times, and if
so, on what timescale the dynamics appears Markovian. We use the same solvated peptide system
as in a previous work [25], and analyze both good state decompositions (where dynamics is
expected to be Markovian on short timescales) and poor decompositions (where dynamics is only
Markovian on longer timescales, possibly longer than the short trajectories used to construct the
model).

Keywords: master equation model; Markov chain model; molecular dynamics; peptide dynamics;
protein folding; transition matrix; rate matrix

4.1 Introduction

Since the first crystallographic studies revealed the intricate three-dimensional structures of
proteins, an understanding of the specific mechanisms and general principles governing the process
by which they fold has been sought by experimentalists and theorists alike. Today, fundamental
questions, such as whether folding pathways are microscopically homogeneous or heterogeneous,

or whether non-native traps or long-lived intermediates exist, remain unresolved. The ability to
characterize folding pathways in detail for even a few proteins would help resolve these questions.
Understanding of folding will also provide insight into the mechanism of protein misfolding
diseases, how native structures are encoded by sequence, and how proteins with novel folds and
functions might be engineered.
Molecular dynamics simulations allow us to study the folding process in atomic spatial and
temporal detail. However, characterization of protein folding pathways by Straightforward

molecular dynamics simulation is extremely challenging; proteins fold on the order of
microseconds to seconds, while typical molecular simulations reach timescales of only tens of
nanoseconds. In addition, simulations typically model a single solvated protein molecule, while

experiments generally observe the average behavior of a large ensemble of molecules. While
massively parallel supercomputers such as Blue Gene [70] can reach timescales of a few
microseconds with great feats of engineering [63,74], a useful characterization of a protein folding
mechanism would still require a statistical description of events. Such a description could be at a
coarse-grained level that fits our level of physical interest, such as “helix A forms before helix B"
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(which we shall term a pathway or route), with each pathway carrying an associated statistical
weight. If there is more than one pathway, a very large number of folding trajectories would be
required to statistically characterize the relative probabilities of different pathways. Even if there is
only a single folding pathway, our molecular dynamics trajectories would need to be long enough
to experience a folding event starting from a suitable unfolded state, and a sufficient number of
trajectories would need to be collected to establish that there is only a single pathway. Distributed
computing projects now allow for the collection of thousands of trajectories tens of nanoseconds in
length, such that a small number of them can contain folding events [163,206). Unfortunately, the
possibility remains that folding events observed in short trajectories may be statistically different
from the bulk of folding events, which occur over much longer timescales [60, 119).
In order to statistically characterize probable folding routes or verify that only single routes
dominate, it is necessary to construct a model from which these probabilities can be computed

using simulation data that can be obtained with reasonable computational effort. Master equation
or Markov chain models [25, 167, 179, 195] present such a solution. Master equations are Markov
models of dynamics either in the low dimensional manifold of the slow degrees of freedom or, as
we consider here, a discrete state space where the states correspond to approximations of the
metastable conformational substates accessible to the molecule. These models can describe

dynamics either in discrete time (here termed a Markov chain model) or in continuous time (master

equation model); in either case it is understood that there is a coarse-graining of the time

coordinate such that only processes occurring slower than a given timescale are adequately
described by the given model. Once the model is constructed and the timescale for Markovian
behavior determined, it can be used to compute the stochastic temporal evolution of either a single
macromolecule or a population of noninteracting macromolecules, allowing direct comparison of
simulated and experimental observables for both single-molecule or ensemble kinetics
experiments. In addition, useful properties difficult to access experimentally, such as state
lifetimes [179], relaxation from experimentally inaccessible prepared states [25], mean
first-passage times [167], the existence of hidden intermediates [141], and Prold values [106] or
committor distributions [72], can easily be obtained.
Such models are a natural choice for representing protein dynamics, in which processes with
intrinsic timescales ranging from femtoseconds (e.g. bond vibrations) to microseconds or
milliseconds (folding) can be identified. If there is a clear separation of timescales between fast,
uninteresting dynamics and slow, large-scale conformational changes, then these models can
provide an excellent description of the slow dynamics of interest. Several groups have
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demonstrated that the hierarchical nature of the energy landscape results in a natural separation of
timescales in peptide simulations with implicit models of solvent in vacuo [108,128), a property
that may also hold for solvated systems.
Construction of master equation models for realistic molecular mechanics systems has, however,

proved problematic. Techniques based on enumerating all minima and computing interstate
transition rates with transition state theory have proved insightful for simple systems in vacuo or
with an implicit model of solvent [8, 32,53, 104,108, 127, 128), but as the number of minima grows
exponentially with system size, this procedure rapidly becomes untenable for larger proteins or
systems containing explicit solvent. Due to these limitations, much work has focused on the
construction of discrete- or continuous-time Markov models to describe dynamics among a small
number of states which may each contain many minima within large regions of configuration
space (2,35,52,75, 145,156,166,167, 169,172,180).

Here, we follow a method for the construction of a discrete-state master equation model based on
calculation of state-to-state time-correlation functions proposed by Swope et al. [179]. A previous

investigation applying this method to a model system (terminally-blocked alanine peptide in
explicit solvent) demonstrated that a 6-state Markov chain model with a time resolution of 6 ps

constructed from short (10 ps) trajectories was able to describe dynamics over timescales of at
least 100 ps [25]. In that work, accurate reproduction of statistical dynamics was verified by
comparison with a separate set of long (100 ps) trajectories. The goal, however, is to construct and
validate models of dynamics to allow long timescales to be reached without the need to generate
long trajectories. A method is needed to determine the timescale at which the model will be

Markovian and decide between multiple state decompositions given only the set of short
trajectories used to construct the model.

Here, we focus on how to determine whether a particular choice of state definitions can lead to a

master equation model capable of adequately describing interstate dynamics and for what
coarse-grained timescale this model will be accurate. Since the optimal state definition must

generally be arrived at through trial and error, we perform several tests to discriminate among
alternate choices of state definitions to determine which choice results in the most useful master
equation model. We consider terminally-blocked alanine peptide in explicit solvent as a model
system where the slow degrees of freedom, the (q), p) torsions, are known a priori. Since there are
only two slow degrees of freedom”, we construct a two-dimensional potential of mean force (PMF)

*Simulations of alanine dipeptide examining the committor distribution have implicated solvent coordinates as the
next-slowest degrees of freedom [17, 114], but we have previously verified that p and ill torsions form a sufficient basis
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in these coordinates by simulation, and visually identify the metastable conformational substates.

In this way, we can separate the problem of finding a good decomposition into metastable states

from that of computing transition rates and assessing the resulting master equation model.
As in Ref. [179], we first obtain a broad sampling of conformation space by way of a parallel
tempering simulation, from which we also obtain the PMF and from this, the state decomposition.
A number of short trajectories are then initiated from an equilibrium distribution within each state
obtained from the parallel tempering simulation in order to collect state-to-state transitions. These
simulations can then be used to construct an interstate transition matrix and determine the

timescale for which the underlying rate matrix becomes an adequate description of the dynamics.
This paper is organized as follows: In Section 4.2, we briefly review the the discrete-state master
equation and Markov chain theory and the basic concepts behind its construction from simulation
data. Section 4.3 introduces the terminally-blocked alanine in explicit solvent model system (the
same system considered in a previous study [25]) that will be used to assess the utility of various
tests of Markovianity. Finally, Section 4.4 describes a number of such tests and their observed

performance in determining the time for the emergence of Markovian behavior for this model

system.

4.2 Master equation and Markov models

4.2.1 The discrete-state master equation.

The dynamical evolution of a discrete-state, continuous-time process that is Markovian on all

timescales is governed by the so-called master equation (see, for example, van Kampen [195] for
an excellent review) which can be written as

Here, p(t) e R", where p(t) denotes the probability of state i being occupied at time t, requiring
p; 20 and XE.", p; = 1. K is the matrix of rate constants, with Kji denoting the rate constant
associated with the transition from state i to state j if j ■ i, and the diagonal elements determined
Such that the columns sum to zero to ensure conservation of total probability, i.e.,

Kii = — XX, Kji. The equilibrium (or stationary) distribution pea is given by

ãº Peq
= Kped = 0. (4.2)

for the slow degrees of freedom on timescales of 6 ps and greater [25].
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For the systems we consider here, we shall presume that only one stationary distribution exists.
In problems of physical interest, the rate matrix K statisfies the condition of detailed balance

Kji peqi = Kij peqj. (4.3)

As a result, K is related to a symmetric matrix K by a similarity transformation

K = D-1/2 KD1/2 = Di/? KTD-1/2 = K" (4.4)

where D = diag(pea) is the diagonal matrix of equilibrium probabilities. K is therefore
orthogonally diagonalizable

K = UAU!" (4.5)

with ÜU" = I and Å = diag(xi, X2, • * * *
AM) is the diagonal matrix of eigenvalues, sorted Such

that X1 > X2 > . . . ~ XM. K shares the same eigenvalues as K:
- - - -

- \ –1K = Dºkd-tº-(D'ºù)A (DºD)" - UAU- (4.6)

but the eigenvectors differ by a factor of D%. All the eigenvalues are real, and exactly one

eigenvalue, X1, is zero — all others are negative.
The time evolution of an initial probability vector p(0) is given by the solution to Eq. 4.1

= e^'p(0) = T(t)00 4p(t) = e^{p(0) = T(t)p(0) (4.7)

where e^* denotes the matrix exponential, and T(t) is called the transition matrix, as element
T};(t) denotes the probability of observing the system in state j a time t after initially observing it
in state i*. T (T) is sometimes also referred to as the propagator, as its operation on a probability
vector p(t) evolves the distribution by a fixed time T. The eigenvalues of T(t) and K are simply
related

T(t) = UMU-1 = e^* = Ue"U- (4.8)

where M = diag(ul, pig, ..., puM) is the matrix of eigenvalues of the transition matrix, which lie
in the interval [0,1]. Because U = D*U, this decomposition allows us to write T(t) as an
expansion over the eigenvectors of K as

M

T(t) =X Dºu, e^* i■ D-1/*. (4.9)
k=1

*We adopt the notation of a column-stochastic transition matrix, where the columns of T(t) sum to unity. In mathe.
matical literature on Markov chains, and in some publications cited here, it is often common to instead see row-stochastic
transition matrices, where the rows sum to unity, and evolution is governed by the equation p(t)]" = p(0)|"T(t)
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For physical systems, we do not expect Eq. 4.7 to hold for all times once we have coarse-grained

space into states. Instead, the rates Kji reflect phenomenological rates that may only correctly
describe interstate transitions after some coarse-grained internal equilibration time Tint [20].
Because of this, states that do not share a boundary in configuration space may still have nonzero
phenomenological transition rates connecting them [196]. Additionally, for physical systems in
which all states are accessible, there is always some probability that a system prepared in one state
will have a momentum that will carry it to another state some finite time T later, so that all
transition elements Tji(T) should be nonzero, though they may be very small.

4.2.2 Construction from molecular dynamics simulation.

Here, we briefly review the construction of a discrete-state master equation model from simulation.

We obtain the same expressions as in Ref. [179], but our exposition and notation differs slightly.
We denote a point in phase space by z = (q, p), where q, pe ‘R" are the coordinates and
momenta, respectively. A trajectory in phase space of time length T is denoted z(t), t e [0, T,
with t denoting the time index. The system has Hamiltonian

*-T, ... 1
H(z) = 3P MT'p + V(q) (4.10)

where M is the diagonal matrix of atomic masses, and V (q) is the potential function. The
equilibrium average of a phase function or mechanical observable A(z) is given by the expectation
over the canonical ensemble

■ ize–º A(2)
■ dze–6H(*)

where 3 = (kBT)T' denotes the inverse temperature. Similarly, the average over a functional of

(A) (4.11)

trajectories Az(t)), which depends on the value of z(t) at multiple times, is given by

also) = |*#" (4.12)

where T■ z(t)) is the differential over constant-energy trajectories z(t) and P■ z(t)) is the
probability density of paths. We presume dynamics is governed by Hamilton's equations of
motion"

6) 6)
- A - V H * — To - — V FI.a■ a = vpr, a■ p=-va

“In this study and the previous one [25], we employ dynamical simulations with bond length constraints for efficiency
purposes. Technically, this causes dynamics to be non-Hamiltonian [64, 190], but we assume this difference is unimportant
for the purposes of our analyses. In future, multiple timestep integrators (e.g. [189]) could be used to void loss inefficiency
while eliminating the need for bond length constraints.
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which allows us to rewrite the expectation over functionals of trajectories as

O) e-6B/2(0) A[2(t)
(Az (t)}) = ■ dz( ■ dze–6H(z) (4.13)

We suppose that we have already followed some procedure to generate a decomposition of phase

space into a complete set of M non-overlapping regions Si, which we term states, that together
form a complete covering of phase space. We define an indicator function X;(z) for state i such
that

1 if z E Si
Xi(z) =

0 otherwise.

Since the states form a complete covering of phase space, we have

M

XC Xi(z) = 1 v z.
i–1

Furthermore, we presume these states are only functions of configuration q, that is, Xi(z) = x:(q).
As the phenomenological transition rates Kji are not directly observable, and may not even exist at
short times, our procedure instead involves computing the observed state-to-state transition
probabilities Ti(t) [179]. We shall often refer to the evolution time T as the lag time because it
refers to the time between subsequent observations of the system. Formally, this transition
probability is defined as

Ti(t) = -º-
=
º (4,14)

XC Cy;(T) eq,"
j/=1

where we have defined the state-state time correlation function C;(t) by

C;(t) = (X;(z(T)) Xi(z(0))) (4.15)

= (X;(z(0)) X;(z(T)))

F Cij (T).

The second equality follows by time-reversal symmetry of Newtonian trajectories and the
invariance of the X;(z) to inversion of the momenta.
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4.3 Terminally-blocked alanine peptide in explicit solvent as a model

system

Here, we describe the terminally-blocked alanine in explicit solvent model system considered in
this study to evaluate various tests of Markovianity. Previously, it was determined that a Markov

chain model constructed for this system using a lag time of 6 ps was able to describe the statistical
dynamical evolution over long times, as verified by an independent set of 100 ps trajectories [25].
For convenience, we describe the protocol used here to generate the simulation data (the same data º
as considered in Ref. [25]) and the methods used to estimate transition probabilities,

4.3.1 System setup and equilibration.

Using the LEAP program from the AMBER7 molecular mechanics package [18], a
terminally-blocked alanine peptide (sequence Ace-Ala-Nme, see Figure 4.1) was generated in the
extended conformation and subsequently solvated with 431 TIP3P water molecules [91] in a
truncated octahedral simulation box whose dimensions were chosen to ensure a minimum of 7 Å

distance from the peptide to the box faces. Peptide force field parameters were taken from the
AMBER parm.96 parameter set [98). All molecular dynamics simulations were conducted using º

the sander program from the AMBER7 package. Default nonbonded cutoffs were used, bonds to º
hydrogen were constrained with SHAKE using a tolerance of 107* A [153], and long-range
electrostatics were treated by the particle-mesh Ewald (PME) method [34] with the default settings.
The system was first subjected to 50 steps of steepest descent energy minimization, followed by
1000 steps of conjugate gradient optimization. To equilibrate the explicit solvent system to the
appropriate volume, a 100 ps molecular dynamics simulation was performed with the temperature
adjusted to 300 K and the pressure to 1 atm by the Berendsen weak-coupling algorithm [10] with s
temperature and pressure relaxation time constants of 1 ps and 0.2 ps, respectively. The simulation
box was fixed at the final size obtained from this equilibration step, with a volume of 13232 Å”, in
all subsequent simulations. 1.

4.3.2 Parallel tempering simulation.

In order to broadly explore the configuration space of the peptide and ensure that all important
conformational substates were located, a parallel tempering (also known as replica-exchange
among temperatures) molecular dynamics simulation [176] was conducted using a parallel Perl
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wrapper for the sander program”. Forty replicas were used, with replica temperatures
exponentially distributed over the range 273–600 K, yielding an average exchange acceptance
probability of about 50%. All momenta were reassigned from the Maxwell-Boltzmann distribution
at the appropriate replica temperature after each exchange attempt, and constant-energy,
constant-volume molecular dynamics with a 2 fs timestep was performed between exchange
attempts. The algorithm used to select pairs of replicas for temperature exchange attempts starts

from the highest-temperature replica and attempts to swap the configuration for the next-lowest
temperature replica using the Metropolis-like criteria, and proceeds down the temperatures in this
manner. On the next iteration, swapping attempts start from the lowest temperature and proceed
upward, and this alternation in direction is continued in subsequent pairs of iterations.

Starting all replicas from the 300 K NPT-equilibrated configuration described above, 100 iterations

were conducted with 1 ps between exchange attempts to equilibrate the replicas to their respective

temperatures. This equilibration run was followed by a production run of 500 iterations with 20 ps
between exchange attempts, producing a total of 10 ns/replica, or 400 ns in aggregate, for the
production run. The longer time between exchanges for the production run was chosen so as not to

hinder transitions by frequent velocity randomization. Solute snapshots and potential energies
were stored during the production run every 0.1 ps for the purposes of estimating the free energies
of each state (resulting in 4. 10° saved solute confi gurations), and full-system restart files were
saved every 1 ps (yielding 4 10° restart files) for the purpose of starting shooting simulations from
these configurations, described below in Section 4.3.4.

4.3.3 State decomposition.

In more complex molecular systems, it is generally a difficult problem to identify the “slow”
degrees of freedom involved in conformational transitions between metastable states. Here, we

postulate that only a subset of the solute degrees of freedom will be necessary to accurately
describe the long-time dynamics of the system. We presume the solvent will be important in
determining the inter-state rate constants, but plays no real role in determining the gross structure
of the conformational substates at long timescales. To this end, the potential of mean force of the
two backbone torsion angles p and i■ at 302 K was estimated from the parallel tempering data
using the weighted histogram analysis method (WHAM) [26, 103] and is shown in Figure 4.1. Six
free energy basins are readily visible, and rectangular regions around these basins were manually

*A copy of this Perl wrapper to perform replica-exchange simulations using AMBER7 and AMBER8 can be obtained
from http://www.dillgroup. ucsf.edu/~jchodera/code/rex.
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chosen as previously [25] to serve as a “good” decomposition of all of configuration space into a
set of six states for the construction of a discrete-state master equation model. These states are
depicted in Figure 4.1, alongside a “poor” 6-state decomposition, in which the boundaries have
been significantly displaced so as to include internal barriers within states". Two additional state
decompositions were considered, both of which were “lumpings” of the good 6-state
decomposition. A “good” lumping, which is intended to be minimally perturbative on the long
timescales, was constructed by lumping states 1 and 2, as well as states 3 and 4, as each pair of

states is only separated by low free energy barriers. A “poor” lumping was also constructed by º

lumping states 1, 4, and 5 together into a single state containing large internal barriers, which is º
expected to disrupt the ability to produce a good model of the statistical dynamics from short º
simulations. º

It should be noted that this approach to state decomposition is only reasonable if the PMF in the º
*.

complete set of slow degrees of freedom can be computed and examined — projection onto an º
arbitrary set of structural observables or order parameters (such as the number of native contacts

and radius of gyration) and identification of basins as metastable states is not the same thing. When
arbitrary order parameters are used, there is no guarantee that connected regions in the

low-dimensional order parameter space correspond to single, connected regions in phase space, a
requirement for a Markovian model of dynamics. Additionally, the projection must account for the
Jacobian, so as not to distort space so much that free energy barriers are not artificially introduced
or eliminated [80,81].

4.3.4 Shooting simulations.

In order to construct a discrete-state master equation model once the States have been identified, we
must obtain reliable estimates of the interstate transition probabilities. While a number of

equilibrium trajectories could be used for this purpose, states of high free energy would be visited
only infrequently, resulting in the transition elements of these states being poorly determined.
Swope et al. proposed the use of selection cells, (potentially overlapping) regions which together
form a complete covering of configuration space from which sets of trajectories are initiated [179].
The purpose of these selection cells is to allow more trajectories from high free energy regions to

*The poor partitioning was defined as follows: (1) © e (179, -135), p e (98,48); (2) dº e (–135, -60), e
(98,48); (3) dº e (179, -135), be (48,98); (4) d e (–135, -60), i■ e (48,98); (5) be (–60, 179], w e (98, -45);
(6) be (–60, 179], w e (–45,98). Specified intervals denote intervals on the torus, which is continuous from -180 to
+180. All torsion angles are specified in degrees.
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Ace - Ala - Nme
º

º q) { l,
"good" state decomposition "poor" state decomposition

2
ºn

ººm-º
Figure 4.1: Terminally-blocked alanine and potential of mean force at 302 K. Top: The
terminally-blocked alanine peptide with (p, q}) torsions labeled. Bottom: The potential of mean
force in the (d), b) torsions at 302 K estimated from the parallel tempering simulation, with “good”
(left) and “poor” (right) state decompositions labeled, and colorbar graded in units of kBT and
truncated at 10kBT (white).

■

-

4.à
be harvested, allowing the transition matrix to be determined to sufficient precision.

º
Here, we choose to initiate sets of trajectories from a set of selection cells that are coincident with

ºthe six states of the “good” manual decomposition described above. For this case, we may
decompose the expectation of any property that is a functional of trajectories, (A■ z(t)}), into a º
weighted sum over conditional expectations:

O) e-3/12(0) Az(t)
■ dze–6/■ 2)

■ dz(0) |. x40) e-8/12(0) Az(t)

(A20) = |*

■ dz |. x40) e–3H(z)

[1; Xi(z) # * ■ º x,(2(0) e-81 (*(9)) ago.
i–1 ■ dze-6B (2) J dz Xi(z) 2-3H (z)

-

F.
* [[axº~". º* | fdze-6B (2) | –

M

X w. (Az(t))); º
= Hi- (4.16)

QU;

where the weights w; are proportional to the equilibrium state probabilities pedº = (xi), and the



sº
*...

***

ºl.º.º.



70

conditional expectation (Az(t)}); is the expectation computed over trajectories of length T
originating in state i. Here, the weights are obtained from the free energies estimated from the y

parallel tempering simulation’. For convenience, we require the weights to sum to unity, i.e.,
M

A set of 5000 NVE trajectories 10 ps in length were initiated from each state, for an aggregate º
simulation time of 300 ns. Initial configurations were selected from the entire pool of
conformations generated from the production replica-exchange simulation, with each snapshot
chosen with a likelihood appropriate to its probability of being sampled at 302 K, as computed by ºur

WHAM. Initial velocities were randomly assigned from the Maxwell distribution at the same

temperature. Estimation of various properties (except for the transition probabilities, described
below) used weights w; = e^*, where the state free energies F. estimated from the parallel
tempering simulation were used [25].

4.3.5 Uncertainty estimation.

To assess uncertainties in quantities computed from the sampled set of trajectories, bootstrap
resampling was performed. In bootstrap, the distribution of finite size samples over replications of
the experiment is estimated by resampling from the original set of independent measurements. In
applying the method here, we presume the shooting trajectories originating from each state are
independent, and resample from this set. For each bootstrap trial, an artificial sample containing
the same number of shooting trajectories from each state as the original set is constructed by
drawing trajectories at random, with replacement, from this set of trajectories. Because entire
trajectories are considered as independent measurements, the time-correlation within each
trajectory is properly captured. All expectations (e.g. transition probabilities, eigenvalues of the
transition matrix, lifetimes) are computed from this set of trajectories, weighting trajectories
originating from each state as prescribed by the selection cell method described in Section 4.3.4
above. Forty such trials are conducted, the means computed and reported, and the distribution of
expectations stored to indicate the uncertainty in these values, presented either as a standard
deviation or plotted as a 68% confidence interval.

"Note that it may be desirable to update the weights by self-consistent iteration to ensure that w; o' (xi), but this was
not done here.
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4.3.6 Estimation of transition probabilities.

To estimate the transition matrix T(T) from the set of 10 ps shooting trajectories, we compute the
expectation C# (T) = (X;(t)x;(0)) by Eq.4.16 above, taking advantage of the time-reversibility of
Hamiltonian trajectories, the invariance of the state indicator functions upon momentum reversal,

and stationarity:

M 1 N 1 T–T

C;(t) = X w. X #: XC
k=1 n=1 to–1
1
3 Bº■ zºw(to + 1))x (zºn(to))
+x;(zºn (to))xi(zºn (to + T)) (4.17)

where zºn (t) denotes the nth trajectory initiated from state k. The transition matrix is then
estimated from the correlation functions by Eq. 4.14 above.

With well-chosen selection cells that are nearly coincident with the true metastable states, as is the

case here, is possible that the parallel tempering simulation generated configurations that are
distributed from equilibrium within each state, but that the relative weights of the states w; have
high uncertainties. This is especially possible if the cells are separated by kinetic barriers, such that
there are few transitions between the states observed in the simulation. The shooting trajectories,
here a total of 300 ns at 302 K, provide an abundance of information about the relative populations
of the various states at the temperature of interest, since a number of transitions out of each state
are sampled. Because of this, we might trust the equilibrium probabilities estimated from the
stationary eigenvector of the transition matrix more than the parallel tempering simulation, which
only contained 10 ns of data at 302 K, though many replicas contribute to the estimate of the state
free energies through the WHAM procedure. As the transition matrix itself depends on the
weights, a simple way to ensure this self-consistency would be to iteratively update the vector of
weights by the relationship

w") - T(T) w(*-1) (4.18)

to obtain a new estimate of the unnormalized weights wº), with which a new estimate of the
transition matrix T(T) is computed, and so on, until the weights converge to within some
tolerance. Here, we employed this procedure in the estimation of transition matrices, where a
relative tolerance of 107* was used to determine convergence.
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4.4 Tests for Markovianity.

As Hamiltonian dynamics is deterministic, it is by definition Markovian at all times in the full
phase space of the system. However, when the momenta are neglected and phase space is
coarse-grained into a finite number of states by aggregating contiguous regions of configuration
space, specification of the state i currently occupied by the system does not provide sufficient
information to uniquely determine the current phase space point, and hence the consequent

dynamics of the system. As a result, the dynamical evolution can only be described statistically, in

that it is only known that a certain fraction Ti(t) of trajectories will be found in a state j at some
time T later. Additionally, the dynamics in this state space will possess memory, where the entire

history of states visited contains information on the probability of finding the system in a particular

state j at time T [145]. In Ref. [25], this memory manifested itself by the inability of models
constructed from short lag times T to properly describe dynamics over long times.
Fortunately, due to the presence of a viscous solvent, metastable conformational states, high

dimension, and local roughness of the potential energy surface, this memory may appear to be be
relatively short, such that the system behaves as if it were a Markov process in the discrete state
space when observed only at intervals larger than some time Tint. Physically, this may occur if the
system spends most of its time trapped in metastable states, punctuated by infrequent transitions to
other states, and the imposed decomposition defined by the {x;(z)} is chosen to be nearly
coincident with these true metastable states. The minimal lag time Tint at which dynamics appears
to be Markovian for a given state decomposition {x} has been denoted as the internal
equilibration time [23]. Poor choices of state decomposition will mean the system appears

Markovian only on long times. For particularly poor choices of state decomposition, Tint can
approach the time for the entire system to relax to equilibrium, Teq. If Tint exceeds the timescale of
the process of interest, then the model will not be useful in studying this process.
Unfortunately, direct calculation of the internal equilibration time Tint is difficult". We are
therefore forced to instead examine various consequences of this Markovian behavior for which it
is easy to determine their validity at various lag times (to within statistical uncertainty) from the
Same simulation dataset that is used to construct the model. Below, we enumerate a number of tests

for Markovian behavior, many of which have been proposed elsewhere [179]. In Section 4.3, we
apply these tests to a set of short trajectories of the terminally blocked alanine peptide to assess

*It has been suggested that consideration of restrictions of Markov chains within individual states would allow a lower
bound to be estimated, in the absence of statistical uncertainty [61, 121]
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Figure 4.2: Implied transition rates as a function of lag time. For each state, the implied tran- nºn

sition rates to all other states are shown. Top: Rate matrix elements implied by the observed tran- 1.
sition matrix as a function of lag time for the “good” state decomposition. Bottom: Rate matrix
elements implied by the observed transition matrix as a function of lag time for the “poor” state
decomposition.

ºº

their utility in determining the time for emergence of Markovian behavior.

º

&4.4.1 The implied rate matrix.

If the state-to-state dynamics appears Markovian after a time Tint, we expect the relationship
º

T(t) = eK V r > n), (4.19)

where T(T) is the observed transition matrix, will hold (neglecting statistical uncertainty).
At short lag times T, it is known that rate estimates will be too fast; in the limit where T — 0", we
have the same problem as in transition state theory where the neglect of recrossings results in the
rate estimate to exceed the phenomenological rate constant [20]. As the lag time increases beyond
the time required for the system to equilibrate within the states, the longest of which is termed the
internal equilibration time, the implied rates will eventually stabilize [23]. However, given an

arbitrary coarse-graining, the internal equilibration time may actually exceed the fast timescales in º
the system. In fact, in particularly poor choices for states, the internal equilibration time may
exceed the longest timescales in the system, rendering the model useless in describing the
time-evolution of the system [179].
This suggests that a way to determine Tint may be to compute the rate matrix K implied by the
observed transition matrix T(T) for every lag time T, and identify the smallest T after which the
implied K appears to be invariant. At some sufficient lag time Teq, however, these rates should
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stabilize and a Markov description will be appropriate for all times t larger than teq [179]. It is
hoped that this time will be short compared to the relaxation times of the slow processes of interest
in the system, such as protein folding.
Examination of Eqs. 4.8 and 4.9, shows that the rate matrix can be computed from a transition
matrix T(T) that satisfies detailed balance by

K = U(TT' log M)U-' (4.20)

where U is the matrix of eigenvectors of T(T) and M the diagonal matrix of eigenvalues.
Unfortunately, due to statistical uncertainty in the observed transition matrix T(T), two things may
occur that result in a rate matrix that does not satisfy the conditions enumerated in Section 4.2.1:

(1) some of the rates Kji, j # i may be negative; (2) some of the eigenvalues of the observed
transition matrix puk may be negative. As a result of (2), some elements of the resulting rate matrix
are complex; here, we only consider the real part. To ensure that the conditions of nonnegativity
and reality of rates are met, one may use more sophisticated methods to recover rate matrices that

only approximately satisfy Eq. 4.19 yet satisfy these conditions [75, 172].
We computed the implied rate matrix as a function of lag time from the observed transition
matrices using Eq. 4.20 for the 10 ps shooting trajectories. The implied rates for good and poor
partitionings are shown in Figure 4.2. As expected, the rates approach their transition state theory
estimates as the lag time T approaches zero and decay as the lag time increases. For the good state
decomposition, the rates appear to approach a constant value (to within statistical uncertainty) at
lag times around 6 ps. State 6 is clearly the most problematic, with the uncertainties for transition
to state 4 being especially large and only converging to a constant value very late. This may
suggest that this state in particular could benefit from refinement of the state boundaries. The poor
decomposition has much faster rates, consistent with a model with shorter aggregate timescales. It
is not evident if the rates converge over 10 ps — they appear to be still diminishing near lag times
of 10 ps, though at a slow rate.

4.4.2 Eigenvalues of the implied rate matrix.

As the number of states, N, increases, the number of rate matrix elements increases as N*.
Examination of all of these for signs of convergence may be impractical. Additionally, we are
generally concerned with only the slowest processes in the system. Note that the time evolution of
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Figure 4.3: Implied timescales of the rate matrix as a function of lag time. Implied timescales
and associated uncertainties are shown for good decomposition (top), poor decomposition (middle
upper), good lumping (middle lower), and poor lumping (lower). Timescales are colored by order
from longest (blue) to shortest (purple). The black line denotes Tº = T, such that processes whose
timescales fall below this line occur on times shorter than the lag time.
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an observable A(q) can be written in terms of the eigenvector expansion (Eq.4.9) as

(A)(t) = YT(A" D'ºù.) (wº Dº■ ºp(0) e^*

ck e-'■ 'k (4.21)
:
k F 1

where A is the vector of characteristic spectroscopic observables over each individual state, Tk is a
characteristic timescale for the process governed by eigenvector wk, and ck is its (potentially
negative) amplitude. It may be that some non-Markovity is tolerated if it only disrupts the fastest

processes in the system but leaves the slowest ones, which may serve to determine the behavior of
(A)(t) over the timescales of interest, unaffected. In fact, if the model is only Markovian on
timescales greater than Tint, processes with characteristic timescales Tk < Tint will not correctly be
described by the model anyway. Additionally, because we only extract N – 1 values from the
transition matrix instead of N*, these values may be better determined statistically than the
individual rates.

As a result, Swope et al. [179] suggested that the implied timescales of the rate matrix, computed
from the observed transition matrix as a function of lag time, could be used to determine the onset

of Markovian behavior. These timescales are determined from the eigenvalues Ak of the rate
matrix, which can in turn be determined directly from the eigenvalues of the transition matrix

through Eq. 4.8:

Tº = –Xi' = –1 log ■ lº) ' , k = 2, ..., N. (4.22)

If the elements of the implied rate matrix converge to some fixed value for lag times T ~ Tint, then
these implied timescales will also converge. While the converse is not true, we may be unlikely to
encounter a case where the timescales have converged but many of the individual rates are still
changing significantly.
We computed the timescales as a function of lag time for the 10 ps shooting trajectories for all four
state decompositions, and depicted in Figure 4.3. The timescales of the good state decomposition
all appear to fluctuate about a constant value (to within statistical uncertainty) at lag times of 6 ps
or greater, where three of the timescales are larger than the lag time at this point. By contrast, the
slowest timescales for the poor decomposition do not appear to stabilize within 6 ps, and all
processes appear faster than the lag time after lag times of 3 ps. The good lumping does not appear
to disrupt the longest timescales — three timescales greater than the lag time are again observed at
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Figure 4.4: Second-order transition probabilities compared with products of first-order tran
sition probabilities as a function of lag time. Observed second-order transition probabilities
Tºlji(t) are shown as solid lines with the envelope indicating a 68% confidence interval, while
first-order transition probabilities are shown as points with error bars. Because there are 6° = 216
second-order transition probabilities, and many of them are not well estimated by the limited dataset,
only the 36 Tji(T) transition probabilities are shown. Each plot shows 6 transition probabilities
Originating from a single state i, occupying a state j at time T, and returning to i at time 27.

a lag time of 6 ps. The poor lumping, on the other hand, diminished the timescales such that by 9
ps, when it appears the timescales may have reached a plateau, only one timescale is barely longer
than the lag time.

4.4.3 Second-order transition probabilities.

A more direct test for the effects of history dependence is the examination of second-order

transition probabilities Tala(t), which denotes the probability of observing the system in state k at
time 27 given that it was initially in j at time T and i at time 0 [179]. These transition probabilities
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can be estimated from three-time correlation functions Cºji (T) = (xk (2T)x} (T)x;(0)) by

C ■ t (TTºp (t) = +*—kji(T)
-

(4.23)
XD Cºji(t)

k’=1

If the Markovian property holds at lag time T, the probability of observing a transition from state j
to state k should be independent of the previous state i:

Tºlji (T) = Tºj(7) W T 2 Tint. (4.24) º

Ideally, we would verify that all observed second-order transition probabilities are equal to the º
corresponding first-order transition probabilities to within statistical uncertainty. ■

-

Second-order transition matrices were computed from correlation functions Cºs(t) estimated º
from the shooting data using Eq. 4.23 above, and these are shown in Figure 4.4 together with their O

-

corresponding first-order transition probabilities estimated from the same dataset. Because there * º,
are N° = 216 possible three-time correlation functions, and because the observed data for –

-

transitions where i # j # k will be sparse, we choose to only examine those where k = i. One
obvious limitation of this approach is the requirement that the trajectories be at least 27 in length,
so we are not even able to reach the 6 pslag time required for Markovianity. It is also evident that
there is a large amount of statistical uncertainty in the resulting second-order transition matrix, so
much so that it is difficult to discern whether disagreement is meaningful, as in the 2 — j — 2 plot
for the good partitioning.

4.4.4 Chapman-Kolmogorov equation.

Due to the large statistical uncertainty in the three-time correlation functions Cºji(T) used to
compute the second-order transition probabilities, and the N°-dependence of Tºlji(t) on the
number of cells, it may be useful to instead consider whether the Chapman-Kolmogorov equation
is satisfied at some minimum T:

T(2+) = (T(T))” (4.25)

Here, only N* elements need be compared, and intermediate states are effectively ummed over.
Figure 4.5 shows a comparison of the left-hand side and right-hand side estimated independently
from the 10 ps shooting trajectories. It is again apparent that this metric, too, requires trajectories
of minimal length 27 to test the satisfaction of Eq.4.25 for a lag time of T. Somewhat surprising is
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Figure 4.5: Test of the Chapman-Kolmorov equation. Observed transition probabilities Tji (2T)
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the observation that, for the good partitioning, the Chapman-Kolmogorov property appears to be
satisfied within statistical uncertainty at very early times, up to perhaps 1 ps. This is
counterintuitive, as it is clear that models constructed from such short lag times poorly reproduce

dynamics [25]. It is hard to determine whether the condition is satisfied at longer times, as state 6

appears particularly problematic in the good decomposition. Surprisingly, the poor decomposition
does not appear much worse than the good decomposition over the span of times considered,
though the poor lumping shows more systematic deviation than the good lumping throughout

lumped state 3.

4.4.5 Discrete lifetime distribution.

For a discrete- or continuous-time master equation model, if the system is initially in state i at time
t = 0, the probability that it will be observed to remain in state i for exactly L – 1 additional
consecutive observations with observation interval T is given by the geometric distribution [179],
with probability mass function

P(L; t) = (1 – T.(t)T,(T)]*T*, Le {1,2,..., ). (4.26)

and cumulative distribution function

P(L • K, t) = 1 – T.(T)]". (4.27)

When log P(L; T) is plotted as a function of L for fixed lag time T, the trend should be linear for
T - Ted with slope log Ti(t), though its behavior may differ at short times before Markovianity
has been achieved.

Figure 4.6 shows the observed log P(L; Tsample) for each state, determined by constructing a
histogram of the number of successive snapshots the system is observed to remain in state i, along
with the geometric distribution with the same mean lifetime. At large L, all states show geometric
lifetime distributions, but at short times, more complex behavior is observed. States 5 and 6 of the

good manual decomposition, for example, appear to exhibit two distinct geometric phases. In all
cases, the onset of the final linear behavior is very early — within enough sampling intervals such

that the remainder of the plot is linear for LTsample > 2 ps. This is, of course, too early for the
onset of Markovian prediction. It is possible that examination of the complete set of plots for
various sampling intervals T would allow one to better estimate the onset of Markovian behavior,
but this may be difficult, as the number of these grows as NT/Tsamplet.





81

state 1 state 2 state 3 state 4 state 5 state 6
t = 4.0 ps t - 3.4 ps t = 1.9 ps t - 3.6 ps t - 16.7 ps t = 4.6 ps

**

# º \,, k "Hit
; "h

-

"k, Nº.th *HH |
co

■■ `s . . ##: #|
tau = 0.7 ps tau = 0.5 ps tau - 0.3 ps tau - 0.3 ps tau = 10.7 ps tau - 2.7 ps

N M . :
■ º# | "t. **

; *... k. º
-

| "intºtº .'.
-

. *** f : ;

tau = 69.7 ps tau - 12.1 ps tau - 16.7 ps tau = 4.7 ps

# *# º º*... "Hill "H |".
on #}}-*ill

tau - 3.9 ps tau = 3.7 ps tau = 2.3 ps tau = 4.3 ps

“th Nºs...,
-

s: *H ***{{-} + \'i
--

"|
-

3. 3. #: ‘. . i.
-

0 5 10

lifetime t (ps)

Figure 4.6: Observed and geometric discrete lifetime probability distributions. The logarithm
of the discrete lifetime probability mass function P(L; T) for each state, which indicate the proba
bility of observing the system to remain within a given state for exactly a a number of consecutive
observation intervals L, is shown as a function of LT along with the characteristic lifetimes obtained
from a linear fit to the log probability over the interval LT e [1.5, 10] ps, evaluated with sampling
interval Tsample = 0.1 ps. The number of intervals L for which the system remains in one state has
been multiplied by the sampling interval T so that the x-axis appears in units of time. Top; good
states; middle top: poor states; middle bottom: good lumping; bottom: poor lumping.
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4.5 Discussion and Conclusions

Here, we have examined the issue of how one may verify whether a Markov chain or master

equation model constructed from a set of short trajectories will be able to reproduce dynamics over
long times without necessitating comparison with a separate set of long trajectories. Due to the
difficulty of computing the internal equilibration time Tint, the time required for the system to lose
memory within the states, we considered a number of tests of Markovianity based on determining
whether conditions corresponding to consequences of Markovian behavior were satisfied to within
our ability to resolve by statistical uncertainty. Not all of these tests were of equal utility. Some
tests, such as comparison of second-order transition probabilities with first-order transition
probabilities, were too noisy to provide useful information directly. Summation over intermediate
states to give a test of the Chapman-Kolmogorov equation reduced the statistical uncertainty, but
this condition was met to within statistical uncertainty at lag times that were too short to accurately
reproduce dynamics. Examination of discrete lifetime distributions revealed clear non-Markovian
behavior at short times, but this test too gave indication that Markovian behavior was achieved at
lag times that were too short. Examination of the implied rate matrix elements or timescales was
informative of the time of emergence of Markovian behavior, but as the number of rate matrix

elements increases as N*, and some non-Markovitianity might be tolerated if the slowest processes
are preserved, examination of the slowest timescales was deemed the most useful of these metrics
for verifying Markov behavior.

Many challenges to efficiently constructing useful master equation or Markov models of protein
dynamics remain. The selection of an appropriate state space, a topic addressed in Ref. [23], is
perhaps the most difficult of these. Even given an optimal decomposition into a desired number of
states for a desired number of states, whether the timescale on which this model becomes

Markovian is accessible and the quantity of simulation data needed to construct accurate models is
not know. Additionally, efficient methods for computing interstate transition rates are needed. The
success of these models in accurately describing the dynamics of small Solvated peptides is
encouraging, but their utility in characterizing complex biomolecular dynamics of large
macromolecules remains to be seen.
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Chapter 5

An automatic state decomposition

algorithm

The material in this chapter will be submitted to the Journal of Chemical Physics for publication as

Automatic discovery of metastable states for the construction of Markov models of
macromolecular conformational dynamics

John D. Choderat", Nina Singhalt”, Vijay S. Pande”, Ken A. Dill", and William C. Swope”
'Graduate Group in Biophysics and “Department of Pharmaceutical Chemistry, University of
California, San Francisco, CA 94143
* Department of Computer Science and “Department of Chemistry, Stanford University, Stanford,
CA 94.305

* IBM Almaden Research Center, 650 Harry Road, San Jose, CA 95120
* These authors contributed equally to this work.

Abstract

To meet the challenge of modeling the conformational dynamics of biological macromolecules
over long timescales, much recent effort has been devoted to constructing stochastic kinetic
models, often in the form of discrete-state Markov models, from short molecular dynamics
simulations. To construct useful models that faithfully represent dynamics at the timescales of
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interest, it is necessary to decompose configuration space into a set of kinetically metastable states.
Previous attempts to define these states have relied upon either prior knowledge of the slow

degrees of freedom or on the application of conformational clustering techniques which assume

that conformationally distinct clusters are also kinetically distinct. Here, we present a first version
of an automatic algorithm for the discovery of kinetically metastable states that is generally

applicable to solvated macromolecules. Given molecular dynamics trajectories initiated from a
well-defined starting distribution, the algorithm discovers long-lived, kinetically metastable states
through successive iterations of partitioning and aggregating conformation space into kinetically
related regions. We apply this method to three peptides in explicit solvent — terminally blocked
alanine, the engineered 12-residue 3-hairpin trpzip2, and the 21-residue helical Fs peptide — to
assess its ability to generate physically meaningful states and faithful kinetic models.

5.1 Introduction

Many biomolecular processes are fundamentally dynamic in nature. Protein folding, for example,
involves the ordering of a polypeptide chain into a particular topology over the course of
microseconds to seconds, a process which can go awry and lead to misfolding or aggregation,
causing disease [43]. Enzymatic catalysis may involve transitions between multiple
conformational substates, only some of which may allow substrate access or catalysis [15, 51,205].
Post-translational modification events, ligand binding, or catalytic events may alter the transition
kinetics among multiple conformational states by modulating catalytic function, allowing work to
be performed, or transducing a signal through allosteric change [21,66, 117]. A purely static
description of these processes is insufficient for mechanistic understanding — the dynamical
nature of these events must be accounted for as well.

Unfortunately, these processes may involve molecular timescales of microseconds or longer,
placing them well outside the range of typical detailed atomistic simulations employing explicit
models of solvent. Many of these systems are very large, limiting the length of trajectories that can
be generated by molecular dynamics simulation. However, due to the presence of many energetic
barriers on the order of the thermal energy, the uncertainty in initial microscopic conditions, and
the stochasticity introduced into the system by the surrounding solvent in contact with a heat bath,
any suitable description of conformational dynamics must by necessity be statistical in nature. This
has motivated the development of stochastic kinetic models of macromolecular dynamics which
might conceivably be constructed from short dynamics simulations, yet provide a useful and
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accurate statistical description of dynamical evolution over long times.
Several approaches have been used to construct of these models. Transition interface sampling
(TIS) [126], milestoning [55], and methods based on commitment probability

distributions [11,149] attempt to describe dynamics along a one dimensional reaction coordinate,
but these approaches are valid only if an appropriate reaction coordinate can be identified such that
relaxation transverse to this coordinate is fast compared to diffusion along it. Discrete-state,
continuous-time master equation models, characterized by a matrix of phenomenological rate
constants describing the rate of interconversion between states [195], can be constructed by
identifying local potential energy minima as states and estimating interstate transition rates by
transition state theory [8, 32,53, 104,108, 127, 128]. Unfortunately, the number of minima, and
hence the number of states, grows exponentially with system size, making the procedure
prohibitively expensive for larger proteins or systems containing explicit solvent molecules. Others
have suggested that stochastic models of dynamics can be constructed by expansion of the
appropriate dynamical operator in a basis set [161,162, 191], but this approach appears to be
limited by the great difficulty of choosing rapidly-convergent basis sets for large molecules, a
process that is not fundamentally different from identifying the slow degrees of freedom.
Instead, much work has focused on the construction of discrete- or continuous-time Markov

models to describe dynamics among a small number of states which may each contain many
minima within large regions of configuration space (2,35,52,75, 145,156, 166, 167, 169, 172,180].
In these models, it is hoped that a separation of timescales between fast intrastate motion and slow
interstate motion allows the statistical dynamics to be modeled by stochastic transitions among the
discrete set of metastable conformational states governed by first-order kinetics. Such a separation
of timescales would be a natural consequence of the widely held belief that the nature of the energy
landscape of biomacromolecules is hierarchical [4,7,9,108, 109]. If the system reaches local

equilibrium within the state before attempting to exit, the probability of transitioning to any other
state will be independent of all but the current state. This allows the process to be modeled with
either a discrete-time Markov chain (e.g. Ref. [167]) or a continuous-time master equation model
with coarse-grained time (e.g. Ref. [172]). In either model, processes occurring on timescales
faster than a coarse-graining time, determined by the time to reach equilibrium within each state,
cannot be resolved.

Markov models embody a concise description of the various kinetic pathways and their relative
likelihood, facilitating comparison with experimental data and providing a powerful tool for
mechanistic insight. Once the model is constructed and the timescale for Markovian behavior
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determined, it can be used to compute the stochastic temporal evolution of either a single
macromolecule or a population of noninteracting macromolecules, allowing direct comparison of
simulated and experimental observables for both single-molecule or ensemble kinetics

experiments. In addition, useful properties difficult to access experimentally, such as state
lifetimes [179], relaxation from experimentally inaccessible prepared states [25], mean
first-passage times [167], the existence of hidden intermediates [141], and Prold values or
transmission coefficients [106], can easily be obtained. This allows for both a thorough
understanding of mechanism and the generation of new, experimentally testable hypotheses.
To build such a model, it is necessary to decompose configuration space into an appropriate set of
metastable states. If the low-dimensional manifold containing all the slow degrees of freedom is
known a priori, then this can be partitioned into free energy basins to define the states, such as by
examination of the potential of mean force [25, 52, 169, 172, 180]. In the absence of this
knowledge, others have turned to conformational clustering techniques to identify
conformationally distinct regions which may also be kinetically distinct [2,35,93, 167].
Instead, we adopt a strategy first suggested for the discovery of metastable states in biomolecular
systems by researchers at the Konrad-Zuse-Zentrum für Informationstechnik [157]. The principal
idea is this: If configuration space could be decomposed into a large number of small cells, the
probability of transitioning between these cells in a fixed evolution time could be measured. This
probability is a measure of kinetic connectivity among the cells, which allows the identification of

aggregates of these cells that approximate true metastable states [158]. Unfortunately, the choice of
how to divide configuration space into cells is not straightforward. Suppose one is to consider the
analysis of some fixed amount of simulation data. If configuration space is decomposed very
finely, the boundaries between metastable states can in principle be well-approximated, but the
estimated cell-to-cell transition probabilities will become statistically unreliable. On the other
hand, if configuration space is decomposed too coarsely, the transition probabilities may be
well-determined, but the boundaries between metastable states cannot be clearly resolved,

potentially disrupting or destroying the Markovian behavior of interstate dynamics. An optimal
choice would ultimately require knowledge of the metastable regions in order to determine the best
decomposition of space into cells.
In this work, we propose an iterative procedure to determine both the choice of cells and their
aggregates to approximate the desired metastable states. We use a conformational clustering
method to carve configuration space into an initial crude set of cells (splitting), and a Monte Carlo
simulated annealing procedure to collect metastable collections of cells into states (lumping). This
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cycle is repeated, with the splitting procedure now applied individually to each state to generate a
new set of cells, and the lumping procedure applied to the entire set of cells to redefine states until

further application of this procedure leaves the approximations to metastable states unchanged.
This procedure allows state boundaries to be iteratively refined, as regions that mistakenly have
been included in one state can be split off and regrouped with the proper state. Throughout this

process, we require that the cells never become so small that estimation of the relevent transition

matrix elements is statistically unreliable. Our proposed method is efficient, of O(N) complexity
in the number of stored configurations, and can be easily parallelized,

This paper is organized as follows: In Section 5.2, we give an overview of the Markov chain model

and its construction, elaborate on desirable properties of an algorithm to partition configuration
space into states, and outline the principles underlying the algorithm we present here. In Section
5.3, we provide a detailed description of the automatic state decomposition algorithm and its

implementation. In Section 5.4, we apply this algorithm to three model peptide systems in explicit
Solvent to assess its performance: alanine dipeptide, the 12-residue engineered trpzip2 hairpin, and
the 21-residue Fs helix-forming peptide. Finally, in Section 5.5, we discuss the advantages and
shortcomings of our algorithm, with the hope that future state decomposition algorithms can
address the remaining challenges.

5.2 Theory

Some discussion of the stochastic model of kinetics considered here and the theory underlying the
method is appropriate before describing the algorithmic implementation in detail. First, in Section
5.2.1, we review Markov chain and master equation models of conformational dynamics. Next, in
Section 5.2.2, we describe their construction from equilibrium molecular dynamics trajectories
given any state partitioning. Section 5.2.3 enumerates a number of requirements for a useful state
partitioning. Finally, Section 5.2.4 discusses possible methods for validating a given state
decomposition. The actual implementation of the algorithm used here is described in detail in
Section 5.3.

5.2.1 Markov chain and master equation models of conformational dynamics.

Consider the dynamics of a macromolecule immersed in solvent, where the solvent is at
equilibrium at some particular temperature of interest. We presume that all of configuration space
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has already been decomposed into a set of nonoverlapping regions, or states, which together form
a complete decomposition of configuration space. The method by which these states are identified
is described in subsequent sections.

If we observe the evolution of this system at times t = 0, T, 2T, ..., where T denotes the

observation interval, we can represent this sequence of observations in terms of the state the system
visits at each of these discrete times. The sequence of states produced is a realization of a
discrete-time stochastic process. For this process to be described by a Markov chain, it must satisfy
the Markov property, whereby the probability of observing the system in any state in the sequence
is independent of all but the previous state. For a stationary process on a finite set of L states, this
process can be completely characterized by an L X L transition matrix” T(t) dependent only on
the observation interval, or lag time, T. The element Tji(T) denotes the probability of observing
the system in state j at time t given that it was previously in state i at time t – T. If this process
satisfies detailed balance (which we will assume to be the case for physical systems of the sort we
consider here [195]) we additionally have the requirement

Tjipedi = Tijped.j (5.1)

where pedº denotes the equilibrium probability of state i.
The vector of probabilities of occupying any of the L states at time t (here also referred to as the
vector of state populations, such as in an experiment involving a population of noninteracting
macromolecules) can be written as p(t). If the initial probability vector is given by p(0), we can
write the probability vector at some later time t = nt as

p(nt) = T(nt)p(0) = (T(T))"p(0). (5.2)

This is a form of the Chapman-Kolmogorov equation.
Alternatively, the process can be characterized in continuous time by a matrix of
phenomenological rate constants K, where the element Kji, j # i denotes the nonnegative
phenomenological rate from state i to state j. The diagonal elements are determined by

Kii = — XC j■ i Kji to ensure the columns sum to zero so as to conserve probability mass. Time
evolution is then governed by the equation

p(t) = Kp(t) (5.3)

*We adopt the notation for a column-stochastic transition matrix, in which the columns sum to unity. This differs from
the notation in some previously-cited references, which use a row stochastic transition matrix, equal to the transpose of
the column stochastic matrix used here.





where the dot represents differentiation with respect to time. This evolution equation has formal
solution

p(t) = e^p(0), (5.4)

where the exponential denotes the formal matrix exponential. Eq. 5.3 is often referred to as a
master equation [139, 195] describing evolution among a discrete set of states in continuous time.
It is important to note that, despite the fact that p(t) is formally defined for all times t, we do not
expect Eq. 5.4 to hold for all times t for physical systems of the sort we consider here. In
particular, for states of finite extent in configuration space, there exists a corresponding limit for
the time resolution for which dynamics will appear Markovian; processes that occur on timescales
shorter than this will be be incorrectly described by the master equation. We will return to this
topic in detail in subsequent sections.
There is an obvious relationship between the transition matrix T(T) and the rate matrix K evident
from comparison of Eqs. 5.2 and 5.4:

T(t) = e Kr. (5.5)

If the process can be described by a continuous-time Markov process at all times, then this process
can be equivalently described at discrete time intervals by the corresponding transition matrix. The
converse may not always be true due to sampling errors in T(T), though methods exist to recover
rate matrices K consistent with the observed data and the requirements of detailed balance and

nonnegativity rates [75, 172].
The transition and rate matrices have eigenvalues plk (T) and Xk, respectively, and share
corresponding right eigenvectors up. The detailed balance requirement additionally ensures that all
eigenvalues are real, and we here presume them to be sorted in descending order. Luk(T) and Xk are
related by

pº(t) = e^*". (5.6)

The eigenvalues each imply a timescale corresponding to an inverse aggregate rate

1T = −A," = -TIn p(T)|T (5.7)

and the associated eigenvector gives information about the aggregate conformational transitions
that are associated with this timescale [84, 157, 159,160] In particular, the components of uk sum
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to zero for each k > 2, and the aggregate dynamical mode can be identified with transitions from
microstates with positive eigenvector components interconverting with the set of microstates with
negative components, and Vice-versa, with the degree of participation in the mode governed by the
magnitude of the eigenvector component. This fact can be useful in deducing the conformational
transitions among aggregated regions of configuration space that govern relaxation to equilibrium,

which is achieved once all processes have exponentially damped out.

For the remainder of this manuscript, we will refer exclusively to the discrete-time Markov chain
model picture without loss of generality (Eq. 5.2), except for use of the timescales implied by the
transition matrix, as described above.

5.2.2 Construction from simulation data given a state partitioning.

Once a statistical-mechanical ensemble describing equilibrium and a microscopic model

describing dynamical evolution in phase space have been selected, the transition matrix T(T) can
be estimated from molecular dynamics simulations. For a system in which dynamical evolution is
Newtonian and, at equilibrium, configurations are distributed according to a canonical distribution

at a given temperature, Swope et al. [179] show that the transition probability Ti(t) can be written
as the following ratio of canonical ensemble averages:

■ dz(0) e-º"(*(0) \,(2(T)) x(2(0))
Tji(t) = ■ d2(0) e-bi■ (*(O)x,(2(0)) (5.8)

(X;(t)xi(0) (5.9)(xi)
-

where z(t) denotes a point in phase space visited by a trajectory at time t, Xi(z) denotes the
indicator function for state i (which assumes a value of unity if z is in state i, and zero otherwise),

(3 = (kBT)^* the inverse temperature, H(z) the Hamiltonian, and (A) the canonical ensemble
expectation of a phase function A(z) at inverse temperature 3.
Given a set of simulations initiated from an equilibrium distribution, the expectations in Eq. 5.9
can be computed independently by standard analysis methods [1]. Estimation of the correlation
function in the numerator can make use of both the stationarity of an equilibrium distribution (by
considering overlapping intervals of time T), and the microscopic reversibility (by considering also
time-reversed versions of the simulations) of Newtonian trajectories. Alternatively, if an
equilibrium distribution within each state can be prepared, one can also directly estimate a column

of transition matrix elements by computing the fraction of trajectories initially at equilibrium
within state i that terminate in state j a time T later. More elaborate methods based on equilibrium





92

ensembles prepared within special selection cells that are not coincident with the states [179, 180]
or partition of unity restraints [1991 can also be used to compute transition matrix elements
efficiently.

5.2.3 Requirements for a useful Markov model.

For any given state partitioning, the dynamics of the system will be Markovian on some time scale.

For example, if the lag time T is so long as to approach the time for the system to relax to an
equilibrium distribution from any arbitrary nonequilibrium starting distribution, a single
application of the transition matrix T(T) carries any arbitrary initial probability distribution
directly to the invariant equilibrium distribution. However, if this T exceeds the timescale of the

process of interest, our model is not useful” for describing it, and therefore it is advantageous to
attempt to find a state decomposition that is Markovian on a shorter timescale in order to extract
useful dynamical information about this process.

For a given state i, we will define its internal equilibration time, Tinti, as the characteristic time one
must wait before the system, initially in a configuration within state i, generates a new

uncorrelated configuration within the state by dynamical evolution. This internal equilibration
time, or memory time, closely related to the molecular relaxation timescale Tmol in Chandler's
reactive flux formulation of transition state theory [20], depends, of course, on the choice of state

decomposition. We can denote the longest of these times over all states by Tint. This is not to be
confused with the time it takes an arbitrary nonequilibrium distribution to relax to global
equilibrium, but rather, the minimum lag time for which dynamics will appear to be Markovian

using this particular state decomposition. If the lag time is longer than Tint, we will expect the
system to have lost memory of its previous location within any state it may have been in, either
remaining within that state or transitioning to a new one, and for dynamics on this set of states to
be independent of history. On the other hand, for lag times shorter than Tint, we cannot guarantee
that transition probabilities are independent of history everywhere. This suggests a way in which
the utility of various decompositions can be measured. For a fixed number of states, the most
useful model will partition configuration space to yield the shortest Tint, as this model can be used
to study the widest range of dynamical processes.
In addition to producing transition probabilities that are history independent at a relevant lag time,

“Equilibrium probabilities can still be extracted from the stationary eigenvector (the eigenvector of corresponding to
an eigenvalue of unity) of such a transition matrix, which may have some utility if one had constructed the transition
matrix from trajectories not initiated from distributions at equilibrium globally.
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we impose additional conditions on our states to ensure the resulting model also provides physical
and chemical insight. Because we are primarily interested in macromolecular dynamical motion
such as protein folding, we first require that states be consistent with a chemical intuition for a
macromolecular conformational substate and, therefore, exist as constructs exclusively in the

configuration space of the macromolecule. In solvated systems, we expect relaxation and

decorrelation of momenta to be much faster than any of the dynamical behaviors of interest, and so

we ignore momenta in defining our states. Furthermore, we presume reorganization of the solvent
is faster than processes of interest, and therefore ignore coordinates associated with the
surrounding solvent".
Also, we seek conformational states that exhibit a separation of timescales. If states can be

constructed where the timescale for equilibration within each state is much shorter than the
timescale for transitions among the states, we would expect interstate dynamics to be

well-modeled by a Markov chain after sufficiently long observation intervals. Consider, for
example, the isomerization of butane, which has three main metastable conformational states

(gauche-plus, gauche-minus, and trans). At sufficiently low temperature, dynamics is dominated
by long dwell times within each of these three states, punctuated by infrequent transitions between

them. The slow interstate transition process is well-described by first order reaction kinetics for
observation intervals longer than the fast molecular relaxation time for intrastate dynamics due to
the presence of a separation of timescales [20].

In order for the states to be defined such that equilibration within a state is rapid, we further require
that the region of configuration space defining each state be compact and connected. A state
composed of two or more unconnected regions of phase space defies the assumption that
equilibration within the state is much faster than the characteristic time to leave it.

5.2.4 Validation of Markov models.

Once a decomposition of configuration space is chosen, we are faced with the task of determining
the observation time interval T at which dynamics in this state space appears Markovian.
Unfortunately, we cannot directly compute the internal macrostate equilibration times, though
examination of the eigenvalues of the transition matrix restricted to a state may give a lower bound
On this time in the absence of statistical uncertainty [12]]. The most rigorous test for Markovian

*We recognize that solvent coordinates may be critical in some phenomena, but dealing with solvent degrees of
freedom would also require accounting for the indistinguishability of solvent molecules upon their exchange. We leave
this to further iterations of the algorithm.
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behavior would be a direct test for history independence. The simplest test of this type is to
compute second order transition probabilities and compare them to the appropriate products of the
first order transition probabilities to see if their disagreement is statistically significant, though this
would miss possible yet unlikely higher order history dependencies. While it is possible to

estimate these from the simulation data, this requires the estimation of three-time correlation

functions, which often possess statistical uncertainties so large as to render them useless for this
kind of test [24].

Raising the transition matrix to a power n (hence summing over the intermediate states) and -

comparing with the observed transition probabilities for a lag time of nt, such that one is *

effectively determining whether the Chapman-Kolmogorov equation (Eq. 5.2) is satisfied, helps to º
reduce the uncertainty so that the test becomes practical. This is equivalent to propagating the *
population in time out of a probability distribution confined to each state i initially, and comparing -

the model evolution with the observed transition probabilities over times much longer than Tint. º
This serves as a check to ensure that the model is at least consistent with the dataset from which it T

-

was constructed, to within the statistical uncertainty of the transition matrices obtained from the

dataset. This method was employed, for example, in Refs. [25, 179].
Another approach, from Park, et al., [145] uses concepts from information theory to compute the
conditional mutual information conveyed by the second-to-last state, which quantifies the
discrepancy between observed second-order transition probabilities and the estimate modeled from

first-order transition probabilities. The result of this analysis is a scalar that quantifies the degree of
history dependence. For a pure first-order Markov process, the mutual information will be zero, as
no additional information is gained by including additional history. While this method also
requires computing three-time correlation functions, which may individually have substantial
uncertainties, the weighted combination of these into a single value reduces the uncertainty in the
resulting metric. Unfortunately, there is no rigorous criteria for how small this measure must be in
order for the model to be considered acceptably Markovian.
Swope, et al., [179] suggested a number of additional tests for signatures of Markov behavior, the
most sensitive of which appears to be examining the behavior of the implied timescales of the
transition matrix T(T), which can be computed from the eigenvalues of the transition matrix by
Eq. 5.7, as a function of increasing lag time T [24]. At sufficiently large T, the implied timescales
will be independent of T, implying that exponentiation of the transition matrix is nearly identical to
constructing the transition matrix using longer observation time intervals (Eq. 5.2). The shortest
observation time interval for which this holds can be correlated with the internal equilibration time
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Tint, and descriptions of the behavior of the system using that state decomposition should be
Markovian for all lag times T P Tint. This is also a test of whether the Chapman-Kolmogorov
equation holds, but as it computes only L. numbers and orders them by timescale, it allows
emphasis to be placed on the longest timescales in the system.

Unfortunately, this method has some drawbacks. First, small uncertainties in the eigenvalues of the
transition matrix can induce very large uncertainties in the implied timescales. With increasing lag
time T, the number of statistically independent observed transitions, from which T(T) is estimated,
diminishes, and the statistical uncertainty in the implied timescales Tk will grow. Second, while
Stability of the implied timescales with respect to lag time is a necessary consequence of history
independence, it is not itself sufficient to guarantee history independence, though we may be
unlikely to encounter physical systems for which this is problematic. However, tests on simple
models indicate that the information theoretic metric suggests the emergence of Markovian
behavior on similar lag times to this method, suggesting some degree of fundamental
equivalence [145].

In this work, the analysis of implied timescales as a function of lag time will be our primary test
for the emergence of Markovianness.

5.3 The automatic state decomposition algorithm

Based on the theory above, we provide a list of practical considerations for an automatic state
decomposition algorithm and then present an algorithm that meets the criteria proposed below. The
algorithm operates on an ensemble of molecular dynamics trajectories where conformations (the
Cartesian coordinates of all atoms of the macromolecule) have been stored at regular intervals. In
this work, we apply the method to a set of equilibrium trajectories at the temperature of interest,
but the algorithm can in principle be applied to trajectories generated from biased initial
conditions, provided the unbiased transition probabilities between regions of configuration space
can be computed. We stress that the algorithm presented here is simply a first attempt at a truly
general and automatic algorithm for use with biomacromolecules.

5.3.1 Practical considerations for an automatic state decomposition algorithm.

There are several desirable properties that a state decomposition should possess to be both useful
and practical:
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1. It is not uncommon for simulations conducted on supercomputers such as Blue
Gene [63,74], distributed computing platforms such as Folding@Home [144, 163], or even
computer clusters to generate datasets that may contain 10° to 107 configurations in up to
10° trajectories, therefore prohibiting the use of any algorithm with a time complexity
greater than O(N log N) in the number of configurations.

2. Molecules may have symmetries under permutation of atoms, such as aromatic rings, the

protons on methyl groups, and the oxygens of carboxylate groups that should be accounted

for in some way.

3. The state decomposition algorithm should produce a decomposition for which dynamics

appears to be Markovian at the shortest possible lag time T, so as to produce the most useful
model.

4. The resulting model should not generate so many states so that the elements of the transition
matrix will be statistically unreliable.

5.3.2 Sketch of the method.

A state decomposition algorithm intended to produce the most useful models, as discussed in
Section 5.2.3 above, would generate models that minimize the internal equilibration time Tint, the
minimum time for which the model behaves in a Markovian fashion. Unfortunately, Tint is difficult
to determine directly, so we are instead forced to identify some surrogate quantity whose
maximization will hopefully lead to improved separation between fast intrastate and slow interstate
timescales. Following the approach of Ref. [85], we define a measure of the metastability Q of a
partitioning into L macrostates as the sum of the self-transition probabilities for a given lag time T:

L

Q = XCT (t) (5.10)
i=1

For T = 0, Q = L, and decays to unity as T grows large enough for the Self-transition probabilities
Tii to reach the equilibrium probabilities of each macrostate. Poor partitionings into weakly
metastable states will result in a small Q, as trajectories started in some states will rapidly exit;
conversely, good partitionings into strongly metastable states will result in a large Q, as trajectories
will remain in each macrostate for long times. In the absence of statistical uncertainty, Q is
bounded from above by the sum of the L largest eigenvalues of the true dynamical propagator for
the system [85].
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The goal of our algorithm is to identify a partitioning into L contiguous macrostates that
maximizes the metastability Q. While in principle, the boundaries between these macrostates can
be varied directly to optimize Q, in analogy to variational transition state theory [187], a
complicated parameterization may be necessary to describe the potentially highly convoluted
hypersurfaces separating the states, and Q may have multiple maxima in these parameters. Instead,
we choose an approach based on splitting the conformation space into a large number of small
contiguous microstates and then lumping these microstates into macrostates in such a way that
maximizes the metastability.

This approach is very similar to the approach of Schütte and coworkers described in Ref. [157], but
with a substantial difference. In their work, each degree of freedom of the molecule (such as a
torsion angle) is subdivided independently to produce a multidimensional grid. As the number of
states is exponential in the number of degrees of freedom, this approach quickly becomes
intractable for macromolecules that possess large numbers of degrees of freedom, even if the
sparsity of the transition matrix is taken into account. Instead, we choose to let the data define the

low-dimensional manifold of configuration space accessible to the macromolecule, and we can
apply any clustering algorithm that is no worse than O(N log N) in the number of configurations
to decompose the sampled conformation space into a set of K contiguous microstates. This step
corresponds to the first split step in Figure 5.1.
Once the conformation space is divided into K microstates, we lump the microstates together to
produce L 3 K macrostates with high metastability, Q. This corresponds to the first lump step in
Figure 5.1. The difficulty here is that the uncertainty in the metastability of a partitioning can be
large if any macrostate contains very few configurations. Since a macrostate may consist of a single º

microstate, the microstates must be large enough for the self-transition elements to be statistically

well-determined. This comes at a price: with large microstates, the procedure may have difficulty w

accurately determining the boundaries between macrostates because the resolution of partitioning º

is limited by the finite extent of the microstates. Additionally, the choice of decomposition into
microstates is arbitrary, whereas we would like the state decomposition algorithm to produce

-

equivalent sets of macrostates regardless of how good the initial partitioning was. º
To overcome these difficulties, we iterate the aforementioned procedure. After microstates are

-

combined into macrostates, each macrostate is again fragmented into a new set of microstates (the º

second split step in Figure 5.1). The refined set of all microstates is then lumped to form refined
macrostates (the second lump step in Figure 5.1). In this way, the boundaries between macrostates
are iteratively refined, and regions incorrectly lumped in previous iterations may be split off and
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lumped with the correct macrostate in subsequent iterations. At convergence, the same set of
macrostates will simply be split and lumped back together in the same way — no further shuffling
of conformations between macrostates will occur.

There is unfortunately no unambiguous way to choose the number of states L. If there is a clean
separation of timescales, examination of the eigenvalue spectrum of the microstate transition
matrix may suggest an appropriate value of L [158]. In a hierarchical system, there will be many
gaps in the eigenvalue spectrum and many of choices of L will lead to good Markovian models of
varying complexity. There is, however, a tradeoff between the number of states and the amount of

data needed to obtain a model with the same statistical precision. It may be necessary to apply the
algorithm with multiple choices of L to produce a model sufficient for resolving the timescales of
interest.

5.3.3 Implementation.

There are a number of implementation choices to be made in the algorithm given above, and here
we briefly summarize and justify our selections.

For the split step, we choose to apply K-medoid clustering [82] because of its O(KN) time
complexity (where K can be taken to be constant) and ease of parallelization. Additionally,
K-medoid clustering has an advantage over the more popular K-means clustering [116] in this
application, as it does not require averaging over conformations, which may produce nonsensical

constructs when drastically different conformations are included in the average. Splitting by
K-medoid clustering is initiated from a random choice of K unique conformations to function as
generators. All conformations are assigned to the microstate identified by the generator they are
closest to by some distance metric (defined below). Next, an attempt is made to update the
generator of each microstate. K members of the microstate, drawn at random, are evaluated to see

if they reduce the intrastate variance of some distance metric from the generator. If so, the
configuration for which the intrastate variance is minimal is assigned as the new generator. All

conformations are then reassigned to the closest generator, and the process of updating the
generators is repeated. In standard K-medoid applications, this procedure is iterated to
convergence, but since the purpose of the splitting phase is simply to divide the sampled manifold
of configuration space into contiguous states, ensuring that each state is significantly populated,
only five iterations of this procedure were used.
For the distance metric, we selected the root-mean squared deviation (RMSD), computed after a
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minimizing rigid body translation and rotation using the rapid algorithm of Theobald [183]. In the
first splitting iteration, only Co. atoms were used to compute the RMSD due to the expense of
having to cluster all conformations in the dataset; in subsequent iterations, all heavy atoms
(excepting those indistinguishable by symmetry) were used, as well as sidechain polar hydrogens.
This metric was chosen because it possesses all the qualities of a proper distance metric [174],

º,
accounts for both local similarities between pairs of conformations as well as global ones, and runs

in time proportional to the number of atoms, as opposed to a metric such as distance matrix error

(DME or dRMSD), which scales as the square of the number of atoms. In molecules with in

additional symmetry, the distance metric can be adjusted accordingly. Our choice of distance º

metric is not the only one that would suffice; any distance metric which can distinguish between º
kinetically distinct conformations is sufficient for this algorithm. For example, backbone RMSD >
would ignore potentially relevant sidechain kinetics. -"
Lumping to L states so as to maximize the metastability Q of the macrostates proceeds in two D
stages. In the first stage, information on the metastable state structure contained in the slowest jº
eigenvectors [41,84, 158, 159] is used to construct an initial guess at the optimal lumping. Because
the eigenvectors contain statistical noise, this initial guess may not actually be optimal; because of

this, we include a second stage that uses a Monte Carlo simulated annealing (MCSA) optimization
algorithm to attempt to further improve the metastability. Though the MCSA algorithm could in
principle be used without the first stage to find optimal lumpings, we find its convergence is greatly
accelerated by use of the initial guess.
In the first stage, a transition matrix among microstates is computed (using Eq. 5.9) taking
advantage of both stationarity and time-reversibility for a short lag time T, typically the shortest
interval at which configurations were stored. Motivated by the Perron cluster cluster analysis
(PCCA) algorithm of Deuflhard et al. [41], an initial guess for the optimal lumping of microstates
to macrostates is generated using the left eigenvectors' associated with the largest eigenvalues of
the microstate transition matrix. We begin by assigning all microstates to a single macrostate. For
each eigenvalue, the corresponding eigenvector contains information about an aggregate transition
between the set of microstates with positive eigenvector components and the set with negative
components, with a timescale determined by the eigenvalue; equilibration within each set must
occur on a faster timescale, provided the eigenvalues are non-degenerate. We can therefore use this
information to identify one macrostate to divide in two. We select the macrostate with the largest

*The left eigenvector v is simply related to the right eigenvector we by (ve). = Pº, (uk), [139].
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L1 norm of the vector formed from the eigenvector components that belong to that macrostate,
after subtracting the mean of this vector, as the state to split. In Ref. [41], the sign structure alone
was used to split these sets, but we find it more stable to split about the mean. This procedure is
performed for eigenvectors k = 2, ..., L in order, which should correspond to the slowest
processes in the system, generating a total of L macrostates.
Due to statistical noise in the eigenvectors and near-degeneracy in the eigenvalues, this procedure
does not always result in the lumping with the maximal metastability Q. Therefore, in the second
stage, the metastability was maximized using a Monte Carlo simulated annealing (MCSA)
algorithm, using the eigenvector-generated lumping as an initial seed. In each step of the Monte
Carlo procedure, a microstate was selected with uniform probability and assigned to a random
macrostate. If this proposed move would leave a macrostate empty or did not change the
partitioning, it was rejected immediately. The proposed partitioning was accepted with probability
min{1, e^*}, where the metastability Q of the proposed lumping was rapidly computed by
combining elements of the matrix of inter-microstate transition counts. The effective inverse
temperature parameter 3 was set to be equal to the step number, and the MCSA procedure run for
20 000 steps. Twenty independent MCSA runs were initiated from the initial eigenvector-based
partitioning, and the partitioning with the highest metastability sampled in any run was selected to
define the lumping into macrostates.
It should be noted that the metastability Q is not the only surrogate that could be optimized in
order to produce a useful state decomposition. Many choices may be possible, especially when one
considers the problem of lumping as an attempt to preserve the L longest timescales (determined
by the eigenvalues of the transition matrix near unity) present in the microstate transition matrix.

One could choose to maximize the fastest eigenvalue or timescale of the lumped transition matrix,
the product of eigenvalues (which would give more weight to faster timescales), or even a
weighted sum of the eigenvalues, where the weights might be due to the equilibrium importance of
the eigenmode in dynamics or in modeling a process of interest. Unfortunately, these quantities all
necessitate computing some eigenvalues or the determinant of the lumped transition matrix for
every proposed lumping to be evaluated by the MCSA algorithm, which would add significant
computational burden. Alternatively, other quantities could be computed from the transition matrix
directly, such as the state lifetimes estimated from the self-transition probabilities as
TL, i = (1 – T■ )-1. However, the combination of computational and theoretical convenience
makes the use of metastability a natural choice here.
For the remaining iterations, the K-medoid clustering is repeated independently on each
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macrostate. We set a minimum expected microstate size (estimated by the population of the
macrostate divided by K) to ensure statistical reliability of the transition probability matrix. This is
set to 100 configurations (unless otherwise noted), though a more useful criteria may be to set a
minimum number of statistically independent visits to the state. Each macrostate is split into a
number of states such that the expected microstate population (assuming even division into

microstates) is no smaller than this threshold, or a maximum of 10 microstates. The lumping step

is then repeated on all resulting microstates. The entire procudure of splitting and lumping was
repeated for a total of 10 iterations, which for the applications considered here was sufficient for
convergence of the slowest timescales.

5.3.4 Validation.

To validate the model, we examine the largest implied timescales as a function of lag time, as

computed for the eigenvalues of the transition matrix by Eq. 5.7. In particular, we attempt to
determine the minimum lag time after which the implied timescales appear to be independent of
lag time to within the estimated statistical uncertainty (see Section 5.2.4). To estimate the
statistical uncertainty of these implied timescales, we perform a bootstrapping procedure [49] on
the pool of independent trajectories. Forty bootstrap samples of a number of trajectories equal to
the number of independent trajectories in the dataset pool are generated, drawn with replacement
from the pool of trajectories, except for alanine dipeptide, where 100 bootstrap samples were used.

The implied timescales are computed for each sample, and the set of computed timescales is used
to estimate a confidence interval. In figures, uncertainties will always be shown as 68% symmetric
confidence intervals about the mean of the bootstrap sample, while uncertainties in quantities
printed as a + b will indicate variances about the mean.

5.4 Applications

5.4.1 Alanine dipeptide.

We first demonstrate application of the automatic state decomposition algorithm to a simple model
system, terminally blocked alanine peptide (sequence Ace-Ala-Nme) in explicit solvent. Because
the slow degrees of freedom (p and i■ torsions, labeled in Figure 5.2, left) are known a priori", it is

“Simulations of alanine dipeptide examining the committor distribution have implicated solvent coordinates as the
next-slowest degree of freedom [17, 114], but we have previously verified that Ó and ■ º torsions form a sufficient basis for
the slow degrees of freedom on timescales of 6 ps and greater [25].
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relatively straightforward to manually identify metastable states from examination of the potential
of mean force, making it a popular choice for the study of biomolecular

dynamics [5, 17,22, 25,86, 128]. Previously, a master equation model constructed from a set of six
manually identified states (Figure 5.2, right) was shown to reproduce dynamics over long times
(with the time to reach equilibrium over 100 ps at 302 K) given trajectories only 6 ps in
length [25]. We therefore determine whether the automatic algorithm can recover a model of
equivalent utility to this manually constructed six-state decomposition for this system, as well as
study its convergence properties. ºu

º ºTrajectories were obtained from the 400 K replica of a 20 ns/replica parallel tempering simulation
described in Ref. [25], and consisted of an equilibrium pool of 1000 constant-energy',
constant-volume trajectory segments 20 ps in length with configurations stored every 0.1 ps.
Velocities were reassigned from a Maxwell distribution after each exchange attempt”. The peptide
was modeled by the AMBER parm.96 forcefield (98), and solvated in TIP3P water [91]. The
previous study [25] considered the dynamics at 302 K, but resorted to a focused sampling strategy
where a number of trajectories were initiated from equilibrium distributions within constricted
selection cells [179] in order to obtain statistically reliable estimates of the transition matrix. Here,

as the focus was on locating these metastable states from equilibrium data, we found it necessary º
to use equilibrium data from a higher temperature — here, the 400 K replica — in order to obtain
sufficient numbers of trajectories covering the entirety of the landscape. A 2D potential of mean
force (PMF) at 400 K in the (q), ºp) backbone torsions was estimated from the parallel tempering
simulation using the weighted histogram analysis method [26, 103] by discretizing each degree of
freedom into 10° bins (Figure 5.2). Because the (p, wh) torsions are supposed to be the only slow
degrees of freedom in the system, we can visually identify basins in the potential of mean force
with metastable states in the PMF. The six such states identified from the 302 KPMF in the

previous study [25), identified as dark lines in Figure 5.2, can be seen to still adequately separate
the free energy basins observed at 400 K. We take this decomposition as our reference “gold
standard”, and compare state decompositions obtained from our automatic state decomposition
algorithm with this one.

"Note that, because these trajectories are constant energy, the system (which includes macromolecule and a large bath
of solvent) cannot exchange heat with its environment. A Markov model constructed from such a pool of trajectories
therefore models the case where the system does not exchange a significant amount of heat with its environment during
the course of transitions occurring on the Markov time.

*Note that only 10 ns/replica were used in Ref. [25] — the data presented here includes an additional 10 ns/replica of
production simulation. Additionally, configurations containing cis-w torsions discussed in the text were not observed in
the first 10 ns/replica cited in the previous study – these conformations only appeared in the latter 10 ns/replica.





First, the automatic state decomposition method described in Section 5.3 was applied to this
dataset in a fully automatic way to obtain six macrostates that could be compared with the “gold
standard”. Since there is only one Co. atom in the peptide, we opted to use the backbone RMSD
(including the amide proton and carbonyl oxygen) in the first stage, splitting to 100 microstates;
subsequent iterations used the distance metric and splitting procedure described in Section 5.3.3. A
single sampling interval — 0.1 ps — was used for the calculation of the metastability metric Q
used in lumping, as described in Section 5.3.2. Application of state decomposition to the entire
dataset revealed a state that heavily overlapped with several others when projected onto the (q), ºb)
map, along with an extremely long timescale associated with its transitions (data not shown).

Closer examination of the ensembles of configurations contained in this overlapping state revealed

that the overlapping regions differed by a peptide bond isomerization; a small population of the
trajectories contained an N-terminal w peptide bond in the cis state, rather than the typical trans
state. The number of trajectories that connected these states was extremely small. Examination of
the parallel tempering data revealed that the majority of these transitions had occurred at much
higher temperature, and that the cis-w configurations found at 400 K had reached this temperature
by annealing from higher temperature; in the majority of trajectories at 400 K that contained cis-w
configurations, the peptide remained in this state over the duration of the trajectory. This is a clear
demonstration of how the automatic algorithm can discover additional slow degrees of freedom
that the experimenters may not realize are important. For subsequent investigation, due to the
extremely small number of transitions, trajectories containing conformations that included cis-w
bonds (a total of 25 trajectories) were removed from the set of trajectories used for analysis,
leaving 975 trajectories.
The results of the automatic state decomposition algorithm applied to this reduced dataset can be
seen in Figure 5.3, in comparison with the “gold standard” manual state decomposition from
Ref. [25] and a “poor” manual decomposition that is expected to fail to reproduce kinetics well
because its states include internal kinetic barriers”. Independent applications of the automatic
method were observed to yield two distinct decompositions with metastabilities within statistical
uncertainty, both of which slightly exceeded the metastability of the manual decomposition (Figure
5.3, bottom two plots). In the automatic decomposition with slightly larger metastability, six states
in the same general locations as the manual “gold standard” decomposition are observed, though

*The poor partitioning was defined as follows: (1) © e (179, -135), i■ e (98,48); (2) ■ º e (–135, –60), be
(98,48); (3) be (179, -135), be (48,98); (4) d e (–135, -60], w e (48,98); (5) d e (–60, 179), i■ e (98, -45);
(6) d e (–60, 179], we (–45,98). Specified intervals denote intervals on the torus, which is continuous from -180 to
+180. All torsions are specified in degrees.
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the boundaries are somewhat perturbed. However, the timescales as a function of lag time are not Q

significantly different from those of the manual “gold standard” decomposition (Figure 5.3, right). º
In the other automatic decomposition with nearly equal metastability, states 3 and 4 of the manual

-

decomposition (numbering given in Figure 5.2) have been merged into a single state, and state 5 of

the manual decomposition has been fragmented into two states. Despite this, the timescales as a º
function of lag time again appear to be statistically indistinguishable from those of the “gold
standard”, suggesting that this model may have equal utility. This suggests that the
phenomenological rates may not be very sensitive to the exact choice of state boundaries after the ºl

Markov time, as recrossings will have been suppressed by this time. The fact that this lumping º
does not disrupt the behavior of the model substantially is not altogether surprising, because the º

barrier separating states 3 and 4 is rather small, and these states act like a single state even on º º
timescales of a few picoseconds or greater. In contrast, the “poor” decomposition has extremely "...i

short timescales which do not appear to level off over the course of 10 ps. 2.
To examine the ability of the algorithm to recover optimal partitionings, the automatic state l *

decomposition algorithm was applied to both the “gold standard” and “poor” manual
decompositions (Figure 5.4) to see whether these partitionings would be maintained over the

course of subsequent iterations. Ten iterations were conducted, with each macrostate split to ten
microstates in the first iteration, rather than the entire configuration space being split into 100
states. In both cases, the algorithm converged to nearly equivalent partitionings after ten iterations
(Figure 5.4), as verified by examination of the converged timescales (data not shown). This
suggests the method yields partitionings that are relatively stable and optimal.
From the “poor” manual decomposition, however, a number of conformations in manual states 5
and 6 are incorrectly grouped with state 2, though this did not significantly affect the timescales.
Further investigation showed that the algorithm never split these conformations from state 2, partly
due to their comprising only 1% of the population of the state. Splitting each macrostate into more
microstates should alleviate this problem.

5.4.2 The F, helical peptide.

To illustrate behavior of the automatic state decomposition method on a larger peptide system with
fast kinetics, we applied it to the 21-residue helix-forming F, peptide, which has been studied
extensively both experimentally [105,111, 112, 184,202) and computationally [71, 168, 169,207].
Since helix formation occurs on the nanosecond timescale, Sorin et al. were able to reach
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Table 5.1: Macrostates from a 20-state state decomposition of the Fs helical peptide. The
backbone is depicted in alpha carbon trace, and arginine sidechains are shown in blue (Arg10),
magenta (Arg15), and green (Arg20) for clarity.

State 1 2 3 4 5

* * * * *
members 358 712 98.222 46921 22.559 22 367

Tac (ns) 3.1 0.9 1.4 0.6 4.0
State 6 7 8 9 10

& sº * * *
members 15859 11 975 1 1 053 1 1 024

Tac (ns) 1.3 1.6 2.2 2.0
State 11 12 13 14 15

members 7 976 7 808 7 771 5978 5 626

Tac (ns) 2.2 1.2 1.6 11.3 2.3
State 16 17 18 19 20

* * * * *
members 1856 955 531 525 490

Tac (ns) 5.0 10.3 47.0 29.1 15.2

equilibrium from both helix and coil conformations and observe equilibrium conformational

dynamics using ensembles of molecular dynamics trajectories on the distributed computing
platform Folding@Home [169]. Two sets of 1000 trajectories at 302 K of varying length of the
capped Fs peptide (sequence Ace-A5[AAARA]3A-Nme), one set initiated from an ideal helix and
another from a random coil, were obtained from Sorin et al. [169]; details of the simulation

protocol are available therein. The first 40 ns of each trajectory, a conservative overestimate of the

time to reach equilibrium from either helix or coil, was discarded, and the two sets of trajectories
combined to yield a total of 1689 trajectories varying in length from 10 ns to 95 ns with a sampling
interval of 100 ps. In total, this equilibrium dataset contained nearly 65 pus of simulation data in
642 604 conformations. The peptide was modeled using the AMBER-994 forcefield (169, 198]

gº
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and solvated in TIP3P water [91]. Though the Berendsen weak-coupling scheme [10] was
employed for thermal and pressure control", we presume the trajectories still obey microscopic
reversibility when only the coordinates of the macromolecular solute are considered for the
purposes of computing transition probabilities.
We performed automatic state decomposition on this dataset to generate a set of 20 macrostates
through 10 iterations of splitting and lumping. In the first iteration, the sampled region of

conformation space was split into 400 microstates. In subsequent iterations, each macrostate was
split into 50 microstates (or, if the expected microstate size would fall below 500 configurations, a
number of microstates chosen to ensure the expected microstate size would remain above this
threshold).

Automatic state decomposition produced a structurally diverse set of States (Table 5.1), ranging in

size from over 350 000 members to 500 members, with the majority containing from 5000 to 20

000 members. The states include a large extended helix/coil state (state 1 of Table 5.1), consisting
of slightly over half the total conformations in the dataset; a pure helix state (state 15); a number of
helix/coil states which are bent in half to different degrees to form tertiary contacts (states 2–14);
and a number of smaller helical states which are bent into circles to form tertiary interactions
(states 16–20). A previous analysis of this data clustered conformations into states based on
dissimilarity in various order parameters: the number of helical residues, number of helical
segments (stretches of helical residues), length of the longest helical segment, and radius of

gyration [169]. We compared the macrostates generated by the automatic algorithm with these
clusters, and found that while some states are similar, namely the bi-nucleated helices of different

sizes, most were quite different. The most significant difference was the grouping of helix and coil
conformations into a single macrostate in the lumping phase of the automatic algorithm; the order
parameter-based clustering kept helix and coil states distinct [169]. When examining individual
trajectories, we noticed conformations would rapidly flicker between helices and coils between
consecutive frames of the trajectory, suggesting that their rapid interconversion justifies their
lumping into a single macrostate. Additionally, the clustering based on helical order parameters
was unable to distinguish certain structures that involved tertiary contacts, such as the bent and
circular helical states. Interestingly, a previous study employing the related AMBER parm■ )3
forcefield [45] identified similar configurations to those noted by the automatic state

"We note that thermal and pressure control, by design, modulate the velocities of molecules in the system, which may
have a nonphysical effect on dynamics. In this particular application, however, we are only comparing our analysis with
the original simulation data, rather than directly with experiment.
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decomposition, terming these states helix (corresponding to our state 1), helix-turn-helix, adjusted
helix-turn-helix, helix-wind-helix, globular helix (states 16–20), and helix tail (state 15) [207].

We then examined the implied timescales as a function of lag time (Figure 5.5). Lumping appeared
to preserve the longest timescales found in the microstate transition matrix (data not shown),
indicating that our lumping scheme had been successful in identifying a nondestructive lumping
into kinetically metastable states at each iteration. Over the course of 10 iterations, the

metastability (as optimized with a lag time of 100 ps) increased from 12.5 + 0.3 to 14.5 + 0.1,
suggesting that the iterative refinement was actually improving the quality of the state

decomposition. On the first iteration, the longest timescales increase nearly linearly with lag time,
while on the last iteration, some of the longest timescales become stable by a lag time of 4–5 ns,

suggesting Markovian behavior for some of the processes.

Using the interpretation of eigenvector components in terms of aggregate modes described in

Section 5.2.1, the longest timescale was found to correspond to movement between the extended
helix/coil state (state 1) and one of the twisted helix-turn-helix states (state 18) with only 500
members. We found, however, that state 18 appeared a small number of times in thirty trajectories,
and over 450 times in a single trajectory. Further examination revealed that conformations
belonging to this state were almost exclusively adjacent to conformations belonging to state 5, and
structural comparison of conformations of these two states showed they were strikingly similar.
This suggests that slight conformational differences between conformations in states 18 and 5
allowed the K-medoid clustering algorithm to partition between these states in a splitting step, and
since state 18 was mainly isolated in a single trajectory, its self-transition probability was

maximized by not lumping it with state 5, even though the two behaved in a similar kinetic fashion.
Indeed, when we manually lump states 18 and 5, the longest timescale, corresponding to transitions
involving state 18, disappears, but the remaining timescales are all preserved (data not shown).
A second potential cause of the increase with lag time observed in some of the other long
timescales may be due to the finite length of trajectories. If the state is long-lived, and occurs near
the trajectory beginning or end, then it can be seen that the estimated self-transition probability Ti
increases as a function of lag time. This effect is most pronounced when a state occurs in very few
trajectories, and appears to be mitigated when the state occurs in many trajectories at random times
within the trajectory.
In order to determine which states are poorly characterized, we estimated the number of
statistically independent visits to each macrostate. Since sequential samples from a single
trajectory are temporally correlated, we computed the integrated autocorrelation time [88, 178]

Q
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Tacº for each macrostate i. Ignoring statistical uncertainty, this correlation time is an upper bound
on the equilibration time within a state; long-lived states will necessarily have long autocorrelation
times, but trajectories trapped within them may contain many uncorrelated samples if the internal
equilibration time is short. In the absence of a convenient way to quantify the internal equilibration
time for each state", the autocorrelation time provides a better estimate of the appropriate
timescale than the time to reach global equilibrium tea. As the correlation functions became
statistically unreliable at times larger than 10 ns, a least squares linear fit to the log of the computed
correlation function over the first 10 ns was used to estimate the tail at times greater than 10 ns, and

this combined correlation function was integrated to obtain the autocorrelation time. The effective
number of independent samples for each state was then estimated by summing the number of
independent samples from each trajectory (which are assumed independent), where the effective
number of independent samples of state i from trajectory n is computed as
Nº º min{1, Nai/g}, where Nai is the number of configurations from trajectory n in state i,
and g; = 1 + 27ac i is the statistical inefficiency of state i.
Computed state autocorrelation times are given in Table 5.1. For many states, the correlation time

was 1 – 2 ns, giving thousands of independent samples; however, for five states, including the four
which were involved in the four longest timescales, the correlation times were between 10 and 50
ns, suggesting that the dataset contained less than 50 independent samples of these states.
Currently, in the automatic state decomposition algorithm, we try to reduce the statistical
uncertainty in the transition matrix by limiting the expected population of each state to be greater
than some minimum number of configurations. Since the conformations appearing within some

states may be highly correlated, the number of conformations within a state is not the best measure
of how statistically well-determined its transition elements are; instead, it may be advantageous to
place a lower limit on the effective number of independent visits to each state, which is far less
than the number of configurations it contains. Alternatively, it may be necessary to ensure better
characterization of these states by conducting additional simulations from them, provided the
equilibrium transition probabilities can still be computed.
We constructed a Markov model from the transition matrix estimated at a 5 ns lag time, where

Some (though apparently not all) of the timescales appear to have stabilized. Repeated application
of this transition matrix to an initial probability distribution can be compared to the transition
probabilities at longer lag times estimated directly from the data to assess how well the model

"There is some indication that consideration of restrictions of Markov chains to these macrostates may facilitate the
computation of the internal equilibration time [121].
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reproduces the observed kinetics. The time evolution of probability density out of three states (state
2, a populous state; state 13, a moderately populated state; and state 19, a sparsely populated state)
over the course of 50 ns is shown in Figure 5.6. The Markov model appears to do a very reasonable
job of predicting the time evolution of the system to within statistical uncertainty over many times
longer than the lag time it was constructed for. In fact, the time evolution was well-modeled for
evolution out of nearly all states, except for state 13, for which dynamics seemed to be particularly
poorly reproduced. This state has a particularly long correlation time, and many trajectories seem
to contain only a single configuration that is part of this state, suggesting its boundaries are simply
poorly resolved. Regardless, the time evolution is generally well-modeled for this system.

5.4.3 The trpzip2 (3-peptide.

As an illustration of the application of the state decomposition algorithm to a system with complex
kinetics implying the existence of multiple metastable states [204], we considered the engineered
12-residue 3-peptide trpzip2 [28]. A set of 323 10 ns constant-energy, constant-volume
simulations of the unblocked peptide” simulated using the AMBER parm.96 forcefield [98] in
TIP3P water [91] was obtained from Pitera et al. [147]; details of the simulation protocol are º sº
provided therein. The trajectories were initiated from an equilibrium sampling of configurations at J

---

425 K, a temperature high enough to observe repeated unfolding and refolding events at X A.

equilibrium. Configurations were sampled every 10 ps, giving a total of 3.23 pus of data in 323 000 } º
configurations.
The automatic state decomposition method was applied to obtain a set of 40 macrostates in 10

-

iterations of splitting and lumping. In the first iteration, the conformations were split into 400 º

microstates, and in subsequent iterations, as described in Section 5.3.3.

Figure 5.7 depicts some of the final set of 40 macrostates compared with a set of states produced N

by consideration of backbone hydrogen bonding patterns in a previous study by Pitera et al. [147]. *

(The complete set of macrostates is shown in a figure included as Supplementary Information.) As |

the trajectories considered here were resampled to 10 ps intervals (rather than 1 ps in Ref. [147]) º
we found less than five examples of the +2 and -2 hydrogen bonding states identified in Ref. [147], |
and therefore do not include them in the comparison. The automatic state decomposition method -
recovers states corresponding to the native, +1C, and +1N hydrogen bonding patterns, and often º
further separates conformations based on the packing of the tryptophan sidechains (Figure 5.7, A,

*Note that the peptide studied experimentally in Refs. [28] and [204] was synthesized with an amidated C-terminus, -whereas the termini of the simulated peptide in the dataset considered here were left zwitterionic. º

º
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C, D). However, the -1N hydrogen bonding pattern is not further resolved, and instead is grouped
into a state of mostly disordered hairpins; further examination is necessary to determine whether

the algorithm simply failed to resolve this state or if the state is simply not long-lived. In addition
to recovering most of the manually identified misregistered states, the algorithm was also able to
greatly resolve the state labeled as “unfolded” in Pitera et al. (in that it did not conform to any of
the enumerated hydrogen bonding patterns) into substates which exhibit considerable structure
(E—J). Some of these kinetically resolved states have distinct hydrogen bonding patterns, such as
where both strands are rotated (H), causing the tryptophan sidechains to appear on the opposite
face, or where the misregistration is greater than two residues (G, J). This demonstrates the utility
of the method in identifying additional kinetically relevant states that were not initially part of the
experimental hypothesis space.

Figure 5.8 depicts the implied timescales of the kinetic model as a function of lag time. The
longest timescale ranges between 25 and 35 ns and appears to stabilize over the range of lag times
considered, though the uncertainty is quite large. Eigenvector analysis (described in Sec. 5.2.1)

shows that this timescale corresponds to transitions between the unfolded and disordered hairpin
states (E) and the hairpin with both strands rotated (H). The states labeled H together totaled 935
conformations, but appeared in only 13 trajectories, with over 95% of the conformations appearing
in a single trajectory. Correlation time analysis (Sec. 5.4.2) suggests there are less than 10
independent samples for each of the three states, so proper resolution of this timescale would
require more data. The second longest timescale grows to about 15 ns and levels off by around 4
ns, and corresponds to transitions between the unfolded and disordered hairpin states (E) and the
native backbone states (A). The states involved in this transition are much better characterized,

with a total of over 25 000 conformations appearing in over half the trajectories. The next three
longest timescales were all between 3 and 4 ns and correspond to movement between the unfolded

state (E) and various sets of misregistered states, namely the newly identified misregistered states I
and J, and the +1C state (C). Unfortunately, these timescales are on the order of the Markov time
for the whole system, so it is difficult to characterize these transitions well.

5.5 Discussion

Markov models are expected to be effective and efficient ways to statistically summarize
information about the pathways (mechanism) and timescales for heterogeneous biomolecular
processes such as protein folding. The great challenge is in defining an appropriate state space,

ºº

º
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Here, we have presented a new algorithm for automatically generating a set of configurational
states that is appropriate for describing peptide conformational dynamics in terms of a Markov A.

model, though we expect it to be applicable to macromolecular dynamics in general. The º
algorithm uses molecular dynamics simulations as input, and generates the state definitions using

information about the temporal order of conformations seen in the trajectories. The importance of
-

ºhaving an automatic algorithm, i.e., one that requires little or no human intervention, is that
without it, human bias may inadvertently produce incorrect interpretations of the mechanism of
conformational change by imposing a particular view on the simulation data. Additionally, º,

molecular simulation datasets are becoming so large and complex that effectively summarizing the º

- - - - - - - - ºdata or extracting insight becomes increasingly impractical unless the experimenter analyzes the L

data with a specific hypothesis in mind. Construction of a Markov model, however, allows for a
“hypothesis-free” investigation of conformational dynamics, provided that the state space is
sufficiently well sampled.

º
Our algorithm is based on the availability of large numbers of molecular dynamics simulations of º

º

appropriate simulation length such as might be generated by a Supercomputer or a large (possibly
distributed) cluster. Current technology allows for the production of thousands of simulations that

-

sºcan be tens of nanoseconds in length, hundreds of trajectories of up to hundreds of nanoseconds in

length, or dozens that are on the order of a microsecond in length. Since our goal has been to

develop Markov models that accurately characterize the time evolution of ensembles of | º
macromolecules over experimental timescales (that can range from microseconds to milliseconds)
from short simulations of single molecules, our approach places strong emphasis on the longest

timescales observed in molecular simulations. For example, recognizing that ill-formed states º
often result in artificially shortened timescales, we sought to find states that maximize the
timescales implied by their corresponding transition matrix for a particular choice of lag time and
number of states. This resulted in the maximization of the metastability as a computationally º

convenient surrogate for minimizing the internal equilibration time Tint.
Nonetheless, for the three data sets to which we have applied the method, there have been a

number of important successes. For alanine dipeptide, the algorithm discovered a distinct manifold 1.

of states that consisted of conformations containing a cis-w peptide bond. This manifold was
-

discovered because it was kinetically distinct, rather than structurally distinct. Also, for alanine
dipeptide, the method produces states that are robust and structurally very similar to the best ones
produced manually, as well as kinetically indistinguishable to within statistical uncertainty
according to our validation metrics. The application of the method to the Fs peptide data set
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produced a set of states somewhat different from those identified previously from the clustering of
helical order parameters [169]. The states produced by the algorithm properly identified many very
long lived (metastable) conformations whose lifetimes and kinetics might determine behavior on
an experimental timescale. The Markov model produced from this state decomposition and a 5 ns
transition matrix was shown to reproduce the observed state populations over 50 ns to within
statistical uncertainty. Finally, for the application of the method to the trpzip2 peptide the states
constructed were consistent with ones previously identified [147]. This was very encouraging since
the previously constructed states used an intramolecular hydrogen bonding criterion and the
automatic algorithm utilized different observables and metrics, heavy atom RMSD and kinetics, to

resolve states. Moreover, the automatic algorithm more finely resolved what was considered to be
the “unfolded” ensemble into metastable states that were not identified by the decomposition based
on hydrogen bonding patterns.

Therefore, the algorithm is achieving many of its design objectives. It provides a method for
identifying and characterizing the slower degrees of freedom of a molecular system. It correctly
identifies metastable states, dividing structurally very similar conformations into multiple sets that

have short times for intraconversion but long times for interconversion. It combines together
conformations that rapidly interconvert even though they may be structurally diverse. This is a

prerequisite to capturing a concise description of the pathways for conformational changes. Once
meaningful states are identified, the transition matrix itself encapsulates the branching ratios for

various pathways and the timescales for overall relaxation to equilibrium from any arbitrary
starting ensemble.
Work is ongoing to establish standards for the amount and nature of simulation data (number and
length of simulations) needed to develop useful and sufficiently precise Markov models as well as
investigations of the effect of quality metrics other than the trace of the transition matrix on the
nature of the resulting states and time scales. Metrics for assessing the quality of the resulting
model also need to be examined to complement, or as alternatives to, seeking stability of the
implied time scales with respect to lag time. A strong candidate for this includes information
theoretic-based metrics cited earlier [145]. Finally, alternative approaches to performing this state
decomposition are a further matter of current study, such as the method of Noé and coworkers
appearing in this issue, motivated by much the same ideas of metastability but employing different
methods for the construction of a microstate space [135].
A general observation about the models produced using states defined by our method is that
Markovian behavior is not obtained until lag times that are less than an order of magnitude shorter
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than the longest timescales. Recall that the utility of a state space depends to a large extent on how

early Markovian behavior is observed compared to the processes of interest. There are multiple
-- - - - - - - -

y
possibilities for why this might be the case. For some molecular systems, there may be no
identifiable metastable states in the usual sense. The existence of experimentally observed

metastable states in protein systems (e.g. native, intermediate, unfolded) combined with the
-

*
observation of metastable states in even models of small solvated peptides [25] argues that this

may be unlikely. It could be that statistical uncertainty could be undermining both the metastability
quality metric and the tests for Markovian behavior. Alternatively, the way we establish boundaries
between states may not flexible enough to adequately divide true metastable regions. It may also
be that we simply need to allow more states to be produced, resulting in subdivision of states that
have internal barriers, to reduce the Markov times. Both of these possibilities could in principle be
easily addressed by allowing the creation of more states. However, the creation of more states,
especially ones with low populations, leads inevitably to situations where transition probabilities
become statistically unreliable given the current fixed quantity of equilibrium data.
Long time scales are ultimately the result of infrequent events, and for even large but finite
equilibrium datasets these will be small in number, with resulting small off-diagonal transition
probabilities that are statistically unreliable. This has placed us in the particularly difficult but

unavoidable situation of attempting to optimize a statistically uncertain objective function. One
Solution to this problem, of course, is to consider this algorithm as only the first step of an iterative

process where important states and transitions are identified, and then further simulations are
performed to improve the characterization of important regions of conformation space. This will
allow refinement of the state space and improved precision for important selected transition
probabilities. Information from the subsequent simulations could be combined with that from the
first set using the selection cell approach described previously [179]. Selection of states, or regions
of configuration space, from which further simulations should be initiated could be chosen based
on uncertainty considerations [166].

5.6 Supporting Information

A Fortran 90/95 implementation of the automatic state decomposition algorithm presented here is
available for download as part of the Supplementary Information for this article. The latest version
of the code, along with the alanine dipeptide dataset, can be obtained from http://www.
dillgroup. ucsf.edu/~jchodera/code/automatic-state-decomposition/.
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The trpzip2 dataset is available directly from WCS upon request (E-mail:
swope Galmaden. ibm.com). A gallery of the macrostates produced by the 40-state

decomposition of the trpzip2 peptide is also available as part of the Supplementary Information for
this article.
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Figure 5.1: Flowchart of the automatic state decomposition algorithm.
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Figure 5.2: Potential of mean force and manual state decomposition for alanine dipeptide.
Left: The terminally-blocked alanine peptide with Ö, Ü, and w backbone torsions labeled. Right:
The potential of mean force in the (p, wh) torsions at 400 K estimated from the parallel tempering
simulation, truncated at 10 kBT (white regions), with reference scale (far right) labeled in units of
kBT. Boundaries defining the six states manually identified in Ref. [25] from examining the 300 K
PMF are superimposed, and the states labeled.
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timescales

manual good (Q= 5:59:002)

manual poor (Q= 3.21+0.05)H 5

-----------

automatic (Q= 5.64 + 0.02)

s

lag time t (ps)

Figure 5.3: Comparison of manual and automatic state decompositions for alanine dipeptide.
The left panels depict state partitionings, and the right panels the associated timescales (in picosec
onds) as a function of lag time with uncertainties shown, as estimated from the procedure described
in Section 5.3.4. Top two panels: Manual “good” or “gold standard” state decomposition from
Ref. [25] and manual “poor” state decomposition, where the state boundaries are grossly distorted
So as to include internal kinetic barriers within the states. Bottom two panels: Two nearly-equivalent
partitionings obtained from the automatic state decomposition algorithm.
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Figure 5.4: Stability and recovery of optimal state decomposition for alanine dipeptide. Top:
Ten cycles of automatic state decomposition applied to a “good” manual partitioning (left) to yield
an automatic partitioning (right). Bottom: Ten cycles of automatic state decomposition applied to a
“poor” manual partitioning (left) to yield an automatic partitioning (right).
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Figure 5.5: Implied timescales of the F, peptide as a function of lag time for 20-state automatic
state decomposition. The five longest timescales are shown. Circles represent the maximum like
lihood estimate, and vertical bars depict 68% symmetric confidence intervals about the mean. Note
the timescales associated with two processes appear to cross, but are here colored and uncertain
ties are estimated with bootstrapping by ordering them by rank. This may cause the uncertainties
depicted here to be an underestimate of the true uncertainties of each process.

.





119

= = = = =. = = = º:

---… "

--.
----------------- -- - ----------------------------------

*Hºn.i 0 5
|
|

..o. r
". |H||
sºlilºli i = x :

0 10 20 30 40 50

time (ns)

Figure 5.6: Reproduction of observed state population evolution by Markov model for the Fs
peptide. The time evolution of the Markov model constructed from the 5 ns lag time transition
matrix is shown by the filled circles with flat error bars, which denote the 68% confidence interval
from realizations of a bootstrap sample of 40 transition matrices computed from a 5 ns lag time.
Vertical bars without flat ends denote the 68% asymmetric confidence interval for the probability of
finding the system in the 20 macrostates a given time after initial preparation in a specific state. The
system was originally prepared in state 2 (top, red), 13 (middle, yellow), or 19 (bottom, purple).
The most populous states are colored green (state 1), red (state 2), and blue (state 3).
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States from Pitera et al. automatic state decomposition
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tº º º * * *
T-—------—-- n* : " : ; ; ; ;

-----------> º
- -

----------—--—
- - - - -- o - -

- Q * * * *
1-----------—-— ** * * * * * * *

7 - *
*-i---------—-
* - - - - -

—-------------—------~*1c --- º
: : ; : º

----------> ■ º ºº

; , ,
-

i-º-º-º-º-º-º-º-º-* * * * * *

"unfolded"

Figure 5.7; Comparison of some trpzip2 macrostates found by automatic state decomposition
with misregistered hydrogen bonding states identified in a previous study. Left The five hy
drogen bonding patterns enumerated in Pitera et al. [147] that occurred in sufficient numbers in the
Subsampled trpzip2 dataset used here, with representative conformational ensembles. Right: A se
lection of macrostates discovered by automatic state decomposition that the contain the largest num
bers of hydrogen bonding pattern states. The backbone is depicted in alpha carbon trace, and tryp
tophan sidechains are shown in light blue (Trp2), orange (Trp-4), magenta (Trp9), and teal (Trp1 1).
A complete set of macrostates obtained from the 40-state decomposition of the trpzip2 dataset is
available as Supplementary Information.
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Figure 5.8: Implied timescales of trpzip2 as a function of lag time for 40-state automatic state
decomposition. The five longest timescales are show. Vertical bars depict 68% confidence intervals.
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Chapter 6

Conclusion

In this dissertation, we have considered the problem of how the dynamics of biological
macromolecules can be studied using discrete-state master equation or Markov models. The
construction of these models requires two elements: a way of decomposing configuration space
into states, and a method for computing transition rates or probabilities among these states.
Chapter 3 contained a proof of concept, demonstrating that a model constructed from short
trajectories for a model system, terminally-blocked alanine peptide in explicit solvent, was capable
of accurately describing the statistical dynamics over long times. In Chapter 4, we considered a
number of tests to establish the timescale at which the stochastic model would be an appropriate
description of dynamics, an important prerequisite for evaluating various state decompositions.
Finally, Chapter 5 presented a first attempt at an automatic algorithm for finding an optimal set of
States given the number of states desired. These last two chapters describe the minimal essential
ingredients for the construction of these models for problems of biological interest.
There are obviously many remaining challenges before the use of these models becomes
widespread, and before it is possible to tackle the most interesting questions in biology. Currently,
the quantity of data needed to construct these models requires the resources of massive computing
projects, such as Blue Gene or Folding@Home, though it is becoming apparent that equilibrium
datasets from these projects are also insufficient to construct well-determined Markov models.
Future work will concentrate on multistage sampling techniques. There, an initial set of
simulations is used to construct a crude state space, from which sets of trajectories are initiated. By
use of well-defined starting distributions that completely cover configuration space
(e.g. [101,179, 199]), equilibrium transition probabilities can be reliably computed even if global
equilibrium has never been achieved, as we saw in Chapter 4. Alternatively, automatic algorithms
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to construct Markov models may start a number of simulations from any known structural
information (e.g. crystal structures, NMR ensembles, or homology models) and iteratively
construct and update the model, continually discovering new metastable states and reapportioning

computational effort to always explore the most poorly characterized regions, perhaps using a
method like the one described by Singhal et al. [166]. Transition path sampling [16,37] could be
employed to more efficiently compute transition rates or probabilities between states if at least one
trajectory connecting the two has been found.

Further progress in the efficient construction of these models from biomolecular simulation data
will lend insight into the biophysical processes of protein folding and dynamics. More efficient
algorithms will not only allow more complex problems to be addressed, but also will allow these

models to be constructed with modest computer clusters instead of distributed computing projects.
There may come a time when the majority of molecular simulations are performed to construct

these models. After all, what good is a single trajectory when the entire statistical dynamics can be
characterized instead?

X
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