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ABSTRACT OF THE DISSERTATION

Joint Modeling of Mixed Longitudinal Responses in Educational Research

By

Wendy Nora Rummerfield

Doctor of Statistics in Statistics

University of California, Irvine, 2021

Professor Zhaoxia Yu, Chair

The availability of assessment measurements that can be used effectively in pedagogical

intervention studies is surprisingly limited. As a result, typical educational studies often

report anecdotal evidence about the effectiveness of a new teaching method. It is difficult

to perform a randomized experiment as students self-select into courses and breakout dis-

cussions based on their schedules. In the few studies that attempt to perform some kind

of experiment, the efficacy is assessed by a single exam or possibly a pre- and post-test.

However, consider the wealth of information collected during a typical course: homework,

exams, clicker questions, as so on. The difficulty in analyzing data of this form is the lack

of a natural joint distribution. While there may be some merit in looking into each outcome

type separately, using all of the available data can answer new questions about how students

learn throughout a course.

This dissertation focuses on two areas of (statistics) education: discovering new pedagogical

methods for teaching statistics at the introductory college level and creating novel methods to

analyze such data. We motivate the need for our novel statistical methodology by discussing

a pseudo-experiment performed in an introductory statistics course on using different sim-

ulation methods to teach sampling distributions. Due to the form of the available data, we

were limited to three exams as our response, which changed our scientific question of interest.

xiii



This prompted the development of two overarching methods for analyzing mixed response

type longitudinal data. We also considered a second educational study, which provides more

data on students through the learning management system (LMS), which is becoming more

popular in education research. First, we examine a frequentist approach. We transform

non-linear responses via the penalized quasi-likelihood technique and use Newton-Raphson

and the expectation-maximization algorithm to estimate the fixed and random effects, re-

spectively. We also considered a second method in which we instead treat all responses as

discrete and model the proportion correct. Under the Bayesian school of thought, we con-

sider a similar multilevel structure as done in the frequentist setting and test two different

assumptions on the response. In the first, we suppose the responses are univariate, and in

the second, we presume the responses are, in fact, multivariate, and we have only observed

one outcome type at each response. Following multiple simulation studies and testing these

modeling approaches on the applied dataset, we directly compare all of the methods de-

scribed in this dissertation. Following this, we lay out our recommendations for modeling

longitudinal data with mixed-type responses.
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Chapter 1

Introduction

There are many challenges to conducting educational research at the post-secondary level.

First, educational researchers must consider the ethics of the research itself and decide

whether to undertake the research at all. For instance, is it morally correct to randomly

assign students to specific treatments, which might affect their learning experience or grade

in the course? Other issues around confidentiality, over-generalization, and bias in qualita-

tive reporting are all important issues that must be included in the development of a study

(Head, 2020). Logistically, researchers face another obstacle: a gold-standard randomized

experiment is all but impossible to perform in a typical classroom as students self-select into

classes based on their own schedules. Depending on the nature of the pedagogical tool or

method under investigation, randomly assigning individual students to receive one treatment

or another may not be an option. As mentioned above, it can be hard to gauge generaliz-

ability to other classrooms due to class size, the instructor’s experience, and of course, the

specific students enrolled in the class. Finally, as in all other types of research, probably

the greatest difficulty in education research is confounding. Instructors only have a few

hours a week in which they have any control over the environment surrounding students.

How students study, what resources are available to them, and what experiences students
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have already had with the subject are examples of just some factors that may obscure the

relationship between specific variables.

This being said, the work of educational researchers is not without benefit. Using evidence-

based pedagogical methods, especially from the instructor’s specific field, yields more op-

portunities for effective teaching and, most importantly, learning. Specifically in the field

of statistics, for example, students often share a set of common misconceptions around the

topic of sampling distributions. To remediate this, statistics education researchers have

conducted multiple studies that have proven the effectiveness of incorporating computer

simulation methods in helping students understand this topic (Chance et al., 2007; Lane,

2015; Schwarz and Sutherland, 1997; Mills, 2002; Wood, 2005; Pfaff and Weinberg, 2009;

Beckman et al., 2017).

Even more, there is a myriad of novel areas to explore. Most notably are the untouched areas

of research brought about due to technological innovation. Advancements in technology have

changed not only how we teach but also what is being taught. Consider, once again, statistics

at the introductory level. With the evolution of statistical computing software came more

user-friendly programs and the availability of real datasets. Thus, introductory courses have

been focusing more on data analysis and statistical literacy rather than rote calculations.

It is imperative that instructors stay up-to-date with the latest developments so that their

students can be prepared and competitive in the job market; therefore, instructors must

adapt and learn how to most effectively teach potentially new subject matter.

Technology has also helped create new pedagogical methods for use in the classroom as

well. Consider, in just the past year of 2020, how the Covid-19 pandemic forced classes

to join the virtual world. The sudden switch to remote teaching created a need for novel

tools to bring the in-person classroom environment to the online format. Here, the proverb,

“necessity is the mother of invention,” rings true. This pandemic has birthed a slew of new

areas of research in distance learning, from pre-recorded lecture videos to online assessments,
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which have been invaluable as students and faculty alike worked from home. The above has

succinctly described some of the benefits and challenges of educational research, as well as

new areas for investigation. Next, we describe a growing problem with the use, or lack

thereof, of educational data, which leads to the ultimate aim of the work in this dissertation.

There is a lot of educational data that goes to waste. At the classroom level, instructors

collect dozens of assessment measurements such as homework assignments, quizzes, and

exam grades. At the broader institutional scale, universities and colleges have a wealth of

data on students, ranging from information obtained via the learning management system

(LMS) to dropout rates and at-risk students. Nevertheless, all of this often sits in a database

collecting virtual dust.

Thus, it is somewhat ironic that despite the vast amount of information collected on stu-

dents, the availability of assessment measurements that can be used effectively in education

research, specifically intervention studies, is surprisingly small. For example, if testing the

effect of some new pedagogical method on students’ learning of a specific topic, it could

be useful to have at minimum students complete a pre- and post-test on that particular

material with multiple questions. This way, there is a baseline that can be used to contrast

student performance and various problems to gauge different aspects of their understanding.

In reality, there may be many scattered homework or exam questions covering that topic,

but it is unlikely that an entire assignment can be devoted to just one topic, depending on

how specific.

This exact situation occurred in the statistics education study presented in Chapter 2, which

prompted the goal of this research. Questions in exams and homework assignments may pose

binary or multiple-choice questions and quantitative free-response problems. Alas, if these

are the types of assessments that are needed in analysis, defining a joint distribution is very

complex. If modeled separately, one may use well-known methods such as (generalized) linear

mixed models, generalized estimating equations, or Bayesian hierarchical models. However,
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these models ignore the innate correlation among different response types collected on the

same individuals. Doing so could result in an increased error and inaccurate estimates.

In this dissertation, we focus on the statistical methods used to analyze longitudinal peda-

gogical intervention and observational studies at the collegiate level. We begin by showcasing

the motivation for this work in detail. Chapter 2 describes a statistics education pseudo-

intervention study created to empirically address a gap in previous literature on using simu-

lation methods to teach sampling distributions to introductory college students. Specifically,

we tested whether the use of a hands-on simulation activity preceding computer simulations

increased students’ understanding of sampling distributions throughout the course. In this

chapter, we explain the study design, implementation, and results, as well as the limitations

of the study. The main issue is that we were unable to use sampling distribution-specific

questions as the dependent variable and instead made the two midterm and final exam scores

the response. This problem birthed the idea of the remainder of this dissertation. However,

as the data from this experiment was limited to only three time points, we found another

education study in a biology classroom with a rich set of responses. This biological education

data will be used as the application to this work and is described at the end of Chapter 2.

In Chapter 3, we lay out some of the more common methodological tools used to analyze

both discrete and continuous longitudinal data as the biology study (and many other courses)

include both binary and quantitative outcomes. We then describe a study that aims to simul-

taneously model four different types of responses, all collected at the same set of occasions

(Li et al., 2017). While the modeling strategy proposed in that paper is designed for mixed

multivariate longitudinal outcomes, the method does not apply to the type of data we aim

to analyze— mixed-type univariate trajectories.

Therefore, in the following two chapters, we put forward three novel strategies to model data

like that in the biology education study. We describe a frequentist method in Chapter 4 that

employs the idea of a working response, generated via the penalized quasi-likelihood (PQL)
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technique, to create pseudo-continuous responses. We then report the results of a simulation

study in Section 4.4 that directly compares our new Joint PQL method against the näıve

approach of modeling each response type independently. The robustness of all methods is

put to the test by simulating datasets with various levels of variability within and between

the random effects, as well as different types of model misspecification. Following this,

the Joint PQL method is used on the applied dataset to test the viability of the strong

assumptions required in our model. We explain the strengths and limitations of our method

in Section 4.5 and present another frequentist approach in Section 4.6, which addresses some

of the limitations from the previous method. We instead assume the data were collected

via binomial sampling and model the percentage on both the quizzes and exams. This also

incorporates a short simulation study and an overall assessment of the pros and cons.

Subsequently, we tackle this problem from a new perspective under the Bayesian paradigm

in Chapter 5. We consider a Bayesian analogy of the Joint PQL method, which allows us to

incorporate prior information into the model. Extending this idea even further, instead, sup-

pose the responses come from a multivariate distribution, rather than the univariate model

assumed thus far. Doing so induces substantial missingness in the responses, but this can be

incorporated into the posterior inference by predicting new values for the missing responses

conditional on the observed responses. Once again, in Section 5.4 simulation studies are

conducted to understand the performance of each method under the two assumptions on

the response. This is followed by a look at the model results in the applied dataset and a

summary of each method.

In the penultimate chapter, we compare all of the methods described in the preceding two

chapters. Chapter 6 looks into the benefits and challenges to each approach side-by-side. In

Chapter 7, we provide recommendations for which methods may be more appropriate for

longitudinal education research.
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Chapter 2

Motivating Studies

Often in educational studies, researchers are interested in empirically measuring the effects

of new pedagogical methods on students’ understanding of the material. In a traditional

classroom at a post-secondary institution, students self-select into a course based on their

schedules making random assignment virtually impossible. When empirical studies are per-

formed, most researchers use simplistic tests or report comparative summary statistics to

substantiate their claims. Typically, response variables include grades on specific problems

or final course grades. However, we believe it can be extremely valuable to analyze the

effectiveness of a treatment on student learning throughout the course to gain insight into

the immediate and long-term consequences. A difficulty in education research is that assess-

ment measurements - homework, quizzes, exams, etc. - are typically observed and analyzed

separately at individual time points.

This chapter is split into two parts, both of which showcase educational examples of this prob-

lem: Sections 2.1 - 2.4 detail the motivating application of this dissertation.1 In an empirical

1This chapter is adapted from the paper Simulation Methods for Teaching Sampling Distributions: Should
Hands-on Activities Precede the Computer?, written by S. Hancock and W. Rummerfield. The paper was
previously published in the newly renamed Journal of Statistics and Data Science Education (©2020 Taylor
& Francis).
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intervention study performed in an introductory statistics course at a large public university,

we investigated the effect of two active learning strategies on students’ understanding of sam-

pling distributions throughout the quarter. We compared hands-on simulation followed by

a computer simulation to computer simulation only. Three exams — two midterms and one

final, which included many questions other than sampling distributions — were used as the

response variables since the questions specific to sampling distributions varied in type (dis-

crete and continuous) across time. To truly answer the question of interest, we would need

to analyze the assessment measurements solely related to sampling distributions; however,

there is not a model in the literature that can accommodate data with this structure.

In this application, there were only two time points with sampling distribution specific

questions: the second midterm with one multiple choice question and the final exam with

two multiple choice and one free response question. We will test our model using a second

educational study in a biological sciences classroom, which contains many more assessment

measurements over time. From Section 2.5 to the end of this chapter, we describe the nature

of this second study: a look into how two types of self-reported study strategies, cramming or

spacing, affected the use of the online Learning Management System and final course grades.

There were three assessments used in the calculation of final grades, including credit/no-

credit pre-lecture quizzes, homework, and exams. We will extend the goal of this study in

Chapter 4 and Chapter 5, by investigating the effect of each strategy on performance across

the course using binary pre-lecture quizzes, three midterms, and one final.

2.1 Introduction to a Statistics Education Study

In today’s world of misinformation and fake news, it has become more critical than ever

for our citizens to have the tools to interpret the information in front of them. During the

COVID-19 pandemic, we have seen a lot of false information spreading across the internet,
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from fake cures for the coronavirus to inaccurate reporting of election results. Heightening

statistical literacy, the ability to utilize and reason with data and statistics, is essential to

critically assess data-based claims and make informed decisions. Statistical inference is the

process by which we draw conclusions about a population based upon evidence obtained from

a sample of that population. The sampling distribution of a statistic—how that statistic is

expected to vary if we collect many samples from a population—is fundamental to this

understanding of statistical inference.

Understanding sampling distributions requires students to integrate knowledge about sample

statistics, variability, and probability distributions in order to perform statistical inference

about some unknown—possibly abstract—population (Dyck and Gee, 1998; Chance et al.,

2004; Sotos et al., 2007; Saldanha and Thompson, 2007). While many students are able

to implement statistical inference procedures (such as computing confidence intervals and

p-values), most do not fully grasp the underlying motivating concept of a sampling distri-

bution (Zerbolio Jr., 1989; Gourgey, 2000; Chance et al., 2004; Sotos et al., 2007; Pfaff and

Weinberg, 2009). Many studies have documented the myriad of common student misunder-

standings that arise around this difficult concept (e.g., (Chance et al., 2004; Garfield and

Ben-Zvi, 2007)). There is still no consensus, however, on how best to correct these mis-

conceptions. With many students only taking a single statistics course in college (Beckman

et al., 2017), it is important to determine the most effective methods to clearly elucidate

sampling distributions in an introductory course.

In this empirical study, we compare two active learning discussion activity sequences for

teaching sampling distributions, implemented in a post-secondary introductory statistics

course. In one sequence, students first explore the concept of a sampling distribution through

hands-on (tactile) simulation methods, and then transition to computer simulation methods

(CSMs). The other sequence includes the same time-on-task, but students explore sampling

distributions using CSMs alone. We then examine the difference in standardized exam score
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trajectories between these two groups. Even though the exams also covered other concepts,

we find a small, yet statistically significant, positive effect of the use of hands-on simulations

prior to CSMs on the change in standardized exam scores from the first midterm exam to

the final exam.

In Section 2.1.1, we review the literature on using CSMs in the classroom to teach sampling

distributions, including the suggested use of hands-on methods. We also discuss the impli-

cations from past research and how our work addresses lingering questions. In Section 2.2,

we detail the study design and delve into the statistical methods employed in our analysis,

with results discussed in Section 2.3. Finally, in Section 2.4, we summarize the overall im-

pact of our results on statistics education research and teaching. Further, we discuss study

limitations and directions for future applied and methodological research.

2.1.1 Review of the Literature on Teaching Sampling Distribu-

tions

Before discussing various recommended pedagogical methods for teaching sampling distri-

butions, we will first explore the common misconceptions students have about this topic.

On a broader scale, many learners find it difficult to differentiate between sample statis-

tics and population parameters. This is especially apparent when students put statistics

in the hypotheses or interpret confidence intervals with respect to the sample rather than

the population parameter. Another concept that provides students with difficulty is simply

the general idea of a sampling distribution. Learners often equate sample or population

distributions with a sampling distribution. The idea of a theoretical distribution made up

of many samples of the same size is a difficult concept for students to grasp.

One of the more challenging aspects of sampling distributions, albeit statistics in general, for

introductory students to understand is the concept of variability. In statistics, we need to be
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mindful of many different aspects of variability. For example, many students are convinced

that larger sample or population sizes mean increased variability, which leads them to believe

that larger samples increase the width of a sampling distribution. Consequently, they might

think that the width of a confidence interval increases with n. Learners also often struggle

to understand the differences between population variance, sample variance, and standard

error. They believe that as the sample size increases, the standard deviation of a statistic

is approximating the standard deviation of the population. All of these misconceptions

ultimately lead to a lack of understanding about inference, which results in a less-informed

group of citizens beyond the classroom.

Simulation methods have often been suggested to aid in the teaching and learning of sam-

pling distributions. A large reason for simulating sampling distributions is to alleviate the

mental burden on (typically first-year undergraduates) students when trying to visualize

taking theoretical samples from a population and obtaining and plotting a statistic from

each sample. Simulation, whether virtually or physically, allows students to be a part of the

process of creating a sampling distribution.

It has been said that “[t]echnology has had, and will probably continue to have, the greatest

impact on the teaching of statistics.” (Ben-Zvi et al., 2018). The emergence of simulation

software packages in particular has been incredibly valuable for teaching difficult and ab-

stract statistical concepts. Computer simulation methods (CSMs), specifically, are a popular

method for teaching sampling distributions. With advancements in technology over the last

few decades, more and more (freely available) resources such as computer software and online

applets are used in statistics classrooms. For example, students can create simulations using

online applets like the free Rossman-Chance applet collection (Rossman and Chance, nd)

or even on their graphing calculator. These tools enable students to simulate thousands of

samples of different sizes derived from various populations in seconds and use these samples

to construct empirical sampling distributions. Though many researchers have recommended
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using CSMs to teach concepts related to sampling distributions (e.g., Chance et al., 2007;

Lane, 2015), the question of their effectiveness is far from settled.

Those in favor of incorporating computer simulations into their curriculum often comment

on the speed and efficiency of CSMs. With easily available online applets and tools, sim-

ulations can be produced quickly without the need for high-level programming experience.

More specifically, Schwarz and Sutherland (1997) note the ease with which students can com-

pare computer simulated sampling distributions from different populations using summary

statistics and data visualization. This, in particular, is very useful for the understanding of

sampling variability.

Moreover, many researchers argue that CSMs help students develop a more intuitive un-

derstanding of sampling distributions (Mills, 2002; Wood, 2005; Pfaff and Weinberg, 2009;

Beckman et al., 2017). For example, instructors can explain the idea of a confidence in-

terval by simulating multiple samples, calculating the intervals, and inspecting the number

that contain the true parameter. Indeed, the “Guidelines for Assessment and Instruction in

Statistics Education College Report” (GAISE) recommend “greater use of computer-based

simulations and the use of resampling methods to teach concepts of inference” (GAISE

College Report ASA Revision Committee, 2016, p. 5).

On the other hand, many researchers question the effectiveness of CSMs on student learning

of sampling distributions, especially due to a lack of experiential evidence (Mills, 2002;

Chance et al., 2004; Sotos et al., 2007). In a review of the literature, Mills (2002) notes that

in the few studies that have gathered empirical data, the results are quite mixed. Though

some of these studies find that the use of CSMs facilitates student learning, many argue that

CSMs may only benefit students slightly (delMas et al., 1999; Chance et al., 2000; Meletiou-

Mavrotheris, 2003; Chance et al., 2004; Lane, 2015) or worse, may even further cement their

misunderstandings (Watkins et al., 2014). For example, Watkins et al. (2014) note that

creating multitudes of samples via computer simulations can convince students that valid
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inference can only be made if many samples are drawn.

Additionally, it can be difficult to isolate the effect of CSMs on student learning of sampling

distributions from that of increased practice or active learning in general (Weir et al., 1991).

For instance, Chance et al. (2004) found that CSMs alone are not enough to help students

undergo conceptual change. Instead, their research suggests that CSMs can be made more

effective if the instructor asks students to predict the shape, center, and spread of a particular

sampling distribution prior to performing the simulation, and then asks students to reflect on

what they observed afterwards. Using this strategy, students get immediate feedback on their

predictions. Those whose predictions did not align with the simulated results experience what

is known as cognitive dissonance (Chance and Rossman, 2006), a phenomenon that describes

the discomfort of experiencing contradictory cognition. Here, students’ original beliefs are

challenged in a very short time frame, prompting them to attain cognitive consonance by

aligning their beliefs with the evidence in front of them (Chance et al., 2000).

To improve the effectiveness of CSMs, much of the literature recommends preceding CSMs

with hands-on simulations (delMas et al., 1999; Gourgey, 2000; Chance et al., 2004; Wat-

son and Chance, 2012). Early studies have shown that interactive hands-on activities help

students differentiate between sampling distributions and population distributions (Zerbo-

lio Jr., 1989; Hodgson, 1996; Dyck and Gee, 1998). It is proposed that allowing students

to physically interact with the population and collect samples helps “remove the aura of

‘black magic’ from the simulation results” (Schwarz and Sutherland, 1997, paragraph 21).

Additionally, performing these simulations by hand forces students to participate in the ac-

tive learning process, and many studies have commented that students tend to enjoy these

activities (Zerbolio Jr., 1989; Gourgey, 2000; Pfaff and Weinberg, 2009).

Despite these recommendations, unless hands-on simulation activities noticeably improve

student learning beyond CSM activities alone, instructors may find it beneficial to spend

class time in other ways. To the best of our knowledge, none of the existing research directly
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compares the use of hands-on simulations in combination with CSMs to the use of CSMs

alone. The current study fills this gap in the literature with a well-designed study that

compares these two approaches.

2.2 Methods in the Statistics Education Study

2.2.1 Study Design

The goal of this study was to assess the effect of including hands-on simulation prior to

computer simulation on students’ understanding of sampling distributions compared to com-

puter simulation alone. We conducted an intervention study on two large lecture sections

(220 students each, taught by the same instructor) of an introductory statistics course at

a large research university during the 10-week Fall 2015 quarter. Each lecture section met

three times a week for 50 minutes and was split into four discussion sections (55 students

each) which met every Friday for 50 minutes. Discussion sections were led by a graduate

student teaching assistant (TA); each TA was responsible for two discussion sections.

The course followed a fairly traditional curriculum (textbook Mind on Statistics, 5th ed.

by Utts and Heckard, 2015), but students were introduced to inference and the concept of

variability of a statistic (in the textbook/lecture and discussion activities) as early as week

3 through confidence intervals for a single proportion and chi-squared tests for 2×2 tables.

Sampling distributions were not explicitly covered in the textbook/lecture, however, until

week 7.
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Description of Treatments

Five of the ten discussion meetings in the quarter were designated as activities. (The re-

maining five were for review and questions/answer.) Students were required to attend four

of these five activity meetings to earn full credit for the discussion portion of their course

grade. Three of these activity meetings (the 2nd, 4th, and 5th) covered sampling distri-

butions. Each discussion section was assigned to one of two treatment sequences carried

out in these three activity meetings, all targeting sampling distributions: a sequence that

used CSMs preceded by hands-on simulations, or a sequence using CSMs alone. For sim-

plicity, we will refer to the computer simulation preceded by hands-on simulation treatment

group as the “Hands-on” group, and the CSM-only treatment group as the “CSM” group.

Sampling distributions were explicitly covered in lecture during weeks 7–8, and the three

discussion activities occurred on weeks 4, 7, and 8 of the 10-week quarter. Placing the first

activity at week 4, several weeks prior to the formal introduction to sampling distributions,

was consistent with the order of the curriculum in Mind on Statistics. Inference requires

an understanding of the behavior of a statistic over repeated sampling, so this concept is

introduced informally early in the quarter or semester. A timeline of the quarter is displayed

in Figure 2.1.

Weeks 1-3 Week 4

Midterm 
Exam 1

Activity 1

Weeks 5-6 Week 7 Week 8 Weeks 9-10

Final 
Exam

Midterm 
Exam 2

Activity 2 Activity 3

Sampling
Distribution Unit

Introduction 
to Inference

Figure 2.1: Timeline of discussion activity sequence over the 10-week quarter.
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Each type of activity sequence (CSM or Hands-on) included the same time-on-task and

focused on the same defined set of learning objectives. As suggested in the literature (delMas

et al., 1999; Chance et al., 2004), both the CSM and Hands-on activities included the same

preliminary questions asking students to predict the outcomes of the simulation; for example,

predict the shape, center, and spread of a sampling distribution with different sample sizes.

For all three activities in both treatment groups, we used the free Rossman-Chance online

applets for the CSM portion of the activity (Rossman and Chance, nd). In the CSM group,

the majority of time (approximately 35 of 50 minutes) was spent on the applets; whereas in

the Hands-on group, that same time was split between a hands-on simulation followed by

the use of the applets. Students in both treatment groups received the same instruction on

how to use the online applets through in-class worksheets and instructor guidance. After

the activity, students in both treatment groups filled out the same set of online follow-up

questions in which they reflected on the results of the simulations.

Table 2.1 provides a summary description of each activity in the treatment sequence. Ac-

tivity 2 simulates a sampling distribution of a sample proportion from a probability model.

Activities 1 and 3 perform informal randomization tests—repeatedly randomly re-assigning

subjects to groups under the assumption of no effect, then examining the behavior of statistics

across those re-assignments. Though the simulated distribution of statistics in a random-

ization test is not, by definition, a sampling distribution, it conveys the same principle of

“sampling” variability of a statistic. For these two randomization test activities, the datasets

were already built into the Rossman & Chance applets. Both sequences of discussion activity

in-class worksheets (CSM and Hands-on) are available in the supplementary material which

can be found at https://doi.org/10.1080/10691898.2020.1720551.
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Table 2.1: Descriptions of treatment sequence discussion activities.

Activity 1 Activity 2 Activity 3
Context Does swimming with

dolphins improve
depression?

How does the
proportion of orange
M&M®candies vary
across samples?

Does sleep deprivation
have lingering effects
on visual learning?

Variables Whether subject
swam with dolphins;
Whether depression
symptoms improved

Whether a candy is
orange

Whether subject was
deprived of sleep;
Improvement score on
visual discrimination
task

Simulated
statistic

Difference in
proportions

One proportion Difference in means

Rossman &
Chance applet

Randomization test
for categorical
response: Dolphin
Study

Reeses Pieces Randomization test
for quantitative
response: two means

Hands-on
objects

Playing cards with
red cards representing
“improvers” and black
cards representing
“non-improvers”

M&M’s® Raffle tickets with
observed improvement
scores written on
backs

Assignment of Treatments

Assignment of treatments to discussion sections, shown in Figure 2.2, was designed in such a

way as to control for any instructor (TA) effect and to minimize confounding due to time of

day or order of treatments. Each TA was assigned both treatments—two TAs were randomly

selected to use the CSM activity in their earliest discussion (TAs 1 and 3), and the other two

used the Hands-on activity in their earliest discussion (TAs 2 and 4). Though the time of day

for the eight discussion sections varied, each TA taught their two discussion sections back-

to-back. All TAs were given the same set of instructions for each activity and the students

were blind to the study. Although the study design was not a randomized experiment since

students self-selected into each discussion section, the treatments were randomly assigned to

discussion sections as described above.
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It should be noted that the assignment of treatments was performed at the section level, not

at the student level. However, as with many educational studies, we use the student as our

unit of analysis. This limitation should be taken into account when considering the results

of this study.

Friday Disc Time 11am 12pm 1pm 2pm 3pm 4pm 
Lecture A 
MWF 10am 

Disc 1.A 
n = 25 
TA 1 
CSM 

Disc 2.A 
n = 26 
TA 1 

Hands-on 

 Disc 3.A 
n = 28 
TA 2 

Hands-on 

Disc 4.A 
n = 22 
TA 2 
CSM 

 

Lecture B 
MWF 12pm 

  Disc 1.B 
n = 25 
TA 3 
CSM 

Disc 2.B 
n = 21 
TA 3 

Hands-on 

Disc 3.B 
n = 18 
TA 4 

Hands-on 

Disc 4.B 
n = 18 
TA 4 
CSM 

 
  Figure 2.2: Course schedule, treatment assignments, and sample sizes used in the analysis.

Participation

Approximately 89% of the students participated in the first activity, 80% in the second, and

72% in the final activity. For the analysis, of the initial 436 students enrolled in the course,

we removed two students from the dataset as they were simply auditing the course. We also

did not include students who did not take the Final Exam (16 total), students who were

taking the course for Pass/No Pass (1 total), as well as students who did not attend the

same discussion section for all three activities (30 total). Finally, we removed students who

did not participate in all three discussion activities, as these students did not complete the

full treatment (203 total). Figure 2.2 includes the final sample sizes used in the analysis for

each discussion section.

Table 2.2 summarizes the distribution of the number of discussion activities attended for

those students who went to the same discussion section throughout the sequence. Unfortu-

nately, many students did not complete the entirety of the treatment sequence. This was

due to how discussion attendance grades were assigned in the course—students were only
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required to attend four out of five active-learning discussions for full credit (three of which

were the treatment sequence). The third and final discussion in the treatment sequence was

also the fifth and final active-learning discussion of the quarter. By then, many students had

already fulfilled their four-discussion attendance requirement and therefore decided to skip

the last activity (108 students). However, as our research question was focused on students

who participated in the complete sequence of simulation activities, only those students who

attended all three discussions were included in our analysis. This resulted in a substantial

reduction of our sample size.

Table 2.2: Student participation in discussion sequence.

Num. of Discussions Attended 0 1 2 3 Total
Student Count 9 23 171 183 386

Assessment

Students were assessed on two in-class midterm exams and one comprehensive final exam, the

discussion activity in-class worksheets, and online written reflections after each activity. Both

the in-class worksheets and online written reflections were graded based only on completion.

Though each exam covered additional topics beyond sampling distributions specifically, the

concept of sampling distributions underlies many of the principles in the introductory course.

Thus, we viewed exam scores as an “overall” measurement of student understanding of

statistical concepts. In this study, we use student exam scores, standardized such that each

exam has mean zero and standard deviation one, as our primary outcome. This choice of

outcome variable was partially due to the limited number of sampling distribution-specific

exam questions (one multiple choice item on Midterm Exam 2, and two multiple choice and

one free response item on the Final Exam). We will present a mixed-methods analysis of

the activity in-class worksheets and online reflections in future work.

All students took the same set of exams. Since the treatment was not implemented until after
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the first exam, Midterm Exam 1 served as a baseline (see Figure 2.1). Thus, the statistical

methods described in Section 2.2.2 model the difference in standardized exam score from

Midterm Exam 1 and Midterm Exam 2 to the Final Exam, respectively, rather than the

standardized exam scores themselves. Prior to analysis, we hypothesized that students who

participated in the hands-on activities prior to CSMs would show more improvement from

Midterm Exam 1 to the Final Exam than students who participated in the CSM activities

only, controlling for potential precision and confounding variables.

2.2.2 Statistical Methods

Since repeated measures were taken on each student, there was inherent positive correlation

across each individual student’s exam scores. The focus of this study was to compare the

mean exam trajectories for both treatment groups and not to inspect individual deviations

from the pattern. Therefore, we utilized the generalized estimating equation (GEE) frame-

work to model the association between treatment group (Hands-on or CSM) and change

in exam scores, while controlling for other covariates and accounting for correlation within

individuals.

GEE models are considered semi-parametric in that only the mean, variance, and correlation

models are specified—a complete probability distribution assumption for the response is not

required. We can obtain a consistent estimate for the covariance structure, Cov[Yij, Yij′ ] =

Σ, j 6= j′, via the iteratively reweighted least squares estimator. We used Wald tests with

robust standard errors for inference on model coefficients.

In this context, it was reasonable to assume that, for a given student, the correlation between

any two exam scores was constant, equivalent to a repeated measures ANOVA model; that

is, we assumed a compound symmetric (or exchangeable) correlation structure for each

student. Examination of the empirical correlation matrix from the observed data supported
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this conjecture.

The difference in standardized exam scores from Midterm Exam 1 to the Final Exam, and the

difference from Midterm Exam 2 to the Final Exam (Final−Midterm 1, Final−Midterm 2)

served as the response variables. In addition to the primary variables of interest—treatment

group and a midterm exam indicator variable—we included several other covariates: TA (1,

2, 3, or 4), major (STEM or non-STEM), and sex (here, sex was recorded as a binary variable,

Male or Female). The variables major and sex were obtained through the university Regis-

trar’s Office. Since this was a STEM (Science, Technology, Engineering, and Mathematics)

course, we coded major as binary (STEM or non-STEM). Based on the nature of the course,

we believed that students with STEM majors may perform at a higher level compared to

students in non-STEM majors (Only 1.8% of students had majors listed as “Undeclared” so

we included them in the non-STEM group.) We also controlled for sex, hypothesizing that

there may be differences in performance between males and females. Finally, as a proxy for

a student’s baseline academic ability, we included cumulative grade point average (G.P.A.:

0.0–4.0) as of the start of the course into the model.

Thus, our a priori model for the mean change in standardized exam score from Midterm

Exam j to the Final Exam for student i, was

Model 1:

E[Dij] = β0 + β1Hands-oni + β2Mid2j + β3TA2i + β4TA3i + β5TA4i +

β6Malei + β7STEMi + β8Hands-oni ×Mid2j, (2.1)

i = 1, . . . , 183, j = 1, 2, where model variables are defined in Table 2.3.

The primary coefficients of interest in Model 2.1 are those that model the difference between
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Table 2.3: Definitions of variables included in Model 2.1 for the ith student’s difference in
standardized scores between the Final Exam and Midterm Exam j.

Variable Description
Dij Difference in standardized exam score between the Final Exam and

Midterm Exam j (Final−Midterm j, j = 1, 2)

Hands-oni Treatment group indicator: 1 if Hands-on; 0 if CSM
Mid2j 1 if modeling difference between Final Exam and Midterm Exam 2, Di2;

0 if difference between Final Exam and Midterm Exam 1, Di1

TA2i 1 if attended TA 2’s discussions; 0 otherwise
TA3i 1 if attended TA 3’s discussions; 0 otherwise
TA4i 1 if attended TA 4’s discussions; 0 otherwise
Malei 1 if male; 0 otherwise
STEMi 1 if STEM field major; 0 otherwise

the two treatment groups (Hands-on−CSM) in the average difference in standardized exam

score from: Midterm Exam 1 to the Final Exam (β1), Midterm Exam 2 to the Final Exam

(β1 + β8), and Midterm Exam 1 to Midterm Exam 2 (−β8). See Table 2.7 in Section 2.3.2

for expressions and estimates of these differences. We predict that those in the Hands-on

group will show more of a positive change from Midterm 1 to the Final Exam.

As discussed in Section 2.2.1, poor student attendance resulted in a substantial reduction in

our sample size. One approach to handling missing data of this kind is an “intent-to-treat”

(ITT) analysis. The concept of ITT originated in the context of randomized controlled

trials, which often suffer from noncompliance, dropout and missing outcomes. The ITT

principle assumes that, in practice, patients will behave similarly to those in the study and

may not comply or continue the treatment. Thus, an analysis that excludes those patients

would suffer from bias. Instead, an ITT analysis includes all participants that were originally

randomized to treatments, regardless of dropout or noncompliance behavior (Gupta, 2011;

McCoy, 2017).
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Our ITT model is as follows:

Model 2:

E[Dij] = β0 + β1Partici + β2Hands-oni + β3Mid2j + β4TA2i + β5TA3i + β6TA4i +

β7Malei + β8STEMi + β9Hands-oni ×Mid2j,

i = 1, . . . , 183, j = 1, 2, where model variables are defined in Table 2.3, except Partici,

defined in the next paragraph.

In our context, we are interested in the effects of the discussion activity sequence if students

were to attend all three activities, which justifies our choice to drop any students who missed

an activity. However, if one were interested in the effect of the treatment on students with

typical attendance behavior, then the ITT model may be more appropriate. To do this, we

included participation (Partici = 1, 2, 3) as a quantitative predictor rather than an ordinal

variable for two reasons. First, we did not want to decrease the amount of information

available in each group by sub-setting the data even further. Second, though participation

only takes on three values, if this study is replicated with more activity sessions the results

will be comparable to the results below.

In this model, we are interested in the coefficients corresponding to the same covariates as

before as well as the effect of participation, β1. If our treatment is effective we expect to see

a significant, positive relationship between participation and the response. We include the

results of an ITT analysis of the complete data in Table 2.8 at the end of Section 2.3.2.

Lastly, as was mentioned above, the treatment was randomly assigned at the discussion level,

not the student level. Model 2.1 analyzes the effect of the treatment at the student level.

To this end, we will present an additional model with discussion section as the clustering
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variable. With this model we can try to account for all the similarities within a section such

as the TA and time of day that cannot be reflected in Model 2.1. This is the equivalent of

a repeated measures ANOVA model and is represented in Model 2.2 below.

Model 2.2:

E[Dij] = β0 + β1I[1.B]i + β2I[2.A]i + β3I[2.B]i + β4I[3.A]i + β5I[3.B]i + β6I[4.A]i + β7I[4.B]i +

β8Mid2j + β9Malei + β10STEMi

In this model β1 through β7 represent the additional change in scores from a midterm to the

final exam for those in some discussion compared to Discussion 1.A. The differences between

any assortment of discussion sections can easily be obtained through various linear contrasts.

2.3 Results of the Statistics Education Study

2.3.1 Descriptive Statistics

Table 2.4 reports exam score summary statistics, and Figure 2.3 displays the trajectories

of the raw exam scores by treatment. It can be seen in Table 2.4 and Figure 2.3 that the

average raw exam score (out of 100) for students in the CSM group steadily declined over

the quarter (average decrease of 4.7 from Midterm Exam 1 to the Final Exam); however,

average exam scores for students in the Hands-on group declined from the first exam to the

second, but then increased after Midterm Exam 2, which resulted in only a 0.9 total decrease

in average exam score from Midterm Exam 1 to the Final Exam. We hypothesized that the

increasing difficulty of each exam, especially the cumulative Final Exam resulted in declining

average scores over time. With this information alone, it appears that, on average, students
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in the CSM group had a slightly better grasp of the material in the short term, but were not

able retain the information as well as students in the Hands-on group.

Table 2.4: Means and standard deviations of raw and standardized exam scores by treatment
group for the 183 students included in the analysis. Raw exam scores are out of 100 points.

CSM (n = 90) Hands-on (n = 93)
Mean (SD) Std. Mean (SD) Mean (SD) Std. Mean (SD)

Midterm Exam 1 Score 80 (11.9) 0.1 (0.9) 78.1 (14.2) 0 (1.1)
Midterm Exam 2 Score 77.9 (13.9) 0.1 (0.9) 76.4 (15.3) 0 (1.0)
Final Exam Score 75.3 (14.9) 0.0 (1) 77.2 (14.9) 0.1 (1.0)
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Figure 2.3: Left: Boxplots of raw exam scores by treatment; Right: Mean raw exam score
by treatment with 95% confidence intervals.

In order to adjust for the varying difficulty levels across exams, we modeled standardized

exam scores in the analysis, rather than raw scores. For each exam, a student’s score was

standardized by subtracting the overall mean for that exam, then dividing by the overall

standard deviation (across both treatment groups). In Table 2.4, we see the same pattern

in the change in standardized exam scores from Midterm Exam 2 to the Final Exam as in

the raw exam scores—the mean standardized exam score of the Hands-on group increased

slightly (0.1 standard deviation) from Midterm Exam 2 to the Final Exam, whereas the

mean standardized exam score in the CSM group decreased by 0.1 standard deviation. The

changes in these standardized exam scores over time by treatment are shown graphically in

Figure 2.4.
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Figure 2.4: Left: Boxplots of standardized exam scores by treatment; Right: Mean stan-
dardized exam score by treatment with 95% confidence intervals.

When broken down by discussion section (Figure 2.5), we see that there are varying patterns

in average standardized exam scores over time, but for each exam these averages only varied

by about one standard deviation across all sections. Figure 2.5 also displays the change

in mean standardized exam score from Midterm Exam 1 to the Final Exam by TA and

treatment, which is one of the outcomes modeled in Model 1. TAs 1, 3, and 4 exhibited

a more positive change in mean standardized exam score under the Hands-on treatment,

whereas TA 2 saw a slightly higher change in mean standardized exam score under the CSM

treatment.

Covariate summary statistics by treatment group are shown in Table 2.5. The distributions of

major were similar across the treatment groups, but the CSM group had a larger percentage

of females than the Hands-on group.

2.3.2 Model Results

Results from fitting Model 1 using the differences in standardized exam scores are shown

in Table 2.6, and Table 2.7 highlights the coefficients of interest. As seen in Table 2.6, we
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Figure 2.5: Left: Mean standardized exam score by TA and treatment; Right: Difference
between Midterm Exam 1 and Final Exam in mean standardized exam scores by TA and
treatment.

Table 2.5: Covariate summary statistics by treatment group for the 183 students included
in the analysis.

CSM (n = 90) Hands-on (n = 93)
n (%) n (%)

Major
Non-STEM 60 (67%) 64 (69%)
STEM 30 (33%) 29 (31%)

Sex
Female 61 (68%) 54 (58%)
Male 29 (32%) 39 (42%)

found significant differences between the treatment groups in both the change from Midterm

Exam 1 to the Final Exam, and the change from Midterm Exam 2 to the Final Exam,

controlling for TA, sex, and major. Results suggest that, with 95% confidence, the change

in mean standardized exam score from Midterm Exam 1 to the Final Exam is between 0.052

and 0.514 standard deviation higher for the Hands-on group, among students similar with

respect to TA, sex, and major. Since there was only one activity between Midterm Exam

1 and Midterm Exam 2, and the sampling distribution unit was taught in lecture between

Midterm Exam 2 and the Final Exam (see Figure 2.1), we see no significant difference

between the two treatment groups in the change in mean standardized score between the

two midterm exams.
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Table 2.6: Model 1 summary.

Estimate Robust SE 95% CI Robust z p-val
Intercept 0.161 0.129 (-0.091, 0.413) 1.252 0.210
Hands-on 0.283 0.118 ( 0.052, 0.514) 2.403 0.016

Mid2 -0.008 0.114 (-0.231, 0.215) -0.069 0.945
TA2 -0.252 0.112 (-0.471, -0.033) -2.258 0.024
TA3 -0.169 0.118 (-0.399, 0.062) -1.432 0.152
TA4 -0.306 0.118 (-0.538, -0.073) -2.580 0.010
Male -0.061 0.082 (-0.222, 0.101) -0.736 0.462

STEM -0.087 0.092 (-0.268, 0.094) -0.945 0.345
Hands-on:Mid2 -0.041 0.160 (-0.354, 0.273) -0.255 0.798

Table 2.7: Differences between groups in the mean change in standardized exam score across
exams. Estimates correspond to Model 1 coefficients β1, β1 + β8, and −β8, respectively.

Difference Estimate 95% CI p-val
(Final − Mid 1)Hands−on − (Final − Mid 1)CSM 0.283 (0.052, 0.514) 0.016
(Final − Mid 2)Hands−on − (Final − Mid 2)CSM 0.242 (0.029, 0.455) 0.026

(Mid 2 − Mid 1)Hands−on − (Mid 2 − Mid 1)CSM 0.041 (-0.273, 0.354) 0.798

Holding all else constant, we found no significant difference between males and females, or

between STEM and non-STEM majors in the changes in standardized exam scores. Addi-

tionally, there were no significant differences across TAs. In fact, the interaction between

TA and treatment is far from statistically significant (F-statistic = 0.496; p-value = 0.927)

when added to Model 1, indicating that differences between responses for the treatments do

not depend on the TA.

Intent to Treat Model Results

As discussed in section 2.2.2, we also ran an intent-to-treat (ITT) analysis. This analysis

used data from all students who attended at least one of the activities (n = 377). In the ITT

model, we included the number of discussions attended (labeled “Participation” in Table 2.8)

as an additional quantitative variable. The primary results of interest are similar to those

in Table 2.6. Interestingly, the effect of participation (number of discussions attended) was
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not statistically significant (p-value = 0.263). For example, students who attended all three

discussions compared to those that only attended one discussion are expected to have (2β2)

a 0.112 standard deviation increase from Midterm 1 to the Final Exam. This suggests that,

controlling for treatment group, exam, TA, sex, and major, the number of activities attended

did not have a strong association with the average change in exam score.

Table 2.8: Intent-to-treat model summary.

Estimate Robust SE 95% CI Robust z p-val
Intercept -0.153 0.155 (-0.456, 0.150) -0.992 0.321

Participation 0.056 0.050 (-0.042, 0.153) 1.119 0.263
Hands-on 0.216 0.084 (0.051, 0.381) 2.569 0.010

Mid2 0.027 0.079 (-0.127, 0.182) 0.347 0.729
TA2 -0.052 0.086 (-0.220, 0.116) -0.606 0.544
TA3 -0.107 0.081 (-0.267, 0.053) -1.314 0.189
TA4 -0.037 0.087 (-0.207, 0.133) -0.427 0.670
Male -0.076 0.058 (-0.190, 0.039) -1.295 0.195

STEM -0.012 0.063 (-0.136, 0.112) -0.192 0.848
Hands-on:Mid2 -0.040 0.115 (-0.265, 0.186) -0.344 0.731

Discussion Level Model Results

Finally, we explore the effect of assigning the treatment at the discussion level. Table 2.9

reveals little to no overall difference between discussion sections on the standardized differ-

ence in exam scores from Midterm Exam 1 to the Final Exam and Midterm Exam 2 and the

Final Exam.

2.3.3 Sampling Distribution Assessment Items

One multiple choice item on Midterm Exam 2, and two multiple choice and one free response

item on the Final Exam specifically targeted sampling distributions. On Midterm Exam 2,

students were asked to identify the observational unit on a randomization distribution of
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Table 2.9: Discussion level model summary

Treatment Estimate Robust SE 95% CI Robust z p-val
Intercept 0.076 0.117 (-0.154, 0.307) 0.649 0.516

Disc1.B CSM -0.215 0.159 (-0.528, 0.097) -1.353 0.176
Disc2.A Hands-on 0.298 0.166 (-0.027, 0.623) 1.799 0.072
Disc2.B Hands-on 0.148 0.158 (-0.162, 0.458) 0.935 0.350
Disc3.A Hands-on -0.106 0.145 (-0.390, 0.178) -0.731 0.465
Disc3.B Hands-on 0.083 0.161 (-0.232, 0.397) 0.515 0.607
Disc4.A CSM -0.053 0.156 (-0.359, 0.253) -0.339 0.735
Disc4.B CSM -0.382 0.159 (-0.694, -0.071) -2.408 0.016

Mid2 -0.029 0.079 (-0.184, 0.127) -0.359 0.719

binomial counts using the same context as Activity 1. The final exam included two mul-

tiple choice items from the Assessment Resource Tools for Improving Statistical Thinking

(ARTIST) Sampling Variability Scale (Garfield et al., 2006), and one multi-part free response

question (worth 13 points) asking students to draw, describe and calculate probabilities from

a sampling distribution of a sample mean. These four sampling distribution-specific assess-

ment items are available in the supplementary material. Summaries of student responses to

these items are displayed in Figure 2.6.

Figure 2.6: Results on sampling distribution-specific exam items by treatment group.

With only four items, three of which were multiple choice, it is difficult to detect any sub-
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stantial differences between the treatment groups in their understanding of sampling dis-

tributions. On the multiple choice items, the CSM group performed slightly better on the

Midterm Exam 2 item. However, the Hands-on group performed slightly better on the first

of the final exam multiple choice items, and the two groups performed nearly the same on

the second. The median score on the sampling distribution-specific free response item on

the Final Exam was 9 (out of 13) for both groups, with a few particularly low scores in the

Hands-on group.

2.4 Discussion

In today’s world, technology has allowed educators to tremendously reduce the mathemati-

cal (and computational) prerequisites at the introductory level. While this makes the course

accessible to a wider variety of students, instructors need to find the fine line between using

technology as a tool or letting technology become the teacher. The goal of our analysis was

to investigate if participating in hands-on simulation activities prior to performing computer

simulations improves student learning of sampling distributions, as measured by exam score

trajectories. We found that, while there was no significant effect of the treatment on the

change in standardized exam score from Midterm Exam 1 to Midterm Exam 2 (which oc-

curred after only one activity in the treatment sequence), there was a significant positive

effect of hands-on simulations on exam score trajectories from Midterm Exam 1 and from

Midterm Exam 2 to the Final Exam.

Though results were statistically significant, the effect size is equally—if not more—important.

Without controlling for covariates, the average standardized exam scores decreased by about

0.1 standard deviation from Midterm Exam 1 to the Final Exam in the CSM group; whereas

the average standardized exam score increased by about 0.1 standard deviation in the Hands-

on group (see Table 2.4). This effect size of 0.2 standard deviation between the two groups
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is equivalent to a change of about 3% on an exam grade. Controlling for covariates, the

change in average standardized exam score from Midterm Exam 1 to the Final Exam under

the Hands-on treatment is between 0.05 and 0.5 standard deviation more than the CSM

treatment, with 95% confidence (see Table 2.7), or between 0.7% and 7% in the change in

exam grades. A difference of 0.7% may not matter to a student, but a difference of 7% could

mean the difference between two letter grades.

This study adds empirical evidence to the recommendations for using hands-on activities

prior to CSMs in the literature, though further study is needed. Exam scores measure

an overall understanding of statistical concepts, but they do not specifically isolate under-

standing of sampling distributions. In fact, our results are somewhat surprising, as the

treatment only involved three sampling distribution–focused 50-minute discussion activities

over an entire quarter, and exams covered a variety of topics. Moreover, on the few sampling

distribution-specific exam questions, the CSM group performed slightly better on some, and

the Hands-on group performed slightly better on others. Indeed, an examination of the effect

of hands-on activities using an assessment instrument that directly measures understanding

of sampling distributions through more than a few items is needed.

Though the study was designed to control for TA effects and other variables, the treatment

is still associated with other factors. For example, during interviews with the four TAs at

the end of the quarter, every TA stated that they enjoyed teaching the discussion activities

that included hands-on portions more than those that only used CSMs. Additionally, all

four TAs felt that the students were more engaged when the discussions included hands-on

activities. Thus, whether the difference in exam trajectories between treatments was due to

the hands-on activities themselves or due to increased enthusiasm from the TA and fellow

students (or due to another related variable) cannot be determined. These observations,

however, may serve as additional testimony in support of hands-on simulations—there are

other factors besides a small increase in exam performance that might make the time used
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for hands-on simulations worthwhile.

Though not statistically significant, there was a weak association in the data between treat-

ment group and attendance on the 2nd and 3rd activities in the treatment sequence, with

higher levels of attendance in the Hands-on group. The first discussion activity of the quarter

(not part of the treatment sequence) was hands-on and was the same for all students, so we

did not expect the treatment assignment to influence student attendance on the first activity

in the treatment sequence. Indeed, we observed 88.7% attendance for the Hands-on group

and 89.0% on this first activity. However, the Hands-on group had slightly higher levels of

attendance than the CSM group on both the 2nd (82.3% compared to 78.0%; p-value =

0.31) and 3rd (74.2% compared to 70%; p-value = 0.37) activities. Since we only included

students that attended all three activities in our analysis, this potential relationship between

treatment group and attendance did not affect our results.

In summary, the addition of hands-on activities prior to computer simulation methods ap-

pears to have a small, positive relationship with student exam performance. Though these

hands-on activities may take valuable class time, their usage appears to be beneficial for the

student, and can be rewarding and enjoyable for the instructor.

Future Directions

In the next stage of this research, we will examine student responses to the discussion activity

online reflections through a mixed-methods analysis. Reflection questions contained both

multiple choice items and free response questions, some of which were motivated by items that

targeted sampling distributions on the validated Assessment Resource Tools for Improving

Statistical Thinking (ARTIST) Scales and Comprehensive Assessment of Outcomes in a First

Statistics Course (CAOS) (Garfield et al., 2006; delMas et al., 2007). A deeper analysis

of these reflections would allow us to delve into how the two treatment groups differed
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in their understanding of sampling distributions specifically; however, we are unable to

jointly analyze the associations over time because the responses contain both discrete and

continuous measures. Simultaneously modeling all available responses provides us with more

information, which can reduce error. Specifically, assessment measurements collected on the

same student throughout a term are correlated. Thus, it is prudent to incorporate this into

a model.

This problem motivates the remainder of this dissertation. These mixed-type responses were

of most interest, but to our knowledge, there is no model to handle data of this form in the

literature. These types of data are commonly available in educational classroom settings,

where most assessment measurements — ranging, for example, from binary credit/no-credit

in-class assignments to continuous exam scores — are observed one at a time throughout the

duration of the class. A method to simultaneously model time-varying responses of mixed

type would fill a gap in the literature. This type of model would have many potential appli-

cations from longitudinal classroom studies, to clinical trials where only some measurements

may be available for patients at certain time points. However, as there was such small vari-

ability in response types and number of time points, for the remainder of this dissertation

we will consider another educational research study, performed in the Biological Sciences

department at a large PhD-granting institution in the western United States (Rodriguez

et al., 2019).

2.5 Introduction to a Biological Science Education Study

It is often of interest in educational studies to test a new pedagogical method in the classroom

to try and improve learning outcomes. Arguably, one of the most poignant confounders

in these types of studies or experiments are the students’ study behaviors outside of the

classroom. Educators do not have control over how and what students study beyond the
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few hours a week inside in the classroom. Rodriguez et al. (2018, 2019) discuss how many

studies that focus on outside study habits are limited to only self-reported measures; however,

their study attempts to discover in more detail how students who report certain study

patterns actually behave. They do this by monitoring clickstream data from the Learning

Management System (LMS), where lecture notes and videos, as well as other study material

were available.

2.5.1 Study Goals and Design

The study (Rodriguez et al., 2018, 2019) consisted of three goals: first, to better understand

how students’ study patterns — cramming the night before an exam versus spacing out

studying multiple days before an exam — influence their performance in the course; second,

to look for consistency in self-reported study behaviors within the cramming and spacing

groups to clearly define differences between the two groups; and finally, to investigate how

various course deadlines affected learning behavior throughout the course as well as look for

distinctions between self-reported crammers and spacers.

The study took place at a large research-intensive university in the Western United States

during the Spring quarters of 2016 and 2017, termed Year 1 and Year 2, respectively. Stu-

dents, mainly sophomores, were enrolled in a second-year undergraduate biology course. The

authors describe the study as a “light-touch intervention” (Rodriguez et al., 2018), in which

entire courses across both years were randomly assigned to the treatment or control. Students

in the treatment group received a 10-minute lecture on positive study skills, such as spacing

out studying and self-testing, during the second week of the course and were encouraged to

use these beneficial study behaviors each week. All courses followed the same material and

included the same lecture slides, time spent on active learning, and problem-based discussion

sections.

34



We have obtained data from two of the lectures during this study, both of which were in the

treatment group. As with the other groups in the study, all students were asked to fill out

a survey at the beginning and end of the quarter. The survey was not required, but a small

amount of extra credit was awarded to those who submitted their responses. The surveys

asked students to reflect on their typical study habits. Two questions were specifically

designed to categorize students into two groups, “spacers” or “crammers”. Using the answer

to these questions, the authors labeled each student as a “spacer” or “crammer” at both

the beginning and end of the quarter. Students then fell into four categories: maintaining

cramming, stopped spacing, started spacing, and maintained spacing.

To better understand and investigate the authenticity of the self-reported behaviors, the

authors also collected data from the LMS. The LMS kept a record of the frequency and

location of a student’s clicks on the different web pages of the site. Clicks on lecture videos

and slides were used in the analysis as accessing these resources represented times when the

student exhibited “self-directed” study behavior. Lastly, course performance was measured

using the student’s final grade.

2.5.2 Statistical Methods and Results

For the first goal, the authors report a comparison of final grades across study types, sep-

arately for both years. A simple t-test confirmed that across both years, students who

maintained spacing throughout the term performed significantly better overall than those

who maintained cramming (t99 = −3.08, p < 0.01 for Year 1; t229 = −4.04, p < 0.001 for

Year 2) (Rodriguez et al., 2019).

Figure 2.7 displays a replication of the authors’ plot showing the average number of clicks

per day for students in Year 1 and Year 2 of the study across both study groups. The

vertical dark blue long-dashed lines denote exam days and the vertical medium blue dashed
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lines mark homework due dates. The solid light blue lines signify binary pre-lecture quizzes.

From the peaks in this plot, it is apparent that on average, all students spent more time (i.e.

more clicks) on the LMS the day before an exam.

Figure 2.7: Average Clicks Per Day by Study Group

To model the click counts, the authors used a multivariate negative binomial (NB) regression

model, which was used to account for overdispersion as many of the click counts were zero.

Overdispersion occurs when the actual variance is greater than the model specifies, which can

lead to incorrect standard errors and, as a result, invalid inference. In the NB model, they

included all 4 categories of study patterns and underrepresented minority (URM) status.

Also, they adjusted for days before the next homework was due, days before the next quiz

was due, and days before the next exam all from the current time point.

Across Year 1 and Year 2, a student’s self-reported study behavior was significantly predic-

tive of the average daily clicks throughout the quarter. Additionally, those who reported
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spacing at least once — stopped spacing, started spacing, or maintained spacing — yielded

higher mean daily click counts than those who maintained cramming. URM status across

each year resulted in opposing estimates, which makes it difficult to understand how the

typical URM student utilizes the LMS. Finally, the coefficient estimates for the three time-

related coefficients were consistent for both years and statistically significant. “Days from

next exam” was the only one of these three predictors to have a negative coefficient value.

This indicates that as time gets closer to the exam, i.e., the number of days gets smaller,

interaction with the LMS is increasing, which is what the authors expected. Finally, they

compared the click counts of only those students who maintained cramming or maintained

spacing. Rodriguez et al. (2019) used the same negative binomial regression model but only

included covariates relating to time until an assignment due date and found little difference

between groups. In fact, the estimates were very similar to those seen in the previous model

at the year level.

2.5.3 A New Question

To assess the academic performance of spacers and crammers, Rodriguez et al. (2019) com-

pared students’ final grades. While final grades are a useful summary statistic of overall

learning, another interesting angle to approach the comparison of these two groups is lon-

gitudinally. Examining the typical trajectory of scores on assessment measurements for

students who either maintained spacing or cramming might provide additional insight into

learning behavior over time. To do this, one could regress all of the available evaluation met-

rics on the type of study strategy. There were two summative assessments, those designed to

assess student learning and performance, collected. These include binary pre-lecture quizzes

and continuous exam scores. Ideally, we would like to use both of these metrics as the out-

comes; however, there is no correlated data model that can handle singleton responses over

time that may be either continuous or discrete. Creating a model that can jointly model
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mixed response types over time is the aim of this dissertation.

Before diving into the literature review, we will first take a more detailed look into the data

that is available from the biology education study. For the response, 30 of the assessments

during the quarter were either binary pre-lecture quizzes (26 total) or continuous exams (3

total midterms worth 80 points and 1 final exam worth 241 points). See Figure 2.8 for a

timeline of each assessment throughout the 10 week quarter. In addition, Table 2.10 shows

the number of outcomes available from all students in the study.

Figure 2.8: Timeline of Binary and Continuous Assessments

Table 2.10: Number of Observed Responses for Biological Study

Num. of Assessments Observed 19 22 23 24 25 26 27 28 29 30 Total

Student Count 1 1 1 1 14 9 19 23 47 224 340

The dataset also contains an aggregated daily log of total mouse clicks made throughout the

quarter, which was just over 70 days. To align these counts with the times at which the

quizzes and exams occurred, the clicks between and including an assessment were summed.

To illustrate this more clearly, suppose a pre-lecture quiz occurred at occasion 2, day 7
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and the next assignment happened at occasion 3, day 10. Then the click count relating to

occasion 3 would be a sum of the counts from days 8, 9, and 10.

Next, we will look at the characteristics of each study group. Of the 340 students that will be

used in our analysis, 199 identified as a spacer and 141 identified as a crammer. Spacers had

an average G.P.A. of 3.36 with standard deviation of 0.433 while crammers had an average

G.P.A. of 3.08 with standard deviation of 0.466. The difference between the average number

of daily clicks was shown in Figure 2.7 above. Figure 2.9 displays two time plots, one for

each response type stratified by study preference. The plot on the left shows the proportion

of students who earned a point on the binary pre-lecture quizzes at each occasion and the

plot on the right illustrates the average standardized exam score for each group over time.

Figure 2.9: Left: proportion of students who received credit on the pre-lecture quizzes
across time disaggregated by study type. Right: average standardized exam scores across
time disaggregated by study type.

Firstly, these plots reveal that on average, spacers nearly uniformly perform better on either

assessment type. This aligns with the conclusion from Rodriguez et al. (2019) based on only

the final grade; however, we now see that this is a trend throughout the quarter. We also

learn that over 90% of students get correct answers on all pre-lecture quizzes. This lack of

variability may make it more difficult to differentiate the two study groups for this response

type. Even more, this could hinder convergence of the model if too many students received
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correct (or less likely incorrect) scores on all of the quizzes throughout the term.
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Chapter 3

Approaches for Modeling

Longitudinal Mixed Response Types

3.1 Introduction

Longitudinal data have become more prevalent in the last 30 years largely due to advance-

ments in technology which have made such data and analyses more accessible to researchers

(Fitzmaurice and Molenberghs, 2008). Longitudinal data describes a sampling scheme in

which repeated measures are taken on multiple independent clusters. Thus, the correlation

within a cluster must be taken into account for valid inference.

Modern longitudinal modeling can trace its roots back to the analysis of variance (ANOVA)

(Fisher, 1919). Primarily based on work from the field of astronomy came the advent of

random-effects models (Scheffe, 1956). It became apparent to statisticians that the ANOVA

methods for randomized block designs had applications to longitudinal settings (Scheffe,

1959; Fitzmaurice and Molenberghs, 2008), which gave rise to univariate repeated-measures

ANOVA. In this setting, it is assumed that the data are continuous, univariate, and collected
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under a balanced design, meaning that each observational unit was observed at the same

occasions. The model is written

Yij = Xijβ + bi + εij (3.1)

where Yij denotes the response, Xij the design vector, and β the vector of fixed effect coeffi-

cients for subject i, i = 1, · · · , n at occasion j, j = 1, · · · , J . Further, bi
iid∼ N(0, ψ) signifies

the individual variability for each subject from the mean at baseline and εij
iid∼ N(0, σ2) rep-

resents measurement error. The random effect bi induces positive correlation within the in-

dependent clusters and with it, the compound symmetric (exchangeable) variance-covariance

structure. It can be shown that this model implies constant variance, Var[Yij] = σ2 +ψ, and

constant covariance, Cov[Yij, Yij′ ] = ψ, between any two distinct outcomes within a cluster.

These assumptions are obviously quite restrictive. In 1963, the approach was extended by

Henderson (1963), which allowed for unbalanced data. Univariate ANOVA eventually gave

rise to multivariate analysis of variance (MANOVA), in which each independent observational

unit is connected with multiple distinct responses. This eventually grew to include repeated-

measures MANOVA; however, there was still the problem of dealing with unbalanced data

and quantitative predictors. As it is extremely common in longitudinal analyses to have

subjects measured at different occasions over time, this was a major restriction of the model.

Additionally, there are often quantitative confounders to control for in a model, but the

repeated-measures MANOVA model does not allow for such covariates.

Modeling longitudinal data became much more widespread after the heavily cited paper by

Laird and Ware (1982). Linear mixed-effects models originate from the models described

above. Harville (1977) first introduced the two-stage approach where fixed effects parameters

are estimated in the first stage, and the restricted maximum likelihood estimation (REML)

is performed at the second stage. Laird and Ware (1982) found a use for this method with
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clustered data that have serial correlation. They used a combination of maximum likelihood

and empirical Bayes estimation and the expectation-maximization (EM) algorithm.

By extending the generalized linear model from Nelder and Wedderburn (1972), other re-

searchers later focused on modeling discrete longitudinal responses. Both parametric and

semi-parametric methods have been proposed to model discrete longitudinal data largely due

to advancements in technology. Some of these approaches include the semi-parametric gen-

eralized estimating equation (GEE) framework and the parametric generalized linear mixed

model. With respect to the latter, there are a variety of approaches such as penalized quasi-

likelihood for approximating the marginal likelihood or the EM algorithm or Gibbs sampling

for approximating the integral of the log-likelihood.

As set up in the previous chapter, the questions of interest in our education studies can

be answered by simultaneously modeling both discrete and continuous repeated measures.

Modeling longitudinal data of mixed types is somewhat more standard in multivariate set-

tings; that is, studies in which multiple responses are collected on every independent cluster

at every occasion. However, it is less typical to model multivariate longitudinal data when

the outcomes are a mix of continuous and discrete. Most commonly seen are models that

have been developed to handle binary and continuous responses, which will be discussed in

this chapter. Recall that the data we introduced in this dissertation are not multivariate

in nature. In our data, we observe only one response measured at each time point, each of

which can assume a different type (e.g., continuous, binary, count, etc.).

Section 3.2 begins the background on longitudinal models for binary and continuous re-

sponses separately. Starting with Section 3.2.1, we describe in detail a frequentist paramet-

ric approach for modeling repeated measures data. First, we discuss linear mixed models

for quantitative responses, then the extension to generalized linear mixed models applicable

to all exponential family distributions. This is succeeded in Section 3.2.2 by a review of

the semi-parametric generalized estimating equation framework for correlated data. Next,
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we switch to a Bayesian hierarchical approach commonly used for multilevel models. From

here, we move to multivariate longitudinal methods for analyzing mixed types of data in

Section 3.3.1. Finally, we explain the goals of our analysis and why the above-mentioned

modeling strategies are not appropriate for our situation.

3.2 Methods for Modeling Longitudinal Responses

3.2.1 Mixed Effects Models

Linear Mixed Models

As mentioned above, the linear mixed-effects model (LMM) is probably the most commonly

used method for modeling longitudinal or clustered data. Mixed models are made up of fixed

and random effects, which represent population-level and cluster-level effects, respectively.

The LMM model described by Laird and Ware (1982) is defined in Equation 3.2 below

Yij = Xijβ + Zijbi + εij (3.2)

where Yij(1 × 1) denotes the response, Xij(1 × p) the fixed effect covariate vector, and

Zij(1× q) the random effect covariate vector for i = 1, · · · , n individuals across j = 1, · · · , Ji

occasions. Additionally, β(p× 1) and bi(q× 1) signify the fixed and random effect coefficient

vectors, respectively. Measurement error is defined as εij ∼ N(0, σ2) and the random effects

are Gaussian with mean 0 and variance ψ(q× q). Further, bi and εij are independent for all

i.

Due to the random effects, the interpretation of the regression estimates is at the averaged

population level. For instance, the fixed intercept is the population average response Y at

baseline. For a covariate that is time-independent or constant over time, the coefficient
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represents the average cross-sectional difference in subpopulations one unit apart. A time-

dependent covariate would have a longitudinal interpretation. This means that we are looking

at the expected change in the response trajectory for a one-unit increase in the predictor.

There are two types of variability in LMMs: within-subject and between-subject varia-

tion. σ2 signifies the variability within a subject along the trajectory while ψ, the variance-

covariance of the random effects, represents random between-subject variation. Most com-

monly, the random effects will consist of a random intercept and/or a random slope, bi =

{b0i, b1i}. The random intercept, b0i, can be interpreted as the individual deviation of subject

i from the mean at baseline. A random slope represents the differences within-in clusters

over time.

Model estimation in the frequentist setting consists of two stages where the fixed effects are

estimated using generalized least squares and the variance component using either maximum

likelihood (ML) or restricted (residual) maximum likelihood (REML). The ML estimates of

the variance are known to be biased in small samples; therefore, REML is often utilized. As

there is no tractable expression for the covariance estimator, estimation requires iterative

procedures. To explain this process in more detail, we will first vectorize the model in

Equation 3.2. For subject i we have Yi = Xiβ+Zibi with marginal covariance Vi = Σi+ZiψZ
T
i

where Var[Yi|bi] = Σi. Note, after conditioning on the random effects, the responses Yi are

typically assumed to be independent across all occasions, i.e., Σi = σ2IJi .

The generalized least squares estimator of β is

β̂ =

(
n∑
i=1

XiV
−1
i Xi

)−1 n∑
i=1

XT
i V

−1
i Yi. (3.3)

The ML estimator depends on the covariance matrix Vi. In the iterative ML estimation of the

variance components, β is then assumed known, and the uncertainty in estimation is ignored.

This generally leads to a negative bias in the variance of Yi. REML, instead, integrates out
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the unknown parameter, β. Estimation of the variance is then based on the portion of the

likelihood that does not depend on the fixed effects, e.g., the restricted likelihood.

To estimate the random effects, we look at the joint distribution of Yi and bi. Yi

bi

 ∼ N


 Xiβ

0

 ,
 Vi Ziψ

ψZT
i ψ


 (3.4)

Based on the conditional distribution of a multivariate normal

E[bi|Yi] = ψZT
i V
−1
i (Yi −Xiβ), (3.5)

which is the best linear unbiased predictor (BLUP). It can also be equated to the Bayesian

posterior mean of the distribution for bi|Yi.

For the linear model, misspecification of the random effect distribution has been shown not

to affect the consistency and asymptotic normality of the maximum likelihood estimators for

the fixed and random effects (Neuhaus et al., 2013; Verbeke and Lesaffre, 1997). Neuhaus

et al. (2013) showed theoretically and via simulation that misspecifying the joint distribution

of the random effects yielded very little bias on coefficients of fixed covariates unrelated to

the random covariates; however, there was small bias when covariates were associated with

the random effects.

Generalized Linear Mixed Models

Generalized linear models (GLMs), first developed in Nelder and Wedderburn (1972), gave

rise to a new class of models designed to fit continuous and discrete exponential family

responses. This class of univariate outcomes is defined by it’s probability density function,

f(yi|θ, φ) = exp

{
yiθi − b(θi)

a(φ)
+ c(yi, φ)

}
(3.6)
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for some functions a(·), b(·), and c(·) and unknown parameters θ and dispersion parameter

a(φ). GLMs consist of systematic, random, and link components. The systematic component

is the mean model ηi = µi = Xiβ. The random component is the probability distribution of

the response and is a member of the exponential family. The link component g(·) connects

the mean model to the response. In the normal model, the canonical link is simply the

identity link, g(µi) = µi.

The parameters are estimated using maximum likelihood estimators. Consider Yi, i =

1, · · · , n with the density defined in Equation 3.6. Define Li(θ, φ) = f(yi|θ, φ) and `i =

log f(yi|θ, φ) to be the likelihood and log-likelihood, respectively. To estimate the regression

coefficients, a set of elements in θi, we would write the score vector as U(β) =
∂`(θ, φ)

∂β
.

For some βj, the score element is then

Uj(β) =
∂`(β)

∂βj
=

n∑
i=1

∂`i(β)

∂βj
=
∂`i
∂θi

∂θi
∂µi

∂µi
∂ηi

∂ηi
∂βj

(3.7)

by the chain rule. Then, the score equations are written

U(β) =
n∑
i=1

DT
i V
−1
i (yi − µi) = 0 (3.8)

where Di is a matrix with elements ∂µi
∂ηi

∂ηi
∂βj

= ∂µi
∂ηi
Xi and Vi is a diagonal matrix with elements

Var[Yi] = a(φ)V (µi). As there is generally no closed-form solution to the score equations,

approximation techniques such as the Fisher scoring algorithm are used.

Generalized linear mixed models (GLMMs) are an extension of GLMs to time-dependent data

that very naturally arise from LMMs. Here, consider Yij to the be the outcome for subject

i at time j where Yij is discrete and whose distribution is a member of the exponential

family. Defining all population- and subject-level parameters as with the LMM, we model
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the conditional mean response similar to Equation 3.6 but multivariate, with

g(µij) = g(E[Yij|bi]) = Xijβ + Zijbi. (3.9)

representing the known link function and bi ∼ N(0, ψ). Again, conditional upon the random

effects bi, the responses are independent across time.

To perform maximum likelihood estimation we first consider the marginal distribution of Yi,

the vector of responses for subject i, which can be obtained by integrating over the random

effects bi

f(Yi|Xi) =

∫
f(Yi|Xi, bi)f(bi|Xi)dbi. (3.10)

Thus, the likelihood of the parameters is

L(β, ψ) =
n∏
i=1

∫ J∏
j=1

f(Yij|Xij, bi)f(bi|ψ)dbi (3.11)

(Zeger and Karim, 1991). In non-linear models the integral in the likelihood does not have an

analytic solution so numerical approximations are required. Various Laplace-type approxi-

mation methods (Tierney and Kadane, 1986) have been proposed over the years for integral

approximation. One such technique, which is widely used for GLMMs, is the penalized-quasi

likelihood (PQL) method (Breslow and Clayton, 1993). which was designed to approximate

the true marginal likelihood.

As a result of the PQL approximation, one can utilize the idea of a “working” response. Let

h(·) represent the inverse of some link function. Using a Taylor series expansion of the fixed

and random effects around η̂ij yields

Yij ≈ h(η̂ij) + h′(η̂ij)Xij(β − β̂) + h′(η̂ij)Zij(bi − b̂i) + εij (3.12)
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where η̂ij = Xijβ̂ + Zij b̂i. Note that because of the mean-variance relationship in expo-

nential families we have that h′(ηij) = Var[Yij|bi] = V (µij). This then gives us Yij ≈

µ̂ij + V (µ̂ij)Xij(β − β̂) + V (µ̂ij)Zij(bi − b̂i) + εij. This equation can be rewritten as Y ∗i =

V (µ̂i)(Yi − µ̂i) +Xiβ̂ + Zib̂i ≈ Xiβ̂ + Zib̂i + ε∗i where ε∗i = V (µ̂i)
−1εi which has mean 0.

The transformed or “working” response now has a marginal distribution of Y ∗i ∼ N(Xiβ, Vi)

where Vi = V ar[Y ∗i ] = Σi + ZiψZ
T
i and conditional distribution Y ∗i |bi ∼ N(Xiβ + Zibi,Σi)

where Σi = V ar[Y ∗i |bi] = σ2IJi . Estimation of the parameters is then achieved by iteratively

updating the working response Y ∗i and fitting the LMM as described above to obtain the

new values for β̂, b̂i, and ψ̂.

3.2.2 Generalized Estimating Equations

The (generalized) linear mixed model is an incredibly useful tool when understanding and

performing inference on the individual variability is necessary. However, the main goal of

many statistics education studies is to compare the average trajectories of academic perfor-

mance for different groups of students. Thus, the question of interest may lie only with the

marginal effects, so a semi-parametric approach that treats the within-subject covariance

as a nuisance is more appropriate. This semi-parametric approach is called a generalized

estimating equation (GEE) (Liang and Zeger, 1986).

GEEs require only the specification of the mean model and a working association structure.

The responses have a form similar to a generalized linear model (GLM) and therefore have a

distribution that is a member of the exponential family. Unlike LMMs, GEEs do not require

full specification of the joint distribution of the repeated measures, just the first and second

moments. Similar to a GLM, define the model g (E[Yij]) = g(µij) = ηij = Xijβ where g(·)

represents some link function.
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In the GEE framework, we account for correlation from the repeated observations on the

same individual through specification of covariance. In regression analysis, θij = h(ηij) where

ηij = Xijβ. In linear regression H(·) is equal to the identity and θij = ηij. Here, Xij and β

are exactly as described in the LMM. Furthermore, φ represents the dispersion parameter.

Define Vi = Var[Yi] to be the covariance matrix of Yi. The covariance is assumed to depend

on the mean as Vi = a(φ)V (µi) where V (µi) represents the known variance function.

Liang and Zeger (1986) proposed to replace Vi with a “working” covariance matrix,

Vi = (A
1/2
i Ri(α)A

1/2
i )φ (3.13)

where Ai = diag{V ar[Yi]1/2} and Ri(α) is the corresponding working correlation matrix

which may depend on some unknown parameters captured in the vector α. We will need

to specify a structure for the correlation matrix, ideally aligned with the empirical corre-

lation matrix. A few common correlation structures (and in turn, covariance structures)

include independence, exchangeable (compound symmetric), autoregressive order 1 (AR1),

and unstructured.

In more detail, the independence structure assumes Corr[Yij, Yik] = 0. Therefore, Var[Yij] =

σ2 and Cov[Yij, Yik] = 0 for all i and j 6= k. The exchangeable structure has already been

discussed in the introduction to this chapter. An AR1 correlation implies Corr[Yij, Yik] =

ρ|k−j| and thus, Var[Yij] = σ2 and Cov[Yij, Yik] = σ2ρ|k−j|. This implies the correlation ρ

within a subject decreases as observations are taken further and further apart. Finally, we

have the unstructured covariance which implies Corr[Yij, Yik] = ρjk. Then, Cov[Yij, Yik] =

σ2ρjk for all j 6= k. Again, any of the parameters mentioned here are represented by the

vector α. As an aside, note that if conditional independence within subjects is not assumed

in a LMM, the covariance can be specified using the same structures described here and

many more.

50



Estimation of the regression parameters is performed as though the variance components are

known and is based on the following estimating equation:

U(β)
n∑
i=1

∂µi
∂β

V −1i (Yi − µi) = 0. (3.14)

In the case where Yi is normal ∂µi
∂β

= ∂µi
∂ηi

∂ηi
∂β

=
[
∂ηi
∂µi

]−1
Xi = Xi. For a given Vi, the solution

to Equation 3.14 is a weighted least squares estimate, as given below

β̂ =

(
n∑
i=1

XT
i V

−1
i Xi

)−1( n∑
i=1

XT
i V

−1
i Yi

)
. (3.15)

Regardless of the choice of Vi, β̂ is unbiased and has variance

Var[β̂] =

(
n∑
i=1

XT
i V

−1
i Xi

)−1( n∑
i=1

XT
i V

−1
i Var[Yi]V

−1
i Xi

)(
n∑
i=1

XT
i V

−1
i Xi

)−1
. (3.16)

Liang and Zeger (1986) proved that β̂ is consistent and asymptotically normal.

Since the true variance of the responses is typically unknown, we need to estimate Vi as

well. After making an initial guess for Vi, calculate β̂(0). Using the least squares estimate in

Equation 3.15, estimate the components of Vi, α, and φ from the residuals. This process is

repeated until a convergence criterion is met.

In the case where Yi is non-normal, estimation is still based on the estimating equation from

Equation 3.14; the difference is, of course, the distribution of the response and, in conse-

quence, the specification of the link function. For example, supposed Yi ∼ Binom(Ji, µi)

where µi = pi and Vi = diag(µi(1− µi), the typical link function is the logit link, logit(x) =

log
(

x
1−x

)
. Therefore, ∂µi

∂β
=
[
∂ηi
∂µi

]−1
∂ηi
∂β

= Xi
µi(1−µi) as

[
∂ηi
∂µi

]−1
=

[
logit(µi)

∂µi

]−1
= µi(1− µi).
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And as before, if the mean model is correctly specified β̂ is consistent and asymptotically

normal with mean β and variance as defined in Equation 3.16.

3.2.3 Gibbs Sampling for Mixed Models

Though there are alternatives for modeling longitudinal data, we focus on LMMs and GEEs

in this dissertation. These two approaches are based on frequentist ideologies. This section

will discuss a Bayesian method involving the Gibbs sampler that was created as an alternative

to generalized linear mixed models, which involves numeric approximation of the integral of

the log-likelihood.

Gibbs Sampling

Starting with the model from Equation 3.2, the LMM estimates the population-average

coefficients using the generalized least squares estimator and uses REML for prediction of

the random effects. We also noted the equivalence between the BLUP of bi and the posterior

mean of bi|Yi. This link between statistical philosophies and the need to approximate the

integral in Equation 3.10 gave rise to a Gibbs sampling approach by Zeger and Karim (1991).

We provide a brief synopsis of the Bayesian paradigm then review the Gibbs sampler below.

The Bayesian framework comes with a very different set of assumptions about parameters

and data. Here, data are considered to be fixed values, while population parameters are

assumed to have a probability distribution. The probability of an event is defined by the

degree of belief in that event. The inference is performed by updating prior probabilities with

new data or evidence to produce posterior probabilities leading to updated beliefs. With the

collection of new information, the posterior probability can be updated.

The posterior distribution, however, can sometimes be very complicated, with a normalizing

constant that requires integration over many unknown parameters. This calculation is often
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analytically intractable and, therefore, it is typical to resort to simulation techniques such

as Markov chain Monte Carlo (MCMC). MCMC methods involve repeated sampling from

approximate distributions close to the target density (Gelman et al., 2004).

One type of Markov chain algorithm is the Gibbs sampler, first introduced by Geman and

Geman (1984). For posteriors with a vector of multiple parameters, the Gibbs sampler is a

technique that breaks up the posterior into conditional distributions, which are proportional

to the target distribution. These conditionals, also called the full conditional distributions,

are distributions in which one parameter is conditioned on all the rest and the observed data.

At every iteration of the sampler, the full conditional for each parameter is updated and

sampled sequentially. For example, supposed we have a parameter vector θ = (θ1, · · · , θp).

At any iteration t of the sample, we draw values in some previously designated order of the

elements of θ from the conditional distributions:

p(θ
(t)
1 |θ

(t−1)
2 , · · · , θ(t−1)p , y)

p(θ
(t)
2 |θ

(t)
1 , · · · , θ

(t−1)
p , y)

...

p(θ
(t)
p |θ(t)1 , θ

(t)
2 , · · · , θ

(t)
p−1, y)

where y is the observed data. From there, the posterior distribution can be approximated

up to a normalizing constant from any of the conditional distributions above.

With that concise review, we turn back to the use of the Gibbs sampler for modeling dis-

crete longitudinal data. Zeger and Karim (1991) first demonstrated the use of the Gibbs

sampler in this context as a way to overcome some of the computational limitations of fre-

quentist estimation techniques such as the expectation-maximization (EM) algorithms and

Newton-Raphson approaches. We have already discussed the link between the frequentist

and Bayesian schools of thought in terms of estimation and prediction of the random effects.

Exploiting this relationship, Zeger and Karim (1991) set up the following model specification.
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Assume yij follows an exponential family distribution as defined in Equation 3.6, but multi-

variate. Define µij|bi = E[yij|bi] and νij|bi = Var[yij|bi]

g(µij|bi) = ηij = Xijβ + Zijbi.

Then, the likelihood is

L(β, ψ|y) ∝
n∏
i=1

∫ Ji∏
j=1

f(yij|bi)|ψ|−1/2 exp

(
−1

2
btiψ
−1bi

)
dbi (3.17)

Also, as is done in GLMMs, we assume bi|ψ ∼ N(0, ψ). Further, we must specify the

distributions of the prior for β and hyperprior ψ. In small samples, Zeger and Karim (1991)

proposed a flat prior for β so the full conditional would be proportional to the likelihood.

In larger samples, they suggest a Gaussian distribution with a mean equal to the MLE of β

and variance equal to the inverse Fisher information. According to the authors, using “the

standard noninformative prior” for ψ is p(ψ) = |ψ|−(q+1)/2, which leads to an inverse-Wishart

full conditional distribution.

In cases where the full conditional distributions are easy to sample from due to the nor-

malizing constant, other MCMC techniques can be used inside each iteration of the Gibbs

sampler. Two such methods, which will be used in Chapter 5 are the Metropolis-Hastings

algorithm and the slice sampler. The Metropolis algorithm, a Monte Carlo method, was

introduced in the seminal paper by Metropolis et al. (1953). The algorithm is a variation on

the random walk involving the acceptance-rejection method (or rejection sampling). Rejec-

tion sampling is a technique used to simulate random samples from the target distribution

p(·), which may be too difficult to obtain by generating random samples from a similar,

but easier distribution h(·). In this method, one first samples an x-value from h(·) where

h(x) > p(x). Next, sample a value u from a uniform distribution on [0, 1]. If u > p(x)/h(x)
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reject the sample and repeat the procedure again. Otherwise, x is accepted as a sample.

The Metropolis algorithm follows a similar strategy. Suppose we are in state t and have

sampled θ(t). First, propose a new sample θ(t+1) obtained from the proposal distribution

h(θ(t+1)|θ(t)) where h(·) is a symmetric distribution, e.g. uniform or normal. Second, compute

the acceptance ratio, r, defined as

r =
p(θ(t+1)|y)

p(θ(t)|y)
=
p(y|θ(t+1))p(θ(t+1))

p(y|θ(t))p(θ(t))
. (3.18)

Finally, let

θ(t+1) =

 θ(t+1) with probability min{r, 1}

θ(t) otherwise
(3.19)

The Metropolis-Hastings algorithm is a generalization of the Metropolis algorithm, which

includes the Metropolis as a special case, to include asymmetric proposal distributions.

The slice sampler takes a different approach. First, choose a starting value for x, x0, where

f(x0) > 0. Second, sample a value for y from a Uniform(0, f(x0)). Third, draw a horizontal

line over the density that crosses through y. Finally, sample a point (x∗, y) from the line

segments that include the distribution. Repeat steps 2-4 with the new value x∗.

3.3 Methods for Modeling Mixed Longitudinal

Responses

The closest parallel to our mixed univariate longitudinal data is one of a mixed multivari-

ate nature. In this section, we will review some methods for modeling mixed multivariate

responses in longitudinal settings.
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Näıvely, one could create separate models for each response type — for example, a linear

mixed-effects model for a continuous outcome and a generalized mixed-effects model with a

link function for a non-normal response. In many cases, the scientific question of interest can

be answered using separate models for each outcome type (Verbeke et al., 2014). For example,

in educational studies on young children with autism, researchers could be interested in

scores on exams for different academic subjects or on progress in an occupational or speech

program. While it may be useful to consider the effect of a treatment on academic ability

and occupational or speech improvement separately, by considering these outcomes jointly,

we can answer a whole new type of question about the relationship between and across these

responses over time.

If there is, in fact, correlation across response types, ignoring this in the model is inefficient

and could lead to misleading results. However, creating a joint model requires either the

specification of an association structure or a joint distribution. In the existing literature on

analyzing mixed multivariate longitudinal data, one of the most common approaches invokes

the idea of a latent variable: an underlying, unobserved trajectory representing the truth

that is realized physically through observed responses (Verbeke et al., 2014).

For the remainder of this chapter, let us assume we are interested in modeling two types of

outcomes: continuous and binary. Using the notation as in Li et al. (2017) let Y
(`)
ij represent

the `th, ` = 1, · · · , L response for subject i = 1, · · · , n at time j = 1, · · · , Ji. Without loss of

generality, we set ` = 1, · · · , k for the binary responses and ` = k+1, · · ·L for the continuous

responses. The fixed effects for subject i at time j are denoted X
(`)
ij . Note that some X

(`)
ij

may be the same across different response types, i.e., X
(`)
ij = X

(˜̀)
ij for some or all ` 6= ˜̀, but

this notation allows one to generalize to cases with unique fixed effect design matrices for

each individual and for each response type. Further, in the instances below where random

effects are present, let Z
(`)
ij represent the random effects of a particular response type for

subject i at time j.
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For continuous data (` = 1, · · · , k), the response is assumed to be normally distributed,

Y
(`)
ij = µ

(`)
ij + ε

(`)
ij = X

(`)
ij β

(`) + Z
(`)
ij b

(`)
i + ε

(`)
ij (3.20)

where ε
(`)
ij

indep∼ N(0, σ2(`)). X
(`)
ij and Z

(`)
ij are covariate vectors for the fixed and random

effects, respectively, and β(`) and b
(`)
i are coefficient vectors for the fixed effects and individual

random effects, respectively. For binary data, (` = k + 1, · · ·L), the response is modeled

using a binomial distribution with a logit link:

logit(µ
(`)
ij ) = η

(`)
ij = X

(`)
ij β

(`) + Z
(`)
ij b

(`)
i (3.21)

where in both of the above models, b
(`)
i ∼ N(0, ψ(``)). Further, conditional on the random

effects, b
(`)
i , the observations are assumed to be independent across all subjects, time points,

and response types.

For notational convenience, let Y
(`)
i = {Y (`)

i1 · · ·Y
(`)
iJi
}T (Ji × 1) for ` = 1, · · · , L and Yi =

{Y (1)
i , · · · , Y (L)

i }T (LJi × 1) represent the ith student’s response vector for a specific re-

sponse type and vector for all response types across all time points, respectively. Similarly,

denote X
(`)
i = [X

(`)
i1 , X

(`)
i2 , · · · , X

(`)
iJi

]T (Ji × p) and Xi = diag[X
(1)
i , · · · , X(L)

i ]T (LJi × nL)

as the ith student’s fixed effects vector for some response type ` and the fixed effects

matrix across all response types, respectively. Likewise, the random effects are defined

Z
(`)
i = [Z

(`)
i1 , · · ·Z

(`)
iq , · · · , Z

(`)
iJi

]T (Ji × q) and Zi = diag[Z
(1)
i , · · · , Z(L)

i ]T (LJi × Lq). The

authors assume a unique set of fixed and random coefficient vectors for each response

type, β(`) = [β
(`)
0 · · · β

(`)
p−1]

T (p × 1) and b
(`)
i = [b

(`)
0i · · · b

(`)
q−1,i]

T (q × 1), which are stacked

as ~β = [β(1), · · · , β(L)]T (Lp× 1) and ~bi = [b
(1)
i , · · · , b(L)i ]T (Lq × 1).
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3.3.1 PQL Approximation

One strategy combines multiple single-type mixed-effects models by specifying a joint dis-

tribution for their random effects (Li et al., 2017). Non-normal responses are transformed

into pseudo-continuous working responses at each iteration when using the penalized quasi-

likelihood (PQL) technique. Within each iteration the working responses fit a multivariate

linear mixed-effects modeling framework. Estimates are obtained using a variation of the

Expectation/Conditional Maximization Either (ECME) algorithm (Liu and Rubin, 1994),

which updates the fixed effects using Newton-Raphson and the random effects via the EM

algorithm.

Breslow and Clayton (1993) proposed the PQL method as a more general approximation for

generalized linear mixed models that applies to all exponential families. We will focus on

just binary responses here. Goldstein and Rasbash (1996) showed how optimizing the quasi-

likelihood with a penalty term on the random effects — which only involves specification of

the first and second moments — can be used to iteratively generate pseudo responses while

reducing potentially serious bias in the parameter estimates. With these working responses,

the variance components can be estimated by minimizing the profile likelihood associated

with the normal theory model of the response. The derivation of this as described in Li et al.

(2017) is provided below.

For simplicity, we will remove the (`) from the following derivation. First, let H(·) =

exp{·}/(1 + exp{·}) signify the inverse logit link and let H ′(·) and H ′′(·) be the first and

second derivatives, respectively. Given the initial values for the first iteration or current

estimates ˆ and b̂, we have η̂ij = Xij
~̂β + Zij~̂b. Performing a second-order Taylor series

expansion of H(ηij) about η̂ij for Yij we obtain

Yij ≈ H(η̂ij) +H ′(η̂ij)(ηij − η̂ij) + (1/2)H ′′(η̂ij)(ηij − η̂ij)2 + ε∗ij.
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However, in some cases (ηij − η̂ij)2 may be intractable. Instead, the second-order expansion

can be taken only for bi as was done in Goldstein and Rasbash (1996), which gives

Yij ≈ H(η̂ij) +H ′(η̂ij)(ηij − η̂ij) + (1/2)H ′′(η̂ij)(Zijbi − Zij b̂i)2 + ε∗ij.

Next, (Zijbi − Zij b̂i)2 is replaced with its expected value ZijV̂ar[bi − b̂i]ZT
ij and multiply by

1/H ′(η̂ij) in order to solve the equation for ηij + εij:

η̂ij +
1

H ′(η̂ij)
[Yij −H ′(η̂ij)]

−
(

1

2H ′(η̂ij)

)
H ′′(η̂ij)[ZijV̂ar[bi − b̂i]ZT

ij ] ≈ ηij +
ε∗ij

H ′(η̂ij)

= Xijβ̂ + Zij b̂i + εij

where εij is Normal with mean zero and variance 1/H ′(η̂ij) by the Delta method.

Finally, define

Y ∗ij ≡ η̂ij +
1

H ′(η̂ij)
[Yij −H ′(η̂ij)]−

(
1

2H ′(η̂ij)

)
H ′′(η̂ij)[ZijV̂ar[bi − b̂i]ZT

ij ]

≈ Xij
~̂β + Zij~̂bi + εij.

(3.22)

As a result of this approximation, for the L− k transformed binary outcomes Y
(`)∗
i , ` = k+

1, · · · , L, E[Y
(`)∗
i |~b(`)i ] = X

(`)
ij
~β(`) + Z

(`)
ij
~b
(`)
i and Var[Y

(`)∗
i |~b(`)i ] = Var[ε

(`)
i ]. After transforming

the non-normal responses, the newly linearized outcomes are combined with the normal re-

sponses to create a single response vector for subject i: Y ∗i = {Y (1)
i , · · · , Y (k)

i , Y
(k+1)∗
i , · · · , Y (L)∗

i }T .

Estimation of the parameters is then performed iteratively using the ECME algorithm de-

scribed above.

To test the performance of their model against modeling response types separately, Li et al.

(2017) compared four methods for each simulation setting.
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Table 3.1: Methods used in Li et al. (2017)

NAIVE1 Assumes all outcomes are independent

NAIVE2 Ignores correlation across different response types modeling the associa-

tion among the same type of variable

JOINT-PQL1 PQL with a one-order approximation for non-linear outcomes

JOINT-PQL21 PQL with a second-order approximation for non-linear outcomes

For the fixed effects of the two continuous outcomes, as expected, there was minimal to

no benefit in JOINT-PQL2 (or JOINT-PQL1) over either of the näıve methods in terms of

bias, average model-based standard error (ASE), empirical standard error (ESE), or 95%

coverage rate (CR) when n = 200 and Ji = 5. Increasing the number of independent clusters

to n = 400 and the number of occasions to Ji = 9 somewhat decreased the relative bias

percent, but not substantially. The results were similar for the proportional outcomes across

both settings. For the more sparse count and binary responses, JOINT-PQL1 saw very high

bias percentages and extremely poor CR for some of the coefficients; however, both the näıve

method and JOINT-PQL2 performed comparably with little bias, similar ASE and ESE, and

correct CR.

Their main focus was the estimation of model parameters under specific covariate settings.

Here, the conditional estimates averaged across one million Monte Carlo conditional expec-

tation samples were very close to the simulated truth with both joint PQL approaches but

could lead to misleading results under both näıve settings.

While their work was moderately successful in jointly analyzing mixed response types in

the multivariate longitudinal setting, this does not directly apply to our application. In

the application from Li et al. (2017) multiple responses of different types were all collected

at each time point. In our biology education data only one outcome of a different type
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is collected at each time point. This requires us to reconstruct the joint likelihood as the

product of the probability distributions for each outcome over a distinct set of time points. In

Chapter 4, we will investigate the assumption of shared fixed effects and allow for variation

within individuals and across unique response types through the random effects.

Furthermore, there is no closed-form solution for maximizing the joint likelihood to obtain

estimates of the shared fixed effects as this requires information from every kind of response

variable simultaneously. In order to calculate these estimates, we propose a similar strategy

to that used in Li et al. (2017) by approximating the marginal likelihood via PQL. In the

next chapter, we will present an original way to restructure the data into blocked vectors

and matrices that allows us to estimate all parameters. In this way, we take advantage of

any correlation between distinct groups of measurements over time. Our main goal in the

analysis is to increase the efficiency and potentially reduce any bias during the estimation

procedure; therefore, we can obtain a more accurate picture of the trajectories of student

performance in the course for each study group.
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Chapter 4

Working Responses

4.1 Introduction

Longitudinal data need to be analyzed using models that account for the inherent dependence

in the longitudinal data. One of the most common statistical approaches to model student

trajectories in educational research is with a hierarchical (multilevel) model or via a latent

growth curve analysis Nese et al. (2013); Ahmadi (2019); Shirilla et al. (2021). A hierarchical

model can be used to account for variation within students and between them. As Ker (2014)

states, there are many advantages to using this type of model, including efficient estimates,

the availability of significance tests, understanding variability within-subjects (especially if

that is of scientific interest), examining cross-level interactions, and allowing researchers to

estimate the effect of covariates at multiple levels. Multilevel models generally involve a

mixed-effects approach that includes population-level parameters while taking into account

the correlation due to repeated measurements by incorporating appropriate individual-level

random effects.

In longitudinal intervention studies, the researcher is typically interested in the average
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trajectories across the different treatment groups. In these cases, such as the study from

Chapter 2, it may be prudent to impose less parametric assumptions on the model and

treat the covariance as a nuisance parameter, i.e., use a generalized estimating equation

(GEE). While the merits of this approach are worth investigating further, we focus our

work on conditional effects rather than marginal effects. We do this for three reasons: 1) as

mentioned above, multilevel models are more commonly used in educational research studies;

2) every student learns differently, therefore incorporating a subject-specific component to

the model allows us to understand better the amount of individual variability within and

across the treatment groups; and 3) as we will discuss later on in this chapter, a mixed-effects

approach allows us to explore directly how the correlation and variation within-subjects,

across response types influences model performance.

In single-type longitudinal studies, Gaussian responses would warrant the linear mixed model

(LMM), while other types of responses from the exponential families would be analyzed using

a generalized linear mixed model (GLMM). When confronted with multiple kinds of repeated

measures on the same individual — especially if those responses involve both discrete and

continuous measures — it is simplest to model each class of outcome separately. This line

of action, however, ignores the correlation between dependent variables collected from the

same cluster, potentially reducing efficiency. Through a joint modeling approach, we hope

to recoup some efficiency by making use of all available outcomes.

Under correct model specification, the LMM for continuous responses provides consistent

and asymptotically normal estimates of the fixed effects via maximum likelihood estimation,

where residual maximum likelihood estimation provides slightly less biased estimates of the

variance components. For two models - LMM for the continuous outcomes and generalized

LMM (GLMM) for the binary outcomes - with the same covariate data and number of

occasions, the continuous responses should provide more information about the parameters

of interest than that obtained from sparse, binary responses. Thus, it is of interest to quantify
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how much we can gain in terms of efficiency and bias by also including binary responses in

the model.

Exploiting the correlation within subjects for different outcomes expands the amount of

information available to share within and between clusters. However, different response

types will contribute differing levels of information to the model. In the motivating study

described in Section 2.5, the responses consist of binary (pre-lecture quiz) and continuous

(three midterm exams and one final exam) outcomes. Clearly, the pre-lecture quizzes graded

on a binary scale will not provide as much information to the model as the continuous exams.

Thus, it is of interest to quantify how much can be gained by also including the quizzes in the

model. If the gains are significant, this will demonstrate that jointly modeling responses are

beneficial to parameter estimation and model fit. We must also consider the ramifications

of joint modeling on the interpretation of the resulting estimates. Introducing a second

response type into a model changes the scientific question that can be answered. We will

discuss this more in Section 4.2.

In this chapter, we introduce the penalized quasi-likelihood (PQL) method for simultaneously

modeling mixed binary and continuous responses in the novel context of the applied data

of interest. That is, a longitudinal setting whose univariate outcomes at a particular time

point can be either discrete or continuous. Further, the pattern of response types over time

was pre-specified and fixed by design.

In this section, we first propose a PQL method to address this challenge. To test this method

on an applied dataset, we will use the biological science education study first mentioned in

Chapter 2 which includes multiple types of repeated measures across the quarter. In total,

they assessed students via 26 binary pre-lecture quizzes and four continuous exams (three

midterms and one final). Our aim is to simultaneously model both the binary and the

continuous outcomes to identify possible differences in performance throughout the term for

students who self-identify as spacers or crammers.
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Section 4.2 details the notation and setup of the mixed models. In this section, we take a

close look into the effect of various model assumptions on the interpretability and practicality

of the model in the context of the applied dataset. We explain how the PQL methods are

used to linearize the discrete (here, we will only show this with binary responses) outcomes

and detail the model estimation process in Section 4.3. We test our new method first via a

simulation study described in Section 4.4 and compare the efficacy with the LMM and GLMM

approach, each of which only uses one type of responses. Next, we use our methodology to

analyze the real dataset in Section 4.5. Following these results, in Section 4.6 we performed

a secondary analysis in which we discretize all responses and model the data as discrete.

These results are then summarized in Section 4.7. In the next chapter, we take a different

approach to the problem in the Bayesian framework. This leads to the penultimate chapter,

which compares all of the methods described in Chapter 4 and Chapter 5 and our suggestions

on which approach is appropriate in certain situations.

4.2 Model Specification

Modeling data of mixed types can be challenging due to the difficulty of finding a joint

distribution that accurately models the data and provides meaningful interpretations. In

this section, we present a novel method for simultaneously modeling univariate longitudinal

mixed-type responses as seen in the each of which only uses one type of responses.

For the ease of presentation and also motivated by the biological education study, assume

that we are interested in modeling only two types of outcomes: continuous and binary. Note,

however, that this method can be extended to other exponential family distributions as well

as more than two kinds of outcomes. Let Yij represent the response for subject i = 1, · · · , n

at time j = 1, · · · , Ji. Across all individuals, continuous responses are measured at times

JCi ⊂ Ji and binary responses are measured at times JBi ⊂ Ji and where JBi ∩ JCi = ∅ and
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JBi ∪ JCi = Ji. This illustrates that either a Gaussian or a Bernoulli distributed outcome

is measured at any one-time point, but never both. In this setting, the response type at a

particular occasion for all subjects is fixed by design.

For the continuous responses, we assume Yij, j ∈ JCi has mean µ
(c)
ij with linear predictor

η
(c)
ij = Xijβ + Zijb

(c)
i . For the binary responses, the logit link function is used to connect

η
(b)
ij = Xijβ + Zijb

(b)
i and µ

(b)
ij . Xij and Zij signify the covariates of the fixed and random

effects, respectively, which share time invariant predictor values, but will contain different

time-varying covariate values (e.g., the occasions). Further, β (p× 1) indicates the fixed

effect coefficients. Additionally, let b
(b)
i and b

(c)
i (q(k) × 1, k = {b, c}) denote the random

effects for the binary and continuous responses, respectively.

Then, for j ∈ JCi , suppose

Yij = µ
(c)
ij + ε

(c)
ij = Xijβ + Zijb

(c)
i + ε

(c)
ij

where ε
(c)
ij

iid∼ N(0, σ2(c)) and b
(c)
i ∼ N(0, ψ(cc)).

For j ∈ JBi we have

logit(µ
(b)
ij ) = η

(b)
ij = Xijβ + Zijb

(b)
i

where b
(b)
i ∼ N(0, ψ(bb)). Together, bi = [b

(b)
i , b

(c)
i ]T ∼ N(0, ψ). Conditional on the random

effects, b
(b)
i and b

(c)
i , the responses are assumed to be independent across all individuals,

occasions, and response types.

Here we assume both responses have the same population-level main effect coefficients. This

assumption implies that both the continuous and binary responses are simply one type of

realization from the same population-level latent curve. In the context of the applied dataset,

this assumes that the mean of the continuous outcomes is the same as the log odds of a
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correct answer. Statistically speaking, this assumption allows us to borrow off information

from each response to estimate the coefficients, which may reduce error. The practicality of

these implications in a real dataset will be discussed further in Section 4.5. In Chapter 6,

we will also examine whether relaxing this assumption, i.e., using separate parameters for

continuous and binary responses, is still beneficial and model the two types of responses

separately. Note that we do allow for deviation within subjects at baseline and over time,

but also between different response types measured on the same subject via a unique set of

random effects for each type of assessment measurement.

4.3 Model Estimation

In this section, we detail the procedure used to estimate the parameters to jointly model the

continuous and binary responses. This process is performed iteratively and combines the

PQL approach with the Newton-Raphson algorithm and the EM algorithm. In the following

section, we will test our method in a simulation study.

At each iteration we obtain a new working response for the binary data, Y ∗i as described

in Section 3.3.1. Then, the response for subject i can be written as a stacked vector Y ∗i =

{Y (b∗)
i , Y

(c)
i }T where Y

(b∗)
i and Y

(c)
i represent the transformed binary and raw continuous

response vectors, respectively. Then,

Y ∗i = Xiβ + Zibi + ε∗i , ε∗i ∼ NJi(0,Σ
∗
i ) (4.1)

where the following elements are blocked:

Xi = {X(b)
i , X

(c)
i }T Zi = diag{Z(b)

i , Z
(c)
i }

bi = {b(b), b(c)}T ∼ N(0, ψ) ε∗i = {ε(b
∗)

i , ε
(c)
i }T .
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Let Σ∗i = Var[ε∗i ] = diag[σ2(b)G, σ2(c)IJi ] indicate the marginal variance of the new response

vector where G = diag[1/H ′(η̂
(b∗)
i1 ), · · · , 1/H ′(η̂(b

∗)
iJi

)], for j ∈ JBi . The marginal covariance

is then V ∗i = Var[Y ∗i ] = Σ∗i + ZiψZ
T
i . As we allow for a unique within-subject covariance

structure for each response type, here

ψ =

 ψ(bb) ψ(bc)

ψ(cb) ψ(cc)

 .

The covariance of β̂ is
(∑n

i=1X
T
i (V̂ ∗i,curr)

−1Xi

)−1
, which is the inverse of the observed in-

formation matrix as proved below. Post-transformation, the ith individual’s contribution to

the likelihood has the form:

Li(β, bi, σ
2, ψ) = f(Y ∗i |β, bi, σ2, ψ)

= |Vi|−1/2(2π)−1/2 exp

{
−1

2
(Y ∗i −Xiβ)TV −1i (Y ∗i −Xiβ)

}
.

The, the log-likelihood is

`i(β, bi, σ
2, ψ) = −1

2
log|Vi| −

1

2
log(2π)− 1

2
(Y ∗i −Xiβ)TV −1i (Y ∗i −Xiβ)

Taking the partial derivate of the log-likelihood with respect to β gives us

∂`i(β, bi, σ
2, ψ)

∂β
= XT

i V
−1
i Y ∗i −XT

i V
−1
i Xiβ.

Finally, we calculate Fisher’s information matrix

−E

[
∂2`i(β, bi, σ

2, ψ)

∂2β

]
= −E[−XT

i V
−1
i Xi]

= E[XT
i V

−1
i Xi]

= XT
i V

−1
i Xi.
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Taking the inverse gives us the covariance matrix for β̂

Cov[β̂] =

(
n∑
i=1

(XT
i V

−1
i Xi)

)−1
.

As with the LMM, the random effects can be predicted by b̂i = ψZT
i (V ∗i )−1(Y ∗i − Xiβ).

Additionally, we can calculate the covariance of bi given the working response Y ∗i by Ui =

Var[bi|Y ∗i ] = ψ − ψZT
i (V ∗i )−1Ziψ. Finally, we calculate V̂ar[bi − b̂i|Y ∗i ] for unknown β with

V̂ar[bi − b̂i|Y ∗i ] = Ui + ψZT
i (V ∗i )−1Xi

(
n∑
i=1

XT
i (V ∗i )−1Xi

)−1
XT
i (V ∗i )−1Zi.

This then implies Var[bi|Y ∗i ] = ψ−ψZiV −1i ZT
i ψ. In order to approximate V̂ar[bi− b̂i], simply

plug in the estimated parameters for the current iteration.

The algorithm is summarized as follows:

1. Assign initial values to β̂curr, σ̂
2(c)
curr, ψ̂curr, b̂i,curr

• β̂curr, σ̂
2(c)
curr , and ψ̂curr from (generalized) linear mixed effects models of each

response

• b̂i,curr set to 0 for first iteration

2. Calculate η̂i,curr, Σ̂i,curr, V̂i,curr, Ûi,curr, V̂arcurr[bi − b̂i] and Y ∗i,curr

3. Update β̂ using weighted least squares

β̂new =

(
n∑
i=1

XT
i (V̂ ∗i,curr)

−1Xi

)−1( n∑
i=1

XT
i (V̂ ∗i,curr)

−1Y ∗i,curr

)

4. Using β̂new, σ̂
2(c)
curr, ψ̂curr, b̂i,curr repeat step 2 to obtain the estimates Σ̂∗i,new, V̂i,new, Ûi,new,

V̂arnew[bi − b̂i] , and Y ∗i,new
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5. Update σ̂2(c) as

σ̂2(c)
new =

1

N

n∑
i=1

[Y ∗i,new −Xiβ̂new]T V̂ −1i,curr[Y
∗
i,new −Xiβ̂new]

6. Update b̂i as b̂i,new = ψ̂currZ
T
i (V ∗i,curr)

−1[Y ∗i,new −Xiβ̂new]

7. Update ψ̂ as ψ̂new = 1
n

∑n
i=1(b̂i,newb̂

T
i,new + Ui,new)

where N =
∑n

i=1 Ji

The procedure is iterated until convergence of {β̂, ψ̂, σ̂2(c), b̂i}

4.4 Simulation Studies

The following simulations were designed to mimic the biology data discussed in Chapter 3.

Each dataset contains n observational units (“students”) and Ji = J responses measured

over time. JCi of the responses were continuous, representing quantitative assessments such

as an exam, and the remaining JBi time points had binary responses like the pre-lecture

quizzes. The data were simulated as follows:

First, let Equation 4.2 represent the mean model for both responses.

ηij = β0+β1Clicksij+β2(G.P.A.i−G.P.A.)+β3I[Grpi]+β4tj+β5I[Grpi]×tj+bi,0+bi,1tj (4.2)

For j ∈ JCi , Yij = ηij + εij. For j ∈ JBi , ηij is linked to µij via the logit link. Let

β0 = 2, β1 = 0.3, β2 = 0.5, β3 = 0.15, β4 = −0.2 and β5 = 0.5. Our interest lies in the

interaction effect of the treatment group (spacer) with time, β5. First, we created pseudo-

clickstream data described in Section 2.5, generated using a standard normal distribution

because the click counts in the real dataset are standardized. We also included a continuous

70



time-invariant predictor meant to resemble a student’s mean-centered grade point average

(G.P.A., on an original scale from 0.0 - 4.0). Note that the choice of the mean (µ = 3.2)

and standard deviation (σ = 0.5) were obtained via summary statistics from the biology

study. Next, we simulated the probability of being in one of the two houses of study habits

(I[Grpi] = 1 if spacer and 0 if crammer) using a Bernoulli distribution with a probability

of 0.55. Finally, time was scaled from the original tj = 1, · · · , J scale to evenly spaced

values between -1.5 and 1.5. The purpose of this was to ensure the distribution of the mean

model had the highest density from approximately -2 to 2. This was because as the absolute

magnitude of the mean model increases, the probability of success for the binary responses

would be pushed to either 0 or 1. Descriptions of how each covariate was simulated are

summarized in Table 4.1.

Table 4.1: Fixed effect data generating mechanism

Variable Description

Clicksij Standardized number of mouse clicks on LMS between assessments
iid∼ N(0, 1)

G.P.A.i Estimated student’s G.P.A. (0.0-4.0)
iid∼ truncN(3.2, 0.5)

Grpi Spacer, Crammer (1, 0) ∼ Bernoulli(0.55)
tj Occasion with J evenly spaced time points from -1.5 to 1.5
σ2 Variance of continuous responses, σ2 = 1

To better understand the bias and efficiency of the Joint PQL model, we created a variety

of datasets with different parameter values. Note that the datasets were simulated under a

balanced and complete assumption. The goal was to assess the robustness of the Joint PQL

method (which will often be referred to as simply the ‘PQL’ method) compared to modeling

each response type separately. In this study, we varied the covariance matrix of the random

effects and the number of binary versus continuous occasions. We tested the latter because

the biology education study had more binary than continuous responses available. Further,

we also looked into how misspecification of the random effects and serial correlation would

impact the estimation of the parameters, which will be discussed later in Section 4.4.1.
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Each simulation study consisted of S = 1, 000 artificial datasets; however, given some of the

more extreme settings tested, in some of the studies, the GLMM did not reach convergence

for binary responses. This occurred because there were too many subjects with all zeros

or ones for the binary responses due to smaller numbers of occasions and higher variances

in the random effects. While this was the case less than 0.4% of the time in nearly every

scenario, the PQL method requires the random effects covariance estimates from both the

continuous- and binary-only models as starting values. In the few cases where the GLMM

did not converge, the starting variance of the random effects was set at 0.00001, and the

covariance (where applicable) was set to 0.

The remainder of this section is split into two parts: testing the robustness of the Joint PQL

model under different strengths of the variance-covariance of the random effects as well as

under model misspecification of the random effect structure and assumptions of conditional

independence. In particular, we focus on the fixed and random coefficient estimates, but we

also look into the performance of the model as a whole and the information gained or lost

in each simulation setting.

4.4.1 Variance-Covariance of Random Effects

The primary goal for this simulation study is to see if using all of the available assessment

measurements increases efficiency and potentially reduces the bias of the estimates of the

main effects. This is because in our applied data setting we hope to take advantage of all

of the graded assignments across a term to understand student performance better. We will

do this by generating several artificial datasets with different covariance matrices for the

random intercept and slope. These settings are detailed in Table 4.2. Comparing PQL to

LMM and GLMM, we can evaluate how much efficiency can be gained by simultaneously

analyzing both response types.
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We also use this simulation study to validate the estimates obtained using our method and

assess how different levels of correlation affect model performance. We expect that increasing

the variance of the random effects will improve the relative efficiency of the PQL fixed effect

estimates compared to the other models. Further, we presume that increasing the correlation

between random effects from different response types will slowly diminish the benefit of the

Joint PQL approach since the relative information contributed from a single sampling unit

will decrease.

Table 4.2: Variance-covariance settings used in the subsequent analysis with mean model
ηij = β0+β1Clicksij+β2(G.P.A.i−G.P.A.)+β3I[Grpi]+β4tj+β5I[Grpi]×tj+bi,0+bi,1tj where

εij ∼ N(0, 1), Cov[b
(b)
0i , b

(b)
1i ] = 0 and Cov[b

(c)
0i , b

(c)
1i ] = −0.07. Also, n = 400 and Ji = J = 40

with JBi = JCi .

Scen. # bin
Var[b

(b)
i ] Var[b

(c)
i ] Cov[b

(b)
i , b

(c)
i ]

Corr[b
(b)
i , b

(c)
i ]

0.01 0.03 0.1 0.3 0.001 0.003 0.005

1 20 X X X 0.0316
2 20 X X X 0.0949
3 20 X X X 0.1581
3a 30 X X X 0.1581
4 20 X X X 0.0105
4a 30 X X X 0.0105
5 20 X X X 0.0316
6 20 X X X 0.0527

For all simulations, we assumed the true mean model to be that from Equation 4.2. Unless

otherwise stated, each simulation setting included 40 repeated measurements from each of

the 400 observational units. In some scenarios, 20 of those measurements came from a

Gaussian distribution, and 20 came from a Bernoulli distribution. In other simulations, only

10 of the responses were continuous, and 30 were binary. The latter setting is more aligned

with the real data, and it is of importance to quantify how much the PQL method can gain

in terms of estimation when there are different amounts of each response type. Due to the

lack of variability in the binary data, we chose not to incorporate any correlation between

these random effects, i.e., Cov[b
(b)
0i , b

(b)
1i ] = 0 — a decision that stayed constant throughout

all simulations. Cov[b
(c)
0i , b

(c)
1i ] was set as -0.07. This assumption of a negative correlation
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between the continuous random intercept and slope implies that students whose responses

were initially higher or lower relative to the average will not necessarily have trajectories

that perpetuate their baseline performance.

Fixed Effects

In this simulation study, both the marginal mean and random effects structure were specified

correctly. Thus, the fixed effects estimates from LMM are BLUE, and the random effects are

BLUP. GLMM, on the other hand, requires numeric integration techniques to approximate

the marginal likelihood as there is no closed-form solution. Here, we will be using PQL

techniques via the glmmpql() function from the MASS package in R (Venables and Ripley,

2002). However, since our novel Joint PQL model uses more information than the LMM

(and the GLMM), we expect the PQL standard errors to be smaller than BLUE LMM errors.

Regarding measurement error, estimation via REML provides a consistent estimate of σ2(c)

and ψ(cc). It is known that the penalized quasi-likelihood approximation does have some

bias of the variances of the random effects.

The simulation results will be presented as follows: preceding comparison of the results

across all simulation settings, we will first take a closer look at Scenario 3. This scenario was

chosen because the settings include the highest variability and lowest correlation. Under this

construction, the PQL model should perform best as each individual unit is contributing more

information and the effective sample size is largest due to the small amount of correlation.

Scenario 3
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Recall that the within-cluster variance is set as

Var[bi] = ψ =



0.01 0 0.005 0.005

0 0.01 0.005 0.005

0.005 0.005 0.1 −0.1

0.005 0.005 −0.1 0.1


.

This correlation structure implies a relatively small variance for the within-cluster intercept

and slope for both types of outcomes. Letting Cov[b
(b)
i , b

(c)
i ] = 0.005 results in a fairly high

correlation of 0.1581 across the random effects of different response types.

Table 4.3 displays the relative bias percentage (Rel Bias %) calculated as
∑S

k=1
β̂i−βi
βi
× 100,

empirical standard error (ESE), model-based standard error (Model SE), mean squared error

(MSE), and 95% coverage probabilities (95% CP) of the regression estimates for each model

across all simulations. Here, S = 961 of the GLMM simulations converged, indicating that

only 3.9% failed to converge. For all models, the relative bias does not exceed more than 1%

for any coefficient, which aligns with the likelihood theory. The ESE, Model SE, and MSE

for each coefficient are lower for the Joint PQL compared to the GLMM and LMM estimates

(except for the MSE for the intercept). Lastly, all models appear to have correct coverage

rates for β0 − β3, although LMM and PQL may have underestimated the variance resulting

in slightly lower coverage probabilities for β4 and β5.

As the estimates are all on a small scale, we can better assess the difference in variability of

the estimates by calculating the relative efficiency of PQL over both LMM and GLMM for

each β. Values greater than one would indicate higher variance for the Joint PQL model,

while values less than one would imply lower variance for the Joint PQL model. Table 4.4

reports that for each coefficient, the relative efficiency is between approximately 0.73-0.9

when PQL is compared to LMM and 0.1-0.28 when compared to GLMM. Specifically, for

the coefficient of interest, the interaction between treatment and time (β5), the Joint PQL
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Table 4.3: Scenario 3: fixed coefficient results for GLMM, LMM, and PQL.

Model Rel Bias % ESE Model SE MSE 95% CP
GLMM -0.12006 0.05161 0.05025 0.00267 0.94277

β0 LMM 0.07117 0.02747 0.02740 0.00076 0.94400
PQL 0.20385 0.02479 0.02404 0.00063 0.93700
GLMM -0.52240 0.03554 0.03454 0.00127 0.94069

β1 LMM -0.03839 0.01133 0.00013 0.05880 0.96100
PQL -0.09749 0.01081 0.01100 0.00012 0.95000
GLMM -0.39569 0.07741 0.07773 0.00600 0.94797

β2 LMM 0.49731 0.04175 0.00175 0.00318 0.96700
PQL 0.34368 0.03717 0.03781 0.00138 0.95500
GLMM 0.35544 0.07444 0.07267 0.00554 0.94173

β3 LMM -0.96076 0.03839 0.00148 0.15662 0.95100
PQL -0.86384 0.03420 0.03408 0.00117 0.95400
GLMM -0.15766 0.04279 0.04195 0.00183 0.93965

β4 LMM 0.41245 0.02721 0.00074 0.55268 0.93100
PQL 0.24149 0.02291 0.02226 0.00052 0.94000
GLMM 0.23457 0.06099 0.06097 0.00372 0.95317

β5 LMM 0.12675 0.03805 0.03686 0.00145 0.94000
PQL 0.00698 0.03218 0.03149 0.00104 0.93600

model has an estimated variance that is approximately 17% lower than the continuous model

and 83% lower than the binary. Thus, in this setting with a relatively lower variance and

higher correlation for the random effects, all models generate unbiased fixed effects estimates;

however, the Joint PQL model is more efficient.

Table 4.4: Average relative efficiency of PQL compared to LMM and GLMM.

β0 β1 β2 β3 β4 β5
PQL vs. LMM 0.7699 0.8992 0.7645 0.7714 0.7301 0.7295

PQL vs. GLMM 0.2288 0.1015 0.2367 0.2199 0.2815 0.2667

Next, we computed the average trace of the information matrix for all three models over all

simulations. The ratio of this value for PQL over (G)LMM can be a proxy for the amount of

information gained by including both response types compared to modeling them indepen-

dently. We found that I(βPQL)/I(βGLMM) = 6.003 and I(βPQL)/I(βLMM) = 1.198. Thus,

including the continuous responses results in 6 times the amount of information compared

to modeling the binary outcomes only and 1.198 times the information when incorporating
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the binary outcomes into continuous responses.

Our analysis continues with the estimates of the residual variance of the quantitative re-

sponses. The density curves pictured in Figure 4.1 represent a sampling distribution of the

estimates of σ2(c) over 1,000 simulations from the population described in Scenario 3. Curves

for the LMM and PQL estimates are approximately normal, with peaks near the true pa-

rameter value, represented by the vertical dotted line. Additionally, Table 4.5 shows that

both methods are unbiased for σ2(c) and result in small, nearly equivalent MSEs. Relatively,

there is little difference between either method.

Figure 4.1: Scenario 3: density plot of sampling distribution of σ2 estimates.

Table 4.5: Scenario 3: averaged bias and MSE of σ2(c) estimates.

Bias MSE
LMM -0.00003 0.0001
PQL -0.00025 0.0001

All Scenarios

After the last detailed look at Scenario 3, we now run each model on all six of the scenarios

listed in Table 4.2 as well as two scenarios that include more binary outcomes than continuous
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outcomes. The aim is to assess how PQL handles varying degrees of correlation across

different response types for the same individual compared to LMM and GLMM. This is done

by comparing the bias and efficiency of estimates while steadily increasing the covariance

between random effects, which, in effect, raises the correlation. In this study Cov[b
(b)
i , b

(c)
i ] =

{0.001, 0.003, 0.005}. We run each of those conditions under a model with lower variance

to a model with a higher variance of the individual effects. For Scenarios 1,2, and 3 (lower

variance) this corresponds to a correlation of 0.03, 0.09, and 0.16, respectively; similarly, this

gives 0.01, 0.03, and 0.05 for Scenarios 4, 5, and 6 (higher variance), respectively.

As likelihood theory indicates, regardless of the degree of association in each cluster, the

estimates for LMM should be consistent. A plot of the bias of each regression coefficient for

all scenarios and models is provided in Figure 4.2. The specific coefficient being estimated

is on the y-axis, and the relative bias percentage (RB%) is on the x-axis. Each model is

indicated by a point with a unique color and shape. The top row of the plots is for the

simulated populations with a lower random effect variance structure and the bottom row for

scenarios with a higher variance.

Focusing on the Joint PQL (blue square) and LMM (green triangle) results first, we see

that there is only a small difference across all simulations; however, in all plots, it can be

seen that, in general, the RB% of the Joint PQL estimates is closer to 0 (black vertical

line) compared to the LMM values. The largest departure from 0 for these two models in

each scenario is β3, the coefficient of the indicator for group. This is likely because there

is less information available with a binary covariate. Also, the probability of being in the

“spacer” group (I[Grpi] = 1) is set to 0.55, which further does not provide much variability

between groups. Most importantly, the RB for the time and interaction covariates, β4 and

β5, is closer to 0 in the PQL simulations compared to LMM. As β5 is the main coefficient of

interest, this decrease in bias is useful for valid inference and interpretation. Once again, it

should be noted that these differences at the scale of the interpretation are in the hundredth
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Figure 4.2: All Scenarios: Relative bias percentage of GLMM, LMM, and Joint PQL re-
gression coefficient estimates stratified by scenario. Note that these percentages represent
differences in the hundredth decimal place.

Figure 4.3: Scenarios 3a and 4a: Relative bias percentage bias of GLMM, LMM, and Joint
PQL regression coefficient estimates. Note that these percentages represent differences in
the hundredth decimal place.
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decimal place.

Figure 4.2 also illustrates the instability of the GLMM estimates across various degrees of

correlation and variance. For the majority, the relative bias of the Joint PQL is in between

GLMM and LMM. Notice the coefficients in which the RB% in the GLMM estimates are

farther away from the LMM estimates (see the points for β3 in the plot). As this is a binary

covariate, GLMM is better able to estimate the corresponding coefficient. Again, the RB

of the PQL estimate is in between the two points but always closer to LMM. However, by

adding the binary responses, the PQL estimates are closer to the population parameter.

As we theorized, this indicates that including the binary responses does have some positive

impact on model estimation.

With Scenarios 3a and 4a, where there are 30 binary and ten continuous outcomes, there

is a very small amount of change in the RB% for each model. Figure 4.3 illustrates that

the GLMM averaged estimates are slightly closer to the truth for Scenario 3a, most notably

with the time-varying main effect coefficients β1, β2, and β4. The estimates for each model

for Scenario 4a are very similar to those seen in Scenario 4 but are slightly biased downward.

Next, we look at how much error is associated with each model. As the PQL model incor-

porates more than one type of response, we expect this model to have the smallest error in

estimating the regression coefficients. This prediction is realized in Figure 4.4. All plots show

the average model-based standard error (Mod SE) for each coefficient over approximately

1,000 simulations. All of the plots display a set of three colored bars for each coefficient

representing the mean Mod SE for a particular scenario for one of the models. The Joint

PQL has the smallest mean standard error of all scenarios, LMM is the second smallest, and

GLMM has the highest error.

For the two simulation settings with more binary responses (Scenarios 3a and 4a), Figure 4.5

shows that while the PQL and LMM ESE is nearly identical to the two settings with an
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Figure 4.4: All Scenarios: averaged model-based standard error of GLMM, LMM, and Joint
PQL regression coefficient estimates stratified by scenario.

Figure 4.5: Scenarios 3a and 4a: averaged model-based standard error of GLMM, LMM,
and Joint PQL regression coefficient estimates.

equal ratio of binary to continuous responses, the error in the GLMM estimates has notably

decreased. Furthermore, the relative efficiency of each coefficient from PQL compared to
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GLMM and LMM in Table 4.6 shows that the PQL method has smaller variability (ratio

< 1). Finally, directly contrasting the results from Scenario 3 in Table 4.4 to those from

Scenario 3a, we notice the expected decrease in efficiency across the LMM estimates and

higher relative efficiency of the GLMM estimates when compared to the PQL values.

Table 4.6: Scenarios 3a and 4a: average relative efficiency of the Joint PQL compared to the
LMM and GLMM fixed coefficient estimates.

β0 β1 β2 β3 β4 β5

Scenario 3a
PQL vs. LMM 0.6287 0.7415 0.6233 0.6305 0.5704 0.5709

PQL vs. GLMM 0.3735 0.2588 0.3830 0.3597 0.4481 0.4246

Scenario 4a
PQL vs. LMM 0.4665 0.7332 0.4719 0.4678 0.3989 0.3987

PQL vs. GLMM 0.5391 0.2791 0.5418 0.5197 0.6234 0.59289

Another statistic of interest is the trace of the estimated information matrix. As mentioned

above, this is a possible metric for the amount of information we have gained (or lost) by

modeling multiple response types. We computed the relative trace of the observed infor-

mation matrix across all scenarios, comparing PQL to LMM and PQL to GLMM seen in

Table 4.7. Compared to both LMM and GLMM, PQL has relatively higher information.

This difference is somewhat small (1.2-1.25) when compared to the linear model and, un-

surprisingly, larger (4.8-6) when compared to the discrete model. Of course, when including

more binary than continuous outcomes, Table 4.8 reveals that the PQL has between 50-68%

more information than the LMM as opposed to between 20-25% in Scenarios 1-6. This ratio

is decreased by about half when comparing the relative information ratios from Scenarios

1-6 to Scenario 3a and 4a.

Table 4.7: All Scenarios: average relative (trace) information of the Joint PQL compared to
the LMM and GLMM across all six scenarios.

Ratio / Scenario 1 2 3 4 5 6
PQL vs. LMM 1.1995 1.1977 1.2013 1.2565 1.2550 1.2536

PQL vs GLMM 6.0130 6.0032 6.0229 4.7961 4.7886 4.7833

Finally, we compare the estimated residual variance for LMM and PQL in Scenarios 1-6.

σ̂2(c) is the maximum likelihood estimator in LMMs, so the estimates should be consistent.
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Table 4.8: Scenarios 3a and 4a: average relative (trace) information of the Joint PQL com-
pared to the LMM and GLMM.

Ratio / Scenario 3a 4a
PQL vs. LMM 1.5066 1.6835

PQL vs GLMM 2.9426 2.4010

The average bias of the within-subject variance for LMM and PQL across each scenario is

less than 0.001 indicating asymptotic unbiasedness. Similar to the regression coefficients, the

ESE and MSE are smaller for the PQL than LMM by about 5-10%. There is little difference

in the bias or error of the estimates in Scenarios 3a and 4a. Once again, we note that these

differences are on the scale of the thousandth decimal place.

In summary, including additional response types — compared explicitly to modeling the

continuous responses alone — does have some benefit in terms of reducing bias and increasing

efficiency. However, in the six settings we manufactured, these differences were on a relatively

small scale as they were analyzed with correct model specifications. As we will test in

Section 4.4.2, these differences become more pronounced when the random effects structure

is incorrectly specified for at least one response type.

Random Effects

In the educational application for this model, the primary focus is the interpretation of the

fixed effects at the population level. Nonetheless, due to the parametric assumptions on

the model, it is necessary to verify the estimated distribution of the subject-level effects.

Since the Joint PQL model combines both response types, the dimension of the variance-

covariance matrix ψ in this example is 4× 4 while the LMM and GLMM matrices ψ(cc) and

ψ(cc), respectively, are 2×2. We compare the corresponding diagonal elements of ψ̂ from the

PQL model to the diagonal estimates from ψ̂(bb) and ψ̂(cc).
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Scenario 3

Beginning again with Scenario 3, Figure 4.6 illustrates an approximate density curve of

the sampling distribution of each variance component. The plots on the left panel display

the density of the random intercept and slope estimates across all simulations. The right

panel shows the sampling distribution of the continuous random effect estimates, which are

approximately normal and centered about the truth (0.1) indicated by the black dashed

vertical line. Due to the sparsity of the binomial responses, both the PQL and GLMM

densities are somewhat bimodal and heavily skewed right. Nevertheless, the mode of each

distribution is near the truth (0.01). Next, we will test how the accuracy of estimation is

affected by the strength of correlation between response types.

Figure 4.6: Scenario 3: density plot of random effect estimates. Left panel: GLMM and
PQL estimates, Right panel: LMM and PQL estimates.

All Scenarios

The six population settings under which we simulate data were chosen so that each model

could be tested under varying degrees of variance and correlation. As we have described,
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Scenarios 1-3 have a lower variance for each of the random effects, whereas Scenarios 4-6 have

a higher variance. Scenarios 1,2, and 3 are comparable to Scenarios 4, 5, and 6, respectively,

through the covariance.

The average simulation bias for both the intercept and slope are presented in Figure 4.7.

The x-axis denotes the amount of bias, while the y-axes and color of the point indicate

which model the estimates came from. PQL(bin) and PQL(cont) signify the random effects

corresponding to the binary and continuous response types, respectively. Each point is the

average bias across all simulations. The endpoints of the error bars represent average bias

plus or minus the ESE. Finally, the shape of each point illustrates whether the estimate is

for the random intercept (triangle) or the random slope (circle).

Figure 4.7: All Scenarios: each point represents the averaged bias across all simulations for
each model. Note that the PQL estimates have been separated to indicate the binary and
continuous effects for easier comparison to GLMM and LMM, respectively. The tails of the
errorbar signify the bias plus/minus the empirical standard error. The intercept (circle) and
slope (triangle) are distinguished by shape.
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From this plot, it is apparent that for each variance and correlation structure we tested,

the LMM predictions of the within-subject effects are approximately unbiased with a small

error. This is similar to the PQL(cont) predictions, which have just slightly more bias

(approximately 0.02%) and less error. There does appear to be a small benefit of the joint

model in terms of the binary random effect predictions, with PQL(bin) have a smaller bias

and ESE relative to GLMM. Overall, little, if any, information is gained when predicting

within-subject effects when modeling both responses simultaneously in these scenarios.

A similar story unfolds even when introducing more sparsity into the responses. Halving

the number of continuous outcomes still results in approximately unbiased estimates of the

random intercept and slope for the LMM for Scenarios 3a and 4a. The PQL(cont) predictions

have relatively more bias, but this difference is on the thousandth decimal. Unsurprisingly,

with more binary data, the GLMM random effect predictions have a lower average bias and

standard error. For example, the relative bias of the intercept (slope) for PQL(bin) over

GLMM changes from 0.67 (0.61) for Scenario 3 to 0.88 (0.87) for Scenario 3a. Figure 4.8

shows the relative efficiency of the PQL predictions over that of either GLMM or LMM

for each scenario. The color of each point again represents the specific random effect. Our

joint modeling approach is the most efficient across all Scenarios and random effects. The

reduction in error is very small relative to the LMM predictions, but there is about a 30%

decrease in error comparing PQL(bin) to GLMM.

However, this reduction in the continuous subject-specific effect values is not seen in Scenarios

3a and 4a. The PQL(cont) estimates have greater than three times the variability compared

to the analogous LMM effects in both population settings. PQL(bin) over GLMM relative

efficiency of the subject-level intercept and slope for the binary responses are 0.968 and 0.917,

respectively, for Scenario 3a. For Scenario 4a, these ratios are 0.628 and 0.456. Although

more investigation is needed in the case of more binary than continuous outcomes, these

GLMM results potentially demonstrate the effect of variance versus covariance/correlation
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Figure 4.8: All Scenarios: relative efficiency of the PQL random effect estimates over the
GLMM or LMM estimates. The color of each dot represents the specific random effect and,
by consequence, which models are being compared. Specifically, the points for the random
effects ψ

(b)
0 and ψ

(b)
1 represent the relative efficiency of PQL over GLMM. Similarly, ψ

(c)
0 and

ψ
(c)
1 represent the relative efficiency of PQL over LMM.

on the estimates. In these two settings, PQL has a higher advantage over GLMM when the

variance of the random effects is higher, but the correlation is lower, as we predicted.

4.4.2 Model Misspecification

Especially with studies including repeated measures, it is very likely that the random effects

structure will not align with the truth, i.e., we have model misspecification. Above, we

discussed the robustness of PQL compared to GLMM and LMM separately under various

within-subject variance-covariance matrices. We will consider the same scenarios; however,

our assumption of the random effects structure is incorrect. Specifically, we will assume only

a random intercept for either the Bernoulli or Gaussian within-subject effects when the true

population has both a random intercept and random slope. Thus, in a particular setting,

either the continuous or the binary random effects will be incorrect. It is of primary concern
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in this simulation study to understand how the estimation of the parameters in the Joint

PQL model (compared to GLMM and LMM) holds up when the model does not align with

the truth.

Fixed Effects

In our simulation study, we will assess each model in situations where the analyst does

not adequately account for within-subject variability over time, i.e., we have incorrectly

modeled the correlation structure of the data. In the case of continuous responses, we are no

longer guaranteed consistency of the standard error calculated from the linear mixed-effects

model. Thus, it is of interest to see if borrowing information from another response type will

ameliorate this issue. Once more, we will start discussing the results from Scenario 3 in more

detail, then proceed with an overview of the results for Scenarios 1-6. For each population

setting, we ran two simulations, one where the cluster-specific effects were misspecified for the

binary responses (B) and one where the continuous response random effects were misspecified

(C).

Scenario 3

Beginning with Scenario 3 (C), Table 4.9 shows a somewhat higher bias in the average es-

timate of β4 and β5 for the PQL model, while those from LMM remain similar to those

reported in Table 4.3. For those same coefficients, the model-based standard error is al-

most half the ESE. As a result, the coverage probabilities are incorrect and highly anti-

conservative. Therefore, in this scenario with a lower variance but a higher correlation of the

random effects, both LMM and Joint PQL perform similarly when the continuous responses

are assumed to only have a random intercept. On the other hand, when the binary model is

misspecified, there is little to no impact on the estimation of the main effects or the error,

and by consequence, the coverage probabilities are within a reasonable range.
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Table 4.9: Scenario 3, continuous misspecified: fixed coefficient results for GLMM, LMM,
and PQL.

Model Rel Bias % ESE Model SE MSE 95% CP

GLMM -0.1201 0.0516 0.0503 0.0027 0.9428
β0 LMM 0.0711 0.0275 0.0273 0.0008 0.9430

PQL 0.1901 0.0248 0.0240 0.0006 0.9380
GLMM -0.5224 0.0355 0.0345 0.0013 0.9407

β1 LMM -0.0518 0.0120 0.0122 0.0001 0.9550
PQL -0.1091 0.0114 0.0111 0.0001 0.9420
GLMM -0.3957 0.0774 0.0777 0.0060 0.9480

β2 LMM 0.5103 0.0418 0.0433 0.0018 0.9650
PQL 0.3609 0.0372 0.0378 0.0014 0.9560
GLMM 0.3554 0.0744 0.0727 0.0055 0.9417

β3 LMM -0.9601 0.0384 0.0387 0.0015 0.9500
PQL -0.8473 0.0343 0.0340 0.0012 0.9540
GLMM -0.1577 0.0428 0.0420 0.0018 0.9396

β4 LMM 0.4131 0.0272 0.0143 0.0007 0.6960
PQL 0.3358 0.0249 0.0131 0.0006 0.7020
GLMM 0.2346 0.0610 0.0610 0.0037 0.9532

β5 LMM 0.1271 0.0380 0.0203 0.0014 0.7030
PQL 0.0886 0.0349 0.0186 0.0012 0.6930

Regarding the residual variance estimates of the quantitative responses from Table 4.10,

there is a sizable increase in both the bias and MSE compared to the correctly specified

model for both PQL and LMM seen in Table 4.5. Unsurprisingly, the variance estimates

under Scenario 3 (B) are relatively unchanged. Thus, for Scenario 3, we are already able to

see how much greater the impact of incorrectly assuming only a random intercept for the

continuous model compared to the binary model.

Table 4.10: Scenario 3, continuous misspecified: averaged bias and MSE of σ2(c) estimates
for LMM and PQL.

Bias MSE
LMM 0.07074 0.00520
PQL 0.07475 0.00582

All Scenarios

As we discovered above, both LMM and GLMM regression coefficient estimates for β4 and
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β5 suffered from an underestimation of the standard error and highly incorrect 95% coverage

probabilities in Scenario 3 (C), while there was little change comparing Scenario 3 to Scenario

3 (B). Now, we look at the results of each coefficient across Scenarios 1-6 (B) and (C).

Though not reported here, binary random effect misspecification continued to have little

effect on the regression coefficient estimates across all scenarios. There was some underesti-

mation of the intercept in Scenarios 4 and 6 when the within-subject variance is higher, and

the correlation is either low or high. However, the true value of β0 was still well within the

95% confidence interval.

As we saw with Scenario 3 (B) and (C), the coverage probabilities for β4 and β5 in Scenarios

1-6 (C) suffer from the same undercoverage, while those under (B) remain close to the

nominal 95%. From Figure 4.9 we see that the coverage probability of the coefficients for

time and the interaction between time and study group indicator are extremely low. The

coverage rates are around 50-55% for both LMM and Joint PQL for Scenarios 4 and 6;

otherwise, the coverage rates are about 70%. Thus, by not accounting for the variability of

the within-cluster trajectory with the continuous responses, we lose a lot of accuracy in the

estimates for the two coefficients related to time. For reference Table A.1 in the Appendix

displays the coverage probabilities for β4 and β5 for Scenarios 1-6 (B) and each model. These

results show there was roughly no impact of binary model misspecification on coverage rates

of the coefficients, which are mostly between 0.93 and 0.95.

Next, we compare the relative trace of the information matrix of Joint PQL over either

GLMM and LMM for Scenarios 1-6 (B) and (C). The results for (B) and (C) are listed in

Table 4.11 and Table 4.12, respectively. As a reminder, values greater than one will indicate

higher information for PQL relative to the other models. For Scenarios 1-6 (B), there is little

change in relative efficiency from a correctly specified model for Joint PQL over GLMM and

LMM. For Scenarios 1-6 (C), the relative information of the Joint PQL model compared to

LMM increases the most for the settings with the higher variance; misspecification of the

90



Figure 4.9: All Scenarios, continuous misspecified: 95% coverage probability for each regres-
sion coefficient. The black vertical line at 95% references the correct coverage.

continuous random effects has a much larger impact when Joint PQL is compared to GLMM.

Random Effects

Lastly, we examine the robustness of the within-subject variance-covariance matrix under

its own misspecification. We have already seen that incorrectly omitting a random slope

for the continuous outcomes can have serious impacts on the estimation of the fixed effect

coefficients. Therefore, it is prudent to understand what role the prediction of the random

effects plays in this process.

Scenario 3

Starting with Scenario 3, we take a closer look into the distribution of the estimates of
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Table 4.11: All Scenarios, binary misspecified: relative efficiency of each regression coefficient
comparing PQL over GLMM or LMM.

Ratio / Scenario 1 2 3 4 5 6
PQL vs. LMM 1.2065 1.2060 1.2051 1.2680 1.2674 1.2669

PQL vs GLMM 5.9942 5.9906 5.9873 4.7508 4.7461 4.7442

Table 4.12: All Scenarios, continuous misspecified: relative efficiency of each regression
coefficient comparing PQL over GLMM or LMM.

Ratio / Scenario 1 2 3 4 5 6
PQL vs. LMM 1.2134 1.2127 1.2121 1.3875 1.3871 1.3864

PQL vs GLMM 8.2919 8.2879 8.2819 6.9956 6.9909 6.9873

the random effects for each response type. A density plot of the random effect predictions

for the continuous and binary random effects are shown in Figure 4.10 from Scenario 3

(C). The densities for the binary effects on the left panel look almost unchanged from the

correctly specified model results from the previous section. On the right panel, we see that

the distribution of the simulated random intercept predictions only because this model did

not assume a random slope. While the distribution is still bell-shaped, the mean is shifted

to the left, indicating that the random intercept has been slightly underestimated.

All Scenarios

Next, we look at Scenarios 1-6 to better understand how different levels of variability and

correlation of the random effects influence estimation under discrete or continuous model

misspecification. We again display the averaged bias estimates and empirical standard er-

ror for all Scenarios of type (C) in Figure 4.11 and compare these results to those from

Figure 4.7 where the within-subject structure was correct. The plots indicate that model

misspecification of the continuous random effects alone greatly affects the accuracy of the

LMM estimates, most notably when Var[bi] is large. The PQL(cont) estimates are also

affected, although the bias in the estimates is less severe. The GLMM and PQL(bin) esti-

mates are relatively unchanged. We also calculated the average relative bias of the estimates

(PQL(bin) over GLMM and PQL(cont) over LMM) and found that when Var[bi] is smaller,
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Figure 4.10: Scenario 3 (C): density plot of random effect estimates. Left panel: GLMM
and PQL estimates, Right panel: LMM and PQL estimates.

the average bias for b
(b)
0i , b

(b)
1i , and b

(c)
0i is about 0.73, 0.68, and 0.62, respectively. For higher

values of Var[bi], Scenarios 4-6 (C), these values are approximately 0.49, 0.41, and 0.62,

respectively.

When the binary subject-specific effects are misspecified, there is very little change to the

estimates compared to the correctly specified model presented earlier. In this setting, there

is virtually no difference in the bias from the PQL(bin) estimates compared to GLMM.

Additionally, the LMM and PQL(cont) estimates are essentially the same as those obtained

from the correctly specified model.

Regarding relative efficiency of the random effect predictions, Table 4.14 and Table 4.15

display the appropriate ratios for (B) and (C), respectively. Analyzing the two tables side-

by-side, we can get a comprehensive understanding of how misspecification of either response
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Figure 4.11: All Scenarios, continuous misspecified: each point represents the averaged bias
across all simulations for each model. Note that the PQL estimates have been separated
to indicate the binary and continuous effects for easier comparison to GLMM and LMM,
respectively. The tails of the errorbar signify the bias plus/minus the empirical standard
error. The intercept (circle) and slope (triangle) are distinguished by shape.

type affects the ability of the model to predict individual-level effects. When we do not

include the random slope for the binary responses, the empirical variance of the PQL(bin)

vs. GLMM intercept estimates are more similar. The PQL(cont) vs. LMM intercept and

slope estimates are nearly the same. When the continuous random slope is not included, the

PQL(bin) random intercept and slope estimates are less variable than GLMM. Once again,

the PQL(cont) random intercept has nearly the same variability as LMM.

Overall, under misspecification of the random effects, the Joint PQL model performs quite

similarly compared to LMM. When the continuous model does not match the truth, both

PQL and LMM are somewhat severely affected in terms of undercoverage of the coefficients

related to the random slope. The residual variance also has more bias and higher error in

94



Table 4.13: All Scenarios: relative efficiency of empirical variance of random effect coefficients
comparing PQL over GLMM and PQL over LMM.

Table 4.14: Binary misspecified

ψ
(b)
00 ψ

(c)
00 ψ

(c)
11

Scenario 1 0.8753 0.9832 0.9938
Scenario 2 0.8717 0.9825 0.9947
Scenario 3 0.8838 0.9823 0.9939
Scenario 4 0.8752 0.9922 0.9966
Scenario 5 0.8808 0.9914 0.9986
Scenario 6 0.8808 0.9914 0.9986

Table 4.15: Continuous misspecified

ψ
(b)
00 ψ

(b)
11 ψ

(c)
00

Scenario 1 0.6257 0.5996 0.9773
Scenario 2 0.6265 0.6059 0.9778
Scenario 3 0.6254 0.6014 0.9774
Scenario 4 0.6246 0.6749 0.9900
Scenario 5 0.6263 0.6612 0.9888
Scenario 6 0.6287 0.6672 0.9893

this setting, although this is on the scale of a hundredth and thousandth decimal place. For

Scenarios 1-6 (B), the regression coefficients do not suffer from the underestimated standard

errors and incorrect coverage rates. Also, there is little change to the residual error of the

continuous model, σ2(c). The relative trace of the information matrix shows that PQL does

help recoup what is lost when the random slope for the continuous responses is not included

in the model. These gains are less pronounced when the binary model is incorrect.

For the random effects, under (C), the LMM has difficulty estimating the random intercept,

and the average bias increases; however, while the Joint PQL estimate of ψ
(C)
00 is no longer

approximately unbiased as well, the effect is slightly less pronounced than with the LMM.

Additionally, the bias and error both increase more when the true population has higher

variance in the random effects (Scenarios 4-6). The most gain that we see in jointly modeling

both responses is with the error. In every scenario, the estimates from the Joint PQL model

are nearly always more efficient than those from LMM and especially GLMM.

4.5 Application to Biological Science Education Data

Section 2.5 details one of the motivating applications for this work, a biology education study,

and how the researchers used the dataset to answer their scientific questions (Rodriguez

95



et al., 2019). Specifically, they wanted to discover if there were any differences in the “spacer”

versus “crammer” groups in terms of their overall academic performance, use of the Learning

Management System (LMS), and how frequent exams impacted their study habits. The

authors utilized the students’ final grades as a measure of their course performance and

aggregated daily click counts on the LMS to quantify how often and when in the term

students were using this resource.

It is possible that important time trends in data, specifically across the two study groups,

are lost by modeling only a univariate metric of academic achievement. We believe that

analyzing a student’s trajectory throughout the course will make better use of all of the

available information. In turn, we can better help the researchers answer their questions of

interest and also allow for more complex longitudinal analyses. As mentioned previously, the

students were evaluated in many different settings, including binary pre-lecture quizzes and

continuous exams. Refer back to Figure 2.8 for a visual reminder of the outcome timeline.

Formerly, to analyze these data, we would have had to create two separate models, one

for each response type. However, the Joint PQL method can simultaneously model both

outcomes and answer a new question: what is the effect of identifying as a “spacer” or a

“crammer” on assessment measurements throughout the course?

One of the more substantial model assumptions required by PQL was that the probability

of success for a binary outcome and the mean score for a continuous response stems from

transformations of the same underlying latent structure, e.g., ηij = Xijβ + Zijbi. However,

looking at the observed data, it is not clear if the shared parameter model is a viable

conjecture. Refer back to Figure 2.9 from Section 2.5.3 for a time plot of trends for each

response type by study group.

First, define Model 1 as that from the simulation study in Section 4.4 with the mean model

from Equation 4.2. Once again, we again link the binary and continuous responses using the

logit and identity link functions, respectively. The one modification needed to the real data
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was to standardize the continuous responses by subtracting the mean and dividing by the

standard deviation of that exam for all students. The purpose of this is to ensure that the

coefficients in the mean model have appropriate ranges for both responses. In more detail,

the mean model is linked via the logit transformation to the probability of a correct answer

on a pre-lecture quiz but must also act as the mean of an exam. A standard normal response

makes this assumption more feasible.

Under the assumption that both response types are some realization of the same latent

trajectory, the Joint PQL model uses the coefficient estimates from an LMM on just the

continuous responses as starting values for β. The starting value for ψ is a blocked diagonal

matrix from the estimated variance-covariance of the random effects from both univariate

longitudinal models, GLMM and LMM.

The Joint PQL results from Model 1, as well as the GLMM and LMM estimates, are displayed

in Table 4.16. The Joint PQL model was not able to converge past the threshold, and the

maximum number of iterations was set to 100. Thus, we did not achieve true convergence

based on our threshold. We will discuss this more after we compare the available output

from each model below.

Table 4.16 shows a distinguishable difference between the β estimates for the continuous-only

model compared to the binary-only model. This indicates that a suitable set of coefficient

estimates is not shared across both response types. All coefficients except the β4, which

corresponds to the time effect, were drastically different for GEE versus LMM. The estimate

for time was the only term where both models were fairly similar. This tells us that time

has a negligible negative effect on student performance.

Additionally, all coefficients for GLMM and LMM have the same sign except for the interac-

tion term. The stark contrast between the intercept estimates for these two models is likely

due to the different scales of the data. The interaction effect seems to indicate that spacers
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Table 4.16: Model 1 fixed effects estimates for Joint PQL as well as the binary-only GLMM
results and the continuous-only LMM results.

Model Est. SE CI.95low CI.95high
GLMM 3.8875 0.1520 3.5895 4.1854

(Intercept) LMM 0.0187 0.0462 -0.0719 0.1093
PQL 0.1663 0.0458 0.0766 0.2560
GLMM 0.4886 0.0575 0.3760 0.6013

Clicks LMM 0.0428 0.0239 -0.0041 0.0898
PQL 0.0802 0.0230 0.0351 0.1254
GLMM 0.4287 0.2190 -0.0005 0.8579

G.P.A.C LMM 1.2102 0.0642 1.0843 1.3361
PQL 1.1804 0.0636 1.0559 1.3050
GLMM 0.1998 0.2060 -0.2039 0.6036

Spacer LMM 0.0366 0.0620 -0.0848 0.1580
PQL 0.0338 0.0614 -0.0864 0.1541
GLMM -0.0856 0.0704 -0.2236 0.0524

Time LMM -0.0449 0.0285 -0.1008 0.0109
PQL -0.1117 0.0277 -0.1660 -0.0574
GLMM -0.2038 0.0984 -0.3966 -0.0110

Spacer×Time LMM 0.0461 0.0372 -0.0269 0.1191
PQL 0.0278 0.0364 -0.0435 0.0991

perform worse on the binary pre-lecture quizzes over time but improve slightly on the ex-

ams. A 95% confidence interval for this coefficient includes 0 for LMM but does not contain

0 for GLMM. In fact, for the GLMM, the coefficients that would be considered significantly

different from 0 at the 0.05 level are the intercept, the number of clicks, and the interac-

tion between group and time; for LMM, G.P.A. is the only statistically significant regressor.

Since the GEE model has data from 26-time points compared to 4 for the LMM, despite the

sparsity of the binary data, there is more information to contribute to the estimates.

The Joint PQL estimates attenuate to estimates from the continuous-only LMM. As men-

tioned in the previous paragraph, the differences at baseline could easily be accounted for in

the Joint PQL model by adding an indicator for response type as a predictor; thus, allowing

each response type its own intercept. Finally, all of the standard errors of the estimates from

PQL were just barely lower than those from the LMM and markedly lower when compared to
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the GLMM. In the simulations, the variability of the coefficients was the smallest in the PQL

model. Moreover, we have the residual standard error from each model: σ̂
2(c)
LMM = 0.6728,

σ̂
2(c)
PQL = 0.4539.

ψ̂ =



43.8643 −0.6961 −0.7812 0.5412

−0.6961 0.1067 −0.0298 0.0064

−0.7812 −0.0298 0.1634 −0.0024

0.5412 0.0064 −0.0024 0.0317



Looking at the variance matrix of the within-subject effects above shows an exceedingly

unrealistic value of the random intercept for the pre-lecture quizzes. As we saw previously,

a separate model for each outcome reveals very different values for the estimated regres-

sion coefficients, especially in the intercept. After modeling the main effects, which tend

toward the LMM estimates, there is so much remaining variability to be explained that it

is accounted for by the individual effects. These estimates for the variance of the random

intercept and slope were drastically different from the GLMM (LMM) estimates of 1.7233

and 0.0735 (0.0827 and 0.0062), respectively. As we mentioned above, the Joint PQL model

did not reach convergence based on our minimum threshold but rather concluded after 100

iterations.

4.6 Secondary Analysis

After analyzing the model results from the real data, it is clear that the assumption of

shared regression coefficients may not be reasonable in practice for responses with such

different ranges. As a way to circumvent the problem of incompatible response ranges, we

employed another strategy in which we analyze the Gaussian outcomes on a percentage scale

rather than a standardized scale. By discretizing the exams measured on a continuous scale
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to a discrete binomial setting, all responses are now on a comparable scale.

Figure 4.12: Proportion of binary responses correct or average exam percentage over time
by study strategy.

Figure 4.12 provides a visual representation of the percentage of students who received full

credit on the binary quizzes and the average percentage of exam grades over time. The exam

times are noted on the plot. These values were separated into two lines, one for the self-

identified spacers and one for the self-identified crammers. There is an easily distinguishable

dip in the percentages at each exam time (between 60-70%) compared to the quizzes (between

90-100%). Therefore, to simultaneously model all of the response times, it would be prudent

to include a term for assessment type, as was mentioned in the previous section.

Modeling the proportions implies a discretization of the continuous responses. We can as-

sume the data were collected via binomial sampling where instead, multiple Bernoulli trials

were observed at those four exam occasions. More formally, let JBi represent time points

where we observe only a single trial, while at occasions JCi we observe mj trials. Thus, the

time points formerly described as continuous now represent the outcomes of mj Bernoulli

trials. We are then in the binomial regression setting where Yij ∼ Binomial(mj, pij) rep-
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resents a student’s raw score at time tj where mj is the total points possible at time tj.

Additionally, define the proportion correct at each time point as p̂ij =
Yij
mj

.

This model setup has various pros and cons. On the positive side, discretizing the continuous

outcomes provides a much simpler way to model the data and interpret the results. Also, this

model would still allow for the possibility of a time trend. On the other hand, this approach

implies that the data-generating mechanism for each response gives every “Bernoulli trial”

the same amount of weight. Note that for this study data, we do not have information on

the number of questions nor the points associated with each question, so we cannot include

that information in the weighting scheme. Thus, it is implied that each point of the exam

provides the same information as a single binary quiz question. Exam questions are likely to

be more complex, so it will be important to evaluate the efficacy of this assumption. Lastly,

we have induced sparsity into the data, which could result in a possible loss of information,

additional bias of the results, and higher standard errors.

Moving forward with the data in this form, we can now use one of the methods described

in Section 3.2.2 to model the responses. As the interest lies in the population mean level,

generalized estimating equations will be used to model the data. Under the assumption

of an exchangeable covariance structure, the model mimics a linear mixed-effects model

with a random intercept for each observational unit. What’s more, GEE’s only require

the specification of the first two moments, which imposes fewer parametric assumptions on

the model. Most importantly, however, is the availability of a robust variance (sandwich)

estimator, which corrects for possible misspecification of the covariance structure.

Suppose E[Yij|Xij] = P (Yij = 1|Xij] = pij. Then, we can model the proportion correct as

logit(pij) = ηij

= β0 + β1I[contj ] + β2Clicksij + β3(G.P.A.i −G.P.A.) + β4I[Spaceri] + β5tj

+ β6I[Spaceri] × tj

(4.3)

101



Equation 4.3 is the marginal mean model. This differs from Equation 4.2 which conditions

upon the individual-level effects bi. GEE accounts for the correlation that occurs with

repeated measures on the same individual through the marginal covariance (correlation). For

example, we specified a compound symmetric correlation structure to account for possible

serial correlation.

To allow for later comparison between the different modeling strategies, the data was gener-

ated using the same mixed-effects structure with the same six correlation structures described

in Section 4.4. The number of clicks, G.P.A., treatment group, and time were all generated

using the same data generating mechanism from Table 4.1. In this simulation study, we also

included an indicator for whether the response at that time point was continuous or not. The

new true coefficients are β0 = 3, β1 = −2.6, β2 = 0.1, β3 = 0.8, β4 = 0.04, β5 = −0.2, and

β6 = 0.5. The intercept and coefficient for response type indicator were chosen to mimic the

patterns seen in Figure 4.12. An intercept of 3 corresponds to a baseline probability for the

binary responses of expit(3) = 0.95 and a probability of expit(3− 2.6) = 0.60 for the exams.

The other coefficients were somewhat similar to those used in the previous simulation study,

but were slightly adjusted to align with the new parameterization.

The main difference between the creation of the simulated data in the previous study versus

the grouped binomial study is the treatment of the underlying latent trajectory, ηij from

Equation 4.3. Here, ηij for all j ∈ Ji was transformed using the expit function to create

probabilities for a correct answer. However, when j ∈ JCi Yij ∼ Binom(mj, pij) for mj = 100

while when j ∈ JBi , mj = 1.

Since the correlation structure is treated as a nuisance parameter(s), model results for popu-

lations with lower within-subject variances (Scenarios 1-3) gave very similar results across all

three correlation levels for random effects between response types, as did the higher within-

subject variances (Scenarios 4-6). Thus, we will only present estimates from Scenarios 3 and

4. Table 4.17 presents a table of the marginal mean coefficient estimates obtained from both
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scenarios. For the purpose of interpretability and consistency with the real data model, the

coefficients and their respective confidence intervals have been exponentiated, so we are on

the scale of odds ratios rather than the log of the odds ratio. This means that changes in

the predictors correspond to multiplicative changes in the odds of getting a question correct.

For reference, the exponentiated true population parameters are provided in the table below.

Table 4.17: Scenarios 3 and 4: Averaged grouped binomial model estimates for Scenario 3
and 4 across 1,000 simulations. All estimates and their respective confidence intervals have
been exponentiated.

Scenario exp{β} exp(Est) CI.95low CI.95high

β0
3

20.0855
19.4963 16.2035 23.4582

4 18.2430 13.9508 23.8556

β1
3

0.0743
0.0749 0.0628 0.0894

4 0.0774 0.0601 0.0997

β2
3

1.1052
1.0999 1.0893 1.1106

4 1.0914 1.0761 1.1070

β3
3

2.2255
2.1389 1.9931 2.2954

4 2.0089 1.7971 2.2457

β4
3

1.0408
1.0409 0.9772 1.1088

4 1.0461 0.9464 1.1562

β5
3

0.8187
0.8301 0.7948 0.8669

4 0.8498 0.7942 0.9092

β6
3

1.6487
1.5961 1.5050 1.6928

4 1.5200 1.3874 1.6652

Both model results from Scenario 3 and Scenario 4 show very similar estimated regression

coefficient values as seen in Table 4.17. All averaged coefficient estimates align with the true

values, and all of the averaged 95% confidence intervals contain the parameter value. From

Scenario 3 to Scenario 4, individual variability was tripled. The standard error estimates

reflect this and are approximately 30% larger.

Moving on to the biology education study, we used a GEE model with the same covariates

as above to analyze the data. Call this Model 2. Table 4.18 displays the exponentiated

estimates and their respective confidence interval bounds as well as the z test statistic and

two-sided p-value obtained with the sandwich estimate of the variance-covariance matrix.
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Table 4.18: Model 2 mean model estimates, exponentiated for ease of interpretation.

exp( Est ) CI.95low CI.95high z value Pr(> |z|)
(Intercept) 28.527 22.8102 35.6764 29.3666 <0.0001

Gaussian 0.068 0.0546 0.0847 -23.9666 <0.0001
Clicks 1.029 0.9952 1.0640 1.6793 0.0931

G.P.A.c 2.335 2.1399 2.5485 19.0249 <0.0001
Spacer 1.039 0.9450 1.1433 0.7957 0.4262

Time 1.024 0.9913 1.0582 1.4373 0.1506
Spacer:Time 0.987 0.9425 1.0336 -0.5561 0.5781

Transforming the model estimates from the odds to probability scale, the intercept estimate

is around 96.6%. This represents the estimated baseline probability of a correct answer on

binary responses for a crammer with average grades and number of clicks. For a spacer, this

probability is approximately 96.7%. This baseline probability for the binomial responses

(mj 6= 1) is roughly 66% for both crammers and spacers. These probabilities are all in line

with what we can see from Figure 4.12.

Additionally, there is a small positive effect of the number of clicks on the odds of a correct

answer. In terms of probabilities, this corresponds to a 0.507 increase in the probability of

success for two subpopulations which differ in the number of clicks by one standard deviation

holding all else constant. Table 4.18 also reveals a small positive effect on the odds for those

belonging to the spacer group and for each additional unit in time.

As we stated before, our main interest is the interaction effect between study behavior group

and time. With an odds ratio of 0.987, Model 2 yields almost no difference in the odds of

getting a correct answer for each additional unit in time for spacers compared to crammers

who are similar with respect to G.P.A. and number of clicks. However, recalling the output

from Model 1, the GEE and LMM estimates for the interaction went the opposite directions.

To see if discretizing the continuous outcomes and modeling the Bernoulli and binomial

probabilities jointly can be captured with shared parameters, we also used GEE to analyze

the pre-lecture quizzes and exam scores separately. Disparities in the coefficients would
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indicate that the shared model is not appropriate.

Table 4.19 illustrates the results of modeling each outcome type separately. As expected,

the estimate of the intercept is drastically different, though we accommodate this in the

joint model by including an indicator for response type. Standardized clicks, mean-centered

G.P.A., and the indicator for the spacer group are all quite different for either model. The

former two contrast in statistical significance as well. Time is the only coefficient that

implies an opposing relation for either model. For the quizzes, as time progresses, student

performance is estimated to decline, while for the exams, the reverse is true. The interaction

between the spacer group and time agree both in terms of the direction of the association and

lack statistical significance; however, the odds ratios are still different in terms of magnitude.

Table 4.19: Model 2 mean model estimates, exponentiated for ease of interpretation.

Outcome exp( Est ) CI95low CI95high z value Pr(> |z|)

(Intercept)
Quiz 24.0333 17.3063 33.3751 18.9774 <0.0001

Exam 1.9185 1.7960 2.0493 19.3611 0.0000

Clicks
Quiz 1.6640 1.3101 2.1136 4.1734 <0.0001

Exam 1.0216 0.9893 1.0549 1.3009 0.1933

G.P.A.c
Quiz 1.1573 0.7606 1.7609 0.6821 0.4952

Exam 2.2448 2.0610 2.4450 18.5525 <0.0001

Spacer
Quiz 1.5601 0.9774 2.4900 1.8643 0.0623

Exam 1.0527 0.9623 1.1515 1.1202 0.2626

Time
Quiz 0.9680 0.8501 1.1023 -0.4910 0.6234

Exam 1.0257 0.9932 1.0593 1.5459 0.1221

Spacer:Time
Quiz 0.8112 0.6512 1.0104 -1.8673 0.0619

Exam 0.9883 0.9442 1.0344 -0.5052 0.6134

The results of this secondary analysis are still somewhat inconclusive but do show that the

assumption of shared parameters is more plausible if we suppose the data were obtained via

a grouped binomial sampling design.
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4.7 Discussion

In this study, we used six different simulated population settings to investigate the effect

of joint modeling of both continuous and binary responses on the efficiency and bias of the

parameter estimates. We found that when the mean model and variance-covariance struc-

tures were correctly specified, that estimates obtained via our novel Joint PQL method were

approximately unbiased with correct coverage. The fixed effect estimates from the Joint

PQL model also had the lowest MSE when compared to a GLMM model for the binary

responses alone and LMM for the Gaussian responses alone. A similar trend persisted when

we misspecified the binary random effect structure; however, when the continuous model

incorrectly assumed only a random intercept, both time and the interaction between group

and time suffered from highly anti-conservative errors and coverage probabilities. Addition-

ally, increasing the ratio of binary to Gaussian repeated measures did not seem to have much

effect on the population-level parameters.

To understand the average amount of information obtained from an individual sampling unit,

we compared the trace of the information matrix from PQL with both GLMM and LMM.

When all models were correctly specified, PQL had around 1.2-1.25 times the information

than when modeling just the continuous responses and around 4.8-6 times the information

than when modeling just the binary outcomes. When the binary (quantitative) random

effects are misspecified, the odds ratio changes to between 1.2 to 1.27 (1.2 to 1.4) when

compared to the LMM and between 4.7 to 6 (7 to 8.3) when compared to the GLMM.

Concerning the random effects, under a correctly specified model, the PQL estimates had

a smaller bias than both GLMM and LMM. The average standard error of the continuous

random effects and the appropriate PQL estimates were nearly identical, although there was

a small reduction when compared with the GLMM estimates. Under misspecification of

the binary within-subject association structure, the relative efficiency of ψ
(b)
00 was actually
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closer to 1 than the correctly specified model and almost exactly 1 for the ψ(c) components.

If we misspecified the continuous random effect structure, however, the PQL estimates are

approximately 38% more efficient than GLMM and around 33-40% more efficient than the

LMM estimate of the random intercept and only very slightly more efficient for the random

slope.

With the encouraging simulation results, we tested the Joint PQL method on the biology

education dataset, comparing once again to modeling each response type separately using

GLMM and LMM for the binary and Gaussian responses, respectively. Since the GLMM

did not converge, a GEE model was used to give an approximate estimate of the coefficients

for the binary outcomes and still used LMM for the continuous outcomes. All in all, the

assumption of one set of population-level parameters for the quizzes and exams in the biology

education setting does not seem to be workable.

We discovered that the primary difficulty with jointly modeling binary and continuous data

is the difference in scale. In an attempt to remedy this, we instead decided to model the

exams on the percentage scale, which would imply a grouped binomial longitudinal data

generating mechanism. Analyzing the data in this way makes the assumption of shared

population-level parameters more plausible. Furthermore, as in many educational longitu-

dinal intervention settings, the goal is to model the differences between groups over time

rather than individual deviations from the mean. For scientific questions of this nature, less

restrictive semi-parametric methods such as GEE can be utilized to model the data.
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Chapter 5

A Bayesian Alternative

5.1 Introduction

In the previous chapter, we discussed a frequentist view in which we treated the population-

level parameters as some unknown truth, and the within-cluster effects were considered

random. In this chapter, we explore a Bayesian approach to the joint mixed-effects model

described in Chapter 4. The main difference between the two philosophies is whether or not

to treat parameters as random variables or fixed but unknown quantities, which creates a

probabilistic view of the unknown parameters.

A fully Bayesian approach has many advantages. First, as was just mentioned, is the use

of prior information. This allows the modeler to incorporate knowledge from an expert, in

our case, an instructor, which represents a subjective state of belief in the probability of an

event before data are collected. Then, after data collection, the prior is updated, and the

information is combined to create a posterior distribution. Additionally, the Bayesian model

accounts for uncertainty in the estimation of the variance components. Lastly, compared

to frequentist approaches, which rely on large-sample approximations, Bayesian inference
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provides the exact inference of parameters via a posterior distribution.

Moreover, in the multilevel models we have described, as the model becomes more complex

— for instance, as the number of random effects increases — inference requires exceedingly

complex integration to evaluate the likelihood. As a result, except in the case of the linear

mixed-effects model, the likelihood is intractable. While computational complexity also

exists in the Bayesian framework, many available packages and probabilistic programming

software (JAGS, Stan, Nimble, Bugs) help practitioners implement Markov chain Monte

Carlo methods. Lastly, a Bayesian framework allows us to treat the missing values as latent

variables. This is important because missing values are simply parameters on which we can

draw inference using the predictive distribution.

The data, which include multiple assessment measurements obtained on students within a

classroom, follow a nested structure that naturally lends itself to a multilevel, or hierarchical,

framework. Below, we propose two hierarchical Bayesian models to jointly model the binary

outcomes from the quizzes and quantitative scores from the exams. In Section 5.2, we explore

the efficacy of the univariate or multivariate assumptions on the responses. We explain the

differences in the two models as well as the choice of prior distributions of the parameters.

Further, we provide a strategy for eliciting prior information from the instructor or, in the

absence of expert opinion, more disperse priors. Next, in Section 5.3 we explain the steps of

the Gibbs sampler, a Monte Carlo Markov chain method, used for posterior inference. We

also discuss chain diagnostics and how to assess the performance of the model. In Section 5.4,

we conduct a simulation study to test our proposed models on the same datasets used in the

previous chapter. Additionally, we provide a sensitivity analysis to determine the impact of

different values of the hyperparameters on the resulting posterior probabilities. Following

this, we will test both models on the biology education data and discuss the results in

Section 5.5. Section 5.6 concludes this chapter with a discussion of the results, which will

lead us into Chapter 6, where we compare all of the analysis strategies discussed in Chapters 4
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and 5 and provide our recommendation for the optimal modeling approach.

5.2 Bayesian Model Specification

In this framework, we will consider a hierarchical Bayesian model with two levels, where the

level one model accounts for differences across individuals and the level two model considers

differences within an individual. The level one model links the repeated responses to some

function of the observed covariates and the level two random-effects model.

5.2.1 A Univariate Approach

The model we present here will act as the Bayesian complement of the joint model discussed

in the previous chapter. As in Equation 4.2, we set up the model for the response as

logit(E[Yij|b(b)i ]) = Xijβ + Zijb
(b)
i for j ∈ JBi

Yij|b(c)i = Xijβ + Zijb
(c)
i + εij for j ∈ JCi

(5.1)

where εij
iid∼ N(0, σ2). Additionally, assume b

(b)
i |ψ(b) ∼ Nqb(0, ψ

(b)) and b
(c)
i |ψ(c) ∼ Nqc(0, ψ

(c)).

Lastly, define bi = {b(b)i , b
(c)
i }T . Then bi|ψ ∼ Nq(0, ψ) where q = qb + qb is the total number

of random effects across both response types.

Denote the mean model for subject i at time j for the binary responses as η
(b)
ij , and for the
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continuous responses as η
(c)
ij . Then, the likelihood for subject i at time point j is defined:

L(β, σ2, bi, ψ|yij) = f(yij|β, σ2, bi, ψ)

∝
n∏
i=1

 ∏
j∈JBi

η
(b)
ij (1− η(b)ij )

×
∏
j∈JCi

|Σij|−1/2 exp{−1

2
(yij − η(c)ij )TΣ−1ij (yij − η(c)ij )}

 .

Like the Joint PQL model from the previous chapter, we suppose each observational unit

i was measured at Ji occasions, where at JBi ⊂ Ji the responses recorded were binary and

at JCi ⊂ Ji the responses were quantitative. Further, JBi and JCi are disjoint and partition

the space of Ji. We assume the regression parameters, β, are again shared across the models

for each response. Moreover, there are a unique set of random effects, bi, for each response,

but they are connected through the variance matrix where we assume there is a correlation.

Each block on the diagonal represents the typical variability in the intercept and slope

for a particular response. The blocked covariances on the off-diagonal of ψ each allow for

correlation within individuals across different response types.

Our goal is to sample from the joint posterior distribution. The posterior distribution is

proportional to the likelihood times the prior up to a normalizing constant. This is written

p(β, σ2, bi, ψ|yi) ∝
n∏
i=1

f(yi|β, σ2, bi, ψ)p(β, σ2, ψ)

=
n∏
i=1

f(yi|β, σ2bi)f(bi|ψ)p(β, σ2, ψ).

(5.2)

We have already seen the similarity between REML estimation of the random effects in

(G)LMMs. In the same way, the random effects prior is then

bi|ψ ∼ Nq(0, ψ).

111



Moreover, in a Bayesian model specification β, σ2, and ψ are also all considered random vari-

ables. Therefore, we must specify a joint prior distribution p(β, σ2, ψ) for these parameters.

It is common to assume independence among the parameters, for the joint distribution

p(β, σ2, ψ) = p(β)p(σ2)p(ψ).

As we will see shortly, this also leads to convenient forms of the conditional distributions for

the Gibbs sampler.

First, consider the regression coefficients β, which represent a vector of unknown parame-

ters that are shared among subjects. Depending on the availability of expert opinion, one

commonly uses either a uniform or Gaussian distribution for β. Next, we have the residual

variance of the continuous responses σ2. As σ2 is constrained to positive real numbers, a

common prior choice is the inverse gamma, which is also conjugate with a normal likelihood.

The inverse gamma distribution has support on the positive real line and is very flexible un-

der different values for the scale and shape parameters. Once again, this distribution results

in a nice form of the full conditional of σ2. Finally, we have the distribution of the hyper-

parameter, ψ. We will specify an inverse-Wishart probability distribution on the variance

matrix, which will allow us to exploit its conjugacy with the multivariate normal likelihood.

Thus, the following prior probabilities for the parameters complete the Bayesian model

specification:

β ∼ Np(µβ,Σβ)

ψ ∼ InvWishq(r, R
−1)

σ2 ∼ IG(aσ2 , bσ2).

(5.3)
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Choosing values for the parameters of the prior distributions requires information from the

expert. For the population-level regression coefficients, the multivariate Gaussian prior re-

quires a mean µβ and a variance Σβ. Here, we define Σβ = σ2
βIp where Var[βi] = σ2

β. In the

biology education study, we have chosen to regress the response on the following covariates:

an intercept, standardized click counts between time points, mean-centered G.P.A., an in-

dicator for study strategy, time, and the interaction between study strategy and time. In

our study, the mean model represents the mean of the continuous responses and the change

in log-odds of receiving a point on the pre-lecture quizzes. It is important to note that the

continuous exams are standardized and that values between -2 and 2 for the mean model

correspond to probabilities between 0.119 and 0.881. For reference, the plot in Figure 5.1

shows the relationship between values of the mean model (or the mean exam score) and the

probability of a correct answer on the pre-lecture quizzes worth 1 point.

Figure 5.1: The relationship between the probability of a correct answer on a pre-lecture
quiz versus the mean of an exam score as defined in our model.

Based on our previous literature review, Rodriguez et al. (2018) and Rodriguez et al. (2019)

demonstrated that students who reported that they space our their studying in the days lead-

ing up to an exam perform better in the course compared to those who admit to cramming

the night before. They found a significant difference in the average final grade (recorded on
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a scale of 0-12) of students who spaced versus crammed (in favor of the spacers). Rodriguez

et al. (2018) used a two-sample t-test to test the difference in final grade between cram-

mers minus spacers across both years separately and obtained t-values of -3.08 and -4.04,

respectively, and p-values < 0.01 (88 df) and < 0.001 (229 df).

In our setting, the continuous responses are standardized to have mean zero and variance

one, and coefficients represent changes over time rather than the cross-sectional results like

the above study. Across both years, students who maintained spacing had final grades

approximately 15% higher than those who maintained cramming. For the coefficient for the

indicator of a spacer in our model, we will choose a positive mean of 0.5 for the prior with a

variance of 1. It is also well-known that higher G.P.A.’s correspond to higher grades, so we

will assume a positive mean of 0.25 on the prior for that coefficient. We will use standard

normal priors for the remaining coefficients, which assumes coefficients should be close to 0

but gives positive probability to values within plus or minus three standard deviations.

Furthermore, as the continuous responses are standardized, we expect the variance to be

near 1. An inverse-Gamma distribution with shape parameter aσ2 = 3 and rate bσ2 = 2

yields a mean of 1 and variance of 1. Finally, we must consider priors on the variance matrix

of the random effects. We explore this in more detail via a sensitivity analysis in Section 5.4.

We will also consider a different specification of the response. So far, we have described a

model with a univariate longitudinal response vector for each subject, i.e., there is only one

response collected at each time point. This next section explores the possibility that the

binary and continuous responses can be modeled jointly under a multivariate framework.
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5.2.2 A Multivariate Approach

In this section, we treat each type of assessment measurement as a unique response variable,

thereby imposing a multivariate structure on the responses. Multivariate longitudinal models

consider both the association between the measured outcomes within a cluster and variability

across individuals. The difficulty here is that in the biology education study, on all occasions

where the binary quizzes are collected, the exams are missing and vice versa. Therefore, we

have very little information about the relationship between the responses.

To better comprehend the multivariate nature of this approach, consider the case, without

loss of generality, where the binary responses are collected at odds time points, and the

continuous responses are collected at the even time points. Then the response matrix would

have the following structure for subject i:

Table 5.1: Multivariate response matrix

Quiz Exam

Yi1 -

- Yi2

Yi3 -

...
...

YiJi−k -

...
...

for some positive integer k. For some subject i the vector of observed and missing responses

can be partitioned into Yi = (Yi(obs), Yi(mis)) where Yi(obs) represents the observed response

vector and Yi(mis) the vector of missing responses.

Under a Bayesian framework, we can treat the missing responses as latent variables. In

this way, the missing data can be modeled with the other parameters, and we can use the
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predictive distribution to draw inference. Here, the model can be written:

logit(E[Y
(b)
ij ]) = Xijβ + Zijb

(b)
i

Y
(c)
ij = Xijβ + Zijb

(c)
i + ε

(c)
ij

(5.4)

where εij
iid∼ N(0, σ2) and bi ∼ Nq(0, ψ) as above.

Notice the differences between the univariate model in Equation 5.1 and the multivariate

model in Equation 5.4. First, in the multivariate case, the vectors for both response types

are length Ji for subject i. Second, the complete design matrix Xi is used in each model,

whereas only the rows corresponding to the binary or continuous measurements were used

for each response, respectively.

Denote the conditional mean model of subject i for the binary responses as η
(b)
i and for the

continuous responses as η
(c)
i . Then, for θ = (β, σ2, ψ) and random effects bi, the likelihood

based on subject i is defined:

L(θ|yi(mis)) = f(yi|θ)

=
∏
j∈Ji

η
(b)
i (1− η(b)i )× exp{(yi − η(c)i )TΣ−1i (yi − η(c)i )}

(5.5)

5.3 Posterior Inference

When the response is discrete an analytical solution is intractable. In this situation, one

can turn to Monte Carlo Markov chain (MCMC) methods. A popular type of MCMC is

the Gibbs sampler. We introduced a Gibbs sampling approach for modeling (G)LMMs in

Section 3.2.3. The Gibbs sampler breaks down the joint distribution from Equation 5.2 into

a sequence of conditional distributions, which may be easier to compute. To compute these

analytically, we used JAGS (just another Gibbs sampler) within R (R Core Team, 2020).
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The specific package used was R2jags (Su and Yajima, 2020).

5.3.1 The Univariate Case

In the univariate case, for some current version of the unknown parameters β(t), b(t), σ2(t),

and ψ(t), we have:

b(t) ∼ f(b|yi, β(t−1), ψ(t−1), σ2(t−1))

β(t) ∼ f(β|yi, ψ(t−1), σ2(t−1), b(t))

ψ(t) ∼ f(ψ|yi, σ2(t−1), b(t), β(t))

σ2(t) ∼ f(σ2|yi, b(t), β(t), ψ(t)).

(5.6)

Below we present the simple derivation of the distribution of σ2, conditioned on all the

remaining parameters. For brevity, the index denoting the iteration is removed.

f(σ2|y, b, β, ψ) ∝ f(y|b, β, σ2)f(b, β, ψ, σ2)

∝ f(y|b, β, σ2)f(σ2)

∝
n∏
i=1

∏
j∈JCi

(2πσ2)−1/2e−
1

2σ2
(Yij−ηij)2 × (σ2)−a−1e−bσ2/σ

2

∝ (σ2)
−
(
a+n

∑
j∈JCi

/2

)
−1
e
−
(
n
2

∑
j∈JCi

(yij−ηij)2+bσ2
)
/σ2

(5.7)

Therefore, σ2| · · · ∼ IG
(
aσ2 + n

∑
j∈JCi

/2, n
2

∑
j∈JCi

(Yij − ηij)2 + b
)

. As σ2 is only present

in the continuous responses the full conditional is simple to derive. Recall that ψ is q × q,
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where q = qmc+ qfr.

f(ψ|Y, b, β, σ2) ∝ f(Y |b, β, σ2, ψ)f(b|ψ)f(ψ)

∝ f(b|ψ)f(ψ)

∝ |ψ|−n/2 exp{−1

2

n∑
i=1

bTi ψ
−1bi}

× |ψ|−(r+q+1)/2 exp{−tr(Rψ−1)/2}

∝ |ψ|−n/2 exp{−tr(Rbψ
−1)/2}

× |ψ|−(r+q+1)/2 exp{−tr(Rψ−1)/2}

∝ |ψ|−(r+n+q−1)/2 exp
{
−
(
tr([Rb +R]ψ−1)

)
/2
}

(5.8)

where Rb =
∑n

i=1 b
T
i ψ
−1bi Hoff (2009). This give us the distribution f(ψ| · · · ) ∼ IW (r +

n,Rb+R). This derivation is also reasonably simple because ψ is only present directly in the

prior distributions, which means everything in the likelihood is part of the normalizing con-

stant and can be proportioned out. The remaining derivations, however, are more complex

and do not lend themselves to a simple closed-form. β and b are present in the likelihood at

both binary and continuous time points and the prior. Below, we set up the derivation for

both full conditionals and explain where our assumption of correlation between the response

types leads to certain difficulties.

The distribution of β given the remaining parameters and data can be defined

f(β|Y, b, σ2, ψ) ∝ f(Y |β, b, σ2, ψ)f(β)

∝
n∏
i=1

 ∏
j∈JBi

πij(1− πij)

 ∏
j∈JCi

exp{− 1

2σ2
(Yij − ηij)2}


× exp{−1

2

p∑
k=1

(βk − µβk)2/σ2
βk
}

(5.9)
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As the fixed effects are shared between both the binary and quantitative parts of the likeli-

hood, the conditional distribution is not a known distribution. Along the same lines, for the

distribution of b| · · · we have

f(b|Y, β, σ2, ψ) ∝ f(Y |β, b, σ2, ψ)f(b|ψ)

∝
n∏
i=1

 ∏
j∈JBi

πij(1− πij)

 ∏
j∈JCi

exp{− 1

2σ2
(Yij − ηij)2}


× exp{−1

2
bTi ψ

−1bi}
] (5.10)

The random effects for both binary and quantitative responses are correlated. This condi-

tional density is too complex to define. Suppose one assumed only correlation within the

same type of outcomes, e.g., between the random intercept and slope for the random effects

corresponding to the binary outcomes. In that case, the conditional could be simplified a

little more. The multivariate normal prior for b could be split into a multivariate normal for

both b
(b)
i and b

(c)
i separately. This would lead to conjugacy between the prior and likelihood

of the continuous responses, but still not for the binary responses. Thus, we rely on other

samplers within the Gibbs sampler to approximate the full conditionals for β and b.

R2jags can be thought of as somewhat of a black box in which the user defines their model,

provides the necessary data, and the function chooses a sampler when the conditionals used

in the Gibbs sampler cannot be readily determined. As we have shown, this is required for

the conditionals of β and b. Thus, the model in R chooses the slice sampler for the beta

distribution and the normal Metropolis for the random effects distribution. These samplers

were covered in Section 3.2.3.
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5.3.2 The Multivariate Case

Next, we approximate the posterior assuming multivariate responses. For the sake of brevity,

let θ(t) = (β(t), ψ(t), σ2(t)) represent the value of the parameters at iteration t. For this

strategy, we must also account for missing data in the response. Partition the response

matrix for subject i into two parts: observed and missing. Let Yi(obs) and Yi(mis) denote the

observed and missing responses, respectively. Then, for some current version of the unknown

parameters θ(t) and the large vector of missing responses for all subjects Y(mis), we update

sequentially.

b(t) ∼ f(b|y(obs), Y (t−1)
(mis) , θ

(t−1))

θ(t) ∼ f(θ|Y(obs), Y (t−1)
(mis) , b

(t))

Y
(t)
(mis) ∼ f(Y(mis)|Y(obs), θ(t), b(t))

(5.11)

Thus, the missing responses are treated as another parameter to be approximated during

the sampling procedure.

The full conditionals of σ2 and ψ look similar to the univariate model, except that some of

the responses are fixed since they have already been observed, while the remaining represent

the current value of the responses at that iteration. The distributions of β and b given the

remaining parameters and observed data are similar to the univariate case except for the

missing responses. R2jags again uses the slice sampler and the normal Metropolis within

the Gibbs sampler to approximate these two distributions. The unobserved responses, Yi(mis)

are sampled from the full conditional:

f(Y(mis)|Y(obs), θ) ∝ f(Y(mis)|θ). (5.12)

The proportionality in Equation 5.12 comes from the fact that conditional on all the param-

eters (specifically the random effects), we assumed that all of the responses are independent
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across all response types, time points, and individuals. In R2jags, the missing responses

are sampled from the posterior predictive distribution at each iteration that we specified in

Equation 5.4.

5.4 Simulation Studies

Before using this novel modeling approach on real data, we will first test each Bayesian

model– univariate and multivariate– on simulated datasets. These datasets were generated

using the same covariates and parameter values as in Section 4.4. In this study, we used

the same variance matrices as those specified in Scenarios 3 and 4 from Table 4.2. Recall

that in Scenario 3, the variance elements on the diagonal were set to lower values, while the

off-diagonal covariances were set to smaller values, and the reverse was true for Scenario 4.

We began by checking the model’s sensitivity to different values of the parameters of the

hyperpriors for the random effects variance matrix. The conjugate prior distribution for this

variance matrix is ψ ∼ InvWish(r, R−1) (or ψ−1 ∼ Wish(r, R)) with degrees of freedom r

and positive definite scale matrix R. Let p represent the number of random effects. Then

mean of the inverse-Wishart is
R−1

r
. With this in mind, we can construct a prior distri-

bution for ψ. In the biology education study, the continuous responses were standardized.

Therefore, any individual variation from the mean is likely to be just a fraction of 1. For

more concentrated priors, one can specify larger values for the degrees of freedom and, by

consequence, smaller values of the scale matrix.

In this sensitivity analysis, we will test four different values for the degrees of freedom,

r = {5, 10, 25, 50} as well as two different scale matrices. The scale matrices will allow

us to test the models with a more narrow and more dispersed scale matrix. We used

R = {diag(0.1, 0.1, 1, 1), diag(0.25, 0.25, 2.5, 2.5)}. Recall that the first two elements on
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the diagonal of ψ are the variance components for the binary random effects, and the last

two are for the continuous random effects. This is why the first two elements of the diagonal

have smaller values than the second two elements. Note that we experimented with priors

with larger variability for the binary random effects, but the diagnostics of the MCMC chains

were not as good as the former situation. Thus, we recommend putting at least the same

diagonal elements on the scale matrix or slightly smaller for the binary.

First, note that all sensitivity analyses were performed on three separate chains of length

55,000. The first 5,000 iterations were discarded as a burn-in, then thinned at every tenth

observation, leaving us with 1,000 iterations. Holding the scale matrix constant at R =

diag(0.25, 0.25, 2.5, 2.5), we look at the chain diagnostics for differing values of the degrees

of freedom, r. For the fixed effects and residual variance, increasing values of r had a small

impact on the trace of the fixed effect chains, as can be seen in Figure 5.2. For the smaller

values of r (rows 1 and 2), the variability in each plot was slightly wider than the larger two

values of r. This is because smaller values of r correspond to more variability in the prior.

In general, the chains captured the truth, though some of the chains centered around higher

or lower values.

There were minimal differences in the approximated posterior mean of the chains for the

residual variance, and all convergence diagnostics indicated an excellent chain.

Figures A.1 and A.2 in the Appendix, respectively, show the trace plots of the upper triangu-

lar matrix of ψ for r = 10 and r = 50 with R = diag(0.25, 0.25, 2.5, 2.5). As anticipated, for

all priors, the first two elements on the diagonal, which represent ψ
(b)
00 and ψ

(b)
11 , show some

divergence. In the second setting, the chains for the variances on the diagonal are below,

if not well below, the truth. Additionally, the ACF plots reveal a high level of dependence

within the chains for all components of ψ except the bottom block related only to the con-

tinuous responses. Thus, the model is not very robust to different priors. However, as the

variances are very small in this example, this is somewhat to be expected.
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Figure 5.2: Trace plots of three Markov chains of length 5,000 for the regression coefficients
each from a simulated dataset under the univariate assumption where the horizontal black
lines indicate the true value of the parameter where R = diag(0.25, 0.25, 2.5, 2.5). Top row:
r = 5; Second row: r = 10; Third row: r = 25; Bottom row: r = 50.

The random-effects variance matrix, however, was much more susceptible to the different

priors. We found that higher values of the degrees of freedom lead to substantial changes in

the value at which the chain converged. As r increased, the Markov chains for the elements

of ψ converged better around a particular value due to the strong priors; despite that, those

values were farther away from the truth.

Holding r constant at 10, we varied the scale matrix and plotted a time series of the MCMC
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samples as pictured in Figure 5.3. Both sets of trace plots generally explored the same space,

but again some chains, in either case, were not centered around the truth.

Figure 5.3: Trace plots of three Markov chains of length 5,000 for the regression coefficients on
a simulated dataset under the univariate assumption where the horizontal red lines indicate
the true value of the parameter where r = 10. Top row: R = diag(0.1, 0.1, 1, 1); Bottom
row: R = diag(0.25, 0.25, 2.5, 2.5).

Regarding the residual variance, the trace plots across all pairings of the hyperparameters

were stable. The autocorrelation plots for each variance component drop off quickly, another

indication of approximately independent samples. Finally, from Figure A.3 we again see

instability in the part of the matrix corresponding to the binary elements. Those pertaining

to the continuous responses converged very well.

After this preliminary analysis, we selected r = 10 and R = diag(0.25, 0.25, 2.5, 2.5) as the

values for the parameters in the hyperprior for both the univariate and multivariate cases.

This allows the prior to be centered around smaller values, which we saw impacted the

average posterior predictive values. As the model is sensitive to different priors, it may be

worth investigating alternative hyperparameter values, perhaps based on the MCMC draws

from an individual analysis of each response type.
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5.4.1 Bayesian Modeling of Longitudinal Univariate Mixed-Type

Responses

We begin our simulation study with the assumption of univariate responses. For both Sce-

narios 3 and 4, 50 different datasets were randomly generated using the same fixed effect

parameters and the respective within-subject variances.

Fixed Effects

The trace plots generally indicated convergence and stabilization around a specific value for

the elements of β with extremely slight perturbations meaning there may be some depen-

dence in the chain. A plot of the autocorrelation across increasing lags shows that after

approximately 30 lags, the correlation dissipates to near 0.

To assess the accuracy of the posterior predictive distribution of the regression coefficients,

Figure 5.4 displays various summary measures of all 50 simulations for Scenario 3. Though

not pictured here, the plots for Scenario 4 are almost identical. The y-axis in each plot

indicates the simulation, and the x-axis represents the values of the MCMC draws. In each

plot, the points in the center of the interval are the posterior medians of the combined chains.

The thicker and thinner intervals, respectively, refer to the 50% and 95% credible intervals.

Any intervals highlighted in red mark a simulation where the true value of the parameter,

notated by the vertical line, was not captured within the 95% credible interval. For some of

the simulations, the credible intervals did not contain the true value. This was most present

in the intercept, though there were multiple simulations whose posterior distribution did not

contain the truth.

Next, we take a look at the residual variance. Again, we performed the typical diagnostics

on each chain and concluded convergence. Figures 5.5 and 5.6 display vertical boxplots of
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Figure 5.4: Scenarios 3: 95% (wide interval) and 50% (smaller interval) credible intervals of
the posterior draws for each regression coefficient across 50 simulations in the multivariate
model. Each point represents the posterior median of the coefficient for each simulated
dataset. 95% intervals that do not contain the truth (vertical line) are highlighted in red.

all 50 posterior means for σ2 for Scenarios 3 and 4. The horizontal red lines indicate the true

value σ2 = 1, and the turquoise and purple lines are the median and mean of all 50 posterior

means, respectively. Regardless of the level of variability in the random effects, the model

can accurately predict σ2 with a small amount of error.

So, under a correctly specified model, the Bayesian univariate model does a fairly good job

estimating the distribution of the parameters.
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Figure 5.5: Scenario 3 Figure 5.6: Scenario 4

Figure 5.7: Boxplot of posterior means for σ2 across 50 simulations in the univariate model

Random Effects

Having looked closely into the estimated posterior distributions for the population-averaged

level parameters, we now aim to assess the performance of the Metropolis algorithm within

the Gibbs sampler on the within-subject effects. As we saw in Section 4.4.1, even under

a correctly specified model, the distribution of the random intercept and slope from the

GLMM was heavily skewed to the right, resulting in an overestimation of the variance. A

similar story is true for the Bayesian model.

First, we must look at the diagnostics of the MCMC chains. For all 50 simulations, the

trace plots show that the draws for the variances of the random effects converge very well

about a specific value. The MCMC chains from one simulation for Scenario 4 are pictured

in Figure 5.8. As a note, before thinning the chain and using a burn-in of 5,000, the trace

plots for the upper block of ψ, the variance matrix for the binary outcomes, never seem to

stabilize around a specific value, which is more common for sparse data. As seen from the

above figure, this was ameliorated by including more iterations in the sampler and increasing

the burn-in period. On the other hand, the trace plots for the components of ψ(c) all show

the ideal randomness even with no thinning.
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Figure 5.8: Trace plots of the variance elements of ψ for one simulation from Scenario 4

Additionally, the ACF plots show no prominent autocorrelation after 20 or so lags indicating

that we do not have a nearly independent sample and likely that the sampler has explored the

entire space of the posterior. Again, we noticed that it was important to consider increasing

the number of iterations and burn-in to give the samples enough time to mix and stabilize.

Figure 5.9 shows the density of all three chains for the random intercept and slope variances of

the binary and continuous responses for one randomly sampled simulation each of Scenario

3 and 4. The vertical red and purple lines mark the true value of these parameters for

reference. The remaining 49 simulations had fairly similar densities.

In Scenario 3, we can see that the draws from each chain are approximately normal and are

generally centered around the truth. For the continuous responses in that setting, the random

intercept and slope variance posterior draws are centered just off from the truth. Overall,
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Figure 5.9: Scenarios 3 & 4: Density of MCMC chains for the variance components of ψ for
1 simulation in the univariate model.

the samples for the individual variation in Scenario 4 are too small, which is surprising given

how close the true parameter values are to the boundary (0). This may indicate a stronger

influence of the prior, which was centered closer to the variances from Scenario 3. Finally,
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the distribution of the MCMC chains for the covariance elements were all approximately

normal, and most of the simulations were centered very close to the truth.

Figure 5.10 displays a boxplot of the posterior means of the upper triangular portion of ψ

for Scenario 3 across all 50 simulations with a horizontal red line indicating the truth. Note

that each boxplot has a unique scale on the y-axis. Specifically, looking at the first two

elements on the diagonal, the random intercept and slope for the binary responses, we can

see that while all posterior means were above the truth, the difference was around 0.005.

Thus, overall, the model accurately captured the truth.

Figure 5.10: Scenario 3: Boxplots of posterior means for ψ across 50 simulations in the
univariate model.
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5.4.2 Bayesian Modeling of Longitudinal Multivariate Mixed-Type

Responses with Missing Values

Moving to the second model in which we impose a multivariate structure on the responses,

we used the same datasets as those from the univariate setting for each scenario. What

differs here is the specification of the model in JAGS as we defined earlier in the chapter.

Fixed Effects

The trace plots generally indicated convergence and stabilization around specific values for

the elements of β with extremely slight perturbations indicating there may be some depen-

dence in the chain. Looking at a plot of the autocorrelation across increasing lags shows

that after approximately 30 lags, the correlation dissipates to near 0. Just as in Figure 5.4,

Figure 5.11 displays 50 and 95% credible intervals and the posterior median for each of the

50 samples for the fixed effects from Scenario 3. As before, the plots for Scenario 4 in this

setting look similar to what is shown here.

There are a few simulations with intervals that do not capture the true value of the param-

eters, the most being for β4, the coefficient for time.

The residual variance chains from each simulation indicate that the chains have converged

as the R̂ value is near 1, and based on the other typical diagnostic measures. The average

posterior median across all 50 simulations was 0.9983 for Scenario 3 and 1.0031 for Scenario

4. Moreover, the average 95% credible intervals ranged from (0.9666, 1.0313) for Scenario

3 and (0.9711, 1.0365). All 50 credible intervals contained the true value of σ2 for both

scenarios.
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Figure 5.11: Scenarios 3: 95% (wide interval) and 50% (smaller interval) credible intervals of
the posterior draws for each regression coefficient across 50 simulations in the multivariate
model. Each point represents the posterior median of the coefficient for each simulated
dataset. 95% intervals that do not contain the truth (vertical line) are highlighted in red.

Random Effects

Finally, we look at the results of the random effects posterior approximations. The trace

plots for ψ looked similar to those in Figure 5.8.

In Table 5.2, we have summary statistics of the model output for Scenario 4 averaged across

all 50 simulations. The random intercept is centered around the prior mean of 0.01 when

the truth is 0.03, which is what we saw in the univariate case as well.

Overall, the fit of the multivariate model is fairly accurate; however, we obtain very similar
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Table 5.2: Summary statistics of 5,000 MCMC iterations for Scenario 4 averaged across all
50 simulations.

Truth Mean SD 2.5% 97.5%

ψ
(b)
00 0.03 0.0107 0.0017 0.0081 0.0146

ψ
(b)
01 0 <0.0001 0.0012 -0.0023 0.0023

ψ
(bc)
0,0 0.001 0.0001 0.0074 -0.0145 0.0148

ψ
(bc)
0,1 0.001 <0.0001 0.0075 -0.0147 0.0147

ψ
(b)
11 0.03 0.0107 0.0016 0.0081 0.0146

ψ
(bc)
1,0 0.001 -0.0003 0.0072 -0.0146 0.0138

ψ
(bc)
1,1 0.001 0.0002 0.0072 -0.0140 0.0144

ψ
(c)
00 0.3 0.2479 0.0188 0.2141 0.2878

ψ
(c)
01 0.001 -0.0516 0.0133 -0.0785 -0.0263

ψ
(c)
11 0.3 0.2520 0.0182 0.2193 0.2906

results from the univariate model. Therefore, it is unnecessary to choose a model that adds

a large amount of missing data, when a simpler model gives the same outcomes.

5.5 Application to Biological Science Education Data

For the biology education data, we will compare the results from both the univariate model

and multivariate model side by side. In this setting, we will use all of the prior values

specified in Section 5.2.1 for both approaches.

Fixed Effects

Starting with the univariate approach, we ran the model using R2jags for a total of 55,000

iterations with a 5,000 iteration burn-in and thinned every tenth sample. This left us with

5,000 posteriors samples for each parameter. A quick look at some diagnostics for the fixed

effects reveals convergence of the chains for most coefficients. However, the chains did have

some trouble mixing for the intercept which was foreseeable given the previous results from
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the Joint PQL approach in Section 4.5. For reference, the trace plots are included below in

Figure 5.12.

Figure 5.12: Trace plots of the 1,000 posterior MCMC draws of β from the univariate case
using the biology education data.

Plots of the autocorrelation across increasingly larger lags reveal that for all coefficients

except the number of standardized clicks, the correlation by lag 30 is between 0.2-0.4 (around

0.5 for the intercept). The density of each coefficient, however, is approximately normal. For

the multivariate model, the diagnostic plots were fairly similar to those mentioned above,

except that the trace plot of the coefficient for time looked as though it had not fully

settled around a certain value and the ACF plots showed the smallest increase in correlation

compared to the univariate case.

Below we present summary statistics from the posterior MCMC draws of the fixed effects

for both the univariate and multivariate models.

Table 5.3 shows that the results across each assumption on the response are very similar
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Table 5.3: Summary statistics from 5,000 posterior MCMC draws for both the univariate
and multivariate case using the biology education data.

Response Mean SD 2.5% 50% 97.5% Eff. Size

β0
uni 0.4212 0.0897 0.2446 0.4217 0.5969 910
multi 0.4345 0.0864 0.2624 0.4362 0.5967 200

β1
uni 0.0941 0.0231 0.0491 0.0943 0.1385 3000
multi 0.0960 0.0227 0.0520 0.0959 0.1409 15000

β2
uni 1.1372 0.0604 1.0203 1.1384 1.2543 890
multi 1.1360 0.0588 1.0201 1.1363 1.2515 710

β3
uni 0.0614 0.0576 -0.0535 0.0612 0.1768 790
multi 0.0621 0.0572 -0.0521 0.0632 0.1722 1200

β4
uni -0.1452 0.0424 -0.2294 -0.1450 -0.0634 6400
multi -0.1815 0.0490 -0.2790 -0.1808 -0.0857 48

β5
uni 0.0066 0.0394 -0.0714 0.0067 0.0836 680
multi 0.0091 0.0400 -0.0710 0.0096 0.0860 4500

in terms of all statistics, except for the two coefficients related to time (β4 and β5). The

estimated posterior mean is slightly lower for the multivariate model for β4, the coefficient

corresponding to time, and roughly 27% larger for β5, the coefficient corresponding to the

interaction between study group and time. As stated earlier, the trace plot of the posterior

sample for β4 were not as stable, so this lack of convergence may be the cause of this

difference. The other distinguishable different between the two modeling approaches is the

effective sample size (Eff. Size); however, we may need more draws from the posterior before

a useful comparison can be made.

For comparison, we also created a model for each individual response which resembles the

GLMM and LMM from the frequentist approach earlier. The results from the univariate

model are shown below in Table 5.4. Similar to the frequentist version, the mean of each

coefficient from the approximated posterior samples differs for each response type, most

noticeably in the intercept. From the univariate and multivariate analyses above, we can see

that when modeled jointly, the approximated posterior distributions attenuate toward the

continuous model. This means that the binary responses to not provide much information

to the joint model.
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Table 5.4: Summary statistics from 1,000 posterior MCMC draws for both binary-only and
continuous-only models in the univariate case using the biology education data.

Response Mean SD 2.5% 50% 97.5% Eff. Size

β0
Bin 3.2046 0.0892 3.0333 3.2035 3.3824 15000
Cont 0.0190 0.0443 -0.0685 0.0192 0.1059 15000

β1
Bin 0.5244 0.0857 0.3596 0.5226 0.6979 15000
Cont 0.0541 0.0240 0.0067 0.0539 0.1011 4400

β2
Bin 0.2338 0.1305 -0.0225 0.2340 0.4907 3100
Cont 1.2004 0.0611 1.0818 1.2000 1.3208 4900

β3
Bin 0.3981 0.1230 0.1532 0.3983 0.6368 7200
Cont 0.0366 0.0596 -0.0802 0.0368 0.1527 7700

β4
Bin -0.0291 0.0692 -0.1664 -0.0289 0.1056 15000
Cont -0.0450 0.0338 -0.1106 -0.0450 0.0213 5500

β5
Bin -0.1965 0.1035 -0.3991 -0.1969 0.0097 15000
Cont 0.0461 0.0441 -0.0406 0.0464 0.1320 3600

Moving on to the residual variance of the continuous responses, all chain diagnostics for σ2

show convergence and fast mixing of the chains for both modeling schemes. The average of

the approximated posterior draws is 0.4352 with standard deviation 0.0216; the 2.5 and 97.5

percentiles are 0.4206 and 0.4795, respectively. For the multivariate model, the mean of the

MCMC samples is 0.4354 with standard deviation 0.0216; the 2.5 and 97.5 percentiles are

0.4205 and 0.4797, respectively. all values were quite close to that from the continuous-only

model whose summary statistics included a mean of 0.4360 and standard deviation 0.0213.

Thus, in terms of σ2 there does not appear to be any benefit to jointly modeling.

Random Effects

Here, we will review the results of the estimated posteriors of the random effects for each

model. First, we investigate the trace plots obtained from both the univariate and multivari-

ate models. The trace plots of each element in ψ for the univariate case are fairly good for

the bottom block of the matrix, which represents the continuous part of covariance matrix.

The covariance matrix for the binary part, the upper block on the diagonal, are much less

stable which is somewhat predictable given the sparsity of information from the pre-lecture
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Figure 5.13: Trace plots of the 5,000 posterior MCMC draws of ψ from the univariate case
using the biology education data.

quizzes. The variances of the random intercept and slope show slow mixing of the MCMC

chains as the time series trends of each plot are easily discernible. It appears that no one

chain explores the entire space of the posterior, but seems to get stuck at higher or lower

values. There may be some convergence of each chain by the last 500 draws, but this would

need to be confirmed by increasing the number of samples. Once again, this is likely a result

of an unrealistic restrictive assumption on the fixed effects.

The trace plots for the multivariate model are displayed in Figure 5.14. These plots look
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very unstable and indicate there is still high dependence within the chain, which is confirmed

in the ACF plots. The ratio of the effective sample size to total samples used is less than

0.2 for all elements of ψ, which means our sample provides less than 20% of the information

of an independent sample of the same size.

Figure 5.14: Trace plots of the 5,000 posterior MCMC draws of ψ from the multivariate case
using the biology education data.

Despite these worrisome diagnostics, we will show the approximate posterior characteristics

below. Table 5.5 details some summary statistics for the elements of the covariance matrix

of the random effects for the univariate model. In comparison, we have the results from two
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separate Bayesian models, normal and logistic. Similar to the Joint PQL case, though less

extreme, the random intercept for the binary response in the univariate case is high indicating

that there is still some individual variability to account for in the intercept that could not

be captured in the population-level coefficient. Since there is not a lot of information in the

pre-lecture quizzes, a large random intercept is pushing all of the predicted probabilities to

1.

Table 5.5: Summary statistics of 5,000 MCMC iterations for the elements of ψ from the
univariate case using the biology education data.

Mean SD 2.5% 50% 97.5%

ψ
(b)
00 3.9257 1.1422 2.0074 3.8169 6.2114

ψ
(b)
01 3.9926 0.5635 3.0077 3.9501 5.2183

ψ
(bc)
0,0 -0.6953 0.1659 -1.0434 -0.6873 -0.3869

ψ
(bc)
0,1 0.2312 0.0823 0.0839 0.2262 0.4061

ψ
(b)
11 4.3630 1.2666 2.3908 4.2519 7.2082

ψ
(bc)
1,0 -0.7328 0.1722 -1.0968 -0.7199 -0.4302

ψ
(bc)
1,1 0.2445 0.0880 0.0859 0.2395 0.4323

ψ
(c)
00 0.2650 0.0591 0.1669 0.2592 0.3952

ψ
(c)
01 -0.0420 0.0193 -0.0838 -0.0404 -0.0091

ψ
(c)
11 0.0866 0.0114 0.0677 0.0854 0.1120

Looking at the within-subject variability for the quantitative exams, we see much less of a

gap between the joint model and the individual model. The random intercept of our joint

model is around twice that of the individual model, but the two agree in terms of the random

slope. This is another indication that the joint model results are being pulled toward the

exam scores as we saw with the fixed effects.

The results of the multivariate approach can be found in Table A.2. The average approxi-

mated posterior sample of ψ
(b)
00 is 16.0294, which is substantially larger than the result from

the individual logistic model of 0.0010.

In the next chapter, we will test models that include a separate intercept for each response

type among the predictors as well as a model that allows for separate fixed effect coefficients
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Table 5.6: Summary statistics of 5,000 MCMC iterations for the elements of ψ(b) and ψ(c)

from separate models for each response using the biology education data.

Mean SD 2.5% 50% 97.5%

Binary
ψ

(b)
00 0.0113 0.0018 0.0083 0.0111 0.0155

ψ
(b)
10 0.0010 0.0013 -0.0014 0.0009 0.0038

ψ
(b)
11 0.0114 0.0019 0.0083 0.0112 0.0156

Continuous
ψ

(c)
00 0.1255 0.0145 0.0993 0.1247 0.1558

ψ
(c)
10 -0.0007 0.0068 -0.0146 -0.0006 0.0125

ψ
(c)
11 0.0711 0.0068 0.0586 0.0708 0.0856

for the binary and continuous outcomes.

5.6 Discussion

In this chapter, we discussed a Bayesian approach for jointly modeling mixed-type longi-

tudinal responses. This probabilistic view will enable us to incorporate prior knowledge in

our applied setting because of the previous work done on this study. Under this framework,

we considered hierarchical models which arise naturally in the mixed-effects setting with

higher-level population effects and lower-level individual effects. We tested the efficacy of

two different assumptions of the hierarchical model: one where we assume univariate re-

sponses as was done in the Joint PQL case, and one where we assume the responses are

multivariate. In the latter case, this supposition automatically generates a missing data

problem as half of the responses are not observed since only one response at each time point

was collected. With the Bayesian paradigm, however, we can account for the missingness in

the posterior by treating the missing responses as another random variable.

As is commonly done with multilevel models, we employed the Gibbs sampling technique

to obtain draws from an approximately posterior due to the complexity of the normalizing

constant. However, the full conditionals for β and b that make up part of the Gibbs sampler

were numerically intractable and required MCMC techniques. The model in R2jags used
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the slice-sampler step to obtain samples from the approximate full conditional for β and a

Metropolis-Hastings step for the distribution of b|Y, β, σ2, ψ.

Preceding analysis of the biology education data, we performed a simulation study using the

same datasets and data-generating mechanisms as was laid out in Chapter 4. Before testing

each model, we conducted a sensitivity analysis to test different hyperparameter values for

the random effects covariance matrix. As our assessment measurements contain both stan-

dardized quantitative exams and percentages representing the probability of receiving full

credit on the pre-lecture quizzes, the ranges of our outcomes are quite restricted. There-

fore, the optimal values for the inverse-Wishart prior for the within-subject variance matrix

resulted in small values of the expectation, thereby creating a more informative prior.

In the simulation study, we looked at two of the scenarios investigated in the Joint PQL

study. We discovered that there was not much difference in the summary statistics of the

posterior MCMC draws of the regression coefficients between the univariate and multivariate

settings except for β4 and β5, which are both related to time. Therefore, it was not worth it

to use a more complex model for the data.

Comparing the values of the univariate model with the results of a separate analysis for each

response type in the application, we saw the same trend as in the previous chapter. The fixed

effect coefficients were different for each assessment measurement, especially in terms of the

intercept. This, in turn, led to an increased random intercept for the binary responses as the

population-averaged intercept did not accurately capture enough of the variation. However,

in the multivariate case, the random intercept was even more wildly inflated. As a result,

comparing the approximated posterior draws for the random components to those obtained

via separate models was unreasonable.

In the next chapter, we take a deeper look into our assumption of shared regression coef-

ficients and test this against models that presume separate intercepts and unique sets of
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coefficients for each response type. Finally, we contrast these results directly against those

from the Joint PQL model to help determine the best course of action for educational data

in this form.
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Chapter 6

A Comparison of Methods

6.1 Introduction

Having studied a few frequentist and Bayesian approaches for jointly modeling longitudinal

mixed-type responses, we will now compare and contrast the models against one another.

This chapter explores the benefits and limitations of the Joint PQL method, the grouped

binomial method, and the Bayesian methods. We will directly compare the estimation and

prediction results from all models through a final simulation study, which includes some

results from the previous two chapters. Ultimately, this study will conclude with a list of

recommendations detailing the most appropriate data types for this framework and how to

approach longitudinal studies in education.

To determine the optimal method, we consider the following:

• how the models are to be interpreted,

• any assumptions required in the models,

• model complexity,
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• measures of fit, and

• the robustness of each model against misspecification.

In terms of the biology education study, all of the models that have been tested aim to

answer the same scientific question: are there differences in course performance over time

between students who self-identify as spacers or crammers? Statistically, this equates to

regressing both pre-lecture quizzes with binary scores or exams with quantitative scores on

some interaction between study preferences and time. Frequentist models assume the true

relationship between a predictor and the dependent variable is fixed but unknown. Bayesian

models believe that the association between the two is random and must be inferred via a

probability distribution. Broadly speaking, an advantage of the Bayesian school of thought is

that the posterior provides a range of possible values for the association with corresponding

probabilities. In contrast, frequentist maximum likelihood estimation only provides point

estimates.

Table 6.1 lists a short synopsis of the main differences across each modeling strategy. We

discuss the treatment of the response, how the fixed and random effects are estimated,

and how inference is performed. There was essentially no difference in results between the

univariate and multivariate Bayesian models, so we will only go forth with the more simple

univariate assumption.

As we compare the modeling approaches, we first consider the treatment of the response

variable. In the Joint PQL and Bayesian models, both response types are assumed to be

realized transformations from the same underlying latent curve. We use a Bernoulli distri-

bution for the binary responses and a Gaussian distribution for the continuous responses,

where the mean model is a function of population-level and individual-level covariates. On

the other hand, in the grouped binomial model, the response is discretized. We assume the

outcome at each time point has a Binomial distribution where the number of trials depends
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Table 6.1: Model comparison

Joint PQL Grouped Binomial Bayesian

Distribution
of the
response

Y
(b)
ij ∼ Bernoulli(µij)

Y
(c)
ij ∼ N(µij, σ

2)

Yij ∼ Binom(mj, µij) Y
(b)
ij ∼ Bernoulli(µij)

Y
(c)
ij ∼ N(µij, σ

2)

Estimation of
the fixed
effects

Generalized least
squares

GEE (weighted least
squares)

(Estimated) posterior
statistics

Inference on
the fixed
effects

Wald test
Confidence intervals

Wald test
Confidence intervals

Credible intervals

Estimation of
the random
effects

EM algorithm Treated as nuisance
(not estimated)

Approximated
posterior statistics

Inference on
the random
effects

Approximate F-test/
LRT
Confidence intervals

Not applicable Credible intervals

on time. Like the former two models, we also include population-averaged effects, but the

individual-level variance is considered a nuisance variable. We account for the correlation

within subjects via the covariance matrix of the responses.

Next, consider the difference in interpretation of the coefficients in each model. Both the

Joint PQL and Bayesian approaches lend themselves to conditional effects due to their

multilevel structure. In the grouped binomial setting, the coefficients represent marginal

effects. In Chapter 4, we described our reasoning behind the mixed-modeling strategy;

however, we also discussed the merits of the GEE approach if interest truly lies in the

population-averaged trajectories rather than in intra-subject variation. In the following

chapter, we discuss plans for future work which involve more investigation into marginal

modeling techniques. Finally, the two multilevel models’ random intercept and slope are

interpreted as individual deviations from baseline and average trends over time, respectively.

We started the frequentist and Bayesian studies assuming that both response types shared a

common set of coefficients averaged across all individuals. In the simulations studies to test
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the robustness and efficiency of the Joint PQL model and the Bayesian model, the datasets

were generated identically as was described in Section 4.4. For the grouped binomial method,

all elements were the same except the treatment of the continuous responses. Instead of

generating samples from the normal distributions using the conditional mean model as the

mean with variance σ2, we transformed the conditional mean model into a probability using

the expit function. This probability was used to create samples from a Binomial distribution

where the number of trials equals the total number of points possible on the simulated

continuous exam.

For the Joint PQL and grouped binomial approaches, the simulation studies were performed

using 1,000 different datasets. For the Bayesian approach, we generated 50 unique datasets.

As described in Section 5.4, we removed the first 5,000 iterations to help diminish any effects

of a specific starting value. We ran a total of 50,000 iterations, thinning every 10, which left

us with 5,000 MCMC draws for each parameter.

In the following three sections, we will compare the Joint PQL frequentist method and the

univariate Bayesian method across three different assumptions on the regression coefficients.

After this, we will describe our recommended modeling strategy, also taking into account the

grouped binomial approach, which treats all responses the same way, thereby eliminating

the need to test different treatments of the fixed effects.

6.2 Shared Regression Coefficients

To begin, we will look at the simulated results from Scenario 3 for the Joint PQL and

univariate Bayesian models. This way, we can directly contrast the coefficient estimates

with the posterior summary statistics. Following this, we will move to the applied data

setting.
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Table 6.2 lists various measures obtained from both modeling techniques on the fixed effect

coefficients.

Table 6.2: Fixed effect summary statistics of shared coefficients averaged over 1,000 simula-
tions and 50 simulations for the Joint PQL model and Bayes model, respectively.

Method Truth Mean 95% Conf/Cred Int MSE
Low High

β0
PQL

2
2.0029 1.9558 2.0501 0.0007

Bayes 1.9999 1.9500 2.0501 <0.0001

β1
PQL

0.3
0.3003 0.2787 0.3219 0.0001

Bayes 0.3001 0.2785 0.3216 <0.0001

β2
PQL

0.5
0.4993 0.4251 0.5736 0.0014

Bayes 0.4993 0.4244 0.5742 <0.0001

β3
PQL

0.15
0.1499 0.0831 0.2168 0.0013

Bayes 0.1444 0.0768 0.2117 <0.0001

β4
PQL

-0.2
-0.2009 -0.2446 -0.1573 0.0005

Bayes -0.1972 -0.2435 -0.1512 <0.0001

β5
PQL

0.5
0.5011 0.4394 0.5629 0.0010

Bayes 0.4980 0.4360 0.5598 <0.0001

The averaged residual variance estimate in the Joint PQL model for Scenario 3 was 1.0013

with an MSE of 0.0006. For the Bayesian model, the averaged posterior means for Scenario

3 was 1.0013 with an MSE <0.0001.

After the simulation study, we tested both models on the applied dataset, and it was clear

that the assumption of shared coefficients was not entirely realistic. For reference, a compar-

ison of the fixed effects is shown in Table 6.3. This indicates that the results are relatively

consistent across each modeling strategy regarding coefficient values and errors.

Refer back to Section 4.5 and Section 5.5 for more details. Most students performed very

well (> 90% correct at each time point) on the 26 pre-lecture quizzes, each worth one point,

implying that the probability of a correct answer was well above 50%. On the log-odds

scale, this implies that the mean model for a particular subject is likely to be greater than

0. As the continuous exams were standardized (i.e., approximately half of the students had

scores above 0 and half were below), we decided to incorporate a separate population-level
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Table 6.3: Fixed effect estimates from the Joint PQL model and approximate posterior
statistics from the univariate Bayesian model assuming shared coefficients.

Method Mean SE
95% Conf/Cred Int

Low High

(Intercept)
PQL 0.1663 0.0458 0.0766 0.2560
Bayes 0.4212 0.0897 0.2446 0.5969

Clicks
PQL 0.0802 0.0230 0.0351 0.1254
Bayes 0.0941 0.0231 0.0491 0.1385

GPAC
PQL 1.1804 0.0636 1.0559 1.3050
Bayes 1.1372 0.0604 1.0203 1.2543

Spacer
PQL 0.0338 0.0614 -0.0864 0.1541
Bayes 0.0614 0.0576 -0.0535 0.1768

Time
PQL -0.1117 0.0277 -0.1660 -0.0574
Bayes -0.1452 0.0424 -0.2294 -0.0634

Spacer×Time
PQL 0.0278 0.0364 -0.0435 0.0991
Bayes 0.0066 0.0394 -0.0714 0.0836

intercept for each type of assessment measurement.

6.2.1 Including a Response-Specific Intercept

Based on one of our potential solutions to the unrealistic assumption of shared regression

coefficients, we tested our models on the applied dataset but included an indicator for re-

sponse type. Thus, each outcome has its own intercept but still shares the remaining fixed

effects.

With this set of coefficients, the Joint PQL model converged before reaching the maximum

number of iterations. We used a starting value of 0 for the intercept and all estimates from

the LMM for the remaining coefficients. In the univariate Bayesian model, we kept all hyper-

parameter values the same and added another standard normal prior on the coefficient for

the response type indicator. All diagnostic measures for the fixed effects showed moderately

stable and random chains. For reference, the ACF plots for a single chain are provided in

the Appendix in Figure A.4. Below is a table of the results of both the Joint PQL and
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univariate Bayes models.

Table 6.4: Fixed effect estimates from the Joint PQL model and approximate posterior
statistics from the univariate Bayesian model assuming a response-specific intercept.

Method Mean SE
95% Conf/Cred Int

Low High

(Intercept)
PQL 4.4224 0.1410 4.1461 4.6987
Bayes 3.3057 0.0674 3.1716 3.4343

Exam
PQL -4.4068 0.1388 -4.6789 -4.1348
Bayes -3.3188 0.0667 -3.4475 -3.1852

Clicks
PQL 0.0831 0.0230 0.0379 0.1282
Bayes 0.1043 0.0227 0.0588 0.1481

GPAC
PQL 1.1676 0.0633 1.0436 1.2916
Bayes 1.0155 0.0568 0.9017 1.1249

Spacer
PQL 0.0437 0.0608 -0.0754 0.1628
Bayes 0.1136 0.0518 0.0127 0.2155

Time
PQL -0.0363 0.0278 -0.0908 0.0182
Bayes -0.0404 0.0305 -0.1001 0.0200

Spacer×Time
PQL 0.0274 0.0362 -0.0435 0.0984
Bayes 0.0123 0.0403 -0.0667 0.0902

For this model, when the indicator for response type is 0, β̂0 refers to the estimated intercept

for the binary responses; when the indicator for the response type is 0, β̂0+β̂1 is the intercept

for the continuous responses. For each model, β̂0 + β̂1 is nearly 0. When we modeled each

response separately in the frequentist setting, the intercept for the LMM was 0.0187, and

the intercept for the GLMM was 3.8875, which coincides reasonably well with the intercept

value of 4.4224 and 0.0156 that we would obtain here. There is still disagreement between

each models’ coefficient values, but the disparity is much smaller than the original models.

Lastly, the Bayesian model has a smaller standard error for all but the coefficients related

to time. Here, all coefficient estimates and approximate posterior means agree in direction,

and the 95% confidence/credible intervals only disagree for β4, the coefficient for treatment.

Under the Joint PQL model, the coefficient is not statistically significant. In the Bayesian

model, the credible interval does not contain 0, indicating evidence for the alternative. This

coefficient represents the difference in mean exam score or log odds of full-credit on a pre-

lecture quiz between crammers and spacers at baseline.
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Furthermore, both model results show a moderate association between standardized click

rates and the expected response and a strong positive relationship between mean-centered

GPA and the expected response. The relationship between GPA and student success tends

to be a strong predictor of academic achievement — a phenomenon we also observed in

the sampling distribution study. Both models show a small negative effect of time and

a small positive effect of the study group over time, though the 95% confidence/credible

intervals contain 0 for each effect. Thus, for students similar in click rates and GPA, from

one assignment to the next, the average exam score increases approximately 0.01-0.03 more

for spacers compared to crammers. This conforms to a 1.01-1.03 multiplicative difference in

the odds of receiving full credit on the pre-lecture quizzes. For both responses, this difference

is not statistically or practically important.

Moving on, we next look at the prediction of the random effects. For the Bayesian model, all

diagnostic criteria show much better convergence and stabilization of each chain compared

to the shared parameter model. In addition, the trace plots present a reasonable degree of

randomness, and the ACF plots show a sharp decline in correlation after 5-10 lags. This is

a noticeable improvement from the previous model. However, the results of each model are

disparate.

Table 6.5: Estimates and approximate posterior means of the variance elements of ψ from a
model with a response-specific intercept averaged over 1,000 simulations and 50 simulations
for the Joint PQL model and Bayes model, respectively.

ψ
(b)
00 ψ

(b)
11 ψ

(c)
00 ψ

(c)
11

Joint PQL 2.7995 0.2946 0.1446 0.0258
Uni. Bayes 0.0119 0.0120 0.1304 0.0730

First, note that the densities of the posterior samples for each element of the covariance are

approximately normal, with most standard errors less than 0.01. Second, recall that the

GLMM (LMM) estimates of the random intercept and slope were 1.7233 and 0.0735 (0.0827

and 0.0062), respectively, which differs from the individual Bayesian models whose values
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were 0.0113 and 0.0114 (0.1255 and 0.0711). Thus, the estimates obtained from the Joint

PQL method are vastly different than those from separate models. Even more, the empirical

variance of the within-subject intercepts and slopes for the binary responses are 1.2712 and

0.05039. Given that the acceptable range of the log-odds would be between -2 and 2, as

described earlier, it is unlikely that the variance would be larger than one. In Table 6.5, we

see the same pattern — the Joint PQL and univariate Bayes models result in large differences

in the prediction of the individual-level variances.

6.3 Unique Regression Coefficients for Each Response

In this final comparison, we will allow for a completely separate set of fixed effects coefficients

for each response type. The correlation between response types is now accounted for in the

random effects only. This correlation would then be the only difference between the joint

model and two separate models. The mean model is defined below:

ηij = β
(b)
0 + β

(b)
1 Clicksij + β

(b)
2 (GPA−GPA)i + β

(b)
3 I[spaceri] + β

(b)
4 tj + β

(b)
5 I[spacer] × tj

+ β
(c)
0 + β

(c)
1 Clicksij + β

(c)
2 (GPA−GPA)i + β

(c)
3 I[spaceri] + β

(c)
4 tj + β

(c)
5 I[spacer] × tj

(6.1)

The Joint PQL method could not reach convergence due to a singular covariance matrix

after the fourth iteration. This is because we have probably overparameterized the model.

Specifically, the random slope for the binary responses is unnecessary due to the little vari-

ation in scores on the pre-lecture quizzes. Removing this from the assumed model, we can

reach convergence of the Joint PQL model. The results are below in Table 6.6.

The estimates for the elements of β̂(b) and β̂(c) are differentiated in the table by Type Bin

and Type Cont. The estimates not comparable to those obtained from LMM and GLMM

in Table 4.16 as we are only assuming a random intercept for the binary responses. The

estimates from the binary-only model with just a random intercept are β̂0 = 2.9417, β̂1 =
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Table 6.6: Regression coefficient estimates from the Joint PQL model including only a
random intercept for the binary responses from the biology education data. Rows with Type
Bin are the elements of β̂(b) and for Type Cont are the elements of β̂(c).

Type Est SE CI95.low CI95.high

(Int)
Bin 4.0703 0.1838 3.7100 4.4306

Cont 0.4903 0.0994 0.2955 0.6851

Clicks
Bin 0.4037 0.2699 -0.1253 0.9327

Cont 0.2913 0.2495 -0.1978 0.7803

GPAc
Bin -0.0363 0.0838 -0.2007 0.1280

Cont -0.2286 0.1259 -0.4753 0.0180

Spacer
Bin 0.0192 0.0460 -0.0709 0.1094

Cont 0.0472 0.0238 0.0005 0.0939

Time
Bin 1.2088 0.0639 1.0835 1.3340

Cont 0.0357 0.0617 -0.0852 0.1566

Spacer×Time
Bin -0.0450 0.0286 -0.1010 0.0110

Cont 0.0462 0.0373 -0.0269 0.1194

0.4602, β̂2 = 0.1241, β̂3 = 0.4739, β̂4 = −0.0348, β̂5 = −0.2238. These values, however, do

not align with those from Table 6.6.

The estimates for the 3× 3 covariance of the random effects are

ψ̂ =


2.0949 0.0587 0.0973

0.0587 0.1457 0.0077

0.0973 0.0077 0.0255

 ,

where the first element on the diagonal represents ψ̂
(b)
0 and the last two elements represent

ψ̂
(c)
00 and ψ̂

(c)
11 . Compared to the GLMM prediction of ψ̂

(b)
00 = 0.6679, the corresponding Joint

PQL estimate was 2.0949. This difference is what is causing such a shift in the fixed effects

estimates. Most likely this is not the optimal model for these data; however, it does answer

our research question.

To statistically investigate whether the model should assume shared or unique coefficients,

we propose a Wald F-test to looking at the contrasts between the binary and continuous

coefficients. Using the mean model from Equation 6.1, we will look at the following hypothe-
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ses:

H0: β
(b)
0 = β

(c)
0 , β

(b)
1 = β

(c)
1 , · · · , β(b)

5 = β
(c)
5

HA: At least one of the above is not true.

The F-statistic is defined as

F =
(Lβ̂)T (LV̂ ar[β̂]LT )−1Lβ̂

q

where L is the contrast matrix and q = 6 is the length of the vector Lβ. Also, define

n = 10, 200 as the total number of repeated measures collected on all students. We calculated

an F-statistic of F (6, n−12) = 193.9792 with p-value that is approximately 0. This indicates

that we would reject the null in favor of the alternative, that at least one of the binary

coefficients is not equal to one of the continuous coefficients. As was already clear, the

shared coefficient assumption was not realistic. However, given how different the fixed effect

estimates were between models, we question the validity of this test.

In the Bayesian setting, Figure 6.1 represents the trace plots for each regression coefficient.

First, there is more stability in effects that pertain to the continuous outcomes than the bi-

nary outcomes. There is considerable correlation within each chain, more so for the elements

of β(b) indicating that we do not have a truly independent sample from the approximate pos-

terior.

Nonetheless, in Figure 6.2 we can compare summaries of the approximated posterior samples

for each coefficient across both types of responses. Visual inspection of the credible intervals

shows that the fixed effects agree only with the coefficient for time β4. Thus, with this

final plot, we can definitively say with statistical evidence that the assumption of shared

regression coefficients is not practical in this setting.
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Figure 6.1: Trace plots of the 5,000 posterior MCMC draws of β from the univariate Bayesian
model with unique regression coefficients for each response using the biology education data.

Figure 6.2: 95% (wide interval) and 50% (smaller interval) credible intervals of the posterior
draws for each regression coefficient from the biology data for the univariate model. Each
point represents the posterior median of the coefficient for each simulated dataset.

Lastly, we move to the random effects, whose diagnostic measures indicated convergence and

randomness of the chains. We can see from Figure 6.3 that the densities for each variance
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component of ψ are approximately normal. They are centered around nearly the same values

that we saw in Table 6.5. The distribution of the intercept and slope of the pre-lecture quizzes

has more variability than those for the exams.

Figure 6.3: Density of MCMC chains for the variance components of ψ from the biology
data for the univariate model.

We also calculated the deviance information criterion (DIC) in each of the three variations

of fixed effects proposed above for the Bayesian model. The DIC, analogous to the Akaike

information criterion (AIC), is a criterion for Bayesian hierarchical models. DIC is a function

of the expected deviance D and the effective number of parameters pD, which balance the

trade-off between goodness of fit and model complexity. Similar to AIC, lower values of

DIC (and pD) are preferable. Table 6.7 displays the DIC of the three models. The model

with shared fixed effects has the lowest DIC, followed by the model with unique coefficients

and then separate intercepts. However, the values of pD with the shared coefficients model

imply more overfitting than those with unique coefficients. Given the erratic behavior of the
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MCMC chains of the posterior samples for some of the parameters for the former model, it

seems more reasonable to favor the model with unique fixed effects for each response.

Table 6.7: DIC and pD for the univariate Bayesian model assuming shared coefficients, two
intercepts, or unique coefficients for the fixed effects.

Shared Two Intercepts Unique
DIC 6049.510 6307.264 6170.878
pD 1208.597 1006.017 916.2687

Ultimately, it seems as though the joint approach may not be a suitable model for these data.

In the next section, we will lay out our recommendations for modeling data of a mixed-type

longitudinal design.

6.4 Recommendations

Thus far, we have described three novel methods for analyzing longitudinal data with mixed

response types. In one approach, we utilized working responses using PQL to create pseudo-

continuous responses from the binary data. Doing so allowed us to model the data at each

iteration as if it were quantitative, similar to a linear mixed model. Whereas in the first strat-

egy, we created a vector of working responses on the continuous scale, our second method

essentially did the opposite, making discrete responses from the continuous outcomes. Doing

so enabled us to model the data using the common generalized estimating equation frame-

work. Finally, we developed a third method that kept a similar model structure as the

working responses but in the Bayesian framework. Here, we could include prior information

from previous studies performed on the same dataset.

In Section 6.1, we explained the unique interpretations each modeling strategy elicits. Be-

fore discussing the merits and consequences of each method, we will consider the types of

questions that each approach can answer. Recall that our goal was to look for differences in
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longitudinal performance between students who self-identified as spacers or crammers. For

all models, interest lies in the interaction between self-reported study strategy and time.

With the Joint PQL and Bayesian models, we can learn about the performance of students

who identify as spacers or crammers during the term and look for students who deviate from

the rest. In subsequent analyses, it may be of interest for education researchers to inter-

view these students to better understand how instructors can support all of their students.

Learning has both social and individual aspects, and mixed models are a way to explore

those differences. Even more, there is a rise in software and programs that boast personal-

ized learning. These platforms offer a plethora of resources for students to complete various

assignments, including extra practice problems and examples, detailed solutions, and even

videos lectures. A wealth of information is collected on students who use these programs, and

a joint model to analyze the learning process could be incredibly useful for these companies

and their clients.

On the other hand, the grouped binomial approach has its own benefits. In longitudinal

intervention studies at the classroom level, the primary focus is typically on the effect of

a new pedagogical technique on students’ general understanding of a topic. Especially at

institutions with large class sizes, individualized learning is not yet feasible. It is then

a necessity to view pedagogy from a broader lens. Through the generalized estimating

equation framework, researchers can analyze academic ability through aggregated groups.

For example, in the biology education study, due to class size amongst other factors, we want

to examine students who employ two types of studying, spacing and cramming. However, in

a grouped binomial setting, every point earned by a student is assumed to provide the same

amount of information regardless of whether it came from an exam, homework, or in-class

activity.

Next, let us examine the evidence from the statistical analyses for the biology education data

presented in the previous three chapters. First, we considered a model in which each response
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was a function of the same mean model. In both the Joint PQL and univariate Bayesian

models, we saw that the coefficient values in the combined model were being pulled closer

to coefficient values we saw in the linear mixed model. Other than some slight variation

in the intercept, the remaining coefficient values and standard errors were consistent across

models. However, the models diverged when looking at the random effects. The Joint

PQL model failed to converge after 100 iterations primarily due to the exaggerated value

of the binary random intercept. The value was much less extreme for the Bayesian model,

although the convergence of the chains was largely questionable. Therefore, neither model

seemed appropriate for these data.

We compared results for each model when we included another covariate in the model, the

indicator for response type. This improved the inflated random intercept problem, but the

values were still unreasonable in the frequentist case. Additionally, we again found some

instability in the MCMC samples across three parallel chains. We created a unique set

of fixed effects corresponding to the pre-lecture quizzes and exams separately in the final

analysis. Here, the Joint PQL failed to converge after five iterations because of a singular

variance matrix. Diagnostics of the MCMC samples indicated that the samples were a good

approximation of the posterior. And yet, the DIC was much smaller under shared coefficients.

Now, let us contemplate the convergence issues and diagnostic problems of each model. First,

the implications of the lack of convergence for the PQL method are threefold:

1. There may not be enough data on each student.

2. There could be too much sparseness in the data due to the pre-lecture quizzes.

3. This is not an appropriate model for these data as there may be little to no correlation

between response types.

Multiple choice and free response problem types involve completely different test-taking
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strategies. In this class, the pre-lecture quizzes were a low-stakes formative assessment

designed to keep students accountable for the reading and encourage them to space out their

studying by implementing frequent deadlines. The quizzes tested students on short-term

retention of specific topics in the material. On the other hand, the exams were summative

assessments meant to gauge students’ overall understanding and long-term retention of the

material. Exams often bring different concepts learned throughout the course together and

ask students to extend their knowledge to new situations.

While we were able to obtain statistics from the Bayesian model output, based on the perfor-

mance of the samplers, some of the practical ramifications just brought up in the frequentist

model apply here. A probabilistic framework does allow the researcher many benefits. The

most notable is the use of a prior and the availability of the posterior distribution rather

than simply point estimates.

The last method we considered was the grouped binomial model. As with the other two

approaches, even after discretizing the continuous responses, there was still a non-negligible

difference in the intercepts when looking at GEE estimates for each response separately.

And, except for the intercept, the coefficients were being pulled toward those pertaining to

the exam scores. This was still true when including separate intercepts, as can be seen in

the Appendix in Table A.3.

This being said, for the biology education study, we would not recommend the Joint PQL,

univariate Bayesian, or grouped binomial approaches. Rather, the pre-lecture quizzes and

exams should be analyzed separately. Even more, given how the pre-lecture quizzes were

graded, there is not enough differentiating information on each student to make this a valu-

able measure of student learning. So, to evaluate performance over time, the best option

would be to look at the exams using the GEE framework. This allows the researcher to

compare students who identify as spacers or crammers as a group while not enforcing too

many parametric assumptions on the model.
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For other educational studies where interest is in understanding longitudinal performance,

we recommend the following. First, the study should determine a focus: are the researchers

interested in how students develop knowledge or how students retain knowledge. In other

words, the study should be isolated into formative or summative assessments so that the

responses measure the same elements of student learning. Second, from a modeling perspec-

tive, suppose there are multiple types of evaluations, for example, in-class worksheets and

homework assignments in a formative study. In that case, it is important to consider how

much information each response is bringing to the model. For instance, in the biology study,

we saw that information from the binary outcomes was overwhelmed by the continuous data.

While this was partly due to the lack of variability in student scores (since students averaged

more than 95% on each quiz), it is helpful to compare the joint model results to the results

from separate models. Finally, if binary or other sparse assessment types are part of the

curriculum, their inclusion into the model may only benefit if there are a high number of

repeated measures. For illustration, when we simulated datasets with 30 binary and ten

continuous responses, we saw more influence of the binary data in the model.

6.5 Discussion

In this chapter, we sought to compare the novel models tested in Chapters 4 and 5. In

Chapter 4, we devised a frequentist model that tackled the obstacle of different assessment

measurements by transforming the non-continuous outcomes using PQL. We saw in simula-

tion studies that the benefit of jointly modeling was mainly contained to the fixed effects.

Additionally, we learned it may be more practical to let each response type have a unique set

of regression coefficients while still sharing information in the correlation across the random

effects. We then created another model that treated all outcomes as binomial, which got rid

of the range problem but may have induced data loss and changed the scientific question we

160



intended to answer regarding the biology education data.

Next, in Chapter 5, we proposed two hierarchical Bayesian models. In one model, we suppose

the outcomes made up a univariate response vector, while in the other model, we assume a

multivariate structure where only an exam or pre-lecture quiz was observed on each occasion.

The simulation studies conducted revealed minor difficulties in correctly capturing the truth

in the coefficients of the predictors and the random components. This was exacerbated in

Scenario 4, which put a higher variance on the individual effects because the corresponding

prior seemed too narrow and overwhelmed the likelihood.

Upon further investigation in our applied study, it was apparent that the differences in score

values for the exams and pre-lecture quizzes were too great to allow for a common set of

regression coefficients. This resulted in inflated values of ψ
(b)
00 , which would have lead to

posterior predicted probabilities for the quizzes of 1. Under the multivariate assumption,

there was far less stability in the posterior MCMC draws for the variance and covariance

values of ψ. This made it unwise to interpret the results for the biology education analysis.

In this chapter, we pitted the Joint PQL and univariate Bayesian methods against each

other as the analysis results are directly comparable across models. We then considered the

grouped binomial method based on interpretability and ease of use, as that model output

does not have a one-to-one link to the other approaches. We found that the working re-

sponse and Bayesian approach yielded similar results. Still, the statistical analysis did not

provide generalizable results due to lack of convergence and less than superior posterior ap-

proximations. Furthermore, though the grouped binomial model results did not come with

any statistical complications, the effects of each covariate on the response differed for each

response type.

Just as importantly, we scrutinized the practicality of our models in the context of educa-

tional research. In our applied context, the binary assessments measured how well students

161



were developing their learning of new topics the material. In contrast, the cumulative ex-

ams measured retention of larger portions of the class material and the students’ ability to

extrapolate their knowledge to new problems.

Thus, we concluded that none of the models tested in this study could help us answer our

scientific question of how spacers and crammers differ in their performance in the course. As

would apply to other educational research studies, the researcher needs to identify whether

they want to learn about the process of student learning or how well students can absorb

what they know and apply this knowledge to other contexts. In our case, researching study

strategies lends itself to working with summative assessments like exams.
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Chapter 7

Discussion and Future Work

In this dissertation, we have discussed the difficulties and rewards of educational research.

The first academic study presented explored the effectiveness of incorporating a hands-on

simulation activity before using computer simulation methods (CSMs) on students’ under-

standing of sampling distributions. A notoriously tricky topic both to teach and to learn,

sampling distributions represent the backbone of statistics. Thus, foundational knowledge of

this topic is essential even at the introductory level. We performed a pseudo-experiment, ran-

domly assigning discussion groups to receive CSMs alone or hands-on simulations preceding

CSMs during breakout activities led by graduate teaching assistants.

Using Midterm 1 as a baseline, our response variable was the difference between Midterm 1

and the Final Exam and the difference between Midterm 2 and the Final Exam. Adjusting

for possible confounders such as G.P.A., major, sex, and TA, the coefficients of interest were

the interaction between treatment group and time. We found significant differences in favor

of the CSM group in the change from Midterm Exam 1 to the Final Exam (0.283 standard

deviation) and the shift from Midterm Exam 2 to the Final Exam (0.242 standard deviation).

As this first analysis greatly reduced the sample size, we also performed an intent-to-treat
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analysis that included nearly all students, in which we adjusted for the level of participation

of students in the activities. The results were consistent with the former model.

While this work is promising, it would be of more value to the statistics education com-

munity if our response variable only included questions related to sampling distributions.

In that way, the trajectories of each treatment group would reflect how participation in one

group or another was associated with their understanding of sampling distributions precisely.

However, as we stated, the only sampling distributions-specific questions involved a mix of

multiple-choice questions and one free-response question across just two occasions.

Inspired by this new problem, we sought to find a way to model univariate mixed response

types in longitudinal data. After an extensive look through the literature, we could not

find any methodology on this topic. In this work, we proposed methods from both the

frequentist and Bayesian paradigms. As we brought up in Chapter 4, we chose to focus on

models where interpretation was on the conditional effects rather than the marginal effects.

In short, multilevel models are more commonly seen in education research at this moment,

allow us to investigate individual departures from the typical trajectory of students, and let

us dive more deeply into how different within-subject correlations and variances affect model

results.

Another consideration was the type of data that is common to educational studies as one

goal was make this research applicable to the education community. Due to advances in

technology and innovative pedagogical teaching practices, the data common to educational

research is evolving. For example, in another education study conducted in the department

of biological sciences at UCI, researchers collected detailed information on students through

the learning management system (LMS). Their goal was to understand better how certain

study behaviors, spacing and cramming, affect students’ grades in the course. They also

implemented frequent deadlines to see how that influenced their study strategies. Therefore,

we focused our application to this study as it better represents educational research today.
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Using their rich dataset, we aimed to compare and contrast how students in these study

strategy groups typically performed throughout the course.

From the frequentist school of thought, we utilized the penalized quasi-likelihood technique

for modeling binary outcomes. With this approach, we were able to approximate the true

marginal likelihood, which, in consequence, allows us to utilize the idea of a working re-

sponse. Via a second-order Taylor series approximation, the binary working responses are

transformed into pseudo-continuous outcomes. Post-transformation, the responses could be

modeled as a function of both fixed and random effects. The coefficients were estimated us-

ing the Newton-Raphson method for the fixed effects and the EM algorithm for the random

effects. Initially, we made the limiting assumption that both response types would share a

common set of fixed effects coefficients.

We performed various simulation studies to test the robustness and accuracy of our Joint

PQL method. Under a correctly specified model, we found that jointly modeling the re-

sponses led to comparably little bias and reduced the error of the fixed effects compared to

separate models for each response. However, there was little benefit of the joint model in

estimating the residual variance and a slight disadvantage in predicting the random effects.

When we misspecified the random effects structure, we found that the Joint PQL method

could recoup some but not all of the losses in the faulty model, most notably when the

continuous random effects were misspecified.

Following a thorough examination of the performance of our Joint PQL method on artificial

data, we then tested our model on the biology education data. We compared the PQL

coefficient estimates to the GLMM estimates for the pre-lecture quizzes and a LMM for the

exams. It could be seen that the estimates from the combined model were more aligned with

those from the LMM, which meant that the binary outcomes had only a minute influence

in model estimation. Looking at the random effects, the variance of the binary random

intercept was highly disproportionate to the scale of the data. The predicted variance in
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the Joint PQL model was more than 20 times the GLMM variance. We learned that since

the estimated fixed intercept in the Joint PQL model was mostly based on the exam data,

and therefore much lower than was estimated by the GLMM, there was a large amount of

unexplained variability left in the binary data that was absorbed into the random effect.

These troubling results led us to consider a second frequentist strategy. Instead of approx-

imating the marginal likelihood, we could simply reconstruct the continuous responses to

create a common type of outcomes. By discretizing the exams to model the proportions, we

could assume a grouped binomial sampling scheme. Then, the responses would be analyzed

using the semi-parametric generalized estimating equation framework. Nonetheless, even

with the data on the same scale, the differences in the relationship between the covariates

and the dependent variable continued to manifest.

Changing our perspective, we then proposed a mixed-effects hierarchical model using the

Bayesian paradigm. As Bayesian modeling requires the formation of priors, we were able to

integrate information on the data collected during previous studies; in the biology study, that

included putting a higher prior probability on the coefficients for G.P.A. and the indicator

of whether the student was a spacer. Before conducting a simulation study using the same

artificial datasets created in the PQL study, we performed a sensitivity analysis on different

hyperparameters for the prior on the covariance of the random effects. It was important

for the prior distribution on the covariance matrix of the random effects to put more mass

on smaller values of the variance. In particular, the variances for the binary random effects

should be centered around values between 0 and 0.04. For the continuous random effects,

we constructed a prior whose expected value for the variance of the random intercept and

slope was around 0.25.

The model was structured similarly to the Joint PQL method. Additionally, we tested the

assumption that our data were multivariate and we had only observed one response at every

time point. For each case, we employed the Gibbs sampler with both Metropolis-Hastings
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and slice-sampling steps. Across 50 different simulated datasets, the typical analysis yielded

very accurate approximations of the posterior means for the fixed effect coefficients. The

random-effects posterior approximations were also well-aligned with the truth. When this

was not the case, the predicted posterior means were farther from the truth, signaling that

we may want to use a slightly more disperse prior. Additionally, the summary statistics from

the univariate and multivariate models were close in value, so it was unnecessary to induce

more missingness into the response. As a result, we concluded that the univariate approach

was superior. Analyzing the real data with this model again revealed that the association

between the regressors and the response was unique for each response type, at least in terms

of the intercept.

To choose a final model, we compared each of the three methods. For the Joint PQL and

univariate Bayesian methods, we directly contrasted model results under the assumptions of

shared fixed effects, separate intercepts for each response type, and unique fixed effects. For

each scenario, the working response and Bayesian approach resulted in similar coefficient

values. There were convergence problems with the Joint PQL model, and the posterior

approximations were not ideal. Even more, though the grouped binomial model results did

not come with any statistical complications, the effects of each covariate on the response

differed for each response type. Also, considering that the pre-lecture quizzes and exams

represent different aspects of student learning, we concluded that none of the three models

was appropriate for the biology education study.

With our final recommendations, we turn back to the initial study on teaching sampling

distributions. As this dataset only contains two exams, it was not a good candidate for our

model, which requires more extensive longitudinal information on each student. Even by

including some of the multiple-choice clicker questions on sampling distributions obtained

during certain classes, we still would not have enough valuable data for our model as the

outcomes are too sparse. Of course, we have just tested these approaches on datasets in-
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cluding one continuous and one binary measure. Quantitative scores contribute much more

to the estimation of the parameters, even when there are many more binary responses than

continuous. When modeling jointly, the estimates attenuate toward those obtained from a

continuous-only model. Thus, for this study the generalized estimating equation with the

exams as the response was the more useful approach.

In the future, we want to investigate joint modeling under both a frequentist semi-parametric

framework and a more flexible Bayesian framework. Previously, we discussed the purpose of

mixed modeling in education. The idea of a latent trajectory or growth curve representing

a student’s innate academic ability is a common idea in educational research. Under this

view, assessments collected from the learners are viewed as physical manifestations of this

intrinsic aptitude.

Using Gaussian process models, we may be able to estimate a latent curve to represent

a student’s ability jointly. This function is estimated via Gaussian processes, specifying

a correlation structure that changes over time, taking into account the evolution of the

student’s mastery over the course. Thresholding, the postulated continuous function over

knowledge or other covariates, could be a convenient and efficient way to deal with mixed-

type outcomes. The Bayesian approach allows for the borrowing of information among the

different students and a natural quantification of the uncertainty. Finally, we would use this

latent curve to impute a pseudo-multivariate structure, which may be particularly useful for

practitioners, paving the way for the use of more standard methods of estimation.

On the other hand, in Chapter 3, we described the advantages of a semi-parametric ap-

proach, primarily if interest lies only in population-averaged trends rather than individual

trajectories. Thus, another next step in this research includes investigating the effect of joint

modeling in the semi-parametric space. This has already been done by Lipsitz et al. (2009) in

the multivariate case with multiple binary responses. The authors proposed a modification

to the GEE approach using the EM algorithm. As GEEs only require specification of the
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mean model and a working association structure, this approach may be flexible enough to

handle different types of outcomes.

Ultimately, our goal is to devise a model or modeling strategy that can be accessible to

education researchers of all levels. For instance, we would like to create an online application

where instructors can input data such as grade books and use the application tools to learn

about their dataset. The app could be used to guide instructors through a data analysis,

providing them with graphics, statistics, and model results, while not necessarily requiring

knowledge of complex statistical theory. Ideally, this would be a place for instructors and

education researchers to collaborate, learn from each other, and make connections with the

education community.
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Appendix A

Additional and Supplementary

Material

A.1 Joint PQL

Model Misspecification:

Table A.1: All Scenarios, binary misspecified: 95% coverage probability for β4 and β5.

Model / Scenario 1 2 3 4 5 6
GLMM 0.9359 0.9346 0.9288 0.9289 0.9288 0.9339

β4 LMM 0.9300 0.9315 0.9310 0.9340 0.9310 0.9340
PQL 0.9440 0.9402 0.9380 0.9450 0.9380 0.9390

GLMM 0.9469 0.9487 0.9488 0.9309 0.9488 0.9379
β5 LMM 0.9400 0.9370 0.9400 0.9400 0.9400 0.9390

PQL 0.9380 0.9315 0.9320 0.9340 0.9320 0.9380
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Table A.2: Summary statistics of 5,000 MCMC iterations for the elements of ψ from the
multivariate case using the biology education data.

Mean SD 2.5% 50% 97.5%

ψ
(b)
00 16.0294 2.3328 12.0089 15.8369 21.0733

ψ
(b)
01 0.5538 0.3946 -0.2153 0.5458 1.3223

ψ
(bc)
0,0 -1.4703 0.2744 -2.0004 -1.4731 -0.9146

ψ
(bc)
0,1 0.5878 0.1701 0.2712 0.5834 0.9418

ψ
(b)
11 0.0396 0.0304 0.0094 0.0293 0.1177

ψ
(bc)
1,0 -0.0541 0.0408 -0.1418 -0.0504 0.0139

ψ
(bc)
1,1 0.0228 0.0191 -0.0057 0.0194 0.0663

ψ
(c)
00 0.2748 0.0614 0.1706 0.2693 0.4070

ψ
(c)
01 -0.0548 0.0225 -0.1043 -0.0528 -0.0167

ψ
(c)
11 0.0946 0.0146 0.0712 0.0928 0.1281
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A.2 Bayesian Modeling

Figure A.1: Trace plots of three Markov chains for the upper triangular portion of ψ on a
simulated dataset from Scenario 4 where r = 10 and R = diag(0.25, 0.25, 2.5, 2.5)
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Figure A.2: Trace plots of three Markov chains for the upper triangular portion of ψ on a
simulated dataset where r = 50 and R = diag(0.25, 0.25, 2.5, 2.5)

178



Figure A.3: Trace plots of three Markov chains for the upper triangular portion of ψ on a
simulated dataset where r = 10 and R = diag(0.1, 0.1, 1, 1)
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Figure A.4: ACF plots for each element of β under the univariate Bayesian model.

A.3 Grouped Binomial

Table A.3: Grouped binomial model estimates, transformed to the percentage scale via the
expit function, for a model with separate intercepts for each response type.

expit(Est) expit(SE) expit(CI95.low) expit(CI95.high)

(Intercept) 0.9648 0.5294 0.9560 1.5162

Exam 0.0625 0.5282 0.0507 0.0790

Clicks 0.5002 0.5001 0.5000 0.5008

GPAc 0.7000 0.5110 0.6815 0.8100

Spacer 0.5077 0.5202 0.4682 0.6426

Time 0.5005 0.5006 0.4994 0.5038

Spacer×Time 0.5000 0.5008 0.4985 0.5046
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A.4 Code

Creating the simulated data

simData <- function(n, j, betas, b.i, sigma, serial.corr, sig.gpa, prob.trt, mc, fr){

#--------------------------- Simulate Design Matrix ---------------------------#

b.length <- length(betas) # Num of fixed coefs

data.matrix <- as.data.frame(cbind(id = rep(1:n, each = j),

int = 1,

clicks_sd = NA,

gpa_c = NA,

trt = rep(rbinom(n, 1, prob = prob.trt), each = j),

time_z = seq(-2, 2, length.out = j),

interact = NA,

gpa = rep(rtruncnorm(n=n, a=0, b=4, mean=3.2, sd=sig.gpa),

each = j),

rand.int = b.i[,1],

rand.slope = b.i[,2],

clicks = rnorm(n*j),

y = NA))

# y.std = NA,

#z.ij = NA))

#data.matrix$time <- jitter(data.matrix$time)
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data.matrix$interact <- data.matrix$trt * data.matrix$time_z

data.matrix$gpa_c <- data.matrix$gpa - mean(data.matrix$gpa)

data.matrix <- data.matrix %>%

group_by(time_z) %>%

mutate(clicks_sd = (clicks - mean(clicks)) / sd(clicks))

data.matrix[mc, "type"] <- 0

data.matrix[fr, "type"] <- 1

#--------------------------- Responses ---------------------------#

fixed <- as.matrix( data.matrix[, c(2:7)] ) %*% betas

random <- as.matrix( rowSums(as.matrix( data.matrix[, c(2,6)] ) * b.i) )

z.ij <- fixed + random

### Binary

# Probability of correct answer

pi.ij <- plogis(z.ij[mc]) # exp( (z.ij[mc] )) / ( 1 + exp( (z.ij[mc] ) ) )

# Multiple choice scores

data.matrix[mc, "y"] <- rbinom(length(pi.ij), size = 1, prob = pi.ij)

### Continuous

# Free response scores

if(!is.na(serial.corr)){
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Sigma <- ar1_cor(n, rho = serial.corr)

data.matrix[fr, "y"] <- rnorm(length(fr), mean = z.ij[fr], sd = (Sigma*sigma))

}else{

data.matrix[fr, "y"] <- rnorm(length(fr), mean = z.ij[fr], sd = sigma)

}

return(data.matrix)

}

simDatasets <- function(nSims, V.mat, true.betas, n,j, binary){

betas = true.betas # Coefficient parameters

sigma = 1 # SD of continuous responses

sig.gpa = 0.5 # SD of GPA covariate

prob.trt = 0.55 # Probability of being in the treatment group

q = 2 # Number of random effects per subject

mc <- binary +

rep( seq(0, j * (n-1), j), each = length(binary) ) # Row indices for all binary responses

fr <- seq(1, (n * j), 1)

fr <- fr[-mc] # Row indices for continuous outcomes

dataSets <- vector(mode = "list", length = nSims)
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b.i <- matrix(NA, ncol = q, nrow = n*j)

for(i in 1:nSims){

# Random intercept and slope

b.i.temp <- mvrnorm(n, rep(0, 2*q), V.mat) # random effect

b.i.mc <- apply( b.i.temp[, c(1:q)], 2, function(c) rep(c, each = length(binary)))

b.i.fr <- apply( b.i.temp[, c( (q+1): (2*q) ) ], 2, function(c) rep(c, each = ( j - length(binary) ) ) )

b.i[mc, ] <- b.i.mc

b.i[fr, ] <- b.i.fr

bi.temp <- b.i

data.matrix <- simData(n, j, true.betas, bi.temp, sigma, serial.corr = NA,

sig.gpa, prob.trt, mc, fr)

dataSets[[i]] <- data.matrix

}

return(dataSets)

}

j = 40

n = 400

nSims = 50

true.betas = c(2, .3, .5, 0.15, -0.2, .5)
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# binary <- seq(1, j, 2) # 20 bin, 20 cont

# binary <- c(1, 2, 3, 4, 5, 7, 8, 10, 11, 13, 14, 16, 17, 19, 20,

21, 22, 23, 24, 25, 27, 28, 30, 31, 33, 34, 36, 37, 39, 40) # 30 bin, 10 cont

V.mat.fr <- matrix(c(0.1, -0.01, -0.01, 0.1), ncol = 2) # Scenarios 1-3

V.mat.mc <- matrix(c(0.01, -1, -1, 0.01), ncol = 2) # Scenarios 1-3

# V.mat.fr <- matrix(c(0.3, -0.07, -0.07, 0.3), ncol = 2) # Scenarios 4-6

# V.mat.mc <- matrix(c(0.03, -1, -1, 0.03), ncol = 2) # Scenarios 4-6

V.mat <- as.matrix(bdiag(V.mat.mc, V.mat.fr))

# V.mat[V.mat == 0] <- .001 # Covariance

V.mat[V.mat == 0] <- .005 # Covariance

V.mat[V.mat == -1] <- 0

sims <- simDatasets(nSims = nSims, V.mat = V.mat,

true.betas = true.betas, n = n, j = j, binary = binary)

Joint PQL code

nr <- function(fixed, random.mc, random.fr, theta, data, tol = 0.001, max.iter = 100){

y <- all.vars(fixed)[attr(terms(fixed), "response")]

x.mat <- attr(terms(fixed), "term.labels")

grp <- names(reStruct(random.mc))

rand.mc = deparse(getCovariateFormula(random.mc)[[-1L]])

rand.mc <- unlist(str_split(rand.mc, " \\+ "))
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rand.fr = deparse(getCovariateFormula(random.fr)[[-1L]])

rand.fr <- unlist(str_split(rand.fr, " \\+ "))

mixed.effects = list(y = y, x.mat = x.mat,

grp = grp,

rand.mc = rand.mc, rand.fr = rand.fr)

subject.vec <- unique(data[, grp])

### Update fixed effects: update U, W, beta

for(i in 1:max.iter){

# cat("iteration = ", iter <- i, "\n")

if(i == 1){

theta.start <- theta

}

theta.old <- theta

#print(theta.old$b_hat)

if(i == 1) {sum.var <- ml.sum(mixed.effects, theta = theta, data = data, xwx_sum = NULL)} ## Only PQL 1 for first iter

else {sum.var <- ml.sum(mixed.effects, theta = theta, data = data, xwx_sum = sum.var$xwx)} ## PQL 2 else

beta.new <- as.numeric( solve(sum.var$xwx_sum) %*% sum.var$xwy )

theta$beta <- beta.new

#print(theta$beta)
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### Update random effects: Using new betas, update b_hat, sigma2

if(i == 1) {rand <- mlem.sum(mixed.effects, theta, data)}

else {rand <- mlem.sum(mixed.effects, theta, data,

xwx_sum = sum.var$xwx,

is.error = sum.var$is.error)}

# Save new random effects and sigma^2

theta$b_hat <- rand$b_hat

theta$sigma2 <- as.numeric(rand$sigma2)

### Update psi

psi.update <- rand$b_hat2 + rand$U

new.psi <- apply(psi.update, c(1,2), sum) / nrow(subject.vec)

theta$psi <- new.psi

if( length(as.numeric(unlist(theta)) ) != length(as.numeric(unlist(theta.old)) )) eps<-99

else{

eps <- max(abs(as.numeric(unlist(theta))-as.numeric(unlist(theta.old)) ))

}

if(eps < tol) break

}

return(list(theta = theta,

COV.beta = solve(sum.var$xwx_sum),

psi = new.psi,
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steps = i,

is.error = rand$is.error ))

}

#### Calculates the sum in \hat{var}{b_i - \hat{b}_i}

## Calls: ml.detail to do the sum for each subject

ml.sum <- function(mixed.effects, theta, data, xwx_sum = NULL, is.error = NULL){

## Initialize

xwx <- NULL

xwy <- NULL

is.error.new <- c()

subject.vec <- unique(data[,mixed.effects$grp])

sums <- by(data, data[,mixed.effects$grp],

function(x) ml.detail(mixed.effects, theta,

dat = x,

xwx_sum = xwx_sum,

subject.vec = subject.vec,

is.error = is.error) )

xwx <- Reduce(’+’, lapply(sums, function(x) x$xwx))

xwy <- Reduce(’+’, lapply(sums, function(x) x$xwy))

return( list(xwx_sum = xwx, xwy = xwy, is.error = is.error ))
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}

#### Breaks down var sum for each subject

ml.detail <- function(mixed.effects, theta, dat, xwx_sum = NULL,

subject.vec, is.error = NULL){

Y <- as.matrix( dat[, mixed.effects$y], ncol = 1 )

Y.mc <- as.matrix( Y[which(dat$type == "binary")], ncol = 1)

mc.length <- nrow(Y.mc)

Y.fr <- as.matrix( Y[which(dat$type == "gaussian")], ncol = 1)

Y_block <- rbind(Y.mc, Y.fr)

X <- as.matrix( dat[, mixed.effects$x.mat])

X.mc <- as.matrix( X[which(dat$type == "binary" ),])

X.fr <- as.matrix( X[which(dat$type == "gaussian" ),])

X.block <- rbind(X.mc, X.fr)

Z.mc <- as.matrix(dat[which(dat$type == "binary" ), mixed.effects$rand.mc])

Z.fr <- as.matrix(dat[which(dat$type == "gaussian" ), mixed.effects$rand.fr])

Z.block <- as.matrix(bdiag(Z.mc, Z.fr))

psi <- theta$psi

q.mc <- ncol(Z.mc)

q.fr <- ncol(Z.fr)

psi.mc <- as.matrix(psi[1:q.mc, 1:q.mc])

psi.fr <- as.matrix(psi[(q.mc + 1):(q.mc + q.fr), (q.mc + 1):(q.mc + q.fr)])
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sigma2 <- theta$sigma2

beta <- theta$beta

id <- as.numeric(unique(dat[, mixed.effects$grp]))

pos <- which(id == subject.vec)

if(id %in% is.error) return( list(rwr = 0,

b_hat = rep(0, (q.mc + q.fr)),

ui = matrix(0, (q.mc + q.fr), (q.mc + q.fr)),

is.error.i = id ))

## For binary outcomes

b_star_mc <- as.matrix(theta[["b_hat"]][1:q.mc,pos])

if(is.null(xwx_sum) == T){

xwx_cond = 0

xwx_sum_inv = as.matrix(0)

}else{

xwx_cond = 1

xwx_sum_inv = solve(xwx_sum)

}

fixed_ops(Y = c(Y_block),

Y_mc = c(Y.mc),

Y_fr = c(Y.fr),

X_mc = X.mc,

X_fr = X.fr,

X_block = X.block,
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Z_block = Z.block,

Z_mc = Z.mc,

Z_fr = Z.fr,

psi = psi,

psi_mc = psi.mc,

psi_fr = psi.fr,

beta = c(beta),

b_star_mc = b_star_mc,

xwx_cond = xwx_cond,

xwx_sum = xwx_sum_inv,

sigma2 = sigma2,

mc_length = mc.length,

id = id)

}

#### Breaks down var sum for each subject

mlem.sum <- function(mixed.effects, theta, data, xwx_sum=NULL, is.error=NULL){

subject.vec <- unique(data[,mixed.effects$grp])

q = ncol(theta$psi)

# Initialize new b-hats, psi-hats, and U’s

b_hat <- matrix( 0, q, nrow(subject.vec) )

b_hat2 <- array( 0, c(q, q, nrow(subject.vec) ) )

U <- array(0, c(q, q, nrow(subject.vec)))

is.error.new<-c()
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sums <- by(data, data[,mixed.effects$grp],

function(x) mlem.detail(mixed.effects, theta,

dat = x,

xwx_sum = xwx_sum,

subject.vec = subject.vec,

is.error = is.error ) )

rwr_fr <- Reduce(’+’, lapply(sums, function(x) x$rwr_fr))

xwy <- Reduce(’+’, lapply(sums, function(x) x$xwy))

for(i in 1:nrow(subject.vec)){

b_hat[,i]<- sums[[i]]$b_hat

b_hat2[,,i]<- sums[[i]]$b_hat2

U[,,i] <- sums[[i]]$ui

is.error.new<-c(is.error.new, sums[[i]]$is.error.i)

}

is.error<-unique(c(is.error, is.error.new))

num.fr <- nrow(data[data$type == "gaussian",])

sigma2 <- rwr_fr / ( num.fr - length(theta$beta) )

return( list(sigma2 = sigma2,

b_hat = b_hat,
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b_hat2 = b_hat2,

U = U,

is.error = is.error))

}

mlem.detail<-function(mixed.effects, theta, dat,

xwx_sum = NULL, subject.vec, is.error = NULL){

Y <- as.matrix( dat[, mixed.effects$y], ncol = 1 )

Y.mc <- as.matrix( Y[which(dat$type == "binary")], ncol = 1)

mc.length <- nrow(Y.mc)

Y.fr <- as.matrix( Y[which(dat$type == "gaussian")], ncol = 1)

Y_block <- rbind(Y.mc, Y.fr)

X <- as.matrix( dat[, mixed.effects$x.mat])

X.mc <- as.matrix( X[which(dat$type == "binary" ),])

X.fr <- as.matrix( X[which(dat$type == "gaussian" ),])

X.block <- rbind(X.mc, X.fr)

Z.mc <- as.matrix(dat[which(dat$type == "binary" ), mixed.effects$rand.mc])

Z.fr <- as.matrix(dat[which(dat$type == "gaussian" ), mixed.effects$rand.fr])

Z.block <- as.matrix(bdiag(Z.mc, Z.fr))

psi <- theta$psi

q.mc <- ncol(Z.mc)
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q.fr <- ncol(Z.fr)

psi.mc <- as.matrix(psi[1:q.mc, 1:q.mc])

psi.fr <- as.matrix(psi[(q.mc + 1):(q.mc + q.fr), (q.mc + 1):(q.mc + q.fr)])

sigma2 <- theta$sigma2

beta <- theta$beta

id <- as.numeric(unique(dat[, mixed.effects$grp]))

pos <- which(id == subject.vec)

if(id %in% is.error) return( list(rwr = 0,

b_hat = rep(0, (q.mc + q.fr)),

ui = matrix(0, (q.mc + q.fr),(q.mc + q.fr)),

is.error.i = id ))

## For binary outcomes

b_star_mc <- as.matrix(theta[["b_hat"]][1:q.mc,pos])

if(is.null(xwx_sum) == T){

xwx_cond = 0

xwx_sum_inv = as.matrix(0)

}else{

xwx_cond = 1

xwx_sum_inv = solve(xwx_sum)

}

rand_ops(Y = c(Y_block),

Y_mc = c(Y.mc),
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Y_fr = c(Y.fr),

X_mc = X.mc,

X_fr = X.fr,

X_block = X.block,

Z_block = Z.block,

Z_mc = Z.mc,

Z_fr = Z.fr,

psi = psi,

psi_mc = psi.mc,

psi_fr = psi.fr,

beta = c(beta),

b_star_mc = b_star_mc,

xwx_cond = xwx_cond,

xwx_sum = xwx_sum_inv,

sigma2 = sigma2,

mc_length = mc.length,

id = id)

}

Joint PQL rcpp code

#include <RcppArmadillo.h>

//[[Rcpp::depends(RcppArmadillo)]]

#include <RcppArmadilloExtensions/sample.h>

using namespace Rcpp;

// [[Rcpp::export]]
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List fixed_ops(arma::colvec Y,

arma::colvec Y_mc,

arma::colvec Y_fr,

arma::mat X_mc,

arma::mat X_fr,

arma::mat X_block,

arma::mat Z_block,

arma::mat Z_mc,

arma::mat Z_fr,

arma::mat psi,

arma::mat psi_mc,

arma::mat psi_fr,

arma::colvec beta,

arma::mat b_star_mc,

int xwx_cond,

arma::mat xwx_sum,

double sigma2,

int mc_length,

int id

){

int n_Y_fr = Y_fr.n_rows;

arma::mat I_mat = arma::eye(n_Y_fr,n_Y_fr);

int q_mc = Z_mc.n_cols;

arma::colvec eta = X_mc * beta + Z_mc * b_star_mc;
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arma::colvec log_mu = eta - log(1 + exp(eta));

arma::colvec mu = exp(log_mu);

arma::colvec dev = mu % (1 - mu);

arma::colvec Idev = (1. / dev);

arma::colvec sigma2v(n_Y_fr); sigma2v.fill(sigma2);

arma::colvec Id_s2v = arma::join_cols(Idev, sigma2v);

arma::mat Sigma = arma::diagmat(Id_s2v);

arma::mat V = (Z_block * psi * (Z_block).t() + Sigma);

arma::mat V_solve = arma::inv_sympd( V);

arma::mat U_new = psi - psi * (Z_block).t() * V_solve * Z_block * psi;

// ###################################

// # First order approximation (PQL 1)

// ###################################

arma::colvec Y_mc_star = eta + (Y_mc - mu) / dev;

//arma::mat wi_fr = Sigma.submat( mc_length, mc_length, n_sigma-1, n_sigma-1 )+

// Z_fr * psi_fr * Z_fr.t();

// #####This part is PQL2

if(xwx_cond != 0){

arma::colvec dev2 = (1 - 2 * mu) % dev;

arma::mat A2 = psi * (Z_block).t() * V_solve * X_block * xwx_sum *

(X_block).t() * V_solve * Z_block * psi;

197



arma::mat V_b = U_new + A2;

// ##### For binary

arma::colvec zvz_B(mc_length);

for(int l = 0; l < mc_length; l++){

zvz_B.row(l) = Z_mc.row(l) * V_b.submat( 0, 0, q_mc-1, q_mc-1 ) * (Z_mc.row(l)).t();

}

Y_mc_star = Y_mc_star - (0.5 / dev) % dev2 % zvz_B;

}

arma::colvec Y_star = join_cols(Y_mc_star, Y_fr);

arma::mat xwx = X_block.t() * V_solve * X_block;

arma::colvec xwy = X_block.t() * V_solve * Y_star;

return List::create(

_["xwx"] = xwx,

_["xwy"] = xwy

);

}

// [[Rcpp::export]]
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List rand_ops(arma::colvec Y,

arma::colvec Y_mc,

arma::colvec Y_fr,

arma::mat X_mc,

arma::mat X_fr,

arma::mat X_block,

arma::mat Z_block,

arma::mat Z_mc,

arma::mat Z_fr,

arma::mat psi,

arma::mat psi_mc,

arma::mat psi_fr,

arma::colvec beta,

arma::mat b_star_mc,

int xwx_cond,

arma::mat xwx_sum,

double sigma2,

int mc_length,

int id

){

int n_Y_fr = Y_fr.n_rows;

arma::mat I_mat = arma::eye(n_Y_fr,n_Y_fr);

int q_mc = Z_mc.n_cols;
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arma::colvec eta = X_mc * beta + Z_mc * b_star_mc;

arma::colvec log_mu = eta - log(1 + exp(eta));

arma::colvec mu = exp(log_mu);

arma::colvec dev = mu % (1 - mu);

arma::colvec Idev = (1. / dev);

arma::colvec sigma2v(n_Y_fr); sigma2v.fill(sigma2);

arma::colvec Id_s2v = arma::join_cols(Idev, sigma2v);

arma::mat Sigma = arma::diagmat(Id_s2v);

arma::mat V = (Z_block * psi * (Z_block).t() + Sigma);

arma::mat V_solve = arma::inv_sympd( V);

arma::mat U_new = psi - psi * (Z_block).t() * V_solve * Z_block * psi;

// ###################################

// # First order approximation (PQL 1)

// ###################################

arma::mat psi_new = psi_fr / sigma2;

arma::colvec Y_mc_star = eta + (Y_mc - mu) / dev;

arma::mat wi_fr = I_mat + Z_fr * psi_new * Z_fr.t();

// #####This part is PQL2

if(xwx_cond != 0){

arma::colvec dev2 = (1 - 2 * mu) % dev;

arma::mat A2 = psi * (Z_block).t() * V_solve * X_block * xwx_sum *

(X_block).t() * V_solve * Z_block * psi;
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arma::mat V_b = U_new + A2;

// ##### For binary

arma::colvec zvz_B(mc_length);

for(int l = 0; l < mc_length; l++){

zvz_B.row(l) = Z_mc.row(l) * V_b.submat( 0, 0, q_mc-1, q_mc-1 ) * (Z_mc.row(l)).t();

}

Y_mc_star = Y_mc_star - (0.5 / dev) % dev2 % zvz_B;

}

arma::colvec Y_star = join_cols(Y_mc_star, Y_fr);

arma::colvec resid = Y_star - (X_block * beta);

arma::colvec resid_fr = Y_fr - (X_fr * beta); // - Z_fr * b_star_fr);

arma::mat rwr_fr = resid_fr.t() * arma::inv_sympd(wi_fr) * resid_fr;

arma::colvec b_hat = psi * Z_block.t() * (V_solve) * resid;

arma::mat b_hat2 = b_hat * b_hat.t();

return List::create(

_["rwr_fr"] = rwr_fr,

_["b_hat"] = b_hat,

_["b_hat2"] = b_hat2,

_["ui"] = U_new
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);

}

Univariate Bayesian model code (R2jags)

model_string <- " model {

for(i in 1:n){

for(j in 1:J_b){

y_b[i,j] ~ dbern(mu_b[i,j])

mu_b[i,j] = exp(eta_b[i,j]) / ( 1 + exp(eta_b[i,j]) )

eta_b[i,j] = X_b[j, , i] %*% beta[1:p] + Z_b[j, , i] %*% bi[i, 1:q_b]

}

for(k in 1:J_c){

y_c[i,k] ~ dnorm(eta_c[i,k], prec)

eta_c[i,k] = X_c[k, , i] %*% beta[1:p] + Z_c[k, , i] %*% bi[i, (q_b+1):(q_b + q_c)]

}

}

# priors

## fixed effects

beta ~ dmnorm(mu_beta, cov_inv)

## random effects
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for(i in 1:n){

bi[i, 1:(q_b + q_c)] ~ dmnorm(mu_b0, psi_inv)

}

## variance components

prec ~ dgamma(3,2)

sig2 <- 1/prec

psi_inv ~ dwish(R, r)

psi[1:(q_b+q_c),1:(q_b+q_c)] <- inverse(psi_inv[1:(q_b+q_c), 1:(q_b+q_c)])

}"
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