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As the vision of personalized medicine increasingly comes into focus, the

approaching years promise to see vast reform in the way medicine is practiced.

Whether applied to early detection or improved interventions, data obtained from

high-throughput sequencing and molecular profiling technologies will be fundamen-

tal to today’s discoveries that will impact the care of tomorrow’s patients. Data

rigorously collected from therapeutic registration trials remains a robust source

of clinical data that can be exploited for basic research of disease mechanism,

early-stage drug discovery efforts, and the development of companion diagnostics.

In collaboration with Janssen R&D, LLC, we performed a retrospective

xvii



pharmacogenetic study of a phase III clinical trial leveraging whole-genome se-

quencing of 436 patients with moderate to severe rheumatoid arthritis. Rheuma-

toid arthritis is an autoimmune disorder that results in painful inflammation of

the joints that, when untreated, results in erosion of the bone, permanent joint

damage, and increased mortality. As with many diseases, early and effective treat-

ment is fundamental to slowing disease progression and improving quality of life.

Having the ability to reliably predict how a patient will respond to a particular

line of therapy prior to initiation would be invaluable to the clinician attempting

to determine the proper course of treatment. The goal of this study is to iden-

tify novel genetic predictors of differential patient response to anti-TNFα agent,

golimumab, which could form the basis for a clinically meaningful companion di-

agnostic. More broadly, we aim to uncover insights into the mechanisms of disease

presentation and treatment response. The successful execution of this study relies

on reliably characterizing genetic variation across a large clinical cohort, identifying

heritable phenotypes that accurately describes a patient’s response to treatment,

and integrating these data sets in sophisticated ways that account for potentially

confounding non-genetic factors.

Ultimately, our experiences expose the nuances of retrospectively leveraging

clinical trial cohorts and next-generation sequencing technologies in pharmacoge-

netic studies. This study could act as a blueprint for future studies aimed at

understanding how a drug functions and developing diagnostics that provide ac-

tionable information to clinicians trying to determine the best treatment for their

patients. By building on our work and the results of related studies, we can drive

discovery in order to guide clinical decision-making and deliver on the promise of

personalized medicine.
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Chapter 1

Preface

1.1 Background

1.1.1 The Road to Personalized Medicine

Early Genetics

At age 22, Charles Darwin boarded the HMS Beagle to embark on the

voyage that would define his career and cement his role in history. Charles Dar-

win’s assertion, later described in his book On The Origin of Species by Means of

Natural Selection, that evolution takes place through natural selection of random

changes to individuals within a population was a watershed moment in the his-

tory of biological science. While the notion of evolution of humans from "lower"

species disturbed many in the public1, Darwin’s theories gained traction in the

scientific community. Though his theory that individual adaptations accumulated

over an individual’s lifetime were inherited by offspring was successfully refuted,

the underlying mechanism driving evolution remained fiercely debated. While

Mendelians believed that evolution proceeded in discrete leaps while biometricians

supported Darwin’s notion that the accumulation of individual variations within a

population were sufficient to eventually give rise to new species [1]. The debate of

saltatory discontinuous evolution versus gradual continuous evolution raged on for
1And, to a lesser extent, still does.

1
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more than a decade, to the detriment of the field of evolutionary biology. It was

not until nearly two decades after the re-discovery of Gregor Mendel’s work that

Ronald Fisher reconciled the two schools of thought by suggesting that continuous

variation seen in a population could result directly from the principles inherent to

the Mendelian school of thought, a feat that is considered by many to represent the

founding of modern population genetics [2]. Meanwhile, the Boveri-Sutton chro-

mosome theory of inheritance provided insight into the molecular underpinnings

of genetic inheritance [3]. Thomas Hunt Morgan would later win a Nobel Prize

for his work that largely confirmed this theory [4]. It was later established that

these chromosomes were comprised of deoxyribonucleic acid (DNA), that genes

encoded by this DNA produced specific proteins, and that mutations occurring

in these molecules resulted in defined changes to the molecular functioning of the

protein [5, 6]. Still, the exact nature of DNA was yet to be determined nor fully

understood.

Evolution in DNA (Sequencing)

Watson and Crick solved the structure of DNA in 1953 and laid out the

central dogma a few years later, highlighting the importance of the genetic code

and paving the way for countless efforts to determine the sequences of organ-

ismal DNA and understand their meaning in the context of phenotypic variation

[7, 8]. Early work focused on microbial DNA and technological advancements made

during those efforts resulted in the first organismal whole genome, that of bacte-

riophage MS2, being completed in 1976 [9]. Work from early pioneers like Fred

Sanger, and technological advancements from Leroy Hood and other researchers

were critical for the development of automated methods that allowed truly high-

throughput sequencing studies to be performed [10, 11, 12, 13]. These advances,

combined with the advent of shotgun sequencing and algorithmic improvements

were fundamental to subsequent large-scale endeavors in human genetics [14, 15].

The Human Genome Project, which spanned nearly two decades of planning and

execution, was a crucial turning point for human genetics and was completed on

the shoulders of these early advances [15, 16].
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Once an intact draft of the human genome was available, future approaches

would not have to build a new individual’s genome from the ground up; rather,

they could use the scaffolds produced by the large-scale public and private efforts

and map short DNA sequences to this reference genome. This general approach,

in which vast numbers of short DNA sequences were collected from an individ-

ual’s genome, mapped to a reference sequence spanning the roughly 3.2 billion

base pairs of the human genome, and identifying sites containing evidence vari-

ant, drove the advancement of the next generation of sequencing technologies [13].

Drastic improvements in library prep methods, chemistry, and immense paral-

lelization have improved the efficiency of next-generation sequencing platforms at

a staggering rate [17]. Whereas the first human genome required over a decade of

work and nearly $3 billion to complete, current technologies allow for an individual

to have their genome sequenced in under a week and for as little as $1,000 [18]2.

Still the approach of utilizing short reads to identify simple variants relative to a

reference genome produces a necessarily limited view of the human genome, as it

remains difficult to identify changes in copy-numbers and large structural variation

in chromosomes [17]. We currently stand on the precipice of a new age of genome

sequencing in which short-read technologies will be replaced by platforms capa-

ble of sequencing long fragments of DNA from beginning to end. This revolution

promises to change the way in which we build genomes and characterize genetic

variation in humans, inviting future researchers to ask questions that cannot be

sufficiently answered with current technologies.

Next-Generation Human Genetics

After the successful assembly of the first human genome and subsequent

improvements in sequencing technologies took hold, large and highly collabora-

tive efforts were initiated to characterize genetic variation in distinct populations

and across the world. Two in particular, the International HapMap Initiative and

the 1000 Genome Project, sought to identify genetic variants present in partic-
2I expect that the notion of bragging about a $1,000 genome that can be sequenced in under

a week will be laughable before too much time has passed.



4

ular ancestral populations using sequencing technologies and genotyping arrays

[19, 20, 21, 22, 23]. The identification of genetic variation across the genome

enabled low-cost genotyping arrays for previously characterized variants. This ap-

proach to characterizing common variation in large cohorts, combined with knowl-

edge of linkage disequilibrium across populations, ushered in the era of Genome-

wide Association Studies (GWAS) [24]. While these studies have produced thou-

sands of novel genetic associations and produced insight into a variety of disease

mechanisms, many have asserted that the approach has failed to deliver on its

promise [25, 26]. It was the hope of the genetics community that such an approach

to associating common variants with common disease phenotypes would yield a

more or less direct relationship; however, it was confirmed before too long that

many common forms of disease cannot be directly attributable to a single com-

mon variant, as Mendelian genetics would suggest. Furthermore, the ability to

identify genetic variation across the genome and compare the genetic relatedness

of individuals allows one to estimate the total contribution of common variants

to a phenotype [27]. By comparing these estimates with previous estimates of

heritability based on twin studies, it was shown that the combined effect of com-

mon variants can generally only account for a fraction of the total heritability of

a phenotype [26].

This begs the question of what is actually responsible for the so-called "miss-

ing heritability" [28]. One suggestion is that it is, in fact, hiding in plain sight in the

form of genetic interactions or associations below the detection threshold of current

methods [29, 30]. Complex genetic architecture, that varies amongst different phe-

notypes and on different genetic backgrounds, would indicate that sophisticated

and customized approaches to identifying genetic contributors to particular phe-

notypes still need to be developed [31]. Alternatively, there is the notion that the

community was simply looking in the wrong places. Using low-cost platforms that

target common SNVs and small indels ignores vast collections of variants that could

be contributing to a phenotype. For example, structural variations in the form of

large deletions, translocations, or copy-number variants can be highly damaging

in some loci, but are largely ignored by many platforms [31]. Furthermore, given
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the bias of many arrays toward common variants, low-frequency or rare CNVs and

indels that are not accounted for could be the culprit [32]. The "Common Dis-

ease Rare Variant" hypothesis, contrary to the notion that common disease results

directly from common variants, suggests that common diseases are the aggregate

result of many rare variants present throughout a population [33]. These variants,

that are often new or under negative selection, are not frequent enough for their

contributions to be estimated directly, but must be pooled into sets thought to

share related functions [34]. One solution is to interrogate rare variants by using

sequencing instead of genotyping chips focused on common variants. Insights de-

rived from studies focused on disease cohorts are fundamental to the advancement

of personalized medicine.

Personalized Medicine

Whispers of personalized medicine have been circulating for over a decade,

but several false starts over the years have made many skeptical that a time in

which patients are cared for based on their individual genetic makeup will ever

arrive [35, 36]. In recent years, the conversation has made its way into the main-

stream public with the announcement of President Obama’s Precision Medicine

Initiative during the 2015 State of the Union address [37, 38]. The coming years

will continue to see reforms in the medical field, in hopes of creating a more ef-

ficient and effective system in which to treat patients, but to what extent this

transformation will incorporate emerging sequencing and other high throughput

technologies remains to be seen. Great change is likely to be driven through large,

government-funded projects, but countless efforts in the private sector are likely

provide insight and technologies that prove immensely impactful for patients.

There are a few broad areas in which precision medicine has already had an

impact and is likely to make additional contributions in the coming years. First, a

fundamental understanding of the genetic basis of disease mechanisms has led to

vast improvements in the treatment of some rare, Mendelian disorders. For exam-

ple, targeted sequencing of patients afflicted with cystic fibrosis has yielded insight

into the mechanisms causing the disease, which paved the way for the development
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of drugs, such as lumacaftor and ivacaftor that each ameliorate the specific harm-

ful effects of particular mutations found in patients [39, 40, 41]. This approach of

genomically-guided drug development, in which germline genetic analysis is lever-

aged to provide mechanistic insights into disease etiology, holds particular promise

for the treatment of rare and orphan diseases, which often follow Mendelian inher-

itance patterns.

Second, characterizing the somatic variation found in tumor cells collected

from cancer patients has provided insight into the underlying mechanisms that

drive many cancers. The identification of mutations and other aberrations com-

monly found in various cancers is possible due to technological advances that made

molecular screening more accessible. As a result, therapeutics have been developed

to target particular biomarkers and impact known drivers of tumor growth. Given

the clear correlation between identifiable somatic mutations and tumor develop-

ment, vast resources have been allocated to large-scale public projects. The Can-

cer Genome Atlas aims to molecularly profile the germline and somatic variation

found in cancer patients in order to build on the current understanding of molecu-

lar mechanisms of various cancers. Meanwhile, President Obama’s announced the

National Cancer Moonshot initiative aimed at accelerating the development and

improving the availability of novel cancer therapeutics, with a particular focus on

immunotherapies.

Finally, the field of pharmacogenetics aims to provide insight into how a

patient will respond to treatment with a particular drug prior to the therapeutic

being administered. Several mechanisms can account for these differences between

patients, including molecular differences in the target of or pathway affected by

a drug. Conversely, an entire family of cytochrome p450 enzymes responsible for

metabolizing many compounds in the body can have a drastic effect on drug re-

sponse by altering the pharmacokinetics of the drug rather than influencing its

pharmacodynamics. For example, variation in CYP2C9, the gene responsible for

metabolizing warfarin, plays a crucial role in achieving an effective dose for a pa-

tient by influencing the rate at which the drug is converted into inactive metabolites

[42]. Notably, variation in VKORC1, the target of warfarin, also impacts the ef-
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ficacy of the treatment and the optimal dosage for an individual. It is likely that

future clinical trials will increasingly be designed to stratify disease cohorts and

identify subsets of patients with a predisposition for a positive response. This

would be accompanied by further development and adoption of companion diag-

nostics to guide clinical decision-making. Due to the immense financial burden of

many therapeutics and the health consequences of delaying effective treatments,

concerted efforts have been made to identify genetic predictors of certain classes

of drugs, including anti-TNFα agents considered here.

1.1.2 Rheumatoid Arthritis as a Case Study

Overview

RA is an autoimmune disorder characterized by stiff and painful joints,

inflammation, erosion of bone, and destruction of cartilage. The hallmark char-

acteristics of RA are chronic inflammation, synovitis, and the presence of auto-

antibodies. Specifically, the presence of anti-citrullinated protein antibodies (ACPA)

and rheumatoid factor (RF), are highly predictive of active RA [43, 44]. RA affects

approximately 0.5-1% of the population with higher incidence in women than men,

though estimates vary in different ethnic groups and family members of RA pa-

tients are at an increased risk of being diagnosed with RA [45]. The concordance

between monozygotic twins is greater than dizygotic twins and the heritability

of the disease has been estimated to be as high as 60% [46, 47, 48]. While the

etiology of RA is not completely understood, evidence suggests that it is likely

the result of interactions amongst environmental and genetic factors. By far, the

largest environmental factor in susceptibility to RA is smoking; however, other

environmental factors may induce the disease as well [49, 50, 51]. For example,

RA has been associated with various infectious agents that are also thought to

trigger the formation of auto-antibodies in the host, though further study is neces-

sary [45]. Similarly, RA has been associated with periodontal disease and specific

microbiome signatures of the gastrointestinal tract [47, 52]. Some environmental

factors are thought to interact with genetic factors in a way that compounds risk

in an already genetically susceptible individual [53, 54, 55, 56].
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Genetics

The largest genetic contribution to RA susceptibility has been identified

as the highly mutable HLA region of chromosome 6; however, additional risk

loci have been identified through recent genome-wide association studies (GWAS)

[57, 48, 58, 59]. Specifically, the so-called "shared epitope" of HLA-DRB1, con-

sisting of five amino acids (QKRAA) in the peptide-binding groove of the protein

(positions 70-74), has shown the greatest association with RA [60]. This asso-

ciation is particularly strong with the ACPA-positive presentation of the disease,

likely due to an increase in binding affinity between the HLA-DRB1 binding pocket

and citrullinated proteins in the presence of the QKRAA epitope [61, 48, 62]. Two

other amino acids in HLA-DRB1 (positions 11,13) have shown an association with

RA susceptibility as well and additional HLA loci further contribute to RA sus-

ceptibility with loci in the HLA-B and HLA-DPB1 genes helping to explain the

majority of association between susceptibility and the HLA region [59, 48, 63].

The strongest link between an individual SNP and disease susceptibility

is rs2476601 in the PTPN22 gene, which inhibits T-cell activation [64]. PADI4,

which encodes an enzyme that facilitates post-translational modification of var-

ious proteins, converting arginine to citrulline, is another gene that has shown

association with RA susceptibility [65]. In addition, porphyromonas gingivalis, a

bacterium found in the oral cavity and indicted in periodontal diseases, expresses

PADI4 and may promote citrullination, though this mechanism has yet to be

proven [66, 67]. Additional loci have been implicated in RA susceptibility through

the use of GWAS in both European and Asian cohorts, with the current number

of genome-wide risk loci reaching 101 [58, 57]. It is worth noting, however, that

these genetic links to disease susceptibility have often been identified in specific

ancestral populations and for particular disease presentations [58]. The complexity

is only exacerbated by evidence supporting the role of gene-gene interactions in

conferring susceptibility [68].
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Presentation

Though the precise etiology is unclear, and may differ with disease presen-

tation, several hallmark characteristic signs of RA have been described [47]. The

foremost feature of RA is chronic inflammation and synovitis in joints throughout

the body, particularly in the hands and feet [47]. Immune cell infiltration and

cellular buildup of the synovial tissue is central to the positive feedback that oc-

curs in proinflammatory signaling pathways [47, 69, 49]. This buildup may be the

result of a defect in the apoptosis pathways of the fibroblast-like synoviocytes that

accumulate. The chronic inflammation likely results from an over-abundance of

proinflammatory cytokines TNFα and IL-6 that perpetuate the signal. The result

is similar to a local tumor that invades the joint and causes destruction of bone and

cartilage [69]. Specific mechanisms for bone and cartilage deformation have been

delineated and likely result from the activation of osteoclasts and the production

of matrix metalloproteinases, respectively [47, 69]. The discovery of the role of

proinflammatory cytokines have been central to the development of biologic ther-

apies, including anti-TNFα agents. Despite an unknown etiology, these signature

features have allowed standardized diagnoses of RA, though recent insights have

some reconsidering that diagnosis [53].

Originally described in the late 1950’s, the diagnostic criteria have since

been modified [70]. In 1987, the criteria were simplified so that an RA diagnosis

was determined based on the presence or absence of a subset of 7 criteria: morning

stiffness, swelling of three or more joints, swelling of joints in the hand, symmetric

swelling, rheumatoid nodules, presence of rheumatoid factor, and erosion of the

joints [71]. The criteria were subsequently changed again in 2010 by the American

College of Rheumatology (ACR) and the European League Against Rheumatism

(EULAR) in an effort the make the criteria more sensitive to early disease states.

Thus, the current diagnostic approach relies on a point system which incorporates

information concerning synovitis, serology, acute-phase reaction, and symptom du-

ration [43]. Recently, however, some have questioned whether different presenta-

tions of the disease, given their presumed different etiologies, should be considered

separately [53].
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Without proper treatment, RA progresses and results in low quality of life

and higher mortality rates [72, 73]. Over the years, several efforts have been made

to standardize the rating of disease severity [74, 75]. One method is the Modified

Disease Activity Score for twenty-eight joints (DAS28 or DAS). DAS28 incorpo-

rates the number of swollen and tender joints (out of 28), the erythrocyte sedimen-

tation rate (ESR) and a visual analog scale score for general health (VASGH) into

a formula where a higher score indicates a more severe disease state [75]. Variations

of DAS28 use levels of C-Reactive Protein (CRP) as an inflammation marker in-

stead of ESR [74, 76]. Alternatively, the Simplified Disease Activity Index (SDAI)

was developed to facilitate standardization in daily clinical practice. This index

is simply the sum of five outcome assessments: swollen joint count, tender joint

count, patient global assessment (1-10), physician global assessment (1-10), and

CRP level (mg/dl) [77]. While these scores and indices have been shown to be

correlated, they are no without disagreement and could lead to different treatment

decisions when assessing a patient’s response to treatment [78, 79, 80, 81].

Treatment

The goal of treatment in RA is to reduce the disease severity and induce

remission [82]. To this end, early recognition and intervention is paramount. Iden-

tifying and implementing effective treatments early can slow the progression, min-

imize joint destruction, and promote remission [83]. Several definitions for clinical

improvement and remission have been proposed to aid in determining the degree

to which a patient responded to a treatment. The ACR defined binary response

categories ACR20, ACR50, and ACR70 as an improvement of at least 20%, 50%,

or 70% in disease state based on several metrics [84]. Similarly, the EULAR strat-

ified patients into good-, moderate-, and non-responder groups based on pre- and

post-treatment DAS28 scores [85]. However, in order to increase uniformity in the

field, the ACR and EULAR agreed upon a set of criteria with which to define

remission in clinical trials [86, 87, 84]. These criteria require a patient to have no

more than one swollen or tender joint at any given time, CRP levels at or below 1

mg/dl, and a patient global assessment (0-10) of 1 or less. Alternatively, an SDAI
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of less than or equal to 3.3 qualifies as remission according to the ACR/EULAR

criteria.

The use of disease-modifying anti-rheumatic drugs (DMARDs) are widely

recommended in patients at all stages of RA [82, 88]. Unlike non-steroidal anti-

inflammatory drugs (NSAIDs), DMARDs are designed to slow the progression of

the disease rather than simply treat the symptoms [89]. Notably, not all DMARDs

are equally effective on all patients and treatments differ in their side effects

[90, 91, 92, 82, 93, 94, 95]. Nevertheless, treating with the aim of clinical remission

and adjusting the therapies to meet this goal has been shown to be an effective

approach and is highly recommended [88, 96]. The first line of treatment for pa-

tients diagnosed with RA is often methotrexate (MTX) [97, 93, 98]. This DMARD

has been shown to be safe and effective for long-term use in many cases; however,

MTX proves ineffective or the treatment is unsustainable due to adverse events

in over half of patients [94, 99, 100]. When this occurs, clinicians must decide

between adding conventional (non-biologic) DMARDs or biologic agents to MTX

as the next course of action. In practice, biologics are often the next course of ac-

tion, though some studies have demonstrated non-superiority of biologics over the

so-called "triple therapy" of MTX, sulfasalazine, and hydroxychloroquine [94, 100].

Anti-TNFα Biologics

A class of biologic that has been successful since being approved for treat-

ment of RA in 1998 is TNFα inhibitors. In an abundance of randomized clinical

trials, several anti-TNFα agents have been shown to be highly effective in reduc-

ing disease activity, slowing or stopping joint destruction, and inducing remission,

especially when administered along with a conventional DMARD like MTX. Bi-

ologics approved for RA include anti-TNFα agents: adalimumab (Humira®), in-

fliximab (Remicade®), certolizumab pegol (Cimzia®), etanercept (Enbrel®), or

golimumab (Simponi®) and non-TNFα therapies: abatacept (Orencia®), ritux-

imab (Rituxan®), or tocilizumab (Acembra®). Over the past 15 years, the market

for anti-TNFα agents has grown to over $30 billion per year globally, with adal-

imumab, infliximab, and etanercept ranking in the top 10 in revenue over the
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past several years [101]. These agents inhibit TNFα signaling by binding to both

membrane-bound and soluble proteins (mTNFα and sTNFα, respectively) and pre-

venting binding to its endogenous receptors [102]. High affinity binding between

anti-TNFα agents and TNFα itself makes these therapeutics highly effective at

reducing TNFα signaling; however, one caveat of this mechanism is that mTNFα

can act as a receptor as well as a ligand. As a result, anti-TNFα agents bound to

mTNFα could induce reverse signaling through its binding with the membrane-

bound form of TNFα, though the exact mechanisms are still under investigation

[103, 104, 105].

Although clinical trials have demonstrated their short-term efficacy in pa-

tients who fail MTX, anti-TNFα agents have drawbacks as well and there are

limitations in the literature. First, there is a publication bias of these clinical tri-

als that weighs the evidence toward positive outcomes; however, many negative

trials remain to be published and few direct comparisons between treatments have

performed [101]. Additionally, only about 40% of patients have decisive responses

to anti-TNFα therapy [106]. Economically, anti-TNFα agents are far more expen-

sive than conventional DMARDs, costing up to $30,000 per patient annually [101].

Biologically speaking, inhibiting TNFα activity leaves the patient more susceptible

to certain infections, including tuberculosis. In addition, anti-TNFα agents can,

themselves, induce an immune reaction that could mitigate the effects of the treat-

ment [107]. Additional adverse events and a loss of efficacy over time have also

limited the long-term utility of anti-TNFα agents in some cases [108]. If the dis-

ease state is not sufficiently improved or if adverse events occur with an anti-TNFα

agent, patients are generally switched to either a different anti-TNFα treatment or

a non-TNFα biologic therapy. Patients who have failed one TNFα treatment have

been shown, in some cases, to respond to alternative biologic treatments, though

likelihood of response decreases with each failed therapy [109, 91, 105]. For the

patient, ineffective treatment over an extended period allows for continued disease

progression and joint destruction. Consequently, finding the right treatment as

soon as possible is critical for the patient.
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Pharmacogenetics

Due to the health cost of ineffective therapy, efforts have been made to

identify biomarkers predictive of DMARD response. For example, a study that

investigated how T-cell levels could affect MTX response in patients with early

RA showed response to be associated with higher näive T-cell frequency. In addi-

tion, several pharmacogenomic studies have identified SNPs in genes involved in

MTX transport and metabolism that were associated with MTX response; how-

ever, these results have been controversial and follow-up efforts have yielded mixed

results. Due, in part, to the extraordinary economic cost of biologic therapies,

countless studies have attempted to identify predictors of anti-TNFα response

[110, 111, 101, 90, 112]. Efforts have been made to use blood biomarkers to pre-

dict treatment response. A recent study suggested that levels of circulating mi-

croRNA could be used to predict response to adalimumab [113]. There has been a

particular focus on identifying genetic predictors of response to anti-TNFα thera-

pies as well, resulting in evidence supporting a role of TNFA, TNFR1A, MED15,

PTPRC, FcGR2A, and FcGR3A genes; however, few studies thus far have been

successfully replicated, with many potential markers failing in follow-up studies

or meta-analyses [114, 115, 116, 111, 117, 118]. Due to the lack of replication of

early studies, attempts have been made to identify robust response phenotypes

for use in pharmacogenetic studies. Some groups have estimated the heritability

of response to various DMARDs using several different phenotypes and multiple

highly sensitive methods; however, these studies have limitations as well [110, 119].

Most recently, a large-scale attempt to crowdsource a pharmacogenetic study of

anti-TNFα response concluded that models including SNVs as genetic predictors

were no more predictive than those including only clinical covariates [120].

There are many possible explanations for the lack of replication in studies

aimed at predicting anti-TNFα response. It is possible that early targeted studies

produced a publication bias, in which negative results are not published, resulting

in the publication of false-positive associations. Similarly, studies could have been

plagued by the, so-called, Winner’s Curse in which effect sizes of candidate loci were

overestimated and follow-up studies were not powered to recapitulate the result
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[121]. The lack of replication could also result from a number of statistical issues

in the discovery studies. Proper multiple hypothesis correction is often overlooked

in candidate gene studies, resulting in a higher likelihood of false-positive results.

In a similar way, the publication of nominal associations is likely to lead to low

replicability. The response phenotype of choice also has a marked impact on the

results of a study. Binary response phenotypes and/or response metrics collected

at a single follow-up visit may not sufficiently describe a patient’s true treatment

response, confounding the results of the pharmacogenetic study. Furthermore,

improper treatment of continuous response variables or insufficiently controlling

for clinical and experimental cofactors could confound the results of the study.

Beyond the statistical issues, there are several potential mechanistic expla-

nations for the lack of replicability. It could be that the genetic contribution to

anti-TNFα treatment response is polygenic, with many small effect sizes that may

not be easily detectable with current cohort sizes [29]. Furthermore, the possibility

that common SNVs do not account for the observed heritability of the response

phenotype was noted after the large crowdsourcing effort failed to identify a sig-

nificant genetic contribution [120]. Previous studies have often relied on the use

of genotyping chips to target common SNVs at specific positions in the genome.

While this approach encompasses a large portion of genetic variation, it omits

potentially meaningful variation in the form of structural and copy-number vari-

ants and rare SNVs and indels. Another consideration is that genetic interactions

with ancestral background, as have been identified in RA susceptibility loci, are

confounding attempts to identify significant contributors [58]. Finally, it should

be noted that many studies aim to identify predictors of treatment response in

a mixed cohort that was treated with any of several approved anti-TNFα agents

[120]. This could prove problematic given the reasons listed above and the notion

that each drug is likely to interact slightly differently in the body. Below, I describe

my experiences using a phase III clinical trial cohort to identify genetic predictors

of response to the anti-TNFα biologic, golimumab.
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1.2 Proposal

1.2.1 Motivation

There are several therapies approved to treat rheumatoid arthritis (RA);

however, patients often have varying responses to different treatments. Effective

treatment early in the disease state is paramount for slowing disease progression,

minimizing permanent damage, and inducing remission while delays can lead to

irreversible joint damage and other complications. Patients who fail MTX as a

first-line treatment are often prescribed biologic agents targeted at TNFα. Anti-

TNFα agents comprise a market which grosses tens of billions of dollars each year;

however, these drugs prove ineffective for some patients or lose their efficacy over

time. The primary goal of this project is to expand on the current understanding

of the pharmacogenomics of RA treatment by identifying known and novel genetic

variants that help to predict how a patient will respond to an anti-TNFα therapy.

In a broader sense, our aim is to demonstrate how whole-genome sequencing can

be used to guide therapeutic intervention, produce novel insights into a drug’s

mechanism of action, and to advance the field of precision medicine.

1.2.2 Study Design

Golimumab (Simponi®) was developed by Janssen Pharmaceuticals and is

currently approved for patients with RA, psoriatic arthritis, ankylosing spondylitis,

and ulcerative colitis. The approval of golimumab to treat RA resulted, in part,

from evidence collected during the phase III GO-FURTHER clinical trial [122,

123]. 436 patients from this clinical trial cohort consented to genetic testing for

a retrospective pharmacogenetic study. Leveraging the clinical and genetic data

from this cohort, we sought to identify genetic markers that were associated with

the degree to which a patient responded to golimumab treatment during the trial.
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1.2.3 Specific Aims

The overall goal of our project was pursued through three distinct aims

that addressed the need for quality genetic data, reliable clinical outcomes, and

sophisticated approaches to combining the two (Figure 1.1).

I. Build and implement a pipeline to characterize genetic variation in 436 RA

patients. Obtaining high-quality variant calls with high sensitivity and speci-

ficity is critical for successful execution of subsequent downstream association

analyses. Given the extraordinary computational and storage requirements

of this endeavor, the development of an efficient, reliable, and automated

pipeline to identify single nucleotide variants (SNVs) and small insertions and

deletions (indels) from the raw sequence data is fundamental. Furthermore,

given the complexity of the region, HLA imputation from next-generation

sequencing data requires specialized computational tools in order to obtain

reliable haplotype assignments.

II. Identify genetic variation that is predictive of response to the anti-TNF bio-

logic golimumab. This project seeks to test the hypothesis that response to

golimumab, like other pharmaceutical agents, is based in part on a genetic

predisposition. The goal of this aim is to identify, using bioinformatic and

statistical approaches, genetic variation that contributes to the differential

response of a patient to golimumab. This analysis relies on reliable genetic

data and a heritable response phenotype that represents a patient’s true re-

sponse to golimumab. Only after these robust phenotypes are identified can

association tests can be performed on single loci and collapsed variant sets

across the genome.

III. Build a statistical model to robustly estimate individuals’ response profiles and

the contributions of candidate genetic predictors. While summary response

statistics are useful for approximating the genetic contribution of large num-

bers of genetic variants, they rely on simplifying assumptions and are best

thought of as close approximations of true patient response. An alternative is

to use all of the observations collected throughout the longitudinal phase III
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clinical trial to build a model of clinical response. With this approach, one

can estimate each patient’s response to the drug while accounting for clinical

covariates and trial design. After a clinical model for patient response is

established, one can apply this framework to a pharmacogenetic setting by

including genetic predictors or other biomarkers in the model and estimating

the contribution of each predictor to the patients’ outcomes.

Figure 1.1: Study Design Flowchart. This flowchart lays out the steps necessary
to perform a retrospective pharmacogenetic study using a clinical trial cohort.
From a genetic standpoint, the raw sequence data must be processed through
various sophisticated pipelines in order to obtain reliable, interpretable markers of
genetic variation. From a clinical perspective, defining "response" and accounting
for confounding cofactors is fundamental to the success of the study. Integrating
the high-quality genetic data with the robust clinical response data to identify
meaningful associations with drug response is the final phase of the study.

Using this approach, we aimed to validate previous results on our indepen-

dent cohort and contribute novel findings to the RA community. Identification of

truly predictive biomarkers requires follow-up studies that replicate results, but

any validated findings could form the basis of a diagnostic test. Companion di-

agnostics for drugs provide physicians with actionable data that allow them to
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make more informed treatment decisions and facilitate in the process of matching

patients with effective treatments early in the disease state. Such a breakthrough

could have dramatic effects on patient outcomes since ineffective treatments lead

to disease progression and irreversible deterioration of affected joints. Stratify-

ing patients into treatment groups based on validated biomarkers would increase

the likelihood that an early intervention would prove efficacious, thereby retarding

disease progression, minimizing permanent structural damage of joints, increasing

rates of disease remission, and reducing mortality rate. Furthermore, identifying

genetic predictors of drug response provides insight into a drug’s mechanism of

action and the factors that influence its efficacy. These insights could provide the

basis for future drug discovery efforts based on new mechanistic findings.

Finally, this study acts as a blueprint for future WGS studies probing the

mechanisms of diseases and the efficacy of countless other drugs. This study

demonstrates the strengths and limitations of pharmacogenetic studies leveraging

next-generation sequencing. We provide valuable insights regarding the character-

ization of genetic data, rigorous analysis of clinical phenotypes, and approaches

for extracting meaningful clinical insight from the intersection of the two. Our

work could guide the design of future clinical trials and pharmacogenetic studies,

which should be prospectively designed to overcome the limitations of this study.

Incorporating genetic profiling, patient stratification, and novel trial designs in

early phase clinical trials could lead to an increased success rate for drug approvals

and lower rates of adverse side effects for drugs approved in specific populations.

Ultimately, our goal is to advance precision medicine by sharing insight from our

study and providing guidelines for future pharmacogenetic studies.

1.3 Overview

1.3.1 Preliminary Results

Our cohort was comprised of 436 patients with moderate to severe RA who

were treated with golimumab during the phase III GO-FURTHER clinical trial

[122, 123]. Whole blood was taken from each patient and a portion of the sample
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was sent to the Beijing Genomic Institute (BGI) for sequencing. Raw 90-base pair

(bp), paired-end reads were produced in an average of ~5 read groups per sample

using an Illumina Hi-Seq 2500 platform. The average depth of overage by mapped

reads was ~35x. The average genome coverage is 99.4%. BGI mapped the raw

reads to the hg19 reference human genome using the Burrows Wheeler Aligner

(BWA) -aln algorithm to produce a sequence alignment/map (.sam) format file

[124, 125, 126]. After merging the separate read groups, sorting the reads by

coordinates, and removing any PCR duplicates, they identified SNPs relative to

the reference genome using an in-house variant caller, SOAPsnp [127]. Variants

were then filtered using defined exclusion criteria including multiple SNVs within

5 bp of one another, having a QUAL score of less than 20, or having a read depth

at that variant locus of less than 4. Indels were called using the Samtools pileup

algorithm and were filtered using mapping quality and consensus criteria [127].

The quality of a variant calling pipeline when using whole genome sequence

data is of the utmost importance. Unreliable calls could lead to spurious results

from downstream analyses. However, reliable variant calling is a computationally

expensive process and unnecessarily re-calling variants is in inefficient use of time

and resources. As a result, an initial goal of the project was to ascertain the quality

of variants which had already been called on 436 RA patients. If the variants

were determined to be reliable, they would be used for all subsequent downstream

analyses. Conversely, if the calls were determined to be unreliable, a pipeline and

infrastructure would have to be developed that could store and process terabytes

(TB) of data and yield high-quality variant calls for hundreds of whole genomes in

a timely, cost-effective manner.

In order to gauge the quality of the original variant calls, we assembled a

variant calling pipeline on the Triton Shared Computing Cluster (TSCC) at the

San Diego Supercomputer Center (SDSC) in accordance with recommendations by

the Broad Institute’s best practices [128]. Notable differences in the best practices

over the conventional pipeline include local indel realignment and base quality re-

calibration steps, an improved variant caller that performs a local de novo assembly

to produce indel as well as SNV calls, a group-calling workflow, and a variant re-
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Table 1.1: Pipeline Comparison. Comparison of features in conventional and
best practices pipeline. In addition to implementing a more sophisticated variant
caller, the best practices pipeline contains additional realignment and quality score
recalibration steps designed to improve the reliability of the resulting variant calls.

Feature Conventional Best Practices

Mapping bwa -aln bwa -mem

Local Realignment No Yes

Base Quality Recalibration No Yes

Variant Caller SOAPsnp HaplotypeCaller

Group Variant Calling No Yes

Local De Novo Assembly No Yes

Variant Recalibration No Yes

Variant Filtration Hard VQSLOD

calibration step that builds a statistical model to predict the reliability of a variant

site (Table 1.1, [129, 130]). The best practices pipeline was implemented on 11

test samples and the results were compared with variant calls obtained from BGI.

On average, there was a concordance rate of approximately 90% between

variant calls made by the conventional pipeline and our own (Conventional Pipeline

= 342,000; Best Practices Pipeline = 407,000; Intersection = 3,407,000). Several

metrics were considered when comparing the two call sets, including QUAL scores,

read depth, VQSLOD, transition to transversion ratio (TiTv), and novelty. One

would expect the QUAL scores for variants identified with the conventional pipeline

to correlate positively with our own QUAL scores for concordant calls; however

this proved not to be the case. This issue limited the utility of the QUAL scores in

further filtering out false-positives from the conventional pipeline’s set of variants.

Furthermore, the TiTv ratio for variants from the two pipelines suggested that

our own calls were more reliable than those made using a simpler pipeline. When

broken down into concordant and discordant calls for known and novel variants,

the concordant variants which had been previously cataloged in dbSNP had a

TiTv ratio approximately equal to the expected value of 2.19 while the TiTv ratio

for novel, concordant variants was ~1.8. The ratios for known and novel variants
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in our pipeline were ~1.8 and ~1.3, respectively, and were ~1.5 and less than

1.0 for variant calls from the conventional pipeline. These data further support

the idea that variant calls from our own pipeline were more accurate than the

results provided by BGI. As a result of these data and because of previously known

shortcoming in the software used in the conventional pipeline, we decided to recall

the variants on all 436 patients who were sequenced for this clinical trial.

1.3.2 Characterizing Genetic Variation

Computational Burden

Despite the incredible advancements in sequencing technology over the past

two decades, there is still a great deal of complexity in extracting meaningful infor-

mation from raw sequence data. The obstacles are compounded when attempting

to perform whole-genome sequencing on the scale of hundreds of patients. The

raw data produced by the next-generation sequencing platform for a single human

genome is on the order of 100 gigabytes (GB) after compression (gzipping). As

a result, nearly 50 TB of storage is required simply to house the input data for

436 patients. Furthermore, in order to extract variant sites from each genome and

ensure quality and reliability, the data must be processed through a sophisticated

pipeline comprised of a series of computationally intensive steps, each with its own

complexities. Depending on the pipeline and computational environment, each

genome could require up to 1,000 hours of compute time to produce a compilation

of meaningful variant sites. Run serially at this rate, the process of calling vari-

ants on our cohort of 436 individuals could take nearly 50 years3. Parallelization

across a large cluster allows us to complete that task in a fraction of the time, but

careless use of resources could prove financially costly. Consequently, a thoughtful

plan and thorough understanding of the computational environment is necessary

to yield reliable variant calls in an efficient manner.
3An interesting thought, considering the first human genome was completed less than 15 years

ago.
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Variant Calling Paradigm

After mapping the raw sequence reads to a reference genome, improving

local alignment to accommodate small insertions and deletions, and accounting for

biases in the sequencing technology that could lead to spurious variant calls, one

must determine the most appropriate paradigm in which to call variants across

the study cohort. Because next-generation sequencing technologies produce un-

even coverage across an individual’s genome, there are likely to be sites for each

individual in which the genotype cannot be determined due to a lack of informa-

tion. For this reason, and due to the nature of chromosomal inheritance, it can

be advantageous to genotype an individual’s genome as part of a larger group.

This approach can ameliorate some of the issues associated with randomness in

genomic coverage by building haplotypes with sequence data from several indi-

viduals. In an ideal setting, all patients could be genotyped in a single group

to avoid batch effects, but computational limitations make this approach difficult

in practice. Consequently, questions remain as to the best approach for group-

based variant calling. For example, how many patients are necessary to overcome

these technological deficiancies? And, is the quality of an individual’s variant calls

influenced by the ancestral background of the other individuals in the group?

Complex Genomic Regions

Despite the sophistication of computational tools used to call variants across

the genome, limitations persist in next-generation sequencing technologies that

make it difficult to reliably identify variant sites in complex regions of the genome.

The Human Leukocyte Antigen (HLA) region of the genome is one example of

a complex region that requires distinct protocols in order to characterize genetic

variation. As a result, specialized computational tools have been developed that

impute classical HLA types from either local SNVs or raw NGS reads. Each of these

tools has its own nuances and the appropriate tool depends on the experimental

paradigm. From these classical HLA types, we can further infer specific amino acids

and functional haplotype comprised of relevant residues across for each patient.

Characterization at various levels, from gene to haplotype to amino acid, provides
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the opportunity to probe mechanistic relationships with a phenotype in several

potentially meaningful ways.

1.3.3 Phenotype Analysis

Single Follow-Up

A pharmacogenetic study inherently depends on the quality of the clinical

data that is being used as an outcome variable. A binary outcome (e.g., "respon-

der" vs "non-responder") observed at a single follow-up visit is relatively simple

to determine, but could reduce the power of one’s study by arbitrarily binning pa-

tients into categories and ignoring valuable information about their specific disease

state (Figure 1.2). A continuous response measure that describes a patient’s dis-

ease state or improvement at a single follow-up visit would prove more informative,

but would likely require more time and effort to determine than a simple binary

outcome. This approach would also require further consideration of appropriate

analysis methods since a response phenotype that does not conform to the assump-

tions of parametric statistical tests would yield unreliable results. Furthermore,

within-patient variability and environmental factors could confound the results of

the study by not properly accounting for noise in the response measure.

Average Response

One approach to mitigate this issue is to average the response metrics over

several follow-up visits in order to reduce the influence of random noise and en-

vironmental factors on the outcome measure. This type of experimental design

would prove more expensive, but would better capture a patient’s true response

profile (Figure 1.2). Other considerations are critical to the success of the study

as well. Fundamentally, a genetic study relies on the analysis of a phenotype that

has a significant heritable component. A study aimed at identifying genetic asso-

ciations with a phenotype that is not heritable is doomed to fail from the outset.

Furthermore, the consideration of true response to a drug versus placebo response

is paramount, as demonstrated by the need for a placebo control arm in clinical
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Figure 1.2: Cost-Benefit of Study Designs. This graphic demonstrates the give
and take amongst different study design paradigms. Simpler protocols that collect
binary outcomes at a single follow-up visit are less expensive and easier to execute,
but produce less valuable information. Continuous phenotypes, repeated follow-
up visits, and sophisticated statistical approaches improve the reliability of the
outcome data, but studies using these outcomes are likely to be more expensive
and complex to run.

trials aimed demonstrating the efficacy of the drug. A study that does not prop-

erly account for the placebo response of its patients could also be confounded and

produce questionable results.

Longitudinal Analysis

These issues highlight the need for sophisticated statistical approaches when

attempting to parse out true biological insight that is often masked by noise and

confounding cofactors. Due to the limitations of simpler approaches, we explore

longitudinal analysis methods that consider each clinical observation and allow us

to account for factors that might affect the conclusions drawn from our data set.

For example, while calculating an average disease state before and after treatment

may account for some of the within-patient variation seen over time, it does not
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account for the affect of placebo response seen in many patients. Depending on

the treatment protocol, this approach could incorrectly attribute the entire im-

provement in disease state to the drug when it is likely due, in part, to improved

treatment, greater adherence, or a true placebo response. In a pharmacogenetic

study that aims to isolate the differential effects of a specific drug, these distinctions

can have an appreciable impact on the results of an analysis and the conclusions

drawn a study.

1.3.4 Genetic Associations

Single-Locus Analysis

After proper consideration of the genetic and phenotypic data in isolation,

one can consider a range of analysis approaches aimed at identifying associations

between the two. On a genome-wide scale, the simplest approach is to test each

variant individually against an average response measure for each patient. The

approach has the benefit of running quickly, but is best thought of as a close

approximation to the true genetic signal for an outcome. It is useful for identifying

potential regions of interest and guiding future work, but due to its simplicity and

its propensity for bias, this analysis approach cannot provide conclusive evidence

of an association nor can it define a causal relationship between a variant and a

phenotypic trait.

Collapsed Rare-Variant Association

Furthermore, this approach cannot be applied to rare variation in the

genome because an analysis at a single locus with a low MAF, as those iden-

tified using WGS, would be prohibitively underpowered. Consequently, specific

approaches have been developed that attempt to determine the contribution of a

collapsed set of rare variants to a clinical phenotype. They often consider genetic

relatedness between individuals or the overall burden of rare variants in a region

rather than a single site on its own. This approach, using a simplified response

phenotype, can still be applied genome-wide, but at a greater computational cost
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than single-locus analysis. Only through collapsing sets of variants can one at-

tempt to estimate the contribution of rare variants to a phenotype of interest and

identify potentially causal mechanisms that would otherwise be missed.

Targeted Approach

Still, these approaches rely on a simplified phenotype that could be con-

founded by non-genetic factors such as study design, placebo response, or impre-

cise measurements. More sophisticated statistical methods can account for these

confounding factors, but the computational cost of such methods prevent them

from being implemented genome-wide. As a result, computationally expensive ap-

proaches, including longitudinal modeling, are most useful for testing candidate

alleles in a more rigorous way in order to provide more robust estimates of a pre-

dictor’s contributions than simplified analysis methods. Successive studies can

build on reliable estimates by incorporating prior knowledge into their designs and

analyses.

1.3.5 The Upshot

The expressed goal of this study is to identify novel genetic predictors of

differential treatment response observed amongst patients. Accomplishing this

would provide insights into the mechanisms of disease presentation and treatment

response and could form the basis for a companion diagnostic used to guide clinical

intervention. This would provide invaluable information to clinicians trying to de-

termine the best treatment for their patients and would improve outcomes for those

patients. Furthermore, we hope that our experiences described here will act as a

blueprint for future studies of this nature and expose the caveats of retrospectively

using clinical trials in a pharmacogenetic setting.



Chapter 2

Group-Based Variant Calling

Leveraging Next-Generation

Supercomputing for Large-Scale

Whole-Genome Sequencing Studies

2.1 Abstract

Motivation: Next-generation sequencing (NGS) technologies have become

much more efficient, allowing whole human genomes to be sequenced faster and

cheaper than ever before. However, processing the raw sequence reads associated

with NGS technologies requires care and sophistication in order to draw compelling

inferences about phenotypic consequences of variation in human genomes. It has

been shown that different approaches to variant calling from NGS data can lead to

different conclusions. Ensuring appropriate accuracy and quality in variant calling

can come at a computational cost.

Results: We describe our experience implementing and evaluating a group-

based approach to calling variants on large numbers of whole human genomes. We

explore the influence of many factors that may impact the accuracy and efficiency of

group-based variant calling, including group size, the biogeographical backgrounds

27
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of the individuals who have been sequenced, and the computing environment used.

We make efficient use of the Gordon supercomputer cluster at the San Diego Super-

computer Center by incorporating job-packing and parallelization considerations

into our workflow while calling variants on 437 whole human genomes generated

as part of large association study.

Conclusions: We ultimately find that our workflow resulted in high-

quality variant calls in a computationally efficient manner. We argue that studies

like ours should motivate further investigations combining hardware-oriented ad-

vances in computing systems with algorithmic developments to tackle emerging

’big data’ problems in biomedical research brought on by the expansion of NGS

technologies.

2.2 Background

Recent advances in next-generation DNA sequencing (NGS) technologies

have increased the efficiency, reliability, and cost-effectiveness of sequencing, lead-

ing to ever-expanding amounts of high-quality data [18]. However, NGS reads

have limited biological utility without reliable downstream processing and analy-

sis, including read-quality assessment, alignment to a reference genome, assembly,

variant identification, and individual genotyping [131]. While the tools for per-

forming these steps have improved, processing a whole genome from generating

and assessing the quality of the reads to calling and genotyping variants among

a set of individuals remains an expensive and time-consuming component of se-

quencing studies. Furthermore, the reliability of genotyping from sequence data

depends on accurate identification and accommodation of sequencing errors, which

can be overcome to some degree by quality-control steps and by processing large

numbers of sequencing reads simultaneously.

Here, we describe an efficient approach for obtaining high-quality variant

calls and genotype assignments from a large set of whole human genomes sequenced

on an Illumina HiSeq 2500 platform. Our approach exploits a ’group calling’

framework to minimize genotype assignment errors that arise from an incomplete
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knowledge of sequencing error rates and inconsistent coverage of the genomes being

processed. Essentially, group calling leverages reads obtained from more than

a single individual’s genome in order to make more confident claims about the

presence of a variant allele in any single genome.

This strategy can help mitigate false positive variant assignments but does

have a few drawbacks, including the need to analyze individuals in a group with

similar genetic backgrounds given varying allele frequencies and population-specific

variants on a global scale [132]. In addition, the identification of de novo and very

rare variants might be compromised with a group calling approach unless sensitiv-

ity to their possible existence is permitted. We showcase our strategy on 437 whole

human genomes sequenced to ~35x coverage and describe our implementation and

results in detail.

Implementing variant calling workflows and computational schemes in an

appropriate computing environment for studies involving large cohorts like ours is

not trivial, as simply ingesting and storing the massive volume of data requires care

and sophistication. In addition, designing and running a group calling workflow at

large scale comes with unique challenges in high-throughput, data-intensive com-

puting that are simply not present in small scale studies. In order to overcome the

computational and storage requirements associated with the proposed approach

and scale of our study, we leveraged computing facilities at the San Diego Super-

computer Center (SDSC) and in particular the Gordon computing system [133].

The Gordon system is unique among supercomputing systems and has many state-

of-the-field features including a large amount of high-bandwidth memory per pro-

cessing node, enough high-performance disk capacity to support all of the input,

output, and intermediate data generated during a NGS analysis, and local flash-

based storage to support the very intensive input and output operations necessary

for implementing group calling workflows.

In order to process raw NGS reads and generate variant calls, we imple-

mented the Broad Institute’s best practices pipeline recommendations, using the

Genome Analysis Toolkit (GATK v2.7.2), including the HaplotypeCaller algorithm

for calling variants [134, 135, 131]. This pipeline, like others, works in steps that
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include assessing the quality of the sequencing reads, aligning them to a reference

genome, quality-control steps to improve variant identification, and assigning indi-

vidual genotypes at each position in the sequence. Each of these steps has different

computational requirements, including the number of concurrent computing nodes

or ’threads’ the step can use, how much memory it will need, how much immediate

storage or ’disk bandwidth’ it can consume, how many input/output (IO) oper-

ations per second (IOPS) it generates, and how much time it will take. In order

to minimize cost, we optimized the steps involved to make them run as efficiently

as possible on Gordon by running them in parallel across different components of

the system where possible and appropriate. Furthermore, we were able to leverage

several computing nodes containing large amounts of flash memory in addition to

the default computing nodes on Gordon.

After benchmarking different strategies for variant calling we settled on us-

ing GATK’s HaplotypeCaller in groups of 20-24 genomes. This number of genomes

per group was determined to balance computational efficiency with reliability of

the variant calls. Furthermore, we found that variation in the ancestral back-

grounds of the individuals used in a group influences the accuracy of variant calls

and, consequently used groups consisting of individuals with similar ancestral back-

grounds. Ultimately, our results provide insight into the computational challenges

that researchers will face in the emerging era of ’big data’ analytics in biomedical

research and suggest that it is possible (and in fact critical) to incorporate sophis-

ticated computing platforms with advanced algorithms and software to meet this

challenge.

In this paper, we describe the resources used, variant calling approach,

workflows, and the resulting variant calls from 437 whole genomes. First, we

consider quality control steps pertaining to the reads and computing strategies to

mitigate the computational burden associated with these steps. Next, we focus

on the construction of the groups within which variant calling was pursued and,

in particular, the influence of group size and the ancestry of the individuals in

those groups. An assessment of the accuracy, sensitivity, and specificity of our

group variant calling approach is provided by leveraging a gold standard human
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genome from the National Institute of Standards and Technology (NIST) [136].

We finally consider a comparison of our group variant calling with a simpler, oft-

used single genome variant calling pipeline. We close with a discussion of additional

computational aspects and limitations of our study as well as suggestions for future

directions.

2.3 Methods

2.3.1 Samples

Our sequencing study included 437 of the RA subjects enrolled in GO-

FURTHER clinical trial [137, 138]. Study design and protocol were approved by

local Institutional Review Boards at each site. Trial patients who did not give

approval for use of tissue in sequencing study were omitted from the sequencing

study and all subjects included in sequencing study provided informed consent

upon entering the clinical trial. No additional approval for sequencing study was

required. Whole blood samples were collected according to approved trial protocol.

Details can be found at www.clinicaltrials.gov (ID: NCT00973479) and previous

publications [137, 138].

2.3.2 Whole-Genome Sequencing

Whole blood samples were processed at the Beijing Genomic Institute (BGI)

for DNA sequencing. Raw 90-base pair (bp), paired-end read sequences were pro-

duced using an Illumina HiSeq 2500 platform. The average depth of haploid cover-

age by mapped reads was ~35x. The average genome coverage is 99.4%. Reads were

initially mapped using BWA aln algorithm and variants were called on individuals

using SOAPsnp with a conventional pipeline that did not include recalibration or

realignment steps. Subsequent variant calling utilized the same reads produced by

BGI.
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2.3.3 The Gordon Supercomputing System

Gordon was designed to address data-intensive problems, such as those that

are prevalent in biomedical research [139]. First, Gordon contains 1024 compute

nodes, each with 16 Intel Sandy Bridge cores and 64 gigabyte (GB) of double data

rate (DDR) dynamic random-access memory (DRAM) capable of an aggregate 64

GB/s memory bandwidth. Second, two high-performance Lustre file systems are

tightly integrated with Gordon; a 1.6-petabye (PB) ’scratch’ file system provides up

to 100 GB/s aggregate throughput from the compute nodes, while a second, 1.4PB

’projects’ file system is available for longer term storage. Furthermore, 300 GB

enterprise solid-state disks available on each compute node are capable of delivering

220MB/s of bandwidth and 37,000 IOPS each, aggregated into 4.4 terabyte (TB)

software redundant array of independent disk (RAID) arrays capable of 1.6 GB/s

throughput and 319,000 IOPs. Finally, Gordon includes a second quad data rate

(QDR) InfiniBand fabric exclusively used for storage communication [133]. For

challenging data intensive problems such as ours, we were able to leverage several

вҐЁBigFlashвҐ№ computing nodes, each consisting of 4 TB of SSD flash memory

for ultra-fast reading and writing of temporary data.

2.3.4 The Group Calling Workflow

The input data set consisted of compressed fastq and vcf files for the 437

individuals in our study with on average 100 GB per sample. As a result, the initial

data storage requirements for the approximately 2,100 pairs of files containing

compressed reads were almost 47 TB. Below we outline computational details of

the various steps in our workflow.

Alignment and Read Processing

The reads for each read group were mapped to the reference human genome

hg19 individually using the Burrows Wheeler Aligner (bwa mem) [140, 141]. Each

read group was mapped using 8 or 16 cores concurrently, resulting in paralleliza-

tion over 32-64 computing threads per genome during the mapping phase. After
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the reads were aligned to the reference genome, additional processing steps were

implemented to improve the reliability of subsequent variant calls. First, mapped

SAM files for each read group were compressed using the Samtools sort command,

producing binary alignment/map (BAM) files [142]. The Samtools merge com-

mand was subsequently used to merge read groups from a single sample into one

BAM file per genome. Since the Samtools view and merge commands cannot be

multi-threaded and require relatively little memory to execute, each file could be

processed using a single core. Thus, 16 commands were executed simultaneously

on a single node.

Next, the BAM file for each sample was sorted by genomic coordinate.

The Samtools sort command similarly requires relatively little memory and can be

run with a single core per sample; however, the writing of many temporary files

limits performance on a standard node. We utilized two "BigFlash" nodes, each

containing 4.4 TB of local solid-state device (SSD) flash storage to which the ~800

temporary files per genome could be written. We executed the sort command on

16 samples per "BigFlash" node, writing all files to the SSD flash memory and

then copying the final, sorted BAM file into the long-term storage space.

After the BAM files were sorted by genomic coordinate, the Picard Tools

MarkDuplicates command was used to flag duplicate reads that resulted from PCR

amplification of the DNA which were subsequently discarded [143]. Because of

the relatively larger memory requirement, only 8 samples were processed on a 64

GB node, effectively allocating two cores and 8 GB of memory to each sample.

Following execution of MarkDuplicates, local realignment steps were implemented

using GATK’s RealignerTargetCreator and IndelRealigner tools in order to improve

mapping quality, reduce false-positive SNP calls, and increase true-positive indel

calls. The RealignerTargetCreator step, similar to MarkDuplicates, required more

memory than earlier processing steps and was run with 8 samples per node, while

the IndelRealigner step was specified with a slightly greater memory allocation still

and was, consequently, run with only 5 samples per 64 GB node.

Finally, the realigned BAM files were run through a base recalibration step

to account for systematic variation and bias in the sequencing process. GATK’s
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BaseRecalibrator tool modifies base quality scores for each read by considering the

original quality score, read group, machine cycle, base-position within the read, and

flanking bases in the read. This step can be parallelized, using multiple computing

threads for each sample; however, the recalibration step should be implemented

on the entire genome rather than a portion of it (i.e., separate recalibration calcu-

lations for each chromosome). Therefore, each whole genome was multi-threaded

to 8 cores. Using PrintReads, each sample was output to 4 separate BAM files

(chr1-3, 4-8, 9-14, 15-End) to facilitate parallelized variant calling and to decrease

the wall time for outputting the final BAM files. Thus, each sample was output

using 4 separate instances of PrintReads, each specifying 8 or 16 cores.

Group Variant Calling and Variant Filtering

To perform variant calling on the 437 genomes, we used GATK’s Haplo-

typeCaller algorithm leveraging a group calling approach in which aligned reads

from multiple samples are considered together and genotypes are generated for

the individual genomes in the group simultaneously. To determine the grouping

strategy that achieved optimal computational efficiency and accuracy, we called

variants in many test groups of varying size and ancestral background. To assess

the computational burden of calling variants in groups of different sizes, we ran-

domly selected patients from our cohort of 437 individuals, placed them in groups

of varying sizes (1, 5, 10, 15, 20, 25, 30, 40, 50, 100, 200, 300, 400, 437), called vari-

ants on chromosome 21 using GATK’s HaplotypeCaller, and tracked their progress

over time. Variant calling on these test groups was parallelized to 16 computing

threads for each group.

To assess the influence of admixture within a group on variant calls, we

estimated the degree of admixture of each sample from 6 biogeographical groups

using variant calls from the conventional pipeline at ancestrally informative posi-

tions [144] (Supp. Figure 2.4A). The required ancestry-informative variants could

be similarly identified at a relatively small computational cost by implementing

GATK’s UnifiedGenotyper algorithm at pre-specified locations on all samples prior

to calling variants on the entire genome. To determine the best way to group sam-
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ples for our cohort of 437 individuals, we called variants on chromosomes 14, 17,

20, and 22 of the European NA12878 genome in test groups with varying ancestral

backgrounds and compared calls to established high-confidence variant and refer-

ence calls [136]. Admixture estimates were used to place samples into test groups

of varying ancestry, including entirely European, entirely Asian and Oceanic, ad-

mixed African and Native American, and highly admixed (Supp. Figure 2.4B).

We determined the concordance and accuracy of variant calls made on NA12878

under these differing ancestral conditions for SNPs and indels. Because variants

were called on a single chromosome for each test group, we implemented a variant

filtration method utilizing hard thresholds on various quality metrics rather than

using a more sophisticated variant recalibration approach. We then calculated

the sensitivity, specificity, accuracy, PPV, and NPV of the variant calling process

in each of the ancestral test groups and regressed against the estimated fraction

of European admixture in each group, controlling for chromosome on which the

variant calls were made.

To perform group variant calling, we placed the 437 genomes into groups

of individuals with similar biogeographical ancestry (Figure 2.2C). Each group

contained 20-24 individuals, which provided the increased power for variant de-

tection, while avoiding the prohibitively long compute time associated with large

group variant calling. SNVs and indels were called for each group using the multi-

sample feature of GATK’s HaplotypeCaller. Variants for each group were called

in four parallel computing jobs, containing chromosomes 1-3, 4-8, 9-14, and the

remaining chromosomes and contigs. This approach, along with multi-threading

each job onto 16 computing cores, decreased the wall time necessary to complete

the variant calling step.

Once raw variant calls for each group were obtained, the files within a group

were concatenated. Variants were then subjected to GATK’s VariantRecalibra-

tor and ApplyRecalibration steps for SNVs and indels, separately. This approach,

rather than drawing hard thresholds on quality metrics, builds a sophisticated

model that considers depth of coverage at a variant site, the average quality per

read at a variant site, evidence of strand bias, mapping quality, and position within
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the read. As expected, groups containing greater genetic diversity identified more

variant positions relative to the reference genome (Supp. Figure A.8). Finally, vari-

ants from each group were merged into a single vcf file and any variant position

designated as "missing" was regenotyped as a homozygous reference genotype.

2.4 Results

2.4.1 Alignment and Read Processing

Mapping/Merging

When mapping reads with BWA, we attempted to use multi-threading over

16 cores per read group, but found that the mapping speed did not improve lin-

early with the number of computing threads (Figure 2.1B). Therefore, we specified

8 threads per read group as a more cost-effective approach. The output of the map-

ping stage resulted in an uncompressed sequence alignment/map (SAM) formatted

text file that is ~4x larger than a compressed fastq file (~400-500GB/sample; Fig-

ure 2.1A, Supp. Table A.1). Subsequent compression of the SAM file resulted

in a BAM file requiring only 25-30% of the storage space, thereby reducing the

overall footprint of aligned read files from ~175TB to ~60TB (Supp. Figure A.1A).

The merged BAM file was comparable in size to the sum of the files containing

individual read groups.

Sorting

When sorting a single whole human genome, upwards of 800 temporary

files are generated, totaling up to 150GB per genome. These files are repeatedly

opened, read, written, and closed, imposing demanding IO performance. To fully

utilize the sixteen CPU cores on each node, a single compute node must be ca-

pable of processing 2.4 TB of intermediate data spread across over 10,000 files.

Unfortunately, the large parallel file systems available on most massively parallel

supercomputers are designed to deliver high streaming bandwidth, not high IOPS

[145, 139], and sorting several dozen genomes concurrently on Gordon’s Lustre file
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Figure 2.1: Technical Summary of Processing Pipeline. (A) Storage requirement
(GB) per sample for output file of each processing step (B) Computational cost of
mapping raw reads versus file size with 8 (green) or 16 (blue) computing threads (C)
Computational cost (SUs) per sample for each processing step. (D) Computational
cost of PrintReads step versus file size with 8 (green) or 16 (blue) computing
threads.

system resulted in severe performance degradation. To circumvent this issue, we

utilized 2 "BigFlash" nodes, each with 4.4TB of SSD flash storage.

The ability to write the temporary files to the flash space allowed us to

maintain very efficient CPU utilization through the sort step by processing 32

genomes (16 per node) concurrently without being limited by IO performance,

ultimately decreasing both the computational cost and wall time for this step.

Without this ability, job packing would have been impossible and sorting the reads

could have come at a needlessly high computational cost as a result of the IO
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limitations. The output file from the sorting step resulted in a slight compression

from the unsorted input BAM file, requiring ~15% less space than the unsorted

file.

Realignment/Recalibration

When running , we allotted ~8GB of memory per genome, allowing us to

process 8 samples on a 64GB node. Thus, 2 cores were designated for each in-

stance of MarkDuplicates. This approach prevented the possibility of multiple job

submissions exceeding the available memory and causing run errors. The Realign-

erTargetCreator step was similarly designated 8GB of memory per genome and

IndelRealigner steps utilized 12GB of memory per genome, so 8 and 5 samples

were run on a single node, respectively. This approach prevented memory alloca-

tion errors arising from memory exhaustion. BaseRecalibrator, on the other hand,

could be run in parallel and was multithreaded to 8 cores per genome. Finally,

PrintReads was run in parallel over 8 or 16 cores. When we established that speci-

fying 16 computing threads yielded no performance increase, subsequent jobs were

multithreaded over 8 cores (Figure 2.1D).

The output from RealignerTargetCreator and BaseRecalibrator were negli-

gible in size, while the output of MarkDuplicates and IndelRealigner were BAM

files comparable in size to the sorted BAM file. The final, recalibrated BAM file

was roughly double the size of the input BAM file and approximately 200GB were

required for each sample (Figure 2.1A). Given the extraordinary amount of data

being processed and generated, it is important to remove large, intermediate files

after subsequent processing has been completed to minimize required storage re-

sources. Without deleting intermediate files during the processing phase, each

sample would require >1TB of storage space, totaling nearly half a PB for our

cohort of 437 individuals (Supp. Figure A.1A). We suggest using correlations be-

tween input and output files sizes as one indication of successful completion of

processing steps prior to deleting intermediate files from previous steps (Supp.

Figure A.1B).
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2.4.2 Variant Calling

Computing Time

By comparing variant calling approaches using different group sizes, we

show that the total computing time required to call variants for a group grows

quadratically as the group size increases (Figure 2.2A). Consequently, as group

size increases, the "per sample" cost of calling variants sharply reduces at first,

but then increases linearly when the group size is large (Figure 2.2B). We estimate

that the "per sample" cost of variant calling reaches a minimum for groups of ~15

individuals. Any computational cost benefit of group calling is lost when the group

size reaches 75 and the cost increases linearly from there (~60% increase per 100

individuals). For particularly large groups (>100), variant calls were made on only

a fraction of chromosome 21 before the job timed out after 72 hours (Supp. Figure

A.3).
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Figure 2.2: Variant Calling Assessment. (A) Total computational cost (SUs) of
calling variants on chromosome 21 in varying group sizes. Adjusted R2 provided
for linear (purple) and quadratic (green) fits. (B) Computational cost per sample
(relative to individual variant calling approach) of calling variants on chromosome
21 in varying group sizes. Adjusted R2 provided, assuming linear (purple) and
quadratic (green) fits for total computational cost. (C,D) Sensitivity (C) and
specificity (D) of variant calls on NA12878 versus estimated proportion of European
admixture within a group (normalized by chromosome) (E) Admixture estimates
of groups used for variant calling.
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Accommodating Ancestry

To further guide or grouping approach for variant calling, we called variants

on portions of the NA12878 genome in groups with varying ancestral background

(Supp. Figure A.4B). Concordance, defined as the fraction of variant calls made in

all four ancestral test groups, amongst all four test groups tended to be higher after

variant filtration was applied than in calls prior to filtering. Concordance was also

higher for SNVs than indels (Supp. Figure A.5). For indels, over 87% of variant

positions were identified in at least 3 of 4 groups, while SNVs had greater than 90%

concordance amongst all test groups with over 95% of SNV calls being made in at

least 3 of 4 groups. To test the hypotheses that ancestral background of a group

would affect the sensitivity and specificity of the variant calling process, we used

a validated set of variant calls in high-confidence regions of the NA12878 genome

[136]. We found evidence that the number of false negative SNV and indel calls

was affected by the ancestral background of the group, but not the number of false-

positive variants, suggesting that ancestral environment has a greater influence on

sensitivity than specificity (Supp. Figure A.6). Because the NA12878 genome is

of European ancestry, we investigated whether the estimated percent of European

ancestry within a test group had an effect on the number of false-negatives or false-

positives called on NA12878. The results were consistent with the initial results,

indicating a positive correlation between sensitivity and the estimated fraction of

European admixture within the test group for SNVs and indels after controlling for

region of the genome (Figure 2.2C). Again, there was no effect for the specificity

of variant calls (Figure 2.2D). Similarly, there was a positive correlation between

overall accuracy and negative predictive value and fraction of European admixture,

respectively, but no correlation with positive predictive value (Supp. Figure A.7).

These results suggest that calling variants in groups of similar ancestry could result

in fewer missed variant calls than a heterogenous group containing a high degree of

admixture. Thus, in order to obtain high-quality variant calls in a computationally

efficient manner, we called variants on the individuals in groups of 20-24 based on

shared ancestry (Figure 2.2E, Supp. Figure A.8).
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2.4.3 Variant Call Comparison

Summary

The resulting variant calls were compared on an individual scale and as

a cohort with variant calls made using the conventional pipeline. Our approach

yielded 29,915,861 positions in which a SNV was identified across all 437 sam-

ples, while the conventional pipeline identified 30,790,918 SNV positions across

435 samples. Of those positions, both pipelines identified 27,247,530 (~81.4%),

while 3,543,283 (~10.5%) were identified only by the conventional pipeline and

2,668,331 (~8.0%) were identified only by our pipeline (Figure 2.3A). Concordance

between pipelines, defined as the intersection versus the union of variant sites for

the pipelines, varied greatly for each individual as well, ranging from 71-82%, and

displayed a bimodal distribution (Figure 2.3B). Surprisingly, our pipeline called, on

average, more SNVs per genome despite identifying fewer unique positions, though

the number of variants called on an individual varied between pipelines (Figure

2.3A,C), and additional evidence of a batch effect is apparent in the conventional

workflow.

The most glaring difference between variant call sets was the dearth of

variant calls made by the conventional pipeline in the highly polymorphic human

leukocyte antigen (HLA) region of chromosome 6 (Figure 2.3D). The conventional

workflow resulted in only a handful of calls in this region, while our own pipeline

made tens of thousands of calls on the cohort. This may partially explain why

our pipeline identified more SNVs per individual but fewer positions overall. This

discrepancy could have staggering consequences in an association study, given the

importance of the region in many autoimmune diseases. Other regions of inconsis-

tency between call sets appeared most commonly near centromeres and telomeres.

Often, both pipelines made variant calls in these regions that were inconsistent with

one another (Supp. Figure A.9). This could be a result of poor local alignment in

these particular regions. We further considered the prevalence of variant calls on

each chromosome. After removing variants from the HLA region, the conventional

pipeline resulted in more unique variant positions on each of the 22 autosomes

and the X chromosome, while our own pipeline resulted in more unique calls on
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Figure 2.3: Comparison of Conventional and HC variant calls. (A) Average
number of variants called per genome by HC (green), conventional (blue), or both
(orange) (B) Distribution of percent concordance between conventional and HC
calls for 437 samples (C) Number of variant calls made by conventional pipeline
versus number of variant calls made by HC for each patient, colored by self-reported
race (D) Number of pipeline specific variant calls per 100Kb in HLA region

the Y chromosome and additional unmapped contigs, the latter of which were not

included in the reference coordinates for the conventional pipeline (Supp. Figure

A.10). This is consistent with the fact that the conventional pipeline yielded far

more pipeline-specific variant positions overall.

In addition to differences in the location of variant calls between the two

call sets, we considered differences in the frequency, novelty, and classification of

variant calls made exclusively by each pipeline. Of the variant calls made by a

single pipeline, a slightly higher proportion of our calls were rare (minor allele

frequency (MAF) <1% in our cohort), while a slightly higher proportion of calls
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Figure 2.4: Summary of Pipeline-Specific Variant Calls. Proportion of novel
variant sites and Ti/Tv ratios for pipeline-specific calls. (A) Variants across the
genome (B) Variants in HLA region (C) Non-HLA variants.

made by the conventional pipeline were low-frequency (MAF 1-5%). A similar

proportion of calls made exclusively by each pipeline were common (MAF >5%

(Supp. Figure A.11). Furthermore, a larger fraction of the calls made specifically

by the conventional pipeline were novel (not identified in dbSNP) than those made

only by our own pipeline. The same pattern holds true when considering only

variant calls outside of the HLA region. In the HLA region, the majority of variant

calls made exclusively by our pipeline were known variants, while the majority of

the relatively few calls made in that region only by the conventional pipeline were

novel (Figure 2.4B). Finally, calls made exclusively by our pipeline had a transition

to transversion (Ti/Tv) ratio much closer to the 2.19 expected for a whole human

genome than did calls made by the conventional pipeline. The same trend is true

for variants in the non-HLA region of the genome, and the difference is especially

apparent for variants within the HLA region (Figure 2.4C). These data suggest

that the variant calls made by our pipeline are generally more consistent with
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what is expected than those made by the conventional pipeline.

Impact

We further assessed the location of variant calls relative to functional ele-

ments in the genome and the predicted functional consequences of those variants.

Excluding variants in the HLA region, we discovered that there were more calls

specific to the conventional pipeline in intergenic, intronic, exonic, 3’ untranslated

region (UTR), and noncoding RNA (ncRNA) regions than calls made exclusively

by our pipeline. This effect was most striking for 3’ UTR regions, while our pipeline

actually resulted in slightly more calls in 5’ UTR regions (Figure 2.5A,B). When

we normalize to the total number of variants uniquely called by each pipeline, we

see that our group calling strategy resulted in a higher proportion of calls landing

in intergenic, exonic, 5’ UTR and ncRNA regions than the conventional pipeline-

specific calls (Supp. Figure A.12A). In assessing the coding impact of the pipeline-

specific variants in non-HLA regions, we found that the conventional pipeline made

more calls predicted to result in nonsynonymous amino acid changes, while calls

specific to our pipeline resulted in more synonymous and nonsense variant calls

(Figure 2.5C). Spurious variant calls would not be subject to real-world natural

selection, so one might expect to find an enrichment of deleterious variants in a

set of false-positive variant calls; however, this would need to be validated with

functional assays. It should be noted that our group calling workflow-specific calls

contained a higher proportion of, albeit fewer, variant calls in all three categories

(Supp. Figure A.12B).
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Figure 2.5: Impact of Variability between Pipelines. (A) Number of intergenic
and intronic pipeline-specific variants (B) Pipeline-specific variants in exonic, UTR,
and non-coding RNA elements (C) Functional impact of pipeline-specific protein-
coding variants (blue=Conventional; green=HC; light=Novel; dark=Known) (D)
Principal components 1 and 2 calculated from genotypes (MAF>1%) using vari-
ants calls from conventional (left) or HC (right) pipelines. Individuals coded
by self-reported Race (red=American Indian/Alaska Native; orange=Asian; yel-
low=Multiple; green=White; blue=Black/African American; purple=Other) and
Ethnicity (circle=Hispanic/Latino; triangle=Not Hispanic/Latino).

To further evaluate the accuracy of our variant calls relative to those made

by the conventional pipeline, we performed principal component analysis (PCA)
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and compared the clusters formed by plotting the first two PCs against one an-

other. These measures have been shown to represent the geographical separation

amongst different populations, with individuals from similar ancestral backgrounds

clustering together. While variant calls made by our pipeline result in clusters

that recapitulate self-reported race and ethnicity, calls made with the conventional

pipeline show a batch effect with no biological interpretation. Two distinct Euro-

pean clusters are present along with two distinct clusters of Asian and Hispanic

individuals extending away from their respective European clusters (Figure 2.5D).

These results suggest that some non-biological process is resulting in a large pro-

portion of genomic variation in this cohort when the variants from the conventional

pipeline are considered. Using variant calls that do not reflect the biological reality

of the patient would lead to spurious results in an association study.

Our results speak to the importance of the sophistication of variant calling

workflows in obtaining high-quality data for use in association studies. Further-

more, we highlight the importance of efficiency in large-scale sequencing studies

and describe an approach that yields reliable variant calls in a computationally

efficient manner.

2.5 Discussion

While traditional chip-based, genome-wide association studies (GWAS) have

proven to be useful in biomedical research settings, they have limited utility for

discovery of rare variant associations. Due to the high cost of NGS technologies

relative to targeted genotyping arrays, whole-genome sequencing (WGS) has seen

limited use in GWAS. However, since the first human genome was sequenced and

assembled just over a decade ago, the cost of sequencing has fallen dramatically

[15, 16, 18]. As a result, the amount of NGS data being produced is increasing

rapidly with hundreds of thousands of whole human genomes likely to be sequenced

over the next few years. The ability to efficiently and reliably obtain an individual’s

genotype at any location in the genome via sequencing has motivated genome-wide

association studies that leverage DNA sequence data rather than traditional chip-
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based, targeted genotyping information [26]. The need for larger studies that

consider rare and de novo variants obtained via NGS is especially apparent if one

wishes to investigate the contribution of such variants to complex disease. This

will result in extraordinary amounts of raw data in need of storage, processing,

and subsequent analysis and interpretation.

NGS technology, with its inherent limitations in library preparation and

machine errors, results in errors and biases in the sequence data generated. Fur-

thermore, it relies on relatively short reads that must be aligned to a reference

genome and processed before variants are called and genotypes are assigned to

individuals. Consequently, the variant identification and genotyping results can

vary depending on the quality and complexity of the variant calling workflow and

algorithms used. Variant calling and genotyping steps require computational re-

sources beyond the capabilities of a typical desktop system. For example, more

sophisticated variant calling workflows tend to include additional recalibration and

local realignment steps that better account for sequencing errors and natural ge-

netic variant and result in more reliable genotype assignment, but require more

computing resources than simpler pipelines. Nevertheless, the quality of data is

of the utmost importance since unreliable genotyping can lead to spurious dis-

ease associations. As associations are identified, annotations made, and databases

built, the need for high-quality data to provide meaningful insight into the genetic

variants that are accurately linked to phenotype cannot be stressed enough.

In this light, it is critical to improve the efficiency with which NGS data are

processed. Much of that processing is likely to be accomplished using cloud-based

services such as those offered by Amazon, Microsoft, or Google. Computational

core hours are the effective currency of most supercomputing platforms, and often

have a direct translation to actual costs (e.g., core hours run between $0.05 and

$0.11 per core-hour on commercial clouds, though supercomputing platforms tend

to be more cost-effective). In addition, while computational inefficiencies can be

tolerated with smaller studies, as studies recruit more patients to undergo WGS,

such inefficiencies can accumulate and cost tens of thousands of dollars in com-

puting time. As such, minimizing the number of core hours used is critical to
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ensuring overall cost-effectiveness of any large-scale study, especially population-

based studies using WGS. Our experiences and results leveraging a group calling

approach to variant calling and genotyping implemented on a supercomputer could

provide further motivation to evaluate costs and efficiencies in handling NGS data

at scale. By leveraging the Gordon computing system at SDSC, we assembled a

processing and variant calling pipeline that makes efficient use of Gordon’s unique

capabilities.

Several steps allow multi-threading of processes, but performance often does

not scale linearly with the number of cores used. As a result, utilizing fewer

cores may prove to be more cost-effective in some instances, as demonstrated by

our experimentation with BWA mem and GATK’s PrintReads. Less parallelized

approaches may prove more computationally efficient, but increase walltime. Thus,

one should find a balance between computational efficiency and speed depending

on one’s immediate goals. For example, identifying variants on a tumor in order to

guide treatment should focus on a quick turnover of the data while a genome-wide

study of large cohorts should aim for computational efficiency.

Additionally, when single jobs could not be multi-threaded, we packed sev-

eral similar jobs onto a single node in order to avoid being charged for idle cores.

We found that grouping together many logical tasks of the same pipeline stage

(e.g., marking duplicate reads) as a single job submission resulted in significantly

greater computational efficiency than submitting all pipeline stages as a single job.

Given the fact that many large clusters (with 10,000 cores or more) only accept jobs

that request resources in whole-node increments (e.g., 16 cores and 64 GB RAM

on the SDSC’s Gordon), grouping logical tasks of the same pipeline stage offered

two-fold benefit over submitting a complete multi-stage pipeline as a job. First, all

tasks of a common pipeline stage exhibit generally uniform resource requirements

in terms of wall time and core and memory utilization, which ensures that one task

does not take significantly longer than all others within a single job and leave the

allocated node largely idle. Furthermore, specifying more cores than are necessary

for a given step can lead to a tremendous increase in computing costs. If this issue

is not addressed, one could wastefully consume hundreds of thousands of hours of
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computing time when scaling up to large cohorts of whole human genomes (Figure

2.1C, Supp. Figure A.2). For jobs that required more memory, the limiting factor

was the 64GB of memory per node. Thus, if a job required 8GB of memory to

process a single file, we specified 2 cores for each instance, limiting the number

of instances that could be run in that job while making our pipeline very reliable

and minimizing the number of failed jobs resulting from memory allocation errors.

Second, launching groups of common tasks together allows these stages to reserve

specialized resources such as BigFlash nodes or large memory nodes only for the

stages where they are essential. While they promote computational efficiency, the

use of these specialized resources may prove to be a bottleneck in processing large

cohorts if they are not readily available. This job packing approach that stresses

similar computational requirements of each step saves tremendously on computing

costs. Processing a single genome from start to finish on a single full node would

result in idle cores and result in a 16-fold over charging during certain steps in the

pipeline. Thus, we again emphasize that efficient and balanced use of software and

hardware resources on advanced computing platforms is paramount.

When calling variants on 437 whole human genomes in groups, we also

considered group size and ancestral background. It has been previously suggested

that all samples should be considered in one large group during variant calling;

however, the computational cost of calling a large cohort simultaneously makes

this approach prohibitively expensive. We found a quadratic increase in overall

computing time for variant calling as group size increased and a linear increase in

"per-sample" computing time when the group is large. As a result, we predict that

calling variants on our entire cohort in one group would result in a computational

cost ~5x greater than our approach of calling variants in groups of 20-25 individuals

(Figure 2.2B). Similarly, calling variants on individuals would have been roughly

~40% more expensive than our approach and would not have taken advantage of

the increased power of group calling to detect variation in regions of low coverage.

To avoid the prohibitively long compute time, while retaining the power

associated with group-calling, we explored approaches to grouping samples from

a large, admixed population. Our results suggest that calling variants in a group
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with genomes from a similar ancestral background increased the sensitivity, but

had no discernible effect on the specificity of variant calls. With this in mind,

we placed samples into groups of similar ancestral background and called variants

in 19 separate groups. When more efficient algorithms for variant calling are

developed and it is possible to identify variants on a large cohort at a reasonable

computational cost, one may consider the advantages and disadvantages of using

a single large group, but at the moment that approach remains computationally

prohibitive.

The variant calls from our group-based pipeline differed significantly from

those provided to us from a conventional pipeline. As opposed to the the con-

ventional workflow used to initially call variants, we included recalibration and

realignment steps designed to increase the accuracy of subsequent SNV and indel

calls. Furthermore, we employed the HaplotypeCaller command, which utilizes a de

novo assembly approach in assigning genotypes to an individual’s genome. This

feature is complemented by a group-calling approach that considers haplotypes

from several ancestrally similar samples at once, thereby increasing the power to

detect variation in regions of low coverage for a single genome. The differences

between the two pipelines could yield significantly different results in association

studies.

When comparing the calls made by our group calling workflow and the

previous workflow, we found that the previous set of calls generated a dearth of

variant calls in the highly polymorphic HLA region of chromosome 6, while our

own pipeline identified tens of thousands of variants in that region. In assessing the

reliability of calls in this region and throughout the genome, we utilized the Ti/Tv

ratio as a measure of reliability. The variant calls made by our pipeline had a Ti/Tv

ratio closer to the expected value of 2.19, supporting our claim of greater reliability

from our own pipeline. Furthermore, when assessing the principal components and

the distributions of the genotype assignments from the conventional pipeline, we

identified a large batch effect that is likely an artifact from the workflow. When

utilizing the same raw data processed through our own pipeline, the batch effect

disappeared, and the principal component analysis accurately clustered samples
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by their self-reported biogeographical ancestry.

Table 2.1: Recommended Pipeline Specifications. Recommended job packing ap-
proach for best practices pipeline. Assumes node with 16 processors and 64GB of
memory.

Step Tool
Memory per

Command^

Cores per

Command

Commands

per Node

Map BWA 32 8 2

Bam Samtools 4 1 16

Merge Samtools 4 1 16

Sort Samtools 4 1 16

MarkDuplicates PicardTools 7 2 8

TargetCreator GATK 7 2 8

IndelRealigner* GATK 12 3 5

BaseRecalibrator GATK 30 8 2

PrintReads* GATK 30 8 2

HaplotypeCaller GATK 60 16 1

^ Gigabytes
* Smaller memory allocation and more samples per node may prove more computationally

efficient.

As a result of our experiences, we have several recommendations for pro-

cessing large numbers of genomes (Table 2.1). First, consider parallelizing in a

manner that reduces computational cost rather than overall speed, as demon-

strated by mapping on 8 rather than 16 cores (Figure 2.1B). This may result in

moderately slower turnover of data, but can save money by reducing computing

time. Second, pack jobs by logical tasks rather than by individual in order to

avoid by charged for idle cores during steps that cannot be multi-threaded. Third,

consider memory allocation when submitting jobs in order to reduce the number

of errors and make your pipeline more reliable. The number of commands sub-

mitted simultaneously to a single node will, consequently, depend on the size of

the node and the memory allocated for each job. Finally, when calling variants,

group individuals in a way that promotes efficiency and accuracy. We show that
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calling variants on individuals in groups of 20-25 individuals of similar ancestral

background is both computationally efficient and produces reliable variant calls.

Overall, our results suggest that our group calling approach implemented on a

supercomputer yields high-quality variant calls and genotype assignments in an

efficient manner and highlights the need for sophisticated computational strategies

in the analysis of the large numbers of human genomes that will be sequenced in

the coming years.
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Chapter 3

Comprehensive Analysis of

Treatment Response Phenotypes in

Rheumatoid Arthritis for

Pharmacogenetic Studies

3.1 Abstract

An individual patient’s response to a particular drug is influenced by mul-

tiple factors, which may include genetic predisposition. Pharmacogenetic studies

attempt to discover and estimate the contributions of genetic variants to the vari-

ability in response to a drug treatment. The task of identifying the genetic contri-

bution is often complicated by response phenotypes that are based on imprecise or

subjective clinical observations. Because the success of a pharmacogenetic study

depends on the analysis of a heritable phenotype, it is important to identify phe-

notypes with a significant heritable component to ensure reliable and reproducible

results in subsequent genetic association studies. Here, we investigated multiple

clinical endpoints frequently used in rheumatoid arthritis studies by using a phase

3 clinical trial data set in which an anti-TNFα drug golimumab was demonstrated

as an efficacious treatment in conjunction with a small molecular drug methotrex-

54



55

ate. We transformed several numeric phenotypic measurements that previously

did not conform to underlying statistical assumption. We took advantage of the

longitudinal study by averaging over repeated measures to overcome the weekly

fluctuations in response measurements. We demonstrate that different response

phenotypes have varying levels of heritability and that utilizing multiple mea-

surements and transforming the data where appropriate yield higher heritability

estimates. The change in swollen and tender joint counts were the most herita-

ble phenotypes we tested; however, we also show that they are more likely to be

confounded by a placebo response than objective phenotypes like the change in

C-Reactive Protein levels. This rigorous approach to finding robust and heritable

response phenotypes can be useful in all pharmacogenetic studies and may lead to

more reproducible results.

3.2 Background

Rheumatoid arthritis (RA) is a complex, chronic, and debilitating autoim-

mune disorder characterized by stiff and painful joints, chronic inflammation, syn-

ovitis, irreparable joint damage, and the presence of auto-antibodies. Although its

precise etiology is unclear, RA has been shown to have a strong genetic component,

as concordance in monozygotic twins is 15-30% while the population prevalence is

around 1%. Some have estimated the heritability for the disease to be as high as

50% [46, 47]. A majority of the genetic susceptibility can be attributed to polymor-

phisms at 5 amino acid residues in HLA-DRB1, -B, and -DPB1 [59]. In addition,

close to 100 loci from non-HLA genes have shown various degree of contribution

[57]. However, because the genetic variants cumulatively explain only about 18%

of disease variance, a large environmental influence has yet to be clearly defined

[58].

Despite an incomplete understanding of its etiology, a set of clinical fea-

tures as well as laboratory measurements have allowed standardized diagnoses and

assessment of treatment efficacy in RA [43, 146]. One commonly used metric is

Disease Activity Score (DAS28 or DAS), which incorporates swollen and tender
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joints counts (SJC and TJC, respectively) out of 28 affected joints, the erythro-

cyte sedimentation rate (ESR) and a visual analog scale (VASGH) score for general

health in a formula where a higher score (up to 10) indicates a more severe disease

state [74, 75]. Variations of this score include the use of C-Reactive Protein (CRP)

as an acute inflammation marker to replace ESR [147, 76]. Separately, categorical

definitions of RA treatment response have been developed by the American Col-

lege of Rheumatology (ACR). For examples, ACR20 and ACR50 scores represent

a 20% or 50% improvement of disease state post-intervention based on a combina-

tion of SJC, TJC, patient and physician global assessments, pain, disability, and

an acute-phase reactant such as CRP [84, 86]. Similarly, the European League

Against Rheumatism (EULAR) has developed guidelines for classifying patients’

treatment responses into good-, moderate-, and non-response based on the change

in DAS from baseline [148]. The numerical DAS score, various forms of DAS-

based categorical variables, and ACRs are commonly used as response metrics in

RA clinical trials. Despite this, other measurements such as Health Assessment

Questionnaire (HAQ) and radiographic assessment of the affected joints may pro-

vide further evidence. Generally, each of these measurements has its own strength

and limitations, which is the reason that several of them are assessed in combi-

nation in order to gain a comprehensive view of the disease state or treatment

effect.

The goal of a pharmacogenetic study is to establish the association be-

tween certain genetic variants and patients’ response to a therapy, and ultimately

to estimate the contributions of the genetic variants to the variability of treat-

ment response. While recent advances have made genotyping widely available and

highly precise, phenotypic measurements are still limited by issues with precision

and completeness - the ability of a measurement to fully represent the symp-

toms and underlying mechanisms of a complex disease such as RA. Consequently,

pharmacogenetic studies can be confounded by imprecise, subjective, or narrow

response phenotypes. For example, a class of anti-TNFα antibodies that includes

etanercept, infliximab, golimumab, adalimumab, and certolizumab pegol are often

used in conjunction with disease-modifying anti-rheumatic drugs (DMARDs), such
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as methotrexate (MTX), in RA patients with insufficient response to DMARDs

alone. Evidence has been published supporting a role for variants in the genes

TNFA, TNFR1A, MED15, PTPRC, FcGR2A, FcGR3A and others in influenc-

ing response to anti-TNFα treatment, but few associations have been successfully

replicated [111, 118, 114, 115, 116]. The lack of replication may be due, in part,

to the use of response phenotypes that exhibit insufficient heritability, i.e., the

variance of these phenotypes can not be explained by genetic variation, but rather

by some other factors.

Only two studies have estimated the heritability of DAS28, SJC, TJC, and

ESR as response phenotypes to various anti-TNFα therapies using sophisticated

statistical methods such as those implemented in GCTA [110, 119]. For example,

an early study looked at a group of 762 RA patients treated specifically with

anti-TNFα monoclonal antibodies. It suggested that SJC was the most heritable

response phenotype (0.60), followed by ESR (0.53) and TJC (0.35), respectively,

while the ’global health assessment’ score was the least heritable (0.14) [110]. Most

recently, Umiceviv Mirkov, et al. used two methods to estimate the heritability

of response to anti-TNFα agents in a cohort of 878 patients through 14 weeks

of treatment. This study suggested that SJC (0.87) and TJC (0.82) had the

highest heritability estimate while ESR (0.33) and VASGH (0.38) had the lowest

estimates [119]. A close examination of the statistical methods used in these studies

revealed several issues that may account for some of the apparent discrepancies.

First, some of the phenotypes used to quantify patients’ drug responses exhibited

skewed distributions that violate statistical assumptions of parametric hypothesis

tests. Second, most response phenotypes were gathered at a single time point

post treatment. Because of their imprecise and subjective nature, these response

measurements vary over time, making it risky to rely on a single measure. Finally,

none of the published studies account for placebo response when interpreting their

results.

Here, we sought to identify robust, heritable phenotypes associated with

anti-TNFα drug response using a set of clinical and genetic data collected from

the GO-FURTHER study [122, 123]. First, we investigated several possible re-
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sponse phenotypes, while accounting for common covariates, and assessed how

well these phenotypes conformed to assumptions often underlying common data

analytic methods. Second, we showed that using the change in a response measure

at a single time point led to inconsistent outcomes and likely resulted in a loss of

statistical power to detect a true heritable effect. Third, we calculated estimates of

the heritability of various response phenotypes, using permutation testing to assess

the statistical significance of our results. Finally, we showed that phenotypes vary

in the degree to which they are confounded by placebo response.

3.3 Methods

3.3.1 Clinical Trial Design and Data Collection

We leveraged clinical and genetic data obtained from the GO-FURTHER

phase III clinical trial for 436 patients with moderate to severe RA [122, 123,

149]. In brief, each patient was randomized to either treatment golimumab (GOL)

or placebo (PBO) arms (2:1) at week 0 and followed for 100 weeks (Table 3.1,

Figure 3.1). Patients in the GOL arm were given 2 mg/kg of GOL intravenously

at week 0 and 4 and every eight weeks thereafter. Patients in the PBO arm

received PBO injections at weeks 0, 4, and 12. If a patient qualified for the "early

escape" protocol (<10% improvement from baseline; PBO-EE), they were given

intravenous GOL at weeks 16, 20, and every 8 weeks thereafter. If they did not

qualify for early escape (PBO-NE), they were given PBO injections at weeks 16

and 20 and were treated with GOL at weeks 24, 28 and every 8 weeks thereafter.

All patients were on a stable, concurrent MTX regimen prior to and throughout

the study, despite of inadequate response as mono-therapy previously. Thus, PBO

response observed in the trial may be influenced by MTX treatment or other factors

involved in enrolling in the clinical trial. All patients, minus 15 early dropouts,

were included in statistical analyses without the use of the last observation carried

forward method (Table 3.1). Disease state was monitored at 16 pre-determined

time points over 100 weeks, during which CRP, SJC, and TJC were assessed and

DAS and other metrics were calculated (Figure 3.1). By virtue of the trial design,
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Table 3.1: Summary of Clinical Trial Patients and Arms. GOL includes pa-
tients randomized to GOL at week 0. PBO-NE includes patients randomized
to PBO at week 0 and did not qualify for "early escape" protocol. PBO-EE in-
cludes patients randomized to PBO at week 0, but did qualify for "early escape"
protocol.

GOL PBO-NE PBO-EE

Num. Patients 287 99 50

Num. Removed^(%) 5 (2) 10 (10) 0 (0)

Female* (%) 227 (80) 64 (72) 41 (82)

Age* (SD) 51.76 (11.93) 52.43 (11.28) 49.24 (11.84)

Disease Duration* (SD) 7.21 (6.86) 7.3 (8.07) 6.56 (6.06)

BMI* (SD) 27.22 (5.78) 26.63 (5.24) 26.73 (6.65)

Initial DAS* (SD) 5.97 (0.82) 5.81 (1.01) 5.93 (0.8)

RF Positive* (%) 261 (93) 81 (91) 45 (90)

ACPA Positive* (%) 258 (91) 83 (93) 48 (96)

Num. Visits* (SD) 15.32 (1.88) 15.57 (1.22) 15.76 (0.72)

^ Patients from any arm who dropped out within 4 weeks of initial GOL treatment

were removed from analyses.
* After removal of patients.

there were 4 matched time points for all 3 groups after initial GOL treatment: 4

weeks, 12 weeks, 20 weeks, and 28 weeks after GOL treatment (WAG). Whole blood

was taken from patients according to trial protocol and whole-genome sequencing

and variant calling were performed as described in Standish, et al. [149].

3.3.2 Statistical Analysis

We used the R suite for all statistical analyses involving clinical response

data [150]. To test the normality of the response phenotypes’ distributions, we

used Shapiro-Wilk Normality test on the raw data, transformed data, or residuals

after accounting for clinical covariates. We used the Breusch-Pagan test to as-

sess the homoscedasticity of response variables against clinical covariates (Figure
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Figure 3.1: GO-FURTHER Trial Design. Longitudinal design for GO-FURTHER
Phase III clinical trial. Patients were initially randomized (2:1) to GOL or PBO
arms of the trial. GOL patients were initiated onto golimumab treatment at week
0. PBO patients were treated with placebo at week 0 and were treated with
golimumab at week 24 (PBO-NE) or week 16 (PBO-EE). Injections and clinical
observations occurred as indicated.

3.2). The magnitude of GOL and PBO responses were determined using a mul-

tiple linear regression model that included the data from the repeated response

measurements collected throughout the clinical trial as dependent variables, and

"GOL" (i.e., if they were on golimumab during a given observation) and "PBO"

(i.e., if they were on placebo during a given observation) as binary predictor vari-

ables. Percent improvement due to PBO response and the ratio of PBO effect size

to GOL effect size were calculated by dividing the estimated "PBO" effect size by

the population estimates of average pre-treatment RA disease severity obtained

from the y-intercept of a regression model and the GOL effect obtained from the

regression coefficient in that same model quantifying GOL treatment (Figure 3.5).

Within patient variation was also calculated to determine the degree of variability

in each patient’s response over time, by taking the standard deviation of the resid-

uals when the above regression model was fit for each patient individually using

only that patient’s data over the trial. The correlation between response measure-
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ments across the patients at different time points was calculated using Pearson

correlation coefficient (Figure 3.3).

3.3.3 Derived Phenotypes

Derived response phenotypes were calculated from the repeated clinical

measurements obtained on the individuals throughout the trial. Weighted mean

(MNa) disease state was calculated before and after treatment with GOL as the

area under the response curve over time divided by the number of weeks. For

patients in the GOL arm of the study, the single baseline measurement was taken

as the pre-treatment disease state. Mean treatment response (MNa) was cal-

culated as the difference between post- and pre-GOL treatment average disease

states. Cohen’s D statistic (MNcd) was calculated for each patient using the pre-

and post-treatment disease states. Percent (PRC) improvement from baseline was

calculated using transformed variables, except for the CRP levels, in which case

the raw values were used. Disease trajectory (Bwk) was calculated by including

"WEEK" (i.e., the number of weeks after trial enrollment; 0-100) as a predictive

variable in a regression model that included the repeated measurements after GOL

treatment. Response variability (VARwk) was calculated as the variance of the

residuals of the previous model.

3.3.4 Heritability Estimates and Permutations

Heritability of the various response phenotypes described above was esti-

mated using the Genome-wide Complex Trait Analysis (GCTA v1.24.4) software

suite [27]. SNPs with MAF of <1% in our cohort were removed when calculating

the genetic relationship matrix (GRM) for GCTA analysis. Initial disease state

was used as a covariate when estimating the heritability of treatment response and

analysis was run with and without 4 principal components included as covariates.

Because not all linear regression assumptions were explicitly met, permutation

tests were used to assess the statistical significance of the heritability estimates by

randomly shuffling patients’ response phenotypes 1000 times and then re-running



62

GCTA using the previously calculated GRM. P-values were calculated by compar-

ing the permuted Likelihood-Ratio Test (LRT) statistics with the LRT statistic

from the actual data.

3.4 Results

3.4.1 Assumptions of Parametric Association Methods

Many common genetic association methods rely on parametric statistical

tests that assume the residuals of a regression model are normally distributed and

that they have equal variance at each value of the predictor variables (i.e., ho-

moscedasticity). We tested the normality and homoscedasticity assumption on

many commonly used response phenotypes with our data and found that they are

often violated. We first analyzed the distributions of response variables, includ-

ing DAS, CRP levels, SJC, and TJC (Supp. Figure B.1A). When we regressed

the change in disease state against the initial disease state, a common covariate

included in genetic association studies, we found that the residuals of several re-

sponse metrics violated the assumption of normality (Supp. Figure B.1B, Figure

3.2A). After transforming the metrics in the same way they are transformed to

calculate DAS (square root for SJC and TJC (rSJC; rTJC), logarithmic scale for

CRP (lCRP)), the data better conformed to the assumption of normality (Figure

3.2B). In addition, we found that the assumption of homoscedasticity was violated

when regressing the change in SJC and TJC against their respective initial values.

Since some patients achieved a 0 score on SJC or TJC after treatment (i.e., they

had a complete depletion of these RA symptoms), they achieved the lower bound

to the response metric, making it likely for a larger variance in response to be

observed in patients with a more severe initial disease state (Figure 3.2C).

3.4.2 Limitations of Single Measurements

Technical error and biological variation can contribute to variation in a pa-

tient’s disease state. When trying to determine each patient’s treatment response,
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Figure 3.2: Parametric Assumptions. A) Distributions of residuals vs initial
disease state for phenotypes at 20 WAG. Shapiro-Wilk test p-values for residuals
at 4, 12, 20, and 28 WAG and using first and last measurements. B) Distribu-
tions of residuals vs initial disease state for transformed phenotypes at 20WAG.
Shapiro-Wilk test p-values for residuals of transformed phenotypes. C) Residuals
vs initial disease state for transformed phenotypes at 20WAG. Breusch-Pagan test
of homoscedasticity for transformed phenotypes.

we found that a patient’s disease state varied from week to week. To better un-

derstand the variation present within each patient, we quantified within-patient

variation over repeated clinical measurements both before and after GOL treat-

ment. We fit a regression model to each patient’s response measurements and

calculated the standard deviation of the residuals (Figure 3.3A). The values, in-

dicative of variation in disease state before and after treatment, ranged from near

0 to 1.63 with a median of 0.56 points, for DAS. The other clinical response phe-

notypes showed similar distributions, demonstrating that a patient’s disease state

fluctuates on a weekly basis and that using a single post-treatment measurement

may not be sufficient to capture a patient’s true response to intervention. Using
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the response measurements at several common time points (4, 12, 20, 28 WAG

and using the first and last measurements available), we calculated how correlated

these response metrics were within our cohort. The correlation between measure-

ments in the population at any two time points after initial GOL treatment ranged

from 0.28 to 0.76 within a particular phenotype and was as low as 0 across the

response phenotypes (3.3B). These results suggest that using a measurement from

a single point in time in an association study would likely yield different results

depending which post-treatment time point and which phenotype were used.

Figure 3.3: Variation in Single Measurements. A) Distribution of within patient
variance of residuals of regression model for transformed phenotypes. B) Pair-
wise Pearson correlation between phenotypes at different times after initial GOL
treatment.

3.4.3 Derived Phenotypes

Because of the variability of a patient’s disease state, using a single response

measurement may not sufficiently capture the efficacy of a treatment. As a result,

we explored the use of the repeated measurements for each individual over the

course of the trial in order to identify a more representative response metric. We

derived several statistics that represented the average response of a patient, the

patient-specific variance in response, and patient response trajectory over time.
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These statistics included a simple change in the average disease state before and

after treatment, weighted to accommodate non-regular intervals between measure-

ments (MNa), Cohen’s D statistic for measurements before and after treatment

(MNcd), average percent change from baseline (PRC), disease trajectory after

treatment estimated by the regression coefficient associated with the "week" of

the trial predictor in a simple linear regression (Bwk), and the variance of the

residuals when fitting Bwk (VARwk). These statistics were correlated to varying

degrees and each represented a different aspect of a patient’s response profile (Supp.

Figure B.3A). We tested each of these measures’ distributions for normality and

homoscedasticity. We found that estimates of post-treatment trajectory (Bwk),

Cohen’s D-statistic (MNcd), and post-treatment variance (VARwk) statistics vi-

olated the normality assumption, while the percent change from baseline (PRC)

and the mean change (MNa), when regressed against the mean pre-treatment,

metrics generally adhered to this assumption (Supp. Figure B.3B). When test-

ing the assumption of homoscedasticity for MNa, we found that using lCRP as a

phenotype conforms to this assumption while the other measurements violate it,

most egregiously by rSJC and rTJC (Supp. Figure B.3C). These results suggest

that, even with derived statistics, it may be necessary to utilize a permutation-

based method for assessing the probabilistic significance of association results if the

analysis methods used are rooted in normality and homoscedasticity assumptions.

3.4.4 Heritability Estimates

Since genetic studies rely on the use of a heritable clinical phenotype, we

subsequently used both singular and derived statistics to estimate the variance of

each response phenotype explained by common SNVs. The heritability estimates

varied, both across phenotypes and between time points. At follow-up measure-

ments 4, 12, 20, or 28 weeks after initial GOL treatment, the heritability estimate

for the change in DAS was not significantly different from 0; however, when we

used the difference between the final and initial measurements (weeks 100 and 0),

the resulting heritability estimate was greater than 0. Similarly, for transformed

SJC and TJC, the heritability estimate was significantly greater than 0 for only
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1 of 5 and 3 of 5 time points used, respectively (Figure 3.4A; Table B.1). After

averaging phenotypic measurements over time, we found that MNa for DAS, rSJC,

and rTJC all had heritability estimates significantly greater than 0 (Figure 3.4B).

The transformed CRP estimate was not significant for all 5 single measurement

estimates, nor for the averaged response. These results suggest that simply aver-

aging multiple measurements may be sufficient to reduce the noise and get a more

reliable measure of drug response. Furthermore, we found that the heritability

estimates for the transformed data were greater than the raw data and for TJC

the transformation (rTJC) resulted in a significantly non-zero estimate. We also

estimated the heritability of these phenotypes while including the first 4 principal

components of the genetic data (Supp. Figure B.4). Results were very similar,

with estimates showing a correlation of 0.93 and 0.73 with the original model for

single time point and derived phenotypes, respectively (Supp. Figure B.5). Of our

alternate derived phenotypes, PRC had the highest heritability estimates while

MNcd and Bwk had the lowest. VARwk resulted in significant heritability esti-

mates for SJC, TJC, and DAS, all suggesting that there may be some mechanism

affecting the variability of one’s disease state in response to anti-TNFα agents

(Supp. Figure B.6).

3.4.5 Permutation Testing

To validate the statistical significance of our findings, we performed permu-

tation testing on the heritability estimates for our single-measurement and derived

phenotypes. Overall, significance levels were consistent with the p-values obtained

from GCTA (Figure 3.4C,D), and the levels of significance remained greater for

transformed phenotypes over their raw counterparts (Figure 3.4D; Table B.1).

This suggests transformation of response phenotypes may be appropriate in ge-

netic studies of RA response.
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Figure 3.4: Heritability Estimates. A,B) GCTA Heritability Estimates using
difference between A) single measurements and B) using mean difference in disease
state after treatment. (* indicates p<0.05) C,D) Parametric vs permuted p-values
for phenotypes using C) single time point differences and D) for derived phenotypes
from repeated measures.

3.4.6 Placebo Response

Finally, we analyzed the longitudinal results of the GO-FURTHER trial in

a multiple linear regression framework in order to estimate the population-level

PBO effect size. We identified a statistically significant reduction in all disease
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metrics in patients who maintained their MTX regimen while enrolled in the PBO

arm (Figure 3.5A). For DAS, the pre-treatment disease state for the population

was estimated to be 5.94, with GOL and PBO resulting in an average improvement

of 1.89 and 0.74, respectively. The magnitude of the PBO effect resulted in, on

average, a 12.5% improvement in DAS, roughly 39.3% of the magnitude of the

effect size of GOL. Similarly, PBO resulted in a 10.4% improvement over baseline

values for lCRP, and a 21.3% and 16.8% improvement from baseline values for

rSJC and rTJC, respectively (Figure 3.5B). Importantly, the magnitude of the

PBO effect relative to the GOL effect was larger for rSJC and rTJC than for lCRP

(Figure 3.5B; rSJC=44.5%; rTJC=44.9%, lCRP=26.4%). These results indicate

that the active PBO influenced rSJC and rTJC more than the lCRP levels. Since

DAS is a composite score that includes lCRP, rSJC, and rTJC, the PBO effect size

for DAS fell between the estimates for the joint counts and inflammation marker.

This suggests that any study of drug response in RA using rSJC and rTJC is more

likely to be confounded by active placebo responders than those using lCRP or the

composite DAS score.

Discussion

In the new era of precision medicine, pharmacogenetic studies may provide

key insight that can be used to guide clinical decision-making. There are successful

cases in the oncology field in which genotype-based companion diagnostics are used

to stratify patients to receive the treatment likely to be most efficacious, resulting

in greater overall survival and more cost-effective treatment paradigms [151, 152].

However, this potential has not been realized in immunological diseases because

such predictive genotypes have not been identified. In RA, for example, several

studies have described genetic associations with response to expensive anti-TNFα

biologics, but the results of these studies have not been reproducible [111, 118,

114, 115, 116]. While the limited sample sizes may contribute to this discrepancy,

one often overlooked issue in these studies is the phenotype itself. The success

of pharmacogenetic studies depends on many factors, not the least of which is
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Figure 3.5: Placebo Effect. A) Population coefficient estimates for baseline,
GOL effect, and PBO effect for transformed phenotypes. B) Percent improvement
of phenotypes from PBO treatment relative to BL (orange bars) and magnitude
of PBO effect relative to magnitude of GOL effect (purple bars).

the analysis of a phenotype with a significant heritable component. We sought

to gain insight into the value of various clinical measurements in understanding

individualized treatment response.

Our findings resulted in several useful insights that can guide the design

and interpretation of future pharmacogenetic studies. First, we found that con-

tinuous response phenotypes often require transformation in order to conform to

the assumptions of many parametric statistical analysis approaches. If these as-

sumptions are not met, violation of this assumption may confound results from

the study. Conversely, the use of non-parametric methods often lead to a loss

in power, which would have to be compensated for by increasing the size (and

cost) of the study. Second, measuring a patient’s disease state at a single time

point after treatment is an insufficient and possibly misleading means of assessing
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their true response to that therapy. Many metrics, including those often used in

RA, fluctuate over the course of a day or week and can be influenced by environ-

mental factors. Collecting multiple measurements over time and controlling for

non-genetic factors will better allow researchers to separate the signal from the

noise. Third, the degree to which a response phenotype is heritable can vary de-

pending which metric is used. Using a response measurement that is not heritable

would plague any genetic study from the outset. In the case of RA, the changes

in swollen or tender joints resulting from anti-TNFα treatment are estimated to

be the most heritable response metrics by our analysis as well as a previous study

[119]. Finally, we also found that magnitude of the PBO effect varied among dif-

ferent response metrics. Because some clinical measurements (e.g., pain used to

assess TJC [153]) are subjective while others (e.g., inflammation markers) are not,

they can be influenced to a greater or lesser extent by the idea that one is receiving

treatment. Pain perception, for example, is known to be influenced by a range of

factors from mood to attention [154, 155, 156].

Taken together, these results paint a complicated picture for the pharmaco-

genetics of anti-TNFα treatment. In our study, the change in the number of swollen

or tender joints after treatment had the highest estimates of heritability, but were

also the most influenced by placebo, improving the disease state by roughly 20%,

equivalent to nearly 45% of the effect size of anti-TNFα treatment. While all pa-

tients had previously been on a MTX regimen, it’s possible that a portion of this

PBO effect results from more attentive care and greater adherence to DMARD

treatment after entering the clinical trial. Conversely, the phenotype least influ-

enced by active PBO treatment, change in CRP, was also the least heritable. As

a composite score, DAS represents an adequate balance between subjective and

non-subjective measurements and is useful in pharmacogenetic studies as a her-

itable metric that is more robust to placebo response. Our results also show a

(statistical) benefit from more frequent monitoring of patients, though this could

prove implausible if it involves expensive molecular and radiographic tests.

While we gained many valuable insights from this study, there were still lim-

itations to our retrospective analysis. Our sample size remains small for genome-
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wide association and heritability studies since availability of large, deeply-phenotyped

clinical cohorts is very limited. However, by reducing noise and accounting for

known sources of variation in our study, we were able to improve our ability to

detect meaningful signals in the data. Additionally, as with most retrospective

analyses of clinical trials, we were limited by the trial design. Roughly two thirds

of patients were randomized to GOL from the outset of the trial, meaning that

these patients were never treated with PBO alone in the trial and we cannot

directly estimate their individual PBO response. Furthermore, we cannot say un-

equivocally how well their disease was maintained prior to enrollment in the trial.

Some of the PBO response could be a result of more attentive care and greater

adherence to the DMARD regimen.

Future trials in which all patients are treated with PBO and baseline disease

state is monitored and maintained could ameliorate some of these issues. Another

consideration in our findings is that both RA patients and drug developers can

benefit from frequent monitoring of joint conditions, which could be facilitated

by smart phone-enabled health apps. It’s possible that more frequent self-reports

of disease state (e.g., from health-monitoring apps and/or devices) could yield a

sufficiently high-resolution dataset that may provide a better picture of a patient’s

disease state and lead to useful clinical insights. Such study designs would require

specialized longitudinal analysis approaches to account for the serial correlation

between measurements on a single individual. Future studies could also consider

molecular proxies for disease activity score; however recurrent molecular testing

could prove costly and would limit the frequency of follow ups in clinical studies.

Because some types of data collected may not conform to the assumptions of basic

parametric statistical methods, even after transformation, the use of permutations,

bootstrapping, Monte Carlo simulations, and other sophisticated statistical meth-

ods may be necessary to accurately interpret the data.

While concerted efforts, such as those proposed in the Precision Medicine

Initiative, have been made to assemble larger and larger genetic studies, atten-

tion to the clinical phenotype is often lacking, complicating the effort to identify

biomarkers that can guide treatment decisions by physicians. Our study suggests
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that a comprehensive evaluation of clinical response phenotypes can result in more

effective and efficient pharmacogenetic studies. Using the correct statistical meth-

ods, accounting for within-patient variation, and using a heritable phenotype that

is not confounded by placebo response will result in consistent results that truly

advance precision medicine.
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Chapter 4

Bayesian Mixed Model Estimation

of Posterior Response Probabilities

for Rheumatoid Arthritis Patients

Treated with Golimumab

4.1 Abstract

Personalized medicine has become increasingly popular in recent years as

the development of high-throughput biomedical assays has made it possible to col-

lect vast amounts of molecular data on a single patient. The availability of large-

scale genomic assays combined with high-resolution phenotypic data collected from

mobile devices could provide the foundation for obtaining clinical insights that will

make precision medicine a reality. However, converting the raw data obtained from

these technologies into clinical insight will require advanced statistical methods and

sophisticated study designs in order to return reliable, reproducible results. In an

attempt to contribute to the growing body of literature aimed at predicting re-

sponse to anti-TNFα therapies, we applied a Bayesian implementation of a linear

mixed model to data collected from a longitudinal phase III clinical trial of rheuma-

toid arthritis patients. We built and assessed several models for predicting indi-

73
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vidual response to the anti-TNFα drug golimumab, testing various combinations

of fixed and random effects with different correlation structures, and determined

the best fit for our data. We found a significant contribution of ACPA status to

baseline disease severity and to treatment response. Ultimately, we used our model

to calculate posterior response probabilities for each patient and compare our es-

timates to an ’N-of-1’ treatment paradigm in which population-level effects are

ignored. We show the limitations of retrospectively analyzing clinical trial data,

suggest means for ameliorating these issues, and demonstrate how changes to the

designs of future studies could provide more reliable results. Finally, we discuss

how this analysis approach can act as a framework for pharmacogenetic studies

aimed at identifying biomarkers predictive of treatment response and how to build

knowledge from a series of successive studies.

4.2 Background

RA is an autoimmune disorder characterized by stiff and painful joints,

chronic inflammation and synovitis, structural damage of the bone and cartilage

in affected joints, and the presence of auto-antibodies. Specifically, the presence

of anti-citrullinated protein antibodies (ACPA) and rheumatoid factor (RF), are

highly predictive of active RA [43, 44]. While the heritability of the disease has

been estimated to be as high as 60%, the precise etiology of RA is not completely

understood, evidence suggests that it is likely the result of interactions amongst

environmental and genetic factors [46, 47, 48, 53, 54, 55, 56]. Over the years,

several efforts have been made to standardize the rating of disease severity in order

to assess a patient’s response to treatment or determine the state of the disease

[74, 75]. One method is the Modified Disease Activity Score for twenty-eight joints

(DAS28). DAS28 considers the number of swollen and tender joints (out of 28), the

erythrocyte sedimentation rate (ESR) and a visual analog scale score for general

health in a formula where a higher score indicates a more severe disease state [75]

. Variations of DAS28 use levels of C-Reactive Protein (CRP) as an inflammation

marker instead of ESR [74, 76]. Several definitions for clinical improvement and
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remission have been proposed to aid in determining the degree to which a patient

responded to treatment. The ACR defined binary response categories ACR20,

ACR50, and ACR70 as an improvement of at least 20%, 50%, or 70% in disease

state based on several metrics [84]. Similarly, the EULAR stratified patients into

good-, moderate-, and non-responder groups by measuring pre- and post-treatment

DAS28 scores [85].

Without proper treatment, RA progresses and results in low quality of life

and higher mortality rates [72, 73]. Identifying and implementing effective treat-

ments early can slow the progression, minimize joint destruction, and promote

remission [83]. The use of disease-modifying anti-rheumatic drugs (DMARDs) are

widely recommended in patients at all stages of RA, though they are not equally

effective for all patients and treatments differ in their side effects [90, 91, 92,

82, 94, 95]. The first line of treatment for patients diagnosed with RA is often

methotrexate (MTX); however, when MTX proves ineffective, biologics are often

the next course of action [99, 100, 97, 93, 98, 94, 100]. Due to the extraordinary

economic cost of biologic therapies, there has been a particular emphasis on iden-

tifying genetic predictors of anti-TNFα response [110, 111, 101, 90, 112]. Such

studies have presented evidence supporting a role of TNFA, TNFR1A, MED15,

PTPRC, FcGR2A, and FcGR3A genes; though few studies thus far have been

successfully replicated, with many potential markers failing in follow-up studies

or meta-analyses [114, 115, 116, 111, 117, 118]. Recently, a large-scale attempt

to crowdsource a pharmacogenetic study of anti-TNFα response concluded that

models including SNVs as genetic predictors were no more predictive than those

including only clinical covariates [112, 120].

There are many possible explanations for the lack of replication in studies

aimed at predicting anti-TNFα response. One often overlooked consideration is

that the response phenotype of choice has a marked impact on the results of a

study. For rheumatoid arthritis, established response metrics such as ACR50/70

or EULAR designation have clinical value in approximating a patient’s response

to a given treatment and deciding whether or not to intervene with the current

treatment regimen. However, these binary or categorical response phenotypes that
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stratify patients can be limiting for pharmacogenetic studies. From a statistical

standpoint, binning data based on arbitrary cutoffs can reduce the power to detect

an effect and can be confounded by noise in the data. Studies that use such binary

outcomes from a single follow-up observation can yield spurious results by essen-

tially treating patients with moderate evidence of response as equivalent to patients

with overwhelming evidence of response. Calculating the difference of a contin-

uous variable, such as DAS, from a single follow-up visit allows a more nuanced

look at a patient’s drug response, but is still plagued by intra-patient variability

over time and by environmental factors that could influence a patient’s day-to-day

disease state. As we’ve previously discussed, using an average of several repeated

observations before and after treatment can improve the heritability estimate of

the response phenotype when compared to using a single follow-up observation

[157]. Still, this approach is limiting and distills unique, informative clinical ob-

servations into a single summary value. Furthermore, this singular response value

relies on assumptions about the phenotype and drug response that may not hold

true. For example, using single or average pre- and post-treatment measurements

ignores the appreciable within-patient variation that is observed through repeated

measurements. It also ignores the notion that some of the improvement in disease

state results from placebo effect, attributing all of the disease improvement to the

treatment itself. Finally, it also ignores population-level data that could be used

to inform a single patient’s estimate of response.

One approach for overcoming these limitations is to build a longitudinal

model that estimates individual effect sizes from the raw clinical observations

instead of calculating basic summary statistics (e.g., change in DAS after drug

administration). Here, we demonstrate such an approach by using a Bayesian im-

plementation of a linear mixed model to analyze longitudinal data from a phase

III clinical trial. First we build several models focused on predicting individual

responses using the Bayesian framework and determine the one that is the best

fit for the data. Next, we compare the results of the linear mixed model to an

"N-of-1" analysis approach in which each patient is considered independently of

others. We then discuss how any response prediction model is affected by the
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clinical trial design and make suggestions for the design of future studies. Finally,

we take advantage of the Bayesian framework in which our model was built to

estimate posterior probabilities of drug efficacy. We close with a discussion of how

this approach can be implemented in successive clinical studies and in pharmaco-

genetic studies to provide robust posterior estimates of effect sizes for candidate

genetic markers.

4.3 Methods

4.3.1 Clinical Data

We leveraged data obtained from the phase III GO-FURTHER clinical trial

for 436 patients with moderate to severe RA [122, 123, 149]. In brief, each patient

was randomized to either treatment or placebo (PBO) arms (2:1) at week 0 and

followed for 100 weeks [157]. Patients in the PBO arm who qualified for the

"early escape" protocol (<10% improvement from baseline), were crossed over to

active treatment at weeks 16 while those who did not qualify for early escape were

initiated onto GOL at week 24. Throughout the trial, disease state was monitored

at 16 time points over 100 weeks. Prior to start of the trial, ACPA status was

determined. ACPA status was specified as a binary dummy variable (0=ACPA-,

1=ACPA+).

4.3.2 Bayesian Regression Models

Parameters

Bayesian linear mixed models were implemented with the "brms" package

in R [158, 150]. The models were specified in R and implemented in the Stan pro-

gramming language [159]. Our models used the No-U-Turn Sampler for parameter

estimation, for which we specified 3 chains, each with 3000 iterations, including

600 burn-in iterations. Our response variable, DAS, followed a Gaussian distribu-

tion and between-patient variation estimated by random effects were assumed to

be normally distributed around the population mean as well.
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Models

We fit the data to several models, iteratively including additional fixed or

random effects (Table 4.2). Model 1 estimated a fixed intercept (baseline DAS)

and a fixed GOL effect size for the population. The GOL variable was coded as

1 for clinical visits after a patient had been initialized on GOL treatment and 0

otherwise. Model 2 added a fixed effect of WK, to estimate the disease trajectory,

coded as the number of weeks after trial enrollment. Model 3 included a fixed TRT

effect to estimate the improvement in disease state that resulted from enrolling in

the clinical trial. This variable was coded as 0 during the baseline observation

and as 1 for all subsequent visits. Models 4 and 5 added fixed effects for a ACPA

status and DRUG:ACPA, respectively. These variables, coded as 0 or 1 for each

patient, estimate the difference in pre-treatment disease state between ACPA+

and ACPA- patients and the difference in GOL response between ACPA statuses.

Model 6 estimated a random intercept for each patient to account for between-

patient variation in baseline disease state. Models 7 and 8 included random effects

for GOL and TRT effects to estimate individual responses to active GOL treatment

and the effect of clinical trial enrollment. Models 9 and 10 included a random effect

for WK, to allow individual trajectory estimates for each patient, but model 10

removed the TRT from the random effects, allowing for only a population-level

estimate of treatment effect size.

Prior Probabilities

Prior distributions were supplied for each parameter to be estimated. Fixed

effects in the null model were given normal prior distributions (Table 4.1). Prior

distributions for the standard deviation of the random effect estimates were set

to a half Cauchy distribution at location at 0 and scale of 2. The prior for the

correlation between random effects was specified as an LKJ -Correlation prior

with parameter ζ=1.5 [160]. The residuals of the model were assumed to follow

a Gaussian distribution with a standard deviation estimated from a Student’s

t distribution with 3 degrees of freedom and a scaling parameter equal to the

standard deviation of the response variable (approximately 1.44).
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Table 4.1: Prior Distributions of Model Parameters: For each parameter, a prior
distribution was specified to narrow the search space and inform the resulting
posterior estimates of effect sizes.

Effect Prior Distribution

Intercept N (5, 1)

GOL N (−1, 1)

WK N (0, .1)

TRT N (0, 1)

ACPA N (0, .3)

GOLxACPA N (0, .3)

sd(Intercept) Cauchy(0, 2)

sd(GOL) Cauchy(0, 2)

sd(TRT) Cauchy(0, 2)

sd(WK) Cauchy(0, 2)

cor LKJ (1.5)

sigma(DAS) Student’s t(3, 0, 1.44)

Model Selection

To select a model for subsequent analyses, we calculated theWAIC ("Widely

Applicable Information Criterion" or "Watanabe-Akaike Information Criterion")

and took the model with the lowest WAIC value, suggesting the model is the best

fit for the data [161]. We also calculated the variance of the residuals and the

correlation between the predicted and observed response values for each candidate

model. Lower variance and higher correlation were indicative of a better model fit.

Posterior Distributions

The posterior distribution for each parameter was extracted from the model.

From these distributions, the mean and standard deviation were calculated. The

lower and upper bounds of the 95% credible interval were calculated as the 0.025%

and 0.975% quantiles of the posterior distributions. Posterior probabilities of effect

were calculated as the fraction of samples in the posterior distribution for which
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Table 4.2: Models Descriptions: Clinical covariates included in models 1 through
10 as fixed (F) or random (R) effects. Each model was fit to the data with and
without a first-order autoregressive component.

Model Int GOL WK TRT ACPA GOLxACPA

m1 F F - - - -

m2 F F F - - -

m3 F F F F - -

m4 F F F F F -

m5 F F F F F F

m6 FR F F F F F

m7 FR FR F F F F

m8 FR FR F FR F F

m9 FR FR FR FR F F

m10 FR FR FR F F F

the estimate was beyond a specified threshold.

4.3.3 Simulated Baseline Measurements

To understand how having multiple baseline measurements leading up to

the clinical trial, we simulated DAS values for each patient at week -2. For each

patient, noise sampled from aN (0, 1) was added to their observed DAS at week 0 to

simulate an additional measurement prior to trial enrollment. After measurements

were simulated, we fit models 8, 9, and 10 to the data and assessed the model fit

as above.

4.4 Results

4.4.1 Model Selection

In order to determine the best model for evaluating patient treatment re-

sponse, we iteratively fit models including larger and larger sets of clinical covari-

ates (Table 4.2). We tested each model with and without a first-order autoregres-
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Figure 4.1: Model Selection. WAIC estimates of quality of fit for each model
described in Table 4.2, either with (orange) or without (green) autoregressive cor-
relation structure. Lower WAIC indicates better fit.

sive correlation component and calculated the WAIC for each model fit (Figure

4.1). While the autoregressive models tended to yield better fits for the simpler

models, the inclusion of random effects improved the models without explicit auto-

correlation to the point that the autoregressive component was no longer beneficial.

Model 9 without an autoregressive component had the lowest WAIC value, indi-

cating best fit for the data. For the two best models (9 and 10), we calculated

the variance of the residuals and the correlation between the model’s predicted

values and the observed values. In both cases, model 9 without an autoregressive

component fit better than model 10 or than model 9 while specifying a correlation

structure (Supp. Figure C.1).

4.4.2 Fixed Effects

In this model, the intercept estimate approximates the average baseline

DAS across the cohort, before taking into consideration the contribution of ACPA

status to baseline disease state. The average baseline DAS for ACPA- patients

was 5.579 (95%CI: [5.293,5.873]) while ACPA+ patients had a baseline score that
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was an average of 0.382 (95%CI: [0.078,0.685]) points higher (Table 4.3, Supp.

Figure C.2). From our model, we estimate that a patient’s disease state improved

an average of -0.584 (95%CI: [-0.712,-0.458]) simply upon enrolling in the trial

(TRT). This could result from a placebo response, greater adherence to previous

MTX regimens, or simply more attentive care from physicians. We also found, on

average, a negative trajectory in disease state represented by a negative estimate of

WK effect -0.010 (95%CI: [-0.011,-0.008]) points per week, which could represent a

gradual improvement over time as a result of better care. Upon being treated with

GOL, patients had an average improvement of -0.661 (95%CI: [-0.984,-0.335]) DAS

points beyond the effect seen from enrolling in the trial. Thus, of the average -1.245

point improvement in DAS seen across the cohort, 47% can be attributed to the

more general "Treatment" effect while 53% can be attributed directly to the drug.

Finally, by including the GOLxACPA interaction in the model, we found that

ACPA+ patients had, on average, a better response to GOL than ACPA- patients

-0.279 (95%CI: [-0.598,0.045]). Thus, an average ACPA+ patient could expect

an improvement of -0.940 attributable to GOL while and ACPA- patient could

expect an improvement of -0.661 DAS points. The magnitude of this effect was

very similar to the difference in baseline DAS between ACPA statuses, suggesting

that while ACPA+ patients may have a more severe disease state to begin with,

they improve to roughly the same point as ACPA- patients after GOL treatment.

4.4.3 Random Effects

In the context of pharmacogenetic studies, where the goal is to explain vari-

ability amongst patients’ response profiles based on their genetic makeup, it’s also

important to consider between-patient variation in disease and response measure-

ments. From the mixed model, we obtained estimates of each individual’s inter-

cept, GOL effect size, treatment effect size, and disease trajectory (Figure 4.2A).

The estimated standard deviation of the intercept across the population was 0.517

(95%CI: [0.428,0.606]) points in DAS (Table 4.3, Supp. Figure C.2). The vari-

ation in drug effect size over the population was estimated to be 0.582 (95%CI:

[0.461,0.705]), demonstrating significant degree of heterogeneity in patient drug
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Table 4.3: Parameter Estimates: Summary of posterior distribution of each pa-
rameter estimated from model 9. The type of effect being estimated and the mean,
error, and 95% credible interval of the posterior distributions are provided for each
parameter.

Parameter Effect Estimate Est. Error 95%CI (L) 95%CI (U)

Intercept F 5.579 0.149 5.293 5.873

DRUG F -0.661 0.164 -0.984 -0.335

ACPA F 0.382 0.154 0.078 0.685

WK F -0.010 0.001 -0.011 -0.008

TRT F -0.584 0.065 -0.712 -0.458

DRUG:ACPA F -0.279 0.163 -0.598 0.045

sd(Intercept) R 0.517 0.045 0.428 0.606

sd(DRUG) R 0.582 0.063 0.461 0.705

sd(TRT) R 0.593 0.064 0.474 0.727

sd(WK) R 0.012 0.001 0.011 0.013

cor(Intercept,DRUG) RC -0.099 0.141 -0.369 0.186

cor(Intercept,TRT) RC 0.784 0.120 0.508 0.959

cor(DRUG,TRT) RC -0.311 0.124 -0.533 -0.051

cor(Intercept,WK) RC -0.313 0.095 -0.491 -0.118

cor(DRUG,WK) RC -0.049 0.134 -0.304 0.231

cor(TRT,WK) RC -0.073 0.133 -0.336 0.194

sigma(DAS) S 0.725 0.007 0.712 0.739

responses. The model also yielded non-zero estimates of between-patient variation

for the treatment effect and disease trajectory (Table 4.3).

From the random intercept estimates and the fixed estimates of ACPA,

we calculated the predicted baseline DAS for each patient in the trial. Patients

entering the trial had an estimated disease severity that ranged from 4.32 to 7.07,

was centered at a mean of 5.93, and had a standard deviation of 0.46 (Figure 4.2B).

Similarly, drug efficacies across the cohort ranged from a 2.23 point decrease in DAS

to a 0.33 point increase in DAS (Figure 4.2C). The mean improvement attributed to

GOL across the cohort was 0.92 points with a between-patient standard deviation
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Figure 4.2: Individual and Random Effect Estimates. (A) Pairwise scatterplots
and Pearson correlation between random estimates from mixed model. (B,C) Dis-
tributions of posterior (B) baseline DAS and (C) GOL effect size from mixed and
N-of-1 models across the cohort. (D,E), Correlation between posterior estimates
obtained from mixed and N-of-1 models for (D) baseline DAS and (E) GOL effect
size.

of 0.31 points. Our model also yielded useful individual estimates of TRT effect and

disease trajectory (Supp. Figure C.3A,B). This suggests that, like GOL response,

people have varying levels of disease improvement upon enrolling in a clinical trial.

4.4.4 Mixed Model vs N-of-1 Model

In addition to using mixed models to estimate each patient’s response profile

in the context of the entire clinical trial cohort, we modeled each patient’s response

individually to mimic an N-of-1 study protocol. The latter approach does not ben-

efit from the population-level data concerning drug and treatment efficacy nor

baseline disease status and trajectory. Consequently, the mixed model approach

results in a smaller between-patient variation in estimates of baseline disease state,

drug response, and disease trajectory as individual estimates are regressed toward

a population mean (Figure 4.2B,C; Supp. Figure C.3). Across the population,

the mixed model approach resulted in, on average, a higher estimate of baseline
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DAS in the cohort than the N-of-1 model. It also attributed a slightly greater

proportion of the improvement in disease state to the treatment effect rather than

GOL itself; however, these estimates could be influenced by the high correlation

between random estimates of intercept and treatment effect (see: Limitations of

Trial Protocol). Importantly, while the individual estimates from the mixed and

N-of-1 models were highly correlated, the mixed model approach regressed some

outlying estimates toward the population mean, reducing the propensity to overfit

one individual’s clinical response data (Figure 4.2D,E). This is particularly appar-

ent when estimating disease trajectory, where extreme values can have an undue

influence on the estimates of other model parameters (Figure 4.3A; Supp. Figure

C.3).

4.4.5 Posterior Probabilities

Figure 4.3: Patient Disease and Response Profile. (A) Predicted DAS over 100
week clinical trial using mixed (m9) and N-of-1 (BI) models for single patient (B)
Posterior distributions of GOL effect size using mixed and N-of-1 models for single
patient (C) Cumulative density curve of posterior distributions for GOL effect size
for single patient

From the patient-level estimates from the mixed model and the individ-

ual estimates from the N-of-1 model, we are able to estimate a patient’s disease
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state throughout the study (Figure 4.3A). Additionally, we can anticipate a new

patient’s predicted disease state based on population-level effects from the mixed

model; however, the individual model fails to provide population-level estimates.

Once identified, including additional clinical covariates or biomarkers predictive

of disease state or response would provide more precise individuals predictions of

disease state and treatment efficacy for future patients. Furthermore, the Bayesian

implementation of the mixed and N-of-1 models also yields posterior distributions

for an individual’s estimates of effect sizes, providing a more robust picture of each

patient’s disease and response profiles beyond a binary outcome assignment (Fig-

ure 4.3B). From the posterior distribution, we calculate the posterior probability

that the GOL effect size for a given patient was beyond a specific threshold (Fig-

ure 4.3C). Expanding this approach across the cohort, we assessed the posterior

distributions of GOL effect size for each patient. From these distributions, it is

apparent that estimates for patients in GOL arm rely more heavily on population-

level effects since there’s more uncertainty in their baseline disease state (Figure

4.4A; Supp. Figure C.4). Finally, we calculated the posterior probability that

they responded to GOL (Pr[x<0]) and, more importantly, the probability that a

patient had a clinically meaningful response to the therapeutic (Pr[x<-1.2]; Figure

4.4B,C). Both models agreed that most patients had a very high probability of ob-

serving any improvement in disease state as a result of GOL treatment; however,

the individual model suggested a higher likelihood that patients’ disease state im-

proved by at least 1.2 points (DAS) as a result of GOL treatment than the mixed

model. This discrepancy likely results from the mixed model attributing a great

proportion of the disease improvement to the TRT effect. Using each patient’s clin-

ical observations from two follow-up visits during the clinical trial (weeks 28 and

52), we determined the EULAR response for each patient and found that nearly

one in three patients was classified differently at the two follow-up visits, demon-

strating the limitations of this oversimplified outcome measure (Supp. Figure C.5).

To provide a more nuanced look at treatment response, we compared the EULAR

designations to posterior probabilities obtained from our models, and found that

patients designated as Good-responders had, on average, the highest posterior re-
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sponse probabilities while Non-Responders had the lowest probability of response

at each follow-up time point (Figure 4.4B,C). Furthermore, we found that the

mixed model better distinguished these response groups using the posterior prob-

ability than did the N-of-1 model (Figure 4.4C Density Plots). Using the ACR50

binary response designation provided similar results (Supp. Figure C.6). Thus,

our approach is able to recapitulate validated response measures while providing

a more nuanced response probability that is not disproportionately influenced by

a single observation.

Figure 4.4: Individual Posterior Responses Across Cohort. (A) Quartiles and
95% credible intervals for estimates of GOL effect size* from mixed model for all
patients in cohort. (B,C) Posterior probabilities of GOL effect size less than* (B)
0 or (C) -1.2 using mixed (y-axis) and N-of-1 (x-axis) models. Point color indicates
EULAR response designation at week 28 (inner circle color) or week 52 (outer ring
color) of clinical trial. *Negative effect size indicates improvement in disease state.
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4.4.6 Limitations of Trial Protocol

Baseline Measurements

Because this was a retrospective analysis of a clinical trial, there are three

notable limitations that affected the results of our analyses. First, the trial design

includes only a single baseline measurement prior to treatment in the clinical trial

protocol, which results in imprecise baseline disease estimates and a high correla-

tion observed between baseline intercept and treatment effect (Table 4.3, Figure

4.2A). Due to the noisy nature of the response phenotype, it is difficult to distin-

guish whether a given patient’s disease state changed during the follow up visits as

a result of better disease maintenance or because they regressed to the mean after

their baseline measurement was taken on a particularly good or bad day. This

could likely be overcome by taking multiple measurements before the initiation of

any treatment. To demonstrate the potential value of multiple baseline measure-

ments, we simulated a DAS value for each patient at week -2 based on their single

baseline DAS measurement (week 0). Using the original data set plus the simu-

lated data point from week -2, we refit several models that included random effects

for TRT, WK, or both. The resulting model had a near-zero correlation between

individuals’ Intercept and TRT effect sizes (Supp. Figure C.7A,B). Furthermore,

we found that model 9, which included both TRT and WK as random effects, had

a significantly better WAIC than models 8 or 10, which included only 1 predictor

as a random effect each (Supp. Figure C.7C). This finding affirms our decision to

include both factors as random effects when modeling drug response in from this

clinical trial and yields valuable insight for the design of future pharmacogenetic

studies.

Treatment Protocols

Second, there were effectively three different treatment protocols for pa-

tients enrolled in the trial: 1) patients randomized to the GOL arm (G), 2) pa-

tients randomized to PBO arm who qualified for early escape (PE), and 3) patients

randomized to PBO arm who did not qualify for early escape (P). These differ-
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ent protocols, especially the selection bias resulting from the early escape protocol,

result in a batch effect when estimating individual patients’ disease states, trajecto-

ries, and drug/treatment efficacies (Supp. Figure C.8). Most problematic was the

significant batch effect across trial arms when estimating a patient’s drug efficacy

using the N-of-1 paradigm; however this was ameliorated with the mixed-model

approach (Supp. Figure C.8B). Furthermore, differences in treatment protocol,

especially the fact that patients in the GOL arm had only 1 clinical visit prior to

GOL initiation, resulted in stark differences in the precision of individual estimates

of initial disease state and GOL efficacy (Supp. Figure C.9).

Eclipsed Effects

Third, for patients randomized to the GOL arm of the study, the TRT

and GOL effects are perfectly correlated. While we used priors to weight the

efficacy of GOL above the TRT effect, the variables remain eclipsed, resulting

in highly correlated estimates of drug and treatment effects for the GOL arm of

the trial (Supp. Figure C.10A). This is particularly apparent when estimating

the relative efficacy using an N-of-1 framework, where the estimates are perfectly

correlated and distinguished only by the use of prior probabilities. The issue is

partially ameliorated by using the mixed-model approach to estimate each patient’s

response profiles, but the estimates remain highly correlated as a result of the

trial design. This phenomenon was not observed for patients randomized to the

PBO arm and observed for several weeks prior to receiving GOL treatment (Supp.

Figure C.10B,C). A study in which each patient was, at some point, treated with

PBO would yield more meaningful estimates of individual TRT effect size and

consequently more reliable estimates of actual drug response.

4.5 Discussion

A recent large-scale, crowdsourcing effort to identify genetic predictors of

anti-TNFα response concluded that predictive models including the contributions

of common SNVs did not perform appreciably better than models containing only
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clinical cofactors [120]. There are a number of potential explanations for these

results and previous failed attempts to recapitulate published findings. It’s pos-

sible that, in fact, common SNVs have a very limited contribution to anti-TNFα

response or that current studies are underpowered to detect the small effect sizes

for these common SNVs. In this case, future studies would have to interrogate

rare SNVs or alternative forms of genetic variation such as indels, large structural

variants, or copy-number variations. Another consideration is that previous stud-

ies have not been designed to effectively identify genetic predictors of response.

Several studies have attempted to identify predictors of treatment response in a

mixed cohort in which patients were treated with any of several approved anti-

TNFα agents. This could prove problematic since each drug is likely to interact

slightly differently in the body. In fact, Sieberts, et al. [120] noted that patients

treated with golimumab "were excluded because this drug was not represented in

the training data and predictions showed that participants were unable to success-

fully predict response in these subjects."

Furthermore, the response phenotype used in the study has an apprecia-

ble impact on the outcome. As we previously noted, there is a great deal of

within-patient variation between follow-up observations [157]. Using a binary phe-

notype from a single follow-up visit is likely to misclassify a large subset of patients

(Supp. Figure C.5). Building or testing predictive models on patients that have

been misclassified in the clinical setting is likely to produce specious results. An

improvement would be to use a continuous response measure, which does not bin

patients based on an arbitrary threshold, but the same problems of within-patient

variation persists and disease change measurements from a single follow-up visit

could be confounded by environmental factors and noise. We further showed that

the significant placebo effect observed upon enrolling in a clinical trial varies in

magnitude amongst patients, suggesting that some patients were more primed to

respond to any change in treatment protocol than others (Table 4.3; Supp. Figure

C.3A; [157]). This "placebo" response could result from more active treatment

upon enrolling in a study, greater adherence to a previous DMARD regimen, or

true placebo response. Regardless of the cause, not accounting for the improve-
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ment conferred upon a patient simply by enrolling in a clinical trial or the between-

patient variance of this effect would inappropriately attribute that improvement

in disease state to a drug rather than some other, unknown factor. Finally, a

study can easily be confounded by batch effects when a clinical cohort is com-

piled from multiple sources with different protocols. As Sieberts, et al. noted in

the recent discussion of the limitations of the crowdsourcing effort, "non-response

differed slightly between the training and test data sets (21.7 and 35.7%, respec-

tively), likely due to differences in inclusion criteria in the two cohorts" [120]. As

we showed above, differences in treatment protocol even within a single trial can

also result in batch effects that could confound study outcomes when not properly

accounted for (Supp. Figure C.5).

By evaluating the limitations of our own retrospective analysis of a clinical

trial data set, we gathered several valuable insights that could help guide future

pharmacogenetic studies and produce more reliable results that are not confounded

by technical factors. First, we showed the value of including multiple baseline mea-

surements in the trial protocol. Because of the between- and within-patient vari-

ation present in a clinical data set, a single baseline measurement is not sufficient

to estimate a patient’s pre-treatment disease state. Consequently, when trying to

estimate the effects of trial enrollment or active treatment, imprecise baseline mea-

sures will invariably lead to imprecise response estimates. Second, we show that

treatment protocols involving a crossover between PBO and active treatments in-

creases the precision of the effect size estimate and more reliably approximates a

drug’s direct contribution to disease improvement over other potentially confound-

ing factors (e.g., placebo response) (Supp. Figure C.7). Finally, we show that

multiple treatment protocols, even within the framework of a single study, can

lead to batch effects that would influence the outcome of the study if not properly

accounted for. This suggests that a consistent protocol within a study should be

used whenever possible and that batch effects (e.g., different inclusion criteria for a

protocol) need to be addressed when cohorts are compiled from multiple, disparate

sources.

Still, the most robust source of rigorously collected disease and response
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data are clinical trials. As with our study, these can be leveraged for purposes be-

yond their original intent (i.e., to show the efficacy of a drug across a population),

and form the basis of pharmacogenetic studies. As discussed above, there are lim-

itations to this approach, but recognizing and accounting for these limitations can

ameliorate their influence on the outcomes. Consequently, we developed longitudi-

nal models to account for clinical covariates and other confounding factors. After

establishing a clinical model, genetic predictors, collected from consenting clini-

cal trial patients, can be incorporated as variables (including interaction terms)

into the model. This approach provides a more robust estimate of how a genetic

predictor contributes to disease state or treatment response than simplified models.

One major drawback to this approach is that these complex models are

computationally intensive and, consequently, estimating the contribution of ge-

netic factors across the genome is, at this time, implausible. Thus, this approach

is likely to provide the most utility as a means for validating previous findings or

testing candidate genetic predictors. Furthermore, in situations in which multiple

trials were completed to demonstrate the efficacy of a therapeutic, successive trials

can be leveraged as validation cohorts for results obtained from initial studies. For

example, an early study could identify candidate loci using simple models that

can be applied genome-wide. A subsequent trial cohort can be used to validate

these findings in a more robust manner by implementing the sort of approach

we discussed here. In particular, successive trials can build upon one another by

incorporating the effect size estimates obtained from previous studies into prior

distributions for individual genetic predictors. Then, posterior estimates from

the a follow-up trial can be incorporated (perhaps with increased variance) into

additional validation studies. This approach, in addition to accounting for poten-

tially confounding, non-genetic cofactors, incorporates previous knowledge into the

model and provides easily interpretable posterior probabilities for effect sizes.

Rigorously collecting data from patients longitudinally provides an oppor-

tunity to move beyond basic outcome measures that oversimplify or misrepresent a

patient’s true response to a particular treatment. Designing and implementing tri-

als that consider the individual patient’s response is likely to provide more reliably
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data to be used in subsequent pharmacogenetic studies. By building on previous

knowledge and applying sophisticated techniques to study design and analysis, we

can accumulate a vast wealth of knowledge regarding preferential response to a

therapeutic and drive innovation of new therapeutics and companion diagnostics.
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Chapter 5

HLA Imputation from

Whole-Genome Sequencing Data

and Association with Rheumatoid

Arthritis Disease Severity and

Treatment Response to Golimumab

5.1 Abstract

The highly polymorphic human leukocyte antigen (HLA) region on chro-

mosome 6 encodes the major histocompatibility complex (MHC) proteins. These

cell-surface proteins are responsible for antigen presentation in adaptive immu-

nity and play critical roles in host defense, tissue compatibility, and regulation of

the immune system as a whole. Polymorphisms in this region have been linked

to several autoimmune diseases. For example, the HLA-DRB1 gene harbors sev-

eral polymorphisms strongly associated with susceptibility to rheumatoid arthritis

(RA). Using whole-genome sequencing (WGS) data from a cohort of moderate-to-

severe RA patients who participated in a phase III clinical trial investigating the

drug golimumab, we explored the utility of different computational HLA imputa-

94
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tion methods. We further built a robust pipeline to determine HLA haplotypes

and primary protein sequences with high confidence for each participant in the

study. We then profiled different HLA-DRB1 haplotypes by classic 4-digit type

(e.g. 04:01) as well as individual and combinations of amino-acids at various poly-

morphic residues. We showed that the SKR haplotype, defined by residues 11, 71,

and 74 of HLA-DRB1, and 74R in particular, was associated with the absence of

ACPA in RA patients. Furthermore, we found two HLA-DRB1 gene types (*13:01

and *15:02) were associated with baseline joint erosion. Finally, using a Bayesian

implementation of a linear mixed model we performed a longitudinal analysis of the

golimumab trial data to estimate the contribution of HLA haplotypes to baseline

disease state and drug response. With this approach, we recapitulated a previous

observation that collapsed haplotypes associated with more severe disease states

are also associated with greater treatment responses. Ultimately, we present a

viable pipeline for using next-generation WGS to identify associations between

genetic variation in the HLA region and clinical phenotypes.

5.2 Background

Rheumatoid arthritis is an autoimmune disorder characterized by stiff and

painful joints, inflammation, erosion of bone, and destruction of cartilage. The

hallmark characteristics of RA are chronic inflammation, synovitis, and the pres-

ence of auto-antibodies. Specifically, the presence of anti-citrullinated protein an-

tibodies (ACPA) and rheumatoid factor (RF), are highly predictive of active RA

[43, 44]. While the etiology of RA is not fully understood, evidence suggests that

it is likely the result of interactions among many environmental and genetic factors

[53, 54, 55, 56].

The most significant set of genetic variants contributing to RA susceptibility

are within the highly mutable human leukocyte antigen (HLA) region of chromo-

some 6; however, additional risk loci have been identified through recent genome-

wide association studies (GWAS), as well [57, 48, 58, 59]. Specifically, the so-called

"shared epitope" of the HLA-DRB1, consisting of five amino acids (QKRAA) in
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the peptide-binding groove of the protein (positions 70-74), has shown the greatest

association with RA [60]. This association is particularly strong with the ACPA-

positive presentation of the disease, likely due to an increase in binding affinity

between the DRB1 binding pocket and citrullinated proteins in the presence of

the QKRAA epitope [61, 48, 62]. Two other amino acids in HLA-DRB1 (positions

11, 13) have shown an association with RA susceptibility, as well, while additional

HLA residues in HLA-B and HLA-DPB1 further contribute to RA susceptibility.

Loci in these genes explain the majority of the link between RA susceptibility

and the HLA region [59, 48, 63]. Recently, Viatte et al. showed that collapsed

haplotypes defined by positions 11, 13, and 71 in HLA-DRB1 are associated with

response to anti-TNFα treatment. Furthermore, they demonstrated that the same

haplotypes associated with better treatment response also confer greater disease

susceptibility [162].

Although susceptibility variants for many diseases have been identified with

targeted sequencing and traditional genome-wide association study (GWAS) ap-

proaches, the continuing drop in sequencing costs will facilitate greater use of

next-generation sequencing to identify additional variants despite the complicat-

ing factors that still limit the utility of WGS in certain settings [26, 17]. For

example, using short-read sequencing technology makes variant calling, especially

with respect to the assignment of haplotypes, in highly complex and polymorphic

regions, such as HLA, difficult. As a result of these difficulties, and because of

the importance of the HLA region, several computational methods for HLA typing

have been developed that either make use of variant calls in the region or raw

sequencing reads [163, 164]. Nonetheless, serological HLA typing remains the gold

standard.

Here, we present a workflow for utilizing WGS technology to investigate

associations between amino acids and reconstructed haplotypes within the HLA

region and clinical treatment response phenotypes. To this end, we first tested com-

putational approaches for HLA imputation from next-generation sequence data.

We then inferred amino acid residues across classic HLA genes from a database of

validated HLA gene sequences and ultimately collapsed select residues into func-
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tional haplotypes for each patient. We tested for an association between ACPA

status and imputed HLA haplotypes and amino acid residues. We then attempted

to identify haplotypes indicative of joint erosion in patients at the outset of the

trial. Next, we incorporated HLA alleles into models, derived from the longitudi-

nal phase III clinical trial, as predictors of disease severity and treatment response.

Specifically, we used a Bayesian implementation of a linear mixed model to test

HLA types and collapsed haplotypes for associations with RA disease severity and

anti-TNFα treatment response. We finally show that haplotypes associated with

a more severe disease state are also associated with greater treatment response.

5.3 Methods

5.3.1 Clinical Trial Design

We leveraged data obtained from the phase III GO-FURTHER clinical trial

investigating the efficacy of golimumab on 436 patients with moderate to severe

RA [122, 123, 149, 157]. In brief, each patient was randomized to either treatment

or placebo (PBO) arms (2:1) at week 0 and followed for 100 weeks. Patients

in the treatment arm were initiated onto golimumab (GOL) at the outset of the

trial while patients in the PBO arm received placebo injections until week 24 (or

16 if they qualified for "early escape" protocol) and then crossed over to GOL

treatment. All patients were on a concurrent methotrexate (MTX) regimen prior

to and throughout the study. Patients who dropped out of the study within 4

weeks of initial GOL treatment were removed from analyses. Prior to start of

the trial, ACPA status was determined. Throughout the trial, disease state was

monitored at 16 pre-determined time points over 100 weeks, during which CRP,

SJC, and TJC were assessed and DAS was calculated. ACPA status was specified

as a binary dummy variable for all data analyses (i.e., 0=ACPA-, 1=ACPA+).
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5.3.2 Genetic Data

Whole-Genome Sequencing

Whole blood was taken from patients according to trial protocol and whole-

genome sequencing (WGS) was carried out on an Illumina Hi-Seq 2500 by the

Beijing Genomics Institute (BGI). Raw sequence reads were obtained and variant

calling was performed using the group calling approach described by Standish, et

al. [149]. Briefly, reads were processed through GATK’s best practices protocol

and variants were called on patients grouped together by the similarity of their

ancestral backgrounds as evaluated by the procedure described in Libiger, et al.

[165]. Variant recalibration and filtration were done in ancestral groups. Geno-

typing using Illumina’s ImmunoChip were determined and filtered as described in

Simpfendorfer, et al (2015) [166].

HLA Typing and Imputation

Laboratory-based HLA typing was performed on a sample of 20 patients

in the clinical trial cohort via Sanger Sequencing and SSOP at LabCorp. Genes

HLA-A, -B, and -C were typed at 2-digit precision while HLA-DRB1, and -DQB1

were typed at 4-digit precision. Although some ambiguities in typing remained,

in most cases we were able to determine the most likely HLA-DRB1 (LAB) type,

out of multiple possible types, based on allele frequencies (Table 5.2).

HLA types were computationally inferred from genotype data obtained ei-

ther by DNA microarray or whole genome sequencing using three different ap-

proaches: 1) SNP2HLA was used with variant calls from ImmunoChip on 313

self-reported European individuals (CHP) [163]; 2) SNP2HLA was used to type

the same 313 individuals and 22 Asian individuals based on variant calls made

from WGS data (SEQ); and 3) SOAP-HLA was used to type all patients, regard-

less of ancestral background, using raw sequence reads from the HLA region of

chromosome 6 [164].

We performed a pairwise comparison of all HLA typing approaches using

patients typed by each method. For a comparison of any two methods at a given
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precision, we counted the number of haplotypes (0,1,2) for each person and gene

for which the methods agreed. We then counted the total number of haplotypes in

agreement and divided by the total possible haplotypes (i.e., 2 times the number

of intersecting patients).

Amino Acid and Collapsed Haplotype Assignment

Using HLA types determined for each patient by SOAP-HLA, we identi-

fied the protein makeup of each gene for each patient; i.e., for each patient we

inferred primary protein sequence based on HLA haplotype. Patient HLA types

were cross referenced with IMGT/HLA database and amino acids at each position

were assigned for each patient’s HLA types for all genes [167]. After primary pro-

tein sequences were determined for each patient, we collapsed amino acids residues

from positions 11, 74, and 74 of HLA-DRB1 into functional haplotypes for each

patient, totaling 16 unique haplotypes defined by these residues.

5.3.3 Statistical Analysis

Genetic Associations with ACPA Status

The presence or absence of ACPA was considered as a binary phenotype

and we investigated potential associations with HLA types at the gene, amino

acid, and collapsed haplotype levels. To look for dosage effects of the number of

copies of a gene type, amino acid residue, or collapsed haplotype, we performed

a logistic regression against the ACPA status with the genetic predictor coded as

the number of copies of the allele carried by an individual (i.e., 0,1,2). No clinical

covariates were included in this analysis.

Genetic Associations with Joint Damage

From radiographic measurements, three metrics were used to assess the

baseline structural damage of each patient at the outset of the trial: 1) erosion, 2)

joint-space narrowing, and 3) van der Heijde score. Because these measures are not

normally distributed, we used bootstrapping methods to estimate the contribution
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of each HLA type and collapsed haplotype to a patientsвҐЄ structural damage at

the start of the clinical trial [168]. To estimate the effect sizes of each HLA allele,

we performed 10,000 bootstrap resamplings from our cohort and fit a multiple

regression model to each resampled data set. For each predictor, we calculated

the mean and 95% confidence intervals from the resampled distributions. P-values

and their confidence intervals were calculated from a beta distribution, using as

parameters the number of 1 plus the number of simulations in which the coefficient

estimate was great or less than 0. Disease duration (in months) was included as a

covariate in models predicting joint damage.

Multiple Hypothesis Correction

To correct for multiple hypotheses, we used a modified Nyholt procedure

due to the correlated nature of the variables [169]. Briefly, we removed variables

that were perfectly correlated, calculated the effective number of hypotheses based

on the remaining variables, and then corrected for the effective number of hypothe-

ses using the standard Bonferroni procedure.

Genetic Associations with Disease Severity and Drug Response

We investigated dosage effects of individual HLA types (e.g., HLA-DRB*01:01)

and collapsed haplotypes (e.g., VKA) on disease state and drug response us-

ing a Bayesian mixed model framework, implemented in the "brms" R package

[158, 150, 159]. Raw DAS values from each patient at each time point during the

trial were used as the response phenotype. Two binary treatment variables at the

time of each observation were included as predictor variables (PBO and GOL),

representing treatment with PBO or active drug at a given time point. The week

within the trial during which a clinical visit took place (WK) and the interaction

between WK and GOL (GOLxWK) were included as fixed effects to estimate the

trajectory of disease state over time, before and after GOL treatment. ACPA sta-

tus and the interaction between GOL treatment and ACPA status (GOLxACPA)

were included as fixed effects to estimate the contribution of ACPA to disease

severity and treatment response, respectively. A first order autoregression term
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was estimated for sequential observations on each patient to accommodate serial

correlations between them. Intercept, GOL, and PBO terms were included as

random effects grouped by patient, resulting in individual estimates of baseline

disease state, GOL effect size, and PBO effect size for each patient. Prior distribu-

tions were leveraged for each parameter to be estimated. Fixed effects in the null

model were given normal prior distributions (Table 5.1). Prior distributions for

the standard deviation of the random effect estimates were set to a half Cauchy

distribution at location at 0 and scale of 2. The prior for the correlation between

random effects was specified as an LKJ -Correlation prior with parameter ζ=1.5

[160]. The residuals of the model were assumed to follow a Gaussian distribution

with a standard deviation estimated from a Student’s t distribution with 3 degrees

of freedom and a scaling parameter equal to the standard deviation of the response

variable (approximately 1.44).

Table 5.1: Prior Distributions of Model Parameters.

Effect Prior Distribution

Intercept N (5, 1)

GOL N (−1, 1)

WK N (0, .1)

TRT N (0, 1)

ACPA N (0, .3)

HLA N (0, .3)

GOLxWK N (0, .1)

GOLxACPA N (0, .3)

GOLxHLA N (0, .3)

sd(Intercept) Cauchy(0, 2)

sd(GOL) Cauchy(0, 2)

sd(TRT) Cauchy(0, 2)

sd(WK) Cauchy(0, 2)

cor LKJ (1.5)

sigma(DAS) Student’s t(3, 0, 1.44)
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Disease Severity versus Drug Response Contributions

To determine whether there was an association between a gene or haplo-

type’s contribution to disease severity and drug response, we performed a weighted

linear regression on the estimated effect sizes for each specific haplotype. Each

point was weighted by the frequency of the haplotypes within our cohort and then

a weighted least squares fit to the data. When using the posterior probability of

effect, we used unweighted linear regression.

5.4 Results

5.4.1 HLA Typing and Validation

HLA Typing and Imputation

We first compared 3 different computational HLA imputation methods in

order to determine the optimal approach for our WGS cohort: SOP: SOAP-HLA

algorithm were applied to WGS calls for the entire population (n=436); CHP:

SNP2HLA algorithm was applied to genotypes from Illumina’s ImmunoChip, this

was limited to the European population (n=313) due to a bias of genotypes rep-

resented on the ImmunoChip; SEQ: SNP2HLA was applied to WGS calls of Eu-

ropeans and Asians due to its reliance on European and Asian reference panels.

Lastly, 20 patients were typed by a standard lab approach as the validation set

(Figure 5.1A, Table 5.2). For the 5 classical HLA genes HLA-A, -B, -C, -DRB, and

-DQB, all patients imputed using CHP approach reached 4-digit precision. Over

95% of haplotypes reached 4-digit precision with the SEQ approach (A=99.4%,

B=99.2%, C=99.4%, DRB=99.8%, DQB=96.4%) while SOAP-HLA had the low-

est precision of the computational approaches (A=89.3%, B=85.9%, C=81.5%,

DRB=92.0%, DQB=98.3%). Only a small number of haplotypes remained unde-

termined, even at 2-digit precision, for genes HLA-B and -C. Lab HLA typing was

performed at 2-digit precision for HLA-A, B, and C, and at 4-digit precision for

HLA-DRB1 and DQB1; however, ambiguity remained (Figure 5.1B). The most

likely haplotype was determined after excluding rare haplotypes. Similarly, since
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computational methods were used to assign the most probable HLA type for each

patient, some uncertainty or ambiguity persists in the assignments.

Table 5.2: HLA-DRB1 Types by Platform. Imputed HLA-DRB1 haplotypes
for 20 samples by three computational methods (SOP, CHP, SEQ) and Sanger
sequencing-based haplotyping (LAB).

Samp SOP CHP SEQ LAB

1 0402/0404 0404/0402 0402/0404 0402/0404

2 1001/1201 1104/1001 1101/1501 1001/1201

3 0101/0408 0101/0401 0401/1602 0101/0401

4 0901/1104 - 0901/1101 0901/1104

5 0404/1601 0401/1601 0401/1601 0404/1601

6 0101/1502 0101/1502 1502/1106 0101/1502

7 0101/1217 0101/1104 0101/1104 0101/1103

8 0101/0701 0101/0701 1106/0701 0101/0701

9 0101/0301 0101/0301 0301/1106 0101/0301

10 0301/0401 0401/0301 0401/0301 0301/0401

11 0101/0401 0401/0101 0401/1106 0101/0401

12 0101/0701 0101/0701 0701/1106 0101/0701

13 16/16 - - 1101/1602

14 0405/0901 - - 0405/0901

15 0408/08 - - 0405/0802

16 0101/08 - - 0101/0802

17 0404/1101 - - 0404/1101

18 0404/1001 - - 0404/1001

19 0301/0404 - - 0301/0404

20 0101/1602 - - 0101/1602

HLA Comparison and Validation

Pair-wise concordance between imputation approaches across 5 classical

HLA genes was computed (Figure 5.1C). The concordance between CHP and SOP

approaches was greater than 85% for all genes at 2-digit precision and greater than
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Figure 5.1: HLA Typing Results. (A) Patients typed by each method. (B) Reso-
lution achieved by each typing method. (C) Concordance between computational
HLA typing methods. (D) Validation of computational HLA typing methods with
lab typing.

80% for DRB1 and DQB1 and 4-digit precision (n=313 patients) (Figure 5.1C).

Conversely, concordance between the two approaches utilizing the SNP2HLA algo-

rithm (CHP and SEQ) was lower for all genes, particularly for DQB1 and DRB1,

at both 2- and 4-digit levels of precision (n=313 patients). Concordance between

SOP and SEQ was similarly low for all genes.

We used the Lab HLA typing results to validate the results of the com-

putational approaches (Figure 5.1D). The SEQ approach had the lowest accuracy

by a large margin, while the two other approaches (CHP and SOP) showed much

higher concordance with the lab typing. The latter two approaches were consis-

tently above 90% accuracy, with CHP performing slightly better at 4-digit preci-

sion. However, only 11 of the 20 patients typed with lab data could be compared

to the CHP approach because of the ImmunoChip’s bias toward European variants

and SNP2HLA’s reliance on reference data sets. The SOP approach, on the other
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hand, allowed comparison of all patients, regardless of ancestral background. As

expected, the HLA types determined at 2-digit precision had higher concordance

with LabCorp results than when typed at 4-digit precision; however, reducing pre-

cision is problematic since then the exact protein sequence cannot be determined.

Based on these results, we decided to use the SOAP-HLA algorithm for all

patients in our WGS cohort (Figure 5.2A). Using these HLA type assignments,

we cataloged HLA types across our cohort for each gene, focusing on HLA-DRB1

(Supp. Figure D.1). We then determined each patient’s amino acid sequence

across each HLA gene typed and calculated population frequencies at the amino

acid level in order to catalog diversity across the protein (Figure 5.2B,C). Finally,

we collapsed amino acids from HLA-DRB1 into specific haplotypes using amino

acid positions known to be important in RA susceptibility. Specifically, we col-

lapsed positions 11, 71, and 74 into haplotypes, as in Viatte, et al., and catalogued

diversity across ancestral groups [162] (Figure 5.2D).

Figure 5.2: WGS HLA Analysis Workflow and Cohort Summary. (A) Workflow
for HLA analysis of clinical phenotypes using next generation sequencing data.
(B) Amino acid-level diversity across HLA-DRB1 protein. (C) Allele frequencies
for amino acids in -B (pos. 9), -DPB1 (pos 9), and HLA-DRB1 (pos 11, 71, and
74). (D) Allele frequencies for haplotypes defined by collapsing positions 11, 71,
and 74 of HLA-DRB1.
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5.4.2 Association Results

ACPA Status

After imputing HLA types for all patients, we found evidence of an as-

sociation of HLA-DRB1 type and ACPA status (Figure 5.3A). Specifically, we

found patients HLA-DRB1*03:01 were more likely to test negative for ACPA than

patients without (OR=0.28) and this association remained significant after cor-

recting for multiple hypotheses using the modified Nyholt method (p=4.37e-4)

(Figure 5.3A). We additionally interrogated each amino acid residue across HLA-

DRB1 since different classically-typed HLA types can share common amino acids in

varying combinations. We found that the strongest association with ACPA status

came from 74R and 77N (OR=0.28, p=4.37e-4), which are in perfect LD with one

another. Notably, however, due to the ancestral makeup of our cohort, arginine

appears at position 74 only in the DRB1*03:01 haplotype (Figure 5.3B). These

amino acids passed multiple hypothesis correction using the Nyholt method while

others at positions 73, 74, and 77 trended toward significance (77T: OR=3.34,

p=6.30e-4; 74A: OR=2.12, p=4.70e-3; 73G: OR=0.37,p=3.10e-3; Figure 5.3C,D).

Testing for an association across haplotypes defined by positions 11, 71, and 74 of

HLA-DRB1 (p117174), we found that the collapsed haplotype most strongly asso-

ciated with ACPA response was the SKR haplotype. As with 74R, this haplotype

appears only in HLA-DRB1*03:01 in our cohort (Figure 5.3B). Patients with the

VRE haplotype, which includes patients typed as HLA-DRB*04:03, *04:07, and

*04:11, were also less likely to be ACPA positive than others without that allele

(OR=0.23, p=7.8e-3).

Joint Damage

We tested whether each HLA-DRB1 haplotype was associated with scores

indicative of structural damage for each patient, measured at the outset of the

trial. Our results suggest that HLA-DRB1*13:01 is a protective allele against joint

erosion (β=-10.30, p<.040), while HLA-DRB1*15:02 was associated with a greater

degree of joint space narrowing (JSN; β=23.25, p<.0088) and with a greater van der
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Figure 5.3: HLA-DRB1 Association with ACPA. (A) P-value for association
between HLA-DRB1 haplotypes (4-digit precision) and ACPA status. (B) P-value
for association between HLA-DRB1 3 amino acid haplotypes and ACPA status.
(C) P-value for association between gene-wide HLA-DRB1 residues and ACPA
status. (D) Quantile-quantile plot of gene-wide association p-values.

Heijde score (VDH; β=39.86, p<.022; Figure 5.4A). Furthermore, our data show

that residues 11G (β=14.35, p<.024) and 11P (β=10.73; p<.05) of HLA-DRB1

were associated with a greater degree of joint erosion (Figure 5.4B). No collapsed

haplotype showed a significant association with baseline structural damage in our

cohort.

Disease Severity and Drug Response

We also applied a Bayesian mixed model approach to the longitudinal clin-

ical trial data in order to assess the contributions of HLA types to disease sever-

ity and treatment response. Using this longitudinal model, the HLA haplotypes

most strongly associated with disease severity were HLA-DRB1*11:01 and *11:04

(95%CI: [-0.72,0.038] and [-0.687,0.059]; Supp. Tables D.1,D.2; Supp. Figure
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Figure 5.4: HLA-DRB1 Association with Joint Damage. (A) HLA-DRB1 haplo-
types’ effect size estimates (with quartiles and 95% confidence intervals) for base-
line structural damage. (B) Effect size estimates for residues at position 11 of
HLA-DRB1.

D.2). The strongest associations with response to GOL treatment were HLA-

DRB1*08 and *13:02 (95%CI: [-0.423,0.113] and [-0.544,0.156], respectively). For

the haplotype defined by positions 11, 71, and 74 of HLA-DRB1, we found that

the strongest individual associations with initial disease severity were SRA, PRA,

and SRL (95%CI: SRA=[-0.528,-0.016], PRA=[-0.012,0.557], SRL=[-0.1040.443]),

while SRL and PRA also had large contributions to drug response (95%CI: SRL=[-

0.458,0.054], PRA=[-0.433,0.099], Figure 5.5A, Table D.3).

Figure 5.5: Disease Severity and Drug Response. (A) Posterior distributions of
estimates for HLA haplotypes’ contributions to disease severity (baseline DAS28-
CRP, green) and drug response (∆DAS28-CRP, blue). (B) Mean posterior esti-
mates of HLA haplotypes’ contributions to disease severity versus drug response.

Viatte, et al. reported an association between a collapsed haplotype’s con-
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tribution to disease susceptibility and its contribution to drug response classifica-

tion [162]. We therefore tested whether there was a similar association between

a haplotype’s contribution to disease severity and drug response using the con-

tinuous DAS scale. Using the mean posterior estimate for each haplotype from

our longitudinal model, we found that haplotypes associated with a more severe

disease state were also associated with greater response to GOL (p=4.55e-3) (Fig-

ure 5.5B). The results were consistent when we used the posterior probabilities of

effect, which helps to account for variance in the estimate, instead of the posterior

mean effect sizes (p=3.29e-2; Supp. Figure D.3). We found the same trend when

using the posterior effect sizes and probabilities for each 4-digit HLA-DRB1 type

(Supp. Figure D.4); however, the association was stronger using the 3 amino acid

model.

5.5 Discussion

Here, we demonstrated a plausible workflow for using next-generation, WGS

to impute HLA haplotypes, patient-level amino acid residues, and collapsed func-

tional haplotypes. After comparing computational typing methods, we decided

on SOAP-HLA because it yielded highly accurate typing results for all patients,

regardless of ancestral background. Furthermore, we demonstrated the value of

these imputed genetic predictors in subsequent association analyses by interrogat-

ing HLA’s contributions, at varying levels of resolution, to several disease features,

baseline severity, and response to GOL treatment. We showed that the functional

haplotype defined in particular by residue 74R of HLA-DRB1, was associated with

ACPA status in RA patients and that two HLA-DRB1 haplotypes are associated

with the degree of baseline structural damage in joints for patients across our co-

hort. Finally, using the data collected from GO-FURTHER, we utilized a Bayesian

implementation of a linear mixed model to robustly estimate each collapsed haplo-

type’s contributions to disease severity and GOL response. We calculated posterior

probabilities of effect for each haplotype and recapitulated the trend that haplo-

types associated with a more severe disease state were also associated with greater
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treatment response (Viatte, et al. 2015).

Several challenges exist in a study of this nature. Foremost, the need for

reliable haplotype assignments is fundamental to the subsequent association anal-

yses. After previously calling variants in the HLA region of the genome from

the next generation sequencing reads, we found a very low concordance between

haplotypes imputed using those variant calls and genotypes determined with the

ImmunoChip. This is likely because calling variants in the HLA region using next

generation sequencing is complicated by the high polymorphism content highly

polymorphic nature of the region and thus likely to produce errors. The errors in

variant calls are then likely to contribute to subsequent errors in HLA haplotyping.

One approach to circumventing this complication is to do a de novo assembly of

haplotypes from raw NGS reads that aligned to a particular region of the genome.

This approach has been implemented in the SOAP-HLA software and, as we’ve

shown, is a reliable means of haplotyping genes in the complex HLA region.

Subsequent association analyses that interrogate HLA and other complex

regions need to consider the nature of the genetic predictor that is being inferred.

In the case of HLA haplotypes, we impute a validated "type" that, if precisely

determined, defines the entire amino acid sequence of the gene. This approach

to defining genetic variation limits one’s ability to probe variation at the single

nucleotide level, but allows an interrogation at the more functional level of amino

acid residues. Thus, it is possible to probe a particular gene in several ways, as

we’ve demonstrated here. We looked at the protein in its entirety, as defined by

the 4-digit haplotype designation, and found associations between particular forms

of the protein and the baseline structural damage in a patient’s joints (Figure 5.4).

We also inferred the precise amino acid sequences for each patient and identified

which specific amino acid residues were associated with the presence or absence of

ACPA in our cohort. Not surprisingly, the residues with the strongest association

were those associated with the antigen binding pocket of the HLA-DRB1 protein.

In some cases, a particular amino acid residue appears only on a specific form of the

protein, but in many cases the same residue appears in several distinct haplotypes.

As a result, probing the individual amino acids will often yield additional insight



111

into the nature of the association and allow researchers to identify causal links

between a protein and phenotype. Finally, we analyzed collapsed individual amino

acid residues known to contribute to RA susceptibility. In this way, we were able

to probe the interactions amongst amino acid residues by testing for associations

between clinical phenotypes and functional haplotypes.

Still, these approaches yield in a probabilistic determination of haplotype,

meaning there is still a degree of uncertainty in many cases. More sophisticated

statistical approaches can model this uncertainty and incorporate the probabilistic

nature of the haplotyping into the association analysis. For example, by, using the

expected number of alleles a person possesses, calculated using the likelihood of

a various haplotypes given the read or genotype data, rather than simply taking

the most likely outcome, one can account for some of the uncertainty of haplo-

typing and reduce the weight put on haplotypes determined with less certainty.

Furthermore, the reliability of the response phenotype used for association studies

is paramount. In our analysis, we used bootstrapping methods to reliably esti-

mate the contribution of HLA alleles to patients’ baseline structural phenotypes.

In addition, as we’ve previously discussed, using noisy response metrics or failing

to account for confounding factors in pharmacogenetic studies is likely to lead to

unreliable estimates of a genetic predictor’s contribution to treatment response. As

a result, we implement a Bayesian mixed model approach that utilizes longitudinal

response data from the GO-FURTHER trial, accommodates non-genetic cofactors

(e.g., ACPA), and accounts for individuals’ placebo response to robustly estimate

each candidate allele’s contributions to disease state and drug response. With this

approach, we additionally provide posterior distributions for our estimates that

can be incorporated into future studies aimed at identifying genetic predictors to

anti-TNFα response.

Ultimately, we demonstrated the value of imputing and interrogating a

gene’s association with clinical outcomes at varying levels of resolution, from the

entire gene to collapsed haplotypes to individual amino acid residues. This type

of workflow using NGS data to robustly estimate HLA’s contributions to disease

characteristics and treatment outcomes is widely applicable to clinical cohorts,
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particularly those relating to immune disorders.

5.6 Acknowledgements

Chapter 5 is being prepared for publication under the title, "HLA Impu-

tation from Whole-Genome Sequencing Data and Association with Rheumatoid

Arthritis Disease Severity and Treatment Response to Golimumab". Authors in-

cluded Kristopher A. Standish, Sarah Lamberth, Kim Campbell, Mark E. Curran,

Nicholas J. Schork, and C. Chris Huang. The dissertation author was the pri-

mary researcher and author on this manuscript. Much of this work was funded

by Janssen Pharmaceuticals Research and Development, LLC. NJS and his lab

have additional support from NIH grants: U19 AG023122-08, R01 DA030976-04,

R01 MH094483-02, R01 AG035020-04, R01 MH100351-01 as well as grants from

Human Longevity, Inc. and the Tanner Project Foundation.



Chapter 6

Genome-Wide Interrogation of Rare

and Common Genetic Variants

versus Response to Golimumab

Treatment for Rheumatoid Arthritis

6.1 Abstract

For patients with rheumatoid arthritis, insufficient treatment leads to a sus-

tained active disease state, irreversible joint damage, and higher rates of mortality.

As a result, finding the right treatment early in the disease state is critical to

inducing clinical remission and preventing progressive erosion of bone and tissue.

Patients who fail to respond adequately to methotrexate are often prescribed a

biologic agent that inhibits TNFα; however, response is variable across the disease

population. Here, using data collected from a Phase III clinical trial cohort, we aim

to identify genetic predictors of response to the anti-TNFα drug, golimumab. We

perform single-locus analysis with common variants and test collapsed sets of rare

variants for association with response metrics calculated throughout the clinical

trial. We found that rs1805545 in GRIN2B was significantly associated with goli-

mumab response at genome-wide significance levels while variants in several genes

113
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were enriched at sub-threshold levels, including CNTN5, CYP2E1, and C1QTNF.

Furthermore, we prioritized genes based on the aggregate association with rare

variants in those genes and attempted to identify enriched networks and functions

from the ranked lists. The results described here provide several leads which could

form the basis of subsequent follow-up studies aimed at validating these statistical

associations and illuminated a potential causal mechanism.

6.2 Background

RA is an autoimmune disorder characterized by stiff and painful joints,

chronic inflammation and synovitis, structural damage of the bone and cartilage

in affected joints, and the presence of auto-antibodies [43, 44]. RA affects ap-

proximately 0.5-1% of the population, with estimates varying depending on sex,

ancestral background, and family history [45]. While the heritability of the dis-

ease has been estimated to be as high as 60%, the precise etiology of RA is not

completely understood, evidence suggests that it is likely the result of interactions

amongst environmental and genetic factors [46, 47, 48, 53, 54, 55, 56]. The largest

genetic contribution to RA susceptibility has been identified as the highly mutable

HLA region of chromosome 6; however, additional risk loci have been identified

through recent genome-wide association studies (GWAS) [57, 48, 58, 59]. Specifi-

cally, the majority of the disease susceptibility in the HLA region can be mapped

to 5 amino acid positions in HLA-DRB1, -B, and -DPB1 [59, 48, 63].

The goal of treatment in RA is to reduce the disease severity and induce

remission [82]. Without proper treatment, RA progresses and results in low quality

of life and higher mortality rates [72, 73]. Identifying and implementing effective

treatments early can slow the progression, minimize joint destruction, and pro-

mote remission [83]. Treating with the aim of clinical remission and adjusting the

therapies to meet this goal has been shown to be an effective approach and is

highly recommended [88, 96]. The use of disease-modifying anti-rheumatic drugs

(DMARDs) are widely recommended in patients at all stages of RA, though they

are not equally effective for all patients and treatments differ in their side effects
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[90, 91, 92, 82, 94, 95]. The first line of treatment for patients diagnosed with RA

is often methotrexate (MTX); however, MTX proves ineffective or the treatment

is unsustainable due to adverse events in over half of patients [99, 100, 97, 93, 98].

In practice, biologics are often the next course of action, though some studies have

demonstrated non-superiority of biologics over the so-called "triple therapy" of

MTX, sulfasalazine, and hydroxychloroquine [94, 100]. In an abundance of ran-

domized clinical trials, anti-TNFα agents have been shown to be highly effective

in reducing disease activity, slowing or stopping joint destruction, and inducing

remission, especially when administered along with a conventional DMARD like

MTX [101, 105, 102].

Though clinical trials have demonstrated short-term efficacy in patients

who fail MTX, only about 40% of patients have decisive responses to anti-TNFα

therapy, while the rest may show limited response or adverse events that prevent

continued therapy [106]. Due to the variation in response, the great economic cost

of biologic therapies, and the potential for adverse events and complications, there

have been many efforts made to identify biomarkers predictive of response to anti-

TNFα therapies [101, 107, 108, 110, 111, 101, 90, 112]. Studies have suggested a

role for TNFA, TNFR1A, MED15, PTPRC, FcGR2A, and FcGR3A genes; though

few thus far have been successfully replicated, with many potential markers failing

in follow-up studies or meta-analyses [114, 115, 116, 111, 117, 118]. Most recently,

a large-scale attempt to crowdsource a pharmacogenetic study of anti-TNFα re-

sponse concluded that models including SNVs as genetic predictors were no more

predictive than those including only clinical covariates [120].

There are many possible explanations for the lack of replication in studies

aimed at predicting anti-TNFα response. It’s possible that early targeted studies

a publication bias, in which negative results are not published, resulted in the

publication of false-positives. Similarly, studies could have been plagued by the,

so-called, Winner’s Curse in which effect sizes of candidate loci were overestimated

and follow-up studies were not powered to recapitulate the result [121]. The lack

of replication could also result from a number of statistical issues in the discov-

ery studies. Proper multiple hypothesis correction is often overlooked, resulting
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in a higher likelihood of false-positive results. In a similar way, the publication of

nominal associations is likely to lead to low replicability. The response phenotype

of choice also has a marked impact on the results of a study. Binary response

phenotypes and/or response metrics collected at a single follow-up visit may not

sufficiently describe a patient’s true treatment response. Furthermore, improper

treatment of continuous response variables or insufficiently controlling for clinical

and experimental cofactors could confound the results of the study. Beyond the

potential statistical issues, there are several mechanistic explanations for the lack

of replicability. It’s could be that the genetic contribution to anti-TNFα treatment

response is polygenic, with many small effect sizes that may not be easily detectable

with current cohort sizes [29]. Furthermore, the possibility that common SNVs do

not account for the observed heritability of the response phenotype was noted after

the large crowdsourcing effort failed to identify a significant genetic contribution

[120]. Previous studies have often relied on the use of genotyping chips to target

common SNVs at specific positions in the genome. While this approach encom-

passes a large portion of genetic variation, it omits potentially meaningful variation

in the form of structural and copy-number variants and rare SNVs and indels. An-

other consideration is that genetic interactions with ancestral background, as have

been identified in RA susceptibility loci, are confounding attempts to identify sig-

nificant contributors [58]. Finally, it should be noted that many studies aim to

identify predictors of treatment response in a mixed cohort that was treated with

any of several approved anti-TNFα agents. This could prove problematic given

the reasons listed above and the notion that each drug is likely to interact slightly

differently in the body.

Over the years, several efforts have been made to standardize the rating of

disease severity in order to assess a patient’s response to treatment or determine

the state of the disease [74, 75]. One commonly used metric is the Modified Dis-

ease Activity Score for twenty-eight joints (DAS28 or DAS), which considers the

number of swollen and tender joints (out of 28), the erythrocyte sedimentation

rate (ESR) or C-Reactive Protein (CRP) levels, and a visual analog scale score for

general health (VASGH) in a score that correlated with disease severity [75, 74, 76].
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In addition to simply calculating the difference in disease severity before and after

treatment, several categorical outcome measures have been developed as well. The

ACR defined binary response categories ACR20, ACR50, and ACR70 as an im-

provement of at least 20%, 50%, or 70% in disease state based on several metrics

[84]. Similarly, the EULAR stratified patients into good-, moderate-, and non-

responder groups by measuring pre- and post-treatment DAS28 scores [85]. While

these scores and indices have been shown to be correlated, they are not with-

out disagreement and could lead to different treatment decisions when assessing a

patient’s response to treatment [78, 79, 80, 81].

Here, we present out attempts to identify predictors of anti-TNFα response

throughout the genome. We first test common variants individually in a genome-

wide association study, using each patient’s change in DAS as an approximating

of drug response. We then interrogate sets of rare variants collapsed in each gene

using weighted burden and SKAT tests. We attempt to candidate genes and func-

tions from the results of these analyses using enrichment statistics and established

networks and gene-ontology terms. Finally, we attempt to validate candidate loci

by incorporating these variants into a robust clinical model of individual patient

response.

6.3 Methods

6.3.1 Data Collection

Clinical Data

We leveraged data obtained from the phase III GO-FURTHER clinical trial

investigating the efficacy of golimumab on 436 patients with moderate to severe

RA [122, 123, 149]. In brief, each patient was randomized to either treatment goli-

mumab (GOL) or placebo (PBO) arms (2:1) at week 0 and followed for 100 weeks

[157]. All patients, less 15 early dropouts, were included in statistical analyses

without the use of the last observation carried forward method. Disease state was

monitored at 16 pre-determined time points over 100 weeks, during which CRP,



118

SJC, and TJC were assessed and DAS and other metrics were calculated. Prior to

start of the trial, ACPA status was determined for each patient.

Response Phenotypes

Averaged response phenotypes were calculated from the repeated clinical

measurements obtained on the individuals throughout the phase III clinical trial.

The weighted mean of the disease activity score (DAS) was calculated before and

after treatment with GOL as the area under the response curve over time divided

by the number of weeks [157]. For patients in the GOL arm of the study, the

single baseline measurement was taken as the pre-treatment disease state. Mean

treatment response was calculated as the difference between post- and pre-GOL

treatment average disease states. ACPA status was specified as a binary dummy

variable for each patient for all analyses (i.e., 0=ACPA-, 1=ACPA+).

Whole-Genome Sequencing

Whole blood was taken from patients according to trial protocol and whole-

genome sequencing (WGS) was carried out on an Illumina Hi-Seq 2500 by the

Beijing Genomics Institute (BGI). Raw sequence reads were obtained and variant

calling was performed using the group calling approach described by Standish, et

al. [149]. Briefly, reads were processed through GATK’s best practices protocol

and variants were called on patients grouped together by the similarity of their

ancestral backgrounds as evaluated by the procedure described in Libiger, et al.

[165]. Variant recalibration and filtration were done in ancestral groups.

6.3.2 Genetic Association Analyses

Single-Locus Association

Single variants were tested independently with a linear regression model in

which the number of alternate alleles at a variant site (e.g., 0/1/2) was used as

the predictor variable. Variants with MAF<1% or Hardy-Weinberg Equilibrium

p-value less than 1e-10 were removed. Baseline disease state was included as a
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covariate in regression models to account for pre-treatment disease severity. Prin-

cipal components were calculated using common variants (MAF>1%) and the first

two principal components were included in the model to accommodate population

structure and cryptic relatedness.

Gene-Level Enrichment Statistics

To identify genes with p-values lower than would be expected by chance, we

calculated two simple summary statistics for variants in each gene. These statistics

were calculated using two set of variants for each gene: 1) all variants that across

the span of a gene and 2) all exonic variants in a gene. The first statistic (Qarea) is

the area between the quantile-quantile (QQ) curve of log-transformed observed and

expected p-values and the expected QQ curve under the null hypothesis. Thus,

Qarea =
n−1∑
i

(xi − xi+1)((oi − xi) + (oi+1 − xi+1))

2

where n is the number of variants, oi is the log-transform of the ith highest

observed p-value, and xi is the log-transform of the ith highest expected p-value.

The second statistic (Dmax), is the maximum deviation between the two aforemen-

tioned curves, calculated by subtracting the expected from the observed values for

each p-value. Thus,

Dmax = max
1≤i≤n

(oi − xi)

.

These statistics were calculated for each gene using both all variant sites or

exonic sites only and ranked lists of genes were compiled using each statistic.

Rare Variant Analysis

To test whether rare SNVs associated with a gene were indicative of GOL

response, we ran a sequence kernel association test (SKAT) on three collapsed sets

of variants for each gene in the genome: 1) rare variants within 10kb of a gene, 2)

rare nonsynonymous coding variants in a gene. For the former two sets, we ran an
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optimized SKAT (SKAT-O) on the sets of variants. For the latter set, we ran the

optimized SKAT test for common and rare variants (SKAT-CR).

Gene Ontology Term Enrichment

Using the ranked list of genes obtained from gene-level enrichment statistics

and from rare variant analyses, we attempted to determine which pathways and

functions were overrepresented at the top of those lists. To this end, we imple-

mented the GOrilla approach developed and implemented by Eden, et al. [170].

Briefly, this approach calculates an enrichment statistic as the fraction of top genes

with a given GO term divided by the fraction of all genes with that term.

Validation of Candidate Loci

We investigated dosage effects of individual candidate SNVs on disease state

and drug response using a Bayesian mixed model framework, implemented in the

"brms" R package [158, 150, 159] 1. Raw DAS values from each patient at each

time point during the trial were used as the response phenotype. Two binary

treatment variables at the time of each observation were included as predictor

variables (PBO and GOL), representing treatment with PBO or active drug at

a given time point. The week within the trial during which a clinical visit took

place (WK) and the interaction between WK and GOL (GOLxWK) were included

as fixed effects to estimate the trajectory of disease state over time, before and

after GOL treatment. ACPA status and the interaction between GOL treatment

and ACPA status (GOLxACPA) were included as fixed effects to estimate the

contribution of ACPA to disease severity and treatment response, respectively.

A first order autoregression term was estimated for sequential observations on

each patient to accommodate serial correlations between them. Intercept, GOL,

and PBO terms were included as random effects grouped by patient, resulting in

individual estimates of baseline disease state, GOL effect size, and PBO effect size

for each patient. Our response variable, DAS, followed a Gaussian distribution

and between-patient variation estimated by random effects were assumed to be
1See Methods described in Chapters 4 and 5
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normally distributed around the population mean as well. Prior distributions were

supplied for each parameter to be estimated. Fixed effects in the null model were

given normal prior distributions (Table 6.1). Prior distributions for the standard

deviation of the random effect estimates were set to a half Cauchy distribution

at location at 0 and scale of 2. The prior for the correlation between random

effects was specified as an LKJ -Correlation prior with parameter ζ=1.5 [160].

The residuals of the model were assumed to follow a Gaussian distribution with

a standard deviation estimated from a Student’s t distribution with 3 degrees of

freedom and a scaling parameter equal to the standard deviation of the response

variable (approximately 1.44).

Table 6.1: Prior Distributions of Model Parameters.

Effect Prior Distribution

Intercept N (5, 1)

GOL N (−1, 1)

WK N (0, .1)

TRT N (0, 1)

ACPA N (0, .3)

SNV N (0, .3)

GOLxWK N (0, .1)

GOLxACPA N (0, .3)

GOLxSNV N (0, .3)

sd(Intercept) Cauchy(0, 2)

sd(GOL) Cauchy(0, 2)

sd(TRT) Cauchy(0, 2)

sd(WK) Cauchy(0, 2)

cor LKJ (1.5)

sigma(DAS) Student’s t(3, 0, 1.44)
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6.4 Results

6.4.1 Single-Locus Analysis

Figure 6.1: Genome-Wide Association. Manhattan plot showing individual p-
values for association with patients’ change in DAS after GOL treatment.

Genome-Wide Association

To identify loci associated with degree to which a patient’s disease state

improved after treatment with GOL, we performed a genome-wide association

study using non-rare variants identified from WGS. Using a linear model that

included baseline disease severity and two principal components, we investigated

the association between each non-rare variant and the average change in DAS af-

ter GOL treatment during the phase III clinical trial. Using 5e-8 as a threshold

for genome-wide significance, we identified 1 variant that was significantly asso-

ciated with GOL response. rs1805545 on chromosome 12 (p=2.346e-08) was the

top hit while surrounding SNVs in linkage disequilibrium with rs1805545 trended

toward significance as well (Figure 6.1). These SNVs are located primarily in the

intronic regions of the protein-coding gene GRIN2B, which codes for an N-methyl-

D-aspartate (NMDA) receptor subunit that is expressed primarily in the central
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nervous system (Figure 6.2).

Figure 6.2: Top GWAS Locus: GRIN2B. Manhattan plot showing individual
p-values for variants within 1MB of GRIN2B for association with patients’ change
in DAS after GOL treatment.

Gene-Level Enrichment

Using the single-locus results computed across the genome, we attempted to

identify genes that were enriched for low p-values beyond what would be expected

by chance. Because using the best p-value from each gene would bias the ranked

gene set toward larger genes, which are more likely to contain variants with low

p-values by chance, we calculated to statistics to compare the observed p-values

within a gene to the expected p-values based on the number of variants in the

gene. First, we calculated the area between the observed QQ curve (using -log10

p-values) and the expected line (Qarea). Using the Qarea statistic, we prioritized

genes that contained a disproportionate number of variants with low p-values in

either the exons or throughout the gene (Figure 6.3A, Supp. Figures E.1,E.2,

Table 6.2). Additionally, using the sorted p-values for each gene, we calculated the
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maximum deviation from the expected p-value (Figure E.3; Dmax). As before, we

used this Dmax statistics to prioritize the genes that deviated most from expected

p-values for variants within a gene or within the exons of that gene (Supp. Figure

E.4). Not surprisingly, GRIN2B saw the greatest enrichment of variants with low

p-values, but other noteworthy genes saw enrichment as well (Figure 6.3B, Table

6.2). The gene with the greatest enrichment over the expected p-values for exonic

variants was CYP2E1, a member of the cytochrome p450 family of enzymes (Supp.

Figure E.2). Furthermore, C1QTNF7 and CNTN5 ranked among the top genes

when all variants were considered (Figure 6.3C).

Table 6.2: Top Genes: Enrichment Statistics. Genes with top enrichment scores
derived from single-locus analysis of common variants.

Rank Qarea (Exon) Qarea (Full) Dmax (Exon) Dmax (Full)

1 GRIN2B CYP2E1 GRIN2B AF086303

2 AF086303 ZNF626 FAM195A RLF

3 C1QTNF7 SYCE1 RANBP9 CLC

4 LINC00301 IGFBP5 MMRN2 GRIN2B

5 GLI3 LGSN DNPH1 DNAJC9-AS1

6 CDC123 ADAM17 LINC00551 MS4A8

7 TCF12 ZNF346 LOC157273 C19orf24

8 SYCE1 GPA33 C1QTNF7 LINC00617

9 FBN2 DKFZP434A062 LINC00301 PLS1

10 TMC2 TMC2 ARMC7 TMEM161B

11 ZNF346 GRIN2B ADIPOR2 KCNC4

12 B3GNTL1 E2F2 MS4A8 ADIPOR2

13 CNTN5 USP40 CDC123 LCP1

14 ENPP2 CHST15 C1orf116 YOD1

15 CNTLN SPRNP1 RNF38 CDC123
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Figure 6.3: Gene Enrichment. (A) Qarea statistics for full set of variants in
genes across the genome. (B,C) Quantile-quantile plots for (B) GRIN2B and (C)
C1QTNF7 with Qarea and Dmax enrichment statistics for each gene.

6.4.2 Rare-Variant Analysis

In order to determine whether rare variant burden is contributing to pa-

tients’ differential responses to GOL, we performed two forms of associations tests

on sets of rare variants associated with each gene: 1) a simple burden test in which

the number of rare variants in a gene, weighted by minor allele frequency, is asso-

ciated directly with the response phenotype and 2) a sequence kernel association

test (SKAT) on sets of rare variants in a gene. Each test was performed on the
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set of all rare variants in a gene as well as on the subset of non-synonymous cod-

ing variants in each gene (Figure 6.4, Supp. Figure E.5). While no single gene

reached statistical significance after multiple-hypothesis correction, we obtained

a set of ranked genes based on each test we performed (Table 6.3). Among the

top ranking genes with a potential mechanistic link was TNFα-induced protein 8

(TNFAIP8 ). Furthermore, these ranked gene lists provided an opportunity to test

gene sets that were prioritized by sub-threshold associations.

Figure 6.4: SKAT Tests. Sequence-Kernel Association Test of rare variants (A)
in an entire gene or (B) resulting in non-synonymous changes in exons.
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Table 6.3: Top Genes: Rare Variants. Genes with strongest associations between
rare variants and average drug response using weighted Burden test or SKAT test
on full set of variants or only non-synonymous (NS) coding variants.

Rank Burden (Full) Burden (NS) SKAT (Full) SKAT (NS)

1 USP40 CDH16 USP40 CDH16

2 DGKD KSR2 DGKD ANKRD40

3 FABP1 DTX1 LINC00926 FAM172A

4 FP15737 ADAM20 JB148981 TMEM161B

5 AF116693 ANKRD40 FABP1 SFXN3

6 LDHA ZNF658 LDHA KSR2

7 AX748058 IDUA AX748058 DTX1

8 TNFAIP8 GAPDHS DQ584699 FGD5

9 DCAF16 SLC22A8 LINC00301 SLCO1C1

10 ZCCHC10 ATP6AP1 TNFAIP8 RNF31

11 ENTPD2 TARDBP FP15737 BOC

12 LINC00616 SIN3A NOG SERGEF

13 CST2 WASF2 TCF12 GAPDHS

14 DQ584699 FGD5 AF116693 ADAM20

15 PRR16 SIPA1L3 KLHL40 ZNF658

Gene-Ontology Enrichment Analysis

Based on the enrichment statistics derived from the single-locus, genome-

wide association analyses and the test statistics from collapsed rare variant tests,

we obtained ranked lists of genes that approximate the strength of association

with common and rare variants in our cohort, respectively. Using these ranked

gene lists, we performed network and gene-ontology enrichment analysis to try

to identify sub-threshold associations indicative of underlying molecular processes

that influence our response phenotype. Using the union of the top 15 genes from

each ranked list derived from enrichment statistics of common variants, we input

39 unique genes to the GeneMANIA web-application to look for noteworthy links

amongst the top candidate genes [171]. While several top genes showed evidence

of shared expression patterns and co-localization, there was no obvious mechanis-
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tic insight revealed by the analysis. Similarly, when utilizing the GOrilla tool to

identify gene-ontology enrichment amongst the ranked gene lists, no statistically

significant (after correction) enrichment occurred in the lists [170]. Conversely,

when the top candidate genes revealed from the rare variant analyses were used

as inputs for GeneMANIA, it was revealed that nearly a quarter of genes were

demonstrated to have co-expression patterns in a study investigating mucosal gene

expression in inflammatory bowel disease before and after treatment with anti-

TNFα agent, infliximab [172]. Furthermore, one of the genes that was identified

to be associated with the top input genes, including TNFAIP8, was complement

component receptor 2 (CR2 ), which encodes a receptor for the Epstein-Barr virus

(EBV). When we input the ranked gene lists for analysis with GOrilla, we iden-

tified an enrichment of top ranked genes associated with GO term GO:0007156

(homophilic cell adhesion via plasma membrane adhesion molecules; p=5.63e-7;

q=8.04e-3). Additional follow-up on all associations would need to be done to val-

idate any associations observed here and to interrogate the functional consequences

of such associations.

6.4.3 Validating Candidate Loci

Because associations derived from purely statistical means require valida-

tion in independent cohorts, we attempted to recapitulate the results of previous

work interrogating the differential response of anti-TNFα therapeutics. In order to

more robustly test the contributions of previous candidate loci to a patient’s GOL

response, we incorporated genotypes from these SNVs into a linear mixed model

using clinical data collected from the phase III GO-FURTHER trial. From this

analysis, we obtained posterior distributions estimating each SNV’s contribution

to baseline RA disease severity and response to anti-TNFα biologic, golimumab

(Figure 6.5). The SNV with the greatest posterior probability of contributing to

the GOL response was rs17301249, a SNV located in an intron of the gene EYA4,

a transcriptional activator believed to play a role in eye development, DNA repair,

apoptosis, and innate immunity. The second ranked candidate SNV from our anal-

ysis was rs1813443, which is located in CNTN5. These results provide posterior



129

estimates that can be incorporated into future studies seeking to estimate their

contribution to anti-TNFα treatment.

Figure 6.5: Candidate SNV Posterior Distributions. Posterior distributions of
top candidate SNVs’ estimated contributions to GOL response.

6.5 Discussion

Here, we performed a genome-wide interrogation of common and rare vari-

ants in order to identify genetic associations with GOL response. Using each

patient’s average change in DAS from before and after treatment, we fit a linear

regression to each common variant individually. One locus, rs1805545, contained

in an intron of GRIN2B, reached the genome-wide significance threshold, with sur-

rounding variants trending toward significance as well. The gene GRIN2B encodes

a subunit for the NMDA glutamate receptor, a voltage- and ligand-gated anion

channel that is integral to the process of long-term potentiation in the central ner-
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vous system. Glutamate signaling, specifically through the NMDA receptor, has

been shown to play a role in regulating inflammation by modulating peripheral

adenosine levels [173, 174]. Fine-mapping of the causal variant would have to be

performed and an exact mechanism by which the variant influences inflammation

pathways would have to be interrogated through experimental validation.

We then quantified the enrichment of sub-threshold signal across genes to

prioritize loci and elucidate potential mechanisms contributing to anti-TNFα re-

sponse, resulting in several potential leads. First, the gene with the greatest enrich-

ment of low p-values in exons was CYP2E1, a member of the cytochrome p450 fam-

ily with a known role drug and xenobiotic metabolism. Furthermore, several stud-

ies have established an interaction between the gene and TNFα [175, 176]. Specif-

ically, they’ve linked CYP2E1 to TNFα-induced toxicity in the liver [177, 178].

Additionally, the C1q and Tumor Necrosis Factor Related Protein 7 (C1QTNF7 )

gene was identified among the most enriched genes from the single-locus analyses.

While the exact mechanism by which variants in this region could be influencing

anti-TNFα response is unknown, the enrichment in a gene closely related to the

C1Q complex and TNFα signaling is promising. Further investigation into poten-

tial mechanisms will have to be pursued. Furthermore, we identified Contactin 5

(CNTN5 ), a member of the immunoglobulin family, among the top ranked genes.

This gene has previously been identified through GWAS as a predictor of anti-

TNFα response in rheumatoid arthritis [179]. Specifically, rs1813443 was shown to

have the strongest association of the variants tested in the region and was validated

in a follow-up study investigating anti-TNFα response in patients with Crohn’s dis-

ease [180]. Upon attempting to validate candidate SNVs in our longitudinal model,

rs1813443 was the second ranked variant in posterior probability of contributing

to response (99.2%, Figure 6.5). Interestingly, the strongest link to CNTN5 in our

GWAS results was the locus surrounding rs72396686, approximately 150 kilobases

downstream of the previous candidate SNV (Supp. Figure E.6). This suggests

broadly that some perturbation of the gene or changes in how it is regulated could

result in a molecular changes that influence how anti-TNFα treatments act in the

body.
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We then performed SKAT and weighted Burden test on sets of rare vari-

ants collapsed in each gene. While no obvious causal gene was identified, TNFAI8

ranked among the top genes for which rare variants were associated with anti-

TNFα response. This protein works in the TNFα signaling pathway to prevent

apoptosis by inhibiting caspase-8 and preventing caspase-3 activation. It’s possible

that the combined effects of several rare variants influencing that gene’s function

could be modulating the signaling pathway downstream of TNFα activation. Fur-

ther statistical validation on a larger cohort would be necessary to confirm that

association and experimental follow-up could then attempt to parse out a par-

ticular mechanism. Finally, we tested whether there was an enrichment for top

ranking genes in relevant pathways and cellular functions. While we did not find

a significant enrichment in immune-related genes as we’d expected, we found that

many of top-ranking genes showed correlations in expression patterns in a study

investigating the effects of the anti-TNFα biologic infliximab in a Crohn’s disease

cohort.

We would be remiss if we did not point out the limitations of this work,

in particular the relatively small sample size for a genome-wide study. Still, we

have taken great measures to ensure the reliability of our data and to account

for non-genetic contributions to GOL response. We present our results while ac-

knowledging that follow-up studies would need to be completed to validate our

findings. In this light, we have attempted to validate previously published associ-

ations with anti-TNFα treatment. These results provide the posterior probability

that each SNV tested is contributing to drug response and posterior distributions

of effect sizes that can be incorporated into future studies. While we acknowledge

that larger studies have failed to find replicable genetic predictors of anti-TNFα

response, we expect that some of the failure to replicate stems from study limita-

tions discussed previously. In particular, the use of unreliable response phenotypes

is likely to confound the results any such study from the outset. We conclude

by noting that this study, as with other genome-wide association studies, was in-

tended to provide testable hypothesis and actionable leads for future work. The

results described provide several potential mechanisms that could lead to variable
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response to anti-TNFα drugs and, as such, warrant further consideration in future

studies.
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Chapter 7

The Upshot

7.1 Looking Back

7.1.1 Characterizing Genetic Variation

Whole-Genome Sequencing

While the Human Genome Project laid the groundwork for the development

of next-generation sequencing technologies, it also provided the basis of the refer-

ence genome on which current sequencing technologies rely. Short reads obtained

from current, high-throughput platforms are mapped to a reference human genome

and variant sites are identified relative to this reference. The necessary first step

in our study was to determine the quality of variant calls provided to us. After

determining that the genotype determinations could be improved by an updated

pipeline, we undertook the process of re-calling variants on 436 whole genomes of

patients with rheumatoid arthritis (RA). To this end, we worked with collaborators

at the San Diego Supercomputer Center to build a sophisticated pipeline capable

of handling hundreds of terabytes (TB) of sequence data in an efficient manner.

From a technical perspective, this was a problem that required extraordinary com-

putational resources. The input data alone totaled nearly 100TB of storage and

several intermediate files had to be written throughout the process. Compute time

was expected to total upwards of 300,000 hours of processing time, so parallelized

computing was integral to the successful completion of this task. From a bio-

133
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logical perspective, several factors influence the reliability of the final genotype

assignments for each patient. For example, natural variation in sequencing depth

across the genome can make it difficult to reliably call variants in regions of low

coverage for any one individual. The variant calling approach is fundamental to

the final variant calls from next-generation sequencing data. We found that, in a

group-calling paradigm, the ancestral makeup of the group in which an individual

is being genotyped affects the sensitivity and specificity of the variant calls. To

further complicate matters, there is an optimal group size that produces genotype

assignments with the lowest computational burden while attempting to call vari-

ants in a very large group proved prohibitively expensive from a computational

standpoint. Finding a balance between efficiency and reliability is a fundamental

challenge with the use of next-generation whole genome sequencing. As sequencing

technologies and computational resources continue to improve, the reliability of an

individual’s genome will improve and the scale sequencing studies will continue to

grow.

Human Leukocyte Antigen Region

While this approach has been successfully implemented over large portions

of the genome, there exist complex regions, including the human leukocyte anti-

gen (HLA) region, in which mapping short reads remains difficult. Consequently,

specialized computational tools have been developed to reliably identify haplo-

types in this region and characterize variation across study cohorts. When we

compared three computational approaches with one another and with a validated

molecular HLA typing approach, we found that variant calls made in that region

with traditional next-generations sequencing pipelines could not reliably recapitu-

late lab-determined HLA types. Conversely, approaches making use of specialized

genotype chips or de novo assembly of raw sequencing reads produced reliable

haplotypes. Still, methods that impute HLA types based on previous genotype

assignments and reference populations are inherently limited to and biased by the

ancestral makeup of the reference population being used. That is, haplotypes that

are more common in the reference population are more likely to be identified in
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the study cohort and those that are absent from the reference population cannot

be assigned to the study cohort. If the reference panel does not accurately reflect

the ancestral background of the study cohort, the haplotype assignments of the

study cohort are likely to be compromised. On the other hand, tools that perform

a de novo assembly of sequence reads and compare these haplotypes to a database

containing all validated forms of a gene are not limited in this way. As a result

of our attempts to experimentally validate these approaches and due to a thor-

ough understanding of the limitations of these methods, we determined the best

approach to computationally imputing HLA types for our cohort was using SOAP-

HLA, the tool that derives haplotypes from raw next-generation sequence reads

and provides a probabilistic determination of the most likely form of each gene.

After determining the form of the gene as a whole, we were able to infer individual

amino acid residues observed in each patient and collapse candidate residues into

functional haplotypes that could be tested for association with clinical phenotypes.

7.1.2 Clinical Phenotype Analysis

Summary Response Metrics

A naive approach to identifying genetic predictors of response to anti-TNFα

therapeutics would be to compare the frequency of various alleles in patients des-

ignated as responders or non-responders. This, however, ignores a great deal of

nuance in patients’ response profiles and is likely to produce results that will not

be replicated in future cohorts. The most glaring limitation in this approach is

that it considers a patient with an overwhelming response to treatment as equal

to a patient who’s response barely crossed the threshold to be included in the "re-

sponder" category. By analyzing clinical data from the phase III GO-FURTHER

trial [122, 123], we gained valuable insight into the nature of clinical response to

golimumab. Our findings demonstrate the flaws in the naive, yet often used, ap-

proach described above. Furthermore, by analyzing continuous response metrics

over the course of the trial and under various treatment protocols, we showed the

inherent limitations of defining response based on a single follow-up visit. Due to

appreciable within-patient variation over repeated visits and a significant response
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to placebo treatment, a patient’s true response to a particular treatment can not

reliably determined by simply quantifying the change in disease severity from one

time point to the next.

Additionally, a pharmacogenetic study like the one we pursued is doomed

to failure if the response metric being considered does not have a significant her-

itable component. That is, if the combined genetic makeup of an individual does

not contribute to a phenotype, one can not identify specific genetic markers that

predict that phenotype. With this understanding, we attempted to calculate the

heritability of several response metrics commonly used in RA. We found that the

estimate of heritability depended on which response metric was used, the time at

which the follow-up visit took place, and the treatment of the response variable.

Ultimately, we determined that calculating a patient’s average response and ap-

propriately transforming the response variable to conform to the assumptions of

the parametric statistical tests being employed resulted in the greatest estimates

of heritability. Still, a heritable response variable that does not robustly reflect a

patient’s true response to a particular treatment (i.e., is confounded by placebo

response) will have limited value in a pharmacogenetic study. Thus, one must

use a response metric that balances heritability with robustness or make careful

strides to mitigate the effects of these confounding factors in subsequent association

analyses.

Longitudinal Modeling

While approximating a patient’s disease state over repeated clinical visits

prior to and after treatment can closely approximate a patient’s response to a par-

ticular treatment, it ignores several factors that could prove informative. For ex-

ample, this approach independently calculates the degree of each patient’s response

while ignoring potentially insightful information from the rest of the population.

Additionally, this approach ignores the effect of study protocols or clinical covari-

ates on patients’ observed responses. Failing to account for a placebo response and

other non-genetic factors or to accommodate multiple treatment protocols within

the same trial, as many simplified metrics would, has the potential to confound
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any results obtained from the study. As a result of these limitations, we opted to

utilize a Bayesian implementation of a linear mixed model on data collected from

the longitudinal clinical trial. This approach allowed us to utilize thousands of

individual observations of 436 patients across 100 weeks in order to account for

clinical covariates, trial design, batch effects, and correlations between patients,

measures, and predictors. As a result, we obtained clinical response metrics for

each patient, including posterior response probabilities and distributions for base-

line disease states. Most notably, we built a statistical framework in which we

can interrogate the contributions of select biomarkers to patients’ baseline disease

states and drug response profiles.

7.1.3 Genetic Associations

Genome-Wide Analyses

Due to the computationally intensive nature of complex longitudinal mod-

els, there is still inherent value in using simpler response metrics that closely ap-

proximate patients’ response in a high-throughput manner. For genome-wide as-

sociation studies that interrogate millions of individual genetic predictors, it would

be implausible to attempt to build a model of the sorts described above for each

variant. Thus, using average response metrics with significant estimates of her-

itability to identify loci across the genome, while acknowledging the limitations

of this approach, can narrow down potential genetic contributors for a particular

clinical phenotype. This approach is computationally efficient and, if appropriately

executed, provides a close enough approximation to the true response phenotype to

provide leads for follow-up studies. Using results from single markers and summary

statistics across genes, we identified several loci with plausible mechanistic rela-

tionships to RA and anti-TNFα response; however, statistical and experimental

validation of these insights would be necessary to confirm the connection.
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Targeted Approach

After performing a genome-wide search for loci associated with simple re-

sponse phenotypes, we performed several targeted tests of candidate loci that had

previously been linked to RA or anti-TNFα response. After testing identify asso-

ciations between HLA-DRB1 haplotypes and several disease features, we incorpo-

rated HLA predictors into the longitudinal model to assess their contributions to

baseline disease severity and response to golimumab. Consequently, we obtained

robust estimates of each haplotype’s contributions to disease severity and drug re-

sponse and recapitulated a previous observation that haplotypes associated with a

more severe pre-treatment disease state were associated with greater improvement

after treatment. Finally, we identified SNVs that had previously been associated

with response to anti-TNFα therapy and tested their contributions in our cohort.

As a result of this analysis, which utilized conservative prior distributions cen-

tered at 0 for the genetic predictors, we obtained posterior distributions for the

contribution of each variant to golimumab response and calculated the probability

of effect for for each SNV. This approach allows subsequent studies to use infor-

mative prior distributions to allow more robust estimates of genetic contributions

that incorporate prior knowledge obtained from previous studies.

7.2 Looking Forward

7.2.1 Characterizing Genetic Variation

In its current state, whole-genome sequencing that relies on short, paired-

end reads provides reliable genotype assignments at sites of single nucleotide vari-

ants and small insertions or deletions (indels); however, limitations exist in its

ability to accurately characterize larger structural variations or copy-number vari-

ations. As with the HLA region, specialized softwares must be utilized to identify

these sources of variations using short-read technology. Future work could inter-

rogate the roles of CNVs and structural variants in anti-TNFα response. These

important sources of variation, that are largely missed by standard variant-calling
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pipelines, could have detrimental impacts on genes of interest in pathways affecting

immune response, inflammation, or drug metabolism. Performing association anal-

yses without consideration of these variants, while still valuable, ignores a critical

factor that influences how genes and networks perform their designated functions.

Another often ignore consideration when performing genome-wide associa-

tion analyses is the impact that phasing can have on the functional interpretation

of one’s results. Most current sequencing and variant calling technologies ignore

the strand on which a variant is observed and simply identify a site as heterozy-

gous when different alleles are inherited from the mother and father. This can

hide potential causal mechanisms, especially when considering somatic variation

that occurs at a high rate in cancer. For example, if two damaging variants are

identified in the same gene, traditional methods that do not phase variants could

not distinguish cases of compound heterozygosity from the case in which both

variants lie on the same copy of the gene. The functional consequences of this

difference, having one functional copy of a gene versus having no functional copies,

could have enormous ramifications. Still, this phenomenon is largely ignored in

most studies, in part because of the difficulty in phasing variants using short-read

technologies. Some computational methods exists, but the sparsity of variants in

most regions of the genome necessitate that variant phase be inferred from levels

of linkage disequilibrium estimated from reference populations

Still, there is an inherent limitation to current short-read technologies, even

when library prep kits are utilized to synthesize long reads. Improvements in long-

read sequencing technologies from platforms developed by, for example, PacBio

or Oxford Nanopore are likely to result in a greatly improved understanding of

variation in the human genome across multiple types of variation. By using cur-

rent approaches, that rely on reference genome with known limitations, we are

obtaining only an approximate representation of a person’s genome. In order to

fully understand the interactions amongst genes and genomic regions, we will have

to improve our rendering of the genome in a manner that recognized the vast

amounts of variation between individuals and properly considers, in addition to

the current representation of SNVs and indels, the contributions of structural and
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copy-number variants, inversions, fusions, and phase information. Once that is

accomplished, by advances in sequencing technologies and accompanying compu-

tational methods, the community will possess the data necessary to interrogate

functional interactions amongst genes and genetic features.

One way of approaching genetic association analyses, which would require

a more robust representation of the genome, would be to consider the notion of

calculating functional scores of genes. This approach could take many shapes, but

would incorporate annotations for variants associated with a gene in various ways.

For example, using genotypes associated with enhancer or promoter regions, iden-

tified eQTL sites, or epigenomic markers, one could infer the degree of expression

for a particular gene and calculate some score to represent the abundance of a

gene product. Similarly, combining variants known to influence the function of a

protein, including non-synonymous SNVs, frame-shift indels, or variants that effect

preferential splicing of a gene product, could be combined in a way that represents

how diligently a protein is performing its various functions. With properly phased

SNVs and indels, these scores could be represented and combined for each copy of

a gene, allowing for differential imputation of functionality for unique haplotypes.

Furthermore, incorporating knowledge of copy-number variation into the expres-

sion score and inferring a functional consequence of disruptive structural variants

has the potential to hone our predictor variables and improve the reliability of

conclusions drawn from subsequent association analyses. The exact ways in which

these scores would be calculated and combined is yet to be determined and would

likely vary, depending on the gene function being considered and the heritability

model being tested. Still, departing from current methods that independently in-

terrogate single loci and attempting to capture the complex interactions of multiple

sources of genetic variation is the next inevitable phase, and critical to further our

understanding of, precision medicine.

7.2.2 Study Designs

There are inherent limitations to studies of this nature. Foremost is the

dearth of high-quality clinical data available for patients on a regimented treatment
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protocol. As a result, clinical trials are the greatest source of potential for clinical

insights into drug mechanism and for identifying potential biomarkers indicative of

differential response. Still, trials tend to be underpowered for genome-wide studies

and were originally designed to identify population-level effects rather than capture

individual effects. This limitation could be addresses by two broad approaches.

First, by modifying clinical trial designs to better capture individual response

profiles1 and, second, by taking a more expansive approach that includes follow-up

cohorts, a multi-omic characterization of patients, and experimental validation of

statistically derived leads.

As discussed previously, there are several biases that exist in current clinical

trial protocols that complicate retrospective pharmacogenetic studies performed

using these cohorts. Briefly, batch effects resulting from varying treatment pro-

tocols and insufficient consideration of non-genetic factors, including placebo re-

sponse, could confound the results of such studies. One consideration would be

to prospectively design clinical trials in a way that anticipates subsequent genetic

studies of the trial cohort. Alternatively, physicians could perform so-called "N-of-

1" studies that include longitudinal tracking of individual patients and treatment

cross-over paradigms designed to determine the optimal drug for each patient. Ag-

gregating these studies from a physician or within a medical system and analyzing

each patient in the context of many of N-of-1 studies could prove valuable for

each current patient as well as future patients presenting with similar conditions.

This approach, however, would likely be an intensive process in which a patient

would have to submit to several follow-up visits and potentially invasive biomarker

tests. Nonetheless, improving molecular assays and digital platforms promise to

facilitate the process of data collection. It remains to be seen whether repeated

patient-reported outcomes are sufficiently robust to drive clinical insight, but the

looming promise of less invasive molecular diagnostics could provide valuable pa-

tient data that forms the basis of future biomarker studies.

Still, one of the great resources for rigorously collected clinical outcomes

are clinical trials. Often, patients are asked to participate in follow-up studies
1As discussed in Chapter 4
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that make use of their clinical data and tissue samples, providing the basis for

subsequent pharmacogenetic studies akin to the one performed here. As a result,

this robust source of data should not be ignored, nor should they be considered

in isolation. One approach that might prove fruitful would be to analyze succes-

sive trials performed to test a particular drug. This type of study would help

to mitigate the biases inherent to a single study and could be particularly useful

when considered in the context of Bayesian statistics. For example, the first study

could take an expansive approach, searching for predictive biomarkers across the

genome. Subsequent studies could then take a more targeted approach, attempting

to validate candidates found in previous studies. Using this design and incorporat-

ing Bayesian posteriors from one study as prior probabilities for follow-up studies

could continually refine the estimates of a biomarker’s contribution to the desired

phenotype. This arrangement could prove particularly successful if appropriate

collaborative efforts are set up with and between organizations. Having the ability

to query independent data sets in order to validate one’s own results is critical to

ensure that a study’s findings are reproducible.

As genomic data are leveraged for clinical insights and prospective studies

are designed and implemented, it is anticipated that additional technologies will

be deployed. Instead of only performing whole-genome sequencing on an individ-

ual and interrogating germline genetic variants on a small, defined set of clinical

phenotypes, we have the potential to characterize patients on several molecular

and physiological levels [181]. Incorporating additional -omic platforms, includ-

ing characterization of the epigenome, transcriptome, proteome, metabolome, and

microbiome, into a study design that also incorporates environmental and other

non-genetic characteristics collected from clinical visits, medical records, and sen-

sors would provide a robust view of individuals enrolled in a study. This type of

encompassing study would also provide a framework for validating new tracking

technologies and applications that leverage digital devices. Furthermore, as tech-

nologies continue to improve, they can be applied with greater temporal frequency

in order to capture the dynamic nature of various traits and molecular phenotypes.

Having the ability to non-invasively monitor a patient’s disease state in a reliable
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manner could prove integral to future studies aimed at evaluating treatment regi-

mens and intercepting disease early in its progression. As more data are collected

and integrated, more sophisticated statistical and machine learning methods will

need to be developed and implemented in order to extract meaningful signal from

complex, high-dimensional data sets.

7.3 The Upshot

Here, I’ve described my experiences retrospectively analyzing genetic out-

come data collected from a Phase III clinical trial cohort in a pharmacogenetic

setting. This study has yielded valuable insights on several distinct fronts. First,

we described a variant calling paradigm that yields high-quality variant calls in a

computationally efficient manner [149]. The variant calls obtained from that exer-

cise were leveraged with RNA-seq data in a parallel study that identified disease-

specific eQTLs [182]. Next, we presented the nuances of using various clinical

response phenotypes to evaluate treatment response in patients with rheumatoid

arthritis [157]. We utilized heritable phenotypes identified here to test for asso-

ciations with individual genetic variants and collapsed sets of variants across the

genome. We further expanded on our investigation of the clinical outcomes to pro-

vide more refined estimates individual patient response by longitudinally modeling

the response data and built a framework for robustly estimating the contributions

of candidate genetic predictors to disease severity and treatment response. Finally,

we imputed HLA types using next-generation sequence data and incorporated func-

tional haplotypes into the longitudinal framework described above.

This work brought to light some of the advantages and limitations of lever-

aging clinical trials for a pharmacogenetic study. As a result, we present valuable

workflows to implement in future retrospective studies and suggestions for design-

ing prospective studies going forward. In order to make use of the vast innovations

in digital and molecular profiling technologies, we must continue to develop inno-

vative strategies for extracting meaningful signal from a deluge of noisy data. Only

then can we deliver on the promise of precision medicine for every individual.
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Figure A.1: File Storage Summary. (A) Total storage requirement for all samples
in cohort, by processing step. (B) Correlation between input and output file size
for each processing step.
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Table A.1: Summary Statistics for Processing Pipeline: Execution. Step-by-Step
Summary Statistics for Processing 437 Whole Genomes. Mean and (SD) shown
for 436 samples.

Step Tool
Commands /

Sample

Cores /

Command

Commands /

Node

FQ NA NA NA NA

Map BWA 4.83 (0.54) 11.47 (3.97) 1.39 (4.03)

Bam Samtools 4.83 (0.55) 1.02 (0.14) 15.74 (115.06)

Merge Samtools 1 1.02 (0.33) 15.71 (47.78)

Sort Samtools 1 1.06 (0.75) 15.09 (21.38)

MarkDups Picard 1 2.01 (0.15) 7.95 (109.97)

TrgtCrtr GATK 1 2.02 (0.16) 7.93 (103.12)

IndlRlgnr GATK 1 3.39 (0.47) 4.72 (33.93)

BsRecal GATK 1 8.07 (0.76) 1.98 (20.98)

PrintReads GATK 4 11.43 (4.18) 1.4 (3.83)

HaploCall GATK 4 16 1

Figure A.2: Computational Requirements. Total core-hours (SUs) used for
preparing reads for variant calling, by processing step.
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Table A.2: Summary Statistics for Processing Pipeline: Compute Time. Step-
by-Step Summary Statistics for Processing 437 Whole Genomes. Mean and (SD)
shown for 437 samples.

Step
Wall-Hours /

Sample

CPU-Hours /

Sample
SUs / Sample

FQ NA NA NA

Map 12.4 (3.12) 96.48 (9.33) 133.5 (28.13)

Bam 14.58 (3.62) 9.24 (1.4) 14.85 (4.31)

Merge 8.04 (1.02) 7.09 (0.6) 8.28 (4.89)

Sort 13.12 (3.25) 9.38 (0.63) 13.38 (3.56)

MarkDups 15.73 (1.66) 15.49 (1.62) 31.69 (4.4)

TrgtCrtr 8.89 (0.57) 8.64 (0.55) 17.99 (2.22)

IndlRlgnr 13 (1.48) 12.94 (1.51) 44.39 (10.12)

BsRecal 5.94 (0.72) 28.17 (2.68) 47.88 (6.02)

PrintReads 17.54 (1.42) 77.17 (25.03) 202.77 (68.87)

HaploCall NA NA 264.37 (21.21)

Figure A.3: Variant Calling Time versus Group Size. Progress over time and
overall wall time (in hours) to call variants on chromosome 21 in groups of varying
sizes.
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Table A.3: Summary Statistics for Processing Pipeline: Memory. Step-by-Step
Summary Statistics for Processing 437 Whole Genomes. Mean and (SD) shown
for 437 samples.

Step
MEM /

Command (GB)

VMEM /

Command (GB)

Output File Size

/ Sample (GB)

FQ NA NA 104.66 (8.23)

Map 6.81 (0.56) 7.55 (0.73) 415.14 (30.14)

Bam 0.01 (0) 0.05 (0.01) 132.28 (10.65)

Merge 0 (0) 0.05 (0.01) 132.11 (10.16)

Sort 1.81 (0.02) 2.02 (0.05) 98.58 (7.73)

MarkDups 5.55 (0.01) 7.35 (0.03) 101.52 (7.87)

TrgtCrtr 2.34 (0.16) 7.42 (0.29) 0.05 (0.01)

IndlRlgnr 5.51 (0.18) 15.03 (0.03) 103.27 (7.99)

BsRecal 21.02 (1.64) 24.86 (3.39) 0.01 (0)

PrintReads 15.66 (2.13) 25.08 (5.24) 198.56 (14.03)

HaploCall 29.51 (4.75) 60.04 (0) NA
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Figure A.4: Admixture Estimates and Ancestral Test Groups. (A) Admixture
estimates obtained for 437 patients in cohort. (B) Admixture estimates for each
test group in which variant for NA12878 were called on specified chromosome
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Figure A.5: Concordance of NA12878 Variant Calls. Concordance of variant
calls made on NA12878 amongst 4 ancestral test groups. Bars show mean (across
4 chromosomes) proportion of concordant variant calls made in all four ancestral
groups (purple), 3 of 4 ancestral groups (blue), 2 of 4 ancestral groups (teal), or
unique to 1 ancestral group (green). Concordance is shown for unfiltered (A) SNPs,
(B) filtered SNPs, (C) unfiltered indels, and (D) filtered indels.

Figure A.6: Misses and False-Positive Variant Calls. (A,C) Mean (relative to
chromosomal averages) number of missed (A) SNPs and (C) indels for each an-
cestral test group. (B,D) Mean (relative to chromosomal averages) number of
false-positive (B) SNPs and (D) indels for each ancestral test group.
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Figure A.7: Variant Calling Accuracy by Ancestral Group. Accuracy, positive
predictive value (PPV), and negative predictive value (NPV), normalized by ge-
nomic region, versus fraction European admixture of test groups for variant calling.

Figure A.8: Variant Calls by Group. Number of SNPs (purple) and indels (blue)
called in each group after filtering.
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Figure A.9: Pipeline-Specific Variant Calls across Genome. Number of vari-
ant sites per 1MB made exclusively by each pipeline (green=HaplotypeCaller;
blue=Conventional)

Figure A.10: Pipeline-Specific Variant Calls per Chromosome. (top) Number
of variants calls, excluding HLA region, made exclusively by each pipeline per
chromosome and (bottom) net difference in number of pipeline-specific variant
calls per chromosome. (green=HaplotypeCaller; blue=Conventional)
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Figure A.11: Pipeline-Specific Variant Calls by MAF. Number of variant
calls made exclusively by each pipeline, by minor allele frequency (Rare=<1%;
LowFq=1%-5%; Common=>5%)

Figure A.12: Pipeline-Specific Variant Calls by Location. (A) Proportion of
variant calls made exclusively by each pipeline by location relative to functional
element. (B) Proportion of variant calls made exclusively by each pipeline by
predicted coding impact.
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Figure B.1: Distribution and Associations of Response Variables. (Top Row)
Phenotype distributions for change in disease state 20 weeks after initial golimumab
treatment. Shapiro-Wilk test p-values for change in phenotypes 4, 12, 20, and 28
WAG, and using the first and last measurements (FL). (Bottom Row) Change in
disease state versus initial disease state. Significance of association between change
in disease state and initial disease state.
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Figure B.2: Correlation between Single Follow-up Measures. Pairwise correlation
of change in response metrics using measurements at single time points. (A/red)
DAS; (B/yellow) lCRP; (C/green) rSJC; (D/blue) rTJC.
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Figure B.3: Derived Phenotypes. (A) Pairwise correlation between
derived phenotypes. Color of columns represents phenotypic measure-
ment. Color of rows represents derivation technique (Cyan=% Improve-
ment;Purple=MeanDifference;Orange=Cohen’sDStatistic;Gold=Trajectory after
Treatment ; Pink=Within patient variance around regression fit ) (B) Shapiro-
Wilk test p-values for derived statistics or residuals (versus initial disease state).
(C) Breusch-Pagan test of homoscedasticity for mean change (versus initial disease
state)
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Figure B.4: Heritability Estimates (PC4 Model). (A,B) GCTA heritability es-
timates using difference between (A) single measurements and (B) using mean
difference in disease state after treatment. (* indicates p<0.05) (C,D) Parametric
vs permuted p-values for phenotypes using (C) single time point differences and
(D) for derived phenotypes from repeated measures
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Figure B.5: PC0 vs PC4 model. (A) Heritability estimates for PC0 vs PC4
models for single time point phenotypes (B) Heritability estimates for PC0 vs PC4
models for derived phenotypes

Figure B.6: Heritability of Alternate Derived Phenotypes. Heritability estimates
of derived phenotypes for DAS, lCRP, rSJC, and rTJC metrics.
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Figure B.7: Population-Level Placebo Effect Estimates. Regression coefficients
for population-level baseline disease state (BL), golimumab effect size (GOL), and
placebo effect size (PBO)
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Table B.1: Heritability Estimates: Transformed Pheno-
types. GCTA Heritability Estimates using difference between
single measurements and mean difference in disease state af-
ter treatment.

Phenotype Time Vg/Vp SE P P.perm

DAS WAG4 0.30 0.32 0.1220 0.1128

WAG12 0.63 0.43 0.0750 0.0459

WAG20 0.26 0.36 0.2886 0.2186

WAG28 0.12 0.20 0.1537 0.1188

FL 0.75 0.45 0.0127 0.0110 *

MNa 0.41 0.36 0.0466 0.0369 *

lCRP WAG4 0.27 0.32 0.1117 0.0878

WAG12 0.00 0.14 0.5000 0.3922

WAG20 0.11 0.19 0.1658 0.1537

WAG28 0.00 0.13 0.5000 0.3912

FL 0.00 0.18 0.5000 0.3892

MNa 0.12 0.24 0.2916 0.2116

rSJC WAG4 0.07 0.17 0.2696 0.2046

WAG12 0.66 0.42 0.0527 0.0509

WAG20 0.62 0.44 0.0591 0.0399

WAG28 0.39 0.35 0.0270 0.0279 *

FL 0.39 0.36 0.0677 0.0449

MNa 0.64 0.41 0.0072 0.0050 *

rTJC WAG4 0.34 0.34 0.0912 0.0908

WAG12 0.73 0.44 0.0162 0.0160 *

WAG20 0.97 0.53 0.0097 0.0100 *

WAG28 0.16 0.22 0.0988 0.0768

FL 0.61 0.42 0.0006 0.0010 *

MNa 0.70 0.45 0.0028 0.0020 *

* Indicates p<0.05 for both GCTA and permutations
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Table B.2: Heritability Estimates: Raw Phenotypes. GCTA
Heritability Estimates using difference between single mea-
surements and mean difference in disease state after treat-
ment.

Phenotype Time Vg/Vp SE P P.perm

CRP WAG4 0.11 0.25 0.3318 0.2715

WAG12 0.00 0.24 0.5000 0.4032

WAG20 0.00 0.17 0.5000 0.3932

WAG28 0.00 0.35 0.5000 0.3802

FL 0.00 0.16 0.5000 0.3782

MNa 0.00 0.17 0.5000 0.3603

SJC WAG4 0.00 0.14 0.5000 0.3852

WAG12 0.42 0.38 0.1795 0.1597

WAG20 0.66 0.45 0.0604 0.0609

WAG28 0.22 0.28 0.0837 0.0858

FL 0.36 0.37 0.0887 0.0808

MNa 0.55 0.38 0.0180 0.0240 *

TJC WAG4 0.02 0.18 0.4864 0.4212

WAG12 0.75 0.46 0.0411 0.0319 *

WAG20 0.72 0.47 0.0371 0.0279 *

WAG28 0.03 0.13 0.3922 0.3084

FL 0.55 0.44 0.0161 0.0110 *

MNa 0.50 0.42 0.0719 0.0549

* Indicates p<0.05 for both GCTA and permutations



Appendix C

Supplemental Material: Bayesian

Mixed Model Estimation of

Posterior Response Probabilities for

Rheumatoid Arthritis Patients

Treated with Golimumab

This appendix contains supplemental figures for the work described in

Chapter 4 of this document: "Bayesian Mixed Model Estimation of Posterior Re-

sponse Probabilities for Rheumatoid Arthritis Patients Treated with Golimumab".

Each figure is referred to in the main text of the chapter and a brief description of

each figure is given here.

163



164

Figure C.1: Model Fit Metrics. (Left) Standard deviation of residuals models
9 and 10 using mixed model with (orange) and without (green) autoregressive
correlation structure. (B) Pearson correlation between observed DAS values and
values predicted from models 9 and 10.

Figure C.2: Posterior Distributions of Effect Sizes. Posterior distributions of es-
timates from mixed model (m9) for fixed effects (dark green), random effects (light
green), correlations between random effects (purple), residual variance (blue).
Specified prior distributions represented in grey.
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Figure C.3: Mixed-Model vs N-of-1 Model. (A,B) Distributions of posterior (A)
disease trajectory and (B) TRT effect size from mixed and N-of-1 models across
the cohort. (C,D), Correlation between posterior estimates obtained from mixed
and N-of-1 models for (C) disease trajectory and (D) TRT effect size.
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Figure C.4: Summary of Posterior Distributions. Mean, quartiles, and 95%
credible intervals for estimates of (A) GOL effect size* from N-of-1 model, (B)
TRT effect size* from mixed model, and (C) TRT effect size* from N-of-1 model
for all patients in cohort. (*Negative effect size indicates improvement in disease
state.)
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Figure C.5: Disagreement Between Categorical Outcomes. Number of patients
qualifying for each categorical outcome at weeks 28 (color) and 52 (x-axis) of clin-
ical trial using (Left) EULAR response and (Right) ACR50 response* definitions.
(*1=Responder, 0=Non-Responder)

Figure C.6: Individual Posterior Response versus ACR50. Posterior probabilities
of GOL effect size less than* (A) 0 or (B) -1.2 using mixed (y-axis) and N-of-1
(x-axis) models. Point color indicates ACR50 response designation at week 28
(inner circle color) or week 52 (outer ring color) of clinical trial. (*Negative effect
size indicates improvement in disease state.)
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Figure C.7: Model Summary after Simulating Baseline Measurements. (A) Pos-
terior distributions of estimates from mixed model (m9) after simulating additional
baseline measurement for each patient. (B) Pairwise scatterplots and Pearson cor-
relation between random estimates from mixed model. (C) WAIC for models 8, 9,
and 10 fit to data including simulated baseline measurements.
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Figure C.8: Posterior Patient Estimates across Treatment Protocols. Mean pos-
terior estimates for individuals in under each treatment paradigm (G, P, PE) for
mixed (Tn_m10) and N-of-1 (BI) models. (A) Baseline DAS; (B) GOL effect size;
(C) TRT effect size; (D) Disease trajectory.
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Figure C.9: Uncertainty in Patient Estimates by Treatment Protocol. Within-
patient error of estimate for baseline DAS (x-axis) and GOL treatment (y-axis)
colored by treatment arm (G, P, PE) for mixed model (left) and N-of-1 model
(right).

Figure C.10: Correlations between Parameter Estimates. Heatmaps of Pearson
correlation coefficients (black=0) between patient-level parameter estimates within
and between mixed and N-of-1 models for patients in (A) Golimumab arm, (B)
Placebo arm (no Early Escape), or (C) Placebo arm + Early Escape.
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Figure D.1: HLA-DRB1 Cohort Frequencies. Haplotype frequencies of HLA-
DRB1 haplotypes determined by SOAP-HLA at 4-digit precision for European
(dark) and non-European (light) patients in clinical trial cohort.

Figure D.2: HLA-DRB1 Haplotype Association: Severity and Response. Pos-
terior distributions of HLA-DRB1 haplotypes’ effects size estimates for disease
severity (green) and drug response (blue). Prior distributions indicated in grey.
Posterior probabilities of effect size indicated below.
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Figure D.3: HLA-DRB1 Collapsed Haplotype Posterior Probabilities. Posterior
probability that a collapsed haplotype (positions 11, 71, and 74 of HLA-DRB1) has
an effect size greater than 0 based on posterior distribution of estimates. Prob-
abilities near 0 indicate a negative effect size while probabilities greater than 0
indicate a positive effect size.

Figure D.4: HLA-DRB1 Haplotype: Severity versus Response. (A) Mean pos-
terior effect size for HLA-DRB1 haplotypes’ contributions to disease severity and
drug response. (B) Posterior probability that a haplotype (4-digit precision) has an
effect size greater than 0 based on posterior distribution of estimates. Probabilities
near 0 indicate a negative effect size while probabilities greater than 0 indicate a
positive effect size.
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Table D.1: HLA-DRB1 Posterior Effect for Disease Severity. Posterior effect size
for imputed HLA-DRB1 haplotypes’ contributions to disease severity.

Effect Hap Freq Mean St.Dev. 95% CI Post.Pr.
Disease 01:01 130.00 0.02 0.10 -0.171-0.212 0.57

03:01 58.00 -0.09 0.12 -0.322-0.146 0.78
04:01 111.00 -0.02 0.10 -0.214-0.179 0.57
04:04 67.00 -0.09 0.12 -0.315-0.136 0.78
04:05 18.00 -0.14 0.17 -0.487-0.199 0.79
04:07 11.00 0.01 0.20 -0.387-0.414 0.52
04:08 22.00 0.21 0.16 -0.103-0.534 0.90
07:01 52.00 -0.02 0.13 -0.27-0.23 0.56
08: 36.00 0.17 0.15 -0.118-0.46 0.87
09:01 32.00 -0.04 0.14 -0.332-0.245 0.62
10:01 15.00 -0.12 0.18 -0.465-0.247 0.74
11: 9.00 -0.17 0.21 -0.582-0.248 0.79
11:01 12.00 -0.34 0.19 -0.72-0.038 0.96
11:04 14.00 -0.32 0.19 -0.687-0.059 0.95
12:01 10.00 -0.01 0.20 -0.413-0.392 0.52
13:01 25.00 0.04 0.16 -0.268-0.363 0.61
13:02 12.00 -0.10 0.19 -0.475-0.279 0.70
14:02 14.00 -0.12 0.19 -0.488-0.244 0.73
15:01 54.00 0.08 0.13 -0.176-0.324 0.72
15:02 14.00 -0.16 0.19 -0.528-0.207 0.80
16:01 22.00 0.23 0.17 -0.1-0.558 0.91
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Table D.2: HLA-DRB1 Posterior Effect for Disease Severity. Posterior effect size
for imputed HLA-DRB1 haplotypes’ contributions to drug response.

Effect Hap Freq Mean St.Dev. 95% CI Post.Pr.
Response 01:01 130.00 -0.04 0.09 -0.221-0.144 0.65

03:01 58.00 -0.01 0.11 -0.231-0.209 0.54
04:01 111.00 -0.05 0.09 -0.237-0.13 0.71
04:04 67.00 -0.08 0.11 -0.3-0.138 0.77
04:05 18.00 0.00 0.17 -0.329-0.333 0.50
04:07 11.00 -0.05 0.20 -0.438-0.343 0.60
04:08 22.00 -0.09 0.15 -0.393-0.209 0.73
07:01 52.00 -0.12 0.12 -0.353-0.119 0.84
08: 36.00 -0.16 0.14 -0.423-0.113 0.88
09:01 32.00 -0.11 0.14 -0.372-0.167 0.77
10:01 15.00 0.18 0.17 -0.158-0.524 0.85
11: 9.00 0.04 0.21 -0.358-0.442 0.58
11:01 12.00 0.15 0.19 -0.216-0.521 0.79
11:04 14.00 -0.17 0.18 -0.521-0.181 0.83
12:01 10.00 -0.14 0.20 -0.521-0.242 0.76
13:01 25.00 -0.10 0.15 -0.4-0.2 0.74
13:02 12.00 -0.20 0.18 -0.544-0.156 0.87
14:02 14.00 0.16 0.19 -0.217-0.518 0.80
15:01 54.00 0.04 0.12 -0.188-0.288 0.65
15:02 14.00 0.17 0.18 -0.182-0.525 0.82
16:01 22.00 -0.10 0.16 -0.401-0.202 0.73
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Table D.3: Functional Haplotype Posterior Effect Sizes. Posterior effect sizes of
disease severity and drug response for functional haplotypes defined by positions
11, 71, and 74 of HLA-DRB1.

Effect Hap Freq Mean St.Dev 95% CI Post.Pr.
Disease DRE 32.00 -0.08 0.16 -0.376-0.225 0.69

GRQ 61.00 -0.08 0.14 -0.345-0.187 0.72
LEA 3.00 0.16 0.26 -0.357-0.657 0.74
LRA 138.00 0.04 0.11 -0.177-0.248 0.64
PAA 68.00 -0.03 0.13 -0.281-0.231 0.58
PRA 39.00 0.27 0.14 -0.012-0.557 0.97
RRA 1.00 0.01 0.28 -0.536-0.563 0.51
SEA 43.00 -0.03 0.14 -0.307-0.256 0.57
SKR 58.00 -0.11 0.13 -0.364-0.151 0.80
SRA 65.00 -0.27 0.13 -0.528–0.016 0.98
SRE 2.00 -0.07 0.27 -0.596-0.455 0.61
SRL 50.00 0.17 0.14 -0.104-0.443 0.90
VEA 5.00 -0.15 0.24 -0.594-0.312 0.74
VKA 115.00 -0.02 0.11 -0.242-0.194 0.57
VRA 130.00 -0.11 0.11 -0.333-0.109 0.84
VRE 21.00 -0.02 0.17 -0.367-0.321 0.55

Response DRE 32.00 -0.12 0.15 -0.407-0.161 0.80
GRQ 61.00 -0.05 0.13 -0.298-0.204 0.64
LEA 3.00 -0.15 0.26 -0.64-0.36 0.71
LRA 138.00 -0.05 0.10 -0.254-0.15 0.70
PAA 68.00 0.10 0.12 -0.133-0.334 0.80
PRA 39.00 -0.17 0.14 -0.433-0.099 0.89
RRA 1.00 0.27 0.28 -0.275-0.812 0.83
SEA 43.00 -0.13 0.13 -0.386-0.133 0.83
SKR 58.00 -0.01 0.12 -0.257-0.234 0.54
SRA 65.00 0.04 0.12 -0.206-0.275 0.61
SRE 2.00 0.12 0.26 -0.391-0.634 0.68
SRL 50.00 -0.20 0.13 -0.458-0.054 0.94
VEA 5.00 0.12 0.23 -0.321-0.568 0.70
VKA 115.00 -0.05 0.11 -0.259-0.156 0.68
VRA 130.00 0.00 0.10 -0.196-0.209 0.51
VRE 21.00 -0.01 0.16 -0.329-0.309 0.52



Appendix E

Supplemental Material:

Genome-Wide Interrogation of Rare

and Common Genetic Variants

versus Response to Golimumab

Treatment for Rheumatoid Arthritis

This appendix contains supplemental figures for the work described in

Chapter 6 of this document: "Genome-Wide Interrogation of Rare and Com-

mon Genetic Variants versus Response to Golimumab Treatment for Rheumatoid

Arthritis". Each figure is referred to in the main text of the chapter and a brief

description of each figure is given here.
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Figure E.1: Enrichment Statistic Distributions. Distributions of Qarea and Dmax

statistics for all genes, including variants in exons or full gene.

Figure E.2: Genome-Wide Exonic Qarea Statistic. Qarea statistics for exonic
variants in genes across the genome with most enriched genes labeled.
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Figure E.3: Genome-Wide Dmax Statistic. Dmax statistics for variants in (A) full
gene or (B) exonic regions of gene across the genome. Most enriched genes are
labeled.
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Figure E.4: Top Enrichment Genes. Qarea and Dmax statistics for top genes,
including variants in exons or full gene.
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Figure E.5: Rare Variant Burden. Weighted Burden Test of rare variants (A) in
an entire gene or (B) resulting in non-synonymous changes in exons.
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Figure E.6: Top GWAS Locus: CNTN5. Manhattan plot showing individual
p-values for variants within 1MB of CNTN5 for association with patients’ change
in DAS after GOL treatment.
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