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Abstract

Essays in Behavioral Economics

by

Ashling Michelle Scott

Doctor of Philosophy in Business Administration

University of California, Berkeley

Professor John Morgan, Chair

Economic theory hinges on the fact that humans are rational. However, in the
wild, research demonstrates human behavior often deviates from rationality. This
deviation may result in suboptimal behavior. Researchers in behavioral economics
and psychology have tried understand these irrational behaviors and clarified many
of the ways humans are likely to be biased. Yet, we are still exploring ways to help
people overcome their behavioral biases. This dissertation explores behavioral biases
in three different contexts: technology, human cooperation, and banking.

This dissertation demonstrates a behavioral bias in A/B testing in technology
and quantifies the amount to which this bias is a problem. Second, this dissertation
proposes a light institutional intervention of giving more information to study the
impacts on trust. Third, this dissertation explores the effects of offering a new
financial product to overcome behavioral biases around opening bank accounts and
savings. Overall, these papers demonstrate behavioral biases can lead to suboptimal
outcomes such as making the wrong business decision, or missing out on the benefits
of cooperation, or failure to open a bank account and save. Luckily, there are some
ways we can overcome biases (Chapter 3), but not all interventions work in the ways
we would expect (Chapter 2).

The first chapter introduces the behavior of “p-hacking”, where decision makers
stop experiments earlier or later than proper statistical validity requires, possibly
because they are overly eager to obtain significant results. Such behavior may result
in invalid test conclusions and financial losses. We investigate whether online A/B
experimenters “p-hack” by stopping their experiment based on the p-value of the
effect. Our data comes from a leading platform and contains 2,101 A/B tests that
track the magnitude and significance level of the effect on every day of the experiment.
We estimate the causal effect of reaching a particular p-value on stopping behavior by
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applying a regression discontinuity design to hazard modeling. Experimenters indeed
p-hack, especially for positive lift values. Moreover, experimenters p-hack more if the
lift is mildly positive rather than strongly positive. A latent class analysis shows that
approximately 57% of experimenters p-hack at the 90% confidence threshold. A false
discovery rate (FDR) analysis estimates that p-hacking increases false discoveries by
27.5%, while the overall rate of false-discoveries is 38%. This chapter is coauthored
with Ron Berman, Leo Pekelis, and Christophe Van den Bulte.

In the second chapter, I introduce an information signal and role organization
that may engender more trusting behavior. Trust is an essential ingredient for un-
locking economic surplus. However, consider the prisoner’s dilemma—all parties gain
from cooperation, yet each party has an incentive to deviate. How can we organize
society to unlock the possible gains from trust in such situations? We’ve all had
experiences that indicate it is possible. Studies have shown prosocial individuals are
more trustworthy. We can take advantage of this fact and suggest pairing prosocial
individuals with less prosocial individuals who will trust them if their type is known.
In this case, it takes information, timing, and only one pro-social individual to unlock
the trust surplus. I find information actually decreases overall trust and does not
impact . Consequently, too much information might negatively influence cooperation
and trust by changing our biases.

In the final chapter coauthored with Paul Gertler, Sean Higgins, and Enrique
Siera, I explore whether a financial incentive can nudge people into opening a bank
account and saving. Despite the benefits of saving in formal financial institutions,
take-up of no-fee formal savings accounts is low among the poor. Surprisingly, even
after opening a savings account, use of the account is often low. In a large randomized
experiment across 110 bank branches throughout Mexico, we provide a temporary
incentive to both open and use a savings account: we offer prize-linked savings
accounts with cash-prize lotteries, where lottery tickets are awarded as a function of
savings balances. We find that 41% more accounts are opened in treatment branches
than in control branches on average, and the number of accounts opened in treatment
branches increases steadily over time while the lotteries were being offered. Although
the incentive to save is temporary as lotteries are only offered for two months, the new
accounts continue to be used over time. After five years, clients who opened accounts
in response to the lottery continue saving and making transactions at the same rates
as those who opened accounts in control branches during the same months.
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Chapter 1

p-Hacking in A/B Testing

1.1 Introduction

Motivation

Online experiments have become a prominent technique that marketers use to inform
their decisions. This recent popularity can be partially attributed to the ease of
creation of multiple versions of web pages and other interactive online materials,
but is also related to the introduction of platforms that make it easy to randomize
exposures to consumers and measure their responses.

Experimentation platforms (often called A/B testing platforms) often supply
standard tools for null hypothesis statistical testing (NHST). These tools are sup-
posed to help marketers make better decisions and avoid non-effective marketing
treatments. The results, however, are mixed at best. Anecdotal evidence from prac-
tical recommendations to practitioners who run A/B tests often warn them about
the unreliability of the results of these tests.1

Since this anecdotal evidence and accumulated experience with A/B testing, the
platform we partnered with made changes to their platform to ensure proper testing
so that “p-hacking” can no longer occur. The industry has made substantial effort
to educate marketers about the importance of statistical expertise.2 In some cases
platforms have been competing over the tools they provide to help marketers avoid

1”How Optimizely (Almost) Got Me Fired”, http://blog.sumall.com/

journal/optimizely-got-me-fired.html and ”12 A/B Split Testing Mis-
takes I See Businesses Make All The Time”, https://conversionxl.com/blog/

12-ab-split-testing-mistakes-i-see-businesses-make-all-the-time/
2See, e.g., Goodson (2014) and https://help.optimizely.com/Analyze_Results/

Statistical_significance_in_Optimizely
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making such errors. These tools include sequential testing that control for false
discovery rates because of multiple testing (Pekelis et al., 2015) and multi-armed
bandits.3

In parallel to the development of A/B testing tools, recent difficulties in repro-
ducing academic research results (Simmons et al., 2011; Open Science Collaboration,
2015) have been attributed to statistical practices that are prone to errors due to
lack of expertise among experimenters or due to strategic conduct aimed to find pos-
itive effects where none exist. This behavior, generally referred to as “p-hacking”,
includes a set of techniques that undermine the statistical power of experiments.

Examples of p-hacking techniques include stopping an experiment once the ob-
served p-value falls below a threshold (usually 0.05), testing many hypotheses but
reporting only those that fall below the threshold, and excluding participants or
transforming the data to get a p-value below the threshold (Simmons et al., 2011).
Even when experiments were properly conducted, trained practitioners have been
shown to draw incorrect conclusion from the results. For example, McShane and Gal
(2015) show that medical doctors often make mistakes in interpreting the results of
statistical evidence.

Given this emphasis on statistics both in academia and in the industry, we ask
whether business people “p-hack” – whether they strategically manipulate the results
of their experiments to their benefit. Among the different techniques for p-hacking,
our focus is solely on stopping behavior in experiments where marketers can decide
to stop an experiment early to achieve favorable results.

Because the benefit of “p-hacking” is unclear for marketers, we ask whether it
is prevalent and what attributes contribute to the decision to p-hack. p-Hacking
increases the probability of detecting a false-positive effect, resulting in lowered profit
for the organization. Moreover, if a website currently has an active default treatment
that performs well, moving (by mistake) to a lesser performing treatment may not
only lower profit, but also make the marketer appear to be incompetent.

On the flip side, there are many cases where marketers may have an incentive
to “p-hack”. If after the experiment the effectiveness of the treatment is no longer
monitored, the marketer clearly has a smaller downside for “p-hacking”. In these
cases, it may seem favorable to choose a treatment that has a large potential effect
in an experiment with a small sample and disregard the long term impact of possible
mistakes. Another reason that may incentivize p-hacking are agency considerations
within the organization. For example, when an outside agency is being employed
to run the experiment, the agency will have strong incentives to only show positive
results for their experiments. Since the agency will be reporting the results, the

3https://support.google.com/analytics/answer/2844870?hl=en
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agency’s employees may choose to stop experiments early when they seem to be
performing the best.

Even when malicious intent is not at play, business practitioners may “p-hack”
purely due to lack of statistical training. Many experimenters do not have the back-
ground or experience to interpret the statistical results provided by a platform. Con-
sequentially, they will follow the recommendation of the platform, which may not be
calibrated to control for false discovery rates, multiple hypothesis testing, and other
causes that inflate false-positive results. The users of these platforms, however,
seldom have a reason to suspect the recommendation of an online platform about
statistical decisions, which may cause them to follow the recommendations blindly.
Further, the belief that significance carries more information than non-significance
has become wide spread, despite recent research that pushes against these long held
beliefs (Abadie, 2018).

Contribution

Although p-hacking may be prevalent in business experiments, there isn’t much
evidence to support or disprove its existence. Because there are conflicting motives
that support or oppose p-hacking, documenting evidence for its existence and for the
magnitude of the issues it creates online are a primary contribution of our paper.

Our first research question is whether we can find evidence for p-hacking in busi-
ness experiments. Prior research used the resulting p-values at the end of an experi-
ment to answer this question implicitly about published academic findings. We took
this research a step farther by collecting a dataset of 2,101 experiments, each with an
average of 141 thousands individual exposed users to analyze p-hacking behavior in
online business experiments. Our dataset is unique in that it has daily dynamic data
about the performance and termination of each experiment, rather than a pattern
of p-values given at termination. This means that unlike analyses such as using a
p-curve (Simonsohn et al., 2014a), our rich dataset allows us to observe each exper-
iment at every day, determine when an experiment was stopped, and directly draw
a conclusion about the relationship between observed statistical measures (such as
p-values) and stopping behavior. In essence, our data allows us to “look over the
shoulder” of the experimenter and draw stronger conclusion about their behavior.

The second research question we address looks at how other attributes of the ex-
periment impact the stopping behavior. It is completely possible, for example, that
experiments are predetermined to run for a fixed number of weeks, while disregard-
ing statistical considerations. Other factors such as the magnitude of the treatment
effect of the experiment (the lift), the day of the week and prior experience of the

3



experimenter may also impact stopping behavior, and we include them in our anal-
ysis.

Part of the difficulty in identifying p-hacking comes from the correlational nature
of p-values and sample sizes in well designed experiments. If an experiment was
a-priori properly designed and the sample size chosen correctly, it will be powered to
detect a specific effect. In this case, we will see correlation between lower p-values
and stopping behavior because these lower p-values are designed to be found with
higher samples. Our analysis differs from previous observational analysis in that
we document and measure the causal effect of p-values on stopping behavior. Our
dynamic data allows us to use a regression discontinuity design (RDD) in narrow
windows of p-values around natural stopping cutoffs (such as 0.1 and 0.05). Using
this approach we use a hazard-model to determine how the levels of p-values causally
affect stopping, and whether these are moderated by the level of lift of the treatment
effect.

Once we have documented the existence of p-hacking and some possible expla-
nations for when it is more prevalent, we turn to understand the damage caused
by p-hacking in business experiments. Although we find that on average p-hacking
occurs in our data, it is possible that only a small fraction of the population of ex-
perimenters p-hack. Moreover, even if a large share of the population p-hacks, it is
possible that the magnitude of false discoveries announced as a result of p-hacking
is not that large.

Our final contribution answers these two questions. To determine how many ex-
perimenters p-hack, we use the RDD approach in a latent class model where each
experimenter is associated to either a p-hacking or non-p-hacking class. We then
use the ending p-values from the experiments in a false discovery rate (FDR) anal-
ysis based on Storey (2011) to determine how many of the experiments may have
been mistakenly announced as a falsely discovered difference between the A and B
treatments.

Overall, we contribute to the literature on discovery and analysis of p-hacking
by collecting a unique dynamic dataset, and identifying the existence and causes for
p-hacking.

To the literature on experimentation and sample design we contribute an analysis
of a common practice while running experiments, and estimating the magnitude of
damage caused by this practice.

Findings

In Section 1.3 we provide a descriptive analysis of the effects estimated in experi-
ments and the stopping behavior of the experiments. We find that on average most
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experiments terminate with small effect sizes (median of 0.1%) and small lifts (me-
dian of 0.15%). If these values are representative of the population of experiments,
they mean that an experimenter should not expect to find significant differences
between treatments too often. A hazard model analysis shows that an increase in
statistical confidence levels (the main metric provided by the platform) is correlated
with earlier stopping behavior. The number of visitors (sample size) or the prior
experience of the experimenter do not seem to influence stopping behavior.

When we turn to an RDD analysis in Section 1.4, we find that experiments
exhibit a jump in stopping rate around the 90% and 95% confidence levels. The
A/B testing platform, however, recommended stopping when an experiment reached
95% confidence. This means that experimenters often were impatient and stopped
the experiment before the platform recommended to do so. A further analysis that
splits the data to high and low lift values shows that most of the early stopping comes
from users who had found mildly positive lift values in their experiments (that is, lifts
close to zero). The fact that stopping increases with lower lifts may be attributed to
a desire to “catch” the effect while it exists before regression to the mean may make
it smaller. Alternatively, it may indicate confirmation bias – when effects are small
experimenters are less surprised, and when they are large they are more surprised
and thus they wait longer to be sure.

To estimate how many p-hackers there are in the population, we look at the
observations in a window around the 90% confidence level, and use a latent class
analysis on the population in this window to understand how many of them belong
to a p-hackers latent class. 38% of the population of the experimenters in our dataset
have observations in that window, and the estimate shows that 57.31% of these
experimenters belong to the p-hacking class that would have increased their stopping
propensity once they reached a 90% confidence threshold.

Section 1.5 estimates the impact of p-hacking. Unlike false-positives that estimate
the number of no-effect experiments (null) that would have been determined as hav-
ing an effect (alternative), we focus on the more relevant measures of false-discoveries
– out of the effects determined as significant, how many are probably non-existent.
Our analysis shows that when 90% confidence is used as a threshold for discovery,
38.08% of the effects would probably be null. If the threshold is increased to 95%
(the platform’s recommended threshold), 26.94% of the effects would have probably
come from the null.

To estimate the impact of p-hacking, we use the p-value from the day before
the experiment was stopped (adjusted for the sample size) to estimate what the p-
value would have been without p-hacking. Comparing the false discovery rates with
these adjusted p-values to the stopping false discovery rates estimates that p-hacking
accounts for an increase of 27.5% in false discoveries.

5



1.2 Data

Research setting

Our data comes from a company that provides an online A/B testing platform. The
platform helps experimenters with designing, delivering, monitoring and analyzing
different versions of web pages. In our setting, an A/B test is a randomized controlled
experiment where there are two (A and B) or more versions of a web page, called
webpage “variations”. When an online user (called a visitor) visits the experimenter’s
website, the platform assigns each visitor to one of the variations permanently, which
is then displayed to the visitor. The assignment is usually done through saving a
cookie file on the visitor’s device indicating their assigned variation.

The platform then monitors actions that the visitor takes on the assigned varia-
tion (such as clicks on the page or e-commerce orders), and records them in the log
of the experiment. The actions being monitored by the platform are chosen by the
experimenter and are called “goals”. They can include the following:

• Engagement – Did a visitor click anywhere on the variation (such as clicking a
link or submitting a form)? This is the default goal available on the platform.

• Click – Did the visitor click on a specific link or button on the variation?

• Pageview – How many pageviews or impressions were made on this variation?

• Revenue – What are the sales revenues generated from this variation?

• Custom – Other events defined by the experimenter.

The platform monitors and logs the number of visitors, as well the number of
occurrences of the designated actions. The number of occurrences are called the
“conversion” level for each goal. In each experiment, the experimenter designates one
variation as the “baseline”. The baseline may, but need not be, the web page design,
or one of the designs, in use before the experiment started. The performance of all
other variations is compared to this baseline variation and statistics are computed
relative to the baseline.

The experimenter can log-in to the platform’s dashboard and view statistics about
the experiment at any time during and after the experiment. The experimenter may
decide to stop and terminate the experiment at any time. The platform does not re-
quire a pre-set termination time. When the experiment concludes, the experimenter
usually picks the variation with the highest performance on the goal of key inter-
est and directs all future visitor traffic to that variation. However, experimenters
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Figure 1.1: Experimenter Dashboard: Overview

may also keep the other variations viewable to a small sample of visitors to have a
continuously monitored control group.

Metrics reported to experimenters

The platform displays a Dashboard that contains the following information and met-
rics for each variation and goal combination in an experiment:

• Unique visitor and conversion counts. When the goal is a revenue goal, the
total revenue (and not count of conversions) is displayed.

• Conversion rate – the conversion count divided by the unique visitor count.

• Improvement (in percent) – the relative percent difference in conversion rates
between every variation and the conversion rate of the baseline. This is also
known as the Lift of the variation.

• Confidence (in percent) – Measure of statistical significance, described below.

Figure 1.1 illustrates the Dashboard being displayed to the experimenter. The
confidence variable is titled “Chance to beat the baseline” and displays a percentage
probability that a specific variation is different from the baseline. The calculation of
the metric uses the one-sided p-value of the t-test for testing the null hypothesis that
the baseline conversion rate is equal to or greater than the variation’s conversion
rate:
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H0 : CRbase ≥ CRvar vs. H1 : CRbase < CRvar

where CRbase is the conversion rate of the baseline, and CRvar is the conversion
rate of the variation. The confidence value displayed to the experimenter is one
minus this one-sided p-value, and is displayed in two digit percentage points, with
upward rounding (46% in Figure 1.1). The chart above the statistical metrics in
Figure 1.1 displays, for each variation in the experiment, how the confidence evolves
from the beginning of the experiment until the present.

When the confidence value of a variation reaches a pre-determined upper thresh-
old (95% is the default), that variation is displayed as a “winner”. When the con-
fidence reaches a lower threshold (5% is the default), a variation is displayed as
a “loser”. When the confidence value is between the two thresholds, the result is
displayed as inconclusive. See Figures 1.2a, 1.2b and 1.2c.

Using two 1-sided tests to determine crossing an upper and lower threshold is
equivalent to using one 2-sided test with a single threshold. In the above case, the
tests are equivalent to one 2-sided test with 90% threshold of significance.

Following the experiment, the experimenter may make several types of decisions
using the results obtained. For example, if the baseline variation is the default vari-
ation, the decision may be to replace the default variation with the best performing
one if the improvement is high enough. Alternatively, in a “pick the best” experi-
ment, no variation is a-priori the default, and the best variation will be chosen. In
these types of experiments the baseline has no special significance compared to the
other variations.

Set of experiments studied

Our raw data contains the entire set of 9,214 experiments that were started on the
platform during the month of April 2014. All experiments but one ended by the end
of November 2014. The data contains daily values of visitor and converter counts for
each variation in each experiment, from which we calculate the metrics and statistics
used in the analysis.

Since we seek to cleanly identify conscious p-hacking in termination behavior, we
exclude experiments that have one or more of the following characteristics precluding
or harming such clean identification:

• Having exactly the same number of users and converters in all variations at all
times.
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Figure 1.2: Experimenter Dashboard: Winning, Losing and Inconclusive Variations

(a) Winning Variation

(b) Losing Variation

(c) Inconclusive Variation

• Having all traffic occur on only a single variation for six or more consecutive
days.

• Having no traffic to any variation for six consecutive days.

Experiments with the first characteristic are evidently setup incorrectly in the
system. Experiments with the second or third characteristics very likely were termi-
nated de-facto by reconfiguring the website before the platform was notified formally
of the experiment’s termination.

We further purify the data by including only experiments listing Engagement as
a goal. This allows us to compare performance metrics on the same goal across ex-
periments. Additionally, all experiments are required to have an Engagement goal,
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while the other goal types are optional and depend on the experimenters preferences.
It is possible that Engagement was not the focus of the experiment, and that exper-
imenters decided to focus on another primary metric. We do not have information
about the primary goal that the experiments chose to focus on.

Finally, in experiments that had more than one non-baseline variation, we select
the variation with the highest conversion rate on the last day of the experiment as
the primary variation. This allows us to compare experiments with various numbers
of non-baseline variations.

Our final dataset contains 2,101 experiments from 916 experimenter accounts.
The day of termination is observed for all experiments. The data contains 76,215
experiment-day observations. The experiments come from various industries, as
shown in Table 1.1. Retailers and E-tailers (26.5%), Media companies and Advertis-
ing agencies (23.6%), and High-tech companies (17.7%) are three industry verticals
accounting for the most experiments. Table 2 reports additional characteristics of
the experiments. On average, experiments had between 2 and 3 variations and be-
tween 4 and 5 goals. On their last day, they had run on average for 36 days and
included more than 140,000 visitors. Experimenters varied quite a bit in the number
of prior experiments they had run on the platform with the average being 364.

Table 1.1: Distribution of Experiments by Industry.

Industry Vertical Percentage

Agency/Professional Services 7.81
Financial Services 2.09
Gaming 0.14
High Tech 17.71
Insurance 0.33
Media 15.75
Mobile Only 0.05
Non-Profit 1.14
Other 17.99
Retail 26.56
Schools & Education 3.00
Telecommunications 1.14
Travel & Entertainment 6.28

Industry assigned by the platform. N=2,101.

Table 1.2 also reports two performance metrics: Effect Size and Lift. For each
experiment and each variation, we calculated the Engagement conversion rate on
the day the experiment ended. The Effect Size of a non-baseline variation is the
difference in conversion rates between that variation and the baseline, whereas the
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Table 1.2: Summary Statistics of Experiments

Mean Median SD Min Max

Sample Size 141,309 10,129 915,721 201 34,724,196
Total Variations 2.78 2.00 2.66 2.00 80.00
Total Goals 4.67 3.00 5.47 1.00 70.00
Past Experiments Activated 364.3 184.0 455.7 1.0 2,917.0
Length 36.28 19.00 49.19 1.00 537.00
Effect Size 0.005 0.001 0.047 -0.328 0.571
Lift 0.112 0.0015 2.256 -0.653 82.78

Number of experiments N = 2, 101. Values are computed on the last day of the
experiment.

Lift is the percentage difference in conversion rates from the baseline. Lift is reported
as “Improvement” on the experimenter dashboard (Figure 1.1). As noted earlier,
we select the non-baseline variation with the highest conversion rate on the last
day to characterize the time-varying Effect Size, Lift and Confidence values of the
experiment. When the Lift is undefined because of a zero baseline conversion rate,
we set it to zero if the variation conversion rate was zero, and to the lowest 99%
percentile lift if the effect size was negative and highest 99% percentile if the effect
size was positive.

As reported in Table 1.2, the average Effect Size was 0.5% and the average Lift
was 11.2%, meaning that the Engagement conversion rate in the best-performing
variation was on average half a percentage point or 11.2% higher than in the baseline.
Using the average baseline conversion rate of 67.4% and the average effect size of
0.5%, we can calculate the average sample size an experimenter would have needed
to detect a 0.5% effect size with 90% confidence and 80% power in a 2-sided test.4

This analysis5 results in a recommended sample size of 108, 110 visitors, which is
lower than the average experiment in our data. Changing the threshold to 95%
would have required a sample of 137, 132 visitors.

4As mentioned, the platform performs two 1-sided tests at 95% confidence by default, which
are equivalent to one 2-sided test with 90% confidence.

5Using the calculator at http://powerandsamplesize.com/Calculators/

Compare-2-Proportions/2-Sample-Equality
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1.3 Descriptive analysis: When do experiments

end?

Model Free Evidence

Experiments do not start or end equally on different days of the week. As expected,
few experiments start or end during the weekend (Table 1.3). However, the propen-
sity to start experiments is also markedly lower on Mondays and Fridays compared
to the rest of the week, as is the propensity to end on a Friday.

Table 1.3: Days of the Week when Experiments Start and End (%)

Start End

Sunday 6.52 2.43
Monday 11.14 21.89
Tuesday 20.32 19.70
Wednesday 22.13 17.85
Thursday 17.71 20.18
Friday 14.85 15.42
Saturday 7.33 2.52

Total 100.00 100.00

N = 2, 101

Figure 1.6a shows the histogram of how long experiments run. Half the experi-
ments end in less than three weeks. Specifically, 25% end in 8 days or less, 50% in 19
days or less, 75% 43 days or less, and only 5% long for longer than 132 days. Figure
1.6b shows the histogram of durations lasting 60 days or less, which covers 82.7% of
all experiments. Clearly, there is a downward trend and a 7-day cycle. The 7-day
cycle may stem from the tendency to start and end the experiment on particular
weekdays (Table 1.3), but may also reflect a tendency to run experiments in multi-
ples of weeks. A small spike in the number of endings between 161 and 168 days is
notable (Figure 1.6a), and may similarly reflect a tendency not to run experiments
beyond 24 weeks.

The empirical hazard rate—the number of experiments ending on a day divided
by the number of experiments that did not end earlier—exhibits a downward trend
for about 270 days (by which time 99.2% of the experiments have ended), a 7-day
cycle in the first 60 days, and a spike in week 24.

The level of confidence is also associated with ending the experiment. Figures
1.7a and 1.7b are histograms of confidence values on any day during the experiment
(1.7a) and on the day they end 1.7a, respectively. There is more mass at confidence
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levels of values .85 and higher in Figure 1.7b than Figure 1.7a. This might stem
from p-hacking, but may also be due merely to the increasing power as experimental
runtime progresses and sample size increases.

Figures 1.8a and 1.8b illustrate the distribution of Lift values in our data for
all the experiment days and the termination day, respectively. During some of the
experiment days, some variations reach a tremendously high Lift value (over 98, or
9800%), but this effect is smaller when experiments end. This is a testament to the
random behavior of experiments while they run, especially in the initial days. When
the number of conversions and visitors is small, the estimates of conversion rates
are not precise and the Lift estimates may be very noisy. When we compare the
last day distribution of lift to all the other days distribution using the Kolmogorov-
Smirnov test, we find that they are from different underlying distributions and that
is statistically significant at the 1% level.

The distribution of ending Lift values also shows a skew towards high values, and
in some cases, they are higher than 1 (more than 100% improvement). This may
again serve as initial evidence of strategic stopping of experiments, but can also be
explained by proper design of experiments.

Figure 1.3 shows a non-parametric analysis of stopping behavior a function of
confidence level. The confidence levels were binned at 0.1 increments, and for each
bin, the share of experiments that were stopped is calculated. We can see on the grey
line that describes all the data that there is no clear pattern of increase or decrease
in stopping chances for confidence levels below 0.5 (negative effect), while there is
a slight upwards trend for confidence level above 0.5 (positive effect). We use the
Kolmogorov-Smirnov test here to demonstrate that the distribution of confidence on
the last day is different from the distribution of confidence on all other days at the
5% significance level.

When we divide the data in each bin by the lift of each observation to high (above
median lift) and low (below median lift) groups, we observe a pattern of interaction.
When lift is above the median, experiments stop earlier with negative effects, but
stop later with positive effects. This pattern is reserved for lift which is below median.
Another difference we notice is a potential divergence in stopping rates for positive
effects between the high (above median) and low (below median) experiments, while
no such effect exists for negative effects. This evidence, taken together, may indicate
that experimenters use the lift that is observed during the experiment as part of their
decision whether to stop an experiment or not. Moreover, experimenters tend to stop
experiments earlier for less extreme results, which include the mildly positive and
negative lift observations. A second conclusion from Figure 1.3 may be that for very
high confidence values, experimenters treat high lift values differently. Specifically,
they seem more conservative in stopping when the results are very positive.
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Figure 1.3: A non-parametric analysis of stopping behavior. Each dot represents the
average stopping rate when the confidence is in the bin range specified.
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In the next section, we use a hazard model to examine these findings.

Hazard Model Analysis

As noted before, correlation between stopping behavior is not necessarily an indica-
tion of strategic stopping. It is possible that experimenters are very good at choosing
sample sizes to detect the effect that is eventually realized. We therefore use a hazard
model to examine the association between the confidence level of an experiment as
well as the lift, to stopping behavior. Such association will provide further evidence
for the existence of strategic stopping.

Because our data is discrete the estimation is done using a logit regression. We
include experimenter specific random intercepts to account for possible correlation
in stopping behavior of experiments that come from the same account.

The analysis uses the following controls:

1. Day of the observation in the experiment – controls for duration effects such
as stopping or starting experiments in 7 day cycles.

14



2. Day of the week of the observation – controls for the fact experiments tend to
not stop in the weekend.

3. Cumulative number of visitors – accounts for the fact that experimenters may
have a pre-determined sample size goal that will determine their stopping be-
havior.

4. Industry the account belongs to – it is possible some industries have different
goals in starting and stopping times, or other experimenter behaviors.

5. Number of experiments previously run – controls for the experience in running
experiments the experimenter has.

In the analysis, we create a variable called Pos that allows us to analyze pos-
itive and negative lift values separately. This separation should give indication if
experimenters treat positive and negative results differently.

Table 1.4 shows regression results when the confidence variable is treated as
continuous, while Table 1.9 shows these results when the confidence variable is broken
into bins to allow non-parametric identification of non-linear effects.

Table 1.4: Regression Results with Continuous Confidence.
Pos=1 indicates positive effect.

VARIABLES (1) (2) (3)

Pos=1 0.0587 0.1865* 0.1570
(0.5695) (0.0897) (0.1691)

Pos=0 x Lift 3.6481*** 27.9513*** 23.9254***
(0.0000) (0.0000) (0.0000)

Pos=1 x Lift -0.0129 -35.9221*** -32.2519***
(0.3744) (0.0000) (0.0000)

Pos=0 x Confidence -1.0493*** -0.8187*** -0.6215**
(0.0000) (0.0011) (0.0193)

Pos=1 x Confidence 0.4235** 0.2067 0.1432
(0.0437) (0.3119) (0.5109)

Pos=0 x Confidence x Lift 50.6579*** 43.5084***
(0.0000) (0.0000)

Pos=1 x Confidence x Lift 71.8012*** 64.4901***
(0.0000) (0.0000)

Visitors -0.0000
(0.2106)

Experimenter Experience -0.0002
(0.1638)

Industry Verticals FE No No Yes
Day of Week FE No No Yes
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Day in Experiment FE No No Yes

Observations 76,215 76,215 76,215
Number of Experimenters 916 916 916
Log Likelihood -9284 -9259 -8695
rho 0.139 0.142 0.284

p-values are in parentheses, rounded to 4-decimal digits.
* p < 0.1 ** p < 0.05 *** p < 0.01

The results reveal that confidence has a V-shaped association with termination
behavior. The propensity to stop the experiment decrease with confidence for nega-
tive effects, and increase with confidence for positive effects. There isn’t a significant
main effect of the Pos indicator, implying that experimenters do not prefer stopping
earlier on positive vs. negative effects. When adding the interaction between Lift
and Confidence, as well as other controls, we see evidence of the interaction pattern
observed in the non-parametric analysis of Section 1.3. When the effect is negative,
higher lifts yield a higher chance of stopping, while when the effect is positive, the
pattern is reversed.

A third effect we observe (which is harder to discern from the non-parametric
analysis), is an interaction between confidence and lift. For positive effects as well as
negative effects, this implies that when the confidence and lift are more extreme, the
chances of stopping are higher compared to when confidence and lift are less extreme.
This U-shape may be indication of p-hacking, as there should not be an interaction
between the performance of the experiment (lift) and its stopping behavior.

Adding controls to the regressions does not change the patterns that we observe.
The analysis also reveals similar patterns to the ones found previously where experi-
ments tend to not be stopped during the weekends. Interestingly, higher sample sizes
and more experience in running experiments are not correlated with earlier stopping.

When we break the confidence variable into bins, the results in Table 1.9 confirm
those found in the analysis with the continuous confidence variable, but gives more
indication of the possibility of p-value targeting of experimenters.

The U-shape effect of the confidence is still evident in the results. Although the
experimentation platform indicated that a variation is a winner when a threshold of
95% confidence was reached, we see an indication that many experiments had a higher
chance of being stopped earlier, when confidence was in the range of 90% to 95%.
This behavior may be because experimenters decided to ignore the recommendation
of the platform, or decided to permanently change the threshold for declaring a
winning variation.

On the lower end of the confidence values, we see that experimenters increased
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their stopping chances in the range recommended by the platform (after crossing 5%
confidence), and not already when crossing 10%. If the goal of an experiment was to
replace a default option, this behavior is consistent with confirmation bias. Because
the new variations are expected to outperform the default, experimenters are less
stringent in their criteria for stopping when the effects are positive, but are waiting
for the platform confirmation when stopping on the negative effect size.

1.4 Discontinuity analysis: Do experimenters

p-hack?

When experimenters log into the platform during an experiment, the statistics they
are presented with change over time. To understand if experimenters p-hack and
do not necessarily follow proper stopping guidelines, we perform a regression dis-
continuity (RD) analysis with confidence cutoffs that will indicate strategic stopping
behavior if the chance of stopping “jumps” discretely after crossing the cutoff. If
experimenters do not p-hack, changes in the level of confidence displayed by the
platform should not impact their stopping probability.

We analyze the probability of an experiment stopping within a window of confi-
dence values around the cutoffs 90%, 95% and 99% on the high range of confidence
values, and around a cutoff of 1%, 5% and 10% on the low range of confidence values.

In small windows around these specific confidence cutoffs, the confidence value
achieved by the experiment is practically random. Any significant increase in stop-
ping around these cutoffs would indicate p-hacking, since the stopping condition for
a properly designed A/B test should be independent of the confidence level reached
while the experiment is running. Seeing these significant increases would indicate
that experimenters were making their decisions based on the observed confidence
during the experiment.

The platform would have indicated a variation as a “winner” if the confidence
had crossed to above 95% or to below 5%. If experimenters follow the platform
recommendation, we would see a significant increase in stopping behavior when the
cutoff is passed.

If experimenters decide to prematurely end the experiment, we will see a signifi-
cant increase in stopping chances when passing 90% or 10%, and if they decided to
wait longer, we would see an increase at 1% and 99%.
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Analysis Method

We perform the analysis following the standard continuity approach in regression
discontinuity designs (Imbens and Lemieux, 2008; Skovron and Titiunik, 2015). Our
approach is somewhat unique because we use an RD analysis in a hazard setting,
which means we sometimes observe the same experiment both below and above the
cutoff. We utilize the fact that the confidence values are a random walk. Suppose one
came to look at the experiment and it showed 89% confidence. Then one wouldn?t
be able to predict if it?ll go up or down the next time they look at it. Additionally,
we use rounding below and above the cutoff point. For example, 89.5% rounds up to
90% while 89.4% rounds down to 89% confidence. This strategy is similar to Dell and
Querubin (2016), however, we do not need the rounding strategy for identification
given that the confidence level that an experimenter observes is a random walk.

The score variable we use is the confidence level of the experiment as displayed
by the platform. We analyze six cutoffs: 90%, 95% and 99% as well as 1%, 5%
and 10%. For each analysis, we perform a local regression analysis in a window of
values for the confidence variable around the cutoff. We use two logistic regression
specifications:

A linear specification:

log

(
Pr (y = 1)

1 − Pr (y = 1)

)
= βD ·D + βX ·X + βDX ·D ·X

And a quadratic specification:

(1.1) log

(
Pr (y = 1)

1 − Pr (y = 1)

)
= βD ·D+βX ·X +βDX ·D ·XβX2 ·X2 +βDX2 ·D ·X2

In these specifications, y is a stopping indicator, D equals 1 if the confidence value
is above the cutoff score and X equals the confidence minus the cutoff. Each of these
regressions have a random intercept to allow for correlation between experimenters
in their behavior.

When selecting the width of the window of confidence values around the cutoff to
analyze, there is a tradeoff between a wider window that will yield many observations
and increased power due to larger sample sizes, and a narrower window which will
make the average “jump” at the cutoff more pronounced and the effect size to detect
larger.

Moreover, the wider the window we use in the analysis, there is a chance that
non-linear effects of association between the confidence and stopping behavior will
be at play.
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The linear specification is suited for analysis in smaller windows because of the
limited number of observations and the small effect of non-linearity. The quadratic
specification is better suited for analysis of wider windows where non-linearities may
lower the regression fit.

The main assumption behind this analysis is that around the cutoff values we
choose in a narrow window, the continuous confidence variable is random. Moreover,
other covariates observed by the experimenter and related to the experiment do not
have a discrete “jump” at the cutoff as well. Examples include the sample size of
the experiment, whether the current day is the weekend, the lift etc.

To verify this assumption we plot histograms of the main covariates binned by the
level of confidence in Figure 1.4. As the charts show, there isn’t a noticeable jump
at the cutoffs for any variable except possibly for the number of visitors around the
95% and 99% cutoffs.

RD Analysis Results

Table 1.5 describes the results of the analysis around the 90% cutoff value for confi-
dence, while comparing the linear and quadratic regression designs. The coefficient
for D is significant at the 10% level in the .005 – .007 range of windows width for
the linear model. The coefficient for D is significant at a 10% or better level in the
.008 – .013 range of window widths for the quadratic model.

This pattern of significance in the linear model for the moderately narrow win-
dows in contrast to significance in the moderately wide window for the quadratic
model is consistent with the model-free evidence that shows deviations from linear-
ity in moderately larger values of the confidence variable. The pattern of difference
in the AIC fit measure of both models is also consistent with this pattern. When
the linear model fits the data better with an AIC difference of 2.8 or higher, the
coefficient of D is significantly different than zero. Otherwise, when the quadratic
model has a better fit, D is significant in the quadratic specification.

Tables ?? and 1.11 summarize a similar analysis for windows of observations
around cutoffs of 95% and 99% respectively. For the 95% cutoff, we see a similar
pattern of p-hacking to the one observed at the 90% cutoff, albeit weaker. For the
99% percent cutoff, we do not find evidence of p-hacking.

Turning to an analysis of lower confidence values in Tables 1.12, 1.13 and 1.14,
here the evidence is somewhat weaker, and the pattern is the opposite than for
positive lifts; we find evidence of p-hacking at the most stringent level (1%), but no
compelling evidence at 5% or 10%.

Also, for 1%, we note the presence of a pattern between between the Linear and
Quadratic models which is similar to that for 90%. In these two models, a significance
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Figure 1.4: Histograms of average values of covariates inside 0.01 confidence-wide
bins around different cutoff values of confidence. Cutoffs: First column .895, Second
.945, Third .985. Covariates (from to bottom): Day in the experiment, Lift, Number
of Visitors, Weekend Indicator
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Table 1.5: RD Analysis with a cutoff of 90% confidence

Linear Quadratic

Window N D p-value AIC D p-value AIC AIC diff
Width

.001 145 −2.142 (0.2916) 46.751

.002 307 1.735 (0.4154) 90.477 −2.610 (0.4379) 89.270 -1.207

.003 450 1.844 (0.1768) 141.750 1.526 (0.4456) 145.699 3.949

.004 611 1.192 (0.2965) 187.011 1.786 (0.2964) 190.567 3.556

.005 791 1.633∗ (0.0891) 244.994 0.803 (0.5599) 248.270 3.276

.006 950 1.364∗ (0.0880) 297.070 1.546 (0.2144) 300.967 3.897

.007 1,133 1.401∗∗ (0.0446) 334.995 1.316 (0.2418) 337.864 2.869

.008 1,290 0.849 (0.1878) 390.951 2.074∗∗ (0.0449) 392.273 1.322

.009 1,461 0.759 (0.2087) 412.545 1.881∗ (0.0588) 413.141 0.596

.01 1,663 0.183 (0.7476) 487.362 2.082∗∗ (0.0217) 482.653 -4.709

.011 1,839 −0.143 (0.7945) 547.052 2.043∗∗ (0.0169) 538.002 -9.05

.012 2,010 −0.056 (0.9145) 563.381 1.629∗ (0.0501) 559.218 -4.163

.013 2,155 −0.169 (0.7374) 592.634 1.509∗ (0.0598) 587.734 -4.9

.014 2,305 −0.231 (0.6391) 642.388 1.079 (0.1420) 640.443 -1.945

.015 2,464 −0.181 (0.7046) 687.130 0.803 (0.2481) 687.341 0.211

p-values are in parentheses. Empty cells denote not enough observations for estimation
convergence.

* p < 0.1 ** p < 0.05 *** p < 0.01

of D maps into which model has the better AIC.
Another form of analysis uses local plots around the cutoffs with either a linear

regression (for narrow windows) or a quadratic regression (for wide windows) to
verify the effect observed in the regression. Figure 1.5 shows the graphical analysis
around the the different cutoffs where the window width was selected to maximize
significance as indicated by the regressions. The results for the 90% and 95% cutoffs
mimic those found in the regression analysis. We notice that when using a quadratic
fit with a wider window, the part closer to the cutoff has the same pattern as seen in
the linear analysis with narrower windows – an increase in stopping rate once passing
the cutoff. The circles indicates the fraction of failures within bins around the cutoff
value, and allow to graphically asses the fit of the lines. For the 99% cutoff, we see a
reversal of the effect (a decrease in stopping rate once the cutoff is passed), although
the fit does not seem to be as good as with the other two cutoffs.

In summary, we have evidence of p-hacking for both positive and negative lifts.
Our data indicate the existence of an asymmetry in p-hacking: When facing positive
lifts, people p-hack at the more liberal of the three standard levels (90%, 95%, 99%),
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Figure 1.5: Regression discontinuity plots of stopping behavior around confidence
cutoff of 90% (top), 95% (middle) and 99% (bottom). Circles indicate the fraction
of stops within a bin. A circle with zero value indicates no stops within that bin.
Left charts show a linear analysis, while the right show a quadratic analysis.
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and when facing negative lifts they p-hack only at the most stringent of the three
standard levels (10%, 5% and 1%).

Assuming that the baseline is the status quo, such that a positive lift is a success
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and a negative lift is a failure, our findings suggest that people p-hack both when
facing both good and bad news, but that they are much quicker to “pull the p-hacking
trigger” when facing good news than when facing bad news.

It is possible that p-hacking for negative lift consists of purposely *extending*
the runtime of the experiment until facing really high confidence, whereas p-hacking
for positive lift consists of purposely *shortening* the runtime of the experiment as
soon as one faces barely acceptable confidence. However, since we do not know the
originally intended or envisioned runtime, this scenario is merely one way to explain
the asymmetry in p-hacking behavior we observe in our data.

Interaction with Lift in p-hacking

The analysis of Section 1.3 has found indication that p-hacking may be dependent
on the performance of the experiment in terms of lift, and its interaction with the
confidence level of the experiment. In Tables 1.15, 1.16 and 1.17 we perform the
local linear regression discontinuity analysis when we split the observations in the
data to two groups: The left-hand columns show the results of the estimation of the
coefficient for the indicator D for observations below the median lift in the analy-
sis window, which are called “Mildly Positive”. The right-hand columns show the
analysis for observations above the median are called “Very Positive”.

We expect to see stronger evidence of p-hacking for mildly positive lift values,
which we indeed observe at the cutoff of 90%. The effect is significant at the 10%
or lower level in the windows of 0.006 and 0.007. The effect size itself is also twice
as larger than as found when using all observations. There is no significant effect of
passing the cutoff confidence value in any of the other analyses. This is consistent
with the fact that weaker effects were found when all observations were used. It may
also be consistent with the diverging stopping probability for high confidence values
in the non-parametric analysis shown in Figure 1.3

How many p-hackers are there?

Given the causal evidence that a significant discontinuity exists when the confidence
cross 90%, in this section we try to estimate the share of experimenters who p-hack
when the confidence of their experiment crosses 90%.

To perform this task we estimate a standard latent class logit model where ex-
perimenters can be either p-hackers whose stopping decision depends on whether a
threshold has been crossed, or non p-hackers whose stopping behavior may correlate
with the level of confidence achieved, but do not have a discontinuity at 90%.
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We use the quadratic model with an observation window of 0.011 around the
confidence value of .895 to perform the analysis. This results in 1, 839 observations
from 373 user accounts out of the 916 total accounts in our data.

The likelihood of the data is:
(1.2)
n∏

i=1

(
w

Ti∏
t=1

(logit(vit))
yit(1 − logit(vit))

(1−yit) + (1 − w)

Ti∏
t=1

(logit(vRit ))
yit(1 − logit(vRit ))

(1−yit)

)

where i indicates an experimenter, n is the number of experimenters and Ti is the
number of observations each experimenter has in the observation window. yit is an
indicator of whether the experiment was stopped by experimenter i at observation
t. w is the share of p-hackers, and

vit = βD ·Dit + βX ·Xit + βDX ·Dit ·XitβX2 ·X2
it + βDX2 ·Dit ·X2

it

from Equation 1.1.
The value vRit for the class of non p-hackers is restricted such that βD = 0, βDX = 0

and βDX2 = 0:
vRit = βX ·Xit + βX2 ·X2

it

The share of p-hackers w resulting from the estimate is 57.31%, with a 95%
confidence interval of [51.58%, 62.86%].

1.5 False discovery rate: What fraction of tests

are false positives?

The fact that we observe many experimenters that simultaneously test multiple hy-
potheses allows us to also estimate the share of false discoveries in tests which are
deemed significant.

The false discovery rate (FDR) is defined as the share of rejected null hypotheses
that are indeed null (Storey, 2011). The FDR should not be confused with the
false-positive rate, as can be seen in Table 1.6 adapted from Storey and Tibshirani
(2003).

The false-positive rate measures the share of null hypotheses that are announced
as significant ( F

m0
). The false-discovery rate, however, measures the more relevant

metric of the share of significant results that belong to the null hypotheses (F
S

). FDR
analysis is common in situations where many hypotheses that come from different
experiments are tested simultaneously, such as in analysis of gene related data (Storey
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Table 1.6: False discovery rate (FDR) vs. False positive rate (FPR). FDR is mea-
sured as F

S
while FPR is F

m0
.

Called Significant (Discovery) Called not Significant Total

Null True F m0 − F m0

Alternative True T m1 − T m1

Total S m− S m

and Tibshirani, 2003). It is often used to correct p-values and significance thresholds
to account for this multiplicity and avoid inflated rates of false positive results (e.g.,
Benjamini and Hochberg (1995).

Instead of correcting for false discoveries, we would use the set of p-values we
observe in the experiments to estimate how many of them are false-positives if we
assume that a p-value deemed significant with some threshold is considered a dis-
covery.

Specifically, if F is the number of incorrectly rejected null hypotheses (false posi-
tive) and S is the total number of rejected hypotheses, we will estimate the expected
FDR defined as:

(1.3) E
(
F

S

)
The method we use follows Storey and Tibshirani (2003). It was shown that

when the number of tested hypotheses is large, E
(
F
S

)
≈ E(F )

E(S) .
Suppose there’s a threshold t, and if a p-value is below t it is deemed as a sta-

tistically significant discovery. E(S) is the expected number of rejected hypotheses,
which is easily counted using the number of p-values in our data that are below the
significance threshold t.

The distribution of p-values that come from the null distribution follows a uniform
distribution in our case, which means that E(F ) can be written as π0 · t, when π0 is
the share of p-values coming from the null distribution in all experiments.

Estimation of π0 is done from the data by assuming that most high p-values
(above the significance threshold and usually close to 1) come from the null distri-
bution with a high probability. Using this approach will give a conservative (over-
)estimate of π0, and the intuition is best explained by Figure 1 of Storey and Tib-
shirani (2003), which appears in the Appendix. Selecting the threshold above which
p-values are considered ”high” is done through a line search on possible best cutoff
values.
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Table 1.7 summarizes the estimates π̂0 of the share of experiments with null ef-
fects, and the FDR for p-value cutoffs of 20% and 10%. As mentioned, the A/B
testing platform recommended stopping an experiment when the confidence passed
above 95% or below 5% which is equivalent to having a 2-sided p-value pass below
10%. We also observed that experimenters often stopped experiments when con-
fidence passed above 90% or below 10% which is equivalent to stopping when the
p-value passes below 20%. The confidence intervals for the estimate of the FDR were
estimated using bootstrapping with 1, 000 samples each. The column π̂0 reports the
mean estimated share of null hypotheses in the population for the bootstrap samples.

Table 1.7: Estimate of the FDR rate in experiments that ran longer than 1 day using
their ending p-values. n = 2, 053.

Discovery Threshold π̂0 FDR FDR 95% C.I.

20% 72.51% 38.08% [32.33%, 43.82%]
10% 72.65% 26.94% [23.01%, 30.87%]

As the table shows, the share of experiments that are estimated to come from the
null distribution (not having an effect) is approximately 72.5%. One implication of
this result is that when performing an A/B test, a large majority of experiments are
not expected to yield an improvement over current practice, giving evidence to the
fact that creating innovation on websites to generate more response is quite difficult.

Moreover, we see that the p-hacking threshold of stopping above 90% or below
10% confidence would have resulted in approximately 38% of discoveries being false,
while the recommended threshold of 95% or 5% of the platform would have resulted
in approximately 27% false discoveries.

A second analysis we perform tries to asses the impact of p-hacking when the
alternative is not to stop if the p-value reached a specific threshold. To perform this
analysis we compare the FDR using the p-values after the experiment was stopped
(plast), to the FDR using the p-values on the day before the experiment was stopped
(plast−1). Another value we compare to is using the effect sizes from the day before
the experiment was stopped but using the sample sizes from when the experiment
was stopped (p+last−1).

Because the p-values are random around the stopping threshold from the point of
view of an experimenter, the p-value on the day before the experiment was stopped
will be independent from the p-value on the day the experiment was stopped, and
hence assuming stopping on the day before last is equal to assuming stopping that
ignores the value of plast−1. Comparing the FDRs with plast and plast−1, however, may
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create an advantage to plast because the larger sample sizes available with one extra
day in the experiment will give a more precise estimate of the test statistic and hence
may counteract the effect of p-hacking. To try to control for this difference, the FDR
estimated using p+last−1 uses the effect sizes from the day before the experiment was
stopped, which are assumed to be the ”true” asymptotically non p-hacked values
because they are random, but uses the sample size of the last day to compare apples
to apples.

Table 1.8: Estimate of the FDR rate in experiments that ran longer than 1 day using
different ending p-values. n = 2, 053.

Discovery Threshold plast plast−1 p+last−1

20% 38.08% 35.94% 32.89%
10% 26.94% 25.6% 23.39%

To estimate the impact of p-hacking, we notice that the false discoveries come
from a mixture of the p-hacking and non-p-hacking segments of experimenters. We
can write the value of the FDR using the p-values on the last day (plast) as:

(1.4) FDR(plast) = wFDRh + (1 − w)FDRnh

When h denotes the hacking segment, and nh the non-hacking segment.
The FDR estimate using p+last−1 forms an estimate of the FDR if non of the

experimenters p-hacked. Therefore, we can write:

(1.5) FDR(p+last−1) = FDRnh

The impact of p-hacking (on the p-hackers), similar to an estimate of the treat-
ment effect on the treated (ATT) is:

(1.6) FDRh − FDRnh =
FDR(plast) − FDR(p+last−1)

w

Using the estimates from Table 1.8 for the FDR rates and from Section 1.4 for
w, the impact of FDR is an increase of 9.05% in absolute terms, or 27.5% in relative
terms.

Comparison to the p-curve

The p-curve (Simonsohn et al., 2014a,b) is a useful tool to test evidence for the
existence of an effect in repeated experiments testing the same phenomena. The
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distribution of the p-values from multiple experiments can be used to try to asses
the validity of the conclusion that an effect exists as well as to estimate the true
average effect size even if bias exists in the reported p-values.

Because our analysis analyzes independent experiments with each designed to
test different effects, the p-curve is not applicable in our case, unless we are able to
distinguish which experiments test similar effects or behaviors.

1.6 Conclusion

p-Hacking may pose a serious threat to the validity of online experiments, but there
has been little evidence for its existence or for the magnitude of the negative impact
it may create.

Our dynamic data of 2,101 experiments has allowed us to “look over the shoulder”
of the experimenter to determine when experiments are being stopped, and whether
stopping behavior is associated with observed statistical significance measures and
other measures.

The RDD approach, along with hazard modeling allowed us to causally test the
hypothesis that experimenters indeed p-hack and increase their chance of stopping
the confidence level of their experiments passes the thresholds of 90% and 95%.
We found that p-hacking is more prevalent for positive lifts, and that within these
positive lifts, mildly positive lifts induce more p-hacking than very positive lifts.

We do not have enough information about the motivations behind the experi-
ments to cleanly identify the reasons for this interaction between lift and p-hacking.
Possible explanations may be confirmation bias, where smaller effects are less sur-
prising and thus the experiments are stopped earlier, or strategic behavior intended
to make sure the lift remains positive and the effect does not “disappear” if the ex-
periment is left to run longer. Further exploring this question provides an interesting
avenue for future work.

Additionally, it would be interesting to explore the principal agent problem as it
relates to ”p-hacking”, where a company contracts an agency to run the experiments
for them. One can imagine that the level of sophistication of the principal could
influence the amount of ”p-hacking”. It is possible there could exist an inverse U-
shape relationship in amount of p-hacking with respect to principal’s sophistication.
If the principal is unsophisticated, they may not care about significance and thus the
agent just presents differences in means. While a sophisticated principal demands
significance, so the agent does some p-hacking. Furthermore, the more sophisticated
principal would look into details of the experiment and perhaps catch agent (or might
update beliefs based on p-values), so p-hacking eliminated. Given we do not have
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access to the data about who runs the experiment and whether it’s an agent or a
principal we can not test this theory. We believe there could be interesting work
done on this topic given the right data.

Our analysis using a latent class model has shown that approximately 57% of the
experimenters with data in a window around the 90% threshold. Testing whether
experimenter experience explains membership in the p-hacking class did not show
significant results. There may be, however, other factors that affect the tendency of
specific users to p-hack. One promising avenue for further research is testing whether
agency considerations increase the chances of p-hacking by analyzing the data from
different industries in more detail.

FDR analysis of the data has shown that the damage caused by p-hacking is
substantial, and that even following the platform’s recommended stopping rule yield
false discovery rates in excess of 25%. These rates are clearly too high and care should
be given to designing stopping rules and statistical software that aides users who are
less experienced with statistical analysis. Despite this focus on proper statistical
rules, however, our analysis uncovered a more nuanced behavior of users that take
into account other factors affecting the experiment such as its running time, the
observed lift and the sample sizes. Focusing on resolving p-hacking alone from a
statistical point of view may thus not prove sufficient to completely resolve the issue
of prevalent false discoveries in A/B tests.
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Figure 1.6: Histograms of Experiments’ Length

(a) All days

(b) First 60 days
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Figure 1.7: Histograms of Experiments’ Confidence

(a) All days

(b) Last days of experiment
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Figure 1.8: Histograms of Experiments’ Lift

(a) All days

(b) Last days of experiment
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1.7 Tables

Table 1.9: Regression Results with Discrete Confidence Bins

VARIABLES (1) (2) (3)

Confidence Bins
Confidence 0 – 0.01 0.1823* 0.2424* 0.1513

(0.0991) (0.0702) (0.2938)
Confidence 0.01 – 0.05 0.2175* 0.2992** 0.2027

(0.0626) (0.0429) (0.1918)
Confidence 0.05 – 0.1 -0.1720 -0.2323 -0.3452**

(0.1949) (0.1515) (0.0398)
Confidence 0.1 – 0.2 0.0655 0.1590 0.1249

(0.5067) (0.2020) (0.3352)
Confidence 0.2 – 0.5 0.0300 0.0095 -0.0223

(0.6686) (0.9090) (0.7961)
Confidence 0.8 – 0.9 0.0778 0.1974* 0.1452

(0.3721) (0.0709) (0.1987)
Confidence 0.9 – 0.95 0.2325** 0.4133*** 0.3738***

(0.0221) (0.0013) (0.0052)
Confidence 0.95 – 0.99 0.0826 0.0706 0.0141

(0.4619) (0.6112) (0.9217)
Confidence 0.99 – 1 0.1556* -0.0712 -0.1346

(0.0928) (0.4687) (0.2047)
Lift -0.0079 -17.2141*** -15.5089***

(0.5616) (0.0000) (0.0000)
Confidence Bins x Lift

Confidence 0 – 0.01 x Lift 19.4963*** 17.4810***
(0.0000) (0.0000)

Confidence 0.01 – 0.05 x Lift 22.3832*** 19.3080***
(0.0000) (0.0000)

Confidence 0.05 – 0.1 x Lift 20.3727*** 17.8723***
(0.0000) (0.0000)

Confidence 0.1 – 0.2 x Lift 26.4465*** 23.4574***
(0.0000) (0.0000)

Confidence 0.2 – 0.5 x Lift 32.1212*** 27.2207***
(0.0000) (0.0000)

Confidence 0.8 – 0.9 x Lift 7.9810** 7.3034**
(0.0171) (0.0317)

Confidence 0.9 – 0.95 x Lift 9.0306*** 7.9751**
(0.0076) (0.0212)

Confidence 0.95 – 0.99 x Lift 14.2873*** 13.1129***
(0.0000) (0.0000)

Confidence 0.99 – 1 x Lift 17.2010*** 15.5106***
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(0.0000) (0.0000)
Visitors -0.0000

(0.2681)
Experimenter Experience -0.0001

(0.1959)
Industry Verticals FE No No Yes
Day of Week FE No No Yes
Day in Experiment FE No No Yes

Observations 76,215 76,215 76,215
Number of Experimenters 916 916 916
Log Likelihood -9281 -9186 -8650
rho 0.140 0.151 0.269

p-values are in parentheses, rounded to 4-decimal digits.
* p < 0.1 ** p < 0.05 *** p < 0.01

Table 1.10: RD Analysis with a cutoff of 95% confidence

Linear Quadratic

Window N D p-value AIC D p-value AIC AIC diff
Width

.001 178 2.179 (0.3255) 71.024

.002 372 2.723∗∗ (0.0470) 123.070 2.946 (0.2085) 127.006 3.936

.003 516 1.386 (0.1888) 162.172 3.898∗ (0.0518) 161.976 −0.196

.004 690 1.212 (0.1639) 206.580 2.502∗ (0.0802) 208.439 1.859

.005 868 0.762 (0.3544) 249.848 2.741∗∗ (0.0496) 249.527 −0.321

.006 1042 0.428 (0.5538) 304.092 2.069∗ (0.0688) 303.334 −0.758

.007 1221 0.255 (0.7106) 366.947 1.559 (0.1237) 366.543 −0.404

.008 1401 0.312 (0.6193) 399.780 1.087 (0.2634) 402.490 2.71

.009 1578 0.484 (0.4220) 447.329 0.707 (0.4325) 451.166 3.837

.01 1772 0.354 (0.5352) 485.997 0.769 (0.3692) 489.522 3.525

.011 1936 0.341 (0.5307) 529.658 0.693 (0.3858) 533.268 3.61

.012 2125 0.236 (0.6530) 566.907 0.793 (0.3042) 569.884 2.977

.013 2290 0.054 (0.9152) 619.203 0.827 (0.2597) 620.581 1.378

.014 2489 0.195 (0.6865) 682.771 0.485 (0.4794) 685.676 2.905

.015 2699 0.273 (0.5572) 736.780 0.355 (0.5934) 740.307 3.527

p-values are in parentheses. Empty cells denote not enough observations for
estimation convergence.
* p < 0.1 ** p < 0.05 *** p < 0.01
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Table 1.11: RD Analysis with a cutoff of 99% confidence

Linear Quadratic

Window N D p-value AIC D p-value AIC AIC diff
Width

.001 238 −1.763 (0.3055) 63.726

.002 451 −1.987 (0.1034) 136.091 −1.726 (0.3219) 139.365 3.274

.003 723 −0.646 (0.4593) 190.416 −3.082∗ (0.0763) 189.828 −0.588

.004 950 −0.426 (0.5875) 267.084 −1.461 (0.2353) 269.739 2.655

.005 1183 0.246 (0.7258) 325.116 −1.716 (0.1204) 322.815 −2.301

.006 1440 0.207 (0.7430) 359.710 −0.902 (0.3542) 361.002 1.292

.007 1704 −0.010 (0.9869) 452.641 −0.287 (0.7336) 455.952 3.311

.008 2041 0.258 (0.6497) 577.449 −0.325 (0.6749) 578.360 0.911

.009 2308 0.420 (0.4351) 662.907 −0.301 (0.6885) 664.288 1.381

.01 2641 0.529 (0.2904) 745.992 −0.315 (0.6682) 747.717 1.725

.011 2928 0.439 (0.3505) 826.528 −0.062 (0.9310) 829.575 3.047

.012 3276 0.559 (0.2130) 929.175 −0.056 (0.9332) 931.713 2.538

.013 3729 0.390 (0.3529) 1028.353 0.286 (0.6670) 1031.624 3.271

.014 4319 0.260 (0.5112) 1155.095 0.480 (0.4630) 1157.250 2.155

.015 9404 −0.006 (0.9875) 2505.855 1.000 (0.1200) 2505.365 −0.49

p-values are in parentheses. Empty cells denote not enough observations for estimation
convergence.
* p < 0.1 ** p < 0.05 *** p < 0.01
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Table 1.12: RD Analysis for 1% confidence cutoff

Linear Quadratic

Window N D p-value AIC D p-value AIC AIC diff
Width

.001 80

.002 322 4.876 (0.4192) 66.762 2.575 (0.8433) 70.338 3.576

.003 474 1.216 (0.5330) 118.757 3.771 (0.5093) 121.673 2.916

.004 646 1.864 (0.2701) 144.410 4.854 (0.4008) 141.576 −2.834

.005 815 1.422 (0.2403) 191.120 1.590 (0.4806) 193.964 2.844

.006 1019 0.979 (0.3400) 263.553 2.174 (0.2441) 266.808 3.255

.007 1197 1.315 (0.1553) 310.073 1.270 (0.4115) 313.739 3.666

.008 1418 1.376∗ (0.0869) 360.755 1.301 (0.3763) 362.295 1.54

.009 1642 1.600∗∗ (0.0346) 444.303 0.981 (0.4301) 447.127 2.824

.01 1923 1.226∗ (0.0742) 542.942 1.619 (0.1749) 546.546 3.604

.011 2255 0.846 (0.1678) 611.410 2.210∗ (0.0763) 611.003 −0.407

.012 2691 0.726 (0.2035) 677.844 2.429∗ (0.0549) 672.456 −5.388

.013 3049 0.913∗ (0.0966) 764.908 1.318 (0.1855) 765.683 0.775

.014 3518 0.691 (0.1832) 862.728 1.692∗ (0.0863) 861.621 −1.107

.015 7852 0.349 (0.4771) 1943.305 1.889∗∗ (0.0386) 1941.685 −1.62

p-values are in parentheses. Empty cells denote not enough observations for estimation
convergence.

* p < 0.1 ** p < 0.05 *** p < 0.01
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Table 1.13: RD Analysis for 5% confidence cutoff

Linear Quadratic

Window N D p-value AIC D p-value AIC AIC diff
Width

.001 141 −11.639 (0.5006) 26.632

.002 271 −0.870 (0.7022) 72.107 −2.570 (0.5534) 75.773 3.666

.003 411 −1.419 (0.3608) 116.045 −1.000 (0.7125) 119.694 3.649

.004 537 −1.296 (0.3271) 130.257 −0.870 (0.7321) 131.673 1.416

.005 692 −0.354 (0.7292) 175.866 −1.849 (0.3236) 178.547 2.681

.006 825 −0.281 (0.7578) 189.263 −1.730 (0.3564) 190.177 0.914

.007 974 −0.450 (0.5952) 210.805 −0.839 (0.5810) 212.573 1.768

.008 1117 −0.489 (0.5519) 263.230 −0.551 (0.6430) 267.112 3.882

.009 1273 −0.817 (0.2967) 300.291 −0.219 (0.8437) 303.642 3.351

.01 1397 −0.790 (0.2871) 328.311 −0.385 (0.7215) 331.987 3.676

.011 1527 −0.885 (0.2166) 362.100 −0.349 (0.7427) 365.663 3.563

.012 1657 −0.868 (0.1996) 391.001 −0.546 (0.5944) 394.825 3.824

.013 1788 −0.669 (0.3099) 461.475 −0.836 (0.3770) 463.944 2.469

.014 1919 −0.643 (0.3125) 494.551 −0.811 (0.3950) 498.057 3.506

.015 2014 −0.267 (0.6633) 529.275 −1.272 (0.1806) 530.512 1.237

p-values are in parentheses. Empty cells denote not enough observations for estimation
convergence.

* p < 0.1 ** p < 0.05 *** p < 0.01
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Table 1.14: RD Analysis for 10% confidence cutoff

Linear Quadratic

Window N D p-value AIC D p-value AIC AIC diff
Width

.001 50

.002 221 1.752 (0.3775) 56.391 −4.807 (0.8484) 51.690 −4.701

.003 352 0.269 (0.8502) 85.692 13.597 (0.3154) 83.106 −2.586

.004 475 0.476 (0.7047) 106.386 1.135 (0.6229) 109.328 2.942

.005 598 −0.012 (0.9915) 132.820 1.570 (0.4681) 135.234 2.414

.006 725 0.387 (0.7081) 153.959 0.211 (0.9001) 157.418 3.459

.007 846 −0.120 (0.9019) 185.902 0.838 (0.5879) 189.150 3.248

.008 944 −0.145 (0.8749) 202.951 0.681 (0.6551) 206.098 3.147

.009 1048 −0.025 (0.9773) 213.822 0.448 (0.7673) 216.520 2.698

.01 1157 0.048 (0.9546) 224.650 0.455 (0.7586) 226.992 2.342

.011 1264 0.790 (0.3435) 257.527 −0.508 (0.6570) 259.035 1.508

.012 1375 1.476∗ (0.0756) 286.798 −0.779 (0.4851) 283.639 −3.159

.013 1468 1.250 (0.1111) 298.323 −0.250 (0.8189) 299.066 0.743

.014 1572 1.618∗∗ (0.0386) 332.351 −0.192 (0.8523) 331.097 −1.254

.015 1690 1.496∗∗ (0.0442) 367.665 0.330 (0.7426) 369.127 1.462

p-values are in parentheses. Empty cells denote not enough observations for estimation
convergence.

* p < 0.1 ** p < 0.05 *** p < 0.01
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Table 1.15: RD Analysis when observations are split to above and below the median
lift. 90% confidence cutoff.

Mildly Positive Lift Very Positive Lift
Window Width N D p-value N D p-value

.001 72 −13.875 (0.1926)

.002 154 4.599 (0.2748) 153 −5.543 (0.3853)

.003 225 2.410 (0.1897) 225 2.192 (0.3194)

.004 306 0.255 (0.8719) 305 2.434 (0.1916)

.005 396 2.034 (0.1343) 395 2.259 (0.1939)

.006 475 2.087∗ (0.0645) 475 0.936 (0.4411)

.007 567 2.148∗∗ (0.0337) 566 0.768 (0.4219)

.008 645 1.365 (0.1221) 645 0.287 (0.7523)

.009 731 1.245 (0.1281) 730 0.227 (0.7928)

.01 832 0.430 (0.5872) 831 0.136 (0.8655)

.011 920 0.295 (0.6968) 919 −0.442 (0.5722)

.012 1005 0.175 (0.8091) 1005 −0.185 (0.8000)

.013 1078 −0.073 (0.9176) 1077 −0.124 (0.8618)

.014 1153 0.110 (0.8743) 1152 −0.482 (0.4888)

.015 1232 0.154 (0.8199) 1232 −0.421 (0.5324)

p-values are in parentheses. Empty cells denote not enough observations for estimation
convergence.

* p < 0.1 ** p < 0.05 *** p < 0.01
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Table 1.16: RD Analysis when observations are split to above and below the median
lift. 95% confidence cutoff.

Mildly Positive Lift Very Positive Lift
Window Width N D p-value N D p-value

.001 89 −0.895 (0.7572)

.002 186 0.881 (0.5966) 186 7.556 (0.1798)

.003 258 0.401 (0.7511) 258 4.294 (0.1507)

.004 345 0.755 (0.5011) 345 2.415 (0.1688)

.005 434 −0.233 (0.8215) 434 1.881 (0.2022)

.006 521 −0.567 (0.5368) 521 1.644 (0.2259)

.007 611 −0.877 (0.3124) 610 1.306 (0.3130)

.008 701 −0.493 (0.5319) 700 1.224 (0.2777)

.009 789 −0.304 (0.6726) 789 1.455 (0.2030)

.01 888 −0.247 (0.7163) 884 0.952 (0.3803)

.011 968 −0.226 (0.7352) 968 1.110 (0.2661)

.012 1063 −0.341 (0.6044) 1062 1.015 (0.2826)

.013 1145 −0.448 (0.4798) 1145 0.863 (0.3456)

.014 1245 −0.374 (0.5335) 1244 1.197 (0.1796)

.015 1350 −0.152 (0.7939) 1349 1.019 (0.2289)

p-values are in parentheses. Empty cells denote not enough observations for estimation
convergence.

* p < 0.1 ** p < 0.05 *** p < 0.01
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Table 1.17: RD Analysis when observations are split to above and below the median
lift. 99% confidence cutoff.

Mildly Positive Lift Very Positive Lift
Window Width N D p-value N D p-value

.001 119 2.179 (0.5111)

.002 226 −8.740∗∗ (0.0294) 225 0.999 (0.5579)

.003 362 −1.433 (0.2830) 361 0.095 (0.9401)

.004 475 −1.762 (0.1480) 475 0.605 (0.5828)

.005 592 −0.303 (0.7607) 591 0.814 (0.4197)

.006 720 −0.239 (0.7908) 720 0.623 (0.4857)

.007 852 −1.165 (0.1716) 852 1.106 (0.1922)

.008 1021 −0.518 (0.5472) 1020 0.879 (0.2528)

.009 1155 −0.230 (0.7658) 1153 1.051 (0.1622)

.01 1321 0.045 (0.9496) 1320 0.972 (0.1708)

.011 1464 −0.147 (0.8263) 1464 1.026 (0.1270)

.012 1638 0.138 (0.8273) 1638 0.969 (0.1338)

.013 1865 0.010 (0.9866) 1864 0.723 (0.2342)

.014 2160 −0.303 (0.5773) 2159 0.805 (0.1650)

.015 4702 −0.172 (0.6934) 4702 −0.047 (0.9502)

p-values are in parentheses. Empty cells denote not enough observations for estimation
convergence.

* p < 0.1 ** p < 0.05 *** p < 0.01
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Chapter 2

Trust, Society, and Information:
An Experiment
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2.1 Introduction

Trust serves as the glue that binds our society together. It is essential for unlocking
economic and social surplus. Economists have long viewed trust as a calculative
action taken only when the expected gain is positive (?). We find numerous situa-
tions where potential economic gains to trust exist when all parties work together,
yet each party has a financial incentive to act opportunistically. How do we solve
this conundrum? Over time, societies have devised many solutions to this problem.
For instance, the legal system serves as an important institution that can provide
redress should one party act opportunistically at the expense of the others. However,
contracting to preclude all of the paths for opportunism is difficult and expensive.
Likewise, the court system itself is costly and works slowly. Another possible solution
is reputation (Greif, 1993). Reputation works well when individuals interact often
with each other or society and the threat of future losses sufficiently outweigh the
gains of opportunism. Indeed game theorists have shown us that punishment and
rewards mechanisms that can help cooperation become credible in repeated interac-
tion.

Yet, in practice, many situations are not covered by these solutions. Contracts
are too costly, interaction is too infrequent, anonymity is too great for our varied
array of solutions to apply. Are we then doomed to forego the possible gains from
cooperation in such situations? Introspection suggests that the answer is no —we
have all experienced situations where formal and informal protections from oppor-
tunism were absent, yet trust did not break down. Even when incentives exist to
free ride, researchers have found people cooperate (Dawes and Thaler, 1988).

Research indicates that prosocial preferences such as altruism and reciprocity lead
people to trustworthy (Camerer, 2011; Ostrom and Walker, 2003). Many individuals
exhibit prosocial preferences and we can take advantage of that fact. Consider when
a less prosocial person has the opportunity to loan money to a prosocial individual.
One can gain from loaning money because the recipient will return the money plus
some. Here we need the participants to be in the right order and the sender to have
information about their prosocial returner. To test this, we conducted a laboratory
experiment using the classic Berg et al. (1996) trust game. Using survey instruments
to identify pro-sociality, we placed together two individuals, only one of whom scores
high on pro-sociality. When types are publicly labeled, we compared trust under four
scenarios: sequential pro-social first, sequential selfish first, simultaneous moves pro-
social first, and simultaneous selfish first. We find that individuals trust less when
they learn their partner is not prosocial. When their partner is prosocial, they trust
the same amount as the control group with no labels. Our design is similar to Burks
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et al. (2003) in that subjects play both roles in the trust game. Burks et al. (2003)
discover that when participants play both roles they give less on average, although
we show in Table 2.2 ours do not differ from their control group.

Then, with the same pairing of two people with opposite prosocial types, we
turn to a more fundamental question: Will society organize itself so as to unlock
surplus? In these rounds, the subjects determine which of the trust games they
wish to play using a random dictator. To our knowledge we are the first paper to
investigate voting preferences and whether individuals can self-organize in the trust
game. We find that overwhelmingly regardless of type the participants vote for the
returner position in the sequential game, which gave them the highest payoff in the
non-voting rounds. Additionally, voting seems to generate the same levels of trust
as the non voting rounds.
To recap, the main findings from our studies are:

• Result 1: In the treatment, prosocial senders, who learn their partner is less
prosocial, trust less, while less prosocial senders, who learn their partner is
prosocial, do not change their level of trust.

• Result 2: In the control, prosocial participants are more trustworthy than less
prosocial participants.

• Result 3: In the treatment, prosocial senders update their expectations down-
ward, while less prosocial senders update their expectations upward.

• Result 4: Voters prefer the sequential game and the returner position.

• Result 5: Voting (Self-Organization) generates as much trust as role assign-
ment.

The remainder of the paper proceeds as follows: Section 2 offers an overview of
the motivation, experimental design, and the experimental rationale. In section 3, we
present our main findings. Finally, we conclude and offer some additional discussion
concerning our findings.

2.2 Experiment

Motivation

The focal point of the experiment is that it takes one pro-social individual to gain
the surplus from trust. In the standard trust game the Nash equilibrium is that the
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sender sends zero resulting in zero trust surplus being realized. Additionally, trust
seems not to pay in that the return to trusting is about zero and a fairly robust result
(Camerer, 2011). However, countless research experiments indicate when people play
the trust game the sender sends money (Barr, 1999; Cox, 2004; Fahr and Irlenbusch,
2008; Glaeser et al., 2000) even when they are informed of the history that trust
does not pay they trust (Ortmann et al., 2000). Ashraf et al. (2006) argue that
individuals may trust even when it is not beneficial to them. This view contrasts
with the classical economics view that trust is calculated (?). While our experiment
assumes the classical economics view, it is designed in such a way that we could
possibly challenge that view.

Suppose that trust is calculative. With this assumption, one will trust when they
know the likelihood of return is high. Some people are more likely to return the money
than others. Now imagine a person less likely to return the money is in the position
of trusting. The person may not trust if they know nothing about their partner; their
priors may be that the other person is their same type and will not return the money.
However, if we let the person know that their partner is a trustworthy type, they may
trust since they will benefit from this transaction. Consequently, we hypothesize it
would be beneficial to put the less trustworthy person in the position of trusting and
the trustworthy person in the position of returning money. We test this by pairing
opposite types and giving the sender information about their partner’s type. Our
experiment will test whether people respond to information that allows them to be
calculative. Furthermore, we’ll be able to understand if society can facilitate trust
even in the presence of less prosocial individuals.

Experimental Design

218 UC Berkeley students participated in the experiment over 11 experimental ses-
sions at XLAB, UC Berkeley. Subjects interacted exclusively through individual
computer terminals. The computer terminals each had dividers so that subjects can-
not see the screens of any other subject. The author used oTree online experimental
software to design the experiment (Chen et al., 2016). The author and a student
helper oversaw all sessions. The experimental instructions were on the screen for sub-
jects to read. Sessions were randomly assigned treatment or control. Additionally,
the order of the trust game scenarios was randomly assigned in each session. Sub-
jects filled out consent forms and started the experiment with the pro-social survey.
Subjects were informed there are two parts to the experiment: a (non-incentivized)
survey and an (incentivized) game. The survey results determined, in part, the pair-
ings of subjects during the game. Subjects were informed that the survey would
affect the game, but were not offered the detail as to its exact relationship.
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Survey
At the start of the experiment, subjects were asked to complete a 5 question survey
about attitudes. Falk et al. (2016) introduced and validated this instrument as a
measure of pro-social traits such as trust, altruism, and positive reciprocity.1 The
survey took on average 6 minutes for subjects to complete.

The results of the survey created each subject’s pro-social score.2 These scores
were ranked and, those whose scores were above the median for a session were as-
signed to the pro-social group while those below were assigned to the non pro-social
group. At the end of the survey, subjects were told that the survey concerned
pro-sociality. To ensure common knowledge about pro-sociality, subjects saw the
definition of pro-sociality meaning voluntary behavior intended to benefit another.
Additionally, subjects were informed their responses to the survey and the responses
of others in the room were used to calculate their scores.

Trust Game. As referenced in the experimental motivation section, our trust game
uses Berg et al. (1995) classic investment game. Participants were explained the in-
structions of the game. They confirmed their understanding of the game by answering
a couple of questions.
The experiment uses a between subjects design to examine the effect of providing
information about the pro-sociality of the returner to the sender (referred to as the
information effect). It uses a with-in to investigate the impact of sequential versus
simultaneous moves (timing effect). As the motivation stated, it is both the timing
and the information that should matter.

In the treatment group for the information effect, the sender will get an informa-
tion signal indicating whether the returner is above or below the median pro-social
score. The language of the treatment is shown in Figure ??. Importantly, the sender
does not learn about his/her own score, nor does the returner learn anything about
the sender’s score. Furthermore, senders stated their expectations about what per-
cent of their money they expect to receive from the returner. In the information
treatment, senders stated expectations before and after the pro-social score of their
partner was revealed.

The experiment uses a 2 X 2 X 2 design as demonstrated in Figure 2.1. Sessions
are randomly assigned to treatment or control. In order to minimize confusion sub-
jects play 10 rounds of either sequential or simultaneous and then switch to the other
mode of play. Within those 10 rounds of sequential or simultaneous play, the subject
will be both the sender for 5 rounds and the returner for 5 rounds. These orderings

1Technically, we administered a streamline form of the survey, as suggested by Falk et al. (2016)
2See appendix for detailed calculations.
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Trust Game
20 rounds total

Sequential
10 rounds

Sender
5 rounds

Returner
5 rounds

Simultaneous
10 rounds

Sender
5 rounds

Returner
5 rounds

Figure 2.1: Experimental Design

were randomly assigned such that half the sessions started with sequential play and
half with simultaneous play. Subjects were made aware when they were switching
from sequential to simultaneous. On each round, subjects were informed what tim-
ing they were playing as shown in Figure 2.7a and Figure 2.7b. Anonymity is kept
throughout the experiment to avoid reputation effects. Subjects may be rematched
with the same players in some rounds, but they will not know that.

Balance. We check whether our randomization achieved the goal of balanced
groups across some individual covariates. At the end of the experiment, we asked
participants some questions about their background and personality. We use these
and the prosocial survey to

Voting. After 20 rounds of play, the subjects had 5 rounds to vote on what sce-
nario to play. They chose if they would like to play sequentially or simultaneously
and whether they would like to be the sender or the returner. The voting mecha-
nism used is a Random Dictator (Dal Bó et al., 2017). The subjects learned that
either their first choice or their partner’s first choice would be implemented with
90 percent probability and 10 percent probability that their second choice would be
implemented. The computer chose the outcome and then the subjects played the
game. In the no information treatment subjects knew nothing about their type or
their partner’s type. In the information treatment subjects learned their partner’s
pro-social score.

Payment. At the end of the session, Xlab staff paid the subjects. One round was
randomly chosen for real payoffs and subjects had knowledge of this at the start of
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Table 2.1: Balance Table

Variable Treat. Mean Control Mean Difference P-value

Female 0.620 0.591 0.029 0.658
White 0.213 0.309 -0.096 0.107
Hispanic 0.130 0.182 -0.052 0.290
Asian 0.611 0.555 0.057 0.399
Black 0.056 0.009 0.046** 0.052
Number of Econ Courses 1.444 1.264 0.181 0.606
Extraversion 4.009 4.205 -0.195 0.187
Agreeable 4.667 4.523 0.144 0.199
Conscientious 5.000 5.205 -0.205 0.101
Emotional Stability 4.370 4.573 -0.202 0.134
Open 4.870 5.236 -0.366*** 0.000
People Have Best Intentions 5.750 5.373 0.377 0.200
Reciprocate Favor 8.704 8.764 -0.060 0.748
Give without Expectations 7.370 7.664 -0.293 0.266
Donate 343.796 324.609 19.187 0.693
Give a Present 3.407 3.482 -0.074 0.742
Expectations in Trust 107.074 116.873 -9.799 0.248

the experiment. On average, participants made $16.78 and sessions lasted between
45 minutes and one hour.

Experimental Rationale

As the timing, information about pro-social preferences, and the order of pro-social
participants plays an important role in trust. The 2X2X2 design allowed us to cap-
ture the main effects and the interaction effects of information, timing, and order. By
including both simultaneous (SIM) and sequential (SEQ) play, we identified whether
an individual will signal belief or use trust strategically. In the sequential move,
the sender’s action serves as commitment device that signals their belief in returner
returning a fair share (Servátka et al., 2008). In other words, the amount sent, is a
costly message. Our main hypothesis that it takes only one to trust hinges on the
fact that the sender must know the type of the returner and that he/she can signal
to them that he/she holds a belief in their trustworthiness, otherwise trust will break
down.
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Participants were always paired with someone of the opposite type, but always a
real participants since studies with confederates and computer simulations have been
shown to change outcomes (Johnson and Mislin, 2011).

Ideally, both pro-social beliefs and the trust game would have be incentivized.
Given monetary constraints and the advancement of research validating survey mea-
sures, this experiment implemented a non-incentivized survey. As stated above, the
survey has been validated to correlate with incentivized measures. It was important
subjects believed the pro-social signal regardless of their validation. We used ex-
pectations to observe whether subjects believed the information. In the information
treatment group stated their expectations before and after observing the pro-sociality
signal of their returner.

Since subjects played many rounds of the trust game, this study randomly se-
lected one of the rounds for payment to the subjects, also know as the random lottery
selection procedure? (Holt 1986a). Under this procedure, the subjects act truthfully
each round. Azrieli et al. (2012) argue that in general games paying for one round
is at least as good and sometimes better than paying for all rounds.

In order to see how subjects would self-organize, subjects were asked to vote on
their preferences. It was important to elicit participants’ true preferences absent of
any coordination or strategy with their partner. We used the random dictator voting
mechanism to achieve this goal.

2.3 Results

Of the 218 subjects 108 subjects were in the information treatment and 110 subjects
were in the control. We found 5 main results:

• Result 1: In the treatment, prosocial senders, who learn their partner is less
prosocial, trust less, while less prosocial senders, who learn their partner is
prosocial, do not change their level of trust.

• Result 2: In the control, prosocial participants are more trustworthy than less
prosocial participants.

• Result 3: In the treatment, prosocial senders update their expectations down-
ward, while less prosocial senders update their expectations upward.

• Result 4: Voters prefer the sequential game and the returner position.
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• Result 5: Voting (Self-Organization) generates as much trust as role assign-
ment.

Overview. On average, participants sent $6.09 and returned 33% of the amount
tripled, in other words, they returned exactly the amount they got. Although our
design has participants play both roles, our results align with the standard results
from trust games. In a survey of experimental results Camerer (2011) reports that
senders sent about 50 percent of their endowment and returners send back about one
third of the tripled amount.

Table 2.2 presents comparisons of our data in comparison with Burks et al. (2003)
denoted BCV and the classic trust game Berg et al. (1995) denoted BDMc. We com-
pare to BCV since their design is most similar to ours. They also use the classic
BDMc trust game with individuals playing both the sender and returner. Therefore,
we believe BCV serves as a better check on our data due to the fact that our players
also play both roles in the trust game. We use average dollars sent and returned
as well as average fraction returned defined as the amount returned over the tripled
amount sent. Another important metric is the amount returned over the amount
sent or the return on trust. The largest return on trust in our experiment is in the
sequential game with no information with 1.17 ($8.06/6.89) percent return on $1
sent, whereas the control in BCV the return is 1.31. Although our study has a much
lower return to trust than the control in BCV, it is higher than BDMc.

Table 2.2: Comparisons of Averages to BCV and BDMc

Simultaneous Sequential BCV BDMc
Control Treatment Control Treatment Control All

Sent 6.11 (3.21) 5.42 (3.24) 6.89 (3.22) 5.94 (3.37) 6.5 (3.61) 5.16 (2.94)
Return 6.7 (5.88) 5.02 (4.82) 8.06 (6.37) 6.18 (5.45) 8.5 (7.99) 4.66 (5.55)
Frac. Return 0.35 0.31 0.35 0.32 0.4 0.3

Notes: First two rows are average dollar amounts, last row is average fraction. Standard
deviations are in parentheses.

Our results are close with those of BDMc and BCV. The differences between our
data and BCV are not statistically significant. For amount sent, our sequential no
information treatment mean has a t-statistic of t=0.48 and a p-value of p=0.63 when
compared to the control in BCV. For amount returned, there is no statistically sig-
nificant (p=0.80) difference between BCV and our sequential control. Finally, when
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we compare average fraction returned between the two groups we get a z-statistic of
z=-0.45 and a p-value of p=0.65. We conclude that the behavior of our study control
group with UC Berkeley undergraduates is similar to that of BCV’s control group
with Middlebury College students.

Result 1: In the treatment, prosocial senders, who learn their partner
is less prosocial, trust less, while less prosocial senders, who learn their
partner is prosocial, do not change their level of trust. Figure 2.3 presents
histograms of the amount sent broken down by information treatment and control for
each prosocial type and each type of play. In the control group, prosocial participants
chose to give $10, the highest amount of trust, 41.09% of the time in the sequential
play and 27.27% of the time in simultaneous play. While the prosocial participants
in the treatment group, give $10 19.25% and 16.67% of the time in the sequential
and simultaneous play respectively. The less prosocial participants look very similar
in the treatment and control groups. In the sequential play, 37% of the time both
groups give the full $10. In the simultaneous play, the treatment group gives $10
25.93% of the time contrasting to the control group who gives that amount 26.9% of
the time.
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Figure 2.2: Distribution of Trust

Figure 2.3 visually displays the amount of trust by each of the 8 scenarios. Proso-
cial senders in the sequential rounds sent more than the simultaneous rounds. Proso-
cial senders trusted significantly less after they are told their partners are less proso-
cial than the median player. The Wilcoxon rank-sum statistics for prosocial senders
are z=-5.323 and z=-6.262 for simultaneous and sequential rounds respectfully. Con-
sequently, the information treatment decreased trust for prosocial senders. On the
other hand, the treatment seems not to influence less prosocial senders. The differ-
ences between control and treatment groups average amount sent by less prosocial
senders were small and not statistically significant. For less prosocial senders, the
Wilcoxon rank-sum statistic for simultaneous rounds is z=0.357 and a p-value of
0.360. During the sequential rounds, the Wilcoxon rank-sum statistic is z=-0.322
and a p-value of 0.370.
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Figure 2.3: Trust in All Scenarios

We estimate the following full equation separately on simultaneous and sequential
rounds to demonstrate the impact of the treatment on trust:

(2.1) Yit = β0 + β1T + β2T ∗ P + β3P +Xi + γt + ε

where P is a dummy variable for whether the individual is above the pro-social me-
dian score and T is the treatment dummy. We include time fixed effects (γt) and
the standard errors are robust. Table 2.4 reports the results. Our results confirm
the non-parametric results from figure 2.3. The interaction between the information
treatment and prosocial senders is statistically significant, meaning we can reject
the null hypothesis that there is not statistical difference in the amount sent in the
control group and treatment group by prosocial senders. Treatment and prosocial
are not always statistically significant on their own suggesting what matters is the
interaction between them. A prosocial sender in the treatment group sequential
play sent $1.04 (.31 standard deviations) less than in the control group. There is
not statistical effect for less prosocial senders. The treatment seems to work in only
one direction, that is downward, but does not increase trust for non-prosocial senders.

We aggregate the data to understand the effect of the treatment overall. We
find that the overall amount given in the information treatment is $5.68 while in
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the control the average amount given is $6.50. The Wilcoxon rank-sum statistic
for the control versus information treatment is z = -5.6290, with a p-value of 0.0,
indicating that we can reject the null hypothesis that the amounts sent are equal.
Since we have high sample size when we aggregate, we can also use the test statistic
from a traditional t-test. Again, the difference is statistically significant at the 1%
level.Overall, giving coarse information about the pro-sociality of the sender’s partner
decreases trust 13.8% in sequential play and 11.25% in simultaneous play.

Result 2: In the control, prosocial participants are more trustworthy than
less prosocial participants. The percent returned patterns typically depend on
the amount sent in the trust game, when the game is play sequentially (Ashraf et al.,
2006). We expected the simultaneous rounds to have no relationship with the amount
sent since the returners did not know that information when they made their decision.
Figure 2.4 shows the median percent returned for each amount sent to the returner in
the simultaneous rounds. The amount returned is fairly flat along the amount given
as to be expected. The median returner closely matches the theoretical positive
reciprocator, indicating that 50 percent of returners in the simultaneous rounds are
willing to return at least the amount received. Figure 2.5 demonstrates median
returners in the sequential rounds map closely to theoretical egalitarian predictions
for low values of the amount given. In both the treatment and control the median
returner does not give as much as predicted when the sender sends 7-9 dollars. When
the sender sent $10 the median returner gave back 50 percent of the $30 they received.
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Figure 2.4: Fraction Returned in Simultaneous Rounds
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Figure 2.5: Fraction Returned in Sequential Rounds

We estimate the determinants of the percent returned in Table 2.7. We lose
some observations when the sender sends $0 since the returner does not have a
choice in their percent returned in that case. Columns Sim (1) and Seq (2) show
the regressions without individual controls and time fixed effects. Column Sim (2)
demonstrates that in the control prosocial returners do indeed return a higher percent
in the simultaneous rounds when controlling for the amount given. In fact, a prosocial
returner in the control simultaneous rounds sends .18 standard deviations more. The
significance of prosocial returners disappears in the Seq (2) and the magnitude is
much smaller as well. In the sequential rounds a $1 increase in the amount given
increases the percent returned by .16 standard deviations. While in the simultaneous
rounds, the amount given increases the percent returned by .03 standard deviations.

Result 3: With the information treatment, prosocial senders update their
expectations downward, while less prosocial senders update their expec-
tations upward. Since the treatment decreased trust for prosocial senders but did
not increase trust for less prosocial senders, we further examine whether participants
actually updated their expectations based on the information given in the treatment
group. Figure 2.6 shows the mean of the sender’s expectations in the treatment pre
and post they received information about their partners prosocial score. All differ-
ences are statistically significant at the 1% significance level using the Mann-Whitney
test.
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Figure 2.6: Expectations In Treatment Pre and Post Information About Partner

We see in Table 2.6 that expectations in round 1 before the treatment has learned
any information are fairly balanced. The prosocial senders who start in the sequential
play mode expect less in the treatment group than the control group. This difference
is statistically significant at the 5% significance level using the Mann-Whitney test
for small samples. This initial difference could suggest why it appears the treatment
impacted the prosocial participants. However, on a whole, the treatment and control
groups are balanced in round 1 on expectations as shown in Table ??. Further-
more, in round 1 we observe the treatment influence expectations as shown in 2.6.
All scenarios expect the sequential less prosocial senders significantly update their
expectations. Given that the less prosocial senders who play the sequential rounds
first, do not significantly increase their expectations when told their partners are
prosocial in round 1, this could suggest that the less prosocial individuals may be
less responsive to the treatment.

In table 2.9 we show the determinants of trust while controlling the expectations
of treatment (post-treatment) and control. We break the regressions down by simul-
taneous and sequential as well as prosocial and less prosocial. Including expectations
mitigates some of the main effect of the information treatment. We see that proso-
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cial senders start at a higher level of trust with intercepts of 5.62 for simultaneous
rounds and 4.33 for sequential rounds. The less prosocial participants have steeper
slopes for their expectations than the prosocial participants, meaning they are more
generous with using their expectations to give more to the returner. However, the
treatment does make the less prosocial participants more stingy with their expecta-
tions. Expectations are a statistically significant determinant in trust and account
for a fair amount of variation as the r-squared values increased from .10 to .38 in
the sequential regression3. However, expectations do not influence trust in large
magnitudes moving trust .02 standard deviations at the most. While the treatment
influences the expectations and expectations do matter for trust, expectations alone
do not dramatically move the dial on trust.

The control the median participant expects 35.83% back, while the median treat-
ment participant expects 33.33% back, indicating that half believed they would re-
ceive at least what they have given. In the control group, 50.81% of the time partic-
ipants believed they would actually make money — expecting more than 33.33%—
compared to 39.53% of the time participants in the treatment group. The treatment
group results are similar to Ashraf et al. (2006), where 39% of participants believed
they would make money. In the treatment group, the prosocial individuals expect
to make money 25% of the time, while the less prosocial individuals expect to make
money 53.51% of the time. Clearly, the treatment impacted the expectations.

Result 4: Voters prefer the sequential game and the returner position.
In the last 5 rounds of the experiment, individuals were able to vote on which game
they would like to play sequential versus simultaneous as well as which order to play
in sender versus returner. We asked the voting preferences questions in a way to
elicit their un-coordinated beliefs.Over all our treatments and rounds only 27% of
individuals’ preferences actually coordinated, so in a world where there is no random
dictator and individuals are forced to agree transactions would only occur 27% of the
time. Overwhelmingly, subjects wanted to play the sequential game and 53% wanted
to play the returner in the sequential game. While 22% of the votes wanted to play
the sequential sender, only 9% wanted to be the simultaneous sender. Finally, 16%
wanted to play the simultaneous returner.

Participants preference for the returner in the sequential game indicates their
belief that the returner makes more money. Indeed, on average that is true. Table
2.10 displays the payoffs from the first 20 rounds of non-voting. Returners regardless
of prosocial type or information treatment make more money, but with a higher vari-

3See table 2.8
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ance. The sequential play scenario does yield the the highest payoff. Consequently,
participants preferences in the voting game were well calibrated for making the most
money. When asked why they chose their preference, one participant stated, ”I
wanted to steal the money at the end.”

The participants that got their preference to play the returner in the sequential
game made on average $14.63 in the control group and $13.65 in the treatment group.
One might imagine that less prosocial participants chose to play the sequential re-
turner so they ”could steal the money at the end.” However, there is an even split
with prosocial and less prosocial participants listing the sequential returner as their
top choice, with 50.4% of the votes being from prosocial participants. Surprisingly,
participants did not steal all the money at the end. The percentage return median for
the control was .38 and .33 for the treatment group. The median returner returned
at least the amount they were given. Senders made $10.71 and $10.38 on average in
the control and the treatment groups respectively.

Voters picked the returner sequential game as their preference and they did on
average benefit financially from the vote if they were the chosen dictator.

Result 5: Voting (Self-Organization) generates as much trust as role as-
signment. We wanted to investigate whether participants would coordinate to gain
the surplus from trust. Table 2.3 compares trust in the voting and non-voting rounds
of the experiment. Using the Mann-Whitney test there are no statistically significant
differences between trust in the voting and non-voting rounds and differences are less
than $1.

Table 2.3: Mean Trust for Voting and Non-Voting Rounds

Scenario Voting Non-Voting Difference P-value

Control Sim 5.435 6.105 -0.670 0.257
Control Seq 6.808 6.889 -0.082 0.184
Treatment Sim 4.515 5.419 -0.904 0.474
Treatment Seq 6.183 5.937 0.246 0.298
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2.4 Discussion

We were interested in the effect of information plus the order of prosocial types.
However, if one wanted to fully test the effect of giving information about prosocial
preferences, one would need to pair similar types as well. The point of this experi-
ment was to pair opposite types, but the results indicate that we would be able to
answer further questions with the pairing of all combinations of types.

Additionally, the information treatment sends a coarse signal to the senders.
While we did our best to ensure individuals understood the meaning of prosocial
and the coarse signal they received, participants may have reacted more to probabil-
ities or more certain estimates that their partner was really trustworthy. As stated in
the experimental rationale, its very difficult to get a predictive measure for trustwor-
thiness and we wanted to be honest with the participants so coarse measures were a
good option in light of these concerns.

We saw in results 1-3 that trust for less prosocial types did not significantly in-
crease with the information treatment while their expectations did. What could be
some reasons for these puzzling results? Herrmann et al. (2008) find that some so-
cieties punish those that are cooperative. Applying this idea in our case, the less
prosocial types could punish the prosocial types when they learn they are proso-
cial. While the less prosocial types do not increase the amount sent despite their
increase in expectations, that is not necessarily punishing the prosocial types. Ad-
ditionally, given the demographics of UC Berkeley students (more than 50% Asian
in our sample) we do not believe that the results from Herrmann et al. (2008), who
finds punishing strongest in Mediterranean countries, explain our finding that less
prosocial types do not change their level of trust. Another hypothesis is that the
less prosocial individuals could be less risk seeking than the prosocial individuals in
the control. Eckel and Wilson (2004) show there is no correlation between trust and
risk. Finally, perhaps the types differ in their ambiguity seeking behavior. Corcos
et al. (2012) find a negative correlation between ambiguity aversion and trust, in
other words, when people are more ambiguity averse they trust less. It is possible
that less prosocial individuals are more ambiguity averse than prosocial individuals,
however, the information signal could mitigate that ambiguity aversion. We can not
rule out that perhaps the signal did not create any clarity for ambiguity aversion and
that might be the reason for the difference.
Another hypothesis as to why less prosocial participants do not increase their trust
of prosocial returners concerns other differences between the two groups. One can
imagine that the treatment on less prosocial is weaker because of the differences in
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priors about the world for less prosocial individuals compared to prosocial individu-
als. For instance, perhaps less prosocial individuals believe most people are prosocial,
consequently, receiving a signal that their partner is prosocial doesn’t change their
perspective on the world. Table ?? demonstrates that on average less prosocial
senders had slightly higher expectations than their prosocial counterparts. From re-
sult 3, we do indeed see expectations changing and updating upward for less prosocial
individuals paired with prosocial returners. However, we can not rule out the fact
this effect may have been created by experimental demand since we asked them in
a sequential order. Running the above mentioned experiment with all combinations
of pairs could clear up some of the questions the current experiment leaves us with.

2.5 Conclusion

When we pair prosocial types with less prosocial types, we find in the treatment,
where the sender learns their partner’s type, prosocial senders send less. Mean-
while, less prosocial senders do not change their behavior. Our evidence suggests
that the treatment influenced expectations but not actions. Although the less proso-
cial senders increased their expectations that their paired prosocial returners would
return more, they did not trust them more. While we may have created a weak treat-
ment, regardless of that fact, our results align with those in behavioral economics
showing that it can be hard to increase prosocial behavior (Gneezy et al., 2011).

The subjects may play the investment game, knowing they might not receive
their money back and view it as a triple dictator game. Their view of the game
could dramatically alter the amount of money they give. Camerer (2011) asserts
that researchers might not know which game the participants actually believe they
are playing. Consequently, it is important to gather beliefs as we did in this ex-
periment. We find that subjects do believe the trust game has some rewards. Half
of subjects seemed to believe that they could make money from trust with 53.51%
of the time the less prosocial believed they could make money and 50.81% in the
control group. This contrasts with results from Ashraf et al. (2006), who find 39%
of subjects expect to make money. In our study, subjects with no information or
positive information about prosocial partners believe they will have some return on
their trusting behavior and this explains a significant amount of the variation in trust.

Expectations play a significant role in trust behavior, but they do not influence
trust in a large magnitude. For instance, in the control sequential rounds increas-
ing expectations by 10% increases trust by $0.21, which is .06 standard deviations.
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Researchers have found that unconditional kindness and risk (Ashraf et al., 2006)
influence trust, but again expectations explained more of the variation. Expectations
seem to play an important role in trust, but are not the whole story. We believe
there is a lot of room for further research to explore expectations in how it relates
to trust.
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2.6 Tables

Table 2.4: Determinants of Trust (Amount Sent)

Sim (1) Sim (2) Seq (1) Seq (2)
Treatment 0.12 0.16 -0.09 -0.04

(0.28) (0.27) (0.29) (0.28)
Treatment X Prosocial Sender -1.55*** -1.27*** -1.68*** -1.45***

(0.39) (0.38) (0.40) (0.39)
Prosocial Sender 0.53** 0.64** 0.36 0.45*

(0.26) (0.25) (0.27) (0.27)
Simultaneous Order -1.59*** -0.16

(0.40) (0.44)
Prosocial Order -0.52*** -0.45**

(0.19) (0.20)
Female -0.32 -0.13

(0.21) (0.22)
White 1.38*** 1.31***

(0.22) (0.23)
Number of Econ. Courses -0.18*** -0.15***

(0.04) (0.04)
Intercept 6.94*** 7.10*** 6.33*** 6.50***

(0.45) (0.50) (0.52) (0.27)
Time Fixed Effects? Yes Yes Yes Yes
R2 0.07 0.13 0.05 0.10
N 1090 1090 1090 1090

Secnario Treatment Control Difference P-value

Sim. Prosocial 38.333 35.405 2.9286 0.423
Seq. Prosocial 32.157 44.615 -12.4585 0.015**
Sim. Less Prosocial 34.471 34.472 -0.0016 0.454
Seq. Less Prosocial 41.133 40.833 0.3000 0.423

Table 2.5: Average Expectations in Round 1
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Scenario Pre Post Difference P-value

Sim. Prosocial 38.333 32.000 -6.333 0.086*
Seq. Prosocial 32.157 24.294 -7.863 0.024**
Sim. Less Prosocial 34.471 44.667 10.196 0.047**
Seq. Less Prosocial 41.133 46.533 5.400 0.295

Table 2.6: Average Expectations Pre and Post Treatment in Round 1

Table 2.7: Determinants of the Percent Returned

Sim (1) Sim (2) Seq (1) Seq (2)

Treatment -0.047** -0.046** -0.014 -0.015
(0.019) (0.018) (0.016) (0.016)

Treatment X Prosocial Returner 0.011 0.022 -0.002 0.007
(0.027) (0.027) (0.022) (0.022)

Prosocial Returner 0.040** 0.039** 0.027* 0.022
(0.019) (0.019) (0.016) (0.016)

Amount Given 0.008*** 0.007*** 0.032*** 0.032***
(0.002) (0.002) (0.002) (0.002)

Number of Econ. Courses -0.007*** -0.004**
(0.002) (0.002)

Female 0.000 0.026**
(0.015) (0.012)

White 0.037** 0.028**
(0.015) (0.013)

Simultaneous Order -0.041 -0.060**
(0.030) (0.028)

Prosocial Order -0.004 -0.027**
(0.014) (0.012)

Intercept 0.280*** 0.307*** 0.099*** 0.018
(0.022) (0.039) (0.019) (0.035)

Time Fixed Effects? No Yes No Yes
N 991 991 992 992
R2 0.03 0.07 0.22 0.24
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Table 2.8: Determinants of Trust with Expectations

Sim (1) Seq (1)

Treatment 1.175** -0.148
(0.532) (0.616)

Expectations 0.125*** 0.110***
(0.009) (0.011)

Treatment X Expectations -0.043*** -0.008
(0.014) (0.015)

Prosocial 1.995*** 1.349**
(0.494) (0.555)

Treatment X Prosocial -1.617** -0.819
(0.722) (0.804)

Expectations X Prosocial -0.049*** -0.033**
(0.013) (0.013)

Treatment X Expectations X Prosocial 0.040** 0.025
(0.019) (0.020)

Female -0.333* -0.085
(0.177) (0.180)

White 1.013*** 0.821***
(0.190) (0.200)

Number of Econ Courses -0.175*** -0.134***
(0.034) (0.035)

Prosocial Order -0.410** -0.144
(0.166) (0.170)

Simultaneous Order -1.134*** 0.181
(0.316) (0.344)

Intercept 2.876*** 2.451***
(0.480) (0.425)

R2 0.37 0.38
N 1090 1090

2.7 Figures
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(a) Simultaneous

(b) Sequential

Figure 2.7: Decision of Sender
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Table 2.9: Determinants of Trust with Expectations By Prosocial Type

Sim Prosocial Sim Less Seq Prosocial Seq Less
Prosocial Prosocial

Treatment -0.541 1.284** -0.953* 0.042
(0.490) (0.533) (0.503) (0.604)

Expectations 0.072*** 0.124*** 0.076*** 0.113***
(0.008) (0.010) (0.008) (0.011)

Treatment X Expectations -0.000 -0.045*** 0.017 -0.012
(0.013) (0.015) (0.013) (0.014)

Female -0.903*** 0.198 -0.552** 0.378
(0.275) (0.236) (0.274) (0.241)

White 0.663** 1.426*** 0.559* 1.176***
(0.287) (0.251) (0.319) (0.258)

Number of Econ Courses -0.175*** -0.160*** -0.220*** -0.052
(0.046) (0.050) (0.047) (0.048)

Prosocial Order 0.560 -0.673** -0.027 0.202
(0.369) (0.310) (0.398) (0.317)

Simultaneous Order -0.976*** -0.817*** 0.168 0.282
(0.332) (0.305) (0.388) (0.330)

Intercept 5.265*** 2.336*** 4.332*** 2.000***
(0.680) (0.546) (0.723) (0.648)

R2 0.36 0.41 0.39 0.39
N 545 545 545 545
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Table 2.10: Payoffs From Rounds 1-20 (Non-voting)

Role Scenario Mean Std Median

Sender

Control Seq 10.714 4.526 11.0
Control Sim 8.947 4.803 10.0

Treatment Seq 10.382 4.192 10.0
Treatment Sim 9.039 4.462 10.0

Returner

Control Seq 14.63 6.231 15.0
Control Sim 12.878 8.308 14.0

Treatment Seq 13.652 5.85 15.0
Treatment Sim 12.332 8.546 11.5

Figure 2.8: Language of Treatment
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Chapter 3

The Long-Term Effects of
Temporary Incentives to Save:
Evidence from a Prize-Linked
Savings Field Experiment
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3.1 Introduction

When the poor save in formal financial institutions, there are a number of well-
documented positive impacts including increased investment in children’s education,
increased ability to cope with shocks, increased investment in microenterprises, and
reduced debt (Dupas and Robinson, 2013; Kast and Pomeranz, 2014; Prina, 2015).
In spite of this, “uptake and active usage of formal savings devices remain puzzlingly
low” (Karlan et al., 2016, p. 2), even when accounts are offered without fees (Dupas
et al., ming). Only 55% of adults worldwide have a bank or mobile money account
(Demirg-Kunt et al., 2015), and most households do not have sufficient savings to
cope with relatively small shocks (Dercon, 2002). For example, more than 40% of
Americans report that they “either could not pay or would have to borrow or sell
something” to finance a $400 emergency (Federal Reserve, 2017).

Why is take-up of formal savings devices low despite the benefits found by nu-
merous studies? More puzzling, why is use after opening a savings account also
low? Models of procrastination (O’Donoghue and Rabin, 1999; Carroll et al., 2009),
high fixed costs to open the account (Cole et al., 2011), or a lack of trust in banks
(Bachas et al., 2018) could explain the lack of account opening. Once accounts are
open, indirect transaction costs—for example, the cost of traveling to the bank to
access savings—could remain high (Bachas et al., ming). Savings accounts may be
an experience good, where even after opening the account, gaining experience by
using the account over time is crucial to fully understanding the costs and benefits
of account use; indeed, Gin and Goldberg (2017) find that account holders randomly
induced to gain more experience with their account behave more rationally.

One solution developed and implemented by both the public and private sectors
around the world has been prize-linked savings (PLS) accounts (Cole et al., 2007;
Kearney et al., 2011). These accounts offer lottery tickets as an incentive to save:
often in lieu of paying a regular fixed interest rate, large prizes are awarded each
month in a lottery. The number of lottery tickets a client receives is a function of the
amount of new savings she generated recently. Like a traditional lottery, PLS offers a
small chance at winning a large prize, and could thus be appealing to potential savers
who overweight small probabilities (Filiz-Ozbay et al., 2015). Unlike a traditional
lottery, PLS customers keep the principal that they stored in the savings account.
PLS accounts could thus overcome the barriers to saving by providing not only a
nudge to open accounts—due to the exciting possibility of winning a large prize—
but also an incentive to begin saving and gain experience using the account, because
the number of lottery tickets a saver earns is based on new savings.

PLS products were introduced in the 1690s in Great Britain (Cohen, 1953) and
between one-fifth and one-fourth of UK citizens participate in a PLS product today
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through Premium Bonds (Tufano, 2008). They are also a common financial product
in places like Latin America, the Middle East, Europe, and South Africa (Cole et al.,
2007; Kearney et al., 2011). PLS accounts were legalized in the United States in De-
cember 2014 by the American Savings Promotion Act, but must still be legalized by
state legislatures; in November 2017, for example, Texas added a state constitutional
amendment to allow banks and credit unions to offer PLS. A number of PLS prod-
ucts have now been introduced in various US states, with high demand, generally
among consumers who did not have a prior bank account.1 Likewise, 18 months after
a South African bank began offering a PLS product, there were more PLS accounts
at the bank than regular savings accounts; many of the PLS account holders had no
prior savings accounts (Cole et al., 2016). Why have banks and governments had so
much success increasing account openings and savings using PLS accounts?

In this paper, we conduct the first randomized control trial of PLS, offering lotter-
ies only in the first two months of the experiment so that they serve as a short-term
incentive to both open an account and gain experience saving in the account. We
show that even short-term incentives to open an account and save can increase volun-
tary account openings, and that new account holders use the accounts substantially
over the next five years. Furthermore, we find that although those induced by PLS
to open an account may initially save less than other new customers (who open ac-
counts in control branches during the same months), PLS customers’ savings catch
up after three months with the account—point estimates of the difference in savings
between accounts opened in treatment and control are close to 0 in magnitude and
statistically insignificant from 0 from 3 months after the lotteries to nearly 5 years
after.2

We thus make three main contributions to the literature. First, we provide the
first evidence from a randomized control trial (RCT) on the effectiveness of PLS
products at increasing account opening and use. PLS accounts have previously been
studied only in surveys (Tufano et al., 2011), laboratory and lab-in-the-field exper-
iments (Atalay et al., 2014; Filiz-Ozbay et al., 2015; Dizon and Lybbert, 2017), or
real-world but non-randomized settings (Cole et al., 2016). Our study also contrasts
with RCTs of other savings interventions in the literature, which usually provide
either an incentive to open an account or an incentive to save more in an existing
account: our experiment provides an incentive to both open and save in the account.
Second, rather than randomizing the offer of savings accounts at the individual level,

1http://freakonomics.com/podcast/say-no-no-lose-lottery-rebroadcast/
2In each of the first two months after opening an account, the magnitude of the point estimate

is large and negative (suggesting that treatment branch account openers may save less than those
who open accounts in control branches in the same months) but the point estimate has a large
confidence interval and the effect is not statistically significant from zero.
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we randomize at the branch level and allow individuals to self-select into opening ac-
counts. Thus, we are studying a population likely at the margin of opening accounts
and can study impacts of PLS on both the extensive margin (account opening by
new clients) and intensive margin (increases in saving by existing clients). Third, we
follow users for five years, making this one of the longest-run studies of savings in a
developing country (with a notable exception being Suri and Jack, 2016).

Among 110 branches of a government bank in Mexico (Bansefi), we randomly
assign 40 branches to conduct a lottery in the months of October and November 2010.
The lottery was advertised through posters in bank branches and, in September 2010,
by loud-speaker cars. To participate in the lottery, people would have to open or
already have an account and generate new savings in the account. The client gets
one lottery ticket for each 50 pesos of new savings accumulated in the account that
month. Bansefi then raffled one thousand small prizes of 400 pesos (US$32) and two
large prizes of 10,000 pesos (US$809) at the end of each of the two months, and paid
the winners in their accounts. After November 2010 the lotteries cease, so that the
benefits of opening an account or saving in treatment and control branches no longer
differ, allowing us to study the long term effects of this temporary incentive.

We find that offering PLS causes a 41% increase in the opening of savings accounts
in treatment branches relative to control branches. As expected, there is no difference
in the number of accounts opened between treatment and control branches prior to
offering PLS. The treatment effect on new account openings steadily increases over
the two months that we offer lotteries; in the second month of lotteries, offering PLS
causes a 68% increase in the number of accounts opened. After the final lottery, the
daily treatment effect abruptly falls to zero, which also allows us to rule out that
PLS account openers would have opened an account anyway a few months in the
future, and simply change the timing of account opening in response to the lottery
incentive.3

We compare savings and transactions in accounts opened during the PLS exper-
iment in treatment and control branches, focusing on accounts opened during the
second lottery month when the extensive margin treatment effect is larger.4 Al-

3If this were the case, we would expect a negative treatment effect in months after the lotteries
end.

4Since treatment led to a 68% increase in the number of accounts opened in the second month
of lotteries, under the standard assumption that openings at treatment branches would have been
the same as those in control in the absence of treatment, we know that .68/1.68 = 40% of account
openers in treatment branches are “compliers” induced to open accounts by the lotteries, while the
other 60% are “always takers” who would have opened accounts anyway. For an upper bound on
the treatment effect on compliers, we can assume that always takers would have used the account
the same way as those who opened accounts at control branches during lottery months, and hence
multiply treatment effects by 1/.4 = 2.5 to obtain the upper bound.

71



though new accounts in treatment branches may start with a lower savings balance
than new accounts in control branches during the first two months they are open,
their savings balances catch up after three months. Importantly, survival of accounts
opened during lottery months at treatment branches is the same as that of accounts
opened during the same months at control branches. After 5 years, 35% of accounts
are still being used (defined as having a minimum balance above 50 pesos) in both
groups. Based on various deposit-based measures of active use (Schaner, 2017; Du-
pas and Robinson, 2013; Dupas et al., ming), we also cannot reject that behavior by
treatment and control account openers are equal.

Testing for intensive margin effects among existing (pre-lottery month) account
holders in treatment and control branches, we find no intensive margin effect for
existing account holders. This is consistent with studies that find a low elasticity
of savings with respect to the interest rate among the poor (Karlan and Zinman,
ming). If savings elasticities are low, this finding is consistent with the hypothesis
that savings accounts are experience goods: existing account holders have already
gained experience with the account, so there is no positive updating of their priors
on the benefits of formal saving; meanwhile, the lotteries create new savers on the
extensive margin by nudging them to open accounts and then providing them with
an incentive to save in the account and gain experience.

Policy interest in the impact of PLS accounts on savings has increased recently,
in particular after they became legal in the US following the passage of the Amer-
ican Savings Promotion Act in December 2014. In both developed and developing
countries, PLS products have been popular (Cole et al., 2007; Kearney et al., 2011).
We provide evidence from a large-scale RCT that people are induced by lotteries
to open and save in formal bank accounts, and that temporary lotteries can have a
lasting impact on their savings behavior.

3.2 Institutional Context

Background and Partner Bank

Mexico’s financial market is dominated by five large banks which had 73% market
share in 2010 (Jimnez Bautista, 2012), and these banks have little interest in serving
the poor. Overall, financial inclusion is low: about 39% of the adult population has
a bank or mobile money account. This is even lower for low-income Mexicans: only
29% of those with incomes in the bottom 40% of the income distribution have an
account (Demirg-Kunt et al., 2015). While microfinance institutes like Compartamos
Banco have rapidly expanded access to credit (Angelucci et al., 2015), they have not
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aggressively pursued microsavings.
To promote financial inclusion, the Mexican government founded the National

Savings and Financial Services Bank (Bansefi) in 2001. Its mission is “contributing to
the economic development of the country through financial inclusion. . . to strengthen
savings and loans mainly for low income segments.” Bansefi focused on fostering
savings for the poor through low-cost savings accounts with no minimum balance.
At the time of our experiment in 2010, Bansefi had 494 branches and about 5 million
accounts, most of them opened directly by the government to pay conditional cash
transfers. A minority of Bansefi accounts were instead opened voluntarily by the
public—primarily by low-income households. Bansefi has tried to locate its branches
in relatively underserved areas. It concentrates on offering savings accounts with
no minimum balance, no fees, and low interest rates (about 0.09-0.16% per year).
Bansefi does not carry loan products, but has been innovative in how to attract
low-income savers. One of their strategies, beginning in 2005, was to offer prize-
linked savings accounts. They carried these accounts from 2005–2007 but, due to
a change of management and a lack of evidence to evaluate the effectiveness of
PLS, discontinued them in 2008. In 2010, we partnered with Bansefi and the Inter-
American Development Bank (IADB) to test if these lotteries actually attract new
clients and generate more savings.

Prize-Linked Savings

PLS products were introduced in the 1690s in Great Britain (Cohen, 1953) and
between one-fifth and one-fourth of UK citizens participate in a PLS product today
through Premium Bonds (Tufano, 2008). While only legalized recently in the United
States, Tufano et al. (2011) report high potential demand for PLS products among
lower-income consumers in the US, based on a survey. PLS accounts appear to not
only be in high demand, but also nudge those who previously do not save to begin
saving (Atalay et al., 2014). This might be due to overweighting small probabilities:
Filiz-Ozbay et al. (2015) show theoretically and in a lab experiment that people who
overweight small probabilities save more when offered a PLS account, and Dizon and
Lybbert (2017) replicate this result in a lab-in-the-field experiment in Haiti.

A central question about any savings product that leads to an increase in formal
savings is whether it crowds out other forms of saving. Both Cole et al. (2016) and
Dizon and Lybbert (2017) find that savings in PLS accounts do not substitute other
savings, but rather that they crowd out gambling expenditures. This is consistent
with (Herskowitz, 2016) finding that gambling and savings technologies are both
used to save for durables in Uganda, and that there is substitution from gambling to
saving when a secure savings device is provided. It is also consistent with findings
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from the broader financial inclusion literature, which find that new savings in formal
financial institutions are often explained by increases in overall savings rather than
a substitution from other forms of saving (Dupas and Robinson, 2013; Ashraf et al.,
2015; Bachas et al., 2018; Kast et al., ming).

3.3 Experimental Design and Data

Experimental Design

Branch Sample. To economize on the cost of the experiment and because other
savings incentives were operating at certain Bansefi branches, we first selected a sub-
set of branches that would participate in our experiment. Bansefi proposed excluding
branches that offered a matched savings program with commitment device features,
called Premiahorro. Excluding branches that offered this product left us with 214
out of the initial 494 branches for our sampling frame. We further restricted the
sample by excluding the largest and smallest branches from our sample, measured
by the volume of new accounts opened in the first half of 2010. To reduce variance
and have more power we removed approximately the smallest 25% and largest 25%
of branches from the sampling frame. Finally, we focused on states that had at least
two branches surviving our selection criteria. After applying these selection crite-
ria, our sampling frame consisted of 110 Bansefi branches spanning 19 of Mexico’s
32 states throughout the entire country from Baja to the Yucatan Peninsula. One
contribution of our paper is that experiments on savings rarely have this extent of
geographical breadth.5

Randomization. Within the 110 Bansefi branches in our sampling frame, we con-
ducted a simple randomization to assign 40 branches to treatment. Table 3.1 shows
that treatment and control branches have balanced covariates. Figure 3.2 shows the
locations of treatment and control branches.

Lotteries. The lotteries were announced in mid-September in treatment branches
only, through posters inside the branch and loud-speaker cars on nearby streets.
Do to budget restrictions, the loud-speaker advertising happened only in September
2010, which also enables us to rule out the treatment effect being due to this type of
advertising. Two lotteries were held, the first on October 12, 2010 and the second on
November 12, 2010. Figure 3.1 shows the timeline of the experiment and an example

5Two notable exceptions are the recent multi-country savings experiments in Dupas et al. (ming)
and Karlan et al. (2017).
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of Bansefi’s advertisements of the savings lotteries, which reads “save in a debicuenta
account and multiply your money.” Bank tellers were prepared to answer questions
regarding the rules of the lotteries.

Both existing account holders and anyone who opened a new account during the
lottery months could participate. Furthermore, a client had to increase her savings
in the month preceding the lottery by at least $50 pesos to participate. Every $50
pesos increase entitled the client to one electronic ticket. Note that the incentives
were thus only active from mid-September to November 12, 2010 (the day of the
last lottery). The number of tickets for a lottery were calculated as new savings
accrued over the last month, divided by 50 and rounded down to an integer. Other
than the lottery tickets, the other aspects of the account (including the interest
rate) were identical to those of accounts in control branches. For a single prize, the
likelihood of winning for a client would be equal to her number of tickets divided by
the total number of tickets in all 40 treatment branches. The probability of winning
is endogenous to total participation and was therefore not known ex ante. Ex post,
in the October lottery the probability of a particular ticket winning a small prize of
400 pesos (US$32) was 1 in 713, while the probability of a particular ticket winning
the large prize of 10,000 pesos (US$809) was 1 in 350,000. The median saver earned
27 tickets.

Clients. A substantial proportion of Bansefi’s clients are beneficiaries of Mexico’s
large cash transfer program Oportunidades, who receive their benefits directly in
Bansefi debicuenta accounts. Oportunidades beneficiaries were also eligible for lot-
tery prizes, but because their accounts are opened for them automatically by the
government when they are enrolled in the program, we exclude Oportunidades ac-
counts from the analysis.

Data

We use two types of administrative data from Bansefi for the accounts at the 110
branches included in our experiment. First, we have data on every account opened
from 2008 through May 2011, which we use to construct a data set of the number of
new accounts opened at each branch each day. Second, we have transactions data for
pre-existing accounts and those opened during lottery months over a five year period
(longer in the case of pre-existing accounts). Specifically, for accounts opened during
the lottery months, we observe all transactions data from the date they were opened
through July 2015. For accounts that existed before the lotteries in treatment and
control branches we have transactions data from 2008–2015. Finally we use data
from the 2005 Census to show balance across the localities in which our treatment
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and control branches are located for sociodemographic characteristics that are not
present in our administrative bank data. Table 3.1 presents means for these data
across treatment and control branches, and a t-test of equality of means. In all cases,
we fail to reject the null hypothesis of equal means.

There are a few notable summary statistics from Table 3.1. First, these are small
bank branches: excluding the bank accounts that they administer for recipients
of government social programs, there are only 50–60 total accounts open at each
branch. Each month, about 4 non-oportunidades accounts are opened per branch.
This reflects that Bansefi positions its branches in relatively underserved areas, but
also underscores the difficulty of attracting the unbanked. On average, an account
holder makes about 0.3 deposits and 1.1 withdrawals per month.

3.4 Results

We now show our estimates for the effect of the lotteries on new account openings,
as well as transactions and savings in both newly opened and existing accounts.

New Accounts

Account Openings

Did the lotteries induce people to open savings accounts at treatment branches?
To answer this question, we use a simple experimental comparison of treated vs.
control branches and estimate an average treatment effect. Because there is variation
in branch size across branches, to increase power we use an analysis of covariance
(ANCOVA) specification where we control for baseline account openings (McKenzie,
2012). We restrict the analysis to the two-month period during which lotteries were
offered (September 13, 2010 to November 12, 2010) and estimate

(3.1) yj = α + γTj + θyj0 + εj,

where yj is the total number of accounts opened at branch j, Tj is a dummy variable
indicating that branch j was randomly assigned to treatment, and yj0 is baseline
account openings.6 In addition, we conduct placebo tests using the same specification
for other two-month periods, from eight months prior to the lotteries through eight
months after the lotteries.

6We define baseline as being from January 12, 2008 to January 12, 2010, since we use the 8
months beginning January 13, 2010 as placebo tests using the same specification (3.1).
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We plot these results in Figure 3.3. During the lottery months, there is an increase
of 2.99 account openings in treatment branches (p = 0.06), compared to a control
mean of 7.39 account openings over the two-month period, or a 40.5% increase. An
immediate concern is that there could be substitution across branches in account
openings: for example, individuals who would have opened an account that month
in a control branch may substitute to opening the account in a treatment branch.
However, the control mean of 7.39 account openings during the two-month lottery
period is very close to the average number of accounts opened in control branches
across all two-month periods before the lotteries (7.54 account openings per period),
and we fail to reject that the control mean during the lottery months is different
than the control mean during the pre-lottery months. We conduct additional tests
to rule out the possibility of substitution across branches in Section 3.5.

In pre-lottery periods, we find point estimates close to 0 in magnitude and statis-
tically insignificant from 0 when we estimate (3.1). In post-lottery periods, we find
results that are statistically insignificant from 0 in three out of the four periods, and
in one period a positive but fairly small effect—about half of the treatment effect
during lottery periods—that is statistically significant at the 10% level.

Next, we explore how account openings evolve over time during the two-month
lottery period. We plot the treatment effect by day in Figure 3.4, once again shad-
ing the period during which lotteries are offered in gray. To more clearly visualize
the effect of the lotteries, we also plot a local linear regression, estimated separately
for the pre-lottery period, the lottery period, and the post-lottery period. There is
a clear trend: prior to the introduction of lotteries, there is no difference between
treatment and control in the number of accounts opeend per day. When the lotteries
are introduced in mid-September, the treatment effect steadily increases over time,
reaching about 0.1 new accounts per branch per day by the end of the lottery pe-
riod. Then, immediately after the final lottery on November 12, the treatment effect
abruptly falls to 0.7

There are various reasons that the treatment effect might increase over time
during the lottery months. More individuals might be learning about the lotteries
over time. In addition, the first announcement of lottery prize winners on October 12

7More formally, we estimate the daily treatment effect to the left and right of the “discontinuity”
(final day of lotteries) using a local linear regression with a triangular kernel and mean-squared error
optimal bandwidth (Imbens and Kalyanaraman, 2012), separately on each side of the discontinuity.
The estimate to the left of the discontinuity is 0.10 accounts per branch per day (p < 0.01), and to
the right of the discontinuity is 0.03 accounts per branch per day (statistically insignificant from
0, p = 0.18). The difference between the estimates to the left and right of the discontinuity is
significant at the 5% level using conventional confidence intervals, and significant at the 10% level
when using the robust bias-corrected confidence intervals recommended by Calonico et al. (2014).

77



might lead to “local buzz” about the product that further increases lottery openings
in the second month (Guryan and Kearney, 2008; Cole et al., 2016). Indeed, if we
estimate (3.1) using one-month periods (again ending at the 12th of each month
since these are the lottery dates), we find that the treatment effect is statistically
insignificant from 0 in the first month that the lotteries were offered, but is significant
and large (relative to accounts opened at control branches) in the second month.
Figure 3.5 shows the results: in the second month from October 13 to November
12, 2010, an additional 2.13 accounts per branch per month are opened in treatment
branches (p < 0.01); this represents a 68% increase compared to control branches.
In all 8 pre-lottery months, there is no statistically significant difference between
the number of accounts opened in treatment vs. control branches, and there is a
significant difference at the 10% level (p = 0.08) in just one post-lottery month.

Are new account openers previously unbanked individuals? While we cannot
directly test this, there is evidence for conjecturing that this may be the case for
most new account openers at Bansefi. First, Bansefi is a government social bank
that strives to increase financial inclusion and hence deliberately places its branches
in underserved areas where there is a high concentration of unbanked individuals.
Second, according to the 2009 wave of the Mexican Family Life Survey, only 12%
of households had a bank account in a formal financial institution. Furthermore,
only 13% of the households with at least one bank account had more than one
account. Third, if the new Bansefi account openings were among households who
already had at least one bank account, we would expect to see the account openings
concentrated in areas with a higher concentration of other banks. We directly test
whether the account openings occurred in areas with a higher density of commercial
bank branches of any bank, and do not find evidence of such a relationship.

Specifically, we estimate

(3.2) yj = α + θyj0 + γTj + ξDensity of banksj + φTj ×Density of banksj + εj

separately for each month t, where Density of banksj is either a continuous measure
of how many commercial banks are within a 1-kilometer radius of Bansefi branch j or
a dummy variable indicating that Bansefi branch j has greater than the median num-
ber of commercial bank branches within a 1-kilometer radius. The median number
of bank branches within a 1-kilometer radius of the Bansefi branch is 11.5. Table 3.2
shows the results for each of the density measures described above, for each of the
two lottery months (t = Oct. 2010 and t = Nov. 2010). For both measures of density
and both months, we cannot reject that φ = 0.8

8In October 2010, for example, the point estimate using the dummy for higher density is an
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Account Survival

A concern is that new account holders induced to open accounts by the lottery did
so only for the purpose of participating in the lottery, and would close the account
or leave it unused after the lotteries end. If this were the case, temporary lotteries
would likely not be a successful financial inclusion tool. In the next three subsections
we show that the accounts opened at treatment branches during lottery months are
comparable to those opened during the same months at control branches in account
survival, the levels of savings, and active use of the account. Based on the result
from Section 3.4 that the lotteries only had a statistically significant effect on account
openings in the second lottery month, we focus on accounts opened between the first
and second lottery dates at treatment and control branches.

When comparing accounts opened in treatment and control branches, there could
of course be a selection effect: clients induced to open accounts by the lottery may not
behave in the same way as clients who would have opened accounts anyway. This is
precisely what we investigate. Since treatment caused a 68% increase in the number
of account openings in the second month of the lotteries, about 40% (= .68/1.68) of
those who opened accounts during this month in treatment branches were induced
to do so by the lottery, while the other 60% would have opened accounts anyway.
Hence, any differences we find between treatment and control can be multiplied by
2.5 to obtain an upper bound of the difference between those who were induced to
open accounts by the lotteries and other account openers.

It is uncommon for accounts to be outright closed in the years following the
lotteries. Two years after the lotteries, 94% of accounts remain open; 3 years after,
91% remain open; and nearly 5 years after the lotteries, 71% of accounts remain open.
Importantly, in no month can we reject that the proportion of accounts remaining
open is equal across accounts opened during the second lottery month in treatment
and control branches.

Accounts may remain open but be dormant with no savings. Figure 3.6 uses a
stricter measure of survival and shows the proportion of accounts with at least a 50
peso end-of-period balance in treatment (blue squares) and control (orange circles).
It graphs conditional means to account for the possibility of winning the lottery.9

additional treatment effect of 0.17 (p = 0.91) and using the continuous measure of density the point
estimate goes in the opposite direction: 0.05 less openings at treatment branches per additional
commercial bank branch within 1 kilometer (p = 0.44). Using distance to the closest commercial
bank branch (either a dummy for greater than the median distance or a continuous measure of
distance), we also fail to reject φ = 0 for either treatment month.

9Specifically, the conditional mean is the coefficient α from a regression of I(Balanceij > 50) =
α+ψWinningsij + εij separately for each month t, where I is the indicator function that equals 1
if its argument is true and 0 otherwise.
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The proportion of accounts that have this amount of savings falls over time, but the
levels and trend at which it falls are almost identical between accounts opened in the
second lottery month in treatment and control accounts. One year after the lotteries,
74% of accounts remain in use by this measure; three years after, 47%; and nearly
five years after, 35%. In all of these cases, we cannot reject the null hypothesis of no
difference between lottery-month openers in treatment and control branches.

Savings

We now compare savings stocks (measured by end-of-period balance, where months
are measured relative to lottery dates) of those who open accounts in treatment
branches in the second lottery month to those who open accounts in the same month
in control branches. Because clients in treatment branches may have won prizes
from the lottery—which could in turn affect the amount they save in the account—
we control for the amount won. We estimate the following equation separately for
each month t:

(3.3) Balanceij = α + γTj + ψWinningsij + εij

where Balanceij is end of month balance of account i in branch j (in month t), Tj is
a dummy that equals 1 for treatment branches, and and we control for the amount
won Winningsij (which equals 0 in pre-lottery months and the first lottery month,
the amount won in the first lottery for the following month’s regression, and the sum
of winnings in the two lotteries for all post-lottery months).10 There is no control
for baseline account balance since these accounts did not exist prior to the lottery
months. Standard errors are clustered at the branch level. The γ coefficients for
each month t are shown in Figure 3.7.

We see that there is no statistically significant difference between the savings
levels of accounts opened in treatment and control (except in three months toward
the end of the five-year period). In the first couple of months, point estimates
are large but noisy, indicating that accounts induced to open accounts by the lottery
might initialy save less. By three months after the lotteries, however, point estimates
are close to 0 and largely remain around 0 for the remainder of the five-year period.

10Following other papers measuring savings (e.g., de Mel et al., 2013; Dupas et al., 2016; Kast
et al., ming; Karlan and Zinman, ming), we winsorize savings balances to avoid results driven by
outliers. Our main results winsorize at the 95th percentile, and the results are robust to other
cut-offs.
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Transactions

For accounts that remain in use, we examine active use of the account using three
measures from the literature: at least one deposit in the last six months (Schaner,
2017), at least two deposits in the last six months (Dupas and Robinson, 2013), and
the more long-term measure of at least five deposits in the last two years (Dupas
et al., ming). Figure 3.8 shows the proportion of accounts with a balance of at least
50 pesos that are actively used by these criteria.

Using the least restrictive measure of at least one deposit, about 57% of accounts
are active users six months after opening the account in the month from April 13
to May 12, 2011.11 In most periods, there is no statistically significant difference
in this measure; in the periods where there is a statistically significant difference,
the treatment accounts use the account more. Using the slightly more restrictive
measure of at least two deposits, about 27% are active users initially, and 12%
are active users after five years. Finally, using (Dupas et al., ming) longer-horizon
measure, the proportion of active users falls from 26% two years after the lotteries
to 18% nearly five years after. Again we either cannot reject equal activity between
treatment and control accounts or find slightly more active use among treatment
accounts.

Figure 3.9 shows the distribution of deposits and withdrawals in surviving ac-
counts in accounts opened during the lottery month in treatment branches (outlined
in blue) and control branches (solid orange). While use falls over time, the distri-
bution of use between the treatment and control group looks similar, and in both a
group of very active users making 20 or more transactions per year (about 10% of
clients) persists in the long term.

Existing accounts

We use existing accounts at treatment and control branches to measure the effect of
the lottery on the intensive margin. We measure savings using end-of-period balance,
and again use an ANCOVA specification that controls for baseline savings balance of
each account in the past by averaging over the baseline months (from January 2008
to February 2010). We restrict the analysis to accounts that had been opened prior
to October 2009 so that baseline savings is defined, and we control for the amount
won. Separately for each month, we estimate

(3.4) Balanceij = α + γTj + ψWinningsij + βBalanceij0 + εij,

11This is six months after the final lottery, and therefore is not contaminated from deposits
required to open the account in the first place.
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where Balanceij is end-of-period balance of account i in branch j (in month t),
Tj is a dummy that equals 1 for treatment branches, we control for the amount
won Winningsij (summing over both lotteries), and Balanceij0 is average baseline
end-of-period balance. Standard errors are clustered at the branch level.

The results—i.e. γ from (3.4) for each month t—are shown in Figure 3.10. Again,
pre-treatment savings are balanced across control and treatment branches. There is
little to no evidence of an intensive margin effect, as the coefficients for the months
immediately following the lotteries are not statistically different from 0. For some
later months (after about September 2011) there are some statistically significant but
small coefficients—less than 200 pesos (US$16). Because these positive coefficients
occur about a year after the lotteries, and are not robust to other winsorizing cutoffs
(such as winsorizing at 1%), we do not interpret this as an effect of the lotteries
on savings at the intensive margin. Other research has found that savings of the
poor have a small response to changes in the interest rate (Karlan and Zinman,
ming), except at unsustainable interest rates on the order of 20% per year (Schaner,
ming). These findings are consistent with the lack of an intensive margin effect of the
lotteries on savings among existing clients. On the other hand, the expected value
interest on saving during lottery months is quite high. Although the clients would
not have been able to calculate their expected value interest rate of saving during
lottery months since the total number of tickets awarded was unknown ex ante,
we can calculate the expected value ex post. Given that the chance of any ticket
winning was 1 in 713 and the expected value of the prize conditional on winning was
(1000 × 400 + 2 × 10, 000) /402 = 1045 pesos, the expected winnings per 50 pesos
saved was 1.5 pesos, or a 3% return over the month. Nevertheless, since the lottery
incentive was temporary and based on new savings (i.e., additional savings from
October did not increase expected “interest” in November), this 3% return over one
month is not the same as a 3% monthly return. In other words, if clients leave the
new savings in their accounts for a year (for example), they are actually getting a
3% annual expected return.

3.5 Alternative Explanations

In this section, we test for alternative explanations of the treatment effect on the
number of account openings.
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Marketing Effect

One worry is that advertising that occurred outside of branches in the surrounding
area (through loud-speaker cars) could increase account openings through a pure
advertising effect. In other words, it could be the marketing of bank accounts in
general, rather than the appeal of the lottery incentive, that led to increased account
openings.

Due to budget constraints, the advertising through loud-speaker cars only oc-
curred in September 2010. Thus, a marketing effect would be expected to be more
concentrated at the beginning of the two-month lottery period, which is not what
we find in Figure 3.4. Furthermore, even if this advertising took time to take effect,
if advertising were indeed the cause of the treatment effect (independent from the
lottery incentive), we would not expect to see a sudden drop in account openings im-
mediately after the last lottery on November 12. The sharp discontinuity in the daily
treatment effect after November 12 (Figure 3.4) provides strong evidence against this
alternative explanation.

Substitution across Branches

Substitution across branches could occur if a person that would have opened an
account in a control branch opens it instead at a treated branch due to the lotteries.
If this were the case, some of the effect would not be due to new accounts, but just an
(inefficient) reallocation of accounts to other branches. In addition to the evidence
presented earlier that the average number of account openings in control branches
does not decrease during lottery months (which would be expected if the treatment
effect were due to substitution across branches), we can test whether the treatment
effect is stronger in treatment branches located closer to control branches. We thus
estimate

(3.5) yj = α+ θyj0 +γTj + ξDistance to controlj +φTj ×Distance to controlj + εj,

separately for each month t, where Distance to controlj is either a dummy indicating
whether the geodesic distance between Bansefi branch j and its closest control branch
is further than the median distance, or a continuous measure of geodesic distance
between branch j and its closest control branch in kilometers.12 If individuals opening
accounts indeed substitute across branches due to the lotteries, we expect γ < 0.
Table 3.3 shows the results for each of the distance measures described above, for

12We measure Distance to controlj for both treatment and control branches so that ξ is iden-
tified. For control branches, it is the distance between that branch and the nearest other control
branch.
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each of the two lottery months (t = Oct. 2010 and t = Nov. 2010). We do not find
evidence of substitution across branches.

3.6 Conclusion

In an experiment in 110 bank branches across Mexico, we find that prize-linked
savings accounts can increase saving on the extensive margin by inducing new savers
to open accounts, thus validating in a randomized control trial a result conjectured
by Tufano et al. (2011) based on survey data and confirmed in the lab by Atalay
et al. (2014). The lottery prizes were only offered over a two-month period, and we
find that these temporary incentives created long-term changes in savings behavior
for a substantial portion of those induced to open accounts by the lottery incentives
(consistent with the long-run impact of a large but temporary incentive to save in
Schaner (ming)).

Taken together, our results suggest that prize-linked savings accounts can encour-
age the unbanked to open bank accounts. Nevertheless, a minority of new account
openers remain active account users (both in the treatment and control groups) in
the long term, suggesting that if savings accounts are an experience good, the benefit
of saving in a formal account is higher than anticipated only for some new account-
holders. Alternatively, Bansefi might be a gateway to financial inclusion if, after
opening and using a Bansefi account, a fraction of clients open accounts in closer
commercial bank branches.

3.7 Tables

3.8 Figures
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Table 3.1: Summary Statistics and Balance

Variable Control Treatment Difference

Panel A: Locality-level Data (2005)

Log population 12.75 12.91 0.16
(0.13) (0.14) (0.19)

Bansefi branches per 100,000 0.93 0.79 -0.14
(0.08) (0.09) (0.12)

% illiterate 3.84 3.76 -0.07
(0.23) (0.42) (0.48)

% attending school 3.38 3.43 0.05
(0.14) (0.24) (0.28)

% with dirt floors 3.11 2.87 -0.24
(0.41) (0.62) (0.74)

% without piped water 3.11 3.03 -0.08
(0.57) (0.66) (0.87)

% without electricity 4.87 5.25 0.38
(0.23) (0.30) (0.38)

Average occupants per room 1.00 0.97 -0.03
(0.02) (0.03) (0.03)

Panel B: Bank Administrative Data
Averages over baseline (Jan 2008 to Feb 2010)

Ending Balance 1112.40 1160.94 48.54
(86.32) (108.80) (138.21)

Total Number of Accounts per Branch 57.91 49.15 -8.76
(4.99) (5.27) (7.25)

Total Value Deposited at Branch 64423.81 57060.32 -7363.49
(5988.20) (5542.10) (8146.18)

Accounts Opened (per month) 4.34 3.84 -0.50
(0.45) (0.38) (0.59)

Deposits (per account per month) 0.26 0.29 0.03
(0.02) (0.02) (0.03)

Withdrawals (per account per month) 1.05 1.18 0.14
(0.05) (0.07) (0.09)

Amount Withdrawn (per account per month) 664.26 785.88 121.62
(46.50) (77.87) (90.16)

Amount Deposited (per account per month) 522.14 646.64 124.50
(39.43) (67.83) (77.99)
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Table 3.2: Account openings: treatment interacted with density of commercial banks

Dummy: greater than Branches within
median density 1 kilometer

Oct. 2010 Nov. 2010 Oct. 2010 Nov. 2010
(1) (2) (3) (4)

Baseline account openings 0.496** 0.315** 0.503** 0.315**
(0.201) (0.125) (0.208) (0.130)

Treatment branch 1.610* 0.419** 2.382 0.144**
(0.987) (0.644) (1.072) (0.772)

Density of commercial banks -0.124 -0.377 0.002 -0.014**
(0.622) (0.580) (0.026) (0.039)

Treatment X density 0.173 1.254 -0.054 0.071
(1.547) (0.986) (0.070) (0.052)

Table 3.3: Account openings: treatment interacted with distance to control branches

Dummy: greater than Distance in
median distance kilometers

Oct. 2010 Nov. 2010 Oct. 2010 Nov. 2010
(1) (2) (3) (4)

Baseline account openings 0.543∗∗ 0.320∗∗ 0.541∗∗ 0.325∗∗∗

(0.244) (0.118) (0.238) (0.116)
Treatment branch 1.792∗ 0.036 2.077∗∗ 0.337

(0.993) (0.513) (0.803) (0.478)
Distance to control branch 0.258 -0.513 -0.004 -0.006∗∗∗

(0.730) (0.520) (0.003) (0.002)
Treatment × distance to control 0.490 0.674 0.001 0.002

(1.674) (0.815) (0.011) (0.004)
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Figure 3.1: Details on Experiment

(a) Timeline of Experiment

(b) Example Advertisement
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Figure 3.2: Treatment and Control Branches

Control
Treatment

88



Figure 3.3: Impact of Treatment on Number of Accounts Opened
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Notes: This figure shows the treatment effect of offering prize-linked savings accounts
on the total number of account openings per branch over two-month periods. The
two-month period during which lotteries were offered is shaded in gray. Because the
lotteries occurred on October 12 and November 12, the month ranges on the x-axis
refer to the 13th day of the first month in the range to the 12th day of the second
month in the range. For example, the range corresponding to the lottery months,
marked “Sep–Nov 2010,” refers to September 13, 2010 to November 12, 2010. Black
circles indicate results that are significant at the 5% level, gray circles at the 10%
level, and hollow circles statistically insignificant from 0.
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Figure 3.4: Impact of Treatment on Number of Accounts Opened per Day
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Notes: This figure shows the daily treatment effect of offering prize-linked savings
accounts. Each point in the graph represents one day, and shows the treatment effect
for that day, i.e. the difference in the average number of accounts opened between
treatment and control branches. The blue line is a local linear regression, estimated
separately for days before, during, and after the lotteries. The light blue area shows
the 95% confidence interval. Lottery months (September 12 to November 12, 2010)
are shaded in gray. The final lottery on November 12, 2010 is represented by a
dashed vertical line.
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Figure 3.5: Impact of Treatment on Number of Accounts Opened
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Notes: This figure shows the treatment effect of offering prize-linked savings accounts
on the total number of account openings per branch over one-month periods. The
one-month periods during which lotteries were offered is shaded in gray. Because
the lotteries occurred on October 12 and November 12, the month ranges on the
x-axis refer to the 13th day of the first month in the range to the 12th day of the
second month in the range. For example, the first range corresponding to the lottery
months, marked “Sep–Oct 2010,” refers to September 13, 2010 to October 12, 2010.
Black circles indicate results that are significant at the 5% level, gray circles at the
10% level, and hollow circles statistically insignificant from 0.
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Figure 3.6: Proportion of Accounts Opened during Second Lottery Month Remaining
Used in Treatment vs. Control Branches
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Figure 3.7: Savings in Accounts Opened during Second Lottery Month in Treatment
vs. Control Branches
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Figure 3.8: Active Users, Accounts Opened during Second Lottery Month
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Figure 3.9: Distribution of Transactions, Accounts Opened October 2010
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Figure 3.10: Savings in Existing Accounts in Treatment vs. Control Branches
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