
UC Berkeley
UC Berkeley Electronic Theses and Dissertations

Title
The Economics of Climate Change Under Uncertainty and Engineering the Software for its 
Research

Permalink
https://escholarship.org/uc/item/9xj8p4b9

Author
Rennels, Lisa Forsyth

Publication Date
2024
 
Peer reviewed|Thesis/dissertation

eScholarship.org Powered by the California Digital Library
University of California

https://escholarship.org/uc/item/9xj8p4b9
https://escholarship.org
http://www.cdlib.org/


 
 

The Economics of Climate Change Under Uncertainty 

and 

Engineering the Software for its Research 

 

By 

Lisa Forsyth Rennels 

 

A dissertation submitted in partial satisfaction of the 

requirements for the degree of  

Doctor of Philosophy 

in 

Energy and Resources 

in the 

Graduate Division 

of the 

University of California, Berkeley 

 

 

Committee in charge: 

Professor David Anthoff, Chair 

Professor Maximilian Auffhammer 

Professor Sarah Chasins 

Professor Fernando Perez 

 

Spring 2024 

 



 

 

© Copyright 2024 

Lisa Forsyth Rennels 

All rights reserved 



 
 

1 

Abstract 

 

The Economics of Climate Change Under Uncertainty 

and 

Engineering the Software for its Research 

 

by 

Lisa Forsyth Rennels 

 

Doctor of Philosophy in Energy and Resources 

University of California, Berkeley 

Professor David Anthoff, Chair 

 

Evaluation of the potential economic impacts of climate change are crucial for informed policy 

responses. Several decades of rigorous research devoted to this topic have advanced the field 

enormously, and still there remain areas of active debate and research seeking to address open 

questions and shortcomings of existing work. I seek to address critical limitations and lines of 

inquiry through three primary projects. Through these three projects I tackle aspects of two 

challenges. First, a lack of usable domain-specific computational tools can slow climate research, 

discourage collaboration, and pose barriers to transparency. Second, policymakers must design 

climate policy in the face of substantial, sometimes unresolvable uncertainty along several 

dimensions. A fourth, concurrent effort, the development of the Mimi computational platform for 

integrated assessment modeling, is a vital contribution to the computational infrastructure that 

enables my own research as well as that of the broader research and policymaking communities. 

Computational modeling and analysis are at the core of the research posed in both Chapters 2 and 

3, and calls for new open-source, easy-to-use computational tools to promote research, 

transparency, and collaboration echo those across modern scientific and interdisciplinary domains. 

As a core developer of the Mimi platform1, I produce high-quality open-source software aimed at 

supporting collaboration and making it possible for researchers, including myself, to investigate 

new research questions and more effectively support policy makers. A multitude of academic 

groups across several universities use the platform, and it also directly supports federal and state-

level regulatory analysis. Mimi is the subject of the project described Chapter 1. 

In Chapter 1 we employ both observation and semi-structured interviews to learn about designing 

software in climate change economics domain and gather generalizable insights about the design 

of embedded domain specific languages. Programming tools are increasingly integral to research 

and analysis in myriad domains, including specialized areas with no formal relation to computer 

 
1 https://www.mimiframework.org 
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science. Embedded domain-specific languages (eDSLs) have the potential to serve these 

programmers while placing relatively light implementation burdens on language designers. 

However, barriers to eDSL use reduce their practical value and adoption. In this project, we aim 

to deepen our understanding of how programmers use eDSLs and identify user needs to inform 

future eDSL designs. We performed a contextual inquiry (9 participants) with domain experts 

using Mimi, an eDSL for climate change economics modeling. A thematic analysis identified five 

key themes, including: the interaction between the eDSL and the host language has significant and 

sometimes unexpected impacts on eDSL user experience, and users preferentially engage with 

domain-specific communities and code templates rather than host language resources. The needs 

uncovered in our study offer design considerations for future eDSLs and suggest directions for 

future DSL usability research. 

The social cost of carbon dioxide (SC-CO2) measures the monetized value of the damages to 

society caused by an incremental metric tonne of CO2 emissions and is a key metric informing 

climate policy. Used by governments and other decision-makers in benefit-cost analysis for over 

a decade, SC-CO2 estimates draw on climate science, economics, demography, and other 

disciplines. However, a 2017 report by the US National Academies of Sciences, Engineering, and 

Medicine2 (NASEM) highlighted that current SC-CO2 estimates no longer reflect the latest 

research. The report provided a series of recommendations for improving the scientific basis, 

transparency, and uncertainty characterization of SC-CO2 estimates. In Chapter 2 we show that 

improved probabilistic socioeconomic projections, climate models, damage functions, and 

discounting methods that collectively reflect theoretically consistent valuation of risk, 

substantially increase estimates of the SC-CO2. Our preferred mean SC-CO2 estimate is $185 per 

tonne of CO2 ($44-413/t-CO2: 5-95% range, 2020 US dollars) at a near-term risk-free discount 

rate of 2 percent, a value 3.6-times higher than the US government’s current value of $51/t-CO2. 

Our estimates incorporate updated scientific understanding throughout all components of SC-CO2 

estimation in the new open-source GIVE model, in a manner fully responsive to the near-term 

NASEM recommendations. Our higher SC-CO2 values, compared to estimates currently used in 

policy evaluation, substantially increase the estimated benefits of greenhouse gas mitigation and 

thereby increase the expected net benefits of more stringent climate policies. 

Evaluating the economic impacts of climate change is crucial to inform climate policy. One typical 

approach to assessing mitigation policy options uses integrated climate-economy models to 

analyze tradeoffs between the costs of reducing greenhouse gas emissions and the benefits of 

avoiding climate damages. However, the economic impacts of climate change are both expansive 

and deeply uncertain--adding a hurdle to designing tractable climate policy. Analysis using 

integrated climate-economy models thus often fails to fully represent the downside risk--what if 

the chosen model(s) are wrong? The deep uncertainty characterizing these models poses 

challenges for policymakers. In Chapter 3 we address this challenge using a robust decision-

making framework to evaluate mitigation policy. We show that a shift from a decision framework 

that maximizes expected outcomes to one that is averse to regret supports precaution in the face of 

 

2 National Academies of Science, Engineering, and Medicine. Valuing Climate Damages: Updating Estimation of the 

Social Cost of Carbon Dioxide. (The National Academies Press, 2017). 
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uncertainty and faster emissions cuts than currently implemented. Uncertainties about 

socioeconomic trajectories and the magnitude and functional form of climate damages create 

asymmetric consequences from delayed or weak mitigation policy. 
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Bridge: Introduction to Chapter 1 

The paucity of usable, open-source, high quality computational tools to support climate change 

economics and policy research presents a significant barrier to progress, collaboration, and 

transparency. 

In 2017, a report Valuing Climate Damages: Updating Estimation of the Social Cost of Carbon Dioxide 

by the National Academies of Sciences, Engineering, and Medicine listed the development of “an 

open-source, computationally efficient, publicly accessible, and clearly documented computational 

platform” for the development of integrated assessment models as a step of vital importance to 

advancement of climate change economics research. We developed the Mimi software package in 

partial response to this suggestion, and this state-of-the-art software underpins all research in this 
dissertation. It is a common thread throughout the three core chapters and an example of how I have 

leveraged my skills and knowledge in software engineering to enable new research for myself and for 

the wider research community.  

Usability studies are vital to careful, successful design of programming languages and tools. The 

following Chapter 1 presents one such study centered on Mimi. In contrast to Chapters 2 and 3, which 

highlight novel research partially enabled by this tool, Chapter 1 focuses wholly on the software itself, 

drawing on the fields on human-computer interaction, programming languages, and software 

engineering. Many of these users who generously gave their time to this study, in fact, are co-authors 

for work in Chapters 2 and 3. 
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Chapter 1: How Domain Experts Use an Embedded DSL 

Rennels, L., & Chasins, S. E. (2023). How Domain Experts Use an Embedded DSL. Proceedings 

of the ACM on Programming Languages, 7(OOPSLA2), 1499-1530 

1. Introduction 

Experts across a diverse range of fields have come to rely on programming and computation. We 

see this trend playing out across myriad domains, including earth sciences and climate change 

[Balaji et al. 2018; Easterbrook 2010; Easterbrook and Johns 2009; Williams 2014]. For domains 

like these, in which practitioners typically lack formal computer science education, the usability 

and learnability of available languages can be substantial pain points. These users typically do not 

share the body of computing-related background knowledge we expect from professional or 

formally trained software engineers. However, domain experts within a given field often do share 

common problem formulations, vocabulary, and knowledge. Domain-specific languages (DSLs) 

are a long-standing and popular strategy for meeting the needs of such domain experts. 

Embedded domain-specific languages (eDSLs), including libraries, are a particularly popular 

approach. Embedded DSLS embed new constructs within a general-purpose language (GPL), 

adding a thin layer of domain-specific elements specialized for a particular community’s needs. In 

contrast to developing an entirely new, standalone language, embedding is efficient for the 

designer, although the host language may constrain and complicate the DSL [Cavé et al. 2010; 

Freeman and Pryce 2006; Hudak 1998; Mernik et al. 2005]. (Section 7.1 of our Related Works 

offers a more detailed discussion of how eDSLs’ lower implementation burdens have made the 

embedded approach popular with DSL designers). From the perspective of the DSL user, an eDSL 

may provide a richer and more extensible tool than a standalone DSL. 

While eDSLs can be immensely valuable, user experience challenges may make eDSLs less 

appealing to users than to designers [Gray et al. 2008]. One empirical study of 10 DSL 

implementations (nine non-embedded DSLs and one eDSL) found that while the eDSL ranked 

best in implementation effort, it ranked second worst in end-user effort [Kosar et al. 2008]. This 

suggests an opportunity for language designers to improve user experience via a better 

understanding of eDSL user needs. 

User experience analyses of eDSLs naturally differ from analyses of GPLs and even non-

embedded DSLs. For example, the effect on users of the relationship between an eDSL and its host 

language are unique to the embedded approach and demand fresh analyses. Similarly, user 

experience analyses of domain experts using programming languages differ from analyses of 

practiced programmers. For example, priorities and metrics for successful language use may differ 

across these different settings [Barišić et al. 2011]. 

This paper describes a study of eDSL user experience in which all participants are experts in the 

eDSL’s domain. Our study advances our knowledge both of the overall eDSL user experience and 

more specifically domain experts’ user experience with eDSLs. 

To date we have only a small body of literature observing how users actually interact with 

embedded DSLs, and an even smaller subset observing how domain experts interact. (See Section 
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7.2.2 for a summary of this work to date.) By contributing to this line of research, we hope to 

support the community in improving eDSL usability and usefulness, making eDSLs attractive not 

only for DSL designers but also for a broad array of users. 

We conducted a contextual inquiry, employing observations and semi-structured interviews to: 

1. directly observe domain experts’ user experience with a climate change economics eDSL 

2. examine the impact of eDSL design and implementation decisions on user experience 

3. suggest design considerations for future eDSLs 

Our findings fall into five core themes: (i) impacts of the host language, (ii) impacts of the 

interaction between host and embedded language, (iii) eDSL-specific communities, (iv) eDSL-

specific resources, and (v) integration of multiple tools via the host language. Within each high-

level theme, we observed a range of behaviors and patterns. For example, although many eDSL 

design guidelines suggest blurring the line between an eDSL and its host language, we observed 

that blurring this line made debugging tasks difficult for participants, especially for novice 

programmers. Another example: participants preferred to seek eDSL-specific resources, including 

eDSL-specific communities and eDSL-specific tutorials, even for needs that could have been 

satisfied by StackOverflow or language specific resources. Based on our findings, we suggest (i) 

a set of design considerations for future eDSL designers and (ii) directions for future eDSL user 

experience research. 

2. Background 

Here we briefly introduce key terms and the particular eDSL we used in our study. 

2.1 Key Terms 

Developers vs. Users. Throughout this paper, we will use the term developer or designer to refer 

to individuals designing and implementing languages, DSLs, and eDSLs. We will use the term 

user or end user to refer to individuals writing programs with those languages, DSLs, and eDSLs. 

User Experience, Usability, and Learnability. We will use the umbrella term user experience to 

discuss many aspects of programmers’ interactions with languages, programming tools, language 

communities, and programming environments. We will use the term usability specifically for 

discussions of whether users can easily accomplish particular goals with a given tool. We will use 

the term learnability for discussions of whether tools are easy or difficult for new users to learn. 

2.2 Mimi, an eDSL for Integrated Assessment Models 

This paper presents a contextual inquiry of how domain experts use Mimi, an eDSL for Integrated 

Assessment Models (IAMs). IAMs are used to calculate the social cost of carbon dioxide (SC-

CO2), an economic metric employed extensively to inform a range of climate policy decisions. 

The SC-CO2 represents the net economic effects of emitting one additional metric tonne of carbon 

dioxide into the atmosphere. Applications of the SC-CO2 include calculating the value of taxes for 

carbon tax regulation, utilities resource planning, and cost-benefit analysis made on municipal and 
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federal levels. The 2018 Nobel Memorial Prize in Economic Sciences honored Professor William 

Nordhaus, who pioneered these macroeconomic models in the early 1980s [Nordhaus 1982]. 

 

Fig. 1 | A schematic of an IAM’s structure [NASEM 2017; Rennert et al. 2022b] (left) and representative code 

snippets in Mimi (right). 

Until recently, IAMs were implemented via a fragmented conglomeration of many different 

programming languages, APIs, hosting platforms, and other tools. Interacting with these 

miscellaneous programming tools makes IAM analyses daunting for even experienced domain 

experts. Analyzing one, let alone comparing several models requires significant learning and time-

consuming harmonization work. Researchers and other interested parties must write their own 

code to carry out crucial steps like uncertainty analysis and sensitivity analysis, with the result that 

practitioners often skip it or perform it haphazardly. In 2017 a seminal report by the National 

Academies of Sciences, Engineering, and Medicine recommended the development of “an open-

source, computationally efficient, publicly accessible, and clearly documented computational 

platform” to help remedy these problems [NASEM 2017]. 

The Mimi eDSL [Anthoff et al. 2023a] aims to meet this need for an integrated software tool that 

co-locates a range of existing and in-development IAMs. Mimi is a domain-specific language 

embedded within the general-purpose Julia language. The design prioritizes closeness of mapping 

between domain-specific concepts and eDSL constructs. It handles much of the boilerplate code 

each user would otherwise have to re-implement, and focuses on a flow that mirrors the layout of 

the domain’s scientific literature. It introduces a custom set of abstractions to streamline model 

creation and editing, facilitates collaboration across teams with a modular approach, and provides 

infrastructure for sensitivity analysis and results visualization.  
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As shown in Figure 1, IAMs are composed of modules (e.g. Socioeconomic, Climate, Damages, 

Discounting), each of which is composed of one or more Components—essentially, sub-modules 

(e.g., Socioeconomic_co2 and Climate_co2_cycle). Each Component uses both exogenous 

Parameters from data files and endogenous Parameters from upstream Components to make 

calculations. Mimi’s implementation leverages a range of Julia features including its support for 

macros, multiple dispatch, dynamic typing, high performance numerical computing, and Julia’s 

environment and package management support [Bezanson et al. 2017]. Section 4.2.3 further 

elaborates on these features in the context of Mimi user experience. 

Figure 1 includes concrete snippets of a Mimi program, which we use to illustrate a few key Mimi 

features: 

• To construct a model, the programmer sets dimensions (set_dimension! on line 35), adds 

Components (add_comp! on line numbers 36-37), and adds connections between them 

(connect_param! on line 41). 

• Building and running models requires using the Julia package management system (Pkg 

functions) (30-31), and new models are often developed as Packages themselves. 

• Component, Parameter, Variable, and Model are custom types which take advantage of Julia’s 

support for multiple dispatch (see Section 4.2.3). For example, run(m) on line 42 calls the 

Julia Base.run function on Mimi’s Model type. Mimi creators implemented a Method that 

defines the behavior when Base.run dispatches on a Model. 

• Mimi uses macros to implement Components (e.g., @defcomp on lines 1 and 15), and in other 

contexts to implement Monte Carlo Simulations (@defsim). The syntax of Components and 

SimulationDefinitions is designed to closely resemble the host language’s syntax for functions 

(see Section 4.2.2). 

Mimi was designed with the goal of (i) promoting collaboration both within the academic 

community, and more broadly across the full range of stakeholders involved in climate 

policymaking, and (ii) reducing barriers to novel scientific inquiry [Anthoff et al. 2019, 2023a]. 

Recent publications suggest success in these goals, with Mimi being used both in academia 

[Bastien-Olvera and Moore 2021; Dietz et al. 2021; Errickson et al. 2021; Rennert et al. 2022a] 

and in policy [US Environmental Protection Agency 2022a,b]. 

3. Study Design 

We conducted a contextual inquiry [Holtzblatt and Beyer 1997; Holzblatt and Beyer 2017] study 

with nine participants, primarily from academic backgrounds with some representation from 

industry, the public sector, and NGOs. All participants used the eDSL under study, Mimi, in their 

current work. The study design is informed by existing literature and practices in ethnographic 

research, specifically as applied to the computing domain and the field of human computer 

interaction (HCI) [Crabtree et al. 2012; Goodwin 2015; Hacking 1991; Randall et al. 2007; Verne 
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and Bratteteig 2018]. Contextual inquiry is a heavyweight methodology for collecting qualitative 

data about human participants’ existing work practices. It emphasizes observing participants doing 

their own work in their own places of work (their contexts). During sessions, the researcher acts 

as a kind of apprentice; their role is to learn to do the work in the same way that the participant 

does the work—even if the researcher already knows alternative ways of doing it. Contextual 

inquiry is especially useful for need-finding research, which focuses on identifying problems in 

existing work practices. 

We designed our study around two research questions: 

• What kinds of programming challenges do domain experts face during use of an eDSL 

designed for their domain? 

• Which of these challenges arise specifically because the DSL is embedded, or because of 

interactions between the DSL and the host language? 

Participants and Recruitment. We recruited nine participants via snowball sampling, starting with 

recruitment emails to individuals, research labs, and policy groups known to use the eDSL under 

study, as well as a recruitment post on the public Mimi user forum [Anthoff et al. 2019]. 

Recruitment used a screening survey to collect metadata and ensure that our sample of participants 

varied across several axes—background discipline or industry, years of experience in the climate 

change domain, and levels of formal and informal computing education, and years of experience 

with programming and specifically with Mimi programming. See Table 1 for participant details. 

We recruited for diversity in order to avoid centering our analysis on experiences specific to a 

particular subpopulation of Mimi users. All participants were existing Mimi users, and we 

observed them working on their own Mimi-related projects during our contextual inquiry sessions. 

Thus, our work does not surface challenges specific to users who are new to a particular eDSL. As 

shown in Table 1 and confirmed during sessions, most participants are not formally trained 

programmers, and while they vary in years of experience and relative comfort with programming, 

they primarily use programming as a means for domain research and professional tasks. 

Consent and Compensation. For our informed consent process, participants signed a consent form 

prior to beginning the study session. We compensated participants with a $40 gift card to either 

Amazon or a local business of their choice. 
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Table 1 | Key information about study participants 

 

Session Protocol. Each session began with a short introduction to the study and verbal 

reaffirmation of informed consent. We then conducted an approximately 45-minute observation 

followed by a 5–10-minute semi-structured interview. In the observation period, participants 

worked on a task of their choice using the Mimi eDSL. All participants brought existing in-

progress Mimi projects, or recently completed projects they hoped to turn back to in the near-

future. During observation, in accordance with the contextual inquiry approach, we interrupted 

with questions when we needed clarifications about participant actions. In a semi-structured 

interview [Knott et al. 2022; Wood 1997], the researcher holds a conversation with a participant, 

guided by a predetermined set of open-ended questions but with the flexibility to explore responses 

or other directions freely. For example, our interview guide included prompts like: 



 
 

 

8 

"Thinking back on your uses of Mimi in the last two weeks, can you list some of the specific 

tasks you carried out with as much detail as possible." 

"Thinking back to the last time you were frustrated with a Mimi functionality, or lack 

thereof, can you describe the experience? Furthermore, how did you try to figure out how 

to solve the problem?" 

We also used much of the interview time to validate interpretations of participants’ actions during 

the observation portion. 

We conducted sessions remotely over Zoom and recorded them for subsequent analysis; 

recordings included video of the participant’s screen, video of the participant, and audio of the 

conversation. The first author conducted all contextual inquiry sessions. 

In keeping with the standard practices of contextual inquiry, participants (rather than researchers) 

chose the programming tasks we observed [Holtzblatt and Beyer 1997; Holzblatt and Beyer 2017]. 

This contextual inquiry approach offers a number of key benefits, of which we highlight two: 

1. Observing how participants use the eDSL, not how researchers think they use it. While 

a fixed, researcher-designed task has some benefits for comparability across participants 

and more standardized quantitative results, it risks imposing researcher assumptions on the 

participants. Instead, contextual inquiry aims to reveal what participants do in their real 

work; this focuses our subsequent analysis on problems and user experiences that 

participants face in practice. 

2. Wide range of use cases and workflows. In addition to eliciting realistic needs, we aimed 

to elicit diverse needs. Enforcing a fixed task would have narrowed the range of observed 

problems to only the problems that can arise within the fixed task. As described above and 

reflected in Table 1, participants exhibited a range of backgrounds, use cases, and choices 

around tools and computing environments. This allowed us to observe a broader array of 

behaviors and challenges. Overall, study designs that allow participants to work within 

their usual environments and on familiar tasks have the potential to improve ecological 

validity (observations are more faithful to the real-world user experience than unfamiliar 

lab-assigned environments and tasks) and breadth (observations vary more from participant 

to participant). 

Note that while this is a user study, it is not an experiment. There is no comparison of a control 

group versus an intervention. Contextual inquiry is useful for our need-finding purposes because 

it allows us to observe a broad array of behaviors, challenges, and tasks; that same diversity means 

that comparison across participants is infeasible. More importantly, comparison across participants 

is not a goal of this work. Rather, the goal is to learn about as many programmer challenges as we 

can. See Section 6 for a deeper discussion of the kinds of research questions we can answer with 

contextual inquiry versus the kinds that require other types of data. 

Although contextual inquiry is resource-intensive and produces data that is not amenable to 

shallow data analysis techniques, it offers rich, detailed information about real-world use cases 

[Holtzblatt and Beyer 1997; Holzblatt and Beyer 2017]. 
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Data Analysis. We conducted an inductive, semantic thematic analysis [Braun and Clarke 2006] 

of the audiovisual recordings of study sessions using MaxQDA [Software 2022]. This analysis 

covered nine sessions and over 400 minutes of recordings. First, the first author used open coding 

to assign semantic codes and accompanying descriptions to short video segments (5-30 seconds 

each). In this phase, we aimed to associate purely descriptive text, without interpretation. Both 

authors reviewed the open codes that resulted from this phase. Next, we began an iterative process 

of grouping these codes to produce the next layer in a hierarchy of axial codes. We added layers 

to the hierarchy as needed, consolidated and partitioned axial codes as needed, and refined code 

definitions throughout the iterative thematic analysis process. This culminated in several high-

level themes, the top level of the axial code hierarchy, and these themes guide the structure of this 

paper. 

4. Findings 

This section presents key findings, organized into five high-level themes: (i) Impacts of the host 

language: For example, the choice of host language affects access to other interoperable software, 

exposes participants to host-language error messages, and may shape their experience with 

package management systems. (ii) Impacts of the interaction between host and embedded 

language: For example, blurring the line between eDSL and host language behaviors can make 

tasks like debugging difficult for participants, syntax similarities between host languages and 

eDSLs led participants to make wrong guesses about allowable eDSL syntax, and eDSL 

implementation choices shape the host language features that participants must learn. (iii) EDSL-

specific communities: Participants show a preference for eDSL-specific communities, and some 

relate adoption or continued use of the eDSL to the availability of these resources. (iv) EDSL-

specific resources: Participants exhibit a heavy reliance on eDSL-specific tutorials and existing 

eDSL codebases, with implications for programming pattern replication over time and the 

importance of creating relevant reference material. (v) Integration of multiple tools via the host 

language: Participants necessarily integrate multiple software tools in their workflows, and are 

sensitive to the complexities and error-proneness of transferring data between tools. 

4.1 Impacts of the Host Language 

The choice of host language affects not only the work of the embedded DSL developers but also 

the usability of the resultant DSL. This is a dominant theme of this study: "My frustration with 

Julia and my frustration with Mimi run together a lot" (P8; 7 yrs programming, <1 yr Mimi). While 

the literature emphasizes that choice of host GPL has consequences for eDSL developers [Freeman 

and Pryce 2006; Kamin 1998; Mernik et al. 2005], this section focuses on the implication of host 

language choice on eDSL users. 

4.1.1 Availability and Stability of Other Tools for the Host Language. The participant experience 

was substantially affected by (i) the availability and stability of Julia packages and (ii) the fact that 

writing Julia programs let them work within a large, well-supported ecosystem of tools and 

infrastructure, such as popular IDEs and linters. (See Section 7.1.1 for related literature.) 

Participants reported struggling in cases where other Julia packages, other than the eDSL under 

study, changed rapidly or failed to suit their use cases. Julia is a fairly young language, and many 
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packages are under rapid development. P2 expressed frustration with the need to rewrite their code 

to match syntax when packages released new (breaking) changes: 

"One of the things that has been annoying is that with Julia’s updates, like reading the files 

for instance, the syntax has changed a bit ...and so this is some code that was started to be 

written maybe a couple of years ago, and so I’ve had to rewrite. I mean it’s not a huge 

effort, but it definitely takes like half day or something to move it over." (P2; 10 yrs 

programming, 5 yrs Mimi) 

Several participants expressed a desire for richer plotting packages in Julia. P2 used the Julia 

VegaLite package for plotting, but stated that "Julia is pretty new, VegaLite is pretty new, so there 

are some limitations" (P2). P1, P4, and P9 explicitly stepped out of Julia and used R’s ggplot 

[Wickham 2016] to do plotting. This incurred the cost of data I/O, described in detail in Section 

4.5. Because of this lack of sufficient Julia plotting support, P9’s workflow involved flipping 

rapidly between Mimi and Julia in the Visual Studio Code (VSCode) IDE to run and edit scripts, 

and Python and Jupyter Notebooks [Jupyter 2022] for data exploration and plotting. This seemed 

to slow workflow, specifically disrupting file organization as P9 created disparate files that were 

difficult to track (again see Section 4.5). 

In contrast, the availability of useful Julia packages substantially enriched participants’ 

experiences with Mimi. P5, an advanced Mimi user with 30 years of programming experience and 

6 years of Mimi experience, took advantage of Julia packages for optimization and linear 

programming. They said this integration had been "working quite well" (P5) for them. Leveraging 

the host language’s strengths in numerical programming and performance was key to making Mimi 

useful for their work. Both P4 and P9 similarly took advantage of Julia’s rich ecosystem of 

statistical packages, using them to add efficient and powerful statistical and optimization 

functionality. 

Apart from packages, compatible programming tools and environments affected user experience. 

Most participants utilized an IDE like Juno [Juno 2022] or Visual Studio Code (VSCode) 

[Microsoft 2022] to do their work in addition to either integrated Github functionality in the IDE, 

or a Github Desktop Application. The host language, Julia, is well integrated into these tools, and 

Mimi piggybacks on this integration. For example, P3 took advantage of the fact that VSCode 

looks for environment configuration files and automatically instantiates the predefined 

environment when a Julia REPL is started. They said, "I like that the VSCode extension will do 

that by default" (P3). P2 relied heavily on the fact that Julia’s Vegalite [Anthoff 2022] package is 

integrated into VSCode such that plots pop up in an integrated window, and P9 used Jupyter 

Notebooks for diagnostics and other subtasks. 

On the other hand, barriers to integrating tools with the host language can also be barriers to 

integrating those tools with the embedded language. By default, a Julia package is stored in a 

hidden folder, making it undiscoverable to default Jupyter Notebook instances. Setting up a Mimi 

model as a package thus makes it undiscoverable to Jupyter. P3: "you can’t put a Jupyter notebook 

in a hidden folder and that’s where I just quit" (P3). When embedded DSLs inherit obstacles to 

tool integration from their host languages, this can affect user experience. 
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Since embedded DSLs operate not as standalone languages, but members of an ecosystem of 

packages and tools, the usability of an eDSL is tied to (i) the host language’s available tooling, (ii) 

integration with other software products, and (iii) the package ecosystem. If one is choosing the 

embedded approach in part to leverage this, it may be helpful for designers to take a holistic look 

at the how their DSL will fit and how compatible tooling will affect the user experience. 

4.1.2 Host Language Error Messages. Error messages written by the Mimi developers use the 

concepts and vocabulary of the embedded DSL and are intended to be easily interpretable for a 

Mimi user. Errors from Julia often used unfamiliar concepts from the host language, which 

hindered debugging efforts. This finding echoes speculation from the literature that eDSL error 

messages may be more confusing than non-embedded DSL error message because they reflect the 

concepts and vocabulary of the host language instead of the DSL (Section 7.1.1). 

Julia errors commonly refer to the Julia type system. If Julia cannot determine which function 

method to call based on the argument’s run-time types, it throws a MethodError signaling that there 

is no Method for the given (argument) Type(s). For participants new to the Julia type system, these 

errors may seem unintelligible: P8 (7 yrs programming, <1 yr Mimi): "The Mimi API errors in a 

similar way to the way Julia errors, such that the error message for someone who isn’t savvy in 

all the types like AbstractBool can be a little bit like morse code sometimes." (emphasis and color 

added). 

Another example: Mimi extends the Julia Base function getindex such that one can call it on a 

Mimi.Model to obtain Parameter and Variable values. P7 (4 yrs programming, <1 yr Mimi) tried to 

access the parameter values of paramname of component compname in a model mymodel that they had 

not yet run; they typed values = mymodel[:compname, :paramname]. Because brackets are syntactic sugar 

for the getindex function, they encountered the error: 

 

They noticed that the error message "said something about getindex" (P7), and knew this related 

to brackets, so they identified various places where they used brackets, but it took several minutes 

to match the error message’s listing of the (::Nothing, ::Symbol, ::Symbol) types to the mymodel, 

compname, and paramname arguments respectively. Even when they managed to diagnose the issue, 

their ability to identify the error was largely influenced by "seeing this error before" (P7). For 

participants who were not comfortable with the Julia type system and the errors associated with it, 

this common category of MethodError was difficult for participants to understand. 

In another case, an error message in response to P3’s small syntax error (including an additional 

semicolon) used language specific to Julia metaprogramming:  
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This error took the participant about ten minutes to resolve. (See further detail in 4.2.2.) 

 

Participants’ ability to understand the error messages they encountered, and to debug their 

programs accordingly, was crucial for user experience. While Mimi developers may aim to provide 

custom error messages that use constructs and vocabulary consistent with the eDSL, shielding 

users from the host errors entirely is difficult. However, eDSL design decisions affect which 

classes of host-language errors become common. For example, the design decision to use Julia 

macros to implement Mimi made macro-related Julia errors more likely. Overall, where Mimi 

implementation decisions resulted in users seeing unfamiliar host-language concepts in error 

messages, debugging was time-consuming and difficult. 

4.1.3 Host Language Package Management System. For eDSLs implemented as packages, 

selecting a host language also means selecting the package management system that users must 

understand. Since Mimi is embedded in Julia, participants had to learn the Julia package 

management system. 

P3 stated that they "love the Julia environments" (P3), though they took some effort to learn. P7 

emphasized the learning curve as well: 

"When I first started using Mimi, it was quite difficult and frustrating because I didn’t 

understand how all the dependencies and environments and all that kind of worked. But as 

I’ve gotten better with Mimi things have gotten generally less frustrating." (P7; 4 yrs 

programming, <1 yr Mimi) 

During their session, P4 (10 yrs programming, <1 yr Mimi) seamlessly and frequently used Pkg> 

st in the REPL to check what packages, and what versions, were in their active environment. They 

said of this check that "these are just things I do because things happen when I’m not paying 

attention, and I do not know why" (P4). They also integrated the Pkg package into their scripts’ 

preamble, including: 

 

This ensured the intended environment was activated in their working session and that all 

necessary packages were downloaded. P9 did the same. This preamble may indicate these 

participants have developed guardrails in response to prior difficulties from forgetting to update 

the Julia environment state. 

Key Insight. Error messages that rely on users understanding host-language vocabulary degraded
participants’ user experience, especially for those new to the host language.
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P1, P2, and P6 used package management to add and use packages without observed trouble, even 

when P6 saw an error indicating the need to download a specific package, a problem they 

diagnosed quickly. Participants did perceive package installation as time consuming and tedious. 

P8 started a fresh project with the default (empty) environment. When they realized that they had 

a pre-existing environment that would work for their experiment, they switched to that one to avoid 

the time and the verbose process of re-adding packages to a new environment. 

Overall, levels of comfort with Julia’s package management varied. Some participants seemed to 

have smoothed the process by erecting guardrails for their own processes, updating packages 

automatically to avoid some common pitfalls, while others continued to manage them manually. 

The visibility into environment state, verbosity, and slow precompilation time of Julia package 

management are common complaints in the Julia community [Boudreau 2019], and we saw these 

concerns echoed by Mimi users. 

Although we intended our study design primarily to reveal issues around the interaction of eDSLs 

with their host languages, this topic gives us an opening to discuss opportunities around the 

interactions of eDSLs with language tooling more broadly. In particular, note the common threads 

throughout the package management struggles described above: visibility into the package 

environment and variations in the package environment. Participants repeatedly using Pkg> st were 

struggling with visibility. Participants who added guardrails that ensured a particular fixed set of 

packages were struggling with variation. Participants talking about "things happen[ing] when I’m 

not paying attention" were struggling with both visibility and variation—and in fact the two are 

closely related. The fact that these were the core issues suggests a role for IDEs—or other language 

support tooling—that support users in maintaining awareness of current environment state or in 

freezing environment states. We speculate that any intervention that makes environment state more 

visible, harder to miss, or that makes it difficult to alter the environment in non-reproducible ways 

may ultimately make eDSLs more usable for the kinds of users we studied. For language designers 

or IDE designers working on package management support who want to support eDSL users of 

their language or tool, visibility of environment state should be a first-class concern. 

 

Since many eDSLs are implemented as packages for the host language, designers may wish to 

consider the usability of the package management system in selecting a host language. It may even 

be worth preemptively assessing the usability of multiple candidate host languages’ package 

management systems with the target audience. Since package management is a known usability 

barrier within the Julia community, we also note a secondary key insight: Designers may wish to 

identify commonly-known host language usability issues in order to preemptively smooth out the 

experience for their eDSL users. 

4.1.4. Impacts of Host Language Summary. The choice of a host language directly affects the 

experience of the end user via: 

• Access to other, interoperable host language software—e.g., libraries or programming 

environments available for the host language—can affect the user experience of the eDSL. 

Key Insight. For an eDSL implemented as a package, the usability of the package management 

system affected participants’ user experience. 
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• The eDSL implementation can expose users to error messages from the host language—and 

especially error messages that use host-language terminology rather than domain-specific 

terminology—that affect user experience. 

• For eDSLs implemented as packages, the package management system is one component of 

the host language that eDSL users will definitely need to learn, so package management 

affects user experience. 

Overall, the advantages of embedding a DSL in an existing host language, such as piggybacking 

on tooling and access to rich host language features, also come with risks of confusing users and 

burdening them with extra learning demands. This may be especially notable for users new to both 

the eDSL and the host language. Our findings suggest that designers may wish to consider how 

their implementation choices affect the three areas above. How will the eDSL implementation 

affect which other host-language software and tooling is trivially inter-operable vs. difficult to 

hook together? For common categories of errors, will the resultant error messages express issues 

in the vocabulary of the eDSL or the host language? Can the target audience be productive with 

the host language’s package manager? And finally, are there known user experience barriers 

associated with the host language? 

4.2 Impacts of the Interaction Between Host and Embedded Language 

The findings so far emphasize aspects of the host language: availability of libraries and tools, error 

message quality, package manager quality. DSL implementation choices can help users benefit in 

the positive case (programming environment support) or help shelter users in the negative case 

(confusing error messages). However, these are first and foremost features of the host language, 

not features of the interaction between the host and eDSL. In this subsection, we turn our attention 

to interactions between the host and the eDSL. 

4.2.1 Distinction Between Host Language and eDSL Behavior. Although many design guidelines 

suggest a “seamless” integration of the eDSL into the host language, we observed that participants 

often struggled when they could not find the seams. 

Participants expressed confusion about the distinction between Mimi and Julia and sought clarity 

on the dividing lines. These patterns may cast doubt on the design tenet that embedded DSLs 

should be a "seamless extensions to the language" [Freeman and Pryce 2006]. Section 4.1.2 

detailed how blurring the GPL–eDSL line damaged participants’ understanding of error messages, 

but this same pattern appears in a variety of interactions. 

We observed that participants often felt they needed to know where Julia ended and Mimi began. 

P1 was curious enough about the language differences to open the Mimi source code locally: 

"I was just opening the Julia files ... to get familiar with some Julia functions and what was 

Mimi and what was Julia because ... I was new to Julia so for me it was like I don’t know 

what is something very specific from Mimi." (P1; 11 yrs programming, 2 yrs Mimi) 

The blurred GPL–eDSL distinction especially hampered debugging. When participants mistook 

Mimi behaviors for Julia behaviors or Julia behaviors for Mimi behaviors, they expressed that they 
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did not know where to look to debug. For example, when P3 encountered a Julia parsing error, 

they tried to use the Julia inline REPL help?> functionality to search help?> Mimi.Parameter and, when 

that did not work, help?> Parameter. Since the help?> functionality only supports Julia and not Mimi, 

they were unable to find any documentation. 

A few users also wondered aloud whether certain pain points, such as performance issues, were a 

Mimi behavior, a Julia characteristic, or a personal computer hardware problem (P4, P7). For 

instance, "The explorer window [Mimi data visualization UI] takes a really long time to open, 

that’s a bit annoying sometimes, I don’t know if ... is that a Mimi thing?" (P4). 

 

Although eDSL design guides often suggest blurring or completely disguising the line between 

the host and embedded language, this may sometimes stand in the way of user goals. For 

participants identifying where to search for help or tracking down the source of performance 

issues, knowing more about what was being handled by the host language versus the eDSL may 

have helped them identify next steps. 

4.2.2 Distinction Between Host Language and eDSL Syntax. While the prior discussion centered 

on cases where participants wanted to know which behaviors to attribute to Julia vs. Mimi, this 

discussion covers cases where participants needed to distinguish Julia and Mimi syntax. Again, 

the literature recommends that "the eDSL syntax should make no distinction between the built-in 

features of the language and those provided by the [eDSL designer] to support their application" 

[Freeman and Pryce 2006]. And again, design choices that blurred the line between GPL and eDSL 

blocked progress. 

Prior literature argues that in cases where the syntax matches exactly, these kinds of parallels may 

help users pick up eDSL syntax. However, in cases where the syntax is similar in some but not all 

respects, these kinds of parallels may produce difficult-to-diagnose issues. This dovetails with 

literature warning that matching syntax can constrain design and reduce clarity for domain users 

[Cavé et al. 2010; Mernik et al. 2005; Poltronieri et al. 2018b]. 

As an example of the dangers of looking too similar to host-language syntax, even programming 

tools may draw unwarranted parallels between host-language syntax and eDSL syntax. P3 (10 yrs 

programming, 1 yr Mimi) uncovered an unexpected syntax mismatch via using an automatic code 

formatter. Their automatic formatter put a semicolon between required arguments and those with 

default values. This converted myfunc(2, option=false) to myfunc(2; option=false). This is standard 

recommended practice for formatting arguments to Julia functions, to increase readability. 

This behavior caused problems for P3 when it interacted with Mimi syntax. Mimi’s macro 

implemented abstractions use syntax that resembles—but does not exactly reproduce—Julia 

function syntax. Some Mimi macros include elements that resemble Julia function syntax, but 

which are actually parsed in the macro instead of run directly as functions. The choice to use 

Key Insight. Blurring the line between eDSL and host language made some tasks, especially 

debugging tasks, ambiguous for participants; a blurred dividing line can leave it unclear whether 

to look for host or eDSL resources and whether to dig into host or eDSL code. 



 
 

 

16 

similar syntax partly obscures that, under the surface, Mimi designers have implemented new, 

complex functionality. For example, the following Mimi snippet creates a Parameter: 

 

When P3 wrote this line, their formatter mistook it for a Julia function call, rather than an 

expression to be parsed within a Mimi macro, and automatically inserted a semicolon: 

 

While the syntax of this macro expression closely resembles a Julia function call, the parsing logic 

in the macro implementation does not handle semicolons, so adding a semicolon to the line caused 

an error. P3 observed a low-level parsing error including the text: 

 

The participant spent ten minutes trying to solve this problem, seeking help from online 

documentation and commenting out lines to try to isolate the error. They were eventually able to 

compare to existing, functioning code and online examples to recognize that the extraneous 

semicolon did not match any examples or working code. Templates were useful for problem 

solving here (see Section 4.4 for more on templates), but the participant had trouble understanding 

exactly why the problem occurred. In this case, substantial similarities coupled with subtle 

inconsistency between eDSL syntax and host language syntax resulted in a low-level error message 

about parsing that did not match user concepts or knowledge and slowed progress significantly. 

Overall, this theme naturally raises questions about implementing abstractions with macros. The 

DSL implementation literature suggests that the embedded approach constrains language designers 

[Cavé et al. 2010; Freeman and Pryce 2006; Mernik et al. 2005; Poltronieri et al. 2018b; van 

Deursen et al. 2000]; macros offer them the opportunity to regain some control, maybe even to 

implement abstractions that more closely match their target audience’s mental models [Blackwell 

and Green 2003]. Although it is hardly a new finding that macros present tradeoffs for designers 

and can complicate the ability of designers and users alike to reason about code [Ballantyne et al. 

2020; Becker et al. 2019; Brabrand and Schwartzbach 2002; Culpepper 2012; Culpepper and 

Felleisen 2004], and that macro-related error messages and debugging are already a known 

usability issue [Becker et al. 2019; Culpepper and Felleisen 2007; Dévai et al. 2015; Hemel et al. 

2011; Niebler 2007], our findings suggest an additional class of situations in which macros are 

likely to degrade user experience: using macros to implement syntax that is similar but not an 

exact match with host-language syntax. 

 

While making eDSL syntax similar to host language syntax may often help, looking too much like 

host language syntax may hinder users. Especially during debugging, if the syntax does not signal 

Key Insight. In cases where an eDSL implementation diverges from its host language, explicitly 

differentiating between host language and eDSL syntax, as opposed to attempting to mimic 

syntax and blur the distinction, may improve the user experience. 
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whether they are interacting with a host-language or eDSL construct, users may not know where 

to seek help or understand why their code is failing when it looks similar to working host-language 

code. Explicit differentiation may help in these cases. 

4.2.3 eDSL Users Must Learn Parts of the Host Language, and eDSL Design Controls Which 

Parts. When designers implement eDSLs, they make decisions about what parts of the host 

language users have to learn. Design advice often emphasizes that being able to use a variety of 

host language features makes eDSL creation easier for designers (Sec 7.1.1). However, asking 

users to understand more host language features can make the eDSL harder to learn and use for 

those users. 

Participants identified a lack of Julia understanding as a key obstacle to their progress with Mimi: 

"It would be nice if there was some initial background on a few simple things on Julia, 

because [Mimi] is a package that works in Julia ... A few things will come up that are sort 

of ... maybe I should have learned Julia more first, but it’s sort of presented as you don’t 

necessarily need to." (P6; 40 yrs programming, 3 yrs Mimi) 

Package Development. Mimi documentation encourages formatting completed Mimi Models as 

Julia Packages as opposed to Projects [Anthoff et al. 2023b,c]. This design decision means that a 

user working with one of these completed models must understand how developing a Package 

[Julia Contributors 2022a] differs from working on a Project in Julia, and the implications for 

workflow. Registering Mimi models as packages in the Julia General Registry integrates them into 

documented Julia workflows and improves user experience for domain experts using them in 

projects—but it can be a barrier for the users developing the packages themselves. 

For over 6 months each, P4 and P7, both with less than one year of Mimi experience, developed 

existing Models-as-packages using unconventional workflows that diverge from what Julia 

documentation suggests for package development. They experienced continuous frustration with 

not seeing their changes to core package scripts picked up when using that package, and their 

strategies to get changes picked up were unreliable and hard to understand. This was caused 

primarily by their systems pointing to the packages held in the General Registry, but changes being 

made to the locally developed version and not synced to the General Registry. Julia’s 

recommended package-style workflow would have simplified this problem, but participants 

continued to use a project-style workflow. This indicated they may not have been aware of how 

package development differs from other workflows. 

"One of the things that I think is most frustrating for me as a novice is why didn’t my edits 

take and stuff? So, I started out and used to go back all the way to using and have it re-

precompile, just because there are so many hours and days where I’ve spent where my edits 

weren’t accounted for. Obviously, my fault because there was something wrong I was 

doing in my workflow." (P4; 10 yrs programming, <1 yr Mimi) 

Eventually these participants learned, from experience in addition to the Mimi forum and 

developer assistance, about a more reliable and conventional workflow for package development 

and decided to convert their workflows. Even after shifting to the recommended workflow, they 

were wary of changes not being picked up, so much so that they begin each working session by 
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killing the REPL: "One thing I do is always at least kill the REPL because that’s been extremely 

unreliable as to what it’s actually reading or is precompiled, and I haven’t really figured that out." 

(P4). 

In their session, P7 spent over 30 minutes trying to transition to the new suggested workflow. This 

included reading documentation, watching a video produced by the Mimi development team, 

deleting and re-downloading (or moving) local copies of in-development packages to the local 

system Julia development folder, opening those packages to clean up their branches and 

configurations, and finally rebuilding configuration files of projects to link to these local 

development copies. This process was slow and iterative, including working through error 

messages, returning to documentation, and dealing with additional complications caused by using 

unconventional workflows for so long. 

Even once these participants transitioned to conventional workflows, interaction with package 

development remained a usability barrier. Getting changes reflected in a running system is reliable 

but slow using REPL restarts and precompilation. The Revise package allows many (but not all) 

changes to be incorporated without killing the REPL, and P4 and P7 eventually learned about it, 

but only by chance during offhand conversations with Mimi developers. 

Julia package development is not a simple endeavor, as evidenced by a host of supplementary 

how-to guides [de Balsch 2021; DSB 2020], questions on forums, and even custom programming 

environment tooling in IDEs like VSCode [Anthoff 2020]. P3 even sought an additional package 

called DrWatson to help them manage their projects and development. The design decision to 

include package development in the Mimi user workflow meant that participants needed to 

understand this complicated process. 

Multiple Dispatch. The Mimi implementation makes heavy use of Julia’s support for multiple 

dispatch [Wikipedia Contributors 2022; Julia Contributors 2022b]. See Section 2.2 for a discussion 

of how Mimi uses multiple dispatch, and see Figure 1 for example code. The use of multiple 

dispatch allows Mimi to essentially overload Julia Base functions like getindex, show, build, or 

external package functions DataFrames.getdataframe and CSVFiles.load, so that these operators can 

accept arguments with Mimi-specific types. This allows Mimi to maintain a relatively small code-

base and take advantage of host functionality and performance, keeps syntax consistent between 

eDSL and GPL, and promotes rapid light development processes. That said, it also means that 

Mimi users are exposed to error messages associated with multiple dispatch and that they must 

develop debugging strategies for failures related to multiple dispatch. 

For participants who describe themselves as not "savvy with types" (P8; 7 yrs programming, <1 

yr Mimi), multiple dispatch errors—which rely on familiarity with the involved types and some 

understanding of how Julia dispatches based on types—represented a user experience pain point. 

Section 4.1.2 covers error messages and describes P6’s experience with the Symbol type and P7’s 

with the Nothing type. We also observed that both P4 and P7 interacted with the Julia Nothing type, 

both in error messages and in exploring object structures, since Mimi frequently uses the value 

nothing of type Nothing to stand in for unset parameters or attributes. 
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Although participants experienced type-related confusions outside of multiple dispatch situations, 

it is clear that the choice to use multiple dispatch in Mimi’s implementation had the knock on effect 

of exposing Mimi users to an apparently confusing category of errors that reference the 

overloading concept. 

Common Julia Issues the eDSL Successfully Avoided. Mimi’s design did seem to successfully 

shield participants from some common Julia user experience issues. For example, the eDSL 

somewhat protected participants from performance pitfalls, especially in potentially low-

performance tasks like Monte Carlo Simulations [Nissen 2022a]. Some programmers find Julia 

documentation thin [son 2019; Boudreau 2021], but we did not identify this as a primary challenge 

for our participants, who had access to the Mimi documentation and forum (Section 4.3). The Julia 

community identifies confusion and frustration around subtyping logic, method specificity rules, 

and the verbosity of Union type declarations as user experience issues [Bezanson 2019; Nissen 

2022b]. However, we saw no evidence of this problem among participants, perhaps because the 

eDSL implements the core composite types (Model, Component, Variable, etc.) and their methods; 

thus participants were not required, nor apparently inclined, to engage with these Julia features. 

This design choice also shielded participants from the common complaint that Julia does not have 

good protocols for implementation of types that support common interfaces [Bezanson 2019]. By 

avoiding some known-difficult host language features, Mimi may have prevented some potential 

user experience barriers. 

Summary. 

 

Overall, Mimi’s design caused participants to interact with particular elements of Julia, including 

package authoring and multiple dispatch, and it was clear their interactions with those Julia 

elements drove some of their struggles with Mimi. Asking users to understand more host language 

features can make the eDSL harder to learn, especially for users new to the host language. On the 

other hand, Mimi successfully shielded users from some common host language issues. This 

suggests that designing learnable, usable eDSLs may require understanding how implementation 

decisions affect the parts of the host language that users will be required to employ and reason 

about. This kind of understanding may help designers change implementations to shield users from 

known-complicated parts of the host language. 

4.2.4 Impacts of Interactions Summary. Overall, interactions between the host language and the 

eDSL affected the experience of the end user via: 

• Blurring the line between eDSL and host language behaviors can degrade user experience 

for users who are new to the host language, especially for debugging tasks. 

• While making eDSL syntax and host language syntax look similar may help host-language 

experts make good guesses about eDSL syntax, a near-perfect match may sometimes 

hinder usability more than an explicit differentiation. 

Key Insight. Embedded DSL implementation choices affected which features of the host 

language participants had to learn. Enforcing that users must learn difficult host language 

functionality may affect the learnability of the eDSL or slow debugging efforts. 
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• The eDSL implementation can hide complex host language features or, either intentionally 

or unintentionally, require eDSL users to learn them. 

As in Section 4.1, it is clear that embedding a DSL in an existing host language offers the advantage 

of piggybacking on access to rich host language features, but also risks confusing users and 

burdening them with extra learning demands. Also as in Section 4.1, the bad outcomes may be 

especially common for users new to both the eDSL and the host language, which may be more 

common for domain experts. We suggest designers may wish to consider how their 

implementation choices affect the three areas above. For common categories of errors, 

performance issues, and other failures, will users know whether to blame the eDSL or the host 

language, and will they know where to look for debugging help? For common syntax errors, will 

users know whether they are debugging a host language construct or an eDSL construct? Which 

host language features will users need to understand in order to be productive with the eDSL? And 

finally, are there known user experience barriers associated with some features of the host 

language, and can the eDSL design shelter users from those features? 

4.3 Engaging with eDSL-Specific Communities 

Participants sought out domain-specific language communities as opposed to engaging with host 

language communities, and cited collaboration with the Mimi community as a driver of adoption. 

4.3.1 An eDSL-Specific Community. Participants engaged readily with the Mimi community, but 

much more rarely with host language and language-agnostic communities. In searches of two 

common Julia resources—Stack Overflow and the Julia Language Discourse—we observed no 

evidence of Mimi users directing questions to the Julia community at large. In contrast, we find 

eight of nine participants engaging on the Mimi forum [Anthoff et al. 2019]. 

Of the ability to contact the Mimi community with questions, P2 stated that "It has been absolutely 

crucial ... I could lose days on this and instead I just write [the Mimi developers], and in a few 

hours I have an answer. It’s incredible. My friends are jealous" (P2). Similarly, P1 said that their 

Mimi public forum entries held a record of their toughest challenges, because that is where they 

turned when they needed help beyond documentation. They said they avoided posting questions 

to StackOverflow, assuming "it’s going to take years" (P1) to get a response. In contrast, they said 

the Mimi forum "was the first and only time I asked ... actually typing a question and asking for 

help ... [it was] cool that I got responses and saw what I wanted to do" (P1). 

 

Our observations suggest eDSL users may prefer eDSL-specific forums and interaction with an 

active eDSL user community for satisfactory user experience. These observations may be shaped 

by a number of cultural factors—e.g., prior exposure to programming, domains of expertise—but 

the reliance on Mimi-specific communities and overall underuse of Julia-associated or language 

agnostic resources suggests that at least for some audiences, an eDSL’s user experience may be 

affected by access to their own specialized communities. 

4.3.2 Community Engagement Impact on Adoption of eDSLs. Participants also reported that 

Key Insight. Participants preferred forums and communities that cater specifically to the 

eDSL, rather than to the host language. 
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community engagement was key for adoption. This pattern is known for GPLs [Head 2016; 

Meyerovich and Rabkin 2013], but our participants suggest the same pattern may apply for eDSLs. 

Many of the study participants either began using Mimi because their research team or colleagues 

use Mimi, or so they could work specifically with new groups or individuals of interest. P1 

attended a workshop for about 50 domain experts and found that the "workshop sold it well" (P1) 

by presenting not only how to use the DSL, but also the collaboration opportunities: 

"I guess that also seeing other papers using it and, like, having the thought that at some 

point I could kind of implement or, like, merge these components was tempting ... It was 

like ‘Ok so this is a way to get close to research groups that are using it’." (P1; 11 yrs 

programming, 2 yrs Mimi) 

Most participants worked on augmenting or modifying existing models in Mimi as opposed to 

starting a brand-new model or project from scratch. We discuss this pattern in more detail in 

Section 4.4. Participants reported that this kind of asynchronous collaboration with the Mimi 

community was also a key driver of adoption. 

 

Since our contextual inquiry only observed existing users of Mimi, our data did not include 

observations of eDSL adoption decisions. However, participants self-reported that learning about 

the Mimi community—and having access to it—influenced their choice to adopt Mimi themselves. 

4.4 Engaging with eDSL-Specific Tutorials and Codebases 

Participants used Mimi tutorials and fellow Mimi users’ programs as starting points for their work. 

Section 4.3 highlighted participants’ engagement with domain-specific user communities. Here 

we make the related observation that participants looked to code from either Mimi tutorials, or 

other Mimi users, as a primary source of templates. Participants frequently copy-and-pasted scripts 

from these sources to begin their work. Most did not start from scratch but incrementally modified 

an existing publicly available Mimi Model. This behavior seemed mostly productive, given Mimi 

support for Model modification and community engagement, although in some cases it could lead 

to bloated or confusing programs. 

4.4.1 Copy-Paste-Modify. Many participants started a new program by finding whole programs or 

snippets of existing programs that they could adapt to meet their needs. 

For example, P4 made several incremental modifications to an existing model. For each 

modification, they (i) looked through the existing model for examples of the function or syntax 

they wanted to use, (ii) directly copy-and-pasted the example code to their desired location and, 

(iii) modified as necessary. When they encountered errors, they went back to the copied examples 

and compared to their modified version to understand what delta might have caused a bug—

effectively using the original code as an assumed-correct template. P1, P2, and P7 followed the 

same pattern. P1: 

Key Insight. Participants reported that eDSL-specific support and seeing a thriving eDSL 

community played a role in their eDSL adoption decisions. 
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"What I do, or what I did here, was basically to retype again the models or the components 

... I went to main components and just opened them in a Notepad document, and just the 

ones that I wanted to change are the ones that I retyped here. I just kind of copy-and-pasted 

what was within each component. I added the new parameters that I wanted." (P1; 11 yrs 

programming, 2 yrs Mimi) 

 

If a new eDSL’s users are likely to work in this same way, tweaking a starter program to meet their 

needs, it may be beneficial for eDSL designs to include abstractions designed to make this 

incremental modification behavior easier for users. Mimi’s modification functions and modular 

structure seems to successfully achieve this goal. The fact that Mimi abstractions support this 

behavior may have encouraged this practice; however, existing literature on blank page syndrome 

and the use of templates suggests this behavior is prevalent across a variety of domains [Bloch 

2006; Chasins 2019; Felleisen et al. 2018; Krishnamurthi and Nelson 2019; Nosál’ et al. 2017; 

Thayer et al. 2021]. This copy-paste-modify behavior also means that practices exhibited in early 

public codebases may linger and propagate through the community for a long time. Designers may 

wish to publish sample programs based on the understanding that the structure of the sample 

programs will be replicated both by current and future users. 

4.4.2 Tutorials as Templates. Many participants used Mimi tutorials in particular as a source of 

starter code. The use of code examples and copy/pasting of templates (also see Section 4.4.1) is an 

important phenomenon studied in several prior works [Head et al. 2018; Robillard 2009; Robillard 

and DeLine 2011; Sacks 1994]. 

For example, P3 wanted to run a Monte Carlo Simulation (MCS) on their model, so they looked 

to the documentation online, found a tutorial on MCS with Mimi, and directly copy-and-pasted 

the tutorial into their project before making minimal alterations. While the result was functional, 

it was bloated with unnecessary code. The tutorial was an "everything-but-the-kitchen-sink" 

tutorial, including many possible choices within one example instead of a concise representation 

of what a given user might want for a single task. For example, it presented several ways of 

carrying out the same task within one script, such that some created variables were unnecessary 

and unused. P3 directly copied the tutorial, and thus included the unused code. They paused and 

expressed confusion as to why the first line was included, reviewing their work closely. Similarly, 

P6 worked through the MCS tutorial during their session, and commented directly on this script 

"So actually it seems a little odd that ... I’m never actually using" (P6) the random variable RV1. 

When desired programs diverged substantially from available templates, participants’ use of 

templates resulted in confusing program designs. For example, P2 added a component to a model 

originally built of several short components. The new component had similar conceptual scope, 

but far more detail in its representation of processes. P2 had to frequently scroll through the 

component to build understanding, and they frequently paused to search for a specific section of 

interest. This program might have been more manageable and readable if it had been broken into 

subcomponents rather than emulating the template’s structure. While P2 noted that the component 

was long, even inconveniently long, they did not seem to consider breaking it up into 

subcomponents. 

Key Insight. Rather than starting new programs from scratch, participants started from an 

existing eDSL program and tweaked it to meet their needs. 
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Overall, closely mimicking template structures led to a variety of participant frustrations. P7 

augmented an existing Integrated Assessment Model (IAM) by adding the ability to calculate the 

social cost of hydrofluorocarbon. They first found the portion of the model codebase that handled 

the existing set of gas options in an if-elseif-else conditional: :CO2 (carbon dioxide), :N2O (nitrous 

oxide), and :CH4 (methane). The blocks associated with each gas were nearly identical. As a first 

attempt, P7 (4 yrs programming, <1 yr Mimi) simply added a new condition to the existing 

conditional (elseif gas == :HFC) and duplicated the block associated with another gas. While they 

"originally tried to just copy this [existing] style of adding a component" (P7), they soon realized 

that the data they needed for the new computation was stored differently than for the other gases, 

and thus the new computation diverged more than expected from the existing structure. Trying to 

mirror the existing code while adapting it for a new computation forced the participant to grapple 

with internal implementation details outside of the conventionally used public API. The participant 

expressed discomfort and hesitance after implementing the changes and said they hoped the 

adaptation "doesn’t mess anything else up" (P7) and that it "might be an OK approach" (P7). We 

saw similar behavior from P4, who mentioned a syntactically simpler approach to expressing their 

program but picked the approach that matched the template they had used as a starting point "just 

because I do not want to mess things up." 

 

Heavy use of eDSL-specific tutorials as templates suggests two key lessons for eDSL designers: 

9i) The embedded approach lets designers circumvent many of the implementation burdens 

associated with creating a GPL, but it may not exempt them from creating full-scale 

documentation—that is, documentation that supports users in end-to-end tasks, rather than only in 

understanding how the eDSL extends the host language. (ii) The fact that tutorial code will be used 

not only as a learning resource but also as templates for user code suggests additional constraints 

on the design of eDSL documentation and tutorials. 

4.5 Integrating Multiple Tools via Host Language 

Many participants reported benefiting from being able to integrate multiple tools, all within Julia. 

Climate economics scripts typically involve a patchwork of many tools and painstaking data I/O 

to transition data between them. In contrast to Section 4.1.1 which centered on the specific other 

software available in a given language, this thread of our analysis revolves around the fact that by 

simply being embedded within a host language, an eDSL has the potential to help users avoid the 

frustrating and tedious process of writing data out of one tool and reading it into another. 

Modeling in the climate economics domain frequently involves the input, processing, and output 

of tabular data. For example, P3’s session was largely taken up by the participant creating and 

testing small data I/O functions to read data from disk and manipulate them into a preferred format. 

This process was iterative, including viewing files within the IDE and running snippets of code to 

check outputs in the REPL. Since Julia has extensive data processing tooling and functionality, 

Mimi offers extensive support for these tasks with minimal Mimi-specific implementation effort. 

In contrast, a free-standing DSL would have to implement data I/O support from scratch. 

Key Insight. Participants sought eDSL-specific documentation and tutorials, and they used the 

presented sample programs as templates. 
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Mimi represents integrated assessment models with a modular structure, using self-contained 

Components that are then linked together to build a Model with a few simple functions like 

connect_parameter! that construct links and dictate the flow of data between components. Users link 

combinations of existing and original components to build a model, then direct original or modified 

datasets through these components, without ever needing to write data out to files or read it back 

in. Before the introduction of Mimi, the disconnected landscape of models, languages, and 

frameworks meant that users typically had to read and write data to disk, often passing it between 

different programming languages and file formats, to carry out the same work. 

Both P7 and P2 explicitly describe the data I/O advantage of the Mimi approach. P7 said of 

components from different models: 

"It was cool to see them working together like that. You could just add the components 

from one model to another model and have them all run together. It’s satisfying, I think. 

I think before, outside of Mimi and pre-Mimi, when they were doing a lot of integrating 

models together work it involved a lot of exporting CSVs of outputs from one model 

and then importing it to another and stuff like that, which is really slow and a bit clunky. 

So it’s nice to be able to do things ... that will just pull the inputs in directly rather than 

needing to export CSV of outputs and pull it back in." (P7, emphasis added; 4 yrs 

programming, <1 yr Mimi) 

P2 said that one of their top priorities was to avoid language switching, especially in this work 

where doing so includes a lot of data transfer: 

"Going back and forth between languages, to me ... Like, that’s my top priority is to try 

and avoid doing that. Because I think it’s just too time consuming, and I know myself 

and, like, manipulating datasets or whatever it is, from one thing to another, I’m going 

to make mistakes. To me it’s similar to just doing stuff in Excel. You just make 

mistakes, and you do not see them. So I prefer keeping everything in one language." 

(P2; 10 yrs programming, 5 yrs Mimi) 

 

The pain of transitioning data to and from disk, transitioning it between file formats, and 

transitioning it between languages makes embedding an attractive DSL implementation approach. 

With a free-standing DSL, the DSL becomes one more tool in the user’s forest of tools, one more 

data input format and data output format to learn. In contrast, Mimi gave participants access to the 

whole range of Julia packages for doing their work within a single host language and without 

addition additional stages of reading and writing data on disk. Overall, eDSLs may reduce the 

volume of manual and error-prone data I/O operations that domain experts find unpleasant. 

5. Design Implications and Discussion 

5.1 Design Considerations 

Key Insight. Participants expressed that the embedded approach reduced the unpleasant, 

tedious, and error-prone work associated with transitioning data using a patchwork of free-

standing domain-specific tools. 
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Below we summarize core lessons of our work that designers can consider as they design future 

eDSLs. We follow with a discussion of design implications and areas for future research. 

5.1.1 Properties of the host language affect eDSL users, not just eDSL developers. 

The user experience associated with an embedded DSL is strongly influenced by other available 

packages and libraries and the ease of integration with other programming tools and 

environments. When choosing the host language for an eDSL, designers may wish to consider 

what functionality— and what problems—the eDSL will inherit from other libraries, and if the 

host language works well with the tooling and programming environments that users will need. 

The fact that "features come automatically and for free" [Kamin 1998] from a host language is a 

key advantage of the embedded approach. However, for host languages saddled with difficult 

library ecosystems or difficult tooling, choosing that host language will saddle eDSL users with 

the same issues. Designers should consider weighing which features in particular come with a 

given host language and choosing a host based on an understanding of what features their target 

audience will value most. 

Errors expressed in host language concepts may slow down and confuse users. Designers should 

be aware of common cases in which users may be exposed to host language concepts in error 

messages. This finding provides empirical backing for existing claims in the literature [Freeman 

and Pryce 2006; Kamin 1998; Mernik et al. 2005]. Designers may wish to consider catching and 

customizing these messages as much as possible. Especially for domain experts, designers should 

not assume that users will have a deep understanding of the host language beyond what they are 

exposed to in the embedded language, and this should shape error message design. 

When an embedded DSL designer chooses a host language, they also choose the package 

management system programmers must use. DSL designers may choose an embedded approach 

partially so that users will be able to take advantage of other libraries already implemented in the 

host language. Users who attempt to do so will be required to use the host language’s package 

management system, which may or may not be intuitive for them. 

Blurring the distinction between host language and embedded language may confuse and hinder 

participants. Seamless integration of the embedded DSL into the host language is a popular design 

guideline, and it may have advantages for both user and developer [Freeman and Pryce 2006; 

Karsai et al. 2014]. That said, our findings indicate that designers should anticipate that confusion 

about the difference between the host language and the eDSL may stand in the way of users’ goals, 

especially during debugging interactions. This may be especially prevalent if users are new to both 

the host and the domain language. In some scenarios, a clear distinction between host language 

and eDSL, as opposed to forcing a near-perfect match, may help by providing clarity for users. 

The design of the embedded DSL controls which part of the host language users must understand. 

An eDSL designer has some control over which parts of the host language users will have to 

understand in order to use the eDSL. The decision to add a new host language feature to the list 

should not be taken lightly, as it has direct consequences for the user experience of the eDSL and 

can create barriers for users. Relatedly, designers should consider what kind of documentation and 

support the host language provides for a given host language feature, and how much additional 
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instruction the eDSL designer will need to provide, before making implementation choices that 

expose users to additional host language functionality. 

5.1.2 Users may wish to engage primarily with eDSL-specific communities, and these communities 

may drive adoption. 

Existing research indicates "developer preferences...are shaped by factors extrinsic to the 

language" [Meyerovich and Rabkin 2013]. While eDSL design guidelines emphasize decisions 

about intrinsic features of an eDSL, designers should expect significant effects on adoption and 

user experience if they pay attention to designing systems that support collaboration, community, 

and rapid or personalized assistance to users of the eDSL, as opposed to depending on host 

language resources alone. 

5.1.3 Users may rely on existing code and avoid starting from scratch; this (i) can be supported 

by some eDSL features and (ii) may freeze and propagate program structures and practices. 

Designers should be aware that "examples will be the archetypes for thousands of programs" 

[Bloch 2006], and thus expect that users will treat tutorials as templates. Just as users seek out an 

eDSL community for collaboration and assistance, they depend on starter scripts and templates 

from eDSL documentation and tutorials. This may cause language practices to propagate across 

projects and over time. Although an eDSL designer may be tempted to lean on documentation 

from the host language, our participants still wanted examples of domain-specific usage. We posit 

that adding explicit templates to documentation (rather than only illustrative examples) may be a 

promising strategy for making eDSLs more learnable or usable. Designing tutorials with the 

understanding that included programs will be used as templates may also support user experience. 

Furthermore, eDSL designers may wish to provide (i) abstractions that support users in building 

upon each other’s work, (ii) example creation tools (e.g. [Head et al. 2018]), or (iii) other resources 

that explicitly support or guide this work practice (e.g. [Ginosar et al. 2013; Kojouharov et al. 

2004]). 

5.1.4 Participants were sensitive to the time cost and error-proneness of data transfer between 

different languages and file formats. 

Embedded DSLs intended to perform domain-specific tasks involving data can help users avoid 

tedious and error-prone work by reducing or simplifying data I/O. 

5.2 Discussion 

A wider role and set of responsibilities for eDSL designers. Our observations suggest that when 

eDSL designers narrowly focus on intrinsic language features and over-rely on host language 

resources, eDSL user experience suffers. Instead, the designers’ role may extend to encompass 

programming workflows, environments, tooling, information sharing, and more, which can make 

their role similar to a GPL designer’s role. The shape of a given designer’s role should be informed 

and shaped by the target user community’s needs, preferences, priorities, and community patterns. 

The climate change research community is often placed at the forefront of contentious debates 

with key policy implications, leading to prioritization of replicable workflows and vetted, 
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trustworthy templates and boilerplate code [Bush et al. 2021; Feulner et al. 2016]. We observe 

participants looking within their own community of researchers for domain-specific templates and 

examples, including those provided by the Mimi designers, but rarely looking to the wider Julia 

community and documentation for assistance (Section 4.3). Wary of data processing mistakes, the 

participants benefited from the design decision to add custom data I/O functionality that kept many 

data flows in memory and made data easy to track (Section 4.5). Participants tended to collaborate 

and build on existing work, reflecting collaborative scientific practices and a tight-knit domain 

community. This made Mimi’s modular representations useful and created a demand for 

workflows that support collaboration (Section 4.4.1). However, the decision to make Mimi models 

into packages added a level of difficulty for users trying to develop and extend models, something 

the designers may have been able to alleviate had they predicted the tendency to incrementally 

extend existing programs as opposed to simply using them out-of-the-box (Section 4.1.3). 

Potential pitfalls of revealing the complexities of the host language. While the literature 

emphasizes the value of embedding a DSL such that users can access all features of the host GPL, 

and discourages making obvious distinctions between eDSL and GPL, we observed pitfalls of this 

approach. 

Asking users of a small eDSL to engage with an array of features from the host language may 

degrade user experience, especially for novice programmers. Designers may benefit from 

considering which parts of the GPL users are required to understand. In fact, contrary to some of 

the published guidelines [Freeman and Pryce 2006; van Deursen et al. 2000], designers may want 

to consider shielding users from complex parts of the host language that could damage user 

experience. For the subset of host language features that are exposed to users, designers may wish 

to follow requests like that of P6 in Section 4.2.3 to pair documentation of the eDSL with 

customized documentation covering the slice of host language features that the user will need. 

Overall, powerful Julia features supported both Mimi’s designers and the subset of Mimi users 

who were most comfortable with programming, while largely hindering less comfortable 

programmers. Powerful Julia features—e.g., high-performance numerical computing, 

metaprogramming— made Mimi faster and easier to implement. That said, when these 

implementation details caused abstractions to leak in error messages, users faced unfamiliar 

vocabulary that assumed a deep understanding of the host language (Section 4.1.2) [Freeman and 

Pryce 2006; Kamin 1998; Kosar et al. 2008; Mernik et al. 2005]. Likewise, while using Julia 

packages to encapsulate Mimi Models may be useful for domain experts seeking to use a 

completed model, introducing Julia package development workflows to users trying to develop 

new models, or significantly modify existing ones, arguably damaged user experience (Section 

4.1.3). 

In designing eDSLs for users from non-technical domains, designers may wish to consider whether 

participants want access to the full power of a GPL. P2 emphasized that "I am not a programmer 

... I’m sure I’m not very skilled but I just get things to work as I need in the moment" (P2). They 

did not exhibit a desire or need for complex host-language features. Novice programmers may 

prefer an eDSL design that actually restricts them—that helps keep them within narrower bounds 

than the full host language. However, more advanced programmers like P5 who wish to extend 

the eDSL and leverage the host language features (Section 4.1.1) should have that option. This 

suggests eDSL designers must understand their users’ backgrounds, experience, and goals in order 
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to make informed decisions about how much to follow the conventional design guidelines of (i) 

allowing full access to the host language and (ii) blurring the line between eDSL and host. 

Common Design Tenets For Which We Did Not Find Support. The eDSL literature commonly 

recommends a number of design patterns (see Section 7), and while we do find support for many 

of them in this work, some were not supported by our observations. 

For example, existing design guidance suggests blurring the distinction between host language 

constructs and eDSL constructs, and intentionally matching syntax to the host language as closely 

as possible. Sections 4.2.1, 4.2.2, and 4.1.2 detail how blurring the distinction between host 

language and eDSL constructs obstructed novice Julia users [Freeman and Pryce 2006; Karsai et 

al. 2014; van Deursen et al. 2000]. We hypothesize that this particular design tenet might help 

experienced users of the host language, especially if they can apply their existing knowledge to 

make good guesses about the eDSL; however, we observed that for users with less host language 

experience, hiding the dividing line made debugging much harder [Denny et al. 2021; Marceau et 

al. 2011]. 

Similarly, guides encourage designers to give eDSL users access to the full power of the host 

language [Freeman and Pryce 2006; Kamin 1998; van Deursen et al. 2000]. Our findings do not 

fully contradict this design tenet, but they do temper it with evidence of the user experience 

consequences associated with revealing host language complexities (Section 4.2.3 and the 

discussion above). 

Overall, we believe it may be time to reexamine and revise conventional eDSL design guidance. 

Although a long literature on eDSL design has (i) suggested ways to make DSL implementation 

easier and (ii) hypothesized about how to support DSL users, our work offers preliminary evidence 

that some existing guidelines may unintentionally reduce eDSL usability. 

Extension of Findings to Standalone DSLs. Many of our observations may offer guidance for 

designers of standalone DSLs as well as embedded DSLs. Although we have attempted to focus 

our analysis on the elements of the user experience that are shaped not by the DSL design in 

isolation but specifically by the interaction of the eDSL and its host, we would not be surprised to 

learn that some of these lessons are applicable more broadly. For example, although we focused 

our discussion of error messages on cases where unfamiliar vocabulary appeared because of falling 

back on host language error messages, a standalone DSL can also produce unfamiliar vocabulary 

in its error messages. Because our contextual inquiry included only eDSL use, we do not have the 

data to make claims about which of our observations will generalize or how broadly. However, we 

hope future research may answer these questions. 

6. Limitations 

Role of Contextual Inquiry. Because conducting contextual inquiries is highly resource-intensive, 

contextual inquiry typically involves fewer participants than, for example, a controlled experiment 

seeking statistical significance. Guides suggest 1–20 participants [Soegaard and Dam 2012] as a 

general rule (See [Sauro and Lewis 2016] for a much deeper discussion of appropriate sample sizes 

for qualitative formative research.) 
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Because contextual inquiry produces such rich qualitative data, studies of this size produce data 

useful for suggesting important needs, gaps, and challenges. This makes contextual inquiry a good 

fit for research questions, like ours, that center on identifying important problems and needs. 

However, this approach to data collection offers no explicit insights about how to solve the 

problems it uncovers. The role of our contextual inquiry in the creation of eDSL design guidance 

is therefore clearly bounded. We can point designers to possible failure modes and help them 

anticipate user experience pitfalls. Unfortunately, we cannot offer empirically-driven advice on 

how to avoid them. This work is solely focused on need finding. 

Although our work is limited to identifying needs, we hope it can serve as a jumping off point for 

future research directions that go beyond need finding. Our five themes point to five spaces in 

which future research could test a variety of interventions to develop new, empirically justified 

guidance for the design of usable eDSLs. 

External Validity. Because contextual inquiry centers observing participants as they complete their 

own work, and because our sample represents a relatively large portion of active Mimi users, we 

are confident that our findings are ecologically valid for the population of existing Mimi users. 

However, although Mimi users and our participants (see Table 1) come from a great variety of 

intellectual backgrounds, this population all has in common that they found and use Mimi. 

Attempting to generalize our findings to users of other eDSLs or to users who might want to start 

using eDSLs is premature. Instead, this study serves as an existence proof that our five categories 

of challenges and needs can arise in an eDSL community. 

If the eDSL research community is interested in the question of whether these same challenges 

appear in particular eDSL communities, or whether they are common across communities, future 

research should study these phenomena in other eDSL user audiences. We would need to see this 

style of work before we could conclude that our findings are externally valid. Because our analysis 

has already identified several key areas for future research, follow-on work may be able to test the 

external validity with much lighter-weight data collection methods. 

7. Related Works 

Here we describe related works, organized into a few key categories: works that have proposed 

guidance about DSL user experience, but without the empirical basis of user studies; works that 

have studied DSL user experience via user studies; empirical studies of language adoption, not 

limited to DSLs; and works that identify programming needs in the climate sciences space. 

7.1 DSL User Experience Literature Without User Studies 

Our work is shaped by the long history of literature on the design of DSLs, and specifically eDSLs. 

7.1.1 DSL Design Guidelines.  

We start with a summary of the rich work on DSL design guidelines. Many guidelines combine 

recommendations for making implementation easier for designers with recommendations for 

improving user experience for end users. We summarize common themes. 
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Ease of Implementation. Embedding creates powerful languages containing the features of the 

underlying GPL, but the DSL designer only has to put in the time and energy to design a small 

portion (the new abstractions or new library) [Hudak 1998; Kamin 1998; Mernik et al. 2005]. 

Kamin goes as far as to say "the beauty of language design by embedding is that the programming 

features come automatically and for free. This, in our view, is the real point of the method" [Kamin 

1998]. 

User Access to Host Language. Choosing an embedded design adds domain-specificity while 

retaining the full expressive power of the host GPL [van Deursen et al. 2000]. This can be an 

advantage not only for designers (Section 7.1.1), but also for users who gain access to a rich GPL. 

In their summary of lessons learned from evolving a DSL in Java, Freeman and Pryce conclude 

that designers should not limit users to using the eDSL constructs [Freeman and Pryce 2006]. 

Constraints on Designers. Adopting a given host language means that the DSL syntax and 

constructs may be constrained [Cavé et al. 2010; Freeman and Pryce 2006; Mernik et al. 2005; 

Poltronieri et al. 2018b; van Deursen et al. 2000]. Designers of embedded DSLs may find that "the 

conventions of the host language are unlikely to apply to an EDSL ... it may need to break 

conventions such as capitalisation, formatting, and naming for classes and methods" [Freeman and 

Pryce 2006]. Alternatively, choosing to write a completely new, non-embedded one would mean 

"no concessions are necessary regarding notation, primitives and the like" [van Deursen et al. 

2000]. 

Error Messages. Error messages produced by eDSLs can confuse users by reflecting the concepts 

and vocabulary of the host language as opposed to that of the DSL [Freeman and Pryce 2006; 

Kamin 1998; Mernik et al. 2005]. In the worst cases, error messages can be "utterly 

incomprehensible [and] can be understood only by a user who not only knows [the host language], 

but also knows how values in the embedded language are represented" [Kamin 1998]. 

Overloading. Overloading can be a key tool in the creation of an embedded DSL, but can also 

cause confusion for users especially when the context behind a term or construct in the DSL 

diverges from that of the host language [Freeman and Pryce 2006; Mernik et al. 2005]. In these 

cases, dispatching can produce confusing error messages as covered in Section 7.1.1. 

Tooling. Embedding allows a DSL to piggyback on existing infrastructure [Kamin 1998; Mernik 

et al. 2005]. However, existing research acknowledges that in many cases "editors, compilers, and 

debuggers are either unaware of the extensions, or must be adapted at a non-trivial cost" [Renggli 

et al. 2010]. Customizing IDE and other tool support for eDSLs requires engineering effort but 

can alleviate some usability issues [Nosál’ et al. 2017]. 

7.1.2 Approaches for Evaluating DSL Usability. 

A number of works have proposed frameworks or strategies for evaluating DSL usability or user 

experience. In particular [Poltronieri et al. 2018a,b] propose a framework based on a focus group 

in which seven participants refined a framework, but without studies of DSL users. An earlier, 

related project suggested patterns for language designers to use for estimating their DSLs’ usability 

[Barišić et al. 2012]. Another related project proposed a strategy based around Requirements 

Engineering for developing DSLs [Barišić 2017]. This work suggests strategies for engaging with 
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users during language design work rather than lessons about language designs themselves. 

[Mosqueira-Rey and Alonso-Ríos 2020] proposes a set of usability heuristics specialized for DSLs. 

They based their heuristics on heuristics previously proposed in [Alonso-Ríos et al. 2018], but 

refined them to apply specifically for domain-specific contexts. No studies of DSL users played a 

role in the development of the heuristics. 

7.1.3 Comparisons of GPLs, DSLs Without User Studies. 

Some works compare the usability of specific GPLs and DSLs without the use of a user study. As 

an example, [Cavé et al. 2010] compares the usability of the java.util.concurrent Java library for 

task parallelism with a language that natively supports task parallelism. Although these works are 

important food for thought, we will not cover them in depth, since they do not center user 

experience. 

7.2. DSL User Experience Literature With User Studies 

Studies of user experience are rare in the DSL literature. In fact, even though studies of usability 

are much more common than studies of user experience, even studies of usability are rare in the 

DSL literature. One systematic literature review found that among DSL construction papers at top 

venues, only about 20% of papers reported usability evaluations [Gabriel et al. 2011]. 

Since we are most interested in studies that specifically study embedded DSLS and domain expert 

non-programmers, we divide the literature according to whether: (i) the DSL under study is 

embedded or non-embedded, and (ii) the population under study is programmers, non-

programmers, or specifically domain experts. 

7.2.1 Embedded DSLs. 

We start with a review of user studies of embedded DSLs; we divide the literature according to 

whether studies include programmers, domain experts, or non-programmers more broadly. 

Embedded DSLs + Programmers. To date, there have been few user studies examining DSL 

embedding and implications for user experience. For this discussion, we are interested in works 

that specifically interrogate the effects of embedding and host languages on user experience. Thus, 

most eDSL usability studies are out of scope; e.g., many usability studies assess task completion 

time with and without an eDSL. Although this is helpful for evaluating the eDSL under test, it 

offers little guidance for eDSL designers about the relationship between embedding and user 

experience. 

A few studies in this space do interrogate the relationship between embedding and user experience 

of programmers. An analysis of Stack Overflow comments on seven Crypto libraries [Patnaik et 

al. 2019] characterized 16 usability issues, including some that related to embedding, and mapped 

them back to 10 usability principles from [Green and Smith 2016]. Another study compared ten 

DSL implementation approaches, including embedded, examining both designer effort and end 

user effort [Kosar et al. 2008]. The authors examined end-user time, effort, and experience with 

debugging and error reporting. 
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Embedded DSLs + Domain Experts. We are not aware of any user studies of domain experts using 

eDSLs. 

Embedded DSLs + Non-Programmers. We are aware of one study on non-programmers’ user 

experience with eDSLs. The study in question examined two eDSL-IDE pairs, the first in Ruby 

with a standard IDE and the second in Java with an IDE lightly adapted to reduce common usability 

issues associated with eDSLs [Nosál’ et al. 2017]. The authors argue that eDSLs can be usable for 

non-programmers, especially if designers consider both the eDSL and IDE support. 

7.2.2 Non-Embedded DSLs. 

We now shift our focus to non-embedded DSLs, reviewing user studies broken down according to 

whether they study programmers, specifically domain experts, or other non-programmers. 

Non-Embedded DSLs + Programmers. A number of works contribute user studies of non-

embedded DSLs, both textual and non-textual [Albuquerque et al. 2015; Barnaby et al. 2017; 

Grundy et al. 2004; Ingibergsson et al. 2018; Kieburtz et al. 1996; Rao et al. 2018]. Most examine 

narrowly defined usability—how efficiently users can accomplish particular tasks. The works most 

relevant to our goals of understanding broader user experience factors are the works that study 

DSL readability relative to GPL readability [Cuenca et al. 2015; Ingibergsson et al. 2018; Kieburtz 

et al. 1996; Kosar et al. 2012]. 

Non-Embedded DSLs + Domain Experts. The studies described above focused on the experiences 

of programmers using DSLs. For our purposes, we are especially interested in work that centers 

domain experts rather than programmers. Work in this area is sparse. One work describes a 

(nonembedded) DSL for computer music and includes a study in which three musicians 

participated in a DSL evaluation process in which they read but did not construct sample programs 

in two DSLs [Nishino 2012]. Another studied the usability of a DSL for marine ecosystem 

simulation, for domain experts with a range of different educational backgrounds, academic 

disciplines, and programming experience levels [Johanson and Hasselbring 2017]. Another studied 

physicists in the domain of High Energy Physics and examined DSL readability relative to GPL 

readability [Barišić et al. 2011]. Finally, another studied the usability of three visual mapping 

languages, and participants included domain experts with a range of programming experience 

levels [Grundy et al. 2004]. All four of these studies used non-embedded DSLs. 

Non-Embedded DSLs + Non-Programmers. In addition to work studying non-programmers with 

specific domain expertise, some works study non-programmers more broadly. Works that studied 

DSL usability for non-programmers—but not domain experts—include [Aleven et al. 2016; drova 

et al. 2015; Barišić et al. 2018; Elsts et al. 2013; Parham-Mocello et al. 2022; Rodríguez-Gil et al. 

2019; Taipalus and Grahn 2023]. Some of these works conducted user studies to assess the 

usability of non-textual DSLs for domain experts and non-programmers—e.g. [Aleven et al. 2016; 

Alexandrova et al. 2015; Rodríguez-Gil et al. 2019]. Even including visual DSLs, there are still 

relatively few DSL user studies of non-programmers. None of the visual DSLs studied via user 

studies are eDSLs. 

7.3. User Studies of Adoption 
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A small set of works have assessed characteristics of programming languages that affect adoption. 

Developers rate evidence of reliable and active communication channels as important factors when 

choosing open-source packages [Head 2016]. A survey-based study found that for general-purpose 

languages "social factors outweigh intrinsics" [Meyerovich and Rabkin 2013] and identified 

features like usefulness or richness of available libraries, and existing code bases as significant for 

adoption. 

7.4. Identifying Programming Needs within Climate Sciences 

Software is increasingly integral to cutting-edge research across the earth sciences, and particularly 

the climate change domain [Balaji et al. 2018; Bush et al. 2021; Feulner et al. 2016; Gentemann et 

al. 2021; Williams 2014]. The growing diversity of researchers and policy makers in the climate 

change space increases the demand for domain-specific tools, and some researchers have 

responded by mapping out areas for contribution by the computer science community [Easterbrook 

2010]. 

The case for programming tool contributions to this domain is gaining traction, but the paucity of 

user studies examining user needs creates a barrier to impact. Easterbrook’s 2009 ethnographic 

study of climate scientists examines one team’s software development culture and practices—of 

the related works, this is the work that comes closest to touching on the topic of programmer needs 

and user experience in the climate sciences [Easterbrook and Johns 2009]. 

8. Conclusions and Future Work 

The embedded approach to DSL implementation—developing a DSL within a general-purpose 

host language—allows designers to quickly develop powerful languages for niche domains and 

serve the needs of a diverse, growing body of experts. Our work demonstrates that many eDSL 

design decisions are relevant not only for the eDSL developer, but also the eventual user 

experience. As we develop a better understanding of eDSL user experience, we can direct future 

research and design work towards addressing usability barriers. Our contextual inquiry with 

domain experts using a particular eDSL uncovered five promising directions in particular. For each 

of these directions, future work could, for example: (i) explore how these patterns vary across 

choice of host language, choice of embedded language, and choice of target audience or (ii) 

contribute controlled experiments or other studies to rigorously test the patterns we observed. We 

are still in the relatively early stages of understanding the effects of language implementation 

choices on non-traditional programming audiences. We hope future studies will expand and 

deepen our understanding of how eDSLs can meet the programming needs of the large and varied 

body of domain experts. 
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Bridge: Chapter 1 to Chapter 2 

 

In Chapter 2 we leverage the Mimi platform, described and tested in Chapter 1, to create a new 

integrated assessment model and update estimates of the social costs of carbon dioxide in full 

response to the short-term recommendations of the National Academies of Sciences. A key focus 

of this next project is the consistent, comprehensive, and transparent characterization of 

uncertainty across the different dimensions of integrated assessment modelling including 

socioeconomic projections, climate models, damage functions, and discounting. While this chapter 

will do so using probabilistic distributions to characterize parametric uncertainty, the following 

Chapter 3 will take a different approach to treatment of uncertainty for integrated assessment 

modelling. Together, these two chapters tackle different aspects of the same challenge inherent to 

climate change: the physical response of global systems to increased levels of greenhouse gases, 

the socio-political ramifications of a warming world, and the complicated dynamics of trying to 

mitigate warming and adapt to change are all embedded with uncertainty. Humans simply cannot 

wait for that uncertainty to resolve. 
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Chapter 2: Comprehensive Evidence Implies a Higher Social Cost of CO2 

Rennert, K., Errickson, F., Prest, B. C., Rennels, L., Newell, R. G., Pizer, W., ... & Anthoff, D. 

(2022). Comprehensive evidence implies a higher social cost of CO2. Nature, 610(7933), 687-692. 

1. Main 

Policies to mitigate greenhouse gas emissions are often evaluated in terms of their net benefits to 

society. The net benefit of a climate policy is the difference between the economic cost of the 

emission reduction (the mitigation costs), and the value of the damages that are prevented by that 

emission reduction (climate benefits, among others). In regulatory impact analysis the climate 

benefits of CO2 emission reductions are typically computed by multiplying the change in CO2 

emissions caused by the policy with an estimate of the SC-CO2. This makes the SC-CO2 a highly 

influential metric, informing analysis of a wide range of climate policies worldwide. 

For more than a decade, the US government has used the SC-CO2 to measure the benefits of 

reducing carbon dioxide emissions in its required regulatory analysis of more than 60 finalized, 

economically significant regulations, including standards for appliance energy efficiency and 

vehicle and power plant emissions2. In the United States, the SC-CO2 has also been used as the 

basis for federal tax credits for carbon capture and storage; proposed federal carbon tax legislation; 

state-level zero emission credit payments for nuclear generators and power sector planning; among 

other applications3. The SC-CO2 also supports decision making by government environmental 

agencies in other countries (e.g., Germany, Canada, and Mexico), and is used in standardized 

corporate environmental and sustainability accounting4. 

The SC-CO2 is estimated using integrated assessment models (IAMs) that couple together 

simplified representations of the climate system and global economy to estimate the economic 

effects of an incremental pulse of CO2 emissions. These models generally follow a four-step 

process in which (1) projections of population and GDP inform a CO2 emissions pathway; (2) the 

CO2 emissions path drives a climate model that projects atmospheric greenhouse gas 

concentrations, temperature changes, and other physical variables such as sea level rise; (3) the 

resulting climate change impacts are monetized and aggregated as economic damages; and (4) 

economic discounting combines all future damages into a single present value. 

In 2017, a NASEM report assessing the SC-CO2 estimation methodology used by the US federal 

government found that the leading IAMs used for estimating the SC-CO2 have not kept pace with 

recent advances in climate, economic, and demographic science1. The NASEM report offered 

near-term recommendations for improving each step of the SC-CO2 estimation process to improve 

the scientific basis, characterization of uncertainty, and transparency of the SC-CO2. Recently, 

Executive Order 13990 re-established the US Interagency Working Group on the Social Cost of 

Greenhouse Gases (IWG) to update the federal government’s official SC-CO2 estimates, and to 

consider these NASEM recommendations in the process. Others have also criticized the models 

supporting the past federal SC-CO2 estimates for a number of problems including damages 

representations that do not reflect recent science, outdated climate system models, and imperfect 

characterization of the compounding uncertainties affecting SC-CO2 estimates.5–7 
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Here, we provide probabilistic SC-CO2 estimates from the Greenhouse Gas Impact Value 

Estimator (GIVE), a newly created integrated assessment model designed for quantifying the 

benefits of emission reductions. The model is built on the Mimi.jl platform, an open-source 

package for constructing modular integrated assessment models8. By using novel components for 

each step of the SC-CO2 estimation process, GIVE incorporates recent scientific advances that are 

unaccounted for by the previous generation of IAMs used in regulatory analysis. Crucially, GIVE 

quantifies uncertainties in each component and propagates these compounding uncertainties 

through the entire computation, thus allowing for a theoretically consistent valuation of the risk 

associated with a marginal emission of CO2. 

Each individual component in GIVE is based on recent peer-reviewed research on socioeconomic 

projections, climate modelling, climate impact assessments, and economic discounting. We 

implement GIVE with a set of internally consistent, probabilistic projections of population9, per-

capita economic growth10, and CO2, CH4, and N2O emissions3 generated using a combination of 

statistical modelling and expert elicitation, collectively referred to as the Resources for the Future 

Socioeconomic Projections3 (RFF-SPs). Many existing IAMs use outdated climate models and 

have been shown to produce temperature dynamics inconsistent with more sophisticated Earth 

system models1,11. Further, damage functions supporting previous SC-CO2 estimates are, to a large 

extent, based on studies from several decades ago1. A vast literature since then has expanded and 

improved our scientific understanding of how changes in climate will likely affect human 

wellbeing12. To address these shortcomings, we combine socioeconomic uncertainty with 

probabilistic models for the climate system and damage functions (defined as functions that relate 

changes in climate outcomes such as temperature to economic impacts in dollars). The GIVE 

model employs the FaIR v1.6.2 climate model13,14, the BRICK sea-level model15–17, and updated 

damage function components representing the latest empirical research for the impacts of climate 

on agriculture18, mortality19, energy consumption20, and sea-level rise21. 

Recent important contributions to the SC-CO2 literature have generated improvements to various 

components used by integrated assessment models22–27 (see Supplemental Information section SI.3 

for an overview of this literature). The GIVE model’s key contribution to this literature is the 

holistic implementation of recent advances in probabilistic socioeconomics accounting for policy 

uncertainty, fully quantified scientific uncertainty including climate tail risk and sea-level rise, 

addition of non-market sectoral damages (i.e., costs not included in GDP accounting such as 

mortality risk), and economic discounting tied to uncertain economic growth. These advances 

allow for a full valuation of the risk resulting from those compounding uncertainties based on 

improved scientific, economic, and demographic evidence,3 which have previously been 

unavailable. The GIVE model’s implementation of this comprehensive set of scientific 

improvements affirms a key result from recent work on the SC-CO2
22–27, namely that improved 

scientific understanding of the components of SC-CO2 calculation leads to a higher SC-CO2 than 

has been previously used in US policymaking; moreover, our approach demonstrates this using a 

more robust methodology reflecting the current state of the literature. GIVE’s inputs and outputs 

are spatially resolved at the level of 184 countries for population, income, and damages (except 

for agriculture damage outputs which are resolved at 16 regions). Climate change has the potential 

to exacerbate existing economic inequities6,28,29, and our work would allow future consideration 

of this issue through equity weighting30. 
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We calculate the SC-CO2 as the discounted sum of additional damages per incremental tonne of 

CO2 produced by an emissions pulse in 2020 along an uncertain emissions trajectory derived via 

formal expert elicitation that reflects continued technology and policy evolution. We use an 

empirically calibrated stochastic discounting framework consistent with the observed behaviour 

of interest rates and economic growth31. We provide 10,000 SC-CO2 values using a Monte Carlo 

approach that samples interrelated socioeconomic, climate, and damage function uncertainties 

(Extended Data Table 2). The GIVE model can also be used to compute the social cost of other 

greenhouse gases (e.g., CH4, N2O, HFCs). 

We illustrate the relative importance of our updated model components by comparing them to 

outputs from the well-known DICE model32. We also assess the sensitivity of our SC-CO2 

estimates to our choice of sectoral, regionally disaggregated damage functions by comparing them 

to two aggregate, global damage functions based on meta-analyses of the broader damages 

literature32,33. 

Socioeconomic projections of economic growth, population, and greenhouse gas emissions 

represent important sources of uncertainty in the SC-CO2. In previous models, this uncertainty has 

been poorly characterized1,34,35. Population and growth scenarios based upon the Shared 

Socioeconomic Pathway (SSP)36 narratives, which were prominently featured in the 

Intergovernmental Panel on Climate Change (IPCC) Sixth Assessment Report (AR6)14, do not 

typically come with associated probabilities, though there have been efforts to assign such 

probabilities a posteriori based on expert surveys37. The small number of SSPs precludes sampling 

the large and continuous space of possibilities that characterizes future socioeconomics and 

emissions. A strength of scenario-based analysis is in the qualitative exploration of uncertainty, 

for example through the use of bounding scenarios, including scenarios accounting for outcomes 

well outside the range of historical experience that become increasingly possible over very long 

time horizons. Such an approach does not, however, facilitate the quantitative evaluation of 

uncertainty and the calculation of expected values, a common requirement for policy analysis. In 

some cases, a lack of quantification of relative probabilities can lead to disagreements over what 

scenarios constitute a plausible reference case38–40. A holistic, probabilistic approach to accounting 

for these uncertainties was recently introduced41,42. Building on this approach, we sample the RFF-

SPs, comprising multi-century probabilistic projections of population9 and GDP per capita10 at the 

country level as well as a distribution of projections of global CO2, CH4, and N2O emissions 

derived from a combination of statistical and expert-based approaches. 

The RFF-SPs complement the scenario-based approach by providing an alternative approach that 

characterizes the joint uncertainty across annual GDP, population, and greenhouse gas emissions 

for the multi-century timespan required for climate damage estimation. They also leverage expert 

knowledge to account for potential future changes in policy and technology. They project that (Fig. 

2): median world population peaks at 11 billion around 2130 and subsequently declines to 7.3 

billion in 2300, (2.8 billion–21 billion: 5-95% range); median global per capita annualized 

economic growth declines slowly to reach a cumulative time-average rate of 0.88% between 2020 

and 2300 (0.17%–2.7%: 5-95% range); median net global CO2 emissions decline to roughly 40 

percent of today’s levels in 2100 (-20%-150%: 5-95% range), with slower declines thereafter (see 

Supplemental Information section SI.1 for more detail on the RFF-SPs). 
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Fig. 2 | RFF-SP socioeconomic scenarios and the resulting climate system projections. 

a-c, Probabilistic socioeconomic projections for global population (a), per capita GDP growth rates (b), and carbon 

dioxide emission levels (c) from the RFF-SP scenarios. d-f, corresponding climate system projections that account for 

parametric uncertainty in FaIR and BRICK for atmospheric carbon dioxide concentrations (d), global surface 

temperature changes relative to the 1850-1900 mean (e), and global mean sea-level changes relative to 1900 (f). In all 

panels, solid centre lines depict the median outcome, with darker shading spanning the 25-75% quantile range and 

lighter shading spanning the 5-95% quantile range. 

Our mean SC-CO2 estimate using the preferred discounting scheme is $185/t-CO2 ($44-413/t-CO2: 

5-95% range, in 2020 US dollars, as are all dollar results in this study) (Fig. 3). This is 3.6 times 

greater than the US government’s current, most commonly cited mean value of $51/t-CO2 using a 

3% constant discount rate43. We report mean SC-CO2 values throughout this paper to align our 

results with the standard expected net benefit framework that is routinely used for policy analysis44 

and supported by standard economic theory45,46. 

SC-CO2 estimates are well-known to be highly sensitive to the discount rate32 because the long 

residence time of CO2 in the atmosphere means a CO2 emissions pulse continues to cause damages 

long after it was emitted.  Our preferred discounting scheme uses a 2% near-term risk-free discount 

rate, which reflects the recent literature on real interest rates47–49, which have declined substantially 

over recent decades50,51, as well as the central tendency from a survey of academic economists52. 

Our discount rate is related to stochastic consumption growth in a Ramsey-like equation, which is 

the commonly used approach to value marginal impacts amid uncertainty in future payoffs and 

consumption levels53,54. In this way, the parameterization of the discount rate captures risk 

preferences using the risk aversion parameters discussed in the Methods. 
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Fig. 3 | SC-CO2 distributions vary with the choice of near-term discount rates. 

Distributions of the SC-CO2 based on RFF-SP scenario samples, a stochastic, growth-linked discounting framework, 

uncertainty in the FaIR climate and BRICK sea-level models, and uncertainty in climate damage parameters. Colours 

correspond to near-term average discount rates of 3.0% (blue), 2.5% (orange), 2.0% (red, our preferred specification), 

and 1.5% (teal). Dashed vertical lines highlight mean SC-CO2 values. Box and whisker plots along the bottom of the 

figure depict each SC-CO2 distribution’s median (centre white line), 25-75% quantile range (box width), and 5-95% 

quantile range (coloured horizontal lines) values. All SC-CO2 values are expressed in 2020 US dollars per metric 

tonne of CO2. 

We also assess (Extended Data Fig. 1 and Table 2) the sensitivity of our SC-CO2 estimates to 

discounting by also using near-term rates of 3% ($80/t-CO2 mean: $12-197/t-CO2 5-95% range), 

to facilitate comparison with the US government’s current, most commonly cited $51/t-CO2 figure, 

as well as 2.5% ($118/t-CO2 mean: $23-280/t-CO2 5-95% range) and 1.5% ($308/t-CO2 mean: 

$94-626/t-CO2 5-95% range). We additionally show (Extended Data Fig. 2) the temporal evolution 

of the discounted marginal damages by year based upon the preferred 2% near-term discount rate 

case. 

Table 2 |  Evolution of mean SC-CO2 from DICE-2016R to this study. 

All SC-CO2 values are expressed in 2020 US dollars per metric tonne of CO2. (a) represents the SC-CO2 using base 

DICE-2016R deterministic. The mean SC-CO2 of $44/t-CO2 is similar to the value previously estimated from IWG 

DICE-2010 of $46/t-CO2 at a 3% discount rate, after converting to 2020$65, (b) then retains the DICE-2016R damage 
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function but otherwise deploys GIVE under discounting parameters of 𝜌 = 0.8%, 𝜂 = 1.57, which are consistent with 

a 3% near-term discount rate, (c) then replaces the DICE-2016R damage function with our sectoral damage functions, 

(d) then uses our preferred discounting parameters from this study of 𝜌 = 0.2%, 𝜂 = 1.24, which are consistent with 

a 2% near-term discount rate. The final row represents the preferred mean value from this study. 

Row Scenario 

Mean SC-

CO2  

($/t-CO2) 

Incrementa

l Change  

($/t-CO2) 

Share of 

Total 

Change 

(%) 

a  DICE-2016R $44   

b 

GIVE w/ DICE damage function, 3% near-

term discount rate $59 $15 11% 

c 

GIVE, w/ sectoral damages, 3% near-term 

discount rate $80 $21 15% 

d 

This study: 

GIVE, w/ sectoral damages, 2% near-term 

discount rate $185 $105 74% 

Our SC-CO2 estimates are based on regionally disaggregated damage functions for four sectors. 

As a sensitivity analysis, we replace the sectoral damage functions in GIVE with two distinct, 

globally aggregated damage functions that are based on meta-analyses of the climate impacts 

literature32,33. Under a 2% near-term discount rate, these sensitivity runs yield relatively similar 

SC-CO2 distributions with mean values that differ by -18% to +11% (Extended Data Table 1) from 

our preferred SC-CO2 estimate (Extended Data Fig. 1). 

The single largest contributor to the overall increase in the SC-CO2 relative to the widely used 

DICE model is the use of a lower near-term discount rate, with updated damage functions being 

the second largest contributor. We disaggregate impacts of the changes to the near-term discount 

rate, the sectoral damage functions, and the remaining GIVE components (the RFF-SPs and FaIR) 

in Table 1. We start by running DICE-2016R, which uses none of our updated components and 

uses DICE’s default discounting approach, yielding an SC-CO2 estimate of $44/t-CO2. Updating 

the climate modelling, the socioeconomic scenarios, and the discounting approach reflecting a 3% 

near-term discount rate but retaining the DICE-2016R damage function increases the mean SC-

CO2 by 34% to $59/t-CO2. Incorporating our sectoral damage functions in place of the DICE-

2016R damage function further increases the estimate to $80/t-CO2, or a total increase of 81%. 

Finally, using a lower 2% near-term discount rate has the largest effect, increasing the mean SC-

CO2 estimate to this study’s value of $185/t-CO2, a 321% increase relative to $44/t-CO2, and a 

3.6-fold increase relative to the widely cited US government value of $51/t-CO2. 

The four climate damage sectors represented in the model vary substantially in their respective 

contributions to the overall magnitude and uncertainty of the SC-CO2 (Fig. 4). Temperature 

mortality impacts are the largest driver of the SC-CO2, contributing a mean partial SC-CO2 

(defined as the SC-CO2 estimated for an individual impact sector) of $90/t-CO2 ($39-165/t-CO2, 

5-95% range) to the $185/t-CO2 total using a near-term 2% discount rate. Agricultural impacts 

have a similar mean contribution of $84/t-CO2, but greater uncertainty, with a 5-95% partial SC-

CO2 range spanning -$23 to $263/t-CO2. This large range, which includes the potential for 

beneficial effects of higher temperatures and CO2 concentrations on agriculture, arises due to 
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compounding uncertainty in the relationship between CO2, temperature, and crop yields and how 

these factors interact with the economic system to affect human welfare18. We sample uncertain 

parameters for mortality and agriculture (see Methods), the damage sectors for which parameter 

uncertainty is quantified in the underlying studies. 

 
Fig. 4 | Partial SC-CO2 estimates and uncertainty levels strongly differ across the four climate damage 

sectors. 

Box and whisker plots for the climate damage sectors included in the GIVE model, based on partial SC-CO2 estimates 

for each sector. Figure depicts the median (centre white line), 25-75% quantile range (box width), and 5-95% quantile 

range (coloured horizontal lines) partial SC-CO2 values. Black diamonds highlight each sector’s mean partial SC-

CO2, with the numeric value written directly above. All SC-CO2 values are expressed in 2020 US dollars per metric 

tonne of CO2. 

The relatively small contribution of sea-level rise, which includes both coastal damages and 

adaptation costs, to the total SC-CO2 (mean partial SC-CO2 of $2/t-CO2, $0-4/t-CO2, 5-95% range) 

is attributable in part to the inertia in the physical system connecting CO2 emissions and sea-level 

rise and in part to the optimal regional adaptation response allowed by the Coastal Impact and 

Adaptation Model (CIAM) that we incorporate into GIVE21. Such optimal, forward-looking 

adaptation responses can substantially reduce estimated coastal damages relative to a static 

scenario assuming no response to evolving coastal risks55,56. Future research could improve the 

characterization of plausible versus optimal coastal adaptation responses. The relatively slow pace 

of sea-level rise also causes the greatest damages to occur far in the future when discounting effects 

are strongest. Energy costs for residential and commercial buildings (based on Clarke et al. 201820) 

also make a relatively small contribution to the overall SC-CO2 (mean partial SC-CO2 of $9/t-CO2, 

$4-15/t-CO2, 5-95% range), due to increased energy demand from cooling being offset by 

decreased heating demand and future technological progress; these results are broadly consistent 

with other recent empirical work57. 

We quantify impacts on four critical, globally significant damage sectors that are often considered 

to contribute the most to the SC-CO2
1,58 and for which studies exist that can be readily incorporated 

into SC-CO2 estimation due to their global coverage, regional disaggregation, and monetization. 

A limitation of this study is that other categories of climate damages, including additional non-

market damages other than human mortality, remain unaccounted for. The inclusion of additional 
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damage sectors such as biodiversity59, labour productivity60,61, conflict62, and migration63 in future 

work would further improve our estimates. Current evidence strongly suggests that including these 

sectors would raise the estimates of the SC-CO2, although accounting for adaptation responses 

could potentially counteract some of that effect. Other costs of climate change including the loss 

of cultural heritage, particular ways of life, or valued ecosystems, may never be fully valued in 

economic terms but would also likely raise the SC-CO2 beyond the estimates presented here. The 

addition of alternate studies covering the same sectors to incorporate additional independent lines 

of evidence is also a promising area for continued work to improve the SC-CO2. The modular 

structure of the Mimi.jl framework facilitates such addition of new damage sectors with ease, 

providing a flexible basis for future scientific improvement of the SC-CO2. 

While we approximate the effects of a rapid Antarctic ice sheet disintegration tipping point within 

the BRICK sea-level component, incorporating additional potential discontinuities in the climate 

system would further improve our SC-CO2 estimates64. We expect that, in total, the future 

inclusion of additional damage sectors and tipping elements is likely to raise the estimates of the 

SC-CO2, and therefore that the estimates from the present study are likely best viewed as 

conservative. Similarly, accounting for different climate model structures, as the recent IPCC AR6 

report does in chapter 714, would further strengthen the robustness of our SC-CO2 estimates and 

their associated uncertainty levels. For example, that chapter (see Cross-Chapter Box 7.1, Table 2 

therein) shows the MAGICC climate model projects slightly higher temperature increases than the 

FaIR model. 

The methods employed in this study reflect the culmination of several important advances: 

development of fully probabilistic very long-run socioeconomic inputs that natively incorporate 

uncertainty over future climate policy; incorporation of state-of-the-science representations of the 

climate system and sectoral damage functions; and an empirically calibrated discounting approach 

that accounts for uncertainty in future economic growth. These advances collectively allow for the 

full characterization of uncertainties, and their compounding interactions, throughout all steps of 

SC-CO2 estimation, including sectoral market and nonmarket damages to human health. Their 

implementation on Mimi.jl8, an open-source, modular computational platform for assembling 

IAMs, improves the scientific basis and transparency of the resulting estimates and is responsive 

to the NASEM near-term recommendations. The methodology also provides a straightforward 

means to calculate SC-CO2 results for other years and estimate the social cost of other greenhouse 

gases (e.g., CH4, N2O, HFCs). Our higher SC-CO2 values, compared to estimates currently used 

in policy evaluation, substantially increase the estimated benefits of greenhouse gas mitigation, 

and thereby increase the expected net benefits of more stringent climate change policies. 
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2. Methods 

2.1 Socioeconomic projections 

The RFF-SPs3 used in this study were designed to address the requirements for socioeconomic 

projections posed by SC-CO2 estimation: (1) The roughly 300-year time-horizon required to 

account for the vast majority of discounted future damages; (2) the need for geographically 

disaggregated estimates of GDP and population to support damages at a regional scale; (3) 

uncertainty accounting for expected future changes in both technology and policy (the SC-CO2 is 

measured against the best estimate of future emissions, inclusive of future mitigation policies 

except the one under analysis); and (4) the interdependence of future population, GDP, and 

greenhouse gas emissions trajectories1. 

The RFF-SPs address key shortcomings identified in the approach to socioeconomic projections 

originally developed by the US IWG in 201066 and used consistently through the current US 

interim estimates43. The IWG used five socioeconomic scenarios to 2100, drawn from the Energy 

Modeling Forum 22 modelling exercise67, one of which represented future climate policy. The 

IWG scenarios were critiqued for not spanning the true uncertainty in GDP, population and 

emissions, nor reflecting the broader scenario literature overall34,68. The RFF-SPs used here 

improve on those scenarios by explicitly characterizing uncertainty in the demographic, economic 

and emissions projections. 

The multi-century time horizon required for the projections is long relative to the length of the 

historical record available to estimate country-level statistical models of population and economic 

growth. Accounting for uncertainty in future emissions over that time horizon requires assessing 

the potential for structural changes in technology and policies that are out of the range of historical 

experience. To address these challenges, the RFF-SPs were generated based upon a combination 

of statistical and expert-based approaches. 

We generated probabilistic, country-level population projections through 23009 by extending the 

fully probabilistic statistical approach used by the United Nations (UN) for its official population 

forecasts to 2100. We further incorporated feedback and improvements suggested by a panel of 

nine leading demographic experts convened to review preliminary results. 

Our trajectories of country-level GDP per capita from 2018 to 2300 come from a multifactor 

Bayesian dynamic model, in which each country’s GDP per capita is based on a global frontier of 

developed economies and country-specific deviations from that frontier10. We reweight the 

probabilities of the Bayesian model trajectories using results from the RFF Economic Growth 

Survey, a formal expert elicitation focused on quantifying uncertainty in long-run economic 

growth3. 

The resulting probabilistic socioeconomic trajectories represent an alternative to existing scenario-

based approaches, such as those based on the Shared Socioeconomic Pathways narratives. Such 

scenarios do not typically come with associated probabilities, though there have been efforts to 

assign such probabilities to the SSPs a posteriori based on expert surveys37. The use of non-

probabilistic scenarios has been criticized in the literature for being overconfident and failing to 

reflect uncertainty69. Indeed, multi-century socioeconomic projections are deeply uncertain, as 
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illustrated by the wide 5-95% ranges that we consider (see Figure 1). The scenarios based on the 

SSP narratives and their commonly used extensions beyond 210063,70–72 fail to span that 

uncertainty.3 

We also generate multi-century distributions of global CO2, CH4, and N2O emissions through 

RFF’s Future Emissions Survey, which elicited experts in socioeconomic projections and climate 

policy3. Experts provided uncertainty ranges for future fossil fuel and process-related CO2 

emissions as well as changes in natural CO2 stocks and negative-emissions technologies, 

incorporating their own uncertainty around future mitigation policy. They also quantified the 

sensitivity of emissions projections to future economic growth, thereby allowing for the 

development of a joint set of projections of emissions and economic growth. The experts 

additionally provided uncertainty ranges for trajectories of CH4 emissions, N2O emissions, and net 

CO2 emissions from other sources of CO2 emissions and sinks. 

2.2 Climate models 

2.2.1 FAIR 

We represent the global climate system and carbon cycle dynamics using version 1.6.2 of the Finite 

Amplitude Impulse Response (FaIR) model.73–75 FaIR is an emissions-based simple climate model 

with a carbon cycle that depends on background warming levels and cumulative carbon uptake by 

land and ocean sinks. This state-dependency enables FaIR to replicate the equilibrium and 

impulse-response behaviours found in more sophisticated Earth system models, which is important 

for producing scientifically grounded SC-CO2 estimates. These features are not found in the 

previous climate models used for SC-CO2 calculations, which lack carbon cycle feedbacks and 

have been shown to respond too slowly to changes in radiative forcing1,11. We run FaIR with 

randomly sampled CO2, CH4, and N2O emissions time-series from the RFF-SPs and represent 

other greenhouse gases and short-lived climate forcers using the SSP2-4.5 scenario76, the scenario 

that most closely matches the median RFF-SP emissions trajectories. We account for climate 

model uncertainties by randomly sampling a calibrated 2,237-member ensemble of parameters that 

was produced using FaIR as part of the IPCC AR674. See Supplemental Information section SI.2 

for more detail on the FaIR model. 

2.2.2 BRICK 

We make probabilistic projections of regional changes in sea level using the Building blocks for 

Relevant Ice and Climate Knowledge (BRICK) model. BRICK represents individual contributions 

to sea level from the Greenland and Antarctic ice sheets, glaciers and small ice caps, thermal 

expansion, and land water storage and has been thoroughly described in prior studies15. BRICK 

downscales changes in global sea level to regional changes using maps of time-invariant scaling 

factors15,77. The Antarctic ice sheet model component also accounts for a potential tipping point 

where rapid ice sheet disintegration can occur when annual mean Antarctic surface temperatures 

cross an uncertain threshold16. 

We closely follow past work and calibrate BRICK to the historic sea-level record over the period 

1850-2017 with a Bayesian framework15,17,78,79. This calibration process uses observational 

constraints on global mean sea-level changes80 in addition to individual contributions from glaciers 
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and small ice caps81, the Greenland ice sheet82,83, the Antarctic ice sheet84, and trends in thermal 

expansion85. It further statistically accounts for measurement error estimates provided with each 

observational time-series data set86. We select physically informed prior distributions for BRICK’s 

uncertain parameters that are consistent with previous model calibration studies15,17. For the 

Antarctic ice sheet model component, we select prior distributions based on a paleoclimate 

calibration that uses independent sea-level data from 240,000 years before the current era to the 

present16. We use our calibration framework to create a Markov chain of ten million representative 

samples from BRICK’s joint posterior parameter distribution and assess convergence based on 

graphical diagnostics and Gelman-Rubin potential scale reduction factors that are less than 1.187,88. 

We discard the first one million samples for the initial burn-in period and select a random subset 

of 10,000 samples from the remaining chain for our final sea-level parameter values. The 

distributions of the uncertain parameters in BRICK are shown in Supplemental Information Table 

4. 

2.3 Damage functions 

2.3.1 Sea-level rise 

The sea-level rise damage calculations are based on the work of Diaz21 which presents the Coastal 

Impacts and Adaptation Model (CIAM).  CIAM is an optimization model that assesses the costs 

of various adaptation strategies against flooding damages and potential impacts from regional 

changes in sea level. It chooses the least-cost strategy for each of over 12,000 coastal segments 

across the globe in the Dynamic Interactive Vulnerability Assessment (DIVA) database89 after 

taking into account local physical and socioeconomic characteristics. CIAM’s potential adaptation 

strategies are specified as a combination of (1) a choice on retreating inland from the coastline, 

protecting coastal communities and infrastructure, or remaining in place without taking any 

adaptive actions and (2) a choice on the degree of investment in coastal defence against several 

different storm surge return periods conditional on protection being decided on. The DIVA 

database provides generalized extreme value distributions that define these return periods for each 

individual segment. 

CIAM is a deterministic model. All uncertainty in coastal damages is therefore the result of 

uncertain sea-level projections that arise due to GIVE’s probabilistic emission scenarios and 

climate and sea-level model parametric uncertainties that we sample. 

2.3.2 Building Energy Expenditures 

The energy demand damage function is based on the results of Clarke et al. (2018)20, a study that 

used the Global Change Analysis Model (GCAM)90,91 to project how climate change affects 

regional building energy demand through 2100. GIVE’s damage functions relate each degree of 

global temperature rise to a change in regional energy expenditures, expressed as a proportion of 

that region’s GDP. We derive these damage functions using output data provided by the authors 

of Clarke et al20. That output includes, for each of the 12 GCAM regions, the net change in regional 

energy expenditures as a proportion of regional GDP at various temperature levels (varying over 

both time and scenario). Clarke et al.20 note that this relationship is approximately linear in 

temperature. For each of the 12 GCAM regions, we fit a linear function to these datapoints by 

regressing the net change in energy expenditures as a proportion of GDP on global temperature 
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rise relative to the preindustrial period. We assume the intercept is zero to ensure the resulting 

function yields no change in energy expenditures at zero temperature rise. This yields a coefficient 

for each region, denoted 𝛽𝑗
𝐸  (see Supplemental Information Table 2 for these values). Energy 

damages for each country 𝑖 located in region 𝑗 are then calculated using the corresponding 

coefficient, as 

𝐶ℎ𝑎𝑛𝑔𝑒 𝑖𝑛 𝐸𝑛𝑒𝑟𝑔𝑦 𝐸𝑥𝑝𝑒𝑛𝑑𝑖𝑡𝑢𝑟𝑒𝑠 𝑎𝑠 𝑎 𝑃𝑟𝑜𝑝𝑜𝑟𝑡𝑖𝑜𝑛 𝑜𝑓 𝐺𝐷𝑃𝑖,𝑡 = 𝛽𝑗
𝐸 × (𝑇𝑒𝑚𝑝𝑒𝑟𝑎𝑡𝑢𝑟𝑒 𝑅𝑖𝑠𝑒)𝑡 . (1) 

We multiply this energy expenditure share by country-level GDP to generate damages in dollars.  

Clarke et al.20 did not feature any explicit consideration of uncertainty, so we do not include 

uncertainty in this damage function. Uncertainty in energy-related damages remain, however, due 

to GIVE’s uncertain temperature projections and GDP trajectories. 

2.3.3 Temperature-related mortality 

The mortality damage functions are based on the results of Cromar et al. (2022)19, who convened 

a panel of health experts to conduct a meta-analysis of peer-reviewed research studying the impacts 

of temperature on all-cause mortality risk, which includes human health risks related to a broad 

set of health outcomes including cardiovascular, respiratory, and infectious disease categories. The 

meta-analysis combined studies to produce regionally disaggregated estimates of the effects on 

all-cause mortality of each degree of warming across a broad range of baseline temperatures, 

including both increased mortality risk at high temperatures and reduced risk at cooler 

temperatures. This produced, for each of 10 regions, a point estimate (and its standard error) 

representing the net change in all-cause mortality risk per degree Celsius of globally averaged 

surface temperatures (see Supplemental Information Table 1). 

To reflect uncertainty in these estimates, we sample these parameters 𝛽𝑗
𝑀 for region 𝑗 from a 

normal distribution centred on the point estimate and set the standard deviation equal to the 

reported standard error. We then compute temperature-induced excess deaths in country 𝑖 in region 

𝑗 as 

(𝑇𝑒𝑚𝑝𝑒𝑟𝑎𝑡𝑢𝑟𝑒 𝐼𝑛𝑑𝑢𝑐𝑒𝑑 𝐸𝑥𝑐𝑒𝑠𝑠 𝐷𝑒𝑎𝑡ℎ𝑠)𝑖,𝑡
= 𝛽𝑗

𝑀 × (𝑇𝑒𝑚𝑝𝑒𝑟𝑎𝑡𝑢𝑟𝑒 𝑅𝑖𝑠𝑒)𝑡 × (𝐵𝑎𝑠𝑒𝑙𝑖𝑛𝑒 𝑀𝑜𝑟𝑡𝑎𝑙𝑖𝑡𝑦)𝑖,𝑡 , (2)
 

where we calculate baseline mortality as the regional population level times its baseline mortality 

rate from the RFF-SPs, 

(𝐵𝑎𝑠𝑒𝑙𝑖𝑛𝑒 𝑀𝑜𝑟𝑡𝑎𝑙𝑖𝑡𝑦)𝑖,𝑡 = 𝑃𝑜𝑝𝑢𝑙𝑎𝑡𝑖𝑜𝑛𝑖,𝑡 × (𝐵𝑎𝑠𝑒𝑙𝑖𝑛𝑒 𝑀𝑜𝑟𝑡𝑎𝑙𝑖𝑡𝑦 𝑅𝑎𝑡𝑒)𝑖,𝑡 . (3) 

We monetize these excess deaths using the value of a statistical life (VSL) as follows: 

𝑀𝑜𝑛𝑒𝑡𝑖𝑧𝑒𝑑 𝐸𝑥𝑐𝑒𝑠𝑠 𝑀𝑜𝑟𝑡𝑎𝑙𝑖𝑡𝑦𝑖,𝑡 = 𝑉𝑆𝐿𝑖,𝑡 × (𝑇𝑒𝑚𝑝𝑒𝑟𝑎𝑡𝑢𝑟𝑒 𝐼𝑛𝑑𝑢𝑐𝑒𝑑 𝐸𝑥𝑐𝑒𝑠𝑠 𝐷𝑒𝑎𝑡ℎ𝑠)𝑖,𝑡 . (4) 

The baseline VSL value for 2020 for the United States (denoted 𝑉𝑆𝐿𝑈𝑆,2020
𝑏𝑎𝑠𝑒 ) is derived using 

EPA’s 1990 Guidance value of $4.8 million and adjusted for income growth and inflation, 

resulting in a 2020 U.S. VSL of $10.05 million in 2020$ (U.S. EPA, 2010) (see data explainer 



 
 

 

57 

notebook in replication code for the full derivation). We then base the VSL for country 𝑖 in year 𝑡 
on the EPA’s baseline VSL for 2020, adjusted for country 𝑖’s GDP per capita in year 𝑡, as 

𝑉𝑆𝐿𝑖,𝑡 = 𝑉𝑆𝐿𝑈𝑆,2020
𝑏𝑎𝑠𝑒 × (

𝐺𝐷𝑃 𝑝𝑒𝑟 𝑐𝑎𝑝𝑖𝑡𝑎𝑖,𝑡
𝐺𝐷𝑃 𝑝𝑒𝑟 𝑐𝑎𝑝𝑖𝑡𝑎𝑈𝑆,2020

)

𝜀

, (5) 

where 𝜀 = 1 represents the income elasticity of the VSL. The primary function of 𝜀 is to adjust the 

US VSL to other countries and at uncertain future income levels. We use a unit elasticity which is 

in line with the central tendency of values recommended in the literature for such cases92–95. 

2.3.4 Agriculture 

The agricultural damage function is based on Moore et al. (2017)18, which estimated damages in 

two steps using: (1) a meta-analysis of published studies of the effects of temperature, rainfall, and 

CO2 on crop yields that builds on previous work by Challinor et al. (2014)96 and Porter et al. 

(2014)97; and (2) a computable general equilibrium model to estimate the economic welfare 

consequences of these yield shocks while accounting for trade patterns and supply and demand 

adjustments in agricultural markets across 16 regions. 

Moore et al. (2017) present their results in the form of damage functions that directly relate global 

mean surface temperature increase to welfare change in economic terms. Their study presents three 

different parameterizations of these damage functions to characterize uncertainty: a central, low, 

and high estimate.  

They estimated each of these three parameterizations for 1, 2, and 3 degrees Celsius of temperature 

increase, resulting in three piecewise linear damage functions for each region (see Supplemental 

Information Figure 1). To address uncertainty as part of our Monte Carlo sampling framework, we 

sampled a value from a triangular distribution with lower bound 0, mode 0.5, and upper bound 1 

for each draw. Assigning the low, central, and high damage functions to each of these values 

respectively, the two nearest functions were linearly interpolated to produce the damage function 

for that draw, also interpolating linearly between the resultant 1-degree Celsius value and the origin 

since damages at zero temperature increase can be assumed to be zero. Importantly, this 

uncertainty sampling scheme preserves the covariance between regions arising through 

connections in the global trade network. 

Lastly, we incorporated their results into our model via the equation,  

𝐴𝑔𝑃𝑐𝑡𝐶𝑜𝑠𝑡𝑖,𝑡 = 𝜎𝑖 (
𝑦𝑝𝑐𝑖𝑡
𝑦𝑝𝑐𝑖1990

)
−𝜖

⏟          
ag share

𝑓𝑖(𝑇𝑡), 

where 𝐴𝑔𝑃𝑐𝑡𝐶𝑜𝑠𝑡𝑖,𝑡 is the damage in the agricultural sector as a proportion of GDP in region 𝑖 at 

time 𝑡; 𝜎𝑖 is the share of agriculture in GDP in 1990 in region 𝑖; 𝜖 = 0.31 is the income elasticity 

of the agriculture share in GDP98; and 𝑓𝑖 is the piecewise linear function for region 𝑖 resulting from 

the steps described above. 

2.4 Discounting 
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Our discounting approach directly follows from NASEM recommendations as developed by 

Newell, Pizer, and Prest1,31. Given the long residence time of CO2 in the atmosphere, the damages 

from CO2 emitted today persist for centuries. These future damages must be converted to present 

dollar equivalents using an appropriate discount rate. The climate economics literature typically 

uses Ramsey-style discounting that links the discount rate to future economic growth99. This 

linkage leads to the Ramsey-like equation for the discount rate over time, denoted 𝑟𝑡:  𝑟𝑡 = 𝜌 +
𝜂 × 𝑔𝑡 , where 𝜌 is the rate of pure time preference,  𝑔𝑡  is the average rate of consumption growth 

from the year of the emissions pulse (described in the next section) to year 𝑡, and 𝜂 × 𝑔𝑡  reflects 

the extent to which society discounts damages because future individuals are relatively wealthier. 

More specifically, 𝜂 reflects how much the marginal value of consumption declines as 

consumption increases (a 1% increase in consumption corresponds with a 𝜂% decline in the 

marginal value of a dollar). 

We evaluate the stochastic discount rate for each realized path of uncertain consumption growth 

(𝑟𝑡 = 𝜌 + 𝜂𝑔𝑡), explicitly and structurally modelling the uncertainty in discount rates that is often 

summarized by a declining term structure100. This uncertainty in the discount rate leads to a 

stochastic discount factor (𝑆𝐷𝐹𝑡) used to discount future marginal climate damages. The 𝑆𝐷𝐹𝑡 can 

also be written equivalently in terms of relative consumption levels54,101 as 

𝑆𝐷𝐹𝑡 =
1

(1 + 𝜌)𝑡
(
𝑐𝑡
𝑐2020

)
−𝜂

. (6) 

We use this 𝑆𝐷𝐹𝑡 to discount marginal climate damages (𝑀𝐷𝑡) to a present value. 

While the climate economics literature routinely uses a Ramsey-like approach to 

discounting32,54,101–105, prior estimates by the US IWG disconnected discounting and future 

economic growth by using a constant, deterministic discount rate. That approach implicitly 

assumes that 𝜂 = 0, corresponding to no linkage between consumption growth and discounting as 

well as zero aversion to risk. Our approach re-establishes the Ramsey-like link between growth 

and discount rates. We use 𝜌 and 𝜂 values that were empirically calibrated3 to be consistent with 

the RFF-SPs and evidence on the observed behaviour of interest rates48. This procedure also 

produces near-term risk-free discount rates (defined as the average risk-free discount rate over the 

first decade of the time horizon) consistent with the desired values, such as those reported in Fig. 

2. Our preferred SC-CO2 estimate corresponds to a near-term 2% rate, which is consistent with 

real risk-free interest rates over the last 30 years, and uses 𝜌 = 0.2% and 𝜂 = 1.243,31. The (𝜌, 𝜂) 

values corresponding to the alternative near-term rates of 1.5%, 2.5%, and 3% are (0.01%, 1.02), 

(0.5%,1.42), and (0.8%,1.57), respectively. 

The Ramsey-like form for the discount rate is a standard approach to value marginal impacts and 

account for their risk amid uncertainty in future payoffs and consumption levels in the discounted 

expected utility framework53,54. In that framework, the value of the η parameter reflects the degree 

of risk aversion as well as the inverse of the intertemporal elasticity of substitution. That 

framework is also used for benefit-cost analysis of policy and regulatory analysis under 

uncertainty, as it quantifies the risk premium associated with uncertainty and risk aversion in the 

valuation of a marginal emission of CO2. While the Ramsey framework is widely used, other 

considerations for decision-making under uncertainty in context of climate change, such as the 

role of epistemic uncertainty and alternative preference structures including ambiguity aversion, 
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have also been proposed106. We use the discounted expected utility framework because it is the 

most established and widely used framework for regulatory and policy analysis107,108. 

2.5 Estimating the SC-CO2  

We estimate the SC-CO2 in a three-step calculation process. In the first step, we run the GIVE 

model out to the year 2300 for two separate cases: a “baseline” case and a “perturbed” case that 

adds an extra 0.1 MtC pulse of CO2 emissions in the year 2020 and is otherwise identical. In the 

second step, we calculate marginal climate damages in year 𝑡 as the difference in modeled damages 

per tonne between the pulse and baseline runs as 

𝑀𝐷𝑡 =∑∑(𝐷𝑎𝑚𝑎𝑔𝑒𝑠 𝑤𝑖𝑡ℎ 𝑃𝑢𝑙𝑠𝑒𝑡𝑑𝑟 −𝐵𝑎𝑠𝑒𝑙𝑖𝑛𝑒 𝐷𝑎𝑚𝑎𝑔𝑒𝑠𝑡𝑑𝑟)

𝑅𝑑

𝑟=1

4

𝑑=1

, (7) 

where we aggregate over each of the four damage sectors 𝑑 at their respective geographic 

resolutions (i.e., countries or regions) 𝑟. 

In the third and final step, we calculate the SC-CO2 by discounting these marginal damages using 

the stochastic discount factors 𝑆𝐷𝐹𝑡 from equation (5) above and then aggregate them over time 

into a single present value 

𝑆𝐶˗𝐶𝑂2 = ∑ 𝑆𝐷𝐹𝑡 × 𝑀𝐷𝑡

2300

𝑡=2020

. (8) 

For our preferred results, we calculate 10,000 unique SC-CO2 estimates. For each estimate, we 

sample the RFF-SP scenarios to account for uncertainties in global CO2, CH4, and N2O emission 

trajectories in addition to country-level population and GDP growth levels. We also sample 

parametric uncertainties in the FaIR and BRICK models as well as the agricultural and 

temperature-related mortality damage functions (Extended Data Table 2). As described above, our 

preferred SC-CO2 estimate uses discounting parameters of 𝜌 = 0.2% and 𝜂 = 1.24 for a near-

term rate of 2%. 

When we report partial SC-CO2 estimates for a given damage sector, we follow the estimation 

procedure outlined above, but only include the impacts from that individual sector when 

calculating marginal damages in equations (7) and (8). We normalize our estimates based on the 

emission pulse size and report all results throughout the paper in units of 2020 US dollars per 

metric tonne of CO2. We use the implicit GDP price deflator from the U.S. Bureau of Economic 

Analysis to convert values to 2020 dollars. 

We typically summarize the distribution of our 10,000 SC-CO2 estimates by its mean, i.e., 

𝐸[𝑆𝐶˗𝐶𝑂2], where the expectation operator is taken jointly over all uncertain parameters 

determining marginal damages (𝑀𝐷𝑡) and the stochastic discount factor (𝑆𝐷𝐹𝑡). This calculation 

is consistent with economic theory for pricing investments and other actions with uncertain 

payoffs, and therefore properly accounts for the risk premium in the valuation of a marginal 

emission of CO2 owing to the many compounding uncertainties we model46. 
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Extended Data Figures and Tables 

Extended Data Table 1 | Mean SC-CO2 values (with 5th–95th quantile ranges), by damage function and 

discount rate ($/t-CO2). 

Our preferred estimates correspond to the GIVE sectoral damage functions at a 2% near-term discount rate, shown in 

bold. All results use the RFF-SP scenarios, a stochastic growth-linked discounting framework, and sample uncertain 

climate, sea level, and damage function parameters, including for DICE-2016R and Howard & Sterner damage 

functions. The DICE-2016R damage function is based on Nordhaus 2016 (see page 2 of Nordhaus 2016 Supplemental 

Information)32. The Howard & Sterner damage function is based on the base coefficient in their Table 2, specification 

(8). All SC-CO2 values are expressed in 2020 US dollars per metric tonne of CO2. 

 Near-term discount rate 

Damage 

function 
1.5% 2% 2.5% 3% 

GIVE 

sectoral 

$308 

($94–$626) 

$185 

($44–$413) 

$118 

($23–$280) 

$80 

($12–$197) 

DICE-

2016R 

$275 

($35–$690) 

$152 

($20–$390) 

$91 

($12–$233) 

$59 

($8–$149) 

Howard & 

Sterner 

$370 

($106–$828) 

$205 

($56–$468) 

$123 

($33–$286) 

$80 

($22–$183) 

 

Extended Data Table 2 | Sources of SC-CO2 uncertainty. 

The left column shows the inputs and components of the GIVE model that contribute to uncertainty in the SC-CO2. 

The right column briefly describes these uncertainties and their sources. 

Model Component Uncertainty Source 

Global CO2, CH4, and N2O 

emission trajectories 

RFF-SPs3 

Country-level GDP growth 

rates 

RFF-SPs3,10 

Country-level population RFF-SPs9 

FaIR climate-carbon cycle 

model 

2,237-member constrained ensemble of the uncertain 

parameters (sampled with replacement) from IPCC AR6 

report74 

BRICK sea-level model 10,000-member ensemble of the uncertain parameters derived 

from a Bayesian calibration framework15,16  

Agriculture damage function Uncertain damage coefficient distributions based on Moore et 

al.18 

Temperature-related mortality 

damage function 

Uncertain damage coefficient distributions based on Cromar 

et al.19  
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Extended Data Fig. 1 | SC-CO2 distributions are robust to different damage function specifications ($/t-CO2). 

Distributions of the SC-CO2 using the damage functions from GIVE (orange, our preferred specification), DICE-

2016R32 (blue), and Howard & Sterner33 (red) for near-term discount rates of 1.5%, 2.0%, 2.5%, and 3.0%. All results 

use the RFF-SP scenarios, a stochastic growth-linked discounting framework, and sample uncertain climate, sea level, 

and damage function parameters, including for DICE-2016R and Howard & Sterner damage functions. The DICE-

2016R damage function is based on Nordhaus 2016 (see page 2 of Nordhaus 2016 Supplemental Information)32. The 

Howard & Sterner damage function is based on the base coefficient in their Table 2, specification (8). All SC-CO2 

values are expressed in 2020 US dollars per metric tonne of CO2.  
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Extended Data Fig. 2 | Discounted marginal damages by year, preferred 2% near-term discount rate case. 

Solid line represents mean discounted marginal damages for a one-tonne CO2 emissions pulse in 2020, dotted line 

represents the median, with darker shading spanning the 25-75% quantile range and lighter shading spanning the 5-

95% quantile range. All SC-CO2 values are expressed in 2020 US dollars per metric tonne of CO2. 
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Bridge: Chapter 2 to Chapter 3 

 

Like Chapter 2, the next chapter leverages the Mimi platform and integrated assessment models to 

evaluate climate policy, with a particular focus on uncertainty. This project does not include the 

social cost of carbon, and instead evaluates mitigation policy as defined by a time-series of 

mitigation rates. While Chapter 2 makes significant strides in characterizing, incorporating, and 

presenting parametric uncertainty using probabilistic distributions, this chapter steps away from 

evaluating greenhouse gas mitigation policy by maximizing the expected value of welfare, and 

instead uses a robust decision-making approach to evaluate policy through a regret-averse lens. 

Widening our view, the new integrated assessment mode presented in Chapter 1, GIVE, is just one 

of well-over 100 models we consider in Chapter 3. Here we step back and ask a very important 

question: “What if the models are wrong? 
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Chapter 3: Considering Robustness to Deep Uncertainties Drives More Rapid 

Emissions Reductions  

1. Main 

Anthropogenic climate change drives sizable risks to human and natural systems (1). International 

agreements call for mitigating greenhouse gas emissions to net zero by mid-century (2, 3). 

However, designing a mitigation strategy is a nontrivial task that necessitates  quantifying the costs 

of mitigation alongside the benefits of avoided damages from climate change. Researchers use a 

variety of analytical frameworks and models, such as integrated assessment models (IAMs), to 

project the impacts of climate change and compare the relative strengths and weaknesses of 

mitigation policy options. Integrated assessment models link the climate and the economy to 

estimate the social cost of carbon, which plays a major role in government environmental agency 

policy analysis and (4–8). Within an optimization framework these models can also generate 

carbon dioxide mitigation pathways that maximize policy objectives, such as expected net benefits 

over time, and yield a corresponding carbon tax. 

A fundamental difficulty faced by policymakers is consolidating results from the multitude of 

available models, each of which has a unique parameterization and structure. In other words, IAMs 

are plagued by “deep uncertainty”, defined as a “situation where the system model and the input 

parameters to the system model are not known or widely agreed on by the stakeholders to the 

decision” (9). Despite decades of research, stakeholders and policymakers alike still face 

uncertainties about core structural elements such as socioeconomic projections, abatement costs 

in an evolving technological environment, and the economic impacts of historically unprecedented 

temperature anomalies. This is a case of deep uncertainty because decisionmakers can enumerate 

a breadth of plausible future scenarios and relationships but are generally unable to assign them 

relative probabilities (10). Policy makers need assessments to design and implement mitigation 

policies now that explicitly account for these uncertainties and cannot simply wait for them to be 

resolved. Constructing policy against this backdrop is challenging (11).  

Adopting a single IAM structure and single characterization of uncertainties produces a single 

mitigation pathway. Since there are multiple IAM structures and multiple characterizations of 

uncertainties, a policymaker faces the complicated task of choosing or combining these results. 

One frequently employed solution is to simply choose a single IAM based on some criteria and 

ignore the others. Alternatively, one may conclude that the uncertainty is too widespread and reject 

using integrated assessment models in climate policy analysis, instead preferring to rely on expert 

elicitation, simpler models, or to refocus efforts on cost-effectiveness analysis (12–14). A third 

option applies the principle of insufficient reason (15, 16) by assigning equal probability to all 

considered model structures and taking the average of model results (6). While this approach seems 

attractive for its simplicity, the Laplace Principle requires that we have no reason to believe one 

outcome is more likely than the other, which is not always the case for IAM structures (17). 

In this paper, we take a different approach to decision-making under uncertainty and apply a robust 

decision-making method focused on the deep structural uncertainty of integrated assessment 

models. Robust decision-making methods provide a framework for using multiple IAMs to inform 

climate policy discussion without requiring explicit probabilities for each structure (18). This 
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approach also disaggregates results and allows for a more explicit examination of tradeoffs and 

the contributions of different uncertain elements to the output policy suggestions. A well-

established body of literature surrounds the use of these methods for environmental problems and 

policy analysis, including climate change mitigation (19–23). A subset of this literature focuses on 

integrated assessment modeling and climate policy, providing several key innovations. First, 

several works outline the theoretical foundations for applying a single regret-based robustness 

approach, namely the minimizing maximum (minimax) regret criteria, to climate policy and IAMs. 

These include relatively stylized examples that vary the parameterization of a single model (24–

26). Iverson (2012) presents robust decision-making as a valuable option to support climate policy 

and represents the uncertainty of a single integrated assessment model (DICE) using three discrete 

levels each for the climate sensitivity and damage function coefficient parameters. Second, a few 

notable studies analyze a wider set of structures from published models and/or compare the results 

from multiple criteria for choosing the most robust policy (27–30). Rezai and van der Ploeg (2017) 

apply three different robustness criteria and characterize temperature module uncertainty by 

substituting in four distinct temperature modules, including three from the foundational integrated 

assessment models: DICE, FUND, and PAGE. Third, a recent paper provides additional insights 

into how optimizing for different objectives, be they defined as reaching a climate target or limiting 

social inequality, reveal tradeoffs in climate policy (28). 

Guided by this literature, we hypothesize that adopting a robust decision-making framework and 

a more comprehensive treatment of structural uncertainty of IAMs yields more stringent near-term 

mitigation policies. The hypothesized mechanism is that shifting from expected utility 

maximization to regret aversion drives stricter mitigation policies than suggested by averaging 

models.  

To test these hypotheses, we incorporate both deep structural and quantifiable parametric 

uncertainties across 120 unique IAM structures and find support for rapid mitigation and strictly 

limiting temperature increases. The most robust policy exhibits full decarbonization by the year 

2040 and limits the expected temperature anomaly to an average of 2.2°C across the considered 

possible futures. This policy takes a precautionary approach, mitigating rapidly to avoid risking 

the potential welfare consequences of a particularly high-emissions scenario combined with a 

high-impact climate damage function. 

Our analysis encompasses both optimal policy generation and evaluation of each policy across 

many states of the world. This self-contained, one-to-one matched framework allows us to 

decompose results and derive insights into the dominant drivers of regrets. We find sensitivity to 

the uncertainty in the temperature-damage relationship and in the future socioeconomic scenarios 

projecting population, gross domestic product (GDP), and CO2 emissions. Further, we can directly 

compute and compare the optimal policy resulting from the Laplace Principle approach of 

assigning equal probability to each model. We incorporate a wide range of structural uncertainties. 

These include both GDP-growth and GDP-levels damage functions, two distinct climate models 

from recent literature, two abatement costs models which differ in their year of available net 

negative emissions, and five exogenous socioeconomic scenarios. Finally, we include a 

comprehensive treatment of quantifiable parametric uncertainty through calculations of expected 

welfare and expected regret. 

Selecting the Most Robust Policy 
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We create 120 unique model structures from the published literature, use these to derive mitigation 

policy candidates, employ the minimizing maximum regret (minimax) criterion to examine the 

performance of each policy across a range of possible futures, and rank candidates by robustness 

(Fig. 5). (See Extended Data Table 3. for a glossary of key terms.) 

We consider an integrated assessment model to be composed of four primary modules: 

socioeconomic, climate, abatement costs, and damages (Extended Data Table 4) (31). We 

characterize the deep uncertainty of IAMs as structural uncertainty whereby we do not have a 

strong consensus on the probabilities of individual IAM components being the correct 

representation of a given module. Most published IAMs account for quantifiable, or shallow, 

uncertainty through parameters with assigned probability densities. We include these parametric 

uncertainties in each module as available and use a Monte Carlo Simulation approach to include 

them. 

Integrated assessment models can generate mitigation policy options. For each IAM, we find the 

time-series of mitigation rates that balance costs of abatement with damages of climate change that 

maximize expected welfare using a social welfare function (see Methods). Repeating this step for 

each model yields one optimal policy for each structure, generating a total of 120 candidate 

policies. Intuitively, a policy will be the optimal choice if it maximizes welfare while assuming 

the model structure that accurately depicts the future state of the world (SOW). For computational 

feasibility and clarity of analysis, and because we can assume that each unique parameterization 

of a given model structure is equally likely, we compute expected welfare across the 

parameterizations of a given future state of the world. This collapses parametric uncertainty using 

the expected value but retains the discrete enumeration of possible model structures under deep 

uncertainty. 

We pick the policy that minimizes maximum regret. Regret theory differs from a classic expected 

utility framework. Instead of picking the strategy that has the best expected value outcome, we 

instead ask “What happens if we are wrong? How much better could we have done?” Deciding 

under uncertainty can lead to a suboptimal outcome, and this approach centers the regret defined 

as the difference between the realized suboptimal outcome and the best possible outcome (32, 33). 

We use the minimax regret criterion to rank policies by robustness and explore how the deep 

structural uncertainty of IAMs affects the robustness of climate policy design. This minimax 

criterion has a long history in the decision theory literature (33) and more recent applications in 

the climate policy literature (25, 27, 29, 30). As previously defined, regret for a policy-SOW 

combination is the difference between how the policy performs in the SOW, and how the optimal 

policy for that SOW performs. The most robust policy under the minimax regret criterion is the 

one with the smallest maximum regret across the 120 values.  
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Fig. 5 | Methods Flowchart 

The high-level inputs, outputs, and processes of the methods. Blue trapezoids represent inputs or outputs, gold 

rectangles processes, and the green ovals the result. 

Increasing Decarbonization Speed Increases Robustness 

The policy that minimizes the maximum regret is at the upper end of decarbonization rates 

compared to the full set of candidate policies, reaching 100% mitigation in 2040 and rapidly 

incorporating negative emissions after that year (Fig. 6, Extended Data Fig. 3). Most policies 

decarbonize rapidly until 2030. After 2030, the rates begin to diverge with some continuing high 

rates of reduction and others leveling off. The earliest year of zero CO2 emissions across candidate 

policies is 2040, however nearly 70% of policies do not fully decarbonize until after 2050 and 20% 

until 2100 or later, with a subset of those never reaching full decarbonization. Comparing the 

robust mitigation path with a few alternative policies provides some intuition about the 

implications of using the minimax regret method, and robust decision-making more broadly, to 

select preferred mitigation policies. 
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Fig. 6 | Optimal mitigation rate paths vary in robustness: the most robust path decarbonizes rapidly 

All considered candidate policies (grey lines) with five highlighted representative policies including (1) the most 

robust policy when minimizing maximum regret (green) (2) the most robust policy when minimizing mean regret 

(blue) (3) an additional policy, not considered in robustness analysis, that optimizes expected welfare across all states 

of the world (red), and policy approximations for commonly cited integrated assessment models (4) Dynamic 

Integrated Model of the Climate and the Economy 2023 (DICE2023) (gold) and (5) Greenhouse Gas Impact Value 

Estimator (GIVE) (purple). Solid colored lines show policies selected based on a selection rule and dashed colored 

lines show policies corresponding to a single model. Each point along the x-axis shows the date when each policy 

reaches full decarbonization. Colored dots with black outlines show decarbonization dates for the five highlighted 

representative policies. 

The robust policy is more stringent than the optimal policies for structural approximations of two 

popular IAMs, DICE2023 (34) and GIVE (7). For consistency with the framework of this paper, 

these two approximations and their resultant optimal policies may differ slightly from their 

originally published forms (see Methods). 

Applying the Principle of Insufficient Reason also generates a comparatively relaxed policy. 

Assuming there is no evidence that one structure is more or less likely than another, we assign 

each structure equal probability and maximize the expected welfare across all future states of the 

world. The resultant policy fully decarbonizes in 2078, nearly thirty years later than the most robust 

policy, and shows a slower rate of mitigation particularly in the second half of the century. This 

result suggests that policy recommendations based on averaging over the results of existing IAMs 

may lead to more cumulative emissions, and higher temperatures, than those derived from robust 

decision-making criteria. Note that while we add this policy for comparison, it is generated 

separately and is not one of the 120 candidates in the primary analysis since it uses a different 

maximization equation (see Methods). 

The minimax regret criterion reflects highly regret-averse attitudes and is sensitive to worst-case 

outcomes (35). An alternative robustness metric ranks policies by minimizing the mean regret 

(minimean). A robustness criteria based on the central tendency of regret, as opposed to the worst-

case, is more tempered against worst cases. We find that the policy selected using the minimean 

criteria is nearly identical to that identified by the minimax criteria, though it decarbonizes slightly 

more slowly in the first half of the century. 

Increasing Robustness Reduces Risk of Extreme Warming 
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Applying robustness criteria, especially conservative ones like the minimax criteria, reduces 

upper-tail temperature scenarios (Fig. 7, Extended Data Fig. 6). Temperature outcomes from the 

robust policy are varied, subject to the possibility of high-emissions future scenarios, but the set 

of outcomes is noticeably constrained and avoids higher temperature anomalies. Strict 

decarbonization stabilizes temperatures more quickly, as opposed to allowing for significant 

increases past the end of the century. 

 

 
Fig. 7 | The robust policy limits temperature increase and avoids worst-case warming scenarios 

Points show the relationship between temperature in 2100 and the maximum expected temperature for all policies 

(green) and the most robust policy (brown). Normalized histograms show the distribution of mean temperature in 2100 

(top, x-axis) and maximum mean temperature (right, y-axis) policy-state of the world pairs using the same color 

scheme. 

Each policy produces 120 global mean temperature trajectories, one for each possible state of the 

world and calculated by taking the expectation across Monte Carlo runs incorporating parametric 

uncertainty. Considering the full range of 14,400 temperature paths generated by combining 120 

policy candidates with 120 states of the world, maximum temperatures are on average 2.5°C, but 

range from 1.8 to 5°C. In contrast, the subset of 120 temperatures generated from the robust policy 

peak at an average of 2.2°C, ranging from 1.8 to 2.6°C depending on the realized SOW (Extended 

Data Fig. 4-5). While the means only differ by a fraction of a degree, the most robust path avoids 

tail-case events of high warming. The most robust policy takes immediate and rapid action to 

stabilize temperatures by around 2100, as compared to many policies that reach peak temperatures 

well beyond 2100 (Fig. 7). 
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Asymmetric Regret from Under-abatement Drives Stringent Action 

The deep uncertainty about damage impacts and socioeconomic trajectories in future states of the 

world drives a noticeable asymmetry in regret patterns (Fig. 8). Specifically, the possibility of 

convex or persistent economic damages with respect to temperature, paired with uncertainty about 

future socioeconomic scenarios, results in strongly negative welfare consequences of slow 

mitigation policy (Fig. 9, Extended Data Fig, 7-8). The corresponding asymmetric regret from 

under-abating drives the precautionary tendency of the robust policy to abate aggressively in the 

face of uncertainty. This uneven relationship is especially pronounced for those impact functions 

that model an effect on economic growth, such as those in Dell et al. (2012) and Kahn et al. (2021) 

(36–38). Previous studies recognize these two modules as both influential for conclusions about 

climate policy and lacking in scientific consensus, posing clear challenges for interpreting and 

using results (39–44). 

Cumulative emissions are another useful summary statistic for policy candidates. While in 

previous sections we use the year a policy reaches net-zero emissions as a metric for comparisons, 

the time path of mitigation is highly consequential for temperature and resultant damages. This 

trajectory dictates cumulative CO2 emissions, which determine the maximum warming for decades 

well-after emissions reduce to zero. Persistent negative emissions may eventually reduce the 

temperature anomaly below that maximum (3, 45, 46). 

We can characterize the suboptimality of a policy as the difference between optimal cumulative 

emissions in a future state of the world and the cumulative emissions under the implemented 

policy. This representation clearly shows disproportionately high regret from emitting above the 

optimal amount as opposed to being overly-conservative (Fig. 8). For example, average regret 

from over-emitting about 500 GtC (+/- 10 GtC) is over ten times as high as that for under-emitting 

the same amount. For the same deviation of 500 GtC (+/- 10 GtC), maximum regret across all 

policy-SOW pairs from over-emitting is nearly fifty times as high as that for under-emitting. 
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Fig. 8 | Asymmetric regret and the minimax criterion. 

 Each point represents a policy-state of the world pair, with the divergence from the optimal cumulative emissions in 

a realized state of the world on the x-axis and the subsequent regret on the y-axis. Colors indicate the maximum 

expected temperature anomaly along the realized temperature path. Larger circles with a black outline represent the 

pair that creates maximum regret, one for each policy. This is the regret value that determines the rank of a given 

policy under the minimax regret criterion. 

An important question that follows this observation is whether uncertainty about specific structural 

components drives the asymmetry, and, if so, which components? We find that the distinct 

groupings of rays (Fig. 8) are largely determined by two state of the world characteristics: the 

damages module and socioeconomic module (Fig. 9, Extended Data Fig. 7-8). The damage 

function realized in a future state of the world drives the regret asymmetry and creates the risk of 

extremely high welfare losses from under abatement. Future states of the world where climate 

damages impact economic growth (DJO and Kahn) dominate the highest regret policy-SOW pairs, 

marking a clear delineation from the levels impact functions (Fig. 9). This suggests that while 

experts continue to grapple with forecasting the channels of impacts climate change will have on 

the economy, a regret-based approach encourages hedging against the possibility of persistent 

impacts on economic growth (47). Incorrect assumptions about future socioeconomic scenarios 

also have sizable consequences for future regret (Extended Data Fig. 8). For example, optimistic 

predictions of future emissions such as those in Shared Socioeconomic Pathway 1 produce low 

mitigation rate policies with high consequences for welfare if these predictions fail. 
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Fig. 9 | The socioeconomic and damages modules drive patterns of regret and asymmetry. 

Each point represents a policy-state of the world (SOW) pair, with the divergence from the optimal cumulative 

emissions in a realized SOW on the x-axis and the subsequent regret on the y-axis. Rows indicate module type, with 

socioeconomic module on the top (A, B) showing the five Shared Socioeconomic Pathways (SSPs) and damages 

module on the bottom (C, D) showing the six damage modules Dynamic Integrated Model of the Climate and the 

Economy 2023 (DICE2023), Dell, Jones, and Olken (DJO), Greenhouse Gas Impact Value Estimator (GIVE), Howard 

and Sterner specifications 4 and 7 (HS4, HS7) , and Kahn et al. (Kahn). Column 1 (A, C) groups the points by 

characteristic of the policy (e.g. the damage function assumed during the optimization that generated a given policy). 

Column 2 (B, D) groups the points by characteristic of the state of the world (e.g. the damage function realized to 

characterize a future).  
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Research Needs 

A few avenues of future research could enhance this work. Incorporation of additional elements 

of deep uncertainty, such as climate system tipping points, may enhance our understanding of the 

relative contributions of the breadth of uncertainties on the robustness of given climate policies. 

Similarly, adding abatement costs structures which incorporate social, political, and technological 

interactions to better model plausible trajectories would significantly enhance our analysis. 

In addition, a more detailed analysis of how the choice of consumption discount rate may affect 

results and robustness outputs is a natural extension of this work. Discount rates are highly 

consequential in climate-economy modeling and are featured prominently in current debates and 

the literature (48–51). We choose to incorporate discount rates as a sensitivity (see Methods), while 

a recent publication incorporated them as one axis of structural uncertainty, concluding with 

support for a two percent discount rate (27). We acknowledge the importance of discount rates to 

this literature, including both the empirical and normative dimensions of the parameter choice, but 

leave an in-depth discussion and analysis (beyond what is included in the Methods) for a separate 

paper. 

Discussion 

Policymakers face tradeoffs between spending on abatement and incurring damages from climate 

change. Switching from maximizing expected welfare to applying the minimax regret criterion 

directs attention to the importance of aggressive abatement, a result driven by the uncertainty in 

the socioeconomic and damages modules. Minimizing regret hence suggests an aggressive 

decarbonization policy in response to structural uncertainties. Based on our findings we 

hypothesize that a particular focus on refining the set of plausible socioeconomic futures and 

temperature-damage relationships will have the largest impact on these results, as could a more 

comprehensive approach to abatement costs uncertainty. 

Interestingly the proposed robust policy generally aligns with the suggestions of some recent 

single-IAM papers that seek to compute optimal policies under IAMs updated to be consistent 

with the current literature and compare these policies to international targets (52, 53). This paper’s 

robust decision-making method arrives at a policy suggestion through consideration of a wide 

array of IAMs instead of selecting just one. This may make it a more palatable technique for 

policymakers seeking to utilize IAMs, especially considering the diversity of research and ongoing 

debates in the field.  

Research on different aspects of climate-economy modeling is advancing rapidly, but the 

uncertainty embedded in modeling future socioeconomic drivers and dynamics, compounded with 

climatic conditions never-before experienced by humans, makes scientific consensus difficult at 

best. Decision-making under uncertainty provides policymakers and researchers with a set of tools 

and criteria designed for this type of deeply uncertainty problem with which to evaluate climate 

policy. This paper combines state-of-the-art research across integrated assessment model 

components with a decision making under uncertainty regret-based framework  to provide useful 

contributions to discussion about mitigation policy. 
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2. Methods 

2.1 Model Structures and States of the World 

We build 120 model structures based on the existing published literature (Extended Data Table 4) 

and prioritize covering a range of structures within each of the four primary categories 

(socioeconomic, abatement costs, climate, and damages) that are compatible with the IAM 

framework with minimal modifications to their published formulations. We also include 

parametric uncertainties when available. Each structure characterizes a plausible future state of the 

world and is used both (1) to create a candidate mitigation policy and (2) as a future state of the 

world to test the full array of policies against. 

As such, we define a state of the world i as the linked combination of four primary modules: 

socioeconomic module j, abatement costs module k, climate module l, and damage module m that 

make up one model structure. 

𝑆𝑂𝑊𝑖 = 𝑆𝑜𝑐𝑖𝑜𝑒𝑐𝑜𝑛𝑜𝑚𝑖𝑐𝑗  × 𝐶𝑙𝑖𝑚𝑎𝑡𝑒𝑘  ×  𝐴𝑏𝑎𝑡𝑒𝑚𝑒𝑛𝑡𝐶𝑜𝑠𝑡𝑠𝑙 × 𝐷𝑎𝑚𝑎𝑔𝑒𝑠𝑚   for  ( 1 ) 

 j in SSP1, SSP2, SSP3, SSP4, SSP5, 

 k in FaIR, SNEASY, 

 l in DICE2023_2050, DICE2023_2100, and 

 m in HS4, HS7, DICE2023, GIVE, DJO, Kahn 

Climate 

We include two climate models.  

1. FaIR: The Finite Amplitude Impulse Response model (FaIR) is an open-source, emissions-

based simple climate model that replicates the relationships between emissions and 

temperature found in larger Earth system models (54–56). This model was recommended 

as a top candidate for use in updated integrated assessment modeling by the National 

Academies of Sciences (31) and is used extensively in the literature including in the recent 

IPCC Sixth Assessment Report (AR6) (55).Parametric uncertainty is captured through a 

93,995-member set of calibrated parameters (54). 

2. SNEASY: The Simple Nonlinear Earth System Model (SNEASY) is simple climate model 

with a nonlinear carbon cycle (57, 58). SNEASY is calibrated extensively with 

observational data sets. We sample parametric uncertainties using 10,000 sets of 

parameters from their joint posterior distribution, given the observational data. 

These two climate models are calibrated to differing historical datasets, so we normalize the global 

mean surface temperature anomaly over 2006-2015 relative to a preindustrial period of 1850-1900 

to 0.87°C based on IPCC estimates (59). 

We use the Building Blocks for Relevant Ice and Climate Knowledge (BRICK) sea-level model 

to translate global mean surface temperature into global mean sea-level rise (60–62). BRICK 

estimates global mean sea-level rise as the sum of contributions from the Greenland and Antarctic 

ice sheets, glaciers and small ice caps, thermal expansion, and land water storage and includes a 

rapid ice sheet disintegration tipping point representation for the Antarctic ice sheet. We sample 

parametric uncertainty sets of parameters from Rennert et al. (2022) for coupling with FaIR, and 

Wong et al. (2022) for coupling with SNEASY. 
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Socioeconomic 

We use five socioeconomic scenarios, known as the Shared Socioeconomic Pathways (SSPs). For 

each pathway we obtain a global carbon dioxide emissions trajectory paired with country-

resolution population and GDP trajectories and labeled SSP1-5 (42). Since we are imposing 

mitigation policies on top of these paths, we use the benchmark, or “business as usual” (BAU) 

scenarios from the SSP dataset. We extend these country-resolution projections of GDP and 

population past the year 2100 to 2300 using a recently published dataset by Benveniste et al. (63, 

64). Guided by the literature, we ramp CO2 emissions down linearly to zero by 2250 (64).  

We recognize recent important work in this domain including incorporating expert elicitation to 

create probabilistic socioeconomic projections (39) and addressing endogenous of sociological, 

political, and technological processes (43), we are limited to using BAU policies that do not 

incorporate assumptions about future mitigation policy layered on top of current policy. 

Abatement Costs 

Both abatement costs modules are based on the 2023 Dynamic Integrated Model of Climate and 

the Economy (DICE2023), the most recent in a series of versions of the DICE model (65).  

The feasibility of negative carbon emissions, both in terms of timing and magnitude, is 

consequential for choosing mitigation rate policies (3, 66–68). Deep uncertainty about 

technological processes, costs, and their interplay with sociopolitical factors make it difficult to 

make predictions about negative emissions (69, 70). We introduce this element of uncertainty by 

creating two abatement costs structures. The more optimistic structure allows for negative 

emissions after 2050 mirroring the use of negative emissions technologies by about mid-century 

in recent IPCC publications (3). The second delays the feasibility of negative emissions until after 

2100. These two modules are labeled DICE2023_2050 and DICE2023_2100 respectively. The 

maximum feasible mitigation rate is set to 120% of baseline emissions rate as implemented in 

DICE. Further constraints on mitigation rates are explained in the Generating Candidate Policies 

section below. 

We represent parametric uncertainty using Uniform distributions for the exponent of the control 

cost function (26), the initial backstop price (71), and the initial cost decline backstop cost per 

period (26) (Extended Data Table). 

Damages 

We implement six damage functions that translate changes in mean surface temperature to impact 

on the economy, or more specifically to GDP. Four of these functions connect change in 

temperature to impact on the level of GDP in a given year, while the other two represent damage 

as impacting GDP growth. 

1. HS4 and HS7: Howard and Sterner (2017) present a meta-analysis-based global damage 

function employing a quadratic function of mean global temperature anomaly to produce 

damages as a fraction of annual global GDP (72). We include the authors’ preferred 

regression specification 4 (HS4) as well as specification 7 (HS7), as used in recent 

proposed rulemaking analysis by the Environmental Protection Agency (72, 73). Table 2 

in the main Howard and Sterner (2017) publication provides the parameterizations and 

uncertainty specifications for this damage function. 
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2. DICE 2023: The 2023 Dynamic Integrated Model of Climate and the Economy 

(DICE2023) uses meta-analysis-based global damage function, the latest in a series of 

DICE damage functions commonly used in the literature (65). This quadratic function of 

temperature anomaly generates impacts as a fraction of annual GDP. We include 

parametric uncertainty on the quadratic term coefficient. 

3. GIVE: The Greenhouse Gas Impact Value Estimator (GIVE) is an open-source integrated 

assessment model that comprehensively responds to the near-term recommendations of the 

2017 National Academies of Sciences, Engineering, and Medicine report (7, 31). 

Individual components in GIVE are based on separate peer-reviewed publications, 

including four damage categories that collectively make up the GIVE impact estimates: 

agriculture (74), mortality (75), energy consumption (76), and sea-level rise (77). The 

agriculture and mortality functions contain parametric uncertainty as fully described in the 

main publication. For computational efficiency we replace the sea-level rise damages 

component of the GIVE model with a reduced form version as generated and used in a 

recent paper by Nordhaus (78). The net impact of these four sectoral damage functions 

represents the levels-based damage estimates of the GIVE model at a spatial resolution of 

184 individual countries.  

4. DJO: Dell, Jones, and Olken (DJO) is an empirically-grounded function that provides our 

first estimation a growth effect term representing the impact of temperature anomaly on 

per-capita GDP growth (36). The estimated relationship differentiates between impacts on 

countries with below-median GDP, which see significant negative impacts on growth, and 

above-median GDP, which see negligible impacts. It has been employed several times in 

recent climate change impacts publications (37, 40, 52). Mirroring Moore et al.’s approach, 

we choose to employ the more conservative 10-lag linear model as defined by Dell et al. 

Table 3, column 4 (40).  The primary publication divides the 125-country panel into high-

income and low-income based on the median GDP per capita in the first year of the 

economic data, gathered from the World Development Indicators (WDI) dataset (36, 79). 

We use the same data source, though the newer version (accessed February 2024) differs 

in available start-year (80). We use global per capita GDP in 1980 as the dividing line 

between high-income and low-income, and classify each country based on its per capita 

GDP in 1980, or earliest year available thereafter if 1980 is not available. 

5. Kahn: Kahn et al. presents a second empirically driven growth-effects damage function 

(38). The authors estimate a linear function of temperature anomaly relative to a moving 

average over global mean temperature. We employ the preferred specification, identified 

as Specification 2 in Kahn et al. Table 1, with a 30-year moving average. Like Dell, Jones, 

and Olken, this model computes a growth effect term to be applied to the counterfactual 

annual GDP growth without a temperature anomaly. 

2.2 Generating Candidate Policies 

We define a policy candidate as a time path of CO2 mitigation rates from 2020 to 2300. More 

specifically, we create a choice variable at 5 - 10-year increments from 2025 to 2150 and hold 

mitigation rates constant from 2150 to 2300. We create 120 policy candidates by optimizing a 

social welfare function to come up with the CO2 mitigation pathway that maximizes expected 
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welfare. To retain computational feasibility, we produce one policy candidate for each state of the 

world (SOW), taking the expectation across all n parameterizations of the same SOW to evaluate 

the performance of a vector of mitigation rates under a particular model structure. We generate a 

policy x by expected maximizing welfare across all n parameterizations of state of the world s 

𝑥 = 𝑚𝑎𝑥 𝐸[𝑤𝑠]             ( 2 ) 

where the policy x is defined as a vector of mitigation rates subject to a set of constraints listed 

below, the expectation is taken across all n states of the world s, and 𝑤𝑠 is the welfare derived by 

applying the mitigation rates in state of the world s under one of n parameterizations. We employ 

a social welfare function W using a discounted utility framework, as is most common for climate 

economics literature and policy (81–83), as follows. 

𝑊 = ∑ 𝐿𝑡 (
1

(1+𝜌)𝑡
)𝑈(𝑐𝑡)𝑡          ( 3 ) 

Where the utility function U is defined as 

𝑈(𝑐) =  {
ln 𝑐  𝑖𝑓𝑓 𝜂 = 1
𝑐1−𝜂

1−𝜂
 𝑖𝑓𝑓 𝜂 ≠ 1

         ( 4 ) 

    

and 𝐿𝑡 is population in year t, ct is average per capita consumption in year t and the parameters 𝜌 

and 𝜂 represent the pure rate of time preference and elasticity of marginal utility of consumption, 

or colloquially risk aversion, respectively. We choose the central specifications for these 

parameters using a recently published expert elicitation and set 𝜌 to 0.5% and 𝜂 to 1.0 (84). A long 

and ongoing literature in climate economics and public policy debate the choice of discounting 

parameterizations, especially under uncertainty and over long time-horizons (48–51). These are 

not a structural uncertainty in this paper, and instead varied for sensitivity analysis (see Sensitivity 

Analysis section) but have been incorporated into similar frameworks in the literature (27, 29). 

The mitigation rate in year t is bounded between 0% and 100% through the year of negative 

emissions (2050 or 2100), after which it has a maximum of 120% as described above in the 

Abatement Costs section. Computing optimal policies using the DICE abatement costs function 

can result in unrealistic mitigation policy scenarios which mitigate more, or faster, than the 

literature suggests is possible (26, 54, 85). We choose to mirror the approach used in van der Wijst 

et al. and introduce bounds guided by the recent IPCC Special Report of Global Warming of 1.5°C 

pathways (3, 85). In short these include (1) a minimum of -20 GtCO2 per year, which may be a 

stricter constraint than 120% of baseline emissions in certain socioeconomic scenarios (2) a 

maximum reduction rate of 2.2 GtCO2 per year. 

2.3 Evaluate Policy Performance in Each State of the World 

We next evaluate the performance of each policy candidate in each state of the world and assign 

each candidate-SOW pair a measure of performance based on the expected welfare across all 

parameter sets for a SOW, producing 120 x 120 performance values. Again, for simplicity of 

presentation and to reduce computational complexity, we do not include the performance of all 
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uniquely parameterized SOWs, but aggregate performance based on the expected welfare across 

all parameterized SOWs characterized by a given model structure.  

2.4 Choosing the Most Robust Policy 

To choose the most robust policy we first calculate the regret for each policy-SOW pair, and then 

use the minimizing maximum (minimax) regret criterion to choose the policy candidate with the 

lowest maximum regret across all model structures. We choose the minimax regret criterion for its 

history of use in decision theory literature (32, 33) and its fairly wide application in environmental 

and climate domains (25, 27, 29, 30). We also consider an alternative metric minimizing the mean 

(minimean) regret.  

The regret for a policy-SOW combination is the difference between how the policy performs in 

the SOW, and how the optimal policy for that SOW performs. The most robust policy under the 

minimax regret criterion is the one with the smallest maximum regret across the 120 values. Note 

the intuition here is that a policy paired with the same SOW it was optimized for will produce a 

regret metric of 0. The regret for a given policy x and state of the world s is calculated informally 

as the difference in welfare between the result of implementing policy x and the best we can 

possibly do in realized state of the world s, or more formally,  

𝑟𝑥,𝑠  = 𝑤𝑥,𝑠  −  𝑤𝑣𝑜𝑝𝑡𝑖𝑚𝑎𝑙,𝑠            ( 5 ) 

𝑤𝑥,𝑠 = 
1

𝑛
∑ 𝑤𝑠𝑖
𝑛
𝑖=1           ( 6 ) 

Where x is our candidate policy defined as a vector of mitigation rates, voptimal is the optimal policy 

in state of the world s, i is one of n random parameterizations, and w is welfare as defined in 

equation 3. Note again that if x == voptimal then regret will be zero.  

Policies are ranked based on their maximum regret, such that the most robust policy has the lowest 

maximum regret. 

2.5 Alternative Policy Candidates 

Fig. 6 displays alternative policy candidates compared to the most robust policy. Below we detail 

the generation of these policies and any caveats relevant to comparisons to current literature. 

1. DICE 2023: We generate the DICE2023 path by combining (1) Shared Socioeconomic 

Pathway 2 (2) the FaIR climate model (3) the DICE2023 damage function and (4) the 

DICE2023 abatement costs function allowing negative emissions in 2100. This is an 

approximation that matches original DICE2023 model as closely as possible without 

introducing inconsistencies with the present framework. 

2. GIVE: We generate the DICE2023 path by combining (1) Shared Socioeconomic Pathway 

2 (2) the FaIR climate model (3) the GIVE damage function and (4) the DICE2023 

abatement costs function allowing negative emissions in 2050. This is an approximation 

that matches original GIVE model as closely as possible without introducing 
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inconsistencies with the present framework, noting that the original GIVE model does not 

include an abatement costs function. 

3. Expected Value over Structural Uncertainty: This policy is generated through a single 

optimization in which the objective function averages over performance in all possible 

states of the world, effectively implementing the Laplace Principle of Insufficient Reason 

and assuming all model structures are equally likely. Importantly note that this policy is 

not one of the set of 120 policies considered in the rest of the analysis, but an additional 

policy for comparison. 

 (
1

120
∑ (

1

𝑛
∑ 𝑤𝑠𝑖,𝑗
𝑛
𝑖=1 ))120

𝑗=1           ( 7 ) 

2.6 Sensitivity Analysis 

Discount Rates 

The consumption discount rate employed in climate-economy modeling has been the topic of 

considerable debate and discussion for decades (48, 51). It is consequential for economic 

evaluation of climate policy, especially given the long time horizon over which the calculations 

of climate impacts must be made and the substantial uncertainty in climate damages and 

economic growth (49, 50). In this paper we choose one discounting specification for the main 

analysis, and two others as sensitivities. 

● Central: 𝜌 = 0.5% and 𝜂 = 1.0 from Drupp et al. (2018) (84) 

● High: 𝜌 = 1.0% and 𝜂 = 1.5 from Nordhaus and Barrage (2024) (65) 

● Low: 𝜌 = 0.1% and 𝜂 = 1.0 from Stern (2006) (86) 

Altering the discount rate used in the analysis affects the two steps that employ social welfare 

function: (1) calculating optimal mitigation policy for each state of the world by maximizing 

expected welfare (Extended Data Fig. 9-11) and (2) calculating expected welfare from 

implementing each policy in each state of the world (Extended Data Fig. 12).  

As expected from the literature, a higher discount rate generally results in a less stringent robust 

policy (Extended Data Fig. S9-11). The impact of changing the discount rate on the optimal path 

for a given policy varies. For example, using a high discount rate has little effect on policy paths 

that are bounded by the feasibility limits placed on mitigation path. We hypothesize that with a 

sufficiently high discount rate, even highly pessimistic paths (eg. those characterized by high 

impact damage functions high business as usual emissions) may become significantly less 

stringent. 

The primary findings of a precautionary, stringent robust pathway and asymmetry of regret are 

robust to the specification of discount rate. That said, we hypothesize that at the limit a 

sufficiently high discount rate may reduce the asymmetry by highly discounting climate damages 

and reducing the tail of damages. 
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Extended Data Figures and Tables 

 
Extended Data Fig. 3 | Optimal mitigation rate paths vary in robustness: the most robust path decarbonizes 

rapidly. 

The minimax regret criterion ranks the robustness of a given policy candidate based (purple to red coloring). The 

white line with a black outline represents the most robust path. Each point on the x-axis shows the date a policy fully 

decarbonizes date and uses the same coloring scheme.  
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Extended Data Fig. 4 | Robust policy temperature trajectories. 

(A) Each policy combined with each state of the world produces a mean temperature anomaly trajectory (grey lines). 

The most robust policy mitigation path limits the temperature anomaly to the low-end of the range (blue lines). The 

years of full decarbonization are shown as dots on the x-axis. (B) Mean temperature anomalies in 2150 for all policies 

are shown by the grey histogram, individual blue lines represent mean temperature anomalies for the robust policy 

under each state of the world. 

 
Extended Data Fig. 5 | Robust policy temperature trajectories by climate model. 

(A) Each policy combined with each state of the world produces a mean temperature anomaly trajectory (grey lines). 

The most robust policy mitigation path limits the temperature anomaly to the low-end of the range (blue lines for 

states of the world including the Finite Amplitude Impulse Response (FaIR) model, orange lines for those including 

the Simple Nonlinear Earth System (SNEASY) model). The years of full decarbonization are shown as dots on the x-

axis. (B) Mean temperature anomalies in 2150 for all policies are shown by the grey histogram, individual-colored 

lines represent mean temperature anomalies for the robust policy under each state of the world. 
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Extended Data Fig. 6 | The robust policy limits temperature increase and avoids worst-case warming scenarios 

The “all policies” PDFs (green) show data points for n runs of each policy-state of the world pair, combining the 

parametric uncertainty of n Monte Carlo runs with the structural uncertainty of 120 policies run through 120 potential 

states of the world. The “most robust policy” display the subset of data points corresponding to using only the most 

robust policy. Bar plots below the PDFs show the median (white line) and the 25th-75th, 5th-95th, and 1st-99th 

percentiles with shading of decreasing opacity. The bottom panels show the survival function (1 - the cumulative 

frequency) in order to focus on the tail behavior of these PDFs We display results for (A) the temperature anomaly in 

2100 and (B) the maximum temperature anomaly across the full time horizon. 
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Extended Data Fig. 7 | The socioeconomic and damages modules drive patterns of regret and asymmetry: most 

and least robust policies. 

Each point represents a policy-state of the world (SOW) pair, with the divergence from the optimal cumulative 

emissions in a realized SOW on the x-axis and the subsequent regret on the y-axis. Colors show the SOW 

socioeconomic module and shapes show the SOW damages module. Data points are shown for the (A) least robust 

and (B) most robust policy. Larger symbols with a black outline represent the pair that creates maximum regret, one 

for each policy.  
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Extended Data Fig. 8 | The minimax regret criterion promotes precaution and relatively high spending on 

abatement to strictly limit damages from climate change. 

Each point represents a policy-state of the world (SOW) pair, with symbols differentiated by characteristics of the 

state of the world. Colors represent the socioeconomic module, one of five Shared Socioeconomic Pathways (SSP) 

and climate module, one of the Finite Amplitude Impulse Response model (F) or the Simple Nonlinear Earth System 

model (S). Shapes represent abatement costs module, and panels represent two of the damage functions: (A) Dell, 

Jones, and Olken (DJO) and (B) Greenhouse Gas Impact Value Estimator (GIVE). This means that each SOW displays 

120, each a realization of a candidate policy in that SOW. Bold red outline indicates the most robust policy, showing 

its abatement costs and damages for that one policy across different future SOW. 
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Extended Data Fig. 9 | Select mitigation policies for two discount rates. 

Comparing default (solid lines) to high (dashed lines) discount rates with four representative policies including (1) the 

most robust policy when minimizing maximum regret (green) (2) the most robust policy when minimizing mean regret 

(blue) (3) an additional policy, not considered in robustness analysis, that optimizes expected welfare across all states 

of the world (red), and policy approximations for commonly cited integrated assessment models (4) Dynamic 

Integrated Model of the Climate and the Economy 2023 (DICE2023) (gold) and (5) Greenhouse Gas Impact Value 

Estimator (GIVE) (purple). 
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Extended Data Fig. 10 | Suite of mitigation policies for two discount rates. 

Comparing default (blue lines) to high (orange lines) discount rates for all 120 mitigation policies. 

 
Extended Data Fig. 11 | Figure S9. Mitigation policies for two discount rates. 

Comparing default (solid lines) to high (dashed lines) discount rates for all 120 mitigation policies. Colors represent 

the socioeconomic module, one of five Shared Socioeconomic Pathways (SSP). Panels represent the damage module 

which is one of the six Dynamic Integrated Model of the Climate and the Economy 2023 (DICE2023), Dell, Jones, 

and Olken (DJO), Greenhouse Gas Impact Value Estimator (GIVE), Howard and Sterner specifications 4 and 7 (HS4, 

HS7) , and Kahn et al. (Kahn) 
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Extended Data Fig. 12 | Asymmetric regret for two discount rates. 

Each point represents a policy-state of the world pair, with the divergence from the optimal cumulative emissions in 

a realized state of the world on the x-axis and the subsequent regret on the y-axis. Colors indicate the discount rate 

showing the default rate in blue and high rate in orange. Two panels show the full range of values (A) and a zoom in 

on the negative divergence values (B).  
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Extended Data Fig. 13 | Convergence of mitigation paths under varying numbers of trials. 

The objective function used to optimize a model and return an optimal policy, takes the expected value over n trials 

(y-axis, colors). Each model is defined by a socioeconomic module, climate module, abatement costs module, and 

damages module. This figure shows optimal policies for the subset (30 of 120) of models that use the DICE2023 

abatement cost module that allows for net negative emissions in 2100 (DICE2023_2050) and the Finite Amplitude 

Impulse Response (FaIR) climate module. The same figures for the other subsets show similar convergence behavior. 
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Extended Data Table 3 | Key Terms. 

Key terms in this glossary are defined as they are used within this paper. 

Key Term Definition 

Model Structure Each model structure is composed of four primary modules: socioeconomic, 

climate, abatement, and damages. Each individual module is based on 

previously peer-reviewed literature and includes parametric uncertainty 

whenever possible. This term is used to mechanically describe the composition 

of an IAM, though it is also the sole source of deep uncertainty and is therefore 

in some ways synonymous with state of the world. 

State of the World 
A future characterized by a unique combination of modules that make up an 

IAM and encompass only deep, structural uncertainty. A state of the world has 

numerous uncertain parameters, and thus the combination of a model structure 

with a particular draw of uncertain parameters encompasses both deep 

uncertainty and shallow, or parametric uncertainty.  

 

Policy (Candidate) 
A time path of annual carbon dioxide mitigation rates in percentages for the 

time horizon of the analysis. A policy candidate is a policy under consideration 

in the analysis. 
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Extended Data Table 4 | Modules combined to produce new model structures. 

Each model structure is composed of four primary modules: socioeconomic (5), climate (2), abatement (2), and 

damages (6). Each individual module is based on previously peer-reviewed literature and includes parametric 

uncertainty whenever possible. 

Module 

Category 

Name Abbreviation Parametric Uncertainty 

Socioeconomic Shared Socioeconomic Pathway 1  SSP1  

Shared Socioeconomic Pathway 2 SSP2  

Shared Socioeconomic Pathway 3 SSP3  

Shared Socioeconomic Pathway 4 SSP4  

Shared Socioeconomic Pathway 5 SSP5  

Climate Finite Amplitude Impulse 

Response model 

FaIR 93,995 samples of uncertain 

parameters from Leach et al.  for 

the FaIR model  

 

10,000 samples of uncertain 

parameters from Rennert et al. (7) 

for BRICK sea-level rise model 

Simple Nonlinear Earth System 

model 

SNEASY 10,000 samples of uncertain 

parameters for SNEASY and 

BRICK from Wong et al. (87) for 

SNEASY and the BRICK sea-

level rise model 

Abatement 2023 Dynamic Integrated 

Climate-Economy model 

Neg Emiss 2100 

DICE2023_2100 

Uncertain  exponent of cost 

function, initial backstop price, 

and initial cost decline of 

backstop price distributions based 

on Lamontagne et al. (26) 

2023 Dynamic Integrated 

Climate-Economy model 

Neg Emiss 2050 

DICE2023_2050 

Damages Howard and Sterner Specification 

4 

HS4 
Uncertain damage coefficient 

distributions based on Howard 

and Sterner (72) 

 
Howard and Sterner Specification 

7 

HS7 

Dynamic Integrated Climate-

Economy model (2023) 

DICE2023 Uncertain damage coefficient 

distribution based on Barrage and 

Nordhaus (65) 

Greenhouse Gas Impact Value 

Estimator 

GIVE Uncertain damage coefficient 

distributions in agriculture and 

health damage functions based on 

Rennert at al. (7) 

Dell, Jones, and Olken (2012) DJO  
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Module 

Category 

Name Abbreviation Parametric Uncertainty 

Kahn et al. (2021) Kahn  
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Conclusion  

Two primary challenges motivate the work in this dissertation First, a lack of usable domain-

specific computational tools can slow climate research, discourage collaboration, and pose barriers 

to transparency. Second, policymakers must design climate policy in the face of substantial, 

sometimes unresolvable uncertainty along several dimensions.  

The open-source Mimi platform currently hosts nearly thirty integrated assessment models and 

underpins several peer-reviewed publications alongside a number of state and federal regulatory 

analyses. Designed specifically for the needs of the academic research and policymaking 

communities, Mimi is “an open-source, computationally efficient, publicly accessible, and clearly 

documented computational platform”1 (NASEM, 2017), implemented as an embedded domain-

specific language (eDSL), which includes features that facilitate team-based workflows, 

computationally demanding uncertainty analysis, replicability, and more.  In Chapter 1, How 

Domain Experts Use an Embedded DSL2, I use contextual inquiry to investigate the user 

experience with the Mimi eDSL and advance knowledge of both the overall eDSL user experience, 

and more specifically domain experts’ user experience with eDSLs. A thematic analysis places the 

findings into five primary themes: (i) impacts of the host language, (ii) impacts of the interaction 

between host and embedded language, (iii) eDSL-specific communities, (iv) eDSL-specific 

resources, and (v) integration of multiple tools via the host language. I use these findings to suggest 

a set of design considerations for future eDSL designers and directions for future eDSL user 

experience research. This work will serve as a useful reference for future work on computational 

tools to support climate change research and policymaking. 

Chapters 2 and 3 make important advances in the field of climate change economics, both 

undertaking a rigorous treatment of uncertainty and leveraging the Mimi platform for their 

analysis. In Chapter 2 Comprehensive Evidence Implies a Higher Social Cost of CO2 
3 I build a 

new integrated assessment model, the Greenhouse Gas Impact Value Estimator (GIVE) model, to 

estimate the social cost of greenhouse gases (SC-GHGs) using state-of-the-art scientific literature 

and a comprehensive treatment of parametric uncertainty throughout the model.  The mean SC-

CO2 estimate using the preferred discounting scheme, a near-term 2% discount rate, is $185/t-CO2 

($44-413/t-CO2: 5-95% range), in 2020 US dollars. This is 3.6 times greater than the US 

government’s current, most commonly cited mean value of $51/t-CO2 using a 3% constant 

 

 

 

 

1 National Academies of Science, Engineering, and Medicine. Valuing Climate Damages: Updating Estimation of 

the Social Cost of Carbon Dioxide. (The National Academies Press, 2017). 

2 Rennels, L., & Chasins, S. E. (2023). How Domain Experts Use an Embedded DSL. Proceedings of the ACM on 

Programming Languages, 7(OOPSLA2), 1499-1530 

3 Rennert, K., Errickson, F., Prest, B. C., Rennels, L., Newell, R. G., Pizer, W., ... & Anthoff, D. (2022). 

Comprehensive evidence implies a higher social cost of CO2. Nature, 610(7933), 687-692. 
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discount rate4. I also present values for the social costs of methane and nitrous oxide, and this 

model and updated SC-GHG estimates informed the next generation of federal social cost of 

greenhouse gas estimates as proposed for use in regulatory impact analysis5. 

Finally, Chapter 3 Considering Robustness to Deep Uncertainties Drives More Rapid Emissions 

Reductions addresses the deep, structural uncertainty of integrated assessment models. This work 

steps away from evaluating greenhouse gas mitigation policy by maximizing the expected value 

of welfare, and instead uses a robust decision-making approach to evaluate policy through a regret-

averse lens. This framing focuses on downside risk – what if the chosen model is wrong? The most 

robust policy suggests deep, rapid emissions cuts in the face of uncertainty and is driven by 

uncertainties surrounding socioeconomic trajectories and the magnitude and functional form of 

climate damages. The asymmetric consequences from delayed or weak mitigation policy align 

with a precautionary approach to future unknows, encouraging high spending on abatement now 

to reduce the risk of large damages in the future. 

This body of work makes important contributions to the literature, and to the climate policy realm 

more broadly, through a combination of the fields of climate change economics, uncertainty 

analysis, programming language and software design, and human-computer interaction. 

 

 

 

 

 

 

4 Interagency Working Group on the Social Cost of Carbon. Technical Support Document: Social Cost of Carbon, 

Methane, and Nitrous Oxide Interim Estimates under Executive Order 13990. (2021). 

5 https://www.epa.gov/controlling-air-pollution-oil-and-natural-gas-operations/epas-final-rule-oil-and-natural-gas 
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